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Abstract replication-based approaches are neither necessary
) ) nor desirable, as they inherently require quorum-sy
The proliferation of e-commerce has enabled a r&w s cpronization to maintain consistency. We show that
of applications that allow globally distributed pur  pyp, primarily due to its ability to provide higlerser

chasing of commodities such as books, CDs, travely,tonomy, performs favorably in all cases studied.
tickets, etc., over the Internet. These commoddias

be represented on line by tokens, which can belgist 1 Introduction

uted among servers to enhance the performance andrhe proliferation of e-commerce and widespread ac-
availability of such applications. There are twoima cess to the WWW have enabled a new set of applica-
approaches for distributing such tokens replication  tions that allow globally distributed purchasing of
and partitioning. Token replication requires expees commodities and merchandise such as books, CDs,
distributed synchronization protocols to providetala travel tickets, etc., over the Internet. Compangssh
consistency, and is subject to both high latencgt an as Amazon.com, Expedia, etc., that support thgsesty
blocking in case of network partitions. On the othe of applications are drastically increasing in numéed
hand, token partitioning allows many transactions t scale. As these applications become more popular,
execute locally without any global synchronization, centralized implementations will fall short of mieet
which results in low latency and immunity against-n  their latency, scalability, and availability demand
work partitions. thereby requiring distributed solutions. Convemndib
distributed implementations, however, are also viot
able for these applications: they inherently regtight
global synchronization, and, thus, break down iai-en
ronments where the nature of the communications me-
Idium is failure-prone and unpredictable.

More effective distributed solutions can be realize
by exploiting two important characteristics of thes
applications: First, they involve a set of commypdit
types with a limited inventory (e.g., the latest @b
Eminem, economy class tickets for a particularhtijg
etc.). Second, the operations of interest on titeses

In this paper, we examine the Data-Value Partitigni
(DVP) approach to token-based commodity distribu-
tion. We propose novel DVP strategies that varthi
way they redistribute tokens among the serverdief t
system. Using a detailed simulation model and rea
Internet message traces, we investigate the perform
ance of our DVP strategies by comparing them adains
a previously proposed scheme, Generalized Site Es
crow (GSE), which is based on replication and eacro
transactions. Our experiments demonstrate thatttfer
types of applications and environment we address,

T Part of this work was done while the author waskiny at Bell Laboratories, Lucent Technologies. Inc
¥ The full address of the contact author is: Ugur Cetintemel, Department of Computer Science, University of Maryland, College
Park, MD 20742, USA. Tel: (301) 405 2717. Fax: (3025 6707. E-mailugur @s. und. edu



typically involve incremental updates (e.g., buytag

economy tickets for a flight). It is, therefore,gsible @
to achieve distribution by usingkensto represent the @ .
instances of commodities for sale. Previous wor§.(e , [ @
[5, 7, 11]) exploited the notion of tokens to ermabl [ e ‘
high-volume transaction processing for distributed e LS 4
source allocation applications. |

There are two fundamentally different approaches
for distributing tokend] replication and partitioning. s
Token replication requires expensive distributed-sy v
chronization protocols to provide data consistemry WA
is subject to both high latency and blocking ineca$
network partitions or long delays in communications
between groups of sites (which are indistinguiskabl ,
from network partitions). Token partitioning allows \ 7 WV yd
many transactions to execute locally without arobgl -
synchronization, which results in low latency anat i S A «__, *token requestiesporse
munity against network partitions. The effectivene$ * periodiaperiocic state info.
token partitioning, however, relies tokenredistribu- -
tion techniques that allow dynamic migration of tokens T commodty regestesponse
to the servers where they are needed.

In this paper, we examine the Data-Value Parti- )
tioning (DVP) [11] approach to token-based commod- Figure 1: System model
ity distribution. We propose novel DVP strategibatt . e
vary in the way they redistribute tokens across the2 OVerview of token partitioning
servers of the system. Using a detailed simulationin this section, we first define our system modik
model and real Internet message traces, we inatstig then briefly give an overview of the basic DVP algo
the performance of our DVP redistribution stratsgie rithm. For brevity, we leave aside many significant
by comparing them against a previously proposedproperties such as recovery and concurrency control
scheme, Generalized Site Escrow (GSE) [7], which isfocusing mostly on the performance-related issues.
based on replication and escrow transactions [ASE Details of DVP can be found [11].

eneralizes previous escrow algorithms for repdidat
gatabases, %roviding higher server autonomy and2-1l System model
throughput. Our reference system model, illustrated Figure 1,

The main contributions of the paper are twofold: consists of a set of servers and clients that commu
First, we extend the previous work on DVP by pro- cate via message exchange over a wide-area network.
posing new token redistribution strategies and weval We assume, for simplicity of exposition, that the-s
ating their performance under a range of workloa®l s tem stores a single commodity withlimited number
narios. Second, although the basic approaches, DVRf indistinguishableinstances and we represent each
and GSE, were both developed a number of years agasuch instance with a single token.
this paper is the first to directly compare thegrfprm- Through a web-based interface, clients submit
ance. Thus, this paper provides valuable insigtd in transactions thatllocatetokens ometurn (i.e., deallo-
the fundamental tradeoffs between partitioning andcate) tokens that have previously been allocated.
replication for the increasingly important problesh Therefore, the types of transactions that we madel
token-based commodity distribution. volve incremental updates to a data it@wail, which

The remainder of the paper is organized as follows.denotes the number of tokens globally availabléhan
In Section 2, we briefly describe the system maadel system. We also assume, without loss of generality,
the base GSE and DVP algorithms. In Section 3, wethat there is a lower-bound constraint awail: the
propose several token redistribution strategie\dP. system must ensure thavail does not become nega-
We describe the experimental environment and methtive at any time (e.g., tickets for a particularosh
odology in Section 5 and present our experimemal r should not be oversold). Thereforal] token return
sults in Section 6. Finally, we discuss related knior transactions can potentially commit (as they cannot
Section 7 and offer concluding remarks in Section 8  violate the lower-bound constraint), whereas @ugne

of the token allocation transactions can commit.

s|ve

s

sener-sener.



Borrower server s,

1. Lock tok.

2. If tok,<req(t)
borrow_tokens()

/*borrow_tokens() gathers tokens
from other sites and updates
tok, as it receives tokens. */

Wait until tok, > req(t) or timeout.

If timeout

Abort; unlockiok,; and exit.

Settok, = tok, —req(t).

Commit; and unlockok,.

Lender server s:

1. Locktok.

2. Calculate the number of tokens,
resp(s $), 0<resp(s )< tok, to be lent tos,;
Sendresp(s $) tokens tos,;

Settok = tok—resp(s );

3. Unlocktok.

~No o s w

Figure 2: The Generic DVP algorithm

2.2 TheDVP approach to token partitioning

DVP [11] is a non-traditional approach for reprdsen
and distributing data. It essentially applies ttadeems
that can bepartitionedinto smaller pieces such that the
pieces can also be regarded as instances of thieairi
data item. The same operators that apply to trggnai
item should also apply to the pieces (e.g., incrégme
decrement, set to zero, etc.).

The basic idea underlying DVP is to split up the
values of database items and store each of thdittens
ent values (i.e., tokens) at different servers.n3aa-
tions are then executed locally at each servemgusia
tokens locally available at that server. Only ia gvent
that the number of tokens locally available is ffisu
cient to execute the transaction, the server makes
quests to other servers only borrow some their to-
kens. If responses from other servers fail to arfiw
any reason within a specified timeout period, tlaag-
action is aborted. Tokens are locked before betg a
cessed, however, only at the server where thedagsi
i.e., no lock requests are made to other servens. T
basic DVP algorithm is presentedHigure 2 We refer
to the number of tokens available stas tok. The
number of tokens required to execute transadtion
req(t), which is a negative valueftifis a return transac-
tion.

DVP is a fully decentralizedscheme that does not
require global synchronization. Due to its non-kiag
behavior, it is immune to network partitions, arsd i
thus particularly well-suited for environments with
unpredictable and failure-prone communications.(e.g

many servers on the Internet) due to the high serve

autonomy it enables.

3 Token redistribution strategies

Token partitioning enables servers to execute a@ans
tions locally as long as they have sufficient taken
When a server cannot execute a transaction lodaky
to insufficient number of tokens, it must be alddd-
cate tokens available at other servers and acthema

in a timely fashion in order to continue transactéxe-
cution. The performance of DVP relies upon how ef-
fectively this token redistributionamong servers is
accomplished. The main questions that a token +redis
tribution strategy needs to answer are:

1. when to request tokens,

2. which servers to request tokens from, and

3. how many tokens to request.

It is possible to construct a cost function witlsest
of constraints and solve it to find theptimal token
redistribution. Unfortunately, not only it is diffilt to
construct a realistic cost function due to the dyica
distributed nature of the system, and the fact tbat
kens are perishable resources (i.e., they ceasgigb
after being used), but also it is long known thatre
simpler formulations of the problem are NP-hardgy,
Since optimal solutions are impractical, we focus o
heuristics-based solutions in the rest of the paper
particular we avoid global strategies that requight
synchronization, and concentrate only on decentrdli
strategies that make progress using qaliy-wisesyn-
chronization. Note that previous work on DVP [11]
focused on the basic features of partitioning amd i
nored token redistribution issues.

In the rest of the section, we describe sevekadrto
redistribution strategies. We refer to the numbér o
tokens requested gy from § asreq(s,, ), the number
of tokens returned by to s, asresy(s, ).

3.1 Random redistribution

We begin by describing our baseline strategy, BASIC
In this strategy, the borrower contacts a lendevese
which the borrower picksandomly and requests the
exact number of tokens needed:

req(s, $) = req ) - tok
If s, does not receive the entire amount it needsegit th
randomly chooses another lender server and requests
the remaining amount. The lender computes themetur
amount as:
req(s, 5), ifred s, 9= tok
E;olq , otherwise

The messages exchanged among servers are minimal,
and only include token requests and responses.

3.2 Token count-based redistribution

The BASIC strategy makeslind redistribution deci-
sions, since it does not maintain or utilize arfpima-
tion about the states of other servers. The SMART

resp( §, §) =



strategy attempts to make more intelligent dectsion

incorporating knowledge of thoken countsat other

servers into this decision process.

The state maintained by a sergeis basically ao-
ken table(tt) that stores an estimate of the number of
tokens available at all servers; i#fj]=(tok', tstamg),
wheretok' is the token count & at logical timetstam-

P/, j=1...n, andn is the number of servers.

SMART makes more intelligent redistribution deci-
sions at the expense of maintaining and dissemipati
token count information. Servers disseminate token
count information usingiggybackingand broadcast-
ing. Each server, when sending a message to anoth
server, also incorporates its token table into ries-
sage. In addition to this piggybacking, serversadro
cast their states to other servers at the follovenitical
points:

1.
becomes less than a certain threshold valuso
that servers with fewer tokens can be differentiate
from the ones with many more tokens;

2. when a server runs out of tokes so that other
servers do not make token requests to this serve
anymore, and;

3.

ously had run out of tokeri$ so that other servers

may resume requesting tokens from this server.
A servers updates its token table whencommits a
transaction:

tok' = toK — red ) and tstamp = tstamp+1
and, whers receives a token table from serggrk#i:
tok; = tok' andtstamp = tstamfy  if tstanfp> tstafn

OF 1.n,g i.

A borrower servers,, consults its state table when
choosing a lender server. It (rank) orders the essrv
according to their token counts. The lender seraees
then chosen based on their ranks: at each steynia
mal set of lendersL, that together have a sufficient

number of tokens is chosen as lenders. Formally,

LOS {g is chosen such that:
;tokk’ > req § - tok , and

0L st O S {g, Z tak  rdgyt tok and4L | |

whereS s the set of all servers (see Section 6.3.2 for
the other lender selection schemes). The borroesr t
contacts the lenders iparallel, without waiting for
replies. The borrower makes a pessimistic assumptio
about the availability of tokens at lender servensl
requestgeq(t)-tok tokens from each lender. If the es-
timated token count of a server is zero, then $bater

is not contacted at all. The redistribution at adker
proceeds similar to that in the BASIC case.

when the number of tokens available at a server

3.3 Token demand-based redistribution

In the previous strategies, token redistributiolcurs
as the result of a token request, which is initadaly
when the borrower has insufficient tokens to exeeut
transaction successfully. The SHARE/PREFETCH
strategy, on the other hand, continually redistebu
tokens across servers based on the token request ra
at each server. Suchdemand-basededistribution is
likely to be beneficial especially when there iskaw
in server workloads.

Each server maintains a simple token request rate
value, rr;, for each serves, j=1...n. This value indi-

Lates the number of tokens requested from a phaticu

server during a certain period of time. Each seoer
dates its own request rate value and disseminate it
along with its token table using piggybacking and
broadcasting as described before.

SHARE/PRETECH employs two key techniques
that utilize request rate values of the servers:
1. Token sharingefers to the redistribution of tokens

based on the token request rates as observed by the

involved servers. The borrower senggrsends its to-
ken request rater,, along with its token request. The
lender serves computes the number of tokens that it

when tokens are returned at a server that previ-gpoyid share with, as:

a a
shard s, §)=0 (thl@LD
0 m,+reg
aiming to achieve a balanced token redistribution a
cording to relative request rates (wheris the sharing
constant). Serveg then returns:

ﬁsharq s 9, ifshag s, 3> réq.s)s
_eq(s, §), ifsharés 9< reg,s)s an
sy =0 tok > req( §, 9);

Hok, otherwise

2. Token prefetchingefers to the periodic, request rate-
based redistribution of tokens in the backgrourme- P
fetching can potentially eliminate the need to sledor
tokensas part oftransaction execution, thereby reduc-
ing response time and increasing availability. Gu¥i
cally, each server contacts every other servewoines
prefixed order (in the background). Whgmontactss,
the tokens available stands are redistributed among
the two servers as follows:

rr, O
0——o0
M +1m, g

tok," = (tok + tok) - tok

, g
tok = [{tok + tok)
g

wheretok’ and tok’ are the respective token countsat

ands after redistribution.

Although the token redistribution mechanism we
described operates in a pair-wise fashion and oislss
the information that is available at the two sesves-
distributing their tokens, it is quite robust iratht in-



crementallymigrates the existinglobal token distri- 70
bution in the system to match tiggobal relative re-
quest rate distribution. Furthermore, we experiraiiynt
proved that, using this pair-wise mechanism, any ex R e W 100servers
isting token distribution converges to any desired
global distributionexponentiallyfast. Figure 3 demon-
strates this exponential convergence by plotting th
number of pair-wise token exchanges (between ran-  ;
domly selected servers) versus the sum of errors be 10
tween the global target token distribution and éxe

isting token distribution (averaged over 1000 rantjo Yo 0 0 w0 a0 o wo 0 w0 o o
selected target and initial token distributions dosys- number of pair-wise token redistribution sessions

tem with 100 servers). A similar pair-wise exchange

mechanism has been proposed [2] in the context Gfigyre 3: Incrementally converging to global target token
Deno, an object replication system based on an epi- distributions via pair-wise token exchanges

demic weighted-voting protocol, in order to migrate
existing weight distributions to target weight dist-
tions.

60N\ — o ___ exponentially fit curve ||

40 1

30

sum of errors

a token request after a callback, it simply forveatide
request to the primary, which executes the reqaedt

_ _ S returns the result back to the cliént.

3.4 Primary-based, hybrid redistribution If the number of tokens later increases above the
Our preliminary experiments revealed that, as thecallback threshold, the system switches back taéts

number of tokens in the system decreases, it bezomeCentralized operation: the primary redistributes to-
increasingly harder to locate and gather the nacgss Kens it has to other servers (uniformly or depegain
number of tokens in a distributed fashion. Borrower IS knowledge of the request rates at servers).
servers typically make several unsuccessful attempt4 Algorithmsfor token replication

until they are able to gather the tokens they nEgdn
though there might be sufficient tokens globallyi&v
able in the system, identifying the servers thaehhe
tokens can be very costly, especially if the system-
sists of many servers. In such cases, transactiecue
tion costs can become so high that the performanc
benefits of using a distributed system may be over-
shadowed.

The PRIMARY strategy attempts to add the benefits
of using a centralized model for situations whearnly @
small number of tokens remain in the system. The sy
tem operates in regular, decentralized mode (usiag
SMART strategy) as long as the number of tokens n
available is above a fixed threshold value, butchveis ~ Whereavail is 's view of avail, andn is the number
to acentralizedmode of operation when the total num- Of servers. Each server periodically broadcaststdhe
ber of tokens drops below this threshold. ken allocations it performed to limit the extentwtbich
mary server that is responsible for satisfying tak  €ach server, therefore, dynamically decreaseskasso
requests involving the tokens of a particular comimo are allocated. Each server estimates the escrontiqua
ity when the system operates in the centralizedemod ti€s at other servers, which are then used to megble
Each server continuously observes the global numbeftS own escrow quantity and allocate tokens without
of available tokens for the commodities for whith i contacting other servers, if possible. _
serves as the primary. In ord_er to |mplement this scher_ne,_ GSE relies on:

If the number of tokens drops below a particular (1) 9ossip messagesvhich are periodic background
callback threshold valyethe corresponding primary
initiates the switch to the centralized mode byalro
casting callback messages. Each server, having re- 1 An alternative model, which assumes the existerice set
ceived a callback message for a commodity, serids alof forwarding ggents, such as cluster DNSs that translate
the tokens of that commodity to the primary. Aftiee logical names into the IP-addresses_ of one of ¢ineess[3],
callback, the primary executes all requests invgvi enables client requests to be submitted directlihéocorre-

. . . sponding primary. This latter model eliminates (beeless)
that commodity locally. When aon-primary receives initial request to mor-primary server.

We now briefly describe th&eneralized Site Escrow
(GSE) scheme [7], an efficient replication scheme
based on escrow transactions [10], as the repadgent
replication-based approach to distributed tokemteai
dance.

In GSE, the number of tokens available in the sys-
tem, referred to aavall, is replicated at all servers.
The escrow quantity &, which represents the number
of tokens thas can dispense without contacting other
servers, is computed as:




messages that include the token allocations knoyvn b
the sender server, in order to limit the globaletok
allocations unknown to a server, and; @)orum
locking to limit the number of token allocations that
can be performed concurrently at the quorum servers
A servers can perform token allocations as long as
es, which 5 updates dynamically it allocates tokens
and receives gossip messages, is large enouglasén ¢
es is not sufficient,s needs to contact other servers

and form a synchronous quorum of servers such that

the combined escrow quantities of the quorum server
are enough to execute the transaction. Formingoa qu
rum of servers involveeemotelylocking theavail val-
ues at the quorum servers by sendoak/unlock mes-
sages. Suctemotelocking involving multiple servers,
as our results will demonstrate, is relatively exgee

to perform in wide-area and is the main performance
bottleneck of replication-based approaches such a

GSE.

Figure 4depicts the basic GSE algorithm. Initially,
only § is in the quorum of (denoted byQ,). Step 2
computes the escrow quantig. The tight synchroni-
zation among the servers @, enabless to use the
escrow quantities of the other serversin Sinces is

Lock avail and sefQ={s}.
Setes= [@Avail/ n OQ, [
ComputeU;.

If es<req(t) + Z req(t,)

A wbd e

IfQ,En
Loclavail, of a servegdQ;and adds to Q;
Goto Step 2.
Else abort; and for glQ;, unlockavail.
Perform requisite updates
Commit; and foig0Q;, unlockavail;

5.
6.

Figure 4: The GSE algorithm implemented by s to
execute transaction t

server is regarding the global token allocations- pe
formed and the cost of synchronization among server

o Experimental environment

5.1 Simulation model

In order to evaluate the performance of GSE and the
DVP strategies, we implemented a detailed simutatio
model using CSIM [1]. The model consists of compo-
nents that model a distributed set of servers,ilpe

not up-to-date regarding the token allocations per-tion of clients making commodity requests, and com-

formed by the other servers in the system, it, ,thus

makes a conservative estimate regarding its escrovg q 1

size. Serves makes this estimate by placing an upper

bound on the escrow values assumed by non-quorum . . . .
y d transactions using either DVP or GSE. It consi§ts 0

servers; thereby guaranteeing that simultaneousntok
allocations do not cause a lower-bound constraot v
lation. In order to make this estimate,computedJ;,
which denotes the set of token allocation traneastj,
such thatt, is known tos, ands is not sure that, is
known to all the non-quorum servers. The sum

req()) + 3 red(t)

;i
provides an upper bound on the number of token allo
cations that might be unknown to non-quorum setrvers
The inequality in Step 4 checks whether all but (at
most) the lasks — req(t) allocations known te are
known to all the non-quorum servers. If this indya
evaluates to true, it means thegt is insufficient; addi-
tional servers need to be addedQo This is accom-
plished by making (remote) lock requests to invdlve
servers regarding their views alvail, avail; for s).
During this locking phase, the views a¥ail at the
quorum servers are synchronized (i.e., dkail values
at the quorum servers become equaledlfis still not
sufficient and all servers are already in the quooru
(Step 4), the transaction is abortededfis sufficient,
the execution of can proceed.

After all the necessary updates and logging are per

formed,t commits and all local and remote locks are
released. It is important to emphasize that théopar

ance of GSE heavily depends on how up-to-date eacr(f

munication latencies among servers.
Server module
The server module is responsible for executingntli

a resource managerwhich schedules the CPU
and disk (using a non-preemptive FIFO policy);

¢ abuffer managerwhich handles transfer of data
between the disk and buffer;

e a communication managerwhich handles the
passing of messages to and from the network
module using a queue to implement ordered mes-
sage retrieval and processing. Every message sent
or received by the server is charged a fixed CPU
cost, specified in terms of the number of instruc-
tions executed. No per-message-byte cost is mod-
eled since we assume the use of short, fixed-sized
control messages; and
a transaction managerwhich coordinates the
execution of transactions.

We now describe the transaction manager in more de-
tail. The transaction manager consists of seveyai-c

ponents. One component is tleck manager which
handles all locking associated with a given corency
protocol. Deadlocks are handled using a timeout
mechanism. The transaction manager also contains

several algorithm-specific components. Tlkecrow

manager maintains all necessary information and
makes all the quorum-based decisions when modeling

the GSE algorithm. It also containggassip manager

omponent that coordinates the sending of gossig me



sages to other servers. The other algorithm-sgecifi indication that the message was lost (approximaegy
component is th®VP managerwhich is responsible of the messages were lost).

for implementing the redistribution strategies thag The server-server traces are used to drive the net-
described. The DVP manager also containgoasip  work component of the simulations as follows. Ket
manager component that is responsible for dissemi- beginning of a simulation run, one trace is rangoml
nating state information via message exchange.yEver (uniformly) chosen for each pair of servers, an@ on
message sent or received by a server is chargedd f entry is selected randomly (uniformly) on eachéras
CPU cost. No per-message-byte cost is modeled sinca starting point. Whenever a server sends a message
we assume the use of short, fixed-sized control- mesanother server, the current latency value for iheee
sages. sponding trace is read and the current entry iseinc
512  Client transaction generator module mented. The message is delayed by this latencyevalu
and then inserted into the message queue of the des
nation server. If the entry indicates a messagg tben
the message is re-sent after a timeout period 0fr2®
(twice the average round-trip time between any phir

The client transaction generatomodels a population
of clients submitting transactions to the systerhe T
model generates transactions using exponentiat-inte
arrival times and submits them to the network medul
for delivery to a server. Servers). _ .
. In order to model the communication latencies be-
We model the transactions based on common char-

acteristics of wide-area commodity distribution &p tween servers and clients, we used a similar approa
. . . . y . 20D \ve used client machines whose IP addresses were ob-
cations we discussed in Section 1. A client reqirest

volves a sinale commodiwith a specific number of tained from the web-server traces of a large teteco
ge c Wi P . munications company. We chose 400 machines that
tokens (e.g., buying two tickets for a particulaow).

Infrequently, the tokens obtained from the system a were scattered over the Internet. We sent contgﬁ—m
returned (e.,g. the return of a book. cancellatifra sages from our four servers to these clients foeréod
ticket). The t;ansactions we genera'te therefgpec- of three days_, ar_1d logged the 'ate'f‘cy values obsderv
ify a particular commodity and a valué indicatirie t The communication bereen the clients anq the serve
number of tokens requested of that commodity. consists of a short client message that includes th
The commodity to be requested is selected uni_transachon requlestled _and a short response _message

formly among all the commaodities in the databasel, a from t.he server indicating the result .Of the traisa
the number of tokens to request is chosen unifo,rmeSme'tteq Thus,.the sampled latencies can rgagpnab

; . be used in modeling the client-server communicaition
from a given interval. Each successfully executed

transaction potentially has eeturn transaction that our environment. The use of a client-server traze |
P y - . similar to that described above for the servereserv
returns the tokens obtained by the original tratisac case

,;J:;ug?ogzgﬁﬁsugr(]atljrr?l:rba?lsti?i;gsthi? ;ﬁﬁ?&ﬂt The use of wide-area ICMP traces as described is a
issued by the client that previously submitteddbee- reasonable technique for our purposes, since (&) ou

sponding allocation transaction. Parameter| Setting| Parameter Setting
Number  of | 10 Database size 200
513 Network module servers (commaodities)
The network module models Internet communication {-I%C:c:ut lock | 200 (ms) | Number of tokens 200
Iateljcies among the servers. Rather _than using1a sy Remote Tock| 500 (ms) | Number of clients| 400
thetic model to generate communication latencies an timeout
P ; ; CPU speed 2000 (ms Transaction exp(10.0)
inject cer'ga_un failure modes (e.g., message Iosws, inter-arrival time | (msec)
work partitions, etc.), we sampled messaging lagsnc Disk latency | 0.0097 (s)] Update transac-1.0
over the Internet. For a period of three days, we-c Sk Tanster| 40 (B t$“ pfob?b"'ty !
. - . . IS ranster S ransaction size
tinuously collected traces of pair-wise ICMP (i.e., rate (commodities)
ping) message exchange among four servers, which ar Buffer  hit | 0.95 Tokens requestefl uniform(1,5)
H ratio per transaction (tokens)
located at Co_IIege Park (Maryland), Murray Hill (Me tem ™ read | 1000 Rofurn tansacio 0.1
Jersey), Lexington (Kentucky) and Santa Barbara cost (instr.) probability
(Ca|ifornia)_ Iten: write ?00to ) V(Veo)rkload skew 0.00r1.0
H H COs! INStr.
. The traces were then formatted into lists whose en- Message cost| 10000 | Prefetch 100
tries are the latencies of each message exchange or (instr.) period (s)
Control 64 (bytes) Callback 20
) . . . . message size threshold (tokens)
> We do not investigate transactions that involvetimu Commodity | 512 Sharing constant | 1.0
ple commodities in this work. Although it is strhtg tem size (bytes)

Table 1: Primary experimental parameters and

forward to generalize the algorithms for that caseh default settings

a generalization is beyond the scope of this paper.
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model consists of servers communicating via messageeeds to be enlarged, a new set of non-quorumrserve

exchange over a wide-area network, and (b) theoprot
cols we study only require the transfer of contrms-
sages but not any data messagedhle 1 shows the
main simulation parameters and their default sgitin

5.2 Methodology
All the results reported in the following sectiore ahe

are added to the quorum and locked in parallel. The
details about quorum size estimation can be found i
[7].

The second modification involves the use of back-
ground messages. Recall that the performance of GSE
depends heavily on the extent to which serveraipre
to-date regarding the token allocations perfornmethé

averaged results of ten independent simulation.runssystem. In the basic GSE approach, servers peaibgdic

For each set of runs, the same set of ten worklGias

broadcast their states to the other servers. leroial

the same clients submitting the same requestseat thensure that servers have the most up-to-date iaform
same time) are used when comparing different ap-tion possible, we modified the algorithm so thaasi

proaches to ensure fairness. The only factor gsilts
in different loads for the different approachesthe
existence of return transactions. Since the scheglul
of a return transaction is dependent on whetharoor
the corresponding allocation transaction commiifs, d
ferent approaches will typically see different retu
transactions. In particular, the higher the comrate
for an approach, the more return transactions dpat
proach will observe.

background messages are sent whenever an update is
committed. When a server receives such an update
notification, it also notifies the other serversttfit is
aware of that update. While this approach is rialyi

to be practical for a real implementation, it impee

the performance of GSE in our experiments because
(1) the messages are sent in the background, ribein
critical path of updates and (2) the messages lhre a
short control messages. Thus, the messages hidee li

Note that there are two reasons why a transactioror no negative impact on update performance, while
may not commit in our environment. First, a transac- providing the benefit of up-to-date informationatib of

tion may timeout waiting for a local or remote lcahd
abort. Second, either there may not be sufficiekens

in the system to execute the transaction succégssiul
there may be sufficient tokens but the system nwy n
be able to locate them in a timely manner.

6 Performance experimentsand results

the servers By implementing this aperiodic strategy,
we give GSE an unfair advantage over DVP, which
uses far fewer messages for disseminating state- inf
mation, for the purposes of these experiments.

6.1 Basic performance
The graphs we present in this section demonsti@ate h

This section present the results of our performancethe performance changes over time. As to be exgecte
experiments comparing our DVP strategies and thethe performance of all the approaches becomes worse
(extended) GSE approach. We first discuss two modi-as the number of tokens globally available in the s
fications to the basic GSE approach. Both modifica- tem decreases. Most of the measurements shown are

tions significantly improved the performance of GEE
our experiments.

The first modification addresses tparallel locking
of the quorum servers. As suggested in [7], ratihen

cumulativemeasures. For example, the response time

% We also experimented with increasing the fre-

requiring each server to construct a quorum sequenduency of the periodic messages of the basic GSE ap

tially, it is possible to estimate an initial quorwsize
and lock the quorum servers in parallel. If the rguo

proach. The results showed, however, that forehis-
ronment, the aperiodic approach provides better per
formance with fewer messages than the periodic one.
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value that is plotted at time 10,000 ms is the mefan
the response times for all transactions that hawre-c
mitted in the first 10 (simulated) seconds of the e
periment. Whenever insightful, we also presémt
stantaneousesults that depict the performance of the
approaches during a certain execution window. In al
the experiments, we fix the number of servers arid
the mean inter-arrival time for client transacti@tsl0
ms. At this inter-arrival rate, all of the approash
demonstrate stable behavior.

6.1.1  Uniform workload
We now show the results of the algorithms under a

uniform workload where the transaction requests are

uniformly distributed across servers (i.850).

Figure 5presentsium-commitsthe number of com-
mitted transactions, by GSE and the DVP strategies
The figure reveals that the DVP strategies deliaer
significantly highernum-commitgshan GSE does. For
all the DVP strategiesium-commitsnitially increases
rapidly. With each committed allocation transaction
however,avail, the number of tokens globally avail-
able, decreasesium-commits then, settles down as
very few transactions can commit due to a lackoef t

kens in the system. The differences among different

DVP approaches here are not significaRigure 6
shows the complementamgsp-time mean response
time, results. All the DVP strategies, except BASIC
outperform GSE throughout the entire execution eang
These DVP variants manage to keep thesp-time
quite low, whereas the performance of GSE deterio-
rates quickly after several hundred transactiors ar
executed. Theesp-timeof BASIC drastically increases

as avail decreases since it selects the lender servers

randomly and cannot tell whether a server has any t
kens or not. The other DVP strategies do not suffer
from the same problem, achieving much bettsp-
timevalues.

The GSE approach, as explained in Section 4, oper
ates by forming a quorum of servers. It therefare r
quires tight synchronization among the quorum gstve
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Such synchronization turns out to be quite costlai
wide-area environment. The DVP approaches, how-
ever, do not require synchronization: they can icomet
executing transactions locally as long as they lsafe
ficient tokens at their disposal. Even in the caken a
server runs out of sufficient tokens and has to enak
requests to other servers, it never has to comrateic
synchronously with multiple servers.

In order to gain more insight, we present the
stantaneousiumcommitsresults for GSE, PRIMARY,
and SHARE/PREFETCH iRigure 7 Each point repre-
sents the number of committed transactions during a
time window (of length 30,000 ms) that is centeatd
the time value on the x-axis. This figure, in castrto
Figure 5that demonstrates thmumulativebehavior of
the system over time, presents the number of tcansa
tions committed during certain execution periods- |
tially, num-commitsfor the DVP approaches are sig-
nificantly larger than that of GSE. Amvail decreases
rapidly, num-commitsalso decreases. After about 150
seconds, GSE is able to commit more transacticars th
the DVP approaches. This is because, during thet ex
cution range,avail for the DVP approaches is much
smaller tharavail for GSE, making it (relatively) more
difficult for the DVP approaches to commit transac-
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tions. Eventually, num-commitsfor the DVP ap-
proaches drop close to zero,asil goes to zero. At  sent, for all of the approaches studied here. Nuaé
the end of the execution range shoawail is still high this metric includes all messages exchanged duhieg
for GSE, so GSE can still continue to commit traasa operation of the system. GSE sends a large nunfber o
tions. messages compared to the DVP strategies. Even with

Correspondinginstantaneousesp-timeresults are  this large volume of gossiping among servers, GSE
shown inFigure 8 The figure demonstrates that both cannot perform comparably to DVP. BASIC initially
DVP strategies deliver better response times th8k G sends fewer messages than the other DVP strategies,
during all execution periods. Note the differena b it does not disseminate state information. asil de-
tween the shapes of thesp-timecurves of GSE and creases, however, BASIC begins to suffer fromaitk|
the DVP approaches. Thesp-timeof the DVP ap-  of information about the states of other serveasjriy
proaches initially increases as the number of Ipcal to choose the servers to ask for tokens randoniie. T
available tokens decreases, reaching a peakrddpe other DVP strategies make smarter decisions about
time values then begin to decrease rasn-commits  which servers to contact (or not to contact) aratead
decrease andvail becomes so small that most of the in limiting their num-msgs Beyond a certain point,
transactions that commit are local ones (which havePRIMARY uses slightly fewer messages than the other
low response times). It can be seen that PRIMARY DVP approaches because once the system switches to
performs slightly better than SHARE/PREFETCH. The centralized mode, all the tokens are handled bggles
resp-timefor GSE, however, increases gradually as theserver, avoiding the need to contact multiple ssrve
quorum sizes increase with decreasingil. gather tokens.

A closer look at the raw results clearly demonsBat g12  skewed workload
the fundamental drawbacks of GSE: (1) GSE cannot . . .

In this section, we study the case where serverive

execute as many transactions locally as DVP ap_transactions according to a highly-skewed Zipfrdist

proaches do, and (2) the size of the quorum that : . _ . o
server has to form also increasesaasil decreases. abu'uon (|.e.,t9—_1), as opposed to the uniform distribu-
tion case studied before.

GSE, therefore, not only has to contact other ssrve . .
y We present theum-commitsachieved by GSE and

most of the time, but also has to lock more andemor the DVP strategies under the skewed workload in
servers aswvail decreases, aggravating its inefficiency. _. o
99 g y Figure 10 (we drop BASIC from presentation in the

The mean quorum size for GSE, which is the average t of th it istentl toerkrh
number of quorum servers per transaction, is 1then rest of the paper, as It 1S consistently outper y

initial 10 seconds, 2.1 in the period of [90,10@L-s the othgr DVP approaches). Comparison .Of the$e re-
onds, and 3.7 in the period of [190,200] seconds. A sults with those for the balanced case |mrr_1ed|ately
other problem of GSE is its high abort rate, whath shows that (1) aII_ approaches are negatively ingghct
curs mainly due to timeout in lock waits. Lock veait bY the_hlg_h skew in the workload, (2) DVP approache
tend to become a serious problem in a wide-area sysStIII significantly outperform GSI_E' and (3) _the
tem as the communication latencies are unpreditabl SHARE/PR.EFETCH strategy achieves the highest
DVP approaches, on the other hand, can executd'Um-commits

transactions locally most of the time, achievinghtir For all the approaches, a fﬁ”"’p“'ar SEIVers per-
commit rates and lower response times by avoidingform most of the token allocations due to the skew

latencies and delays typically encountered dunirigri ;he Wo.rkltlnlad.tk:n GSE'I although thehescrtotwh Sltzelkz var
server communication. ynamically, the popular servers exhaust the tokens

Figure 9presentsium-msgsthe number of messages

10
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their local escrows rapidly, having to form quorums the transaction interarrival time at 10 ms. We engs
most of the time. In DVP, the popular servers comsu  only the num-commitsand resp-timeresults under the
their local tokens quickly, and then have to conthe uniform workload.
less popular servers in order to obtain tokens. Figure 12shows thenum-commitsvhen varying the
Comparing the individual DVP strategies, observe number of servers. All approaches presented ara-neg
that SHARE/PREFETCH achieves the highasm- tively affected as the system size is increasee. réa-
commits This superior performance is due to its ability sons for this result are twofold. First, the woddo
to redistribute tokens dynamically across servdes v consists of update transactions only. Second, at th
sharing and prefetching based on request rateshiye  request rate for which we present the results,ptre
continuously transferring tokens from the less papu formance of the system is not CPU or I/O bound,idut
servers to more popular ones. SMART and PRIMARY largely synchronization bound. The well-known bene-
provide virtually equivalent performancé&igure 11 fits of using a distributed system to distributee th
which shows the number of transactions that are exeworkload, thus, are not apparent here.
cuted locally without contacting other servers thar The num-commitsvalue for GSE drops drastically
justifies this behavior. In terms of response time with increasing number of servers. We observe that
SHARE/PREFETCH also outperforms the other ap- num-commitdor GSE always lies below those of the
proaches for most of the experiment (not shown). DVP strategies. The DVP strategies scale betteh wi
The results of the experiments presented so far rePRIMARY being the one with the best scalabilityitas
veal that: (1) the proposed DVP strategies sigauifily is quite robust for regions with smaliail regardless
outperform GSE under various workloads; (2) of the number of servers in the system. SMART and
SMART, SHARE/PREFETCH, and PRIMARY out- SHARE/PREFETCH perform similarly to each other.
perform BASIC mainly because they exploit state in-  Figure 13 which presents theesp-time results,
formation; (3) when there is a balanced workload, shows that GSE has the best response time forag®e ¢
SHARE/PREFETCH and PRIMARY demonstrate the where there are two servers. Its performance, hemwev
best performance, while PRIMARY demonstrates degrades and falls behind those of the DVP appesach
somewhat better response times; and (4) under skewevery rapidly with increasing number of servers.ali
workloads, SHARE/PREFETCH compares favorably dition, its num-commitsis below those of the DVP
to other schemes as it adaptively redistributegnek strategies for all system sizes shown (including th
based on the loads on servers. two-server case). This is not surprising becausthas
. number of servers increases, synchronization among
6.2 Scalability them becomes increasingly more difficult and expen-
6.21  Varying number of servers sive. The DVP results are consistent with the corre

We now investigate how the approaches perform as Wespond|ngwum-comm|t$esults.

scale the number of servers in the system. Allrthe  6.22  Varying transaction rate

sults presented here are the mean values of teeardl  Next, we investigate the performance of the appreac
metrics at 200 seconds. The choice of 200 secands ias the transaction interarrival time is varied. i&imto
not arbitrary. In fact, at around 200 secondsréisalts  the previous case, each point plotted is the medurev
for the commit rate and response time related o®etri of the corresponding metric at 200 seconds. Asrbefo
tend to stabilize for all approaches. As before,fixe  we fix the number of servers at ten.
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We show thenum-commitgesults for the GSE and the transactich Servers use the SHARE/PREFETCH
the DVP strategies ifiigure 14 It can be seen that for strategyd or any other strategy for that mattgr
low transaction interarrival times (i.e., high tsantion without any modifications. The advantage of suadlo
arrival rates),num-commitsachieved by GSE and the balancing is that the workload seen by each semwiler
DVP approaches deteriorates drastically. The systemon average) be similar. In such a case, as weradise
cannot sustain interarrival times lower than akout- from the uniform workload results, the DVP ap-
three ms, below which the performance worsens sub-proaches will demonstrate significantly better perf-
stantially. For these and lower values, the stétthe® ance. The downside is that such a randomized smect
system changes very rapidly and the state infoonati eliminates the potential gains of submitting theng-
maintained at each server becomes outdated quicklyaction to the closest server. This restriction ptadly
Another factor contributing to lowum-commitss the results in increasedlient-sideresponse times. Experi-
increased lock contention at servers which resolis mental results demonstrate that this is indeeccése:
high number of transaction aborts. All systems veco  Our simple load balancing technique achieves better
as the interarrival times are increased, and,dh their server-side response times than tiedoad balancing
performance does not improve significantly above anstrategy. In fact, it achieves results quite simiia
interarrival time of five ms. We observe similasudis those of SHARE/PREFETCH for the uniform work-
for all the DVP strategies. load case. Client-side response times, howeven tur

Examining Figure 15 we observe (relatively) high out to be similar, or slightly better for tme-load bal-
resp-timevalues for the DVP strategies for interarrival ancing case, demonstrating the aforementioned -trade
times below three ms (for which the system is nat s  off.
ble). Although GSE seems to do a better job intlirgi 632 Non-deterministic sclection of lenders
its resp-timevalues for interarrival times below three
ms, itsnum-commitds much lower than those of the
DVP strategies for all the interarrival values show

The DVP strategies presented are deterministiGan t
they use the estimated token counts at servettsoose

the lender servers. This deterministic selectiory ma
6.3 Other experiments lead to a situation where, for a given period ofej
most of the token requests are targeted to the same
server, making that serverhat-spot Our experiments
showed that, due to the differences among the vaws
different servers, such situations do not occuy V¥es-

i quently: the probability is no more than 10% an&30
631 Load balancing higher than the random selection case on average fo
Comparison of the results for the balanced and sew the uniform and skewed cases, respectively.

workload cases reveal that the DVP approachesrsuffe  In order to eliminate such situations completelg, w
although not as much as GSE, from load imbalancestudied two randomized schemes. The first scheme
We, therefore, investigated the potential benefits chooses the lenders randomly with equal probability
employing a simpldoad balancingmechanism to dis- (among those with a non-zero token count). Therothe
tribute the load evenly across servers. In thishaec
nism each client, rather than submitting the tratisa
to its closestserver,randomlypicks a server to submit * Note that this is a very practical and easy-tolement
scheme.

In the remainder of the section, we briefly discads
ditional experiments that we conducted in ordeexe
plore potential improvements to the partitioningats-
gies discussed earlier.
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scheme is based on the idedatifery schedulind13], order, and (2) that borrow either the exact amaoley
where lenders are chosen with a probability propor-need or borrow an amount such that the final escrow
tional to their token counts. Experiments reveat the guantities at the involved servers become equate No
lottery-scheduling scheme performs somewhat betterthat one of the policies, in which the lender serige
than the completely random scheme, achieving commitchosen randomly and the exact amount needed is re-
rates similar to those of the deterministic schentéle quested, is similar to our BASIC strategy. Unliker o
suffering less than a 20% deterioration in respainse strategies, however, Kumars borrowing policiesnd
under both the uniform and skewed workloads (usingmake use of the knowledge of the global state ef th
SMART). system to improve its effectiveness and adapt di;nam

cally to workload.
7 Related work Golubchik and Thomasian discussed demand-driven
Most previous related work focused on exploiting ap

ost. _ \ oitin token allocation schemes in the context of a fometi
plication semantics to improve performance in derta data allocation method (FDA) [5]. One such scheme
classes of applications. ONeil proposed Escrowdra

. o they describe enables token partitioning between th
actions [10] to enable concurrent access to higffidr  involved servers based on demand (as in our SHARE
aggregatefields on which only a restricted class of

strategy). In [12], Thomasian further discussed FDA
operations (such as incremental updates) are allowe

_ _ a Aale and proposed an abstract model for optimial allo-
This technique utilizes the commutativity propedfy  cation of tokens, which we do not address in thisgp.
such operations; i.e., two operations can run ig an

It is worth noting that no previous work has exphbr
order and still produce the same final result pdedi

: ~the fundamental tension between replication and-par
that they do not violate upper/lower bound constgai tioning for token-based resource distribution, vahis

on the involved data items. Escrow transactions exe our main focus in this paper.
cute a speciatscrowoperation that attempts fmt in .
escrow(i.e., reserve) some of the resources that itglan 8 Conclusions

to acquire. All escrow operations that succeed areToken-based commodity distribution can meet the de-
logged. Transactions consult this log before exegut mands of a class of newly emerging Internet-based e
an escrow operation and see the total amount of recommerce applications. In this paper, we experimen-
sources that are escrowed by all uncommitted transa tally evaluated and compared two fundamentally dif-

tions. If the total quantity ofinescrowed resources is
sufficient, the transaction proceeds; otherwisdbirts.

ferent approaches to token distributi@n partitioning
and replication using real Internet message traces.

Haerder extended the escrow transactional modele also proposed several pair-wise token redistribu
for centralized database environments to DB-sharingtion strategies for the partitioning-based approacti
systems [6] where multiple DBMSs share the databasesvaluated them under different workloads.

at the disk level. He proposed the use of a hibieat

Our experiments reveal a number of significant re-

escrow scheme that consists of a global escrow angults for token-based commodity distribution. First

local distributed escrows. He discussed a techrtioate
enables the hierarchical scheme to behave likeeypu
global scheme for only a critical margin of aggtega
values.

replication-based approaches are neither necessary
desirable for the kinds of applications and envinent
we address in this study. Partitioning-based amtres
perform and scale better primarily due to theitigbio

Kumar and Stonebraker generalized the notion ofprovide higher server autonomy. Second, the use of

escrow transactions for replicated data [9]. Eahey
is assigned an escrow quantity that can be useddo
cute transactions locally. The escrow quantitieseat-
ers are readjusted by the use of a periodic glstab-
shot algorithm. This algorithm has to be executafd s
ficiently frequently for servers to have an up-tatal
view of the global state. On the other hand, fretue
execution of such a costly algorithm may itself delg

information about the system state turns out t@roe
cial for making token redistribution decisions. fhi
when there is a balanced load on the servers,gh®l
complicated redistribution schemes does not mieeit t
complexity; simple strategies can be as effectpre;
vided that they utilize minimal state informatiofi-
nally, in the case of skewed workloads, howeveg, th
use of extra information about request rates maidyi

performance. Both DVP and GSE employ mechanismsnotable performance improvements.

that eliminate the need for a global snapshot élyor

In terms of future work, we are planning to investi

The work most closely related to our investigation gate hierarchical server organizations, which aan i

of various redistribution strategies is [8], wh&emar
discussed severalorrowing policiesfor escrow trans-

actions in a replicated environment. Kumar devised

four simple borrowing policies that (1) select lend
servers either randomly or according to a pre-sieekci

13

prove the performance significantly when the number
of servers is large.
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