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Rapid advances in computational power have made all-atom molecular dynamics (MD)

a powerful tool for studying systems in biophysics, chemical physics and beyond. By solving

Newton’s equations of motion in silico, MD simulations allow us to track the time evolution of

complex molecular systems in an all-atom, femtosecond resolution, enabling the evaluation of

both their thermodynamic and kinetic properties.

Though MD simulations are powerful, their effectiveness is often hampered by the large

amount of data they produce. For instance, a standard microsecond-long simulation of a protein

can easily generate hundreds of gigabytes of data, which can be difficult to analyze. More-

over, the time required to conduct these simulations can be prohibitively long. Microsecond-long

simulations often take weeks to complete, whereas the processes of interest may occur on the

timescale of milliseconds or even hundreds of seconds. These factors collectively pose signif-

icant challenges in leveraging MD simulations for comprehensive analysis and exploration of



chemical and biological systems.

In this thesis, I address these challenges by leveraging physics-inspired insights to learn

unique, useful, and also meaningful low-dimensional representations of complex molecular sys-

tems. These representations enable effective analysis and interpretation of the vast amount of data

generated from experiments and simulations. These representations have proven to be valuable

in providing mechanistic insights into some fundamental problems within theoretical chemistry

and biophysics, such as understanding the interplay between long-range and short-range forces in

ion pair dissociation and the transformation of proteins from unstable random coils to structured

forms. Furthermore, these physics-informed representations play a crucial role in enhancing MD

simulations. They facilitate the construction of simplified kinetic models, enabling the genera-

tion of dynamical trajectories spanning significantly longer time scales than those accessible by

conventional MD simulations. Additionally, they can serve as blueprints to guide the sampling

process in combination with existing enhanced sampling methods.

Through this thesis, I showcase how the synergy between physics and AI can advance our

understanding of molecular systems and facilitate more efficient and insightful analysis in the

fields of computational chemistry and biophysics.
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Chapter 1: Introduction

In this chapter, I provide an overview of Molecular Dynamics (MD), covering its funda-

mental concepts, applications, and inherent limitations. I then introduce various Machine Learn-

ing (ML) techniques utilized for analyzing and enhancing MD simulations. Finally, I delve into

the motivation behind this thesis and offer a comprehensive outline of its contents.

1.1 Molecular Simulation

1.1.1 Overview of Molecular Dynamics

Advances in computational hardware and ef�cient algorithms have transformed all-atom

molecular dynamics (MD) into an important tool to complement the experimental methods for

studying the behavior of chemical and biological systems [1, 2]. By evolving the positions and

velocities of particles representing every atom in the system according to the laws of classical

physics in a simulated world, all-atom MD simulations enable us to track the time evolution of

molecules across a vast spatiotemporal domain—length scales up to thousands of angstroms, with

atomic precision, and timescales up to milliseconds, at femtosecond resolution. This surpasses

the limitations of many experimental techniques as they are generally limited in their spatial

and temporal resolution, and most report ensemble average properties rather than the motion
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of individual molecules [3]. Their capabilities extend to intricate processes such as unraveling

the folding dynamics of proteins [4] and nucleic acids [5], deciphering the principles of allosteric

regulations [6, 7, 8], and probing the intricate mechanisms of membrane transport [9]. In the con-

text of drug discovery, MD simulations stand out for their ability to provide precise assessments

of ligand–protein af�nities [10], unveil novel binding sites [11, 12, 13], and identify potential

off-target effects [14]. In materials science, they navigate the complexities of condensed phase

ionic systems, offering insights into the structure–property relationships and virtual design of

novel materials [15]. Additionally, MD simulations play a crucial role in the study of catalysis,

offering insights into chemical reactions at the atomic level [16].

The forces acting on every atom are computed using a model known as a force �eld, which

is typically designed based on a combination of quantum mechanical calculations and experi-

mental data [17]. Force-�elds are complex equations typically characterized by springs for bond

length and angles, periodic functions for bond rotations, Lennard-Jones potentials for van der

Waals forces and the Coulomb's law for electrostatic interactions [18]. Despite not precisely

modeling the underlying physics, these force �elds provide a suf�ciently close approximation,

capturing a diverse array of critical biochemical processes.

Once the forces acting on individual atoms are obtained, classical Newton's law of motion

is used to calculate accelerations and velocities and to update the atom positions. These classical

equations of motion are integrated using the �nite difference methods. Some commonly used

�nite difference methods in MD simulations includes Velocity Verlet Algorithm, and Leap-frog

algrotihm.

In practical MD applications, while direct use of MD results in the NVE ensemble (constant

number, constant volume, constant energy), most quantities of interest are actually from a con-
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stant temperature (NVT) ensemble, also called the canonical ensemble, or isothermal–isobaric

(NPT) ensemble. These ensembles are widely employed in MD simulations. Ensuring a consis-

tent temperature and pressure necessitates the use of specialized tools—a thermostat for temper-

ature control and a barostat for pressure regulation. Commonly used thermostats include Nose

Hoover, Berendsen, and Langevin, and common barostats include Berendsen, Martyna-Tobias-

Klein (MTK), and Parrinello Rahman.

1.1.2 Challenges in MD Simulations

MD simulations are incredibly useful but often slow. Consider a simple two-well model po-

tential system: in regular MD simulations, the system can get stuck in a basin, struggling to climb

energy barriers and explore important regions. In reality, transitions, such as ligand dissociation

or protein conformation changes, occur rarely due to high energy barriers, spanning from mil-

liseconds to hundreds of seconds. These occurrences are commonly referred to as “rare events”.

Despite advances in computational resources, extending the timescales that can be achieved in

MD simulations remains a signi�cant challenge. MD simulations are computationally demanding

due to the requirement for signi�cant computation in force calculations at each time step, as well

as the need for repeated force calculations. Individual steps are limited to a few femtoseconds

by fast atomic vibrations, so simulating just one millisecond of physical time requires nearly one

trillion time steps. This means certain events of interest, such as protein conformational changes

and drug unbinding, may still require months or even years to simulate, despite leveraging the

most powerful computational resources [19].

The quality of force �elds used in MD simulations directly affects the accuracy and relia-
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bility of the results. Although continuous re�nement is underway, inherent limitations in force

�elds may introduce inaccuracies. Traditional force �eld parameters are determined through

quantum mechanical calculations and condensed phase experimental data for small molecular

fragments [20, 21, 22]. However, as the improvements in both simulation speed and experimen-

tal methods have led to an overlap in the timescales accessible through the two approaches, force

�eld development has come to rely more on experimental data for proteins and other biological

macromolecules [23]. In assessing force �eld accuracy, long-timescale simulations are employed

to evaluate criteria such as the folding of small proteins to their native structures, prediction of

polypeptide secondary structure propensities, and replication of NMR data on the structure and

dynamics of folded proteins [12]. The increasing demand for force �elds to accurately model long

timescales, where suitability for short simulations may not suf�ce, also underscores the impor-

tance of minimizing computational costs for conducting simulations spanning longer timescales.

Last but not least, the �nal challenge is how to make the deluge of data generated from MD

simulations understandable to humans. MD simulations can produce overwhelming amounts of

complex, high-dimensional data, making it dif�cult to interpret results and identify meaningful

insights into underlying mechanisms. In fact, the sheer volume of MD data even poses dif�culties

in storage, management, and sharing. As a result, developing proper analysis and visualization

techniques is crucial for extracting valuable information from simulations and facilitating our

understanding of molecular systems.
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1.2 Analyzing and Enhancing MD simulations with Machine Learning

Enhancing force �eld accuracy and ef�ciency is an active �eld, yet it isn't the central theme

of this thesis. My primary focus is on investigating effective approaches to address the other

two challenges: extending the timescales achievable by MD simulations and interpreting the

vast amount of MD data, as highlighted in Sec. 1.1.2. In this section, I offer an overview of

advancements in overcoming these challenges through the integration of machine learning (ML)

concepts.

To tackle these challenges, one uni�ed approach involves identifying an ef�cient low-

dimensional representation on which the dynamics of the system can be projected. Such a low

dimensional representation can serve multiple purposes: First, it naturally aids human visual-

ization and comprehension of the vast amount of data generated in MD simulations, facilitating

downstream analysis. Second, it guides the sampling process to speed up the MD simulations

of complex molecular systems that would otherwise be computationally expensive. Finally, it

also enables the construction of simpli�ed kinetic models for the system's dynamics, enhanc-

ing human understanding of dynamic processes and signi�cantly accelerating simulations, albeit

typically at the expense of reduced accuracy.

1.2.1 Guiding enhanced sampling methods

A variety of methods generally called enhanced sampling techniques have emerged as a

solution to the rare event problem. For a comprehensive review of the enhanced sampling meth-

ods used in molecular dynamics simulations, interested readers can refer to Refs. [24, 25, 26].

To effectively guide the simulations, most of these methods rely on the knowledge of some low-
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dimensional representations known as reaction coordinates (RCs) or collective variables (CVs)1,

such as umbrella sampling [27], metadynamics [28, 29], weighted ensemble [30, 31, 32], and

milestoning [33]. However, it is well known that the proper RCs are not easily identi�ed for

many systems. This motivates the use of ML methods in the RC discovery.

Over the past decades, a variety of approaches have been developed to learn the RC from

trajectory data. However, a clear de�nition of RCs may remain controversial. In chemistry, a

RC is an abstract one-dimensional coordinate which represents progress along a reaction path-

way. This notion of RCs is heavily related to reaction rate theories. For a full review of reaction

rate theory see Refs. [34, 35, 36]. In variational transition state theory (VTST), the RC can be

optimized by minimizing the transition-state rate [37]. Sharing the same spirit, Berezhkovskii

and Szabo show that a one-dimensional RC can be constructed for diffusive dynamics from

Kramers–Langer theory [38]. This RC minimizes the rate constant and is orthogonal to the

stochastic separatrix. This discovery establishes a connection between the RC derived from re-

action rate theory and a mathematically elegant quantity known as the committor probability.

Originally introduced by Onsager in 1938, and subsequently rediscovered in the late 1990s, the

committor probability describes the probability of a trajectory reaching the product state prior

to the reactant state from a given conformation [39, 40]. Transition path sampling (TPS), which

focuses on sampling the pathways connecting metastable states, is a powerful tool for analyzing

the committor [40, 41]. Using TPS, optimal RCs can be identi�ed through a Bayesian criterion

[42], genetic algorithms [43] or likelihood maximization approaches [44, 45]. Alternatively, the

committor can also be obtained by solving high-dimensional partial differential equations (PDEs)

using diffusion maps [46, 47, 48], dynamical Galerkin approximation [49, 50] or neural networks

1Throughout this thesis, RCs and CVs are used interchangeably.

6



[51, 52, 53, 54, 55]. Through the analysis of the committor, much insight has been obtained in a

variety of phenomena ranging from ion solvation to biomolecular isomerization [39, 56, 57, 58].

Other methods have been proposed that rely on different criteria, such as analyzing cut

free energy pro�les [59] or performing a dynamical self-consistency test [60]. These approaches

basically examine whether the reduced dynamics along the RC maintain Markovian behavior.

These new criteria are shown to be closely related to the standard committor analysis for RC

optimization [61].

Another natural RC is the slowest eigenfunction of the propagator. Unlike the committor,

solving the eigenfunctions typically don't require the knowledge of the de�nition of the reac-

tant and product states. However, I also need to point out that they are heavily related as both

are solutions to the backward Kolmogorov equation. Thus, many RC discovery methods are to

learn the relevant slow modes of dynamics. Coifman, Kevrekidis, Clementi and others �rst used

diffusion map to determine collective RCs for macromolecular dynamics [62, 63, 64, 65]. There-

after, Nóe and coworkers proposed the variational approach to conformation dynamics (VAC)

and combined it with the time-lagged independent component analysis (tICA) to identify the op-

timal “slow subspace” from a large set of prior order parameters (OPs) [66, 67, 68]. In a similar

spirit, the SGOOP method by Tiwary and Berne used an iterative approach to �nd RC through a

maximum path entropy framework [69].

In addition to the aforementioned approaches, recent advances in representation learning

have led to the development of other methods that use arti�cial neural networks to learn RCs of

arbitrary complexity. Time-lagged autoencoders, for example, utilize auto-associative neural net-

works to reconstruct a time-lagged signal, and collective variables extracted from the bottleneck

layer can serve as the RC [70]. Variational dynamics encoders combine time-lagged reconstruc-
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tion loss and autocorrelation maximization within a variational autoencoder to approximate the

dynamical propagator [71]. Another approach, the reweighted autoencoded variational Bayes

for enhanced sampling (RAVE), interprets the RC as a bottleneck or low-dimensional space that

predicts the most important features of simulated trajectories [72, 73].

Despite signi�cant progress in the �eld, obtaining an effective RC usually requires either

suf�cient sampling of a speci�c pathway of interests or a comprehensive sampling of all the state-

to-state transitions in the system. This may seem impractical for enhanced sampling methods,

commonly employed to investigate rare events occurring on long timescales and thus limited

in initial stage sampling. Thus, this presents a chicken-and-egg problem: �nding reliable RCs

requires collecting well-sampled state-to-state transitions, yet obtaining enough transitions relies

on identifying suitable RCs.

A solution to this conundrum could involve an iterative approach that alternates between

rounds of enhanced sampling and RC learning to gradually improve sampling [74, 75]. Starting

from some unbiased or biased simulations, a RC, which may be far from optimal, can be learned

to guide the following enhanced sampling to explore an increased amount of con�guration space.

Once a better sampling is collected, a better RC can then be learned. This looping of enhanced

sampling and RC learning can continue until both the RC and the free energy estimate along the

RC have converged.

Though most RC learning methods require a good sampling of the transitions, some meth-

ods can be applied when only the metastable states involved in the rare event are known. For

example, an approach named harmonic linear discriminant analysis (LDA) that derives from

Fisher's LDA collects a number of con�gurations from short unbiased MD runs in the differ-

ent metastable states and use these data to train a RC to maximally distinguish different states
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[76, 77].

1.2.2 Building simpli�ed kinetic models

One can also tackle the rare event problem by performing many short simulations in paral-

lel [78]. These short trajectories can then be integrated using the Markov state models (MSMs).

MSMs not only simplify complex MD conformations into easily understood states but also

have the capability to amalgamate a broad ensemble of parallel short trajectories, enabling the

prediction of long-term thermodynamic and kinetic properties of the systems [79, 80, 81, 82,

83, 84, 85, 86, 87, 88, 89]. The conventional pipeline for constructing MSMs involves sev-

eral intricate steps, such as featurization, dimension reduction, clustering, and kinetic lumping

[82, 85, 86, 87, 89, 90, 91, 92]. During featurization, MD conformations are typically aligned

or transformed into internal coordinate features to eliminate the translation and rotation of the

entire molecules. Subsequently, dimensionality reduction is usually performed based on these

features to identify a low-dimensional space. Commonly utilized data-driven dimension reduc-

tion methods include principal component analysis (PCA) and tICA. The MD conformations

are then projected onto the low-dimensional space and further grouped into hundreds or thou-

sands of microstates. For better interpretation, microstates can be lumped into a few metastable

macrostates based on their kinetic similarities, and the MD trajectories can be coarse-grained into

time-series sequences of state indexes. Finally, by choosing an appropriate lag time, a MSM can

be estimated based on the transitions between states modeled using Markovian jump processes.

A notable example of employing ML in MSM construction is VAMPnets, which adopts

the variational approach for Markov processes (VAMP) and utilizes neural networks to provide
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a comprehensive end-to-end data-driven model for MSM construction [90]. Later, a state-free

reversible VAMPnets (SRVs) is speci�cally introduced to learn nonlinear approximates to the

leading slow eigenfunctions [93] and has also been generalized to biased simulations [94, 95].

The learned MSMs empower the ef�cient generation of dynamic trajectories across signif-

icantly longer time scales than those accessible by MD. However, due to the absence of a method

to reconstruct molecular con�gurations, the generation of continuous atomistic molecular tra-

jectories is hindered. To address this limitation, Deep Generative MSMs (DeepGenMSM) have

been developed, which simultaneously learn a fuzzy encoding of metastable states and “landing

probabilities” to decode molecular con�gurations [96]. Another approach, Latent Space Simu-

lators (LSS), offers an alternative framework for learning kinetic models tailored for continuous

atomistic simulation trajectories [97, 98].

Simulations can also be signi�cantly accelerated, albeit with reduced accuracy, by em-

ploying simpli�ed system representations, such as coarse-grained (CG) models [99, 100]. CG

models streamline systems by grouping atoms into larger particles or “beads”, largely reducing

the number of interaction sites. Constructing CG models involves optimizing CG mapping and

CG effective energy. While similar to the dimension reduction process introduced in Sec. 1.2.1,

CG mapping aims to learn a more interpretable and structured representation by directly map-

ping coordinates of a group of atoms to the coordinates of a bead. Moreover, since the simpli�ed

system is typically assumed to follow Langevin dynamics, the learning process of a simpli�ed ki-

netic model in CG models involves deriving an effective energy, aiming at accurately recovering

the Boltzmann distribution of con�guration space. As a result, such simpli�ed CG models typi-

cally incur lower computational costs and enable more ef�cient sampling compared to atomistic

models.
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Traditionally, the selection of a CG mapping for a molecule has been guided by chemical

and physical intuition. For instance, in protein and peptide CG mapping, a prevalent strategy des-

ignates a CG bead at the� -carbon for each amino acid. Another widely adopted approach, such

as the MARTINI CG model [101, 102, 103], employs a mapping of four heavy atoms to one CG

bead. Recently, a number of methods have been proposed to learn a CG mapping with the help

of ML. Numerous methods have been introduced to automate the construction of coarse-graining

maps [104, 105, 106]. Several approaches de�ne the CG mapping by evaluating its ability to re-

cover all-atom coordinates [107, 108], faithfully reproduce extended time scale processes [109],

or adhere to information-theoretic criteria [110, 111].

To construct CG effective energy, traditional structure-based models like MARTINI [102,

103] are built around a known native protein structure. However, these models often struggle

with predicting intramolecular protein dynamics. Efforts like UNRES [112] or AWSEM [113]

successfully predict folded structures but may not consistently capture alternative metastable

states or free energy minima when compared to all-atom force �elds. Recent advancements in ML

have enabled learning CG force �elds using neural networks [74, 114, 115, 116]. These machine-

learned CG force �elds have demonstrated accurate representations of the coarse-grained all-atom

distributions of individual proteins [74, 114, 115], multiple proteins [117], and even transferable

to different unseen proteins [118]. Some ML methods also have been shown to contribute to

simultaneous optimization of both CG effective energy and CG mapping [107, 119].
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1.3 Overview

My doctoral research has primarily focused on developing representation learning methods

by introducing physics into arti�cial intelligence (AI). These methods in turn can be used to

analyze and enhance MD simulations.

At the heart of my research lies a core concept drawn from the information processing

mechanisms observed in biological systems. One of the de�ning features of living organisms is

their ability to ef�ciently respond to environmental signals by identifying the most useful features

from those signals. To address the information compression problem, Claude Shannon developed

the rate-distortion theory, which characterizes the trade-off between the signal representation size

(or rate) and the average distortion of the reconstructed signal [120, 121]. However, this theory

has a major limitation in that it requires the speci�cation of a distortion function, which deter-

mines the relevant features of the signal. Since the “right” distortion measure is often unknown,

choosing the distortion function arbitrarily leads to arbitrary feature selection. Therefore, a criti-

cal challenge in formalizing our intuitive understanding of information is to establish a quantita-

tive measure of “meaningful” or “relevant” information.

One possible solution to this challenge is to utilize an additional variable that provides in-

formation on what is relevant, as is often the case in many interesting scenarios. For example,

most animals face the risk of being eaten. To avoid becoming someone's dinner, an organism

must be able to identify relevant information about predatory threats from the environmental

signal. This type of problems share a common underlying structure: extracting relevant infor-

mation from one variable to predict another (Fig. 1.1). The choice of the additional variable

determines the relevant components or features of the signal in each case. This intuitive idea
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Figure 1.1: The general information bottleneck framework is inspired by the way living organisms
process information. For instance, to evade predation, an organism must quickly identify relevant
information about predators from the visual signal it receives. This process can be modeled using the
information bottleneck framework, where the inputX is the visual signal and the targety � t is chosen to
be the “predator”. The bottleneckz captures the most relevant information from the visual signals,
enabling the organism to identify the presence of a potential predator.

motivates Bialek and coworkers to propose Information Bottleneck (IB) framework [122]. The

IB framework provides a general framework to learn a concise representationz of an input signal

X that is maximally informative about some targety [122, 123]. Here typically the represen-

tation z has much smaller dimensionality than the sourceX , while the targety can be of low

or high dimensionality depending on the task at hand. The IB principle postulates that the de-

sired representationz should use minimal information from the inputX to predict the targety .

Mathematically, such a learning process can be formulated as maximizing the objective function:

L IB � I (z; y) � �I (X ; z) (1.1)

Here, the functionI (x; y) �
R

dxdy p(x; y) log p(x;y )
p(x)p(y) denotes the mutual information

between any two random variables. The trade-off between the prediction capacityI (z; y) and

model complexityI (X ; z) is controlled by a hyper-parameter� 2 [0; 1 ).

The information bottleneck framework provides a powerful approach for representation
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learning problems. However, to effectively apply it to a speci�c problem, several key questions

need to be addressed:

1. How to de�ne what “relevant” information mean in a speci�c context. This involves de�n-

ing the target variabley and specifying a measure of its distortion. In some cases, this may

be straightforward, such as identifying the relevant features in an image classi�cation task.

But for complex systems, determining the information that is truly relevant may be more

challenging.

2. While the ability to capture relevant information from the original data might make a repre-

sentationuseful, it does not necessarily make itmeaningful. Moreover, there are too many

possible representations carrying the same information, and some may be easier for hu-

mans to interpret than others. Thus, incorporating generic priors into the representation is

necessary to regularize the latent space. However, �nding appropriate priors is a non-trivial

task.

To address these questions and learn meaningful representations for MD simulations, I

propose two methods that fuse physics with AI: the State Predictive Information Bottleneck

(SPIB) in Chapter 2, and the Dynamics-constrained Auto-encoder (DynAE) in Chapter 5. By au-

tonomously extracting meaningful insights from high-dimensional data, these methods provide

invaluable opportunities. They not only aid in human analysis and comprehension of the data

but also assist in constructing simpli�ed kinetic models and guiding enhanced sampling meth-

ods. This, in turn, accelerates molecular dynamics simulations across a wide range of molecular

systems.
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In this thesis, I demonstrate the ef�cacy of the proposed approaches in providing mech-

anistic insights into fundamental problems within theoretical chemistry and biophysics. They

have proven invaluable in shedding light on critical phenomena, such as the intricate interplay

between long-range and short-range forces in ion pair dissociation, as elaborated in Chapter 3.

Furthermore, I delve into the folding dynamics of proteins, tracing their transformation from

unstable random coils to well-structured conformations, a topic discussed in detail in Chapter

4. Moreover, Chapter 4 provides a systematic evaluation of the proposed method's capability in

constructing simpli�ed kinetic models such as MSM, while Chapter 5 in fact provides a novel

way to learn a simpli�ed Langevin dynamics model.

A comprehensive summary and discussion of these approaches, their broader applications,

and potential future research directions are presented in Chapter 6.
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Chapter 2: State Predictive Information Bottleneck

The ability to make sense of the massive amounts of high-dimensional data generated from

MD simulations is heavily dependent on the knowledge of a low dimensional manifold (pa-

rameterized by a RC) that typically distinguishes between relevant metastable states and which

captures the relevant slow dynamics of interest. In this chapter, I propose a deep learning based

State Predictive Information Bottleneck (SPIB) approach to learn the RC from high dimensional

molecular simulation trajectories.

2.1 Introduction

MD simulations have become a powerful tool for studying systems in biophysics, chemical

physics and beyond. However, as detailed in Chapter 1, there are still at least two open questions

in this area: �rst, how to make use of the deluge of data generated from MD simulation under-

standable for a human; second, how to further extend timescales that can be reached in MD. The

unifying aspect to overcoming both these dif�culties is to ef�ciently uncover a low dimensional

manifold (parameterized by a RC) on which the dynamics of the system can be projected.

In this work, I develop a State Predictive Information Bottleneck (SPIB) framework that

allows us to ef�ciently and accurately learn a RC from MD trajectories. Similar to RAVE [72, 73],

I also assume that RC should carry only the minimal information of the past to still be able to
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reliably predict the future state of the system. The key feature that makes SPIB stand out is that

a discrete-state representation of this system is learned on-the-�y during the training process and

guides the RC to focus only on the motion related to the state-to-state transitions.

I show analytically and numerically that the RC learned by this algorithm is related to the

committor, and demonstrate that it can capture the important information from the trajectory to

identify the correct transition state. Moreover, I demonstrate how this algorithm can automati-

cally �gure out the metastable states in a complex system and generate an accurate but still highly

understandable description of their inter-conversion dynamics. A more systematic assessment of

the obtained metastable states is provided in Chapter 4. A crucial hyperparameter in this ap-

proach is the lag time� t, or how far into the future the algorithm should make predictions about.

Through careful comparisons for benchmark systems, I show that this hyperparameter gives use-

ful control over how coarse-grained I want the metastable state classi�cation of the system to

be.

Given these promising properties, I believe this algorithm can be a powerful tool to analyze

generic complex systems, which also signi�es a step forward in integrating physics into AI for

molecular simulations. I was the primary contributor to this work, which was featured in the

2021 JCP Emerging Investigators Special Collection of The Journal of Chemical Physics [124].

2.2 Method

2.2.1 Information Bottleneck

As introduced in the Sec. 1.3, the IB principle provides a general framework to learn a

concise representationz of an input sourceX that is maximally informative about some targety
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[122, 123]. Unfortunately, the direct optimization of the information bottleneck shown in Eq. 1.1

is impractical as the calculation of mutual information in general is computationally expensive

[72, 123]. Thus, following Ref. [123], I can obtain a variational lower bound on the original

objective function from Eq. 1.1:

L IB � �
1
N

NX

n=1

Z
dz

h
� p(zjX n ) log q(yn jz)

i

| {z }
distortion

� �
1
N

NX

n=1

Z
dz

h
p(zjX n ) log

p(zjX n )
r (z)

i

| {z }
rate

+ H (y) = L

(2.1)

whereq(y jz) andr (z) are variational approximations to the true probability distributionsp(y jz)

andp(z) respectively. Notice that the entropy of the targetH (y) � �
R

dy p(y) log p(y) in Eq.

2.1 is independent of the optimization process and hence can be ignored. From a coding theory

perspective [125], asz can be interpreted as a latent representation or a code, I usually refer

to p(zjX ) as a probabilistic encoder, andq(y jz) as a probabilistic decoder. Interestingly, one

can easily obtain from Eq. 2.1 the objective function used in variational autoencoders (VAEs) by

assuming� = 1 and requiring the representationz to reconstruct the inputX instead of predicting

a targety [123, 126]. Based on rate-distortion theory [121, 127], the �rst term in Eq. 2.1 can

be interpreted as the distortion, which measures the ability of the representation to predict the

desired target, while the second term can be interpreted as the rate, which measures the number

of bits per data sample to be transmitted. Thus, maximizingL can also be viewed as the problem

of determining the minimal number of bits, as measured by the rate, that should be communicated

from a source through a channel so that the receiver can reconstruct the original signal without

exceeding a desired value of the distortion.
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There are many possible choices for the encoderp(zjX ), the decoderq(y jz) and the ap-

proximate priorr (z), depending on the particular application domain. All these three probability

distributions can depend collectively on some model parameters� , which are learned during the

training process. Therefore, in the following sections, I will add a subscript� to all these three

distributionsf p� (zjX ); q� (y jz); r � (z)g.

2.2.2 State Predictive Information Bottleneck

The generic variational IB framework introduced in Sec. 2.2.1 leaves ample scope for the

speci�c �avor of implementation in many different ways, such as the RAVE family of meth-

ods [72, 73], and it has been discussed more generally in Ref. [128]. Based on the general IB

framework, in this section I advance the RAVE family of methods with a State Predictive Infor-

mation Bottleneck (SPIB) framework. Similar to existing RAVE formulations here as well I aim

to learn an accurate RC for generic molecular systems, but make RAVE signi�cantly more robust

in many aspects, and draw rigorous and useful connections between the past-future information

bottleneck and the committor based de�nition of the RC in theoretical chemistry [39]. However

unlike RAVE, where the aim is to predict a time-delayed version of the entire input molecular

con�guration, here I set as targety in Eq. 1.1 its future state, which is drawn from a dictionary

of indices for possible metastable states. The targety contains much less information compared

to the exact molecular con�guration. In this way, I require the RC to only predict which state the

system will stay in after a lag time� t, instead of its exact con�guration. Typically the number

and location of such states are not availablea priori, but the SPIB method makes it possible to

estimate these robustly and on-the-�y. The main advantage of such a simpli�cation of the predic-
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tion task is that only the motion related to the transitions between different states will be captured

by the learnt RC, while the �uctuations inside any metastable state will be ignored.

To learn both the number and location of the potential metastable states in the system for

constructing MSMs, SPIB is based on a simple heuristic that quanti�es metastability. Namely,

the central idea is that if one con�guration is located at statei at a certain time, then after a short

lag time� t, it should still have the largest probability to be found at statei . This is because if

statei is metastable, then its escape time should be much larger than� t. Based on this heuristic,

I introduce an iterative scheme to learn the number and location of states on-the-�y [124].

I start with an arbitrary set of state labels for the systemf y tgT
t=0 , where both the number

and location of labels are some initial guess. The probability that the system starting fromX

will be found in statey � t = i after a lag time� t can be estimated by the following, assuming a

stationary distribution:

p(y � t = i jX ) =
1

� (X )
lim

T ! + 1

1
T

Z T

0
1y t +� t = i � (X � X t )dt

where� (X ) = lim
T ! + 1

1
T

Z T

0
� (X � X t )dt:

(2.2)

Here� (X ) represents the equilibrium density ofX and1y t +� t = i is the indicator function for state

i , which is equal to 1 if the trajectory is within statei at timet + � t and equal to 0 otherwise. As

p(y � t jX ) is a function of the input con�gurationX and represents a state-transition probability,

I call this function as the state-transition density. If the system initiated from a certain high-

dimensional con�gurationX has the largest probability to be found after lag time� t in some

statei from these initial labels, then the label of the con�gurationX will be re�ned and updated
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to statei based on the previous heuristic. Thus, a set of new state labels can be generated by:

ŷ t = argmax
i

p(y t+� t = i jX t ): (2.3)

Based on the new re�ned state labels, the state-transition densityp(y � t jX ) can be re-estimated

and the process can be repeated until state labels converge. This re�nement in labeling may result

in null assignments for certain initial labels, consequently reducing the overall number of states.

In this way, starting from arbitrary states, SPIB can automatically learn both the number and

location of the potential metastable states in the system.

Direct estimation of the state-transition density using Eq. 2.2 suffers from the curse of

dimensionality as the input featureX is typically high dimensional for complex systems. To alle-

viate this problem, SPIB aims to uncover a low dimensional manifoldz on which the dynamics of

the system can be projected for more robust estimation of the state-transition densityp(y � t jX ).

This provides a uni�ed pipeline for both dimension reduction and state decomposition.

Hence, for a given trajectoryf X 1; � � � ; X M gand its corresponding state labelsf y1; � � � ; yM g,

where the lengthM is suf�ciently large, the objective function of SPIB can be formulated as:

argmax
�

L (� ) =

1
M � s

M � sX

n=1

h
logq� (yn+ sjzn ) � � log

p� (zn jX n )
r � (zn )

i (2.4)

wherezn is sampled fromp� (zjX n ) and the time interval betweenX n andX n+ s is the lag time

� t. The network architecture used for SPIB is shown in Fig. 2.1. The �rst termlogq� (yn+ sjzn )

measures the ability of our representation to predict the desired target, while the second term
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log p� (zn jX n )
r � (zn ) can be interpreted as the complexity penalty that acts as a regulariser. This regular-

ization term encourages the latent spacez to retain less information from the inputX , thereby

promoting a more compact representation. Such a trade-off between the prediction capacity and

model complexity is then controlled by a hyperparameter� 2 [0; 1 ).

Figure 2.1: Network architecture employed for SPIB consists of both the encoder and decoder as
nonlinear neural networks with two hidden layers. SPIB is designed to take features such as pairwise
distances, denoted as inputX t , enabling the learning of a low-dimensional latent representationz for
predicting its future statey t+� t after a lag time� t. The encoder only outputs the mean� , from which
the latent representationz is then sampled utilizing a position-independent trainable standard deviation� .
For visualization, the left panel illustrates some minimal residue-residue distances of the Trp-cage
system. In the middle, an example of the free energy surface of the learned latent space is displayed. The
right panel presents a network plot of the output Markov state model.

In SPIB, the trajectoryf X ng is usually expressed in terms of many OPs or features, while

the state labelsf yng are mutually exclusive and expressed in terms of one-hot vectors, i.e. a

binary vector with a single high (1) bit and all the others low (0). To implement this I use a deep

feed forward neural network with softmax outputs in the decoderq� (y jz).

logq� (yn+ sjzn ) =
SX

i =1

yn+ s
i logD i (zn ; � ) (2.5)

where the state labely representingS states is a one-hot vector ofS dimensions and the decoder
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function D is theS-dimensional softmax output of a neural network. This use of the softmax

output in the decoder allows for fuzzy assignments to the SPIB-predicted statesy.

Given that I expect the latent representationz should demarcate between different metastable

states, it is natural to assume a multi-modal distribution for the priorr � (z). Thus, I modify the

variational mixture of posteriors prior algorithm [129] to obtain such a multi-modal prior distri-

bution. Here, the approximate priorr � (z) is a weighted mixture of different posteriorsp� (zjX )

with some representative-inputsf X k
repg

K
k=1 in lieu of X :

r � (z) =
KX

k=1

! k p� (zjX k
rep); (2.6)

whereK is the number of representative-inputs, and! k represents the weight ofp� (zjX k
rep) under

the constraint
P

k ! k = 1. The algorithm to determine the representative inputsf X k
repg

K
k=1 oper-

ates as follows: Initially, one sample is randomly selected for each initial state to form the initial

set of representative inputsf X k
repg

K
k=1 , whereK corresponds to the number of initial states. After

each iteration of model training and state label re�nement, all input samples are mapped to the

learned latent space. I compute the center of each newly re�ned, non-empty metastable state in

the learned latent space and identify the nearest sample for each center using Euclidean distance

in the latent space. These selected samples then serve as the new representative inputsf X k
repg

K
k=1

in the subsequent iteration. As a result, the algorithm automatically adjusts the representative in-

putsf X k
repg

K
k=1 , and the number of representative inputsK always matches the number of states

in y. Moreover, by incorporating the mixture of Gaussians prior to Eq. 2.4, the regularization

term is able to encourage spatial separation among the state centers within the latent space.
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Finally, for simplicity, I opt to employ a Gaussian encoder with a constant variance:

logp� (zn jX n ) = log N (zn ; �; �I ) (2.7)

where only the mean� = � � (X n ) is the output of a neural network whose input isX n , while the

variance� 2 is a trainable parameter independent of the inputX . I is the identity matrix. Fixing

the variance ofp� (zn jX n ) to be constant for allX enables the learning of a latent space with

enhanced homogeneity.

After obtaining the optimal� � by maximizing the SPIB objective function (Eq. 2.4), it's

time to revisit Eq. 2.3. Utilizing the deterministic output of SPIB denoted asp̂(y t+� t jX t ) �

D(� (X ); � t; � � ), I can effectively approximate the state-transition densityp(y t+� t jX t ). The rule

of state label update can be formulated as:

ŷ t = argmax
i

D i (� (X t ); � t; � � ): (2.8)

The work�ow of SPIB as illustrated in Fig. 2.2 is summarized as follows: To initiate

the training process, in addition to trajectory data expressed in terms of input features, SPIB

requires an initial set of state labels as input. Thus, the initial state labels are generated as the

�rst step. The choice of initial state labels acts as a form of prior information, effectively guiding

and shaping the learning process within SPIB. One straightforward approach to generate these

initial state labels is to discretize some input OPs based on expert intuition [124, 130, 131, 132,

133, 134, 135, 136, 137]. However, for more intricate systems, especially those lacking intuitive

guidance, such as the protein folding systems explored in this study, the initial assignment of
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states can be carried out in similar manner as traditional MSM construction. This involves the

use of dimension reduction techniques such as PCA or TICA to identify the subset of linearly

optimal combination of a large set of input features and commonly used clustering algorithms

such as K-means or K-centers to produce the discrete states. Following the generation of initial

state labels, the trajectory dataX and state labelsy are input into SPIB. The objective is to

�nd the optimum latent representation which captures the most important features of the past

con�guration X t to predict the future statey t+� t . After this learning process, I can re�ne the

state labels based on Eq. 2.8, and the new re�ned state labels are then fed back into SPIB. The

processes will be repeated until the converged latent representation and state labels are generated

for further analyses.

For a clearer understanding of the whole algorithm, a pseudo-code outlining the SPIB train-

ing procedure is presented in Alg. 2. As illustrated above, I expect such a converged discrete-state

representation̂y(X ) in Eq. 2.8, by this self-consistent design, should only depend on the dynamic

properties of the system and the lag time� t. Moreover, on account of the screening property of

the lag time� t (as discussed in Sec. 2.2.3), the �nal representation will automatically ignore

transient intermediate states and only �gure out those long-lived metastable states. This in fact

offers us a powerful tool to obtain a dynamics-based coarse-grained description of the complex

system.

Figure 2.2: A �owchart illustrating SPIB.
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2.2.3 Dependence of SPIB on the lag time� t

In RAVE [72] as well as in this algorithm, the lag time� t plays an important role in the

simpli�cation of the learning process. A lag time� t = 0 is tantamount to ignoring the dynamics

completely and simply clustering the input con�guration into different states, while� t > 0 can

�lter out all the fast modes, helping us ignore unnecessary details of the dynamical processes.

Given its critical importance, in this section I analyze the effect of� t in detail.

Algorithm 1 Update representative inputs

Input: a long unbiased trajectoryf X ng, a set of state labelsf yng, SPIB model parameters�
1: Map all the input samples to the learned bottleneck variablesf zn = � � (X n )g
2: K  the number of non-empty states inf yng
3: for i from 0 to K do
4: zi

c  calculate the center of each non-empty metastable state
5: zi

rep  identify the nearest sample for each centerzi
c using Euclidean distance

6: end for
7: Return the new representative-inputsf X k

rep = � � 1
� (zi

rep)g
K
k=1

Algorithm 2 SPIB

Input: a long unbiased trajectoryf X ng, a set of initial state labelsf yng, RC dimensionalityd,
time delay� t, tolerancetol and patiencenpatiencefor stopping criteria, number of re�nements
nre�nements

1: Randomly pick up one sample from each initial state as our initial representative-inputs
f X k

repg
K
k=1 where the number of representative-inputsK is equal to the number of initial

states
2: Set loss0; loss1  0
3: for i from 0 to nre�nements� 1 do
4: repeat
5: Set loss0 = loss1
6: Sample a minibatchf X ng andf yng
7: loss1  calculate the objective functionL
8: Update the neural network parameters� including weightsf ! kgK

k=1
9: until jloss0 � loss1j < tol for npatienceiterations

10: Update the state labelsf yng via ŷn = argmax
i

D i (� (X n ); � t; � )

11: Update the representative-inputsf X k
repg

K
k=1 via Algorithm 1

12: end for
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Given a Markov processX t , if the initial probability distribution is given by� 0, the corre-

sponding probability distribution after a lag time� is

� � (X ) =
Z

� 0(X 0)P� (X jX 0)dX 0 � P (� )� 0 (2.9)

where the time evolution of the probability density is governed by a linear operatorP(� ), called

the propagator for the processX t . To explain the role of the lag time� t in SPIB, I can derive a

spectral decomposition for this operatorP(� ) by assuming the dynamics is reversible [138]:

� � = v1 +
1X

i =2

ai (� 0)� i (� )vi (2.10)

wheref vi g are the propagator's eigenfunctions and� i = exp ( � ki � ) are the eigenvalues which

decay exponentially in time with rateski . ai (� 0) are coef�cients depending on the initial density

� 0. In principle, SPIB will ignore the dynamical processes whose timescalet i = 1=ki is compa-

rable to or even smaller than the lag time� t, as its corresponding component in Eq. 2.10 will

decay exponentially. Thus, I interpret the lag time� t as the minimal time resolution necessary

to maintain for the dynamical system.

As discussed in the previous subsection, SPIB predicts from the present con�gurationX n

the future stateyn+ s instead of the exact con�gurationX n+ s. A subtle assumption made to justify

this simpli�cation is that the �uctuation inside each metastable state should be much faster than

the transitions between different states. Such a timescale separation allows us to rewrite Eq. 2.10
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as a sum of the stationary state eigenvectorv1 and two other parts:

� � = v1 +
mX

i =2

ai (� 0)� i (� )vi +
1X

i = m+1

ai (� 0)� i (� )vi

= v1 +
mX

i =2

ai (� 0)� i (� )vi + Pfast (� )� 0:

(2.11)

The �rst m slow processesf vi gm
i =1 correspond to the state-to-state transitions of interest, while

the fast processesPfast (� ) represent the motions related to the molecular relaxation within these

states. Therefore, an appropriate lag time� t should satisfytm+1 < � t � tm in order to screen

out all the fast processes. In practice, this can be checked by examining the robustness of the

results against different values of� t, as I show in Sec. 2.3.

2.2.4 State-Transition Density and Committor

Recently a few methods have been proposed to calculate the committor through the con-

struction of MSMs [49, 139, 140, 141, 142]. By constructing an ef�cient MSM, the committor

can be calculated directly from the transition matrix by solving a system of linear equations [140].

However, this usually requires a large number of discrete states in order to estimate the MSM

transition matrix and thus the committor accurately [49, 141, 142], thereby severely diminishing

the interpretability of the model. This also means requiring a very well sampled trajectory mov-

ing accurately capturing transitions between the large number of different states, which might be

hard to achieve [143]. As I will show in this section, the SPIB approach can ef�ciently estimate

the transition density by relegating the need to know the exact transition probabilities within the

metastable states of the system. In other words, I will demonstrate that SPIB can learn the ap-

proximate committor and identify correct transition state regions even with a small number of
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discrete states relative to MSM type approaches.

As discussed in the Sec. 2.2.3, the timescale separation between the state-to-state transi-

tions and the �uctuations inside each metastable state allows the factorization of the transition

densityp� t (X jX 0) into two parts:

p� t (X jX 0) �
DX

i =1

pi (X )p(y � t = i jX 0)

wherepi (X ) =
� (X )1ŷ (X )= iR
1ŷ (X )= i � (X )dX

:

(2.12)

In Eq. 2.12, the �rst partpi (X ) represents the equilibrium probability density for any state

i 2 [1; S], while the second partp(y � t = i jX 0) is exactly the state-transition density de�ned

in Eq. 2.2. SPIB provides a direct estimation of the state-transition densityp̂(y t+� t jX t ) �

D(� (X ); � t; � � ). This estimation allows us to derive the transition densityp� t (X jX 0) through

Eq. 2.12 ifpi (X ) is available. For simpler systems, estimatingpi (X ) can be straightforwardly

accomplished through histogram methods. For more complex systems, obtainingpi (X ) may ne-

cessitate advanced techniques such as normalizing �ow [144] and score-based generative models

[145]. However, it's worth noting that estimating the equilibrium probability densitypi (X ) is

still generally much simpler compared to estimating the transition densityp� t (X jX 0).

Given the de�nition of two states A and B whose committor attracts a interest, the commit-

tor pB (X ) then can be obtained by solving following linear integral equations:

pB (X ) =
Z

pB (X 0)p� t (X 0jX )dX 0 if X =2 A [ B

pB (X ) = 1 if X 2 B

pB (X ) = 0 if X 2 A:

(2.13)
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With the approximated transition densityp� t (X jX 0) as de�ned in Eq. 2.12, direct solving Eq.

2.13 becomes possible. However, instead of solving Eq. 2.13 explicitly and tabulating con-

�gurations wherepB (X ) � 0:5, it is plausible to identify the transition state ensemble (TSE)

directly using this state-transition densityp̂(y t+� t jX t ). If a set of trajectories starting from some

X have the largest, approximately equal probabilities of transitioning to two different states after

lag time� t, thenX can be considered to belong to the TSE. Through the numerical examples

in the section 2.3, I will illustrate that this new de�nition of transition states is, in fact, as valid

as the original committor-based de�nition. Besides, I would also like to highlight that based on

this de�nition, the ensemble of transition states will eventually form the boundaries of the �nally

converged discrete states. Therefore, the state-transition densityp̂(y t+� t jX t ) provides us with an

accurate but intuitive way to characterize the transitions between different metastable states.

Overall, I believe that such a state-transition density generated by SPIB is a reasonable sub-

stitute for the committor as it can quantitatively describe the dynamical behaviors of every states

along a trajectory and further identify the correct transition states. Thus, the most informative

representationz given by the encoderp� (zn jX n ) about this state-transition density learned by

SPIB should naturally serve as a reasonable RC approximating the committor. But for simplicity,

in the following discussion, the RC will refer speci�cally to the deterministic part or the mean

value� of the representationz to better compare with traditional deterministic prescriptions.

2.2.5 Model Systems

To demonstrate the SPIB approach in practice, here I benchmark it for different model

potentials, including two analytical potentials, and the small biomolecule alanine dipeptide in
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vacuum. The �rst analytical potentialUDW (x; y) comprises a double well in two dimensions,

shown in Fig. 2.3. The second potential is made of four wells also in two dimensions, shown in

Fig. 2.6. The governing potentials are given by

UDW (x; y) = ( x2 � 1)2 + y2 (2.14)

and

UF W (x; y) =2[ x8 + 0:6e� 80x2
+ 0:2e� 80(x� 0:5)2

+ 0:5e� 40(x+0 :5)2
] + ( x2 � 1)2 + y2:

(2.15)

The trajectories for these two potentials were generated using Langevin dynamics simu-

lation [146] with integration timestep of 0.001 units, inverse temperature(kB T)� 1 = 3:0 and

friction coef�cient 
 = 4:0, wherekB is Boltzmann constant. For either potential, I used a long

equilibrium trajectory equaling 60,000 time units with a temporal resolution of 0.01 units.

For the study of conformation transitions in alanine dipeptide in vaccum, the simulation

was performed with the software GROMACS 5.0 [147, 148], patched with PLUMED 2.4 [149].

The temperature was kept constant at 450 K using the velocity rescaling thermostat [146] and the

integration time step was 2 fs. A 800 ns long equilibrium trajectory with a temporal resolution

of 0.01 ps was employed to train and test the algorithm. Through this 800 ns trajectory, a total of

about 500 transitions are observed betweenCeq andCax de�ned in Fig. 2.10(b). However, only

about 30 transitions are through the TS region (also de�ned in Fig. 2.10(b)).
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2.3 Results

2.3.1 Double-Well Analytical Potential

I �rst demonstrate SPIB for the double-well analytical potential. For this �rst example, I

assume I already know the system relatively well by setting the RC dimensiond = 1, the number

of representative-inputsK = 2 and the dimension of state labelsS = 2. In following sections

2.3.2 and beyond, I remove the need for making any such assumptions and show how SPIB still

works very well. For this double well system, in order to generate an initial guess of state labels,

the samples are labeled as state A ifx < b and B otherwise. Here, the initial boundary pointb

can be changed to test the robustness of SPIB.

Figure 2.3: Double-well analytical potentials projected along x-axis (a) and its corresponding probability
P(x; y) distribution of the generated trajectory (b), plotted as the free energy� kB T log P(x; y).

The �nal converged results are shown in Fig. 2.4. Fig. 2.4(a) illustrates that SPIB can learn

the correct state labels, where the boundary is located at aroundx = 0. In Fig. 2.4(b), as the

y-direction is pure noise, the learned RC is almost independent of they� direction, suggesting

that SPIB is able to distinguish important features from noise. Besides, Fig. 2.4(b) also shows

that as desired, the �uctuations inside each state are not captured by SPIB, as they are almost
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mapped to a single point in RC. Fig. 2.4(c) and (d) present the state-transition density learned by

the algorithm, which is highly correlated with the learned RC.

Figure 2.4: The results of SPIB for double-well potential. (a) The converged state labels A and B. (b)
Different values of the RC illustrated in thex � y plane. (c) and (d) are the state-transition density
learned by SPIB, where (c) represents the transition density to state A and (d) represents the transition
density to state B.

I now further demonstrate that the results obtained above are robust to the initial boundary

demarcating parameterb and the lag time� t. As shown in Fig. 2.5, a large range ofb and� t

values can result in the same state de�nition. The fractional population of state A is de�ned

by the ratio of the number of samples �nally labeled as state A to the total number of samples

(f A =
P N

j =1 yj
A =N). For the initial boundary pointb, the only constraint is that it should not be

large than 1 or smaller than -1; otherwise, state A and state B will be regarded as one state by
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this algorithm.� t can be anywhere between the molecular relaxation time scale (� t & 0:5) and

the interconversion timescale between state A and B, which is around the implied timescale of

t1 = 54. A detailed de�nition of implied timescale is provided in Sec. A.1 of Appendix A.

Figure 2.5: The robustness of SPIB in double-well analytical potential. The x-axis represents the initial
boundary pointbwhile y-axis represents the converged fractional population of state A (

P N
j =1 yj

A =N).
The lines start to overlap especially when� t & 0:5.

Here, all the results are obtained by setting the hyper-parameter� = 0:03in Eq. 2.4 (not to

be confused with the inverse temperature(kB T)� 1 ), which can be determined by choosing the

turning point on the Rate-Distortion plot (see Sec. A.2 of Appendix A). However, as long as� is

not too large, I �nd the results are still very robust to the selection of� .

Figure 2.6: Four-well analytical potentials projected along x-axis (a) and its corresponding probability
P(x; y) distribution of the generated trajectory (b), plotted as the free energy� kB T log P(x; y).
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2.3.2 Four-Well Analytical Potential

I now apply SPIB to a four-well analytical potential where I do not assume any prior

knowledge about the system such as the number of metastable states. In this case, I arbitrar-

ily discretized the input data space into suf�ciently �ne grids as the initial state labels, shown in

Fig. 2.7(a). I set the RC dimensiond = 1, the number of representative-inputsK = 10 and

the dimension of state labelsS = 10. In other words, here I have deliberately takenK andS to

be arbitrarily large relative to the true number of metastable states. In order to let the RC only

contain the important information, I choose� = 0:01.

Figure 2.7: The lag time dependent discrete-state representation of the four-well potential model. The
initial state labels are shown in (a), while the converged results for different lag times are presented in
(b-g). Middle row shows the state labels for different lag times while bottom row shows the corresponding
RC. The state labels and RC were learned using the lag time 0.5 (b,e), 2 (c,f), and 10 (d,g) respectively.
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Figure 2.8: The robustness of SPIB on four-well analytical potential can be seen by plotting the
fractional population of different states (f i =

P N
j =1 yj

i =N for i = 0 ; � � � ; 9). With different time
resolutions (or lag times� t), the system is coarse grained into four states, three states and two states.

Fig. 2.7 shows the state labels and RC learned by SPIB using different lag times� t. There

are several interesting observations that can be made here. Firstly, in Fig. 2.7(b), I �nd that SPIB

can still obtain the correct state labels by choosing an appropriate lag time (� t = 0:5) without

any prior information. This is very promising for practical problems as a precise state de�nition

or even the number of states are usually unavailable in complex systems. Secondly, I also �nd

that a dynamically truthful discrete-state representation can be obtained by SPIB using different

lag times� t. When the lag time increases (� t = 2:0), the original state C and state D shown in

Fig. 2.6(a) cannot be distinguished by SPIB any more (Fig. 2.7(c)). If I further increase the lag

time (� t = 10), even the original state A and state B will become indistinguishable (Fig. 2.7(d)).

The time dependence of state labels can be explained by the different timescales of transitions

between states (Fig. 2.9). These results unequivocally shed light into the role of the lag time� t

in the algorithm–it �lters out the fast modes of dynamics, and provides a dynamics-based coarse-

gained understanding of the complex system. I also point out that although the results depend

on the selection of lag time, they are in fact still very robust to changes of� t. Fig. 2.8 shows a
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broad range of� t can result in the same discrete-state representation.

Figure 2.9: The implied timescales (a) and corresponding eigenvectors (b) for the four-well analytical
potential. (a) The converged values of the implied timescales aret2 = 151:7 (red),t3 = 5 :3 (green),
t4 = 1 :5 (yellow). The grey area under the black line represents the timescale that is smaller than the lag
time � . (b) The �rst eigenvector (blue line) represents the stationary probability distribution; the second
eigenvector (red line) mainly represents the transition between state A and state D; the third eigenvector
(green line) represents the transition between state A and state B; the last eigenvector (yellow line)
represents the transition between state C and state D.

2.3.3 Alanine Dipeptide in Vacuum

Finally, I employ SPIB to study conformation transitions in the small biomolecule alanine

dipeptide. The trajectory here was expressed in terms of four dihedral angles� ,  , � and ! ,

illustrated in Fig. 2.10. Here I discretized the input data space along� into 10 grids as the

initial state labels, as shown in Fig. 2.11(a), and set the RC dimensiond = 2, the number of

representative-inputsK = 10 and the dimensionality of state labelsS = 10. � = 0:01 was

chosen to generate the most informative RC.

Similar to the previous results for four-well analytical potential, in Fig. 2.11(b), I show

how SPIB can still learn successfully the state labels corresponding to the three well-known

free energy minima in the� - space shown in Fig. 2.10(b). When the lag time� t = 2ps, the
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Figure 2.10: (a) Alanine dipeptide molecule illustrated along with four dihedral angles:� (C-N -C� -C),
 (N -C� -C-N ), � (O-C-N -C� ), ! (C� -C-N -C). (b) The generated free energy surface of alanine
dipeptide in vaccum at 450K along the dihedral angles� and . The regions described in boxes are
usually de�ned as stateCeq: (� 150� � � � � 30� , 0� �  � 180� ), Cax : (30� � � � 130� ,
� 180� �  � 0� ) and approximate TS: (� 30� � � � 20� , � 80� �  � � 30� ) [39].

two free energy minima located in the top-left corner of the� - space (Fig. 2.10(b)) become

indistinguishable from a dynamical perspective, given that the interconversion times between

these two metastable states is now close to� t (Fig. 2.13). Thus, only 2 states are obtained in

Fig. 2.11(c). I then further demonstrate in Fig. 2.12 that such a coarse-grained understanding

obtained by SPIB is still very robust in alanine dipeptide, as the same state labels are obtained

with a broad range of� t.

The 2-D RC so learnt through SPIB is presented in Fig. 2.11(d-g). The free energy surface

in the RC space shown in Fig. 2.11(f,g) indicates that the barrier betweenCeq andCax de�ned

in Fig. 2.10(b) is much higher than the barrier between the two local minima (state0 and state

2 in Fig. 2.11(b,d)) withinCeq. This also explains why different interconversion timescales are

obtained in Fig. 2.13. From these results, a 1-D RC is enough to identify the transitions between

Ceq andCax . Thus, I rerun the analysis of� t = 2ps with the RC dimensiond = 1 and show the

new RC so-obtained in Fig. 2.14(a). Such a 1D RC can be easily used to identify the transition

state, which has the same state transition probability to two different metastable states. In Fig.
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Figure 2.11: The time-dependent discrete-state representation of alanine dipeptide in vacuum. The initial
state labels are shown in (a). A three-state representation was learned by using the lag time� t = 0 :5ps
(b,d,f), and a two-state representation was obtained by using the lag time� t = 2ps (c,e,f). The second
row (b,c) are the state labels projected to� - space. The color (or state label) in each grid corresponds
only to the state label with highest fraction of samples for the respective grid point. The third row (d,e)
are the state labels learned in the 2D RC space. The fourth row (f,g) shows the free energy surface
(-kB T logP(RC0; RC1)) in the 2D RC space.

2.14(a), the transition state corresponds toRC = � 1:92. To test whether the RC can identify

the correct transition states, I choose to focus on the states located in the TS region shown in
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Figure 2.12: The robustness of SPIB on alanine dipeptide through the fractional population of different
states (f i =

P N
j =1 yj

i =N for i = 0 ; � � � ; 9). With different time resolutions (or lag times� t), the system
is coarse grained into three states (e.g.f 0 = 0 :61; f 2 = 0 :37; f 6 = 0 :02at � t = 0 :5 ps) and two states
(e.g.f 0 = 0 :98; f 6 = 0 :02at � t = 2 ps). Though it might appear that there is a �ip between the state
label0 and2 when� t > 2 ps, the same metastable states are obtained.

Fig. 2.10(b). By doing a traditional, detailed committor analysis, I obtain the reference commit-

tor. For this I launch 50 1-ps trajectories with random initial Maxwell-Boltzmann velocities for

each con�guration in vicinity of the TS under the constraint� 2:22 < RC < � 1:62, and then

calculated their committor functionPCax based on the fraction of trajectories reachingCax prior

to Ceq. This committor probability distribution is shown in Fig. 2.14(b), where it can be seen

clearly that the probability ofpCax is characterized by a single peak centered atpCax � 0:5. This

shows that the RC from SPIB indeed meets the traditional expectations from a RC [39].

I now show in Fig. 2.14(c,d) the learned state-transition density to theCax state projected in

the� - plane and� -� plane. Fig. 2.14(c) shows that the transition states in TS region are aligned

almost parallel to the axis, suggesting they are in fact almost irrelevant to . Fig. 2.14(d),

however, indicates that both� and� are required in order to identify the transition state. Both of

these �ndings are in good agreement with previous reports for this system [39, 43, 150]. Thus, the

results con�rm that the state-transition density generated by SPIB can be a reasonable substitute
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Figure 2.13: The implied timescales (a) and corresponding eigenvectors (b) of alanine dipeptide.(a) The
converged implied timescalest2 = 79ps (red),t3 = 4 :2ps (green). The grey area under the black line
represents the timescale that is smaller than the lag time� . (b) The �rst eigenvector (blue line) represents
the stationary probability distribution; the second eigenvector (red line) mainly represents the transition
between stateCax (state 6) and stateCeq (state 0/2); the third eigenvector (green line) represents the
transition inside stateCeq (or between state 0 and state 2).

for the committor, and the RC learned can capture the most important dynamical information

from the input trajectory to identify the correct transition states.

2.4 Discussion

In this chpater, I have proposed a deep learning based algorithm called State Predictive

Information Bottleneck (SPIB) to learn the RC from trajectory data. SPIB builds up on the in-

sights introduced previously in the RAVE family of methods [72, 73], and by changing the nature

of the information bottleneck based objective function, it introduces the concept of metastable

states into the representation learning process. This adjustment establishes a more direct connec-

tion between AI and notions from traditional chemical physics. I have �rst showed that the lag

time � t in a past-future information bottleneck can be interpreted as the time resolution that I

care about in a dynamical system, and through this, I can control the degree of coarse-graining

obtained by the algorithm. Once a lag time� t is selected, SPIB can automatically index the
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Figure 2.14: (a) The 1D RC of alanine dipeptide learned by SPIB using� t = 2ps. The red dotted line
represents the transition state (RC � = � 1:92), while the black dotted lines shows the neighborhood in
vicinity of the transition state range[� 2:22 < RC < � 1:62]. In (b) I show the committor probability
distribution ofpCax under the constraint� 2:22 < RC < � 1:62. (c) and (d) represent the state-transition
density toCax projected to� - space and� -� space respectively. In the bottom two rows, the �gures in
the right column are the zoomed plots around the TS region de�ned by Fig. 2.10(b).

high-dimensional state space into metastable states through an iterative retraining algorithm, and

then characterize their dynamic behaviors in terms of state-transition density. This provides us

with a promising way to analyze generic complex systems and interpret the massive data gener-

ated by MD simulations. I have also demonstrated that the bottleneck variable learned in SPIB

tries to carry the maximum information of the state-transition density, which in principle can be

equivalent to the traditional committor function, if there is a timescale separation between the

state-to-state transitions and the �uctuations within metastable states. Then through numerical
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tests on benchmark systems, I con�rmed that the state-transition density generated by SPIB is a

reasonable substitute for committor, and demonstrated that the RC can focus only on the motion

related to state transitions and capture the most important features from trajectories to identify

the correct transition states.

In summary, the SPIB approach offers several valuable features. First, it can automati-

cally partition the high-dimensional state space into a few metastable states with minimal human

intuition regarding the number or location of metastable states, and also analyze the dynamics

governing state-to-state movement. Second, it can identify the correct transition state ensembles

just given a limited number of transitions. Third, inspired by Ref. [72], it provides the use of a

tunable hyper-parameter called the time-delay� t, which governs how far into the future predic-

tions are being made. By gradually increasing� t from 0, one can �lter out all the fast modes and

control the level of coarse-graining of the system.

While this chapter serves as a proof-of-principle and theoretical demonstration of the con-

cepts underlying SPIB, its broader applications will be showcased in subsequent chapters and

consolidated in Chapter 6. Overall, I believe the algorithm is a step towards a more complete

understanding of complex systems by making use of the synergy between physics and AI, and

should be useful to a broad range of scienti�c communities.
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Chapter 3: In�uence of long range forces on the transition states and dynamics

of NaCl ion-pair dissociation in water

In this chapter, I study NaCl ion-pair dissociation in a dilute aqueous solution using com-

puter simulations both for the full system with long range Coulomb interactions and for a well

chosen reference system with short range intermolecular interactions. Analyzing results using

concepts from Local Molecular Field (LMF) theory and the AI-based analysis tool SPIB intro-

duced in Chapter 2, I show that the system with short range interactions can accurately reproduce

the transition rate for the dissociation process, the dynamics for moving between the underlying

metastable states, and the transition state ensemble. Contributions from long range interactions

can be largely neglected for these processes because long range forces from the direct interionic

Coulomb interactions are almost completely canceled (> 90%) by those from solvent interac-

tions over the length scale where the transition takes place. Thus for this important monovalent

ion-pair system, short range forces alone are able to capture detailed consequences of the col-

lective solvent motion, allowing the use of physically suggestive and computationally ef�cient

short range models for the dissociation event. I believe that the framework used here should

be applicable to disentangling mechanisms for more complex processes such as multivalent ion

disassociation, where previous work has suggested that long range contributions may be more

important. This work was published in The Journal of Physical Chemistry B, with me serving as
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the primary contributor [130].

3.1 Introduction

A wide variety of physical and biological processes such as protein folding [151, 152], self-

assembly of dissolved molecules[153] and nucleation at interfaces [154] take place in aqueous

environments. A concise and accurate description of these systems requires an ef�cient treatment

of the interplay between the short and long range components of the intermolecular interactions

re�ected in the local hydrogen bond network in water and dielectric screening of distant solute

charges.

Most computer simulations use periodic boundary conditions to address these issues, where

contributions from long range Coulomb interactions in periodic images are determined by Ewald

and related lattice sum methods [155, 156, 157]. However, this can introduce computation over-

head due to their relatively poor scaling with the system size [158] and to parallel scaling limita-

tions from communication latency [159, 160]. Moreover, physical insight into the different roles

of short and long range interactions in equilibrium and dynamic properties is often obscured by

the indirect “black-box” nature of the lattice sum algorithms.

Indeed, the classic problem of ion-pair dissociation of NaCl in water has long presented

challenges to many simple pictures of solvent-mediated processes [56, 161, 162, 163, 164]. Work

by Geissler, Dellago, and Chandler �rst demonstrated that the ion-pair distancer ion alone is not a

suf�cient RC to describe the dissociation dynamics, and reorganization of the surrounding solvent

must be taken into account [56]. Ballard and Dellago showed that the dissociation event can be

affected by solvent perturbations extending out into the third solvation shell [162]. However, a
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latter paper by Peters and coworkers [163] argued that information only from water molecules in

the �rst solvation shell was needed to predict the committor, which is arguably a perfect candidate

for the RC and determines key features of the solvation dynamics, such as the transition state

ensemble (TSE) [40].

In this chapter, I revisit this problem using some recent methods that I believe can be nat-

urally extended to more complicated solvent-mediated processes such as protein conformational

changes and crystal nucleation. Rather than characterizing events in terms of solvent shell corre-

lations, the focus here is to determine the extent to which simpli�ed and computationally ef�cient

reference models with well chosen short range intermolecular interactions can give an accurate

description of relevant static and dynamic processes in the full long range system. As detailed in

Sec. 3.3, the results show that short range interactions alone can reproduce most of the previously

determined dynamic properties of the NaCl ion-pair dissociation process including the existence

of solvent perturbations extending to the third solvation shell and many features of the TSE.

Speci�cally, I employ a combination of Local Molecular Field (LMF) theory [165, 166,

167, 168, 169, 170] and the AI-based analysis tool SPIB (Chapter 2). The LMF treatment of

aqueous solvated systems uses a minimal reference model for disentangling the different effects

of short and long range interactions on equilibrium structural and thermodynamic properties, ex-

ploiting the near cancellation of slowly varying long range Coulomb forces in uniform environ-

ments. In previous work [171], the short range Gaussian truncated (GT) water model, discussed

in Sec. 3.2 below, was shown to accurately reproduce atom-atom correlation functions of the

bulk water solvent and many properties of the hydrogen bond network, and it further revealed the

dominant role of short range interactions in the anomalous behavior of the internal pressure and

the density maximum.
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Recently an LMF-based short solvent model was developed for predicting the potential of

mean force (PMF) between charged solutes in dilute aqueous solutions [172]. The short solvent

model employs a reference system where all Coulomb interactions involving solvent molecules

are Gaussian truncated and modi�ed long range interactions are taken into account only between

solute charges. For the dilute NaCl solution of interest here, it was previously found that these

renormalized ion-ion corrections could be neglected as well, with little deviation from the cation-

anion PMF of the full system [172]. Thus a minimal short range model where all Coulomb

interactions are Gaussian truncated is suf�cient to describe the equilibrium PMF.

Here I investigate the extent to which the minimal model can also recover the dissociation

dynamics of NaCl by analyzing high-dimensional trajectories generated from MD simulations of

full and short range systems using insights from the SPIB method. Through this combination of

LMF and SPIB, I carry out a systematic kinetic analyses of NaCl ion-pair dissociation in water.

I �rst study the free energy barrier and the transition rate for the dissociation process. Then I

use SPIB to identify underlying metastable and transition states for the dissociation process. The

transitions between these metastable states and the position of the TSE obtained by SPIB are then

carefully analyzed and compared to full system results.

3.2 Methods

3.2.1 LMF Theory and the Complete Gaussian Truncated Solvent Model

Building on ideas originally used for LJ potentials [170, 173], LMF theory asserts that

Coulomb intermolecular potentials in the full system of interest can be usefully separated into

strong short range and uniformly slowly-varying long range components. To that end, I rewrite
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the potentialv(r ) from a unit point charge as

v(r ) =
1
r

=
erfc (r=�� )

r
+

erf (r=�� )
r

= v0(r ) + v1(r ); (3.1)

whereerf and erfc are the error and complementary error functions and�� is a smoothing or

truncation length usefully chosen to be a typical nearest neighbor distance in the full system.

The slowly varying componentv1(r ) in Eq. 3.1 is the potential of a unit Gaussian change

distribution whose width is proportional to�� . v1(r ) approaches1=r at large distances and remains

slowly varying forr less than�� where strong intermolecular core forces exist. By construction,

v0(r ) then accounts for the diverging short range Coulomb force at distances less than�� and

quickly vanishes for distances larger than�� .

Applying these ideas to charges in the SPC/E water model used for the solvent, I de�ne

a Gaussian Truncated(GT) version by replacing the point charge potentials by the short range

v0(r ), while retaining the full oxygen LJ potential. Previous work has shown that GT water

with any choice of�� larger than the typical nearest-neighbor hydrogen bond distances in water

(roughly 3.5 	A) accurately reproduces the atom-atom correlation functions of bulk SPC/E water

along with many detailed features of the local hydrogen bond network [171].

To clarify the role of short range forces for ion-pair systems solvated in SPC/E water, I

consider a simpli�ed version of the short solvent model discussed in the introduction where all

Coulomb interactions in the system are Gaussian truncated, including those between the ion pair

charges. To determine an appropriate�� for this minimal “Complete Gaussian truncated” (CGT)

solvent model, I note that the main in�uence of ions on the solvation structure is in the �rst hy-

dration shell. In particular, the Cl� anion can also form hydrogen bonds with water molecules
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through the balance between the strong short range electrostatic attraction and the repulsion in-

volving its somewhat larger LJ core. Taking this into account by making a minimal choice of

�� = 5:0 	A, I would expect both water-water and ion-water hydrogen bonds to be well described

by the CGT model [174].

Indeed, results using this CGT approximation in Ref. [172] showed that long range inter-

actions in the NaCl system only negligibly affected the equilibrium PMF. It is thus natural to ask

if a similar situation would persist for the corresponding dynamical process of ion-pair dissoci-

ation. In this chapter, this is analyzed by comparing the dynamical behavior of the CGT model,

analyzed by SPIB, to that exhibited by the full model, where Coulomb interactions are treated

with conventional lattice sum methods.

3.2.2 SPIB Approach and Solvent Coordinates

SPIB has been described in detail in Chapter 2. I takeX as a high-dimensional signal

characterizing a generic molecular system, andy as its corresponding state label, which is drawn

from a dictionary of indices for possible metastable states. For the ion-pair dissociation problem

considered here,X could be expressed in terms of some OPs, such as the ion-pair distance, �rst

and second shell coordination number and water density, whiley could comprise the contact state

and dissociated state.

Previous work has established that the collective motion of the solvent plays an important

role in the NaCl ion-pair dissociation [56, 162, 163]. Thus, by referring to Ref. [163], in addition

to the distance between ions (r ion = jr cation � r anion j), I select 12 other OPs to account for details

of the solvent arrangements. The de�nition of all the 13 OPs considered is provided in Sec. A.3
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of Appendix A. All of these OPs depend only on the instantaneous local con�guration of solvent

molecules, such as the coordination number up to the second solvation shell. Among them, the

number of bridging watersNB and the interionic water density� i 3 are used for projection and

visualization to remain consistent with Ref. [163]. After rescaling all the values into a range of

[0; 1], the simulation trajectory data in terms of these 13 OPs was used as the inputX of SPIB to

analyze the kinetics of the NaCl ion-pair system.

3.2.3 Simulation Methods

In the simulations, I consider a system composed of 727 SPC/E water molecules and the

NaCl ion-pair. Following Ref. [172], the ions are modeled as point charges embedded in LJ

cores with parameters� Na = � Cl = 0:1 kcal/mol, � Na = 2:586 	A and � Cl = 4:404 	A, while

the O� anion of the SPC/E water has LJ parameters� O = 0:15535kcal/mol and� O = 3:166 	A.

Lorentz–Berthelot mixing rules [175] are used to determine the cross-interaction parameters.

Both the CGT model and the full model are simulated using the LAMMPS package [176].

The LAMMPS package is modi�ed to includev0 term (see Eq. 3.1) that arises from

Gaussian-truncated charges [171]. Alternatively,v0 can be realized by tabulating the potential

without modifying the source code. For the full system, Coulomb interactions are evaluated us-

ing particle-particle particle-mesh method, with a real space cutoff of9:8 	A and a precision of

10� 6. For the CGT model, all the interactions, includingv0 and Lennard-Jones potentials, are

short-ranged and computed by direct summation within the cutoff of9:8 	A.

The simulations are performed with a time step of 1 fs in the isothermal isobaric (NPT)

ensemble atT = 300 K and P = 1 atm, realized by a Nose-Hoover thermostat [177] and
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barostat [178] with damping constants of0:1 and1:0 ps, respectively. For each system, a 100 ns

long equilibrium trajectory is generated for further kinetic analyses. A total of 74 dissociation

events through multiple transition pathways are observed in the full system, while a total of

55 dissociation events are observed in the CGT system. I opt for a 100 ns trajectory length

because the PMF and the mean �rst passage time of the ion-pair dissociation are challenging

to converge. However, our analysis indicates that SPIB generally requires much less data; a 25

ns trajectory (approximately 20 association/dissociation events) is suf�cient for SPIB to yield

converged results.

3.3 Results

3.3.1 Fundamental Kinetic Analysis

The cation–anion PMF calculated from the long unbiased simulation is shown in Fig.

3.1(a). Though at least 3 basins can be seen along the distance between ions (r ion ) based on the

PMF, most previous works have focused on the largest barrier to dissociation [56, 161, 162, 163].

Thus, the barrier peak at aboutr ion = 3:7 	A and 3:6 kB T is typically used to distinguish the

contact ion-pair from the solvent-separated ion-pair. The PMFs obtained here are consistent with

previous results from umbrella sampling [172] with no signi�cant differences in the PMFs, espe-

cially in the �rst barrier to dissociation in the full system and CGT system.

A further kinetic analysis of the transition rate also con�rms this �nding. Based on the

basin positions shown in Fig. 3.1(a), I de�ne the contact state asr ion < 2:9 	A and the solvent-

separated state asr ion > 5:0 	A. Fig. 3.1(b) shows the distribution functions and their best-�t

Poisson curves of the �rst-passage time (FPT) from the contact state to the dissociated state for
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different systems. Maximum likelihood estimation (MLE) is used to estimate the mean �rst-

passage time and gives� = 20 � 2 ps for the full system and� = 17 � 2 ps for the CGT system

[179]. Then I test the goodness-of-�t based on the Kolmogorov–Smirnov statistic [179], which

givesp-value= 0:57 and0:62, respectively. This test result suggests that the �rst-passage time

does follow a Poisson distribution and that the state de�nition seems reasonable. The transition

time for the full system also agrees with the previous results from transition path sampling and

reactive �ux calculations [56].

From this kinetic analysis, it seems plausible that the CGT system with all Coulomb inter-

actions truncated can reproduce basic features of the dissociation kinetics of the NaCl ion-pair in

water. Moreover, by leveraging the power of SPIB, I can investigate the underlying dynamics in

more detail.

Figure 3.1: (a) The potential of mean force (PMF) of the aqueous NaCl system as a function of ion-pair
distancer ion . The PMF is calculated as� kB T logg(r ion ), whereg(r ) is the radial distribution function.
The local maximum of PMF atr ion = 3 :7 	A separates the contact state (r ion < 2:9 	A) and dissociated
state (r ion > 5:0 	A). (b) The �rst-passage time (FPT) from the contact state (r ion < 2:9 	A) to the
dissociated state (r ion > 5:0 	A ) for different systems. The dashed lines denote the histogram data, while
solid lines show corresponding best �ts from maximum likelihood estimation (MLE).

52



3.3.2 Metastable States Analysis

I now apply SPIB to the aqueous NaCl system where I do not assume any prior knowledge

about the system such as the number and location of metastable states. In addition tor ion , I in-

troduce one solvent coordinate, the number of bridging watersNB , to better visualize the system

as shown in Fig. 3.2(a). In this case, by discretizing alongr ion , I arbitrarily divide the input data

space into a �ne grid used as the initial state labels (Fig. 3.2(b)).

Figure 3.2: The free energy surface (a) and the time delay dependent discrete-state representation (b-e)
for the full system projected onto coordinatesr ion andNB . The initial state labels are shown in (b), while
the converged the state labels for different time delays are presented in (c-e). The state labels are learned
using the time delay� t = 0 :4ps (c), � t = 2 :0ps (d), and� t = 8 :0ps (e) respectively. The color (or
state label) in each grid corresponds only to the state label with highest fraction of samples for the
respective grid point.

Fig. 3.2 reveals the underlying complexity in even such an apparently simple system. In

Fig. 3.2(c), I show how SPIB with a small time delay can automatically identify the metastable
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states in this system (numbered state 1, state 5, state 6 and state 9 by SPIB). The meaning of

these metastable states is summarized in Fig. 3.3(e). In addition to the contact state (state 1),

the solvent-separated state (state 6) and the completely dissociated state (state 9) shown on the

pro�le of the PMF (Fig. 3.1(a)), I can identify another metastable state (numbered state 5). The

existence of this metastable state was discussed in Ref. [163] as a possible intermediate state that

could play an important role in explaining the recrossing behaviour of the ion-pair dissociation.

In fact, additional intermediate states can be identi�ed by SPIB using an even smaller time

delay (� t = 0:05 ps), but they have much shorter lifetimes, so I will focus on the intermediate

state 5 shown here which has a much longer lifetime (about1 ps). I will still refer to this newly

identi�ed state as an intermediate state in accordance with Ref. [163], though its state population

and escape time are in fact comparable to those of the solvent-separated state. This intermediate

state has very large overlap with the solvent-separated state in the projection ofr ion , so it cannot

be identi�ed solely from the 1D PMF in Fig. 3.1(a). But a clear correspondence can be observed

between the four metastable states uncovered by SPIB shown in Fig. 3.2(c) and the free energy

minima in ther ion -NB space shown in Fig. 3.2(a). A more coarse-grained representation of the

ion-pair system can be obtained by controlling the time delay� t as shown in Fig. 3.2(c-e). Here

only the results for the full system are presented, but similar time-dependent results are obtained

for the CGT system.

3.3.3 Interpreting the SPIB derived RC and constructing a Markov model

Since SPIB can �lter out all the fast processes and retain only the relevant slow dynamics

of interest, here I can further compare the slow dynamics learned by SPIB for the full interaction
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Figure 3.3: The multi-states dynamics learned by SPIB with the time delay� t = 0 :4ps for the full
system (a,c) and GT system (b,d). The top row (a-b) are the state labels learned in the 2D RC space. The
middle row (c-d) shows the free energy surface (-kB T logP(RC0; RC1)) in the 2D RC space. The
bottom row (e) is the network representation of the transition probability matrix for the four-state
kinetics. The �nal converged state 1 corresponds to the contact state, state 5 corresponds to the
intermediate state, state 6 corresponds to the solvent-separated state, and state 9 corresponds to the
completely dissociated state. The bridging water is oriented with a hydrogen toward Cl� and the oxygen
toward Na+ to compensate the attraction force between the ion-pair in the intermediate state and the
solvent-separated state. The thickness of the arrows represents the transition probability.

system and the CGT system (Fig. 3.3). Fig. 3.3(a-d) indicate that similar 2D RCs can be learned

by SPIB for these two systems with the time delay� t = 0:4ps. Such a 2D RC can provide
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detailed kinetic information about the metastable state dynamics. For instance, the intermediate

state (state 5), the solvent-separated state (state 6) and the dissociated state (state 9) are close

to each other and separated by very low barriers as shown in Fig. 3.3(c-d), while much higher

barriers can be observed between these three states and the contact state (state 1). This suggests

the different interconversion timescales between these four metastable states. Moreover, the 2D

RC also clearly shows that there is no direct transition between the intermediate state (state 5)

and the dissociated state (state 9), while a direct transition between the contact state (state 1)

and the dissociated state (state 9) exists. In principle, even for the same system, the RCs learned

from different random runs may be different due to the lack of strong prior constraints and the

stochastic nature of the algorithm. This can explain whyRC0 andRC1 in Fig. 3.3 seem �ipped

for the two systems. What remain unchanged are the topology of the state-to-state transition

network and the relative kinetic distances between different states.

To better interpret the RC, I adopt a method to identify the most important input OPs by

sequential randomization of input parameters [180, 181]. I have provided details of the procedure

in Sec. A.4 of Appendix A. The top two important OPs are the ion-pair distancer ion and the

number of bridging water moleculesNB , which are used to visualize the different metastable

states learned by SPIB in Fig. 3.2. I also �nd that the learned RCs shared the same relevant

components for both the full and CGT systems. Thus, the similar RCs learned by SPIB suggest

that removing all the long range interactions will not signi�cantly affect the underlying dynamics.

The implied timescale analysis in Fig. 3.4 further con�rms this, as only small differences are

observed in the relaxation timescales between the two systems.

Based on the learned state representation, a four state Markov model can be built and the

major kinetic pathways to dissociation are depicted in Fig. 3.3(e). Initially, bulk waters insert
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Figure 3.4: Implied timescales computed from the four state Markov model obtained by SPIB for the full
system (solid lines) and the CGT system (dashed lines). 95% con�dence interval error bars are reported
over 10 bootstrapping runs. The grey area under the black line represents the timescale that is smaller
than the lag time� .

into the �rst solvation shell of Na+ and Cl� and increase the total number of water molecules

to 10 or 11 in preparation for the transition. At the same time, one or two water molecules

may orient to compensate the direct attractive force between the ion-pair. The �uctuation along

r ion allows a transition to the solvent-separated state directly or via an intermediate state. The

solvent-separated state is also unstable and quickly transitions to the completely dissociated state.

A direct transition from the contact state to the completely dissociated state is also possible but

less favored.

I �nd all the transitions are accompanied by the insertion of bulk water into the �rst solva-

tion shell, which leads to a total increase of 3 or 4 water molecules during the whole dissociation

process. This �nding agrees with the previous report for this system [162]. The formation of

water-bridge before the ion-pair dissociation has also been reported in the previous work [164].

As mentioned earlier, even in the direct transition from the contact state to the solvent-separated

state or the completely dissociated state, there exist some transient intermediate states.
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3.3.4 Transition State Ensemble Analysis

Building on the analysis of the metastable states for both the full and CGT systems, I can

use SPIB to further compare their TSEs for the ion-pair dissociation process. However, the exis-

tence of the long-lived intermediate state identi�ed in the last subsection makes it unreasonable

to study only the direct transitions between the contact state and the solvent-separated state while

ignoring all the intermediate states between them. Thus, I continue to take a four-state represen-

tation with a relatively small time delay (� t = 0:4 ps) as shown in Fig.3.2(c) to describe the

dissociation process and de�ne the TSE as the set of con�gurations whose transition probability

to the contact state is0:5.

Figure 3.5: Free energy projected onto coordinatesr ion and� i 3 (top row),r ion andNB (bottom row) for
different systems. Transition state ensembles identi�ed by SPIB with the time delay� t = 0 :4ps are
projected onto each surface as black points.

Fig. 3.5 shows the projection of the TSEs identi�ed by SPIB onto the coordinatesr ion , � i 3

andNB . The identi�ed transition states in both the full and CGT systems are similar to the results
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of Ref. [163]. First, the higher the number of well-oriented interionic watersNB that cancel the

direct interionic force, the smaller is ther ion required to be in the transition states. Second, all

the transition states share an almost constant interionic water density� i 3, as shown in the top

panel in Fig. 3.5. To better interpret the TSE obtained by SPIB, I extract all the samples near the

transition states (0:01 	A � 3 < � i 3 < 0:018 	A � 3) for the input relevance analysis (see Sec. A.4 of

Appendix A). The top three relevant OPs are the number of bridging water moleculesNB , the

interionic water density� i 4, which contains information similar to� i 3, and the ion-pair distance

r ion , consistent with the �ndings of Ref. [163]. Since the top 3 OPs in both systems are the same,

this suggests that similar TSEs would be identi�ed by SPIB.

3.3.5 Explaining why long range forces have little effect on NaCl dynamics

Thus far, I have shown that the short range interactions alone can reproduce many dynam-

ical properties of NaCl ion-pair dissociation, including the transition rate, the metastable state

kinetics, and the TSE. I now provide a mechanistic explanation for this peculiar �nding.

To make a more detailed analysis, I measure their in�uence through the average sol-

vent force on the solute [56, 182]. I constrain the ion-pair distancer ion ranging from3:25 to

4:45 	A with a separation increment of0:1 	A to obtain 13 constrained ensembles for both the

full and the CGT systems. Each constrained trajectory is 1 ns long, and con�gurations are saved

every 10 fs. I then use the trained SPIB to identify the TSE from the saved con�gurations.

As shown in Fig. 3.6, I �rst con�rm the previous �nding of Ref. [56] that the component

of the solvent force in the TSE along the interionic axis (blue squares), which is signi�cantly

different from the full system equilibrium ensemble average (blue dashed line), can cancel most
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effects of the direct interionic interaction (blue solid line).

Figure 3.6: Mean solvent force on the ion-pair along the interionic axis as a function of ionic separation
r ion in different systems. The equilibrium average (dashed line) and transition state ensemble average
(squares/triangles) are shown alongside the negative of the direct interionic force (solid line). The
standard deviation of the solvent force is reported to show the actual �uctuation of the solvent force.

Moreover, Fig. 3.6 shows that in the complete absence of long range Coulomb interactions,

the direct interionic force in the CGT system is shifted by� 8:5kB T=	A relative to the full system,

while the solvent force (in both equilibrium and the TSE) is shifted by a similar amount in the

opposite direction, such that the effective net force that controls the relative motion between the

ion pair is approximately unchanged when I adopt the simpli�ed CGT model. This is consistent

with expectations from LMF theory for the in�uence of the weak and uniformly slowly varying

long ranged components from the monovalent ion pair. As a result, the balance between the

solvent force and the direct interionic force in the TSE still holds for the CGT system.
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3.4 Discussion

In this chapter, I have explored the question of whether long range forces matter for the

transition state and dynamics of NaCl ion-pair dissociation in water. For this purpose, here

I have employed Local Molecular Field (LMF) based framework to partition interactions into

short range and long range components. The results illustrate that the short range interactions

dominate the dissociation process, and they alone are enough to reproduce the transition rate

for the dissociation process, the dynamics of the underlying metastable states and the transition

state ensemble. The scheme of separating short and long range interaction enables a better un-

derstanding of the underlying mechanism of dissociation dynamics in NaCl. While NaCl is an

important system routinely studied by many workers, as I show here it is still quite simple in the

sense of the minor role of the long ranged interactions. I do however think that the combination

of LMF and SPIB should be easily applicable in future work to much more complicated systems.

I am particularly interested in investigating systems with multivalent ions, such as CaCl2, where

the LMF corrections due to stronger Coulomb tails may have more prominent in�uences. The

LMF-based model reduces the number of sites interacting through long range interactions to that

of only charged solute sites, thereby scaling almost linearly with the size of the simulation cell.

This feature makes the LMF-based model very compatible with the advanced sampling meth-

ods which handle short range interactions ef�ciently to further speed up the simulation. More

interestingly, the combination of the LMF-based models with the AI-based advanced sampling

methods, such as RAVE or SPIB [72, 73], may further facilitate the determination of optimal

short range RCs and generate some new insights into the speci�c physical problems of interest.
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Chapter 4: An Information Bottleneck Approach for Markov Model Construc-

tion

MSMs have proven valuable in studying dynamics of protein conformational changes via

statistical analysis of MD simulations. In MSMs, the complex con�guration space is coarse-

grained into conformational states, with dynamics modeled by a series of Markovian transitions

among these states at discrete lag times. Constructing the Markovian model at a speci�c lag time

necessitates de�ning states that circumvent signi�cant internal energy barriers, enabling internal

dynamics relaxation within the lag time. This process effectively coarse-grains time and space,

integrating out rapid motions within metastable states. Thus, MSMs possess a multi-resolution

nature, where the granularity of states can be adjusted according to the time-resolution, offer-

ing �exibility in capturing system dynamics. In Chapter 2, I introduce SPIB, a framework that

uni�es dimensionality reduction and state space partitioning via a continuous, machine learned

basis set. In this chapter, I show without explicit optimization of the VAMP-based scores, SPIB

demonstrates state-of-the-art performance in identifying slow dynamical processes and construct-

ing predictive multi-resolution Markovian models. Through applications to well-validated mini-

proteins, SPIB showcases unique advantages compared to competing methods. It autonomously

and self-consistently adjusts the number of metastable states based on speci�ed minimal time

resolution, eliminating the need for manual tuning. While maintaining ef�cacy in dynamical
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properties, SPIB excels in accurately distinguishing metastable states and capturing numerous

well-populated macrostates. This contrasts with existing VAMP-based methods, which often

emphasize slow dynamics at the expense of incorporating numerous sparsely populated states.

Furthermore, SPIB's ability to learn a low-dimensional continuous embedding of the underlying

MSMs enhances the interpretation of dynamic pathways. With these bene�ts, I propose SPIB as

an easy-to-implement methodology for end-to-end MSM construction. I am the primary contrib-

utor to this work, which has been submitted to the special issue on ”Markov State Modeling of

Conformational Dynamics” in The Journal of Chemical Theory and Computation [183].

4.1 Introduction

A powerful and popular analysis method to study the dynamical behavior of any molecular

system displaying a suf�ciently level of complexity is through MSMs [139, 184, 185]. MSMs

can not only predict long-timescale dynamics using multiple short MD trajectories but also serve

as a bridge between high-resolution MD simulations and a more macroscopic description of the

dynamics [85, 86, 87]. This makes them a powerful tool for understanding kinetic processes in

complex molecular systems.

With the development of various algorithms advancing the �eld of MSMs, it is worth noting

that the speci�c construction of MSMs and selection of hyperparameters can substantially impact

the quality of the �nal kinetic model. To quantitatively evaluate the performance of different

MSMs and thereby facilitate their construction, a number of metrics have been developed. These

metrics encompass various model aspects, including enhancing the metastability of macrostates

in the kinetic model [185, 186], optimizing approximations of the principle eigenmodes of dy-
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namics [187], and maximizing the model's capability to capture the leading slowest dynamics

[66, 90]. The third approach, known as the variational approach for Markov processes (VAMP),

has now become the most popular. It offers a variational score to measure the difference between

the eigenmodes approximated by the model and those of the true dynamical propagator, serving

as an objective function to optimize the models.

In this Chapter, I demonstrate a robust protocol for MSMs construction through the use

of SPIB (Chapter 2 [124]). SPIB has shown its value in learning useful low dimensional CVs

for enhanced sampling in molecular simulations to speed up the diverse processes ranging from

permeation and dissociation of medically relevant ligands, conformational changes in proteins

to nucleation of crystal polymorphs [131, 132, 133, 134, 135, 136, 137, 188]. Here I focus on

demonstrating SPIB as a state-of-the-art approach for automatic construction of multi-resolution

MSMs. Different from the existing methods, such as VAMP-based methodologies, which maxi-

mizes the Rayleigh coef�cient or VAMP score, SPIB integrates the information bottleneck frame-

work with a simple heuristic of the state metastability at a pre-speci�ed lag time to achieve feature

extraction and state division in a uni�ed approach. By leveraging this lag time parameter, SPIB

facilitates adaptive adjustment of the number of metastable states within the �nal kinetic model,

enabling the automatic generation of MSMs at different resolutions. As a result, SPIB facili-

tates the automatic clustering and projection of the MD simulation data into a few macrostates

and learns directly from MD trajectories a low dimensional latent space where these states are

cleanly separated into metastable states, providing a single end-to-end framework that integrates

dimension reduction, clustering, and lumping tasks.

As tests for implementation, I utilize long folding-unfolding MD trajectories of three small

proteins (Trp-cage [189], villin headpiece [HP35] [190], and WW domain [189]) from D. E.
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Shaw Research (DESRES). Speci�cally, I compare SPIB to other state-of-the-art methods includ-

ing VAMPnets [90], traditional MSMs coarse-grained with robust Perron cluster-cluster analysis

(PCCA+) algorithm [191] or the most probable path (MPP) algorithm [192] on a set of princi-

pal components (PCs), and traditional MSMs coarse-grained with PCCA+ or MPP on a set of

time-lagged independent components (tICs) [193]. I evaluate the MSMs constructed from dif-

ferent methods using a set of metrics that quantify both the dynamic and static performances of

the models. Through this extensive evaluation, I �nd that SPIB is competitive with or superior

to other state-of-the-art methods for creation of MSMs while offering, in addition, a continuous

latent space for interpretation of the kinetics and dynamics. Moreover, SPIB exhibits robustness

in hyperparameter value selection and demonstrates reduced susceptibility to over�tting, further

solidifying its ef�cacy and reliability in modeling complex systems.

4.2 Methods

4.2.1 Markov State Model (MSM)

MSMs are discrete-state and discrete-time kinetic models that enable the approximation of

the Markovian dynamical propagator governing the molecular kinetics across the full con�gu-

ration space. MSMs can be used to coarse grain MD con�gurations into easily comprehensible

states. They can also be used to integrate a large ensemble of short trajectories to predict long-

term kinetic and equilibrium thermodynamic properties [79, 80, 81, 82, 83, 84, 85, 86, 87, 88, 89].

Popularized for biological systems in the mid-2000s [88, 139, 184, 194], the use of MSMs has

exploded in the last decade due to publication of easy-to-use code [195, 196] and further de-

velopments in the implementation to increase modeling accuracy [79, 197, 198, 199]. Here I
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summarize the key ideas underlying MSMs.

Let X � R3N denote a high-dimensional signal characterizing the con�guration of a

generic molecular system. Then a MSM is constructed by clusteringX into a set of states

y = f 1; 2; 3; : : : ; Sg. For the folding of mini-proteins,X could be expressed in terms of in-

ternal coordinates, such as the minimal residue-residue distances. The statesy could comprise

the folded state, unfolded state, misfolded state and some important intermediate states. Let

the values measured at timet be denoted byX t andy t respectively. In this way, the trajectory

f X tgT
t=0 is coarse-grained to a discrete trajectoryf y tgT

t=0 that indicates which state the system

visits at time t. Using statistics fromy t , I can calculate the conditional probabilities of moving

between each of the discrete states between a user-de�ned lag time� and store the conditional

probabilities in a transition probability matrix (TPM)T (� ). If the model is validated as Marko-

vian, the long-timescale dynamics could be modeled through the �rst-order master equation:

T (n� ) = T n (� ). Both thermodynamic properties (e.g. stationary state populations) and kinetic

(e.g mean �rst passage time (MFPT), transition pathways and implied timescales (ITS)) can then

be calculated from the TPM. Speci�cally, if the TPM is diagonalized with the left and right eigen-

vectors and eigenvalues:Tij (� ) = � T
i (� )� i (� ) j (� ), the stationary populations can be directly

obtained from the left eigenvector� 1(� ) (if the TPM is row-normalized) with eigenvalues equal

to 1. The remaining eigenvectors can be utilized to infer the transition mechanisms between the

states. And the ITS for different eigenmodes can be de�ned ast i (� ) = � �
ln( � i (� )) . I refer to Refs.

[85, 86, 92] for an excellent recent technical review of MSMs.
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4.2.2 Variational approach for Markov processes (VAMP)

The variational approach for Markov processes (VAMP), developed by Wu and Noé [200,

201], provides a variational framework to approximate the dynamical propagator of general

Markovian dynamical processes, whether reversible or irreversible, stationary or non-stationary.

The VAMP theory introduces the VAMP-r score, de�ned as the sum of the singular values raised

to the powerr of the approximated propagator, to quantify the difference between the approx-

imated leading singular functions of the dynamical propagator and the ground truth. A higher

score indicates a superior approximation of the singular functions which represent the leading

slowest dynamical modes of the system. Based on the this, VAMPnets have been developed [90],

emerging as an end-to-end, neural-network-based, unsupervised method for constructing MSMs.

VAMPnets can directly map internal coordinate features to macrostate assignments probabili-

ties, thereby replacing the intricate intermediate pipeline. Additionally, if the studied dynamics

are time-reversible and detailed balanced, a specialized variational approach for conformational

dynamics (VAC) can be derived [66, 202].

4.2.3 Baseline models and Quantitative Metrics

Existing VAMP-based methods typically specialize in either direct state space partitioning,

as in VAMPnets [90], or in identifying low-dimensional continuous CVs of the input data, as in

the case of SRVs [93]. In contrast, I utilize SPIB for the MSM construction (Chapter 2 [124]).

This method offers a uni�ed framework that seamlessly integrates both state partitioning and

dimension reduction. Its capability to autonomously discern metastable states within systems

suggests it could be a promising tool for MSM construction. To evaluate the quality of the
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resultant MSM from SPIB, I applied various quantitative metrics and conducted a systematic

comparison with MSMs built through different pipelines. Generally, I followed the traditional

order of dimensionality reduction, clustering, and lumping, but applied different algorithms for

each step. For dimensionality reduction, I used tICA and PCA algorithms; for the clustering

step, I keep employing the k-means algorithm; and for the lumping step, I utilized PCCA+ [191]

and MPP [91, 192] algorithms. This resulted in four different combinations of pipelines for

constructing MSMs. Additionally, to compare with other deep neural network-based methods,

I also implemented the commonly used VAMPnets [90] as another reference. For both SPIB

and VAMPnet, I crisply assign state labels to MD conformations based on the highest output

probability of the neural networks. Detailed setups of different methods are outlined in Sec.

A.9.2 of Appendix A.

For quantitative metrics, in line with the benchmark work conducted on the same HP35

trajectory in Refs. [91, 203], and considering traditional score functions, I choose to utilize the

generalized matrix Rayleigh quotient (GMRQ) [204], metastability score [185], the Shannon

entropy [203], the Davies-Boldin index (DBI) [203] and the implied timescales (ITS). A detailed

de�nition of these metrics is provided in Sec. A.1 of Appendix A.

4.2.4 Systems, MSM Construction and Validation

All analyses in this study are performed on the long equilibrium molecular dynamics tra-

jectories of three mini-proteins from the DESRES group, namely Trp-cage (PDB:2JOF) [189],

HP35 (PDB:2F4K) [190], and WW domain (PDB:2F21) [189] (Fig. 4.1).

All three datasets are featurized with all minimal residue-residue distances (calculated as
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Figure 4.1: Protein systems investigated in this study. Data for all simulations is obtained from the
DESRES protein folding trajectories. The duration of the MD simulation and the number of residues are
speci�ed for each case.

the closest distance between the heavy atoms of two residues separated in sequence by at least

two neighboring residues), resulting in 153 features for Trp-cage, 528 features for both HP35 and

WW-domain. For computational feasibility, I analyze the HP35 and WW-domain at a resolution

1 ns per frame, but for the smaller Trp-cage system I retain the 0.2 ns per frame resolution of the

original trajectory.

For all the algorithms employed in this study, I identi�ed an optimal set of hyperparameters

through ten-fold cross-validation using the GMRQ score as the scoring metric. A more complex

model typically possesses greater capacity to capture signi�cant slow dynamics (indicated by

a larger GMRQ score). However, due to limited data, a trade-off is necessary between model

capacities and generalization abilities. The VAMP-2 score serves as an alternative criterion,

similar to the GMRQ score when the dynamics are reversible.

To prepare the data, I �rst divide the long equilibrium DESRES trajectory into 100 equal-

length short segments. These segments are treated as independent trajectories, mimicking the

practical scenario of MSM construction where multiple short trajectories are collected. For cross-

69



validation, the segments are then shuf�ed and subsampled as part of the train-test split procedure

for each fold. All parameters are then scored by considering only the top 3 eigenvalues at a 100

ns MSM lag time for all three systems. The 100ns lag time is validated as Markovian lag time

for all three systems based on the ITS analysis and CK test. All GRMQ scores and metastability

values reported in this Chapter are calculated using MSMs with 100 ns lag time.

4.3 Results

4.3.1 Effect of lag time� t on SPIB

As discussed in Sec. 2.2.3, SPIB can be conceptualized as a “fast mode �lter”, where the

hyperparameter� t, representing how far into the future the model should predict, acts as a tool to

�lter out states with short lifetimes and control the level of dynamic coarse-graining. The choice

of the lag time� t plays a crucial role in shaping the simpli�cation of the learning process. As

illustrated in Fig. 4.2, the increase in lag time� t leads directly to a decrease in the number of

metastable states one expects to �nd after a delay of� t. This highlights an advantage of SPIB,

as it automatically adjusts the number of metastable states in the system based on the speci�ed

� t. As � t ! 1 , the number of states will gradually decrease to 1 corresponding to the most

stable state of the system.

As Fig. 4.2 shows, varying� t for SPIB yields different converged numbers of metastable

states. This absence of a distinct plateau in the selection of the� t at shorter timescales provides

evidence for a rugged free-energy landscape of protein folding. Nevertheless, each choice of

different � t and the resulting states are meaningful, adeptly capturing the system's relevant dy-

namics at the selected temporal resolution and important conformations, as detailed in subsequent
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subsections, and demonstrating the SPIB method's ability to give detailed insights regarding the

hierarchical energy landscapes of simple proteins.

To comprehensively assess the performance of SPIB in both qualitative and quantitative

terms, I strategically select two values of� t, denoted as “large� t” and “moderate� t”. This se-

lection yields two distinct sets of MSMs comprising 4 or 5 states for large� t and approximately

10 states for moderate� t. To obtain fewer states for better interpretability, I avoid using� t that

is any smaller. Furthermore, as depicted in Fig. 4.2, it is evident that a smaller value of� t gen-

erally results in a higher variance in the number of states. This variability can be attributed to the

presence of states with relatively small populations at short lag times, which may occasionally be

overlooked by SPIB. Additionally, the limited sampling and cross-validation procedures further

exacerbate the variability observed in the results.

4.3.2 Quantitative assessment

To achieve a more coarse-grained representation of the SPIB states, I tune� t value to yield,

on average, between 4 to 6 metastable states. Speci�cally, for Trp-cage, I select� t = 100 ns

which yielded 4 metastable states using SPIB. For HP35, I choose� t = 110 ns which yielded 5

metastable states. Finally, for the WW-domain, I use� t = 70 ns which led to 5 metastable states

with SPIB. I note that, given the results presented in Figure 4.2, different lag times within a small

range of the selected values for each protein will yield qualitatively similar SPIB models. In

this section, I show how these coarse SPIB models can be used as kinetic models competitive or

superior to other state-of-the-art methods for MSM construction. These high-performance kinetic

models constructed using SPIB are generated without explicitly optimizing along the measured
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