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A significant fraction of the genome, i.e. the complete DNA sequence, of most
organisms is comprised of sequences for which there are similar copies somewhere
within the genome. While most repetitive DNA was originally thought to have no
function, there is a growing body of literature to suggest that repetitive sequences
are vital to the genome.

The goal of this dissertation is to analyze statistical properties of repetitive
sequences in the genomes of a variety of organisms. We find a variety of striking
features of repetitive sequence in the human genome and the genomes of C. elegans
(worm), A. thaliana (mustard seed) and D. melanogaster (fruit fly) with some com-
parison to S. cerevisiae (yeast) and E. coli (a bacteria). We find that the number
of times each 40-mer (sequence of 40 bases) occurs in a genome is approximated
by a power law distribution. We analyze in detail the separation between copies

of 40-mers that occur exactly twice in a chromosome and observe that a significant



portion of these pairs, that we call “proximal”, have extremely small separations,
while the remaining “distant” pairs have a distribution more consistent with being
uniformly distributed throughout the chromosome. We introduce a type of exactly
repetitive region, which we call a “repeat string,” and find the distribution of lengths
of repeat strings is roughly a power law.

Since these properties have been verified for the genomes of a variety of or-
ganisms there may be a common explanation of their origin. When possible, we
suggest evolutionary mechanisms that could cause the emergence of such statistical
properties. In particular, we developed a model of the evolution of repeat strings in
a genome. We find that, under quite general conditions, the stationary distribution
of our evolutionary model is the Pareto distribution, a close relative of the power

law distribution.
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Repeat Pairs. We list for each organism the length of its genome
and the number of 40-mers with count two. Strikingly, most 40-mers
with count two have both their copies on the same chromosome. We
call such 40-mers a repeat pair. . . . . . . . ... ... ... .. ..

Proximal Repeat Pairs. We say a repeat pair is proximal if the
separation between the 40-mers is less than 0.003 times the length
of the chromosome it belongs to. We list the percent of repeat pairs
that are proximal in each chromosome averaged over all chromosomes
Inagenome. . . . . . ... e

Proximal Cutoffs for Selected Chromosomes. We analyze hu-
man chromosome 21 because it is similar in length to the chromo-
somes for the other organisms. In all cases we find that proximal
separations make up the majority of repeat pairs, the most extreme
case being D. melanogaster, which had less than 3,000 distant repeat
pairs. Notice that in contrast to the 46% proximal fraction for the
human genome in Table 3.1, here over 70% of the repeat pairs is
proximal for human chromosome 21. . . . . . . .. ... .. .. ...

Repeat String Distribution Slope. The distribution of repeat
string length L for the organisms we study roughly follows a power
law. The slope of the logarithm of the cumulative distribution versus
log(L) was calculated, using a least squares fit, over a range deter-
mined appropriate for each organism. We find a diversity of slopes,
but the distributions appear to be split into two categories. Distri-
butions for the human genome, C. elegans have slopes fairly close to-
gether. The slope of the cumulative distribution for D. melanogaster
and S. cerevisiae are similar and significantly more shallow that the

slope for the other three genomes. With the exception of D. melanogaster,

the range of the power law is correlated with genome length. . . . . .

Unitary Repeat Strings. We select a subset of repeat strings we
call unitary repeat strings. For all genomes we considered, unitary
repeat strings were the majority of repeat strings. . . . ... . ...
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4.3 Unitary Repeat String Distribution Slope. The power law
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approximated by the straight line segment shown above. The plot for
the human genome is nearly a straight line on the range 10 < ¢ < 700.
The plot for D. melanogaster fluctuates substantially but follows the
trend of the line segment approximating C. elegans and A. thaliana.
The peak in the distribution of D. melanogaster denoted “roo peak”
is caused by the roo transposon (see text). The power law exponent
for each genome studied is roughly, —2.5. . . . . ... ... .. ...

2.2 Distribution of Counts in C.elegans for Different Word Lengths.
The distribution of k-mer counts for C. elegans follows a similar power
law for all the values of k& shown. In a random sequence of {A,C,G,T}
of the same length as C. elegans, we expect every 10-mer to occur
roughly 190 times. Because of this effect, the power law behavior for
k = 10 does not emerge until well beyond a count of 200. . . . . ..

2.3 Distribution of 40-mers in the Coding DNA of C. elegans.
We present the distribution of 40-mer counts in the genes of C.elegans
as well in as the distribution of 40-mer counts restricted to the exons.
For comparison, we plot the distribution of 40-mers for the entire
genome of C.elegans. The gene counts follow an approximate power
law similar to that for the whole genome, while the exon counts de-
crease with a similar slope over a shorter range. . . . . . . ... ...
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3.1

3.2

3.3

3.4

3.5

Repeat Pair Separations - Human Chromosome 21. The cu-
mulative fraction F'(s) of repeat pairs that have separation less than s
for human chromosome 21 appears to hit the vertical axis at roughly
0.73. The vertical jump that we label “Segmental Duplication” is due
to a large segmental duplication in the genome; a region of approxi-
mately 200,000 bases is duplicated (with some local rearrangements)
at a separation of ~15 million bases [81]. . . . . . . .. ... .. ...

Repeat Pair Separations - C. elegans, A. thaliana and D. melanogaster.

We plot the cumulative fraction F'(s) of separations less than s for
repeat pairs in the first chromosomes of C. elegans and A. thaliana
and chromosome arm 2L for D. melanogaster. The dots on the dis-
tributions indicate the separation chosen as proximal cutoff for each
chromosome. Notice that if this were on a linear scale, the dots would
appear to lie on the vertical axis. . . . . .. .. ... ... ... ...

Distant Separations. For the same chromosomes as in Figures
3.2 and 3.3, we plot the cumulative fraction of separations between
0.003 and o. That is, proximal repeat pairs are removed and we
have normalized the chromosomes to have unit length. In addition,
we show the separation distribution under a model when we pick
locations of each 40-mer in a repeat pair from a uniform random
distribution, namely F(0) = 20 —¢?. While none of the distributions
are well matched by the uniform random model we see that the shape
of the distribution is more characteristic of the uniform random model
than the distant separations, especially for human chromosome 21.
For chromosome 1 of C. elegans and A. thaliana small separations
are still over-represented and for arm 2L of D. melanogaster small
separations are under-represented. . . . . . ... ... ... ... ..

Repeat Separations - FE. coli. The cumulative fraction of sep-
arations between repeat pairs in E. coli appears to hit the vertical
at 0.20 and 20% of the repeat pairs are proximal. Since the genome
of E. coli is circular, the largest separation possible between repeat
pairs is half the genome length, or approximately 2.65 million let-
ters. The straight line shown with the distribution is the cumulative
distribution of separations expected from a uniform random model.

Extending the Match for a Proximal Repeat Pair. We attempt
to extend the match between proximal 40-mers in both directions to
determine if the repeat pair belongs to the same inexact repeat region.
We align the sequences labeled R and L with the sequence between
the repeat pair, labeled S. For the cases we sampled from the various
genomes we find roughly half the time over 90% of the separation S
has a high quality match in either Lor R. . . . . . .. .. ... ...
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4.1

4.2

4.3

Distribution of Lengths of Repeat Strings. We plot the cumula-
tive distribution of lengths of repeat strings for a variety of organisms.
In each case we find this distribution to be approximated by a power
law for a part of the range of L. Along with the data, we plot a line
segment illustrating the approximate range and slope of the power law
for C. elegans. For D. melanogaster and S. cerevisiae the range of
the power law is shorter than for human, C. elegans and A. thaliana.
Additionally, the exponent of the power law, corresponding to the
slope on this log-log plot, for D. melanogaster and S. cerevisiae is
shallower than for the other organisms. . . . . . . .. .. ... ...

Simulation of Fixed Length Genome Evolution Model. We
fix parameters W = 10%, S = 10* and show results for M = 100
and M = 1,000. The simulation for M = 100 was carried out for 1
million steps and for M = 1, 000 for 10 million steps, so that we made
approximately 10,000 segmental duplications in each simulation. We
overlay the shifted length distribution with the stationary distribu-
tion, a Pareto distribution, predicted by our analysis. Notice that
over a significant range the computer simulations agree well with our
theoretical findings, especially for M = 1000. . . .. .. ... .. ..

Simulation of Variable Length Genome Evolution Model. We
plot the length distribution from runs of our Variable Length Model
where we have fixed W = 10% and M = 100. We show the result from
three runs where different probability distributions, all having mean
S = 10*, were used as the length distribution for segmental duplica-
tions and deletions. We use the exponential distribution with mean
S, uniform distribution on [0,2 x 10*] and normal distribution with
mean and standard deviation S. In the case that the length deter-
mined by the normal distribution is negative the value is ignored and
a new length selected from the normal distribution. In this manner,
the actual mean of the distribution is somewhat larger than S. In all
three sample cases shown, the distribution of repeat strings converges
to a distribution consistent with the stationary distribution derived
for modeling the length of segmental mutations as constant. . . . . .
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4.4 Simulation of Growing Genome Evolutionary Model. We plot

4.5

4.6

the output for two runs of our Growing Genome Simulation. In each
case the distribution of segmental mutations was determined from
a uniform random variable on [0,2 x 10%]. The model was halted
when the genome reached the specified length. In both cases the
distribution can be approximated a power law over a part of the range.
In the case that the genome grew from length 10° to 5x 108, the power
law exponent determined by a least square fit was —1.5 over the range
[1040, 10°]. For the other simulation, where the genome grew from
2 x 108 to 107, the power law exponent —1.8 over [300, 7000].

Distribution of Unitary Repeat Strings. The distributions of
unitary repeat strings for the organisms we consider are consistent
with a power law distribution and have steeper slopes that for all
repeat strings. The unitary repeat strings are more consistent with
the evolutionary dynamics described by our model. The distributions
for the human genome, C. elegans and A. thaliana are consistent with
the slope predicted by our Fixed and Variable Length Models. Since
the slopes of the distributions of D. melanogaster and S. cerevisiae
are shallower than —2, the Growing Genome Model provides the best
characterization of their distributions. . . . . .. ... .. ... ...

Chromosome Repeat Strings. We plot the distribution of repeat
strings as determined for only the chromosome for human chromo-
somes 3 and 9 along with the entire human genome. We notice that
while the distribution of repeat strings in each case can be approxi-
mated by a power law ofer a range of the distribution the slopes of
the distribution are different. . . . . . . .. ..o
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Chapter 1
Introduction

1.1 Repetitive DNA

The availability of complete genomes for a variety of organisms has resulted
in an explosion of work in analyzing the statistics of DNA sequences. One area
of scientific and mathematical interest has been studying sequences of DNA with
highly similar copies in the DNA sequence. Such repetitive subsequences constitute
a significant fraction of the genomes of many organisms (for example, [3, 7, 19,
24, 47, 56, 77, 79, 80]). In fact more than half of the human genome is repetitive
[46, 82]. Numerous studies (for example, [5, 34, 38, 42, 49, 50, 69]) have found
evidence that repetitive DNA is involved with important processes. In the case of
humans, some repetitive sequences have been linked to genetic disorders [23]. As

“...the distribution of repetitive DNA sequence elements is

James Shapiro wrote,
a key determinant of how a particular genome functions (i.e., replicates, transmits
to future generations, and encodes phenotypic traits.)” [74]

The goal of this dissertation is to analyze the structure of repetitive sequences
in the DNA sequences of a variety of organisms. We study the human genome and
the genomes of C. elegans (worm), A. thaliana (mustard seed), D. melanogaster

(fruit fly) with some comparison to the genomes of S. cerevisiae (yeast) and E. coli

(a bacteria). The genomes we study have been sequenced and analyzed beyond the



draft phase we will describe in the next section. These organisms were selected, in
part, because their published sequences are among the most complete and accurate.
Through studying the structure of these repetitive sequences in these genomes we
seek to develop evolutionary models that provide plausible explanations for the

structures we observe.

1.2 Whole Genome Shotgun Assembly

One of our motivations for studying repetitive sequences in DNA is the com-
plications repetitive DNA poses to genome assembly, the process of determining
the DNA sequence of an organism. Throughout this dissertation we will make ref-
erence to the relationship of our results to genome assembly. There are a number of
different genome assembly programs in use (for example [8,29,35,54,63]). Although
there are differences in the details of their algorithms, the underlying procedure is
similar to what we next describe.

In the dominant method of genome assembly, termed shotgun assembly
many copies of a genome are broken into millions of overlapping reads of about 700
bases (on average). No information about the location of the reads in the genome
is obtained. The sequence of the reads has an error rate of roughly 1%; that is,
typically several bases from each read are incorrect. Given this information, one
must computationally assemble these reads into an estimate of the sequence of the
genome. The first step in this process is typically to determine which reads come

from overlapping parts of the genome; two such reads are said to overlap. Further



steps combine the reads into larger segments and the collection of all such segments
is the draft assembly. (For further details on genome assembly refer to [55,65,66].)

Repetitive DNA is the major obstacle to shotgun assembly because it causes
reads from different parts of the genome to appear to overlap. This makes it difficult
to determine the correct location of each read relative to other reads. Generally,
repetitive regions shorter than the read length are not so problematic because a
single read can span a repeat, connecting the nonrepetitive sequence on each side.
Repeat copies that are less than 98% similar are unlikely to pose a problem for a
high quality assembler. Indeed, a small number of differences (=~ 1/2%) are often
sufficient to distinguish between repeat copies. High fidelity repeats are the major
cause of difficulty in genome assembly as well as the major source of errors in draft

assemblies (see [25,72]).

1.3 Outline of Thesis

In Chapter 2, we observe and discuss an approximate power law in the dis-
tribution of counts (number of occurrences) of length 40 words, 40-mers in the
human genome and the genomes of C. elegans, A. thaliana, and D. melanogaster.
Our results are not sensitive to the word length k£ = 40; we obtain similar distribu-
tions for 20 < k < 100. Previous studies have examined count distributions of much
shorter words - those of length k for 3 < k£ < 10 - in DNA sequences and sometimes
utilized ranked distributions. We discuss how using longer word lengths provides a

distribution more consistent with the counts of repetitive sequences in the genome.



In Chapter 3, we discuss a preference for small separations between copies of
40-mers that occur exactly twice in a single chromosome. We classify these pairs
as either “proximal” or “distant”. Proximal pairs are those that are separated
by less than 0.3% of the chromosome length. In all five of the cases we examined,
over 20% of the pairs are proximal, and in three cases over half are proximal. We
explore extending proximal repeat pairs to an inexact match to study if both 40-
mers are actually part of the same repeat region. We find that for most organisms a
significant fraction of the cases we studied proximal repeat pairs belong to the same
inexact repeat.

In Chapter 4, we study the distribution of lengths of repetitive sequences
in a variety of genomes. We say a k-mer is repetitive, in a specified genome,
if it occurs at least twice in the genome. We say a sequence in the genome of
length > k is a repeat string if each k-mer in it is repetitive and the string is
maximal.! In all cases we observed that the distribution of repeat string lengths
can be approximated by a power law. We develop a model of the evolution of
repeat strings by random segmental duplications and point mutations. We show
that under general conditions the distribution produced by this model is a Pareto
Distribution?, a distribution closely related to the power law [59]. The convergence

of our model suggests distributions we observe in the genomes could be related to

!By maximal we mean that the subsequence is not contained in a longer sequence that is

repetitive.

2A power law distribution is a function of the form f(x) = az® while a Pareto distribution is of

the form g(x) = a(x + ¢)® where a,b,c,z € R and = > 0.



evolution through segmental duplications.
Our results are computed from GenBank [11] sequences of the human genome
and the genomes of C. elegans, A. thaliana, D. melanogaster, S. cerevisiae and

E. coli. The genome sequences and gene annotations we use in this research were

current as of March 2006.



Chapter 2

Distribution of Long Word Counts in DNA Sequences

The term genome refers to the complete DNA sequence of an organism. DNA
can be represented as one or more sequences of bases denoted A,C,G and T. Some
recent papers have studied the number of occurrences (or counts) of short words (10
or fewer letters) in genomes [4, 22, 28, 32, 48, 51, 52, 60, 84]. Since a genome contains
information complex enough to determine an entire organism, there should be no
expectation that such a sequence would have statistics consistent with a randomly
generated sequence of A, C, G and Ts. One of the features of DNA that distinguishes
it from a randomly generated sequence is the presence of subsequences that occur
repeatedly throughout the genome. Repetitive DNA comprises a significant fraction
of the genomes of many organisms [3, 7, 19, 46, 47, 77, 79, 80, 82].

In this investigation we determine how many times each length—%k word, or
k-mer, occurs in a genome. If a k-mer occurs ¢ times in the genome, we say it has
count c. DNA consists of a double strand,

Because DNA is a double stranded helix where one strand is the complement
of the other, the count of a k-mer includes all occurrences of its reverse complement

as well.! We analyze the distribution of the number of k-mers with count c. We

'DNA consists of two complementary strands (or sequences); As are paired with Ts and Gs with
Cs. Furthermore, the two strands are read in reverse direction and are called reverse comple-

ments.Hence, AAC is the reverse complement of the string GTT. When searching for a particular



generally study words of length 40, 40-mers, because in a random sequence (each
base equally likely) of length similar to the genomes we analyze, 40 is sufficiently
large so that we expect no repeated words of length > 40 (see Appendix). However,
the results we present are not sensitive to this value and similar results hold for a
broad range of word lengths between 20 and 100.

We study these distributions for the human genome and the genomes of C. el-
egans, A. thaliana and D. melanogaster. For all the genomes we study, we observe a
power-law-like distribution in the counts of repetitive length 40 words over a signif-
icant range of counts, from 3 to roughly 70. When the data are approximated by a
power law distribution, we find that the power law exponent, ~ —2.5, is similar for
all of the genomes analyzed. In addition, this exponent is preserved over different
word lengths.

Previous studies, such as [48], have observed a power law distribution in the
counts of significantly shorter words, k-mers where £ < 10. Several other studies
analyzed the distribution of ranked word counts; that is, the counts of k-mers plot-
ted in decreasing order (such as [51]). Both of these types of analysis reflect the
distribution of the most frequently occurring words, those with counts in the hun-
dreds or thousands. Some properties reported in [51] have been found to hold for
randomly generated sequences [14]. In this paper we characterize the distribution
of counts of longer words, 40-mers, and show they provide results over a range of

counts more consistent with the majority of repetitive DNA for the organisms we

string, we also look for its reverse complement. The count of a k-mer is actually the number of

occurrences of it or its reverse complement.



study.

2.1 Low Count Repetitive Sequence

We now demonstrate that repetitive sequences in the genomes we study typi-
cally have a count less than 70 (for two different ways of counting repetitions). This
is in the range of counts that is emphasized by our 40-mer distributions but not
by previous studies [48,51]. For three of the genomes we study, over half of the
repetitive 40-mers have a count of exactly two.

There is also a position-based way to count repetitions. Each position (or base)
in the genome is the beginning of a 40-mer (except near the end of a chromosome),
so we can refer to the count of the position (meaning the count of its 40-mer). We
say a position is repetitive if its 40-mer is repetitive. For all our genomes, we find
a typical repetitive position has a relatively low count. Over 2/3 of the positions,
for each genome we study, had count at most 70.

To illustrate the difference between the distribution of 40-mer counts and po-
sition counts, imagine that a genome has only 101 repetitive 40-mers, 100 occurring

twice and one 100 times. The counts by position are dominated by the most fre-

(1)1004-(100)2

quently occurring 40-mers. The average count of a repetitive 40-mer is o1

(1)100%+(100)22 ~ 35. No-

3 while the average count of the 300 repetitive positions is 300

tice that in this case the median repetitive position count is two. The significant
fraction of repetitive positions having high counts in the genomes we study can be

illustrated as follows.



e For the human genome, the average repetitive 40-mer count is 5.08, while the
average repetitive position count is 726. The median repetitive position count

is 9. The maximum count of a 40-mer (and thus of a position) is 53,022.

e For C. elegans, the count of the average repetitive 40-mer is 3.34, while the
average repetitive position count is 15.6. The median repetitive position count

is 3. The maximum count of a 40-mer (and position) is 1,890.

The graphs in this paper show the distributions of repetitive 40-mer counts,
not repetitive position counts. The distributions of 40-mer counts and position
counts are related as follows. If N(c) is the number of 40-mers with count ¢, then
since each of these 40-mers occurs in ¢ positions, the number of positions with count
¢ is ¢N(c). In this paper we graph N(c), but the power law behavior we observe

applies equally well to ¢N(c) with an exponent one greater, i.e. &~ —1.5.

2.2 Distribution of 40-mer Counts.

Recall, by the count of a 40-mer we mean the number of times a 40-mer or its
reverse complement appears in a genome. In Figure 2.1 we graph the number N(c)
of 40-mers with count ¢ for the genomes we considered. A power law distribution,
N(c) = ac®, for numbers a and b, is reflected by a linear relationship on the log-log
scale, log(N(c)) =~ blog(c) + log(a). We indicate with a straight line segment the
range best approximated by a power law for three of the genomes we study. The
line segment approximates the counts from 3 < ¢ < 70 and has a slope ~ —2.5.

This indicates that for all our genomes, N(c) is approximately proportional to ¢~
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Figure 2.1: Distribution of 40-mer Counts. The number, N(c), of distinct 40-
mers with count ¢ for C. elegans and A. thaliana is roughly a power law over the
range 3 < ¢ < 70; that is, the distributions can be approximated by the straight
line segment shown above. The plot for the human genome is nearly a straight line
on the range 10 < ¢ < 700. The plot for D. melanogaster fluctuates substantially
but follows the trend of the line segment approximating C. elegans and A. thaliana.
The peak in the distribution of D. melanogaster denoted “roo peak” is caused by
the roo transposon (see text). The power law exponent for each genome studied is

roughly, —2.5.
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in this range. For C. elegans, N(c) remains close to this line over the range, while
for A. thaliana the distribution drops more quickly for ¢ > 30. The distribution
for D. melanogaster fluctuates considerably more than the others but follows the
general trend of the line. The data for the human genome follows a power law closely
over the range 10 < ¢ < 700.

We further investigated instances where 40-mer counts for D. melanogaster de-
viate from the power law (see Figure 2.1). We find that these peaks are primarily due
to the presence of high fidelity copies of transposons (i.e. transposable elements?)
whose sequence can be found at the Berkeley Drosophila Genome Project [12]. For
example, the peak at count ¢ = 104 is due to the roo elements, which is the trans-
posable element in D. melanogaster having the highest copy number. It also has
high sequence conservation as described in [37]. We can similarly relate some of the
other peaks in the distribution to high fidelity transposons in D. melanogaster. Since
the distribution of 40-mer counts is significantly smoother for the other genomes,
we believe this may indicate that they have comparatively fewer high fidelity copies
of transposable elements.

In all cases we study, the data deviates significantly from the power law for the
40-mers with the highest counts. These 40-mers consist largely of low complexity

40-mers that comprise microsatellites® and other types of tandem sequence.

2Transposable elements are a class of repetitive sequences in DNA. These sequences can create

a copy of themselves and insert the copy at another location in the genome.

3Microsatellites are subsequences of DNA composed of the same short word, typically less than

length 6, repeated many times in succession. For example, CATCATCATCATCATCATCAT.
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2.3 Sensitivity to Word Length

We compared the distribution of word counts for a variety word lengths, &, for
the genomes we study. There is a significant qualitative change in the distribution
of short word lengths, i.e., words that are sufficiently short that they will occur
repeatedly by chance, compared to longer words where the number of words in the
genome is significantly less than the number of words of that length. Figure 2.2
shows the distribution of k-mers in C. elegans for a variety of word lengths. For
k = 10 only the tail of the distribution, ¢ > 300, is consistent with a power law.
Notice that the peak is near ¢ = 40, which is somewhat lower than the value of
¢ =~ 190 we would see for a purely random genome. For k£ > 20 the full distribution
is more consistent with a power law. The behavior of the distribution is similar for
these higher values of k£ and the range of counts from 3 < ¢ < 70 is well approximated
by a power law with exponent ~ —2.5. As seen in Figure 2.2, as k increases beyond
40 the data become more sparse. However, the distributions are still characterized
by a power law with similar slope as for the lower values of k, but over a shorter

range.

2.4 40-mer Counts in Coding DNA

We analyzed the distributions of counts of 40-mers in the genes and exons
of the genomes of C. elegans, A. thaliana and D. melanogaster. We find that the
distribution of word counts in the genes and exons is characterized by a power law of

similar exponent to the power law for the entire genome. The behavior for C. elegans
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Figure 2.2: Distribution of Counts in C.elegans for Different Word
Lengths. The distribution of k-mer counts for C. elegans follows a similar power
law for all the values of k shown. In a random sequence of {A,C,G,T} of the same
length as C. elegans, we expect every 10-mer to occur roughly 190 times. Because
of this effect, the power law behavior for £ = 10 does not emerge until well beyond

a count of 200.
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is typical for the other two genomes studied and therefore we present results for only
C. elegans.

The distribution of counts of 40-mers in the genes, exons and the entire genome
for C. elegans is shown in Figure 2.3. The distribution of the 40-mers in the genes is
similar to the power law behavior seen for the entire genome. There is significantly
less sequence in the exons, but the distribution of counts is reasonably consistent
with a power-law-like distribution over a much shorter range (Figure 2.3).

Genes often occur in families that code for similar proteins. A power law has
been shown to hold for the distribution of the number of members of gene families
[43] as well as for other quantities related to coding DNA such as protein folds and
pseudogene families [48]. Since genes in the same family may have highly similar
sequence and the size of families of genes is distributed according to a power law, one
may expect the distribution of 40-mers in coding regions of DNA to follow a power
law as well. As is evident from Figure 2.3, the 40-mer counts for genes represent
only a fraction of the overall counts. Thus, the distribution of 40-mer counts is
preserved throughout the genome and cannot be explained by the distribution in

only the coding regions of DNA.

2.5 Relation to Previous Work

Several papers have described power laws in the counts of short (£ < 10) words
(see for example, [48] and [51]). Other work has suggested that the short word data

is better fit by a distribution with more parameters such as the Yule distribution
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Figure 2.3: Distribution of 40-mers in the Coding DNA of C. elegans. We
present the distribution of 40-mer counts in the genes of C.elegans as well in as the
distribution of 40-mer counts restricted to the exons. For comparison, we plot the
distribution of 40-mers for the entire genome of C.elegans. The gene counts follow
an approximate power law similar to that for the whole genome, while the exon

counts decrease with a similar slope over a shorter range.
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[52]. We do not claim that a pure power law distribution is the best fit to the
distribution of 40-mers counts. Rather, we claim that the power law distribution
provides a reasonable characterization of the distribution of 40-mers in the range of
relatively low copy repeats, such as ¢ < 100.

As described earlier, for a random sequence having the same length as the
genome of C. elegans, the expected count of each 10-mer is roughly 190. Thus, repeat
regions with a count that is significantly less than 200 will not have a noticeable
effect on the distribution of 10-mer counts. Indeed, the power laws observed in [48]
all occur for counts well over 200.

Recall that in the genomes we studied, most of the bases in repetitive 40-mers
(and repetitive positions in the genome) have count less than 100. Thus, the power
law we observe reflects the majority of the repeat content in these genomes with high
enough fidelity (similarity between copies) that many of the 40-mers they contain
are identical. On the other hand, lower fidelity repeat regions (e.g., those with 90%
similarity) will contain relatively few repetitive 40-mers. But then, based on our
discussion above, repeat regions with sufficiently low fidelity and low count will not
contribute significantly to the distribution of k-mer counts for any k.

Recent papers describe models of the evolution of gene families [39,68]. These
papers may provide an explanation of the power law in genes (see Figure 2.3) [39,68].
However, because most repetitive 40-mers are not in genes these models as developed

do not provide a complete explanation of the behavior in the counts of long words.

16



Chapter 3

Separations Between Repeats that Occur Exactly Twice

Repetitive sequence is typically classified according to sequence composition,
copy number and mode of propagation in the genome. Some types of repetitive
DNA, such as ALUs and LINEs, have millions of copies throughout the genome [67].
Other types of repetitive DNA have copies that occur adjacently and their method
of propagation is through slippage or unequal crossing over (see [20, 44, 76]). The
evolutionary dynamics of some types of repetitive DNA have been studied through
direct observation and modeling (see references [10, 15, 16, 17, 18, 21, 30, 73]).
However, there are other types of repetitive DNA whose mechanisms for propagation
remain less certain. In this chapter we explore the distribution of a type of repetitive
sequence that is not well characterized by previous classification methods.

In this chapter we analyze repetitive sequence having exactly two copies in the
genome where both copies are within the same chromosome. Our goal is to see how
these are distributed. There is a technical problem in identifying these repeats when
the copies are of low fidelity (similarity). If the repeats are of low fidelity they can
be hard to find, and if we find two such copies, we do not know if there are other
copies that are of such low fidelity that they can not be detected. To avoid this
problem, we select a certain high fidelity subset of the duplicates. We identify these

high fidelity regions by first finding 40-mers that occur exactly twice in the genome.
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We generally use length 40 because 40 is sufficiently large that the probability of
any 40-mer occurring more than once by chance in a random sequence the length of
the genomes (or chromosomes) is small (see Appendix).

Recall from Chapter 2 that we refer to the number of times a 40-mer, or its
reverse complement, appear in a genome as the count of the 40-mer. A 40-mer
with a count of at least two is called a repeat 40-mer because it has at least one
other copy. The most common copy number for a repeat 40-mer in the genomes we
study is exactly two (see Chapter 2). Strikingly, 40-mers with count two typically
have both copies on the same chromosome (see Table 3.1). We call 40-mers with
this property a repeat pair. We refer to the length of the sequence separating
the 40-mers in a repeat pair as the separation. We analyze in greater detail re-
peat pairs in the human genome and the genomes of C. elegans, A. thaliana and
D. melanogaster with some comparison to F. coli. In addition to presenting re-
sults for the complete genomes, we focus specifically on a typical chromosome from
each genome; chromosomes 1 of C. elegans and A. thaliana, chromosome arm 2L of
D. melanogaster and human chromosome 21.

In the next section, we classify these pairs as either “proximal” or “distant”;
proximal pairs are those that are separated by less than 0.3% of the chromosome
length. For all five of the genomes we examined, over 40% of the pairs are proximal,
and in three cases over half are proximal. We also find a preference for proximal

repeat pairs to occur in the same orientation'.

!The 40-mers in a repeat pair are said to occur in the same orientation if they are not reverse

complements of one another.
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We extend the match between proximal repeat pairs in the same orientation
and find that for some organisms roughly half of these belong to two “nearly adja-
cent” repeats. In other words, some lie in an approximate tandem repeat as we will
discuss later.

A recent paper discusses separations between intra-chromosomal duplications
[78]. The goal of this work was to analyze the separations between short exact
duplications that were not part of a larger inexact duplication. In contrast, we seek
to study segmental duplications in a more general setting. In particular, we wish to
extend exact matches to larger inexact repeats, in the case of proximal repeats, to
study if these could have originated from tandem duplication.

Although we can not identify the mechanisms responsible for the creation of
such repeats in DNA we are able to observe their effects. By examining these intra-
chromosomal repeat pairs we can determine characteristics of the mechanisms that

created them.

3.1 Repeat Pairs and Proximal Separations

In Table 3.1 we describe the lengths of the genomes we study and how many
40-mers with count two have both copies on the same chromosome. In all cases
we find that a significant fraction of 40-mers with count two occur on the same
chromosome.

Figure 3.1 shows the fraction of the repeat pairs in human chromosome 21 that

appear within a particular separation. The graph seems to hit the vertical axis at
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about 0.73 because 73% of the repeat pairs have separations less than 0.003 times the
length of the chromosome. These are the pairs we call proximal for this chromosome.
There are over 120 times as many proximal pairs as would be expected if repeat pair
locations were uniformly distributed. (For human chromosome 21, most of the first
13 million bases were undetermined, so we consider only the final 34.2 million bases.
81))

In all the organisms studied we find that repeat pairs with small separations
are over represented; we define a proximal cutoff of 0.003 times the chromosome
length to designate repeat pairs that are proximal. Repeat pairs that occur at a
separation larger than the proximal cutoff are called distant. While our choice of
the cutoff between proximal and distant pairs is somewhat arbitrary we generally
see a natural division in the distribution of separations somewhere close to 0.003
times the chromosome length. In Table 3.2, we describe the percent of repeat pairs

that are proximal for the selected chromosomes from the organisms we study.

The Proximal Cutoff. We now illustrate the distribution of proximal sep-
arations more explicitly. Figure 3.2 shows the fraction, F'(s), of repeat pairs with
separation less than s in the chosen chromosomes of C. elegans, A. thaliana and D.
menalogaster. The horizontal axis has a logarithmic scale, unlike Figure 3.1. Table
3.3 lists the proximal cutoffs for these chromosomes and the fraction of repeat pairs
that are proximal. For each chromosome in Figure 3.2, there are about 100 times

more proximal pairs than if the repeat pair locations were uniformly distributed.
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Organism

Genome Length

(in millions)

# of Count 2
40-mers

(in thousands)

# of
Repeat Pairs

(in thousands)

# of Proximal
Repeat Pairs

(in thousands)

C. elegans

A. thaliana

D. melanogaster

human

100
119
120

3,000

1,618
1,404
551

38,767

1,286
924
472

18,104

909
611
407

8,321

Table 3.1: Repeat Pairs. We list for each organism the length of its genome and

the number of 40-mers with count two. Strikingly, most 40-mers with count two

have both their copies on the same chromosome. We call such 40-mers a repeat

pair.

Organism Genome Length | ~% Proximal
(in millions) Repeat Pairs
C. elegans 100 70.7
A. thaliana 119 66.2
D. melanogaster 120 86.2
human 3,000 46.0

Table 3.2: Proximal Repeat Pairs. We say a repeat pair is proximal if the

separation between the 40-mers is less than 0.003 times the length of the chromo-

some it belongs to. We list the percent of repeat pairs that are proximal in each

chromosome averaged over all chromosomes in a genome.
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Chromosome Length Proximal Cutoff | ~% Proximal

(in millions) | (in thousands)

C. elegans chr 1 15 45 80.7

A. thaliana chr 1 30 91 64.1

D. melanogaster arm 2L 28 67 97.9
human chr 21 34.2 141 73.1

Table 3.3: Proximal Cutoffs for Selected Chromosomes. We analyze human
chromosome 21 because it is similar in length to the chromosomes for the other
organisms. In all cases we find that proximal separations make up the majority
of repeat pairs, the most extreme case being D. melanogaster, which had less than
3,000 distant repeat pairs. Notice that in contrast to the 46% proximal fraction for
the human genome in Table 3.1, here over 70% of the repeat pairs is proximal for

human chromosome 21.
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Figure 3.1: Repeat Pair Separations - Human Chromosome 21. The cu-
mulative fraction F'(s) of repeat pairs that have separation less than s for human
chromosome 21 appears to hit the vertical axis at roughly 0.73. The vertical jump
that we label “Segmental Duplication” is due to a large segmental duplication in
the genome; a region of approximately 200,000 bases is duplicated (with some local

rearrangements) at a separation of ~15 million bases [81].
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Figure 3.2: Repeat Pair Separations - C. elegans, A. thaliana and
D. melanogaster. We plot the cumulative fraction F'(s) of separations less than
s for repeat pairs in the first chromosomes of C. elegans and A. thaliana and chro-
mosome arm 2L for D. melanogaster. The dots on the distributions indicate the
separation chosen as proximal cutoff for each chromosome. Notice that if this were

on a linear scale, the dots would appear to lie on the vertical axis.
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Distant 40-mer Pairs. The cumulative distribution in Figure 3.1, for human
chromosome 21, looks like a quadratic distribution with a vertical discontinuity. To
investigate the separations of distant repeat pairs, we plot the distribution for the
selected chromosomes after removing the proximal repeat pairs.

In Figure 3.4, we show the cumulative distributions of separations for distant
repeat pairs in the chromosomes we studied. These distributions are shown along
with the quadratic that is the cumulative distribution for the uniform random model
in which the locations of each copy of a 40-mer in a repeat pair is determined by a
uniform random variable.

The distant separations for chromosomes 1 of C. elegans and A. thaliana are
significantly more likely to be small than when compared to the uniform random
model. In contrast, the distant separations for D. melanogaster arm 2L are larger
than would be expected under a uniform random model. For human chromosome 21
the cumulative distribution is more consistent with being determined by a uniform
random model, with the exception of the single large segmental duplication. If we
remove repeat pairs from the large segmental distribution for this chromosome, we
find a distant distribution that can be reasonably approximated by the uniform
random model.

Segmental Jumps. As we have said, the large jump in Figure 3.2 is due to a
large segmental duplication corresponding to many repeat pairs at approximately
the same separation. Segmental jumps indicate that there is a relatively long highly
conserved repeat (not necessarily exact). The size of the jump will be related both to

the length and fidelity of the repeat. Such a jump can occur within either proximal
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Figure 3.3: Distant Separations. For the same chromosomes as in Figures 3.2 and
3.3, we plot the cumulative fraction of separations between 0.003 and o. That is,
proximal repeat pairs are removed and we have normalized the chromosomes to have
unit length. In addition, we show the separation distribution under a model when we
pick locations of each 40-mer in a repeat pair from a uniform random distribution,
namely F(o) = 20 — 0*. While none of the distributions are well matched by the
uniform random model we see that the shape of the distribution is more characteris-
tic of the uniform random model than the distant separations, especially for human
chromosome 21. For chromosome 1 of C. elegans and A. thaliana small separations
are still over-represented and for arm 2L of D. melanogaster small separations are

under-represented.
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or distant separations. The large segmental jump in Figure 3.1 is due to a sequence
of approximately 200,000 bases duplicated with a separation of about 15 million
bases. The two copies are 96% identical, with some local rearrangements [81]. If
the 4% differences were distributed at random, then about 0.96%°, or 20%, of the
40-mers in each segment would have a duplicate in the corresponding position of
the other segment copy.

Orientation of Repeat Pairs. A repeat pair is in the reverse orientation
if the two copies of the repeated 40-mer are reverse complements; otherwise they
are in the same orientation. In general, we find that proximal repeat pairs are
significantly more likely to occur in the same orientation than distant repeat pairs.
The only exception is C. elegans for which we see essentially no correlation between
proximality and orientation.

Similarly, over all repeat pairs, repeat pairs with the same orientation have
smaller separations than repeat pairs with reverse orientation. For D. melanogaster
arm 2L the median separation for pairs in the same orientation is ~ 3,000 bases
and ~ 5.8 x 10° bases for reverse oriented pairs. For A. thaliana chromosome 1 the
median separation for pairs with the same orientation is approximately 12,500 bases
and 320,000 bases for reverse oriented pairs. For human chromosome 21 the median
separation for pairs with the same orientation is ~ 260, 000 bases and ~ 7 x 10° bases
for pairs with reverse orientation. However, for C. elegans the median separation
both types of repeat pairs was similar, approximately 8,000 bases.

As an additional anomaly, C. elegans chromosome 1 had approximately the

same number of pairs in each orientation while the other chromosomes studied had
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a preference for repeat pairs with the same orientation.

3.2 Repeat Pair Separations for E. coli

For a comparison to the repeat structure of the human genome and then
genomes of C. elegans, A. thaliana and D. melanogaster we investigated repeat pair
separations in the genome of E. coli. Since E. coli has a single (circular) chromosome
[13], all 40-mers with count two will be, by default, repeat pairs. As with the other
genomes, we find that a significantly higher fraction of 40-mer repeat pairs have
small separation.

The separation between repeat pairs for E. coli is shown in Figure 3.4. The
proximal cutoff is 11,500 bases and, roughly 20% of the pairs are proximal. Nearly all
proximal repeat pairs are in the same orientation. The median separation between
repeat pairs with the same orientation is roughly 140,000 bases and just over 700,000
bases for pairs with reverse orientation. This confirms that repeat pairs in the same
orientation occur closer together than would be expected if both types had the same

distribution.

3.3 Extension of Proximal Repeat Pairs

In this section we analyze in more detail the proximal repeat pairs. In partic-
ular, we want to determine if each repeat pair is from two adjacent repeat regions,
i.e., a tandem repeat. We find in many cases the length of the sequence separat-

ing proximal repeat pairs can be decreased substantially by extending the match
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Figure 3.4: Repeat Separations - E. coli. The cumulative fraction of separations
between repeat pairs in FE. coli appears to hit the vertical at 0.20 and 20% of
the repeat pairs are proximal. Since the genome of F. coli is circular, the largest
separation possible between repeat pairs is half the genome length, or approximately
2.65 million letters. The straight line shown with the distribution is the cumulative

distribution of separations expected from a uniform random model.
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between them as an inexact repeat.

In this study we use the two 40-mers in a proximal repeat pair as seeds and
attempt to extend the match (see Figure 3.5). We present results for extending the
match for repeat pairs with the same orientation only. We sample the collection
of repeat pairs to avoid “discovering” the same repeat more than once as follows.
Of the 40-mers in a repeat pair, we select the one closest to the beginning of the
chromosome and attempt to extend the alignment. We proceed to the next proximal
repeat pair along the chromosome, ignoring any repeat pairs having a 40-mer in
between the copies of previously considered repeat pairs.

We attempt to extend the sequence (in both directions) around both 40-mers in
the repeat pair by running the NOCBI-BLAST algorithm?[57] between the sequences
labeled L and S and then R and S in Figure 3.5. We determine what fraction of
the separation sequence, indicated S in Figure 3.5, matches (part of) the sequence
in L and R.

For C. elegans we sample 2,816 proximal repeat pairs with the same orienta-
tion. We find that for 1,410 cases over 90% of the sequence between the repeat pairs
can be matched by sequence in L or R. In this case we say the repeat pairs could
be joined. Repeat pairs with this property are likely to belong to the same inexact
repeat region that will exhibit some tandem-like structure. A similar fraction of
repeat pairs could be similar joined with this method for D. melanogaster. Using

our sampling method we select 814 repeat pairs. Of these, 411 were joined.

2The program blastall was used to run blastn between two sequences. The minimum word

length was W = 20 and every match identified by blastn was utilized.
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For A. thaliana the situation is significantly different. Our sampling method
selected 2,022 same oriented proximal repeat pairs; only 540 cases could be joined.

For the case of the human genome, we applied a different sampling process. Be-
cause the proximal cutoff for some human chromosomes was significantly larger than
for the other genomes, we reduced the execution time by eliminating all proximal
repeat pairs having separation larger than 10° bases. We then continued sampling
repeat pairs in the same manner as described above. Of the 20,678 repeat pairs in
our sample 10,395 of them were joined.

This suggests that about 50% (25% for A. thaliana) of the proximal repeat
pairs belong to the same repeat region that seem to have originated from a tandem

duplication event.

3.4 Discussion

In this section we discuss some possible consequences and significance of our
findings. One of our main motivations for studying repetitive DNA is its importance
in genome assembly, and in this section we discuss the implication of our results in

this context.

3.4.1 Mechanisms Creating Proximal and Distant Repeat Pairs

As stated in the introduction, there are many mechanisms that create new
repeat regions in the genome [17,41]. Some, such as slippage [44] and unequal

crossing over [20,76] cause the formation of repetitive regions that are in tandem.

31



40-mers in a Repeat Pair
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Figure 3.5: Extending the Match for a Proximal Repeat Pair. We attempt
to extend the match between proximal 40-mers in both directions to determine if
the repeat pair belongs to the same inexact repeat region. We align the sequences
labeled R and L with the sequence between the repeat pair, labeled S. For the cases
we sampled from the various genomes we find roughly half the time over 90% of the

separation S has a high quality match in either L or R.
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As time passes, identical tandem repeats become less similar due to the accumulation
of mutations. Other mechanisms, such as the mechanisms of transposable elements
and chromosome/genome duplication, create copies that can be separated by large
distances. We can broadly classify these mechanisms to be either proximal, creating
nearby copies, or distant creating copies with little bias regarding location on the
chromosome.

Our studies suggest that for different organisms, distant and proximal mecha-
nisms for creating intra-chromosomal repeats occur with different relative frequency.
In all cases, we find the local mechanisms occur more than the global mechanisms.
Between different species, the same ratio between these mechanisms is not preserved.
The proximal fraction, that is fraction of repeat pairs that are proximal, is much
greater for D. melanogaster than our other genomes (see Table 3.1), while human
has by far the smallest proximal fraction.

Within individual genomes, the proximal fraction between chromosomes varies.
In the case of human and C. elegans the X chromosome had the greatest proxi-
mal fraction over all other chromosomes in these genomes. The proximal fractions
are 88.85% for chromosome X of human and 85.50% for C. elegans. However, for
D. melanogaster the situation is reversed. With the exception of the smallest chro-
mosome, which is chromosome arm 4, the X chromosome had the smallest proximal

fraction 71.98%.
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3.4.2 Selecting Regions with Count Exactly Two

Notice that a repeat pair might in fact belong to a repeat with a count higher
than two due to minor differences in other copies. For example, the two 40-mers
in the repeat pair may be part of a low-fidelity repeat of count three where one of
the copies has a mutation causing some 40-mers to have count two. We remedy this
situation by looking at the counts of 20-mers within the 40-mers in the repeat pair.
We require that each 20-mer in the 40-mer occur only twice in the genome.

We find that requiring all 20-mers within the repeat pair to have count exactly
two eliminates roughly half of all repeat pairs. This suggests that the eliminated
repeat pairs are part of an inexact repeat in the genome with count greater than

two. Repeat pairs that are proximal are preferentially eliminated by this process.

3.4.3 Implication for Genome Assembly: BAC Assembly

One method that assembly groups have undertaken to combat the presence
of repetitive DNA in genome assembly is to first create a tiling of the genome by
Bacterial Artificial Chromosomes (BACs) which are regions of about 150, 000 bases
[9]. Then each of these BACs is sequenced according to the shotgun procedure
described in Chapter 1. While this reduces the problems caused by repetitive DNA
occurring on different chromosomes or with separations greater than the length of
a BAC, the problem of “proximal” repetitive DNA still exists. Further study of
problems caused by repetitive DNA reveal that repeat regions with a nearby copy

are especially problematic for genome assembly [66,72]. As we have found in our
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analysis of repeat pairs in many cases the majority of repetitive DNA with two
copies in the genome occurs nearby and in the same chromosome. Thus, simply
switching to a BAC by BAC shotgun procedure will not provide a solution for the

problem of repetitive DNA.

35



Chapter 4
Evolution by Random Segmental Duplication Accurately Predicts

Repeat String Distribution

The DNA sequence, or genome, of an organism is one or more sequences of
four nucleic acids (or bases) represented by letters from the alphabet {A,C,G,T}.
The length of the genome is several million letters for typical bacteria and about
three billion for a mammalian genome. Because DNA sequences come from a small
alphabet we expect to see subsequences that occur more than once. If a sequence of
DNA is longer than 4% 4 k for some positive integer k, then the sequence must have
at least one repeated k-letter subsequence or k-mer. However, in practice there
are many sequences in a genome that have highly similar copies more often than
would be predicted by a random sequence of {A,C,G,T}. Such repetitive regions
compose a major part of the DNA sequence of many organisms [3, 7, 19, 79, 80].

Although there have been numerous papers describing algorithms for finding
repeats, such as [6, 36, 45, 64, 83|, the concept of a repetitive region is typically left
imprecise. This is in part because the term includes both exact and inexact, but
similar, copies. In the latter case distinct copies of repeat regions have differences
between them. After accumulation of many differences, two copies of a repeat region
may not appear to be related at all. Identifying all copies of a repeated region may

involve finding regions of varying similarity and thus depends on the methods used
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to define similarity.

Another difficulty is the complicated structure of repeat regions. Repetitive
sequences can overlap by arbitrary amounts and rearrangements in copies of a repeat
region further complicate their identification [64]. In these situations each part of
a subsequence of the genome will have a matching subsequence elsewhere in the
genome; however, the entire subsequence will not have a complete match anywhere.
For these reasons and others, the notion of length distribution of repeat regions is
not defined in general.

To identify and study the length distribution of repetitive DNA in an unam-
biguous fashion, we develop a formulation we call a repeat string. We say a k-mer is
a repetitive k-mer, in a specified genome, if it (or its reverse complement) appears
at least twice in the genome. We say a subsequence is repetitive if, for a fixed k,
each k-mer within it is repetitive. For simplicity in this dissertation we fix k = 40
because in a random sequence of {A,C,G,T} the length of a mammalian genome
we do not expect any repetitive 40-mers (see Appendix). However, the results we
present are valid over a range of sufficiently large values of k.

We define a sequence, S, to be a repeat string if it is repetitive and not
contained in a longer repetitive sequence. Notice that for £ > 40, each k-mer with
an exact duplicate in the genome must lie in a repeat string.

In this chapter we find an approximate power law describes the distribution
of lengths of repeat strings in the human genome and the genomes of C. elegans,
A. thaliana, D. melanogaster and S. cerevisiae. Because the same distribution oc-

curs for a variety of organisms the processes responsible the emergence of these

37



distributions should be quite general. We aim at determining general mechanisms
that can create such power laws.

In this chapter, we develop a model of the genome evolution employing point
mutation and segmental duplications and deletions. We show that under quite
general conditions the stationary distribution of lengths of repeat strings for our
model is a Pareto Distribution, a close relative of the power law [59]. The consistency
of our model results with the repeat string length distributions we find in several
genomes suggest the distributions we observe could have emerged through evolution

by random segmental duplications and deletions.

4.1 Distribution of Lengths of Repeat Strings

We find an approximate power law relationship between the length, L, of a
repeat string and the number, N(L), of repeat strings of that length. Figure 4.1
shows the cumulative number, C(L) = N(L) + N(L + 1) + L(N + 2) ..., of repeat
strings with length at least L for the human genome and the genomes of C. elegans,
A. thaliana, D. melanogaster and S. cerevisiae. For all genomes, the distribution
in the log-log plot of Figure 4.1 can be well approximated by a line segment over
a significant range of the repeat string lengths. This linear fit corresponds to a
distribution of lengths having the form C(L) ~ aL®, where a > 0 and b < 0.
Values of the exponent, b, of C'(L) were determined by a least squares fit and
given in Table 4.1. While the different distributions are qualitative similar for the

various organisms, namely a roughly power law distribution, there are significant

38



quantitative differences.

The exponents for the genomes we study seem to fall into two classes. The
exponents for human and C. elegans are similar to one another, approximately —1.7.
Similarly, the exponents for D. melanogaster and S. cerevisiae are roughly —1. The
distribution for A. thaliana is similar to that of C. elegans, but the log-log graph
for A. thaliana is significantly less straight than C. elegans. The exponent —1.36
for A. thaliana is most representative of the range 1,000 < L < 10, 000.

Another difference in the distributions is the range approximated by a power
law. For human, C. elegans, A. thaliana nearly the entire range of the distribution in
Figure 4.1 is well approximated by a line segment. This illustrates that the longest
repeat string in a genome does not seem to grow linearly with the genome length.

For S. cerevisiae the distribution decays quite rapidly after L = 5,000, but
the genome is significantly shorter than the others. The length of the genome of
D. melanogaster is similar to C. elegans and A. thaliana; however, the distribution
decays more rapidly than a power law beyond L = 5,000. With the exception of
D. melanogaster, the range approximated by a power law increases with the length

of the genome.

4.2 Models of Genome Evolution Through Random Segmental Du-
plications and Deletions
Because the distribution of repeat strings is qualitatively similar for the genomes

we study, we expect that there are common mechanisms influencing the distribu-
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Table 4.1: Repeat String Distribution Slope. The distribution of repeat string
length L for the organisms we study roughly follows a power law. The slope of
the logarithm of the cumulative distribution versus log(L) was calculated, using a
least squares fit, over a range determined appropriate for each organism. We find
a diversity of slopes, but the distributions appear to be split into two categories.
Distributions for the human genome, C. elegans have slopes fairly close together.
The slope of the cumulative distribution for D. melanogaster and S. cerevisiae are
similar and significantly more shallow that the slope for the other three genomes.
With the exception of D. melanogaster, the range of the power law is correlated

with genome length.

Genome Length Slope | Range of Power Law
(in millions) Approximation
human 3,000 -1.70 40 < L < 30,000
A. thaliana 119 -1.36 40 < L <10,000
D. melanogaster 120 -0.99 40 < L < 5,000
C. elegans 100 -1.69 40 < L <10,000
S. cerevisiae 12 -0.99 40 < L < 6,000

40



le+07

A. thaliana

Le+06 C. elegans

th Length at Least L

10000 D. melanogaster

| IIIIIII| | IIII|LI.| | IIIIIII| Lol

1000

ings wi

100 ..
S. cerevisiae

10

T IIIIIII| T IIIII|T| T IIIIIII|

40 100 1000 10000
L = Length of a Repeat String

C(L) = # of Repeat Str

Figure 4.1: Distribution of Lengths of Repeat Strings. We plot the cumulative
distribution of lengths of repeat strings for a variety of organisms. In each case we
find this distribution to be approximated by a power law for a part of the range of
L. Along with the data, we plot a line segment illustrating the approximate range
and slope of the power law for C. elegans. For D. melanogaster and S. cerevisiae
the range of the power law is shorter than for human, C. elegans and A. thaliana.
Additionally, the exponent of the power law, corresponding to the slope on this
log-log plot, for D. melanogaster and S. cerevisiae is shallower than for the other

organismes.
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tion. Since a genome represents only a snap-shot in evolution it is not possible to
observe the processes responsible for creating repetitive DNA from the sequence
data alone. We view the genome as the current state of a dynamical system describ-
ing evolutionary mechanisms. Our goal is, by observing the current distribution,
to determine evolutionary mechanisms that could have lead to the emergence of
behavior we observe.

Distinct types of repetitive DNA have different modes of duplication [1, 2, 21,
24, 41]. As described in [10, 34, 44, 76] there are many mechanisms for the growth
of existing repeat regions and the creation of new repeat regions and repeat strings.
Our goal is not to model specific types of repetitive DNA such as microsatellites
and transposable elements; the dynamics of these sequences have been modeled
extensively (see [30, 44, 61, 70, 71, 73]). Our aim is to understand more broadly the
evolution of the genome. We develop a simplified model of segmental duplications

and deletions that occur in two copies.

4.2.1 Fixed Length Model

In this initial model, we maintain a fixed length for segmental duplications/deletions
in the genome. Additionally, we fix equal rates of segmental duplication and dele-
tion to ensure that the length of the genome stays roughly the same. Our model has
three parameters: W — the genome length; S — the segmental duplication/deletion
length; and M — a constant that relates the point mutation rate to the segmental

mutations rate.
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Our model begins with a random genome of length W where each letter in the
sequence is generated independently and is equally likely to be an A, C, G or T.
Then, for W on the scale of the lengths of the genomes we study, we do not expect
any repetitive 40-mers, and consequently repeat strings (see Appendix).

At each step in the model we induce a mutation, either a segmental mutation
(which is a segmental duplication or deletion) or a point mutation. With probability
1/(M + 2) we create a segmental duplication: a random subsequence of length
S is chosen from the genome and inserted at a random location. A segmental
deletion occurs with the same probability, 1/(M + 2). We choose a subsequence of
length S from the genome at random and delete it. With the remaining probability,
M/(M + 2), we introduce a point mutation by changing the letter at a randomly
chosen location in the genome.

We implemented our model as a computer simulation and ran experiments
over many parameter values. After a specified amount of time, typically several
million iterations, the simulation was halted and the repeat strings in the resulting
genome were determined. We provide the results of some simulations in Figure
4.2 along with the stationary distribution for the model, which we will derive in
the next section. Figure 4.2 indicates that the distribution from the simulation is
qualitatively similar to the distributions observed for the genomes we study. That
is, the distributions produced by our simulation can be roughly approximated by a
line on a log-log plot.

Notice that nearly all repeat strings have length less than the copy length S.

The exception is a repeat string introduced by copying a segment of the genome
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Figure 4.2: Simulation of Fixed Length Genome Evolution Model. We fix
parameters W = 108, S = 10* and show results for M = 100 and M = 1, 000.
The simulation for M = 100 was carried out for 1 million steps and for M = 1,000
for 10 million steps, so that we made approximately 10,000 segmental duplications
in each simulation. We overlay the shifted length distribution with the stationary
distribution, a Pareto distribution, predicted by our analysis. Notice that over a
significant range the computer simulations agree well with our theoretical findings,

especially for M = 1000.
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with both ends in existing repeat strings. However, repeat strings of this form occur
relatively infrequently and make up no more than 1% of the total number of repeat

strings produced by the model as long as S/(M + 2) is not too large.

4.2.2 Stationary Distribution of Fixed Length Model

We can explicitly analyze the stationary distribution of an approximation to
the Fixed Length Model by making additional assumptions. Using a continuous
approximation we let x € [0, 5] represent the possible lengths of repeat strings
and denote by f(x) the density of repeat strings of length = at a given time. As
discussed above we may create a repeat string longer than S but since these will
be very uncommon we assume, for simplicity, that repeat strings have a maximum
length of S.

We further assume that all repeat strings contain only repetitive 40-mers with
count two. In doing so we are able to model a point mutation in an existing repeat
string as splitting it into two repeat strings, the sum of whose length is equal to the
length of the original repeat strings (here we ignore the 1 base that is lost due to
the point mutation). If a repeat string had a 40-mer with count greater than two,
this assumption would be violated.

We analyze the distribution of repeat strings produced by this process. Since
our model begins with no repetitive sequences, all repeats are introduced by seg-
mental duplications. Changes in the lengths of previously duplicated segments are

caused by: (1) deleting (or partially deleting) an existing repeat string; (2) intro-
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ducing a point mutation to an existing repeat string; (3) inserting a segmental du-
plication into an existing repeat string. Thus to analyze the distribution of lengths
of repeat strings we consider the probability a repeat string is deleted or is mutated
during a step of our simulation.

Let Lf be the expected density after one step of the model. We want to
identify the stationary distribution, that is, the limit as n goes to infinity of L™ f.
We begin by identifying the explicit form of Lf. We claim that Lf is an affine

transformation, whose linear part we call H f:

(Lf)(x) = (Hf)(x) + o(z - 5) (4.1)

M +2

where

) = (1= (++ g ) ) 10+ [ et 02

We will derive equations (4.1) and (4.2) by considering the expected action
of each of our mutations. We first consider the expected action of introducing a
segmental duplication to the distribution of repeat strings. Each time we introduce
a duplication we create a repeat string of length exactly S. Because the length
of repeat strings are continuous in the range [0, S] this corresponds to changing f
by adding a delta function centered at S.'. The other operation that is part of a
segmental duplication is inserting the repeat string to a randomly chosen position
in the genome. If the location of the insertion were in an existing repeat string of

length x, this would split the repeat string into two separate repeat strings whose

IThe Dirac delta function is denoted §(x). This “function” is defined as having unit integral,

% §(x)dz = 1 but §(z) = 0 when z # 0.

— 0o
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total lengths sum to x. Since the insertion point is chosen random from the W
positions in the genome, a position in a repeat string of length x will be chosen with
probability 3f-. After an insertion the fraction of repeat strings with length z that
will still have length 2 is (1 — 7).

If a repeat string has length y > z there are exactly two insertion points that
would create a repeat string of length x. Similarly the probability of choosing the
insertion point in a string of length y is simply y/W for each repeat string of length

y, which is f(y). Combining these ideas, the expected action on of one segmental

duplication is given by the operator C"

S
N = (1=35) f@)+ [ fplwiy+ =) (13

A segmental deletion selects at random a position in the genome and deletes
the S bases following the position. An existing repeat string may be entirely or

partially deleted by this process. For each repeat string of length x the probability

S+zx

that the length of the repeat string is changed by the segmental deletion is, =37

The fraction of repeat strings with length x that are not partially deleted by the

_ 54z,

deletion operation is (1 — =

Similarly to the duplication process a repeat string of length = can be created
if the deletion point is in a repeat string of length y > x. For each repeat string there
are two choices for deletion positions that would create a repeat string of length .
Thus, the expected action on f of a segmental deletion of length S is given by the

operator D:

o= (1- 55 s+ [ Z sty (1.
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Finally, we consider the action of a single point mutation. A point mutation
will change the repeat structure only if it lands in a repeat string. As described
above, the repeat string will split into two parts. Similar to the insertion mutation,
the fraction of repeat strings of length z that will survive a point mutation is (1—3f).
Additionally, as in our two previous operations, a mutation occurring in a repeat
string of length y > x can create a repeat string of length x if the mutation chosen to
be in one of two possible positions. The expected action of a single point mutation
is given by F:

T 592
EN@) = (1-35) @+ [ 51wy (4.5

Notice that that the operators C' and E differ by only the term from creating
a repeat string of length S. This is because the effect of an insertion on existing
repeat strings is essentially equivalent to that of a point mutation.

The expected action on f overall is given by a linear combination of these

operators:

1 M
5 (CD@) + (DNE) + 37

(L) (@) = (Ef)(x).

This can be simplified to the form given in equations (4.1) and (4.2):

e = (1= (v g ) ) S0+ [ i+ 5506 -9),

Let Hf be the first two terms in the above expression for Lf. Observe that

Hf is linear in f:

i) = (1= (v g ) ) S0+ [ ity



We claim that H f is a contraction in the norm

S
T / 2 (&) de (4.6)

Indeed, a simple calculation (see Appendix A.2) shows that H is a contraction:

= (1= g ) 1

Because the linear part of the operator L is a contraction, the entire operator
is a contraction and must have a unique attracting fixed point ¢g. By inspection we

determine this fixed point, the stationary distribution, to be

g(x) =« (x + Mi— 2) + B6(x — S). (4.7)

«a and [ are constants that depend on W, M and S.
(See Appendix A.3 for a derivation of constants « and f3.)

Observe that g is a global attractor, and thus the stationary distribution does
not depend on the initial distribution of repeat intervals. That is, our assump-
tion that there were no initial repeat intervals can be removed and not impact the
stationary distribution.

The stationary distribution, given in equation (4.7), is a Pareto distribution (a
shifted power-law) plus a multiple of a delta function. We refer to MLH as the shift.
The delta function component of g(z) is an artifact of all segmental duplications
created with the same length .S in this model. The power —3 in the density function
corresponds to a power —2 in the cumulative distribution function. Notice that

some of the slopes in Figure 4.1 are roughly —1.7, which is near our theoretical
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value of —2. In a later section we discuss a refinement of the notion of repeat string
that more closely matches the types of repeat strings our model represents.

Notice in our analysis we assumed that S is the maximum length of a repeat
string. As discussed previously, there may be repeat strings longer than S created.
We find that when approximating our theoretical distribution of repeat strings from
our model with the actual distribution of repeat strings produced by a computer
simulation that the two distributions are quite similar (see Figure 4.2).

Recall we also assumed the count of a repeat string was two. We note that
the results from our simulation agree better with our theoretical distribution when
M = 1,000 that for M = 100 (see Figure 4.2). We find that 40.3% of repetitive
40-mers had count greater than two when M = 100 as opposed to only 13.9% when
M = 1,000. Larger values of M correspond to lower 40-mer counts; this suggests
that our stationary distribution is more accurate for larger values of M.

Notice that the length of two different repeat strings will change if the location
of an insertion, deletion or point mutation occurs within a repeat string. However,
we only explicitly describe the impact of these mutations on one repeat string.
Changing L f to describe changes in the length of both repeat strings multiplies some

of the terms by a factor of two, but does not change the stationary distribution.

4.2.3 Variable Length Model

Our Fixed Length Model has several assumptions that we loosen to analyze

how general the convergence to a Pareto distribution is. We first change the length
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distribution of segmental duplications and deletions. We now model the length of
segmental mutations as coming from a probability distribution with mean S. We
find that the distribution of repeat strings remains approximated by the same Pareto
distribution as found for the constant length model.

We present results in Figure 4.3 for W = 10%, M = 100 and the segmental
mutations as an exponential, normal and uniform distribution with mean S = 10*.
Note we plot the length distribution with the same shift as predicted by our analysis
of the Fixed Length Model. We find that the stationary distribution derived in the
previous section is consistent with the repeat string distribution from the Variable

Length Model.

4.2.4 Growing Genome Model

Another restriction of our Fixed Length Model was that, on average, the length
of the genome remained constant. Certainly the length of the genome is not a fixed
value. There are frequent insertions and even whole genome duplications especially
in plants [27,40]. In this model we allow the length of the genome to vary, but so
the length of the genome does not go to zero we have a preference for duplications
over deletions.

We developed a simulation, based on our Fixed and Variable Length Mod-
els, which allows the length of a genome to increase. The model has the same
parameters; W — the initial genome length; S — the average length of a segmental

duplication or deletion and M — a constant that relates the point mutation rate to
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Figure 4.3: Simulation of Variable Length Genome Evolution Model. We
plot the length distribution from runs of our Variable Length Model where we have
fixed W = 10® and M = 100. We show the result from three runs where different
probability distributions, all having mean S = 10*, were used as the length distribu-
tion for segmental duplications and deletions. We use the exponential distribution
with mean S, uniform distribution on [0, 2 x 10%] and normal distribution with mean
and standard deviation S. In the case that the length determined by the normal
distribution is negative the value is ignored and a new length selected from the nor-
mal distribution. In this manner, the actual mean of the distribution is somewhat
larger than S. In all three sample cases shown, the distribution of repeat strings
converges to a distribution consistent with the stationary distribution derived for
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the segmental mutations rate. We perform a point mutation with the same proba-
bility M /(M + 2), but the probabilities of segmental duplications and deletions are
no longer symmetric. With probability 1.1/(M + 2) we perform a segmental dupli-
cation and probability 0.9/(M +2) we perform a segmental deletion. The lengths of
the segmental duplications and deletions are selected from a probability distribution
with mean S. Instead of halting the simulation after a specified number of steps we
halt when the length of the genome has reached a specified value.

We show the output of two simulations in Figure 4.4. Note that we plot the
length distributions with the same shift as for the Fixed and Variable Models. For
these simulations the lengths of segmental duplication and deletions were selected
from a uniform distribution on [0,2 x 10%].

We note that in Figure 4.4 the distributions of repeat string lengths is char-
acterized by a relatively linear region (on a log-log scale) and then a decaying
tail. The decay of the tail is more consistent with the decay in the distribution
of D. melanogaster (see Figure 4.1).

The distinguishing feature of the distribution produced by the Growing Genome
Model from the Fixed and Variable Length Models is the slope in the linear region
of the distribution. The slope produced by the Growing Genome model is signifi-
cantly shallower. For the two simulations shown in Figure 4.4 the slope of the linear
regions are roughly —1.5 and —1.8 when determined using a least-squares fit over
the intervals [1040,10° and [300, 7000] respectively. Notice that these slopes are
closer to the values for the slope determined for D. melanogaster and S. cereviaise

than produced by the other two models. Because the genome of S. cerevisiae has

23



undergone genome duplication [40], the dynamics of the Growing Genome Model
are perhaps more consistent with its evolutionary history than the dynamics of the

other two models we developed.

4.3 Unitary Repeat Strings

We have shown the distributions produced by our Fixed and Variable Models
converge to a Pareto distribution with a constant exponent of —3, corresponding to
a cumulative slope of —2. However, as shown from Figure 4.1 and Table 4.1, none
of our organisms have a slope of —2. In this section, we consider a refinement of the
definition of a “repeat string” and find that our Fixed and Variable Length Models
model produces results that are more consistent with this refinement for three of
the genomes we study.

Repetitive sequence can be created through tandem duplication. This is
when a duplicate copy is created adjacent to the original sequence. In this case, the
length of a repeat string would increase and a new repeat string may not be created.
The models we developed in the previous section do not include the dynamics of
tandem duplication.

To attempt to remove repeat strings that may have been created through a
tandem duplication we define a (n, k) unitary repeat string. Recall that a repeat
string is a sequence where, for a fixed k, every k-mer in the sequence occurs more
than once in the genome. We now define a (n, k) unitary repeat string as a repeat

string where, for a fixed n < k, every n-mer within the repeat string occurs only once
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Figure 4.4: Simulation of Growing Genome Evolutionary Model. We plot
the output for two runs of our Growing Genome Simulation. In each case the
distribution of segmental mutations was determined from a uniform random variable
on [0,2 x 10%]. The model was halted when the genome reached the specified length.
In both cases the distribution can be approximated a power law over a part of the
range. In the case that the genome grew from length 10° to 5 x 10°, the power law
exponent determined by a least square fit was —1.5 over the range [1040, 10°]. For
the other simulation, where the genome grew from 2 x 10% to 107, the power law

exponent —1.8 over [300, 7000].
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Table 4.2: Unitary Repeat Strings. We select a subset of repeat strings we call
unitary repeat strings. For all genomes we considered, unitary repeat strings were

the majority of repeat strings.

Genome Length % of Non-Unitary Repeat Strings
(in millions)
human genome 3,000 2.0%
A. thaliana 119 2.2%
D. melanogaster 120 12.5%
C. elegans 100 8.0%
S. cerevisiae 12 5.8%

in the repeat string. Since the unitary repeat strings do not contain any duplicate
n-mers, we are able to say with some confidence that they do not represent a tandem
repeat. (The examples in this dissertation are for the distribution of (20, 40) unitary
repeat strings.)

Notice that for all genomes the unitary repeat strings are the majority of
repeat strings (see Table 4.2). In all cases at least 87% (and as much as 98%) of the

repeat strings were preserved.

After determining the unitary repeat strings for the various organisms we plot
the resulting distribution of repeat strings (see Figure 4.5). As in Figure 4.1, we
plot the length L of a repeat string against C'(L) the number of repeat strings in the
genome with length at least L. We find that the distributions are again consistent
with an approximate power law.
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Notice from Figure 4.5, most of the longest repeat strings in the genomes we
study are not (20, 40) unitary repeat strings. This is consistent with our observations
that the longest repeat strings for the various organisms were tandem repeats. In
particular, the longest repeat string for C. elegans was a near-perfect tandem repeat
of over 200 copies of a 72 letter sequence.

Comparing the distributions in Figure 4.5 to those in Figure 4.1, we note
a number of differences. In some cases, such as A. thaliana, the distribution is
straighter. The slope of the distribution of unitary repeat strings for each genome
differs somewhat from the slope for repeat strings (compare Table 4.1 with Table
4.3). For three organisms, human, C. elegans and A. thaliana, the slope determined
for the distribution of unitary repeat strings is close to the slope of the stationary
distribution of the Fixed and Variable Length Models, —2. In addition, the tail of
the distribution produced by the Growing Genome Model is more consistent with
the decay of the distribution of D. melanogaster.

The stationary distribution from our Fixed and Variable Length Models pro-
vide a reasonable match to the distribution of unitary repeat strings in C. elegans,
A. thaliana and the human genome. While we have not determined parameters for
our Growing Genome Model that would produce the same slope as the unitary re-
peat string distribution for D. melanogaster and S. cerevisiae we believe that their

distributions are consistent with the results provided by our model.
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Figure 4.5: Distribution of Unitary Repeat Strings. The distributions of
unitary repeat strings for the organisms we consider are consistent with a power law
distribution and have steeper slopes that for all repeat strings. The unitary repeat
strings are more consistent with the evolutionary dynamics described by our model.
The distributions for the human genome, C. elegans and A. thaliana are consistent
with the slope predicted by our Fixed and Variable Length Models. Since the slopes
of the distributions of D. melanogaster and S. cerevisiae are shallower than —2, the

Growing Genome Model provides the best characterization of their distributions.
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Table 4.3: Unitary Repeat String Distribution Slope. The power law slope,
as determined by a least square fit, for the unitary repeat strings more closely
matches the slope predicted by our Fixed and Variable Length Models for three of
our genomes. The distributions of the two, D. melanogaster and S. cerevisiae, have
a slope that is still more shallow than predicted by our Fixed and Variable Length
Models, but that could be consistent with the Growing Genome Model. Notice
that the range approximated by a power law has decreased from the distributions

of repeat strings.

Genome Length Slope | Range of Power Law
(in millions) Approximation
human genome 3,000 -2.20 40 < L < 8,000
A. thaliana 119 -2.03 40 < L < 5,000
D. melanogaster 120 -1.16 40 < L <4,000
C. elegans 100 -1.83 40 < L < 5,000
S. cerevisiae 12 -1.03 40 < L <1,000
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4.4  Discussion

In this section we provide more general interpretations of our results. We
discuss some implications of our models for genome evolution. We close by discussing

the relation of our findings to the process of genome assembly.

4.4.1 Chromosome Repeat Strings

The genomes of organisms we study are composed of several chromosomes.
Additionally, there are several mechanisms related to the propagation of repeats
that have a preference for creating copies in the same chromosome [1,20,75,76].
To study the repeat structure at the chromosome level, we define a chromosome
repeat string to be a subsequence of a chromosome where, for a fixed k, every k-
mer is repetitive within that chromosome. The collection of genome repeat strings
implicitly contains every chromosome repeat string.

We plot in Figure 4.6 the distribution of chromosome repeat strings for human
chromosomes 3, 9 along with the repeat string distribution for the entire human
genome. Although all three distributions have a power law approximation, the
exponent of the power law for these various distributions is different. This result
suggests that there may be different evolutionary models operating on different

chromosomes.
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Figure 4.6: Chromosome Repeat Strings. We plot the distribution of repeat
strings as determined for only the chromosome for human chromosomes 3 and 9
along with the entire human genome. We notice that while the distribution of
repeat strings in each case can be approximated by a power law ofer a range of the

distribution the slopes of the distribution are different.

61



4.4.2 Implications of Model

The convergence of our computer simulations and the convergence of our ab-
stracted model strongly support the idea that simple mechanisms of repeat evolution
— point mutation and sequence duplication — can explain the behavior seen in the
distributions of lengths of repeat strings seen in the genomes we study. In partic-
ular, our findings suggest that the genomes of A. thaliana, C. elegans and human
have had an evolutionary history consistent with our Fixed and Variable Length
Models. While D. melanogaster and S. cerevisiae have a structure of repeat strings
that is more consistent with a evolutionary past characterized greater duplications
than deletions, such as our Growing Genome Model.

However, there were several other statistical properties of repetitive DNA dis-
cussed in this dissertation. A natural question to ask of our evolutionary models is
if the other features of repetitive DNA were demonstrated.

Proximal Repeat Separations. Since there is no preference for inserting
duplications near the original copy in our models, the distribution of repeat pairs
is similar to that of the uniform random model discussed in Chapter 3. A more
sophisticated model would include several methods of repeat creation each of which
could have preferences related to the separation from the original copy.

Counts of 40-mers. The distribution of 40-mer counts in human genome and
the genomes of C. elegans, A. thaliana and D. melanogaster was shown to roughly
follow power law distribution with exponent —2.5 (see Chapter 2).

The models we have developed fail to duplicate the power law relationship
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in counts of 40-mers. In the output of the Fixed and Variable Length models, the
distribution 40-mer counts follows a roughly exponential distribution. One of the
reasons is a lack of preference for which sequence is duplicated. When the model
begins all 40-mers in the sequence have count one, thus they are all equally likely
to be duplicated by the first step in the duplication process.

Our Growing Genome model produces a distribution more similar to a power
law. However, the reasons for this are somewhat artificial because the final genome
was produced by a smaller pool of 40-mers than the final genome from the other
models. The Growing Genome model creates greater heterogeneity of counts of
40-mers as opposed to the other two models.

Similar models to our Growing Genome Model were developed in [33] and
[85] others here were developed. For example, in [33] Hsieh and Lee developed a
model for a bacterial genome where the initial genome length of 1000 bases grew
to 1,000,000 bases (the length increased to 1,000 times the original length). Their
model was shown to produce a similar distribution to that found in the word counts

of short words, k£ < 10.

4.4.3 Implication for Genome Assembly

As stated in Chapter 1, one of our reasons for investigating repetitive DNA
was the difficulties repetitive DNA poses for genome assembly. The power law
relationship we find between the length L of a repeat string and the number, N (L)

of such strings that exist in a genome suggests a relationship between the read length
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R and the number of repeat strings that are problematic for assembly. Namely if
C(L) ~ L, the number of repeat strings that are longer than a read scales like RP.
If we assume that the slope of the repeat string distribution is b = —2, then for
every factor of v/2 that the read length is increased, the number of repeat strings
greater than the read length will be halved. This provides a method of comparing

read length to the computational complexity of the assembly problem.
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Appendix A
Mathematical Formulations

A.1 Choosing a Word Length

If this dissertation we study repetitive DNA by identifying repetitive 40-mers.
As mentioned, the value of 40 is not an essential part of our results and similar
behavior holds for sufficiently long k-mers. That is, k sufficiently large that we do
not expect to find any repeated k-mers by chance in a sequence the length of the
genomes we study. To make more precise what we mean by “k sufficiently large”
we compute the expected number of pairs of locations in a random genome that are
the starting position of identical k-mers.

Consider a sequence W of length N from the alphabet {A,C,G,T} with the
letter at each position determined independently with equal probability of being
any of the four letters. Select two locations in the genome at random, we consider
the k-mers that begin at those locations. The probability that the letter at both

locations is the same is simply:

1+1+1+1_1
16 16 16 16 4

Since the letter at each position is chosen independently, the probability that
the k-mers at both locations are identical is ik = 4% When we also count reverse

complements as matches the probability is doubled, 2(47*%).
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The number of pairs of locations in W is approximately NTQ when N > k.
Because expectation is linear, the expected number, E, of pairs of locations with
identical k-mers is

E =4""N2
The expected number F is less than 1 when

2log(N) _ log(N)
log(4)  log(2)

k>

When N = 3 x 10%, as in the case of the human genome, we require k > 31.5
to ensure that we do not expect any repeated k-mers in the sequence W. (Of course
k must be integer valued.)

We now investigate how this value changes when the occurrence of each letter
is not equally likely. Assume that A occurs with probability P4 and similarly for C,
G and T with the condition that Py = Pr, Po = Pz and Py + Po + Pg + Pr = 1.
Then the probability of the letter at two randomly chosen positions in W matching
is given by, P where

P = Py + Po®> + P3® + Pr°.

Whatever P is, the preceeding calculation of the expected number of pairs of loca-

tions with identical k-mers becomes,
E = P"N?.

We have F < 1 when k > 2log(N)/log(1/P). The more skewed the base compo-
sition, the greater the minimum value of k such that £ < 1 is. For example, with
N=3x10°, Py=Pr=3and Po = Py = % (P =5/16) we require k > 38.2.

8
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Sequence composition varies throughout a genome. Various papers have clas-
sified the varying CG content throughout the genome, such as [58] and [62]. These
findings indicate that the most skewed regions are when the GC content is roughly
30%. Our above calculation with P = 5/16 corresponds to a GC content of 25%.
Selecting £ = 40 ensures that, even for regions of low GC content, we expect no
k-mers to have an identical copy in the genome.

Genome assembly (see Chapter 1) often uses seeds of length 20, a choice that
is related to our choice of 40-mers. In genome assembly the length of the seed is
chosen, in part, so that the number of occurrences of a typical k-mer is 1.

Consider a random genome of length N, where Py = Pr, Po = P and
Py+ Pc+ Pg + Pr = 1. Pick an arbitrary k-mer and let E'(k) denote the expected
number of occurrences of that k-mer in a random genome of length N where N > k.

From our analysis above,
E'(k) = P*N

and

E(k) = P*N?

Now, we select a value for &' so that E'(k') = 1 and k so that E(k) = 1,
(allowing the fiction that k& and k' need not be integers), yields
2k =k

Thus, when & = 20, k = 40. This is an additional reason for selecting k = 40

to illustrate our results.
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A.2 Showing H(f) is a Contraction

In Section 4.2.2 we derived the stationary distribution for our Fixed Length
Model. Here we provide more details of the calculation of the stationary distribution.
In Section 4.2.2 we show that, under appropriate assumptions and approximations,
the expected action of one mutation on the distribution of repeat strings of length

€ [0, 5], which we denote f(z) is given by

(Lf)(x) = <1—% (m+ (MSH )) / y)dy + M1+25(x—5).

We denote by H the terms in L that are linear in f:

(Hf)(x)Z(l—%( (MSJFQ)) /

We now show by calculation that H is a contraction in the norm

S
1] = / 2 (2)|dz

By definition we have,

N = /  e(H ) () d
[ (o arrm)) o+ [

Because f(x) >0, z > 0 and W > (S + MLH) for reasonable values of M, .S, and

W, we can remove the absolute value signs.

[ ) [ of o
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We interchange the bounds of integration using Fubini’s Theorem:

:/xf dx—/x—f dx—/ WM+2 dx+// y)dxdy

S 2 S S y2
=1~ | @~ g W+ [

S
— (1= ——) IfIl.
( W(M+2)) I
Thus, ||(H(f))|l. = <1 M+2)> | f|l«. Because 0 < (M+2) < 1 the operator H

1s a contraction.

A.3 Deriving the Stationary Distribution for the General Model

In Section 4.2.2 we state that the stationary distribution from the approxima-

tion to the Fixed Length Model is a Pareto Distribution g(z):

g(x) =« (x + Mi 2)_3 + Bé(x — 5).

We now explicitly determine the values of constants A and B. We begin by studying

L(g(x)) = H(g(z)) + o(z = 5) (A1)

M +2

Because H is a linear operator we can write H(g(x)) in terms of each component of

g(z):

H(g(z)) = aH ((x + Mi 2) _ ) + BH(5(x — S)) (A.2)
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We now consider each component separately:

H(‘”*Mia)ﬁ):(1_%?GﬁkMiaD)(x+Mia)4

+/53 P
w\Twy2) Y

Similarly for the term involving ¢ in equation (A.2),

HS(x — S)) = (1—% (x+ (MiQ)))6(x—5)+/;%5($—5)dy

(b (e g )4 2

ﬁH(&(w—S)):ﬂ(l——(x+(Mi2)))6(x—S)+$ (A.4)

We combine equations (A.1)-(A.4) to solve for o and [ so that

+ & 73+65( -95)= + & 73—3 S+ 5 V"
N2 v I AV W M+ 2
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—i—ﬁ(l—%($+W7%))5(x—5)+$+M125($—5)

When z < S, §(x — 5) = 0 so the above equation becomes:

PR Y (RSP S R S R
Tt T\ T2 W M+ 2 W

The terms involving = cancel and we can solve for « in terms of f3.

g \2
a:25(5+M+2) (A.5)

When z = S we can simplify our expression to involve only /3:

ﬁé(x—S)zﬁ(l—%(x—i—ﬁ))é(w—é’)%—MiQé(x—S)

Equating the coefficients on both sides yields:

w
B = (A.6)
(M +2) (S+ 25)
We can rewrite equation (A.5) for « as:
2W S
O‘_M+2<S+M+2) (A7)
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