TeEcHNICAL RESEARCH REPORT

Monotone Optimal Policies for a Transient
Queueing Staffing Problem

by M. C. Fu, S. I. Marcus, I-J. Wang

T.R. 97-62

IN!ITUTEgrEMS RESEARCH
’ Sponsored by
the National Science Foundation
“ Engineering Research Center Program,
“ the University of Maryland,
Harvard University,

“ and Industry




Monotone Optimal Policies for a
Transient Queueing Staffing Problem

Michael C. Fu
College of Business and Management
Institute for Systems Research
University of Maryland
College Park, MD 20742
mfu@umdb.umd.edu
fax: (301) 314-9157

Steven I. Marcus
Department of Electrical Engineering
Institute for Systems Research
University of Maryland
College Park, MD 20742
marcus@isr.umd.edu
fax: (301) 314-9920

I-Jeng Wang
Research and Technology Development Center
The Johns Hopkins University Applied Physics Laboratory
Laurel, Maryland 20723-6099
I-Jeng. Wang@jhuapl.edu
fax: (301) 953-6904

April 1997; revised March 1998

Abstract

We consider the problem of determining the optimal policy for staffing a queueing
system over multiple periods, using a model that takes into account transient queueing
effects. Formulating the problem in a dynamic programming setting, we show that the
optimal policy follows a monotone optimal control by establishing the submodularity of
the objective function with respect to the staffing level and initial queue size in a period.
In particular, this requires proving that the system occupancy in a G/M/s queue is
submodular in the number of servers and initial system occupancy.

Keywords: monotone optimal control, submodularity, transient queues, G/M /s queue,
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In Yoo (1996), a dynamic programming (DP) model is formulated to address the problem
of setting staffing levels at a post office’s service windows over multiple time periods (typi-
cally of length 15 minutes or 30 minutes) in a day. A major component of the model is the
inclusion of transient queueing behavior — obtained via numerical integration, so that devia-
tion from traditional steady-state models could be investigated. A computationally efficient
heuristic algorithm is proposed to solve the DP. One of the key assumptions that underlies
the algorithm is monotonicity of the optimal policy, which results in a significant reduction
in searching the state space. The purpose of this note is to establish this structural property.
The chief result needed to accomplish this, interesting in its own right, is the submodularity
of the system occupancy at any point in time with respect to the initial occupancy and the
number of servers.

To be specific, we consider a single-queue system with multiple servers, in which the
arrival process of customers in non-stationary. The objective is to choose staffing levels over
a multi-period time horizon (during each period, the arrival rate is assumed approximately
constant) so as to minimize the expected cost comprising a weighted sum of server costs and
queue costs, where queue costs are evaluated using transient queueing models. Aside from
making the performance analysis more difficult, the inclusion of transient queueing effects
also complicates the staffing problem. Periods are no longer uncoupled, since there is a
dependence on initial conditions and the system does not necessarily reach steady state by
the end of a period; hence, staffing decisions for different periods cannot be implemented
independently. The experience with the post office setting reported in Yoo (1996) is that the
manager sets discrete intervals at which to make staffing decisions, but he/she also retains
the flexibility to handle unexpected extreme surges or lulls by adding/subtracting staff at
any time. Our model primarily addresses the former decision making problem. Thus, we
consider an operational version of the problem, in which a decision is made at the beginning
of each period as to how many servers to staff for that period, given the number of customers
in the system at the beginning of the period. Specifically, the problem is formulated as a
finite-horizon dynamic program.

When the goal is numerical solutions of the DP, structural properties can lead to great
gains in computational efficiency. Monotone optimal policies constitute one of the most well-
known and useful of such characterizations; see, for example, Chapter 8 in Heyman and
Sobel (1984), or Section 4.7.3 in Puterman (1994). In terms of the staffing problem, this
monotonicity translates into the intuitively obvious result that the optimal policy should
prescribe increased staffing levels for higher initial queue lengths.

The main property needed to establish a monotone optimal policy is submodularity of the
period cost function (Heyman and Sobel 1984). To establish submodularity for our problem
requires proving that the system occupancy is submodular in the number of servers and initial
system occupancy. We prove this result for a G/M/s queue. A closely related result is given
in Chang, Shanthikumar, and Yao (1994). There, in Theorem 5.3.21, it is shown that the
queue length process for a pure death process is stochastically increasing and supermodular
in the initial state and time. Our result here establishes an analogous submodularity result
with respect to the initial number in the system and the number of servers, for any fixed time
horizon. The proof uses uniformization, as in Chang, Shanthikumar, and Yao (1994).



1 The Dynamic Programming Formulation

The state of the system is the number of customers in the system — in service and in queue —
referred to as the system occupancy throughout. The action taken each period is the number
of servers to staff for that entire period, and is based only on the state of the system at the
beginning of each period. In sum, our model is discrete time and discrete state space. The
period cost is the sum of the staffing cost and the expected time-averaged system occupancy
for the period. The objective is to find the optimal policy that minimizes the total horizon
costs.
We introduce the following notation to define the problem:

N = number of periods in the total horizon,
7 = length of a period,

Sn = mnumber of servers used in period n,

X, = system state (occupancy) at the beginning of period n,

Smax = maximum number of servers that can be used in a period,
i = service rate for each server,
k = cost per server per period used,
Cn(iy s cost function for period n, given ¢ initial customers and s servers,

= number of servers to be assigned to period n,
if the initial system occupancy is ¢ customers,
on = vector of o,(i), staffing policy for period n,

o = vector of o, matrix denoting staffing policy for entire horizon.

To reduce notation, we have assumed that the length of each period is identical. The opti-
mization problem can be stated as follows:

N
m}nZE[En(Xnagn(Xn))]’ (1)

n=1

where the distribution of X, will depend on the policy o. In order to characterize this
quantity, we introduce the random variable (stochastic process)

Xt(n) (i,8) = system occupancy at time ¢ into period n,

given a system occupancy of 7 at the beginning of period n and s servers throughout.

The period cost function is the sum of the expected time-averaged mean system occupancy
and a linear cost on the number of servers:

2l s) = - /OT B (X" (i,s)] dt + ks. (2)

T

When we are interested in the system occupancy at the end of a period, we use the simplified
notation

XM (i, s) = XM (i, s), (3)



i.e., we drop the 7 subscript. In this case, we have X,, = X" (X, _1,S,_1).

The solution to the adaptive staffing problem (1) can be obtained by applying stochastic
dynamic programming (DP). The state of a period is the number of customers at the begin-
ning of the current period, which is equal to the number at the end of the previous period.
The transition probabilities from period to period are governed by the transient behavior of
the associated multi-server queue. We index periods in chronological time (i.e., forward), so
the backwards dynamic programming algorithm begins with the last period. The resulting
DP recursive equation (optimality equation) for (1) is given by the following (n =1, ..., N):

Jal)) = min{J,(i,s)}, (4)
Tulins) = Taliys) + B |fa (X (0,9))] (5)

where we assume the final condition f3_;(7) = 0 for all i. The optimal policy is computed
by backwards inductiononn=N,N —1,...,1:

n(@) = argmin {2, (i,5) + B [, (X™ (0, 9)| } . (6)

We now state our main result, which we will prove in the remainder of the paper.

g

Theorem. Under the assumption of exponential service times and interarrival times, there
exists an optimal policy that is monotonically increasing in the state, i.e., such that for all ¢
and n,

o, (i) <op(i+1).

The monotone structure of the policy allows the search space to be reduced considerably,
serving as the basis for the efficient heuristic algorithm proposed in Yoo (1996). Specifically,
when (6) is evaluated to solve for the optimal policy, the computationally expensive portion
is the evaluation of ¢, (i, s) for each s, given by (2), via Runge-Kutta numerical integration. If
M is the maximum number of servers, then the result allows the search at state ¢ to proceed
from s = o} (i),..., M instead of from s = 1,...M. Furthermore, the algorithm usually only
required two evaluations at s = o} (i),0, (i) + 1, for the parameter settings typical in the
post office setting, leading to an order of magnitude computational savings. Thus, problems
for an 8-hour day of 15-minute intervals (giving 32 periods) that otherwise would have taken
several hours to solve were reduced to a few minutes of computation time. Alternatively,
the model could also be used to approximate a continuous-time model over a much shorter
horizon where the arrival process is stationary (e.g., by taking 30 periods over a 15-minute
horizon, giving 30-second intervals), which might by well approximated by an infinite horizon
model with a stationary optimal policy.

Before proceeding, we note that the submodularity result proven in the next section
actually holds for any general arrival process independent of the service times.

2 Monotone Optimal Policies

Throughout, we use the monotonicity terms increasing and decreasing in the non-strict sense.
We first review the definitions of stochastic ordering and submodularity (cf. Shaked and
Shanthikumar 1994, Ross 1983, and Stoyan 1983).



Definition. A random variable X is stochastically smaller than a random variable Y, written
X <4Y,if
P(X >z) <P(Y >z) forallz.

Two random variables are equal in distribution, written X = Y, if and only if X <, Y and
X > st Y.

Definition. A function ¢ : R2 — R is submodular if for any x1 < 2, y1 < Y2,

d(z1,y1) + d(w2,y2) < d(w1,Y2) + S22, Y1)

We first define the stochastic version of submodularity in the natural way:
Definition. A family of random variables {X (i, s)} is stochastically submodular if for any
i1 <12, s1 < S2, there exist on a common probability space (€2, F, P) four random variables
X7, =1,2,3,4, equal in distribution to X(i1,81), X (i9, 51), X (i1, s2), X (i2, $2), respectively,
such that for all w € 2,

X (w) 4+ X4(w) < X% (w) + X3(w). (7)

In particular, the definition implies that the expectation is submodular in the ordinary sense.

For our application, we will need a stronger version:

Definition. A family of random variables {X (i, s)} is strongly stochastically submodular if
for any i < i2, $1 < S9, there exist on a common probability space (2, F, P) four random
variables X7, j = 1,2,3,4, equal in distribution to X (i, s1), X (i2,51), X (41, 82), X (42, $2),
respectively, such that for all w € €,

X3(w) < min{X (@), X'()},

X (w) 4+ X (w) < X% (w) + X3(w).

The strong version is analogous to the definition of stochastic submodularity given in Def-
inition 5.3.12 of Chang, Shanthikumar, and Yao (1994), in that stochastic monotonicity in
both arguments is also specified (and must hold on the same probability space). We require
stochastic increasing in the first variable and stochastic decreasing in the second variable.
Clearly, this strong stochastic version includes the previous version. We now present the
following result, which will be needed later.

Lemma 1. If X (-, ) is strongly stochastically submodular, then P(X (-,-) > ) is submodular
for all x.

Proof. By definition of strongly stochastic submodular, we have the existence of four random
variables X7, j = 1,2,3,4, defined on a common probability space (Q,F,P) and equal in
distribution to X (i1, s1), X (42, $1), X (1, 82), X (i2, s2), respectively, i; < i3, s3 < Sg, such
that for all w € Q,

N



Consider the following construction:

Yi(g) = 1{X? >z}, j=1,23,
Yiz) = HXP >z} +1{Xt <z < X'+ X' - X3 =, 1{X* > 2},
since X3 < X! and X3 < X*, where 1{-} is the set indicator function. Then it can be easily

verified that Y7 (z) satisfies the required inequality for stochastic submodularity, i.e., for any
x, we have for all w,

Vi(z) + V() < V?(2) + Y(2),
so that taking the expectation yields the result:
P(X'>z)+P(X*>z) < P(X%?>z)+ P(X? > z). O
We use the following, fairly standard, characterization of the existence of monotone opti-
mal policies to establish our main result.

Proposition 1. (Theorem 8-5 in Heyman and Sobel 1984) Suppose the following hold for
the dynamic programming problem defined by (1)-(5):

Cp(+,-) is submodular and bounded below for all n;

P(X™)(.,) > z) is submodular for all z and n;

Then, for each n, there exists o7;(-) increasing that is optimal, i.e., satisfies (6).

The statement of the result has been modified slightly to take into account the fact that for
our setting, the action space {1,..., Smax} is finite and independent of the state, so certain
conditions are automatically satisfied. In particular, the action space is compact, contracting,
and ascending; the minimum is achieved in (4); and J,, (4, -) is lower semicontinuous.

A similar result is given by Theorem 4.7.4 in Puterman (1994), using the terminology sub-
additive/superadditive instead of submodular/supermodular (and considering maximization
instead of minimization).

In order to apply this result to prove our main theorem, we make the following observations:
e ¢,(-,-) is bounded below by 0;
e integration preserves stochastic ordering and also submodularity;

e C,(+, ) is composed of a linear cost and an expectation of a time-averaged integral of
X ('a ');

e conditions (iii) and (iv) are implied by strong stochastic submodularity, via the defini-
tion and Lemma 1.



We note that the stochastic increasing property with respect to initial system occupancy is
also proven for the general case (no exponential assumptions) using a sample path proof in
Assad et al. (1997); see also Shanthikumar and Yao (1989) and Sonderman (1979). We now
proceed to establish that X (-,-) is strongly stochastically submodular, where we drop the
period-dependent superscript for notational brevity. We require exponential service times,
but the arrival process can be general, as long as it is independent of the service times.

Lemma 2. The system occupancy at any time in a G/M /s queue is strongly stochastically
submodular with respect to the initial system occupancy and the number of servers, so that
the tail distribution of system occupancy is submodular.

Proof. We begin with a pure death process, and then superimpose the arrival process. Due
to the memoryless property of the exponentially distributed service times, this presents little
additional difficulty. The pure death process is handled by uniformizing the process at rate
(s + 1)p, and defining four processes on the same probability space.

Without loss of generality, we take pu=1 throughout. Because the process is constant
between uniformized epochs, it suffices to establish the result for the discrete uniformized
epochs, which we denote by ¢ty = 0,%1,12,... We proceed by induction on m for epoch t,,
Since X (-,-) is defined only on the integers, it suffices to establish the requisite relationships
fori; =1, 19 =1+1, sy =5, s9 =+ 1. For convenience, we simplify the notation a bit by
introducing the following definitions:

Ynll = Xy, (i,9),

Y? Xy, (i +1,8),
v: = X, (i,s+1),
Y o= X, (i+1,5+1).

We will in particular show the somewhat stronger result that there exist on a common
probability space (2, F, P) four random variables Y2, j = 1,2, 3,4, equal in distribution to
Y7, j =1,2,3,4, respectively, such that for all w € Q and for all m,

Vo) <Vi(w), Vi) < V()
Viw) < Yh(w);
Viw) +Ymw) < Y2(w) +Y3(w)

Clearly, for m = 0, the result holds, since Xy, (4,s) =4 for any s; hence,
Yy = X (iys) =i <i+1=X;(i+1,5) =YZ,
Ve =Xpp(i,s+1) =i<i+1l=2X,(i+1,s+1)=Yy,
Ye = Xy (3,5 +1) =i = Xy (i,8) = Yy,
Yy 4 Yy = Xy (6,8) + Xpo (i + 1,8 +1) =20 + 1= Xy (i + 1,8) + Xy (4,5 +1) = Y@ + Y.

Now assuming the result holds for m, we establish it for m + 1.



The four random variables at m -+ 1 are related to those at m via as follows:
Y]Jrl _Y] CTJn’ .7 = 1a273a4a

where CJ, are Bernoulli random variables, i.e., 1 w.p. p/, and 0 otherwise, where

P = (8AYR)/(s+1), (8)
P = (SAYR)/(s+1), (9)
Pm = (s+1)AYR)/(s+1), (10)
Pm = ((s+1D)AY)/(s+1), (11)

where “A” denotes the minimum function, i.e., x A y = min(z,y).

By the induction hypothesis on m, there exist on a common probability space (2, F, P)
four random variables f%, 7 =1,2,3,4, equal in distribution to Y7, j = 1,2, 3, 4, respectively,
such that for all w € 2,

Yo (w) < Vi (), Yi(w) < V() (12)
Vaw) < Vo) (13)
V@) + V() < Yi(w) + V(). (14)

Let U ~ U(0,s + 1) be a random variable defined on the same probability space as fﬂfl,
i.e., U will be the uniformization random variable uniformly distributed on [0, s + 1] (recall
p = 1). Define four random variables C,Z;l, j=1,---,4, on this same probability space by

Cl, = H{U<sAY!}, j§=1,2 (15)

C3 = 1H{U < (s+1)AY2}, (16)

CL=1{U<(s+ DAY +1{(s + DAY <U<sAY. +(s+1)AYE —(s+1)}
+1{sAY. <U<sAYL +(s+1)AYE —(s+1)AY3} (17)

Note that for C’fn, the three indicator functions are defined on mutually exclusive events
unless Y,3 (w) > s+ 1, but in this case

V3w >s+l=Yiw)>s+1= (s+ DAY w)=(s+1)AY3(w) =s+]1,

so that both the second and third indicators would be zero. Note also that the second
indicator would be zero whenever s AY,L + (s + 1) AY;A — (s + 1) AY2 < s+ 1. Thus, we
have C’,Zn =4 CJ, for j =1,---,4, and we take the construction

Y] +1 — Y] C7Jna
where Y/ il —st Yerl For ease oAf presentation, we use (Y1, -, Y4, C1," ", Cq,U) tAo denote
asample Of( . aY;lel "'70;1n7U)a and (ylla"'ayél) a‘sa’mple Of( m+1a"'aY7;17,+1)a 50

y;. =yYj—Cj,J = 1, 2,3,4, where ¢; depends on u and y; (and also y; and y3 for j = 4). We
now establish

yh < yh, v < yh (18)
vh <yl (19)
Yty < vh+yh (20)

N



We first establish the inequalities stated in (18) and (19). Note that since ¢; —c¢; <1 for
all4,j =1,---,4, it suffices to show each inequality of y; and y/ in (18) or (19) assuming that
y; = y;. In this case, we have ¢; = ¢z and ¢3 = ¢4. Thus y] = y5 and yj = y}. To show (19),
we observe that cs > ¢; since (s +1) Ays > s Ay; when y; = y3. Therefore we have y5 < y].

Now we show that the inequality (20) holds. First, (20) translates into

Y1 +ys — (c1 +ca) <ya+yz — (c2 + ¢3). (21)

Since by induction, we have y; + y4 < ys + y3, we consider two possibilities, depending on
whether the strict inequality holds or equality holds. If y1 + y4 < w2 + y3, then we have
y1 +ys < y2 +y3 — 1, and the only way (21) could not hold is if ¢ = c3 = 1 (recall ¢;
is either 0 or 1). By (12) and (13) and the construction (15)-(17), we have c3 < ¢4, so
c3=1= ¢4 =1= ¢; +¢4 > 1, and hence (21) holds.

Thus it remains to be shown that

citc>crtc3 (22)

for the case where
Y1 +ys=y2+ys. (23)

By the construction of CJ, given by (15)-(17), we have

co—c1 = HsAyp <u<sAys},
ca—c3 = HsAhyi<u<sAyi+(s+1)Ays—(s+1)Ays}
+l{(s+ 1) Ays<u<sAy1+(s+1)Ays— (s+ 1)},

o (22) holds if
sAyL+(s+1)Ays >sAya+ (s+1)Ays. (24)

We pursue the proof by considering the following cases for each sample: (recall y; < y»)

(i) s <y <o
Hence s Ays = s Ay; = s. By (12) we also have y4 > ys3, 80 (s + 1) Ays > (s+ 1) Ays.
Therefore inequality (24) holds.

(i) s >y2 > y1:
Hence s Ay = (s+ 1) Ayp, and s Aya = (s+ 1) Ayo.
Define a function ¢ : # — R by

((z) =(s+1) Az
Since ((+) is concave and increasing, we have by (23)

C(y2) + C(y3) < Clyr) + C(ya).

Therefore the inequality (24) holds.



(iii) y2 > s> y1:
Hence s Ay = y1, and s Ays = s. By (13) we also have s > y; > y3, s0 (s+1) Ays = ys.
We further consider the following two cases:

(a) ya > s+ 1: Hence (s+ 1) Ays =s+1, so

s/\y1+(s+1)/\y4 = y1+(s+1)
> ys+ S
sAy2+ (s+1) Ays.

(b) y4 < s+ 1: Hence (s + 1) Ays = y4, so by (23), we have

sAyL+(s+1)Ays = yi+uy
= Y2+ty3
> s+ys3
= sAy2+(s+1)Ays.

By (i)-(iii), we have established (20), completing the proof of strong stochastic submodularity
for the pure death process. The progression of the proof is such that superimposing an
arrival process does not change the main line of proof based on induction on event (arrival
or departure) epochs. At arrival epochs, the relevant relationships will still hold, since 1 is
added to both sides, and at departure epochs, the same argument can be used as in the pure
death process. O

Combining Proposition 1 with Lemmas 1 and 2 finishes the proof the theorem.
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