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In this dissertation, we study a framework of large-scale multi-agent strategic interactions.

The agents are nondescript and use a learning rule to repeatedly revise their strategies based

on their payoffs. Within this setting, our results are structured around three main themes: (i)

Guaranteed learning of Nash equilibria, (ii) The inverse problem, i.e. estimating the payoff

mechanism from the agents’ strategy choices, and (iii) Applications to the placement of electric

vehicle charging stations.

In the traditional setup, the agents’ inter-revision times follow identical and independent

exponential distributions. We expand on this by allowing these intervals to depend on the agents’

strategies or have Erlang distributions. These extensions enhance the framework’s modeling

capabilities, enabling it to address problems such as task allocation with varying service times

or multiple stages. We also explore a third generalization, concerning the accessibility among

strategies. Majority of the existing literature assume that the agents can transition between

any two strategies, whereas we allow only certain alternatives to be accessible from certain

others. This adjustment further improves the framework’s modeling capabilities, such as by



incorporating constraints on strategy switching related to spatial and informational factors. For all

of these extensions, we use Lyapunov’s method and passivity-based techniques to find conditions

on the revision rates, learning rule, and payoff mechanism that ensure the agents learn to play a

Nash equilibrium of the payoff mechanism.

For our second class of problems, we adopt a multi-agent inverse reinforcement learning

perspective. Here, we assume that the learning rule is known but, unlike in existing work, the

payoff mechanism is unknown. We propose a method to estimate the unknown payoff mechanism

from sample path observations of the populations’ strategy profile. Our approach is two-fold:

We estimate the agents’ strategy transitioning probabilities, which we then use – along with

the known learning rule – to obtain a payoff mechanism estimate. Our findings regarding the

estimation of transitioning probabilities are general, while for the second step, we focus on

linear payoff mechanisms and three well-known learning rules (Smith, replicator, and Brown-von

Neumann-Nash). Additionally, under certain assumptions, we show that we can use the payoff

mechanism estimate to predict the Nash equilibria of the unknown mechanism and forecast the

strategy profile induced by other rules.

Lastly, we contribute to a traffic simulation tool by integrating electric vehicles, their

charging behaviors, and charging stations. This simulation tool is based on spatial-queueing

principles and, although less detailed than some microscopic simulators, it runs much faster and

accurately represents traffic rules. Using this tool, we identify optimal charging station locations

(on real roadway networks) that minimize the overall traffic.
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Chapter 1: Introduction

In this dissertation, we examine a framework of noncooperative strategic interactions among

large numbers of agents; finding applications in various fields, such as traffic management [1, 2],

distributed task allocation [3], distributed extremum seeking [4,5], communication networks [6],

and many more.

In this framework [7,8], the agents are indistinguishable and select strategies from a common

finite set. Each strategy has a payoff, assigned by a payoff mechanism that couples the agents’

strategy choices. In response to these payoffs, the agents repeatedly revise their strategies using a

learning rule. With the fundamental objective of ensuring the scalability, efficiency, and robustness

of such systems, we study three types of problems:

• Learning Nash equilibria under generalizations of the framework.

• Learning the payoff mechanism from the agents’ strategy choices.

• Applications to the placement of electric vehicle charging stations.

1.1 Learning Nash Equilibria Under Generalizations

A well-studied problem in game theory, including the setting above, is whether the agents

can learn to play a Nash equilibrium (a strategy profile at which no agent has incentive to

1



unilaterally deviate from its strategy) by following simple heuristics [7, 9]. This question not

only provides an evolutionary basis and convenient computation algorithms for Nash equilibria,

but also validates the use of these heuristics as distributed control algorithms.

Nonetheless, in many cases, we do not have control over the agents’ strategic behavior (e.g.

traffic and epidemics). Therefore, to have performance guarantees for such cases, we would like

the guarantees on learning Nash equilibria to be as comprehensive as possible. Motivated by this

line of thinking, we analyzed three extensions of the existing framework: These are strategy-

dependent revision rates, Erlang distributed inter-revision intervals, and constrained strategy

switching over graphs.

1.1.1 Learning Under Strategy-Dependent Revision Rates

First, we expand upon the traditional framework of population games by introducing a

new element: The dependency of the agents’ revision rates on their strategies. Existing stability

results in this context have been limited to pairwise comparison learning rules and necessitated

the payoff mechanism to be a (memoryless potential game). Consequently, our aim is to broaden

these findings to encompass a wider range of payoff mechanisms and learning rules. These

payoff mechanisms types include dynamic mechanisms that are so-called δ-antidissipative or

memoryless games that are weighted contractive [10]. As for the learning rules, the impartial

pairwise comparison [11] and excess payoff target [12] classes will be central to our results.

We demonstrate that under these types of payoff mechanisms, learning rules that belong to the

impartial pairwise comparison class or an extension of the excess payoff target class lead to

converge to a Nash equilibrium. Under certain conditions, this convergence is contingent upon
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the revision rates meeting certain bound conditions.

1.1.2 Learning Under Erlang Distributed Inter-Revision Intervals

In this generalization, we again focus on the agents’ inter-revision intervals. However,

instead of allowing them to depend on the agents’ strategies, we now consider them to follow

independent and identical Erlang distributions.

Existing results in the population games literature [7] assume exponentially distributed

inter-revision intervals. Nevertheless, this assumption is inadequate for scenarios where each

strategy involves a sequence of sub-tasks (sub-strategies) that must be completed before a new

revision time occurs. Our work on this extension proposes a methodology for such cases, assuming

that the duration of a sub-strategy is exponentially distributed, resulting in Erlang distributed

inter-revision intervals. We provide guarantees for learning Nash equilibria under the assumption

that the agents’ learning rule belongs to the pairwise comparison class.

1.1.3 Learning Under Constrained Strategy-Switching

In our third and final consideration of generalized learning of Nash equilibria, we delve

into the study of restricted strategy-switching over graphs. While most existing work [7, 8]

assume unrestricted switching between any two strategies, we focus here on scenarios where only

certain strategies can be reached from others. This restriction is captured by a strategy graph,

which, while connected, may be incomplete. Using Lyapunov’s method, we demonstrate that

adjustments based on Kullback Leibler divergence, applied to either the payoffs or the learning

rules, lead to the strategy profile’s near-global convergence to the Nash equilibrium. This result
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holds for strictly concave potential games with interior Nash equilibria. We underscore the

practical implications of our findings and validate them with a numerical example.

1.2 The Inverse Problem: Learning the Game from Agents’ Actions

The first set of problems we address pertains to understanding the agents’ learning behavior.

Conversely, the second subject we investigate takes a completely different approach: Here, we

explore whether we can estimate the underlying payoff mechanism from observations of the

agents’ strategy choices, which falls under the real of multi-agent inverse reinforcement learning

[13, 14].

In this problem, we again assume that the learning rule is known. However, unlike existing

studies, we assume that the payoff mechanism is unknown. We develop a method to learn the

unknown payoff mechanism from sample path observations of the agents’ strategy choices. Our

approach consists of two main parts: (i) We provide probabilistic guarantees for estimating the

agents’ probabilities of transitioning among strategies. (ii) Leveraging the known learning rule

and the results from part (i), we derive an estimate of the payoff mechanism. Our results in

part (i) are general, while in part (ii), we focus on linear payoff mechanisms and three well-

known learning rules (the so-called Smith, replicator, and Brown-von Neumann-Nash rules).

Additionally, under certain assumptions, we demonstrate that this estimate can be used to predict

the Nash equilibria of the unknown payoff mechanism and forecast the population state induced

by other learning rules.
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1.3 Applications to Charging Station Placement

Finally, we focus on an application closely aligned with our framework, aiming to develop a

simulation-based methodology to identify optimal locations for electric vehicle charging stations,

with the goal of minimizing total traffic congestion.

To address this challenge, we enhance an open-source traffic simulator [15] developed by

the UC Berkeley PATH Program. Originally designed for analyzing traffic in wildfire evacuation

scenarios, this tool has demonstrated its effectiveness in simulating traffic on a mesoscopic scale

[16–18]. To tailor it for our purposes, we incorporate EV models and charging stations into this

simulator. Subsequently, we employ the simulator to perform a basic case study on the placement

of EV charging stations in College Park. Our findings illustrate how fluctuations in demand and

other factors can impact the optimal locations for these stations. Our results on this subject

are relatively newer, and we discuss intriguing avenues for future research to build upon these

findings.
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Chapter 2: Framework Description

This thesis primarily focuses on a framework of large-scale multi-agent strategic interactions,

commonly known to as population games [7].

In this framework, a large number of agents, referred to as the society, are partitioned

into populations, where agents within each population are nondescript. At any time, each agent

follows a single strategy from a finite set of alternatives. The strategies have payoffs that couple

the agents’ choices and quantify their benefits.

The agents repeatedly revise their strategies following a learning rule that reflects the

boundedly rational, myopic behavior of their populations. The resulting process representing

the society’s strategy profile is referred to as the social state. Provided that the number of agents

in each population is large, the social state can be approximated by the trajectories of a nonlinear

dynamical system known as the mean closed loop.

The remainder of this chapter provides the mathematical details of this framework, where

we refer to [7, Chapter 10], [8], and the references therein for a more in depth exposition.

2.1 The Social State and the Population State

Consider a collection of N ∈ N agents, partitioned into a finite number of populations

l ∈ {1, . . . , L} with N l many agents in population l. At any time t ≥ 0, each agent of any
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population l follows a single strategy from a finite set V l := {1, . . . , nl}.

The agents that belong to the same population are nondescript, meaning that the only way

to tell them apart is through their strategies. Hence, the strategy profile of population l at time

t can be described by the so-called population state Xl(t), whose entries are the proportions of

agents in population l selecting the available strategies. Notice that Xl(t) takes values in the

following discrete simplex:

Xl :=

ξl ∈ Rnl

∣∣∣∣∣ N lξli ∈ {0, . . . , N l} and
nl∑
j=1

ξlj = 1

 .

The so-called social state is the concatenation of the states of all populationsX := (X1, . . . ,XL).

Thus, X takes values in X := X1 × · · · × XL.

2.2 The Payoffs, the Payoff Mechanism, and Nash Equilibria

Each strategy has a payoff that couples the agents’ strategy choices, describing the reward

that an agent would receive upon choosing it. We denote the payoff at time t of strategy i for

population l by Pl
i(t) and denote the payoff vectors of population l and the society by Pl :=

(Pl
1, . . . ,P

l
nl
) and P := (P1, . . . ,PL), respectively.

As X contains all the relevant information about the agents’ strategy choices, the payoffs

can be expressed in terms of X. More specifically, a payoff mechanism assigns P as a causal

function of X. The simplest mechanism is memoryless, in which case P(t) is determined by a

map (referred to as game) applied to X(t).

Definition 1 (Game) A memoryless payoff mechanism is a globally Lipschitz continuous and
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O D

link 1 link 2

link 3

link 4 link 5

(a)

strategy 1 strategy 2 strategy 3

(b)

Figure 2.1: Congestion game example with one origin/destination pair: (a) depicts the topology
of the links and (b) illustrates the 3 strategies representing all possible routes from the origin to
the destination.

continuously differentiable function F : X → Rn, acting as F : X(t) 7→ P (t), where n :=

n1 + · · ·+ nl. Such an F is referred to as a game (or population game).

Example 1 Linear versions of congestion games, originally proposed by [19] (also see [7,

Section 2.2.2]), is an example of a well-studied class of games. Consider the graph in Figure 2.1a.

In this graph, O denotes the origin, D denoted the destination, links represent roads, and arrows

on links represent the direction in which an agent choosing the link travels. There is a single

origin-destination pair and the agents can choose to travel from the origin to the destination via

one of the 3 routes in Figure 2.1b. Accordingly, these routes constitute the strategies available to

the agents. An agent using a link e ∈ {1, . . . , 5} experiences a delay due to the link’s utilization.

We assume that this dependence is linear, given by ce
∑

{i:i∈Φe} ξi. Here, Φe is the set of routes

that contain link e, ξi is the percentage of agents traversing route i, and ce is a positive constant

quantifying how well link e accommodates traffic. The payoff of using route (or strategy) i is the

negative of the sum of delays on the links that form route i. Hence, there is a single population
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and the payoffs of using the routes under the population state value ξ are given by


F1(ξ)

F2(ξ)

F3(ξ)

 = −


c1 + c2 0 c1

0 c4 + c5 c5

c1 c5 c1 + c3 + c5




ξ1

ξ2

ξ3

 ,

where Figure 2.1b displays which route corresponds to which strategy.

More generally, the payoff mechanism is a dynamical system, called the payoff dynamics

model (PDM), with input X and output P. As discussed in [8, 20], PDMs incorporate behaviors

such as delays, pricing inertia, agent-level learning, and are also used to isolate long-term trends [21].

Definition 2 (Payoff Dynamics Model) At any t ≥ 0, a payoff dynamics model (PDM) assigns

P(t) as

Q̇(t) = G
(
Q(t),X(t)

)
,

P(t) = H
(
Q(t),X(t)

)
,

(2.1)

where G : Rm × X → Rm is globally Lipschitz continuous, H : Rm × X→ Rn is continuously

differentiable and globally Lipschitz continuous, and m is a positive integer. In addition, Q(0)

takes values in some compact set Q0 ⊆ Rm, and there is a game FG,H that equals H in the

stationary regime in the sense that the following implication holds for all γ ∈ Rm and ξ ∈ X:

G(γ, ξ) = 0⇒ H(γ, ξ) = FG,H(ξ). (2.2)

Remark 1 Games are specific PDM instances, because any game F can be obtained as a PDM

by choosing G(γ, ξ) = 0 and H(γ, ξ) = F(ξ) for all ξ ∈ X and γ ∈ Rm (see [8] for further

information on how PDMs generalize games).
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The analysis in this thesis presumes, as is the case in [8, 20], that Q remains in a bounded

set Q. Notice that this is guaranteed whenever the PDM is input to state stable [22], because X

and Q(0) take values in the bounded sets X and Q0, respectively. Furthermore, in combination

with Q and X being bounded, the fact that H is Lipschitz continuous ensures that P remains in

a bounded set P := P1 × · · · ×PL.

An important concept in game theory is Nash equilibria, which is the set of strategy profiles

at which no agent has an incentive to unilaterally deviate from its strategy [23]. In our context,

the Nash equilibria is defined for a (population) game F as follows.

Definition 3 (Nash equilibria) For any F : ∆→ Rn, the Nash equilibria of F is

NE(F) :=

{
ξ ∈ ∆

∣∣∣∣ ξli > 0⇒ i ∈ argmax
j∈V l

{F lj(ξ)}

}
,

where ∆l := {ξl ∈ Rnl

≥0 |
∑nl

i=1 ξ
l
i = 1} is the standard (nl−1)-simplex and ∆ = ∆1×· · ·×∆L.

In other words, at a Nash equilibrium a positive proportion of a population plays a strategy

only if that strategy offers the highest payoff. Alternatively, defining the correspondences

blF(ξ) := argmax
j∈V l

{F lj(ξ)}

and

Bl
F(ξ) := {ηl ∈ ∆l | ηli > 0⇒ i ∈ blF(ξ)},

we can write NE(F) as the set of fixed points of BF := (B1
F , . . . , B

L
F). Every population game

has at least one Nash equilibrium [7, Theorem 2.1.1].
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2.3 The Revision Paradigm

The agents repeatedly revise their strategies in response to X and P. This revision process

has two main components: (i) The times at which the agents revise their strategies, and (ii) A

function – called the learning rule – that specifies how a revising agent decides on its subsequent

strategy.

2.3.1 Revision Times

The revision times of each agent follow a Poisson process. Specifically, the agents possess

identical and independent Poisson processes with rate λ > 0 and an agents’ revision times are

defined as the jump times of its process.

This construction is equivalent to assuming that the time between each agents’ any consecutive

revisions (inter-revision interval) is an exponential random variable with rate λ. These random

variables are independent across all agents in all populations.

In Chapters 3, 4 and 5, we will explore extensions of this assumption by permitting the

distributions of the inter-revision intervals to depend on the agents’ strategies or follow Erlang

distributions.

2.3.2 The Learning Rule

Having specified the revision times, now we describe how a revising agent behaves. Given

a revision opportunity, an agent decides on its subsequent strategy according to a probability

distribution characterized by a learning rule (or revision protocol). The rule of each population l

is a Lipschitz continuous function ρl : ∆l × Rnl → Rnl×nl
≥0 that satisfies

∑nl

j=1 ρ
l
ij(ξ

l, πl) = 1 for
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all i ∈ V l, ξl ∈ ∆l and πl ∈ Pl.

Broadly speaking, given that an agent in population l following strategy i is revising its

strategy, ρlij(ξ
l, πl) is the probability that the agent switches to strategy j, where ξl and πl are

respectively the values of Xl and Pl immediately prior to the revision.

More precisely, consider that an agent revises its strategy at time t̄ > 0. It follows from

the construction of the revision times that, with probability 1, there exists a t∗ > 0 between t̄ and

the previous revision time of the society. Let us denote the strategy at t∗ of the revising agent by

i, which we refer to as its origin strategy. Then, for any j ∈ V l the probability of the revising

agent’s subsequent strategy being j is ρlij(X
l(t∗),Pl(t∗)). The realization of this lottery becomes

the revising agent’s strategy at time t̄. Figure 2.2 illustrates the revision timeline near t∗.

t

∼ exp(λN) ∼ exp(λN) ∼ exp(λN)

t∗ t̄t

Society’s previous
revision occurs at t,

so X is constant over [t, t̄)

Revision results
in a switch from i

to j with probability
1
L
Xl
i(t

∗)ρlij(X
l(t∗),Pl(t∗))

Figure 2.2: The revision timeline near t∗.

Three well-studied examples of learning rules are the Smith, replicator, and Brown-von

Neumann-Nash (BNN) rules. We present these rules in Table 2.1, in which [·]+ = max(·, 0).

Moreover, in this table, i, j ∈ V l are such that i ̸= j and C is a constant satisfying C ≥

maxξl∈∆l,π∈Pl,i∈V l
∑

j∈V l\{i} ρ
l
ij(ξ

l, πl). The Smith rule was proposed by [24] to study traffic

assignment problems. An agent following the Smith rule switches to a strategy with positive

probability if and only if that strategy offers a higher payoff than the agent’s origin strategy. The

replicator rule stems from the seminal paper of [25] and is closely related to earlier models from
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mathematical biology [26] such as genetics, prebiotic evolution, animal behavior, and population

ecology [26]. An agent following the replicator rule not only considers the payoff differences

between its origin strategy and the target strategies, but also considers the percentage of agents

playing the target strategies, which constitutes an imitation component. The BNN rule was

introduced by [27] to analyze symmetric zero-sum games and was later used by [28] to show

the existence of Nash equilibria in normal-form games. In contrast to the Smith and replicator

protocols, an agent following the BNN rule compares the payoffs of the target strategies with the

population average of the payoffs.

Name Definition

Smith ρSmithij (ξ, π) := [πj − πi]+/C
Replicator ρRepij (ξ, π) := ξj[πj − πi]+/C

Brown-von Neumann-Nash (BNN) ρBNNij (ξ, π) := [πj − ξTπ]+/C

Table 2.1: The Smith, replicator and BNN revision protocols.

2.3.3 The Social State As a Markov Process

The agents repeatedly update their strategies, as illustrated in Figure 2.3, causing X to

vary over time. When the payoff mechanism is memoryless, X is a right-continuous pure-jump

Markov process with state space X, jump rate λN and transition probabilities from ξ to ζ given

below [7]:

P(X(t̄) = ζ |X(t∗) = ξ) =


1
L
ξliρ

l
ij(ξ

l,F l(ξ)) if ζ − ξ = el,j−el,i
N l , l ∈ {1, . . . , L}, i, j ∈ V l

0 otherwise

,

where el,i is the (i+
∑l−1

k=1 n
k)-th basis vector in Rn, and t̄ and t∗ are as in Section 2.3.2.
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An agent uses the
revision protocol ρl to
revise its strategy as a
function of Xl and Pl.

Social state
X might vary
with the agent’s
revision.

Payoff mechanism assigns P.

Outcome of the revision

Updated X

Updated X

Updated P

Figure 2.3: The agents’ strategic revisions and its influence on X and P.

Similarly, the analysis in [8] shows that if the payoff mechanism is a PDM, then the pair

(X, Q̌) is a right-continuous pure-jump Markov process, where Q̌ is the piecewise constant

approximation of Q that only gets updated at the revision times. We refer to [8] for the details of

this case.

2.4 Deterministic Mean-Field Approximation

Many research on population games rely on the mean-field approximation of X for analysis

[7,8,29]. In population games, “mean-field” signifies aggregating the effects of individual agents.

The key idea is that the agents’ homogeneity cause the randomness that they introduce to the

aggregate behavior to balance out as N → ∞. Hence, the population’s aggregate strategic

behavior, captured by X, is well-approximated by a deterministic trajectory. Particularly, [8, 30]

use [31, Theorem 2.1] to prove the following:

Remark 2 (Mean-Field Approximation) If limN1→∞,...,NL→∞(X(0),Q(0)) = (x0, q0) ∈ ∆×Q0
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almost surely, then

lim
N1→∞,...,NL→∞

P

(
sup
t∈[0,T ]

∥(X(t), Q̌(t))− (x(t), q(t))∥ > ϵ

)
= 0

holds for all ϵ > 0 and T > 0, where (x, q) is the solution of the following system with initial

state (x0, q0):

q̇(t) = G(q(t), x(t)), (2.3a)

p(t) = H(q(t), x(t)), (2.3b)

ẋl(t) = V l(xl(t), pl(t)), l ∈ {1, . . . , L}, (2.3c)

in which t ≥ 0 and V l : ∆l × Rnl → Rnl is given for all ξl ∈ ∆l, πl ∈ Pr and i ∈ V l by

V li(ξl, πl) :=
nl∑

j=1, j ̸=i

ξljλρ
l
ji(ξ

l, πl)︸ ︷︷ ︸
inflow switching to strategy i

−
nl∑

j=1, j ̸=i

ξliλρ
l
ij(ξ

l, πl)︸ ︷︷ ︸
outflow switching away from strategy i

. (2.4)

The system (2.3) is commonly referred to as the mean closed loop.

In other words, as the number of agents in each population approaches infinity, X is well-

approximated on any finite time interval by the solution x of the deterministic dynamical system

in (2.3).

Remark 3 Note that, when the payoff mechanism is a game F , the system in (2.3) reduces to

ẋl(t) = Vr(xl(t),F l(x(t))), l ∈ {1, . . . , L}. (2.5)
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While this finding offers a finite-horizon perspective on the behavior of X, [29] shows that

the mean closed loop can also provide infinite-horizon guarantees:

Remark 4 (An Infinite-Horizon Guarantee on X) LetO denote the equilibria of the mean closed

loop and define Ox := {ξ ∈ ∆ | (ξ, γ) ∈ O}, so Ox is the x-component of O. If O is globally

asymptotically stable, then the stationary distributions of X concentrate near Ox.

A question of practical relevance is whether the agents can learn to play a Nash equilibrium

of F or FG,H (recall that FG,H is the “stationary game” of the PDM), meaning whether X

converges to such equilibrium. Through their result in Remark 4, [29] establishes that we can

address this question by analyzing the mean closed loop. Specifically, ifO is globally asymptotically

stable and Ox = NE(FG,H), then the stationary distributions of X are close to NE(FG,H),

provided that there is a large number of agents in every population. This insight greatly simplifies

the task of deriving convergence properties for X, as achieving global asymptotic stability guarantees

for the mean closed loop is typically easier.

2.5 Methods for Analyzing the Mean Closed Loop

Having established the importance of the mean closed loop, the focus shifts to analyzing

it. Observe that the mean closed loop can be interpreted as the positive feedback interconnection

of two systems: The PDM and (2.3c), where (2.3c) (with state and output x and input p) is

commonly referred to as the evolutionary dynamics model (EDM).

This feedback interpretation, which we illustrate in Figure 2.4, yields a significant benefit:

It enables us to utilize passivity-based techniques and analyze the PDM and the EDM independently.

This approach yields (seperate) conditions on the EDM and the PDM, which, when combined,
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Payoff Dynamics Model
(PDM)

q̇(t) = G(q(t), x(t))
p(t) = H(q(t), x(t))

Evolutionary Dynamics Model
(EDM)

ẋ(t) = V(x(t), p(t))

p

x

Figure 2.4: Diagram representing the mean closed loop as the positive feedback interconnection
of the PDM and the EDM.

have been proven to ensure the global asymptotic stability of Nash equilibria. In the following

sections, we present some of these conditions, which will be instrumental in our forthcoming

analysis.

2.5.1 Conditions on the EDM

An important condition on the EDM is called Nash stationarity [12].

Definition 4 (Nash Stationarity) The EDM is said to be Nash stationary (NS) if for every l ∈

{1, . . . , L}, ξl ∈ ∆l and πl ∈ Pl the following holds:

V l(ξl, πl) = 0 ⇐⇒ ξl ∈ argmax
η∈∆l

ηTπl. (NS)

Observe that (NS) is a condition on the equilibria of the EDM and establishes an important

connection between NE(FG,H) and the equilibria of the mean closed loop: When the PDM

is stationary, the mean closed loop is in equilibrium if and only if the x-component of this

equilibrium belongs to NE(FG,H). In the case where the payoff mechanism is memoryless, this

means that the mean closed loop is stationary if and only if x is in NE(F).
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Another condition, known as positive correlation, pertains to the non-equilibrium behavior

of the EDM [12].

Definition 5 (Positive Correlation) The EDM is said to satisfy positive correlation (PC) if for

every l ∈ {1, . . . , L}, ξl ∈ ∆l and πl ∈ Pl the following holds:

V l(ξl, πl) ̸= 0⇒ V l(ξl, πl)Tπl > 0. (PC)

Essentially, when the payoff mechanism is memoryless, (PC) implies that ẋ andF(x) make

an acute angle as long as x is not stationary.

In the context of population games, the concepts of (NS) and (PC) were solidified by [12,

32]. In their work, [21] highlighted the resemblance between (PC) and the standard system-

theoretic passivity concept [33]. Expanding on this observation, [21] introduced the concept of

δ-passivity. Subsequent extensions were made by [8, 10], with the latest being in [10], which is

the form of δ-passivity that we will use in our discussion.

Definition 6 (δ-Passivity) Given l ∈ {1, . . . , L}, the EDM for population l is δ-passive if there

are functions S l : ∆l × Rnl → R≥0 and Sl : ∆l × Rnl → R≥0 such that the following holds for

all ξl ∈ ∆l and πl, νl ∈ Rnl:

∂S l(ξl, πl)
∂ξl

V l(ξl, πl) + ∂S l(ξl, πl)
∂πl

νl ≤ −Sl(ξl, πl) + V l(ξl, πl)Tνl, (2.6a)

S l(ξl, πl) = 0⇔ V l(ξl, πl) = 0, (2.6b)

Sl(ξl, πl) = 0⇔ V l(ξl, πl) = 0. (2.6c)

Following the convention in [8, 20], we will refer to S l as a δ-storage function.
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Now, we introduce some well-studied classes of learning rules that ensure the (PC) and

δ-passivity of the EDM. These classes will be crucial for our upcoming results.

Definition 7 (Pairwise Comparison Learning Rules) A learning rule ρl is said to belong to the

pairwise comparison (PC) class if for all i ∈ V l, j ∈ V l \ {i}, ξl ∈ ∆l and πl ∈ Pl it can be

written as

ρlij(ξ
l, πl) = ϕlij(π

l),

where ϕlij(π
l) : Rnl → R≥0 satisfies sign preservation in the sense that ϕlij(π

l) > 0 if πlj > πli

and ϕlij(π
l) = 0 if πlj ≤ πli.

If, in addition, ρl can be written as

ρlij(ξ
l, πl) = ϕlj(π

l
j − πli),

then it is said to be an impartial pairwise comparison rule (IPC), where ϕj : R → R≥0 is again

sign preserving for all j ∈ V l \ {i}.

Essentially, an agent following a PC rule can only switch to strategies that offer greater

payoffs. Their desirable incentive properties [7, 11] and inherently fully decentralized operation

result in the applicability of the PC class in many engineering problems. The Smith rule, which

we presented in Section 2.3.2, belongs to the PC class. Note that we will refer to positive

correlation as (PC) and pairwise comparison as PC.

A second important class of learning rules is the excess payoff target class [12].

Definition 8 (Excess Payoff Target Learning Rules) A learning rule ρl is said to be an excess
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payoff target (EPT) rule if it can be written for all i ∈ V l, j ∈ V l \ {i}, ξl ∈ ∆l and πl ∈ Pl as:

ρlij(ξ
l, πl) = φlj(π̂

l), (2.7a)

π̂l := πl − 1(πl)T ξl. (2.7b)

Here, π̂l is called the excess payoff of population l and φl : Rnl → Rnl

≥0 is a function that satisfies

acuteness, which requires that φl(η)Tη > 0 for all η ∈ int(Rnl

∗ ) := int(Rnl \ int(Rnl

≤0)) [12].

Intuitively, acuteness ensures that an agent following an EPT rule is more likely to switch

to strategies with payoffs that are higher than the population-average payoff. An example of an

EPT rule is the Brown-von Neumann-Nash (BNN) rule, which is obtained by setting φlj(π̂
l) =

max{0, π̂lj} (see Section 2.3.2).

Remark 5 Below are some of the current findings on (NS), (PC), and δ-passivity linked to PC

and EPT protocols, which will be pertinent to our upcoming analysis:

• If ρl is a PC rule, then the EDM of population l satisfies (NS) and (PC) [11].

• If ρl is an IPC rule, then the EDM of population l satisfies δ-passivity [8].

• If ρl is an EPT rule, then the EDM of population l satisfies (NS) and (PC) [12].

2.5.2 Conditions on the Payoff Mechanism

In line with the δ-passivity approach, in addition to those for the EDM, we must also

establish conditions for the payoff mechanism. The first two of such conditions are valid when

the payoff mechanism is memoryless. Additionally, for simplicity, we present these conditions

assuming a single population, which is how we will use them.
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Definition 9 (Potential Games) Assume that there is a single population, i.e. L = 1. The game

F is said to be a potential game if there is a continuously differentiable function f : Rn → R

satisfying ∇f = F . We refer to f as the game’s potential.

Originally formulated in the context of normal form games, potential games were extended

to our (population games) framework in [32]. In such games, a single scalar-valued function can

capture all essential information about payoffs that influences agents’ incentives. The presence

of this function, known as the potential function, underpins the numerous attractive features of

potential games [7, Chapter 3.1]. One such feature is related to distributed optimization.

Remark 6 When F is a (single population) potential game, NE(F) coincides with the points

that satisfy the Karush-Kuhn-Tucker conditions for the problem of maximizing f over ∆. Hence,

if f is concave, then

NE(F) = argmax
ξ∈∆

f(ξ).

Moreover, if f is strictly concave, then argmaxξ∈∆ f(ξ) is unique. We will denote this unique

maximizer as xNE.

A second type of games are called contractive (also called stable in former work [34]).

Definition 10 (Contractive Games) Assume that there is a single population. A game F is said

to be contractive if

(ζ − ξ)T (F(ζ)−F(ξ)) ≤ 0
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for all ζ, ξ ∈ ∆. If the above inequality holds strictly whenever ξ ̸= ζ , thenF is said to be strictly

contractive.

Note that when F is differentiable, the above condition is equivalent to

ηTDF(ξ)η ≤ 0

being satisfied for all η ∈ T∆ := {ν ∈ Rn |
∑n

i=1 νi = 0} and ξ ∈ ∆, where DF denotes the

Jacobian of F . For strictly contractive and differentiable F , we have ηTDF(ξ)η < 0, in which

case we define

γ := − max
ξ∈∆,η∈T∆

ηTDF(ξ)η,

γ̄ := − min
ξ∈∆,η∈T∆

ηTDF(ξ)η.

Similar to potential games, contractive games also have many desirable properties, such

as convexity of NE(F) [34]. The authors in [10] extend the contractivity definition for multi-

population games by introducing weighted contractivity. However, we omit presenting this

definition since we do not utilize it.

We note that the class of potential and contractive games do not contain one another. For

instance, the 123-coordination game [7, Example 3.1.5] is potential, but not contractive, and

the “good” rock-paper-scissors (RPS) game [7, Example 3.3.2] is strictly contractive, but not

potential.

Finally, we present the passivity condition associated with the PDM. The original form

of this condition (akin to δ-passivity of the EDM) is known as δ-antipassivity [8]. However,
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in this thesis, we adopt an expanded version termed δ-antidissipativity, introduced by [10] to

accommodate a wider range of payoff mechanisms (see, for instance, the mixed autonomy congestion

game in [10]).

Definition 11 (δ-Antidissipativity) Given positive constants w1, . . . , wL, a PDM is said to be δ-

antidissipative with weights w1, . . . , wL if there are functions Q : Rm × ∆ → R≥0 and R :

Rm ×∆→ R≥0 such that the following holds for all γ ∈ Rm, ξ ∈ ∆ and ν ∈ T∆:

∂Q(γ, ξ)
∂γ

G(γ, ξ) + ∂Q(γ, ξ)
∂ξ

ν ≤ −R(γ, ξ)− ψTΠψ (2.8a)

Q(γ, ξ) = 0⇔ G(γ, ξ) = 0 (2.8b)

R(γ, ξ) = 0⇔ G(γ, ξ) = 0 (2.8c)

where T∆ = T∆1 × · · · × T∆L, the vector ψ is given by

ψ :=

∂H(γ,ξ)
∂γ
G(γ, ξ) + ∂H(γ,ξ)

∂ξ
ν

ν


and Π is the block matrix with blocks Π11 = Π22 = 0, Π12 = Π21 = 1/2W in which W is the

block-diagonal matrix W := diag (w1In1×n1 , . . . , wLInL×nL).

Remark 7 If a PDM is δ-antidissipative with weights wl = 1 for all r ∈ {1, . . . , L}, then it

is δ-antipassive as defined and studied in [8] (see [10, Remark 8]). Numerous examples of δ-

antipassive PDMs can be found in [8].

For the case when the PDM is a game F , δ-antidissipativity with weights {w1, . . . , wL}
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reduces to the condition:

ρ∑
l=1

wl(F l(ξ)−F l(η))T (ξl − ηl) ≤ 0 (2.9)

holds for all ξη ∈ ∆. Observe that (2.9) coincides with contractivity (see Definition 10) when

the weights are identical, and can be viewed, more generally, as weighted contractivity [10] with

respect to the block-diagonal matrix W.

2.5.3 Ensuring the Global Asymptotic Stability of the Mean Closed Loop

By employing Lyapunov’s method and passivity-based techniques, various combinations of

the conditions outlined in Sections 2.5.1 and 2.5.2 have been demonstrated to ensure the global

asymptotic stability of NE(F) or NE(FG,H). Below, we recap some of these guarantees.

Remark 8 (Guarantees on the Global Asymptotic Staility of Nash Equilibria) Assume that there

is a single population and the payoff mechanism is memoryless. If F is a potential game and

the EDM satisfies (NS) and (PC), then NE(F) is globally asymptotically stable under the mean

closed loop [32].

On the other hand, if the payoff mechanism is a δ-antipassive PDM and the EDM of each

population is δ-passive, then the equilibria of the mean closed loop is globally asymptotically

stable. If, in addition, the EDM of each population is also (NS), then ξ∗ ∈ NE(FG,H) for every

equilibrium point (ξ∗, γ∗) of the mean closed loop [10]. In light of Remark 7, this result also

implies that the δ-passivity and (NS) of the EDM guarantees the global asymptotic stability of

NE(F), whenever the payoff mechanism is a memoryless contractive game.
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As an example, consider that we have a single population of agents, interracting thrugh the

congestion game in Example 1. From Remark 5, we know that the Smith rule (which belongs

to the PC class) yields an EDM that satisfies (NS) and (PC). Moreover, the congestion game is

a potential game with f(ξ) = −(ξ21(c1 + c2) + ξ22(c4 + c5)/2 + ξ23(c1 + c3 + c5)/2 + ξ1ξ3c1 +

ξ2ξ3c5) (in fact, every congestion game is a potential game [7, Example 3.1.2]). Therefore, if

the agents follow the Smith rule, then (as we outline in Remark 8) it follows from [32] that the

distribution of the agents on the routes converges to NE(F). Note from Remark 6 that NE(F) =

argmaxξ∈∆ f(ξ), which yields the following Nash equilibria:

NE(F) =

{(
c1c5 + c3c4 + c3c5 + c4c5

c1c2 + c1c3 + c2c3 + c1c5 + c2c4 + c3c4 + c3c5 + c4c5
,

c1c2 + c1c3 + c2c3 + c1c5
c1c2 + c1c3 + c2c3 + c1c5 + c2c4 + c3c4 + c3c5 + c4c5

,

c2c4 − c1c5
c1c2 + c1c3 + c2c3 + c1c5 + c2c4 + c3c4 + c3c5 + c4c5

)}
.

With this example, we conclude the framework description and proceed by presenting our

own contributions.
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Chapter 3: Pairwise Comparison Rules Under Strategy-Dependent Revision Rates

In this chapter, we extend the traditional population games framework (presented in Chapter 2)

by allowing the agents’ revision rates to depend on their strategies. Existing stability results for

this case permit only a memoryless potential game to determine the payoffs. This chapter extends

these results to cover payoff mechanisms that can be either dynamic or memoryless games that do

not have to be potential. To make our analysis concrete, we assume that each population follows

a PC learning rule. We use a well-motivated example, which we call the hassle vs. price game,

to illustrate an application of our extension and results.

3.1 Strategy-Dependent Revision Rates

Observe from Section 2.3.1 that the traditional population games framework requires the

agents’ inter-revision intervals to be iid exponential random variables with the same rate λ.

Crucially, this inhibits the framework’s applicability in many practical settings.

To illustrate, consider a decentralized task allocation problem. Imagine a system with a

stream of large number of tasks, each categorized into one of several types. Suppose that there

are entities that serve these tasks, which we interpret as the agents. At any given time, each agent

handles a single job, requiring a service time that is independent of other tasks’ service times

and follows an exponential distribution. After completing a task, an agent can opt to work on a
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task of a different type. Each type of task has a payoff that quantifies the benefit that an agent

would receive upon selecting it. A meaningful objective would be to devise learning rules and

a payoff structure that guide the agents to allocate themselves optimally across task types, in a

decentralized manner. However, applying results from the population games framework to this

problem is feasible only if each task type’s service time has the same rate, which is often not the

case in reality.

To facilitate the framework’s applicability in a wider range of settings, such as the problem

above, we allow for the agents’ revision rates to depend on their strategies. We assume that

for each l ∈ {1, . . . , L} and i ∈ V l a positive constant λli characterizes the rate at which the

agents in population l currently following strategy i revise their strategies, and define the vector

λl = (λl1, . . . , λ
l
nl
) as the revision rates of population l.

The examples below give a more concrete account of the prelevance of this extension.

Example 2 A motivating example of application of our framework, which we will be invoking

throughout this chapter to illustrate our contributions, is that of a “hassle vs. price” game

(HPG). In this example, each agent operates a machine that uses a component that must be

replaced when it fails. There are several manufacturers that make the component to varying

degrees of reliability. Specifically, each component has an exponentially distributed lifetime and

its failure rate depends on the manufacturer. The available strategies are the manufacturers,

and the payoff of each strategy combines two non-positive terms: (i) a hassle (disruption) cost

that increases with the failure rate and (ii) the price of the component, which is higher for more

reliable manufacturers. The revision opportunity time occurs when the component fails and the

agent must decide based on the available information, such as the current payoffs ascribed to the
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strategies, whether to keep the current strategy (buy again from the same manufacturer) or follow

a different strategy (decide on another manufacturer to buy from). The agents are partitioned into

populations, each uniquely associated to a machine type and/or the undertaking for which the

machine is used.

The game F , with its i-th component for population l specified below, is an example of a

memoryless payoff mechanism for the HPG:

F li (ξ) :=
HPG

−βlλli︸ ︷︷ ︸
hassle (replacement) cost

− Ci
(
Di(ξ)

)︸ ︷︷ ︸
component price

. (3.1)

The game’s components have the following meaning:

• β1, . . . , βL are positive constants quantifying the costs of replacing a component for the

respective population.

• {1, . . . , κ} is the set of available manufacturers (this is also the strategy set equally available

to all1 populations).

• λl1, . . . , λ
l
κ are the failure rates of the components for the l-th population according to

manufacturer, which we assume are ordered as λl1 > . . . > λlκ > 0 (manufacturer κ makes

the most reliable components).

• D : X→ [0, d̄]κ gives the (effective) demand from each manufacturer for all i ∈ {1, . . . , κ}

and ξ ∈ ∆ as

Di(ξ) :=
L∑
l=1

αlξli. (3.2)

1This means that all populations have the same strategy set and same number of strategies (n1 = · · · = nL = κ).
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Here, α1, . . . , αL are positive constants that quantify the relative weight of each population on the

demand. These constants may reflect, for instance, the relative sizes of the populations. Finally,

Ci : R≥0 → [ci,∞) is a continuously differentiable surjective function (of the demand) that

quantifies the cost of a component made by the i-th manufacturer.

When the HPG above satisfies the conditions in the remark below, it is weighted contractive.

Remark 9 (Properties of C for Example 2 and Example 4) We assume that C in equations (3.1)

and (3.10) have the following properties:

a) C1, . . . , Cκ are increasing.

b) More reliable components are more expensive, i.e., if i > j then Ci(δ) > Cj(δ) for all

δ ∈ [0, d̄].

Remark 10 When C satisfies Assumption 9.a, we can show, by following an approach analogous

to that of [10, Section IV.A], that theF in Example 2 is weighted contractive with {w1, . . . , wL} =

{α1, . . . , αL}. Moreover, by appropriately modifying the steps in the proof of [10, Proposition 3],

we can also show that the PDM example that we will present in Section satisfies δ-antidissipativity

with {w1, . . . , wL} = {α1, . . . , αL}.

In economic theory, Assumption 9.a is referred to as demand-pull inflation [35] that occurs

when the supply of a product is limited2, the manufacturer discounts the price when the demand

is weak (and gradually eliminates the discount as demand rises), or when the manufacturer raises

the price with increasing demand as a way to increase profits when the product becomes popular.

2Factors restricting supply may include scarcity of raw materials, when manufacturer strategically opts to limit
production to keep prices up (as dynamic random-access memory manufacturers have been doing in the last 3 years),
difficulty in ramping up production fast enough to meet demand and sanctions to name a few.
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Higher cost (decrease in payoff) for a strategy with higher demand, as measured by the portion

of the population following it, is common in many other applications, such as congestion games.

Additional examples of contractive and weighted contractive games can be found respectively

in [7] and [10], while other instances of δ-antipassive and δ-antidissipative PDMs can be found

respectively in [20], [8], [21] and [10]. Below, we present another setting that advocates strategy-

dependent revision rates.

Example 3 We could model the effect of the contract value on employee turnover in a way that

would lead to another example analogous to Example 2. In such an example, a population’s

agents would be the businesses wishing to hire and retain an employee for a specific job type.

Each population would comprise businesses with comparable characteristics from the employees’

viewpoint, such as location, structure and size. The strategies available to a population’s agents

would be the different types of contracts they can offer. In this case, Ci in (3.1) would determine

the cost of contract i as a function of the demand. Cheaper contracts offering worse benefits

and/or lower salary would lead to a higher turnover rate (quantified by λli) and associated

increased cost for retraining and rehiring (quantified by βliλ
l
i).

To allow for strategy-dependent revision rates, we replace the characterization of the revision

times given in Section 2.3.1 as follows: Given a population l ∈ {1, . . . , L}, we endow each

agent of population l with an arrival process in which the inter-revision times are distributed

exponentially with rate λli, where i is the strategy of the agent within the inter-revision period,

and define the revision times of the agents as the jump times of their arrival processes.

From this construction, it follows that the probability that some agent of population l

currently following the i-th strategy is allowed to revise its strategy within an infinitesimal
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time interval of duration δ is δλliN
lXl

i(t
∗), where t∗ is in the interval and precedes the revision

opportunity time (see Section 2.3.2 for the definition of t∗). Moreover, note that the event that

a revision opportunity occurs for a given agent during this period is conditionally independent,

given its own current strategy, of the revisions of all other agents.

The social state X resulting from this extension is again a continuous time pure jump

Markov process with state space X and transition probabilities from ξ to ζ for any ξ, ζ ∈ X given

at any revision time t̄ by

P(X(t̄) = ζ |X(t∗) = ξ)

=



λliξ
l
iN

l∑L
l=1

∑nl

i=1 λ
l
iξ
l
iN

l
ρlij(ξ

l, πl) if ζ − ξ = el,j−el,i
N l , l ∈ {1, . . . , L}, i, j ∈ V l, i ̸= j

1− 1∑L
l=1

∑nl

i=1 λ
l
iξ
l
iN

l

∑L
l=1

∑nl

i=1

∑nl

j=1,j ̸=i λ
l
iξ
l
iN

lρlij(ξ
l, πl) if ζ = ξ

0 otherwise

.

Just like in the conventional framework, the mean-field approximation results discussed in

Section 2.4 can be extended to X with strategy-dependent revision rates, leading to a slightly

modified EDM given for all t ≥ 0, l ∈ {1, . . . , L}, i ∈ V l, ξl ∈ ∆l and πl ∈ Pl by

V li(ξl, πl) =
nl∑

j=1, j ̸=i

ξljλ
l
jρ
l
ji(ξ

l, πl)−
nl∑

j=1, j ̸=i

ξliλ
l
iρ
l
ij(ξ

l, πl). (3.3)

Observe that, in contrast to the λ factor in the traditional EDM (see (2.3c)), the EDM

arising from the strategy-dependent revision rates features λli factors that scale ρlij . In the mean-

field limit, we can see ξliλ
l
iρ
l
ij(ξ

l, πl) as the rate of flow from strategy i to j in population l,

incorporating the revision rate λli.
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3.2 Problem Formulation

The mean closed loop with strategy-dependent revision rates is equivalent (in terms of

equilibrium and stability properties) to the traditional mean closed loop with EDMs induced by

learning rules of the form

ρ̃lij(ξ
l, πl) :=

λli∑nl

k=1 λ
l
k

ρlij(ξ
l, πl).

This implies that, fundamentally, we can incorporate the effects of strategy-dependent revision

rates into ρ. However, achieving this would necessitate ρlij ̸= ρlkj , a condition that the IPC and

EPT rules cannot accommodate (see Definitions 7 and 8). Consequently, it is crucial to note

that the stability results associated with IPC and EPT rules no longer hold when we allow for

strategy-dependent revision rates.

Remark 11 As opposed to the IPC and EPT classes, PC rules allow for the incorporation of

λli. That is, for any PC rule ρl, the learning rule given by ρ̃lij(ξ
l, πl) := λli/(

∑nl

k=1 λ
l
k)ρ

l
ij(ξ

l, πl)

also belongs to the PC class. Therefore, stability results associated with PC rules carry on to

the strategy-dependent case. Particularly, the EDM resulting from strategy-dependent PC rules

satisfies (NS) and (PC), which guarantees the global asymptotic stability of NE(F) under the

mean closed loop for potential F (see Remarks 5 and 8).

Having seen that some of the fundamental stability guarantees in the standard framework

fail when we allow for strategy-dependent λ (specifically, those from IPC and EPT rules), a

natural next step is to ask whether we can discover new conditions that ensure the global asymptotic

stability of Nash equilibria. In the remainder of this chapter, we address this question for IPC
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rules, where we will consider EPT rules in the next chapter. As in Section 2.5.1, we will denote

an arbitrary IPC rule by ϕ, so the learning rules that we will study have the form ρlij(ξ
l, πl) =

ϕlj(π
l
j − πli) (see, again, Definition 7).

Similarly to the traditional case, we will use δ-passivity techniques to establish such guarantees

for the IPC class. Therefore, following the stability results discussed in Remark 8, we will

assume a δ-antidissipative PDM and derive conditions for the strategy-dependent IPC EDM (3.3)

to ensure that it is (NS) and δ-passive. Hence, our refined problem is to determine guarantees for

the (NS) and δ-passivity of the EDM resulting from IPC rules and strategy-dependent revision

rates.

3.3 Stability Analysis

We start by defining the following worst-case ratios quantifying the relative discrepancies

of a population’s revision rates.

Definition 12 (Worst-Case Revision Rate Ratios) Given l ∈ {1, . . . , L} and the revision rates

λl1, . . . , λ
l
nl

, we define the worst-case revision rate ratio for the l-th population as follows:

λlR := max

{
λli
λlj

∣∣∣∣∣ i, j ∈ V l

}
. (3.4)

Notice that λlR ≥ 1 holds by definition and λlR = 1 if and only if the revision rates for the

l-th population are identical.

We proceed our analysis by first establishing Nash stationarity, and then investigating δ-

passivity. The worst-case revision rate ratios will be critical in the δ-passivity step.
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3.3.1 Nash Stationarity

Recall from Remark 11 that the (NS) and (PC) properties of PC rules persist in the strategy-

dependent revision rate case. Additionally, for any IPC rule ϕl, the function ρ̃lij(ξ
l, πl) :=

λli/(
∑nl

k=1 λ
l
k)ϕ

l
ij(ξ

l, πl) is a PC rule. This implies that the EDM resulting from any combination

of strategy-dependent revision rates and IPC rule is a PC EDM. Consequently, the (NS) property

of the PC EDM extends to the EDM resulting from any IPC rule and strategy-dependent λ.

More precisely, we have the following lemma, which we state without proof because it follows

immediately from this reasoning.

Lemma 1 Given l ∈ {1, . . . , L}, if the l-th population follows an IPC rule, then the resulting

EDM of population l is (NS) for any positive revision rates λl1, . . . , λ
L
nl

.

3.3.2 Passivity

Now, we investigate δ-passivity. Inspired by the Lyapunov and δ-storage functions introduced

respectively in [34] and [21], we choose the following δ-storage function: Given a population

l ∈ {1, . . . , L} with a learning rule ϕl of the IPC class, we set our δ-storage function to be

S l : ∆l × Rnl → R≥0 specified by

S l(ξl, πl) :=
nl∑
i=1

λliξ
l
i

 nl∑
k=1

ψlk(π
l
k − πli)

 (3.5a)

where

ψlk(π
l
k − πli) :=

∫ πlk−π
l
i

0

ϕlk(s)ds (3.5b)

34



Denoting
∑nl

k=1 ψ
l
k(π

l
k − πli) by γli(π

l) we can write S l in more compactly as

S l(ξl, πl) =
nl∑
i=1

λliξ
l
iγ
l
i(π

l). (3.5c)

From our analysis of S l, we derive the following theorem, which presents a condition

guaranteeing the δ-passivity of the EDM induced by IPC rules under strategy-dependent revision

rates.

Theorem 1 Given l ∈ {1, . . . , L}, consider that the l-th population follows an IPC rule specified

by ϕl and a worst-case revision rate ratio λlR (see (3.4)). The EDM for population l is δ-passive

if (i) nl = 2, or (ii) nl ≥ 3 and the following inequality holds:

λlR < λ̄ϕl(n
l), (3.6)

where λ̄ϕl is determined from ϕl as

λ̄ϕl(n
l) := min

k∈V l
inf

πl∈Rnl

{
γlk(π

l)
∑nl

i=1 ϕ
l
i(π

l
i − πlk)∑nl

i=1 ϕ
l
i(π

l
i − πlk)γli(πl)

}
. (3.7a)

Although (to avoid cluttered notation) we do not explicitly indicate in (3.7a), the infimum is

computed subject to the following constraint on πl:

nl∑
i=1

ϕli(π
l
i − πlk)γli(πl) ̸= 0. (3.7b)

We prove Theorem 1 in Appendix A, by showing that S l satisfies (2.6).

Remark 12 (When to compute (3.7)) According to Theorem 1, an IPC EDM is always δ-passive
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for a population with two strategies nl = 2, irrespective of the revision rates. Hence, only when

nl ≥ 3 will one need to compute (3.7) to test whether (3.6) holds. Notably, in many cases (3.7)

can be computed numerically.

To see an implementation of (3.6), consider the HPG with 5 manufacturers and suppose

that the agents of population l follow the Smith rule. In the upcoming Section 3.3.3, we will

compute λ̄ϕl(5) to be 4.65 for the Smith rule. Consequently, in this setting, (3.6) requires the

worst case failure rates of the component when used by population l (calculated via (3.4)) to be

less than 4.65.

Although in many cases (3.7) can be computed numerically, this computation can be cumbersome.

To facilitate bypassing the computation of (3.7), in Proposition 1, we present a simple lower

bound for λ̄ϕl(nl) that is valid for IPC rules satisfying the following assumption.

Assumption 1 For a non-decreasing map ϕ̄l : R → R≥0, the following holds for all π ∈ R and

i ∈ V l:

ϕli(π) = ϕ̄l(π). (3.8)

Proposition 1 Consider that a population l ∈ {1, . . . , L} (with nl ≥ 3) follows an IPC rule. If

this rule satisfies Assumption 1, then it holds for all nl ≥ 3 that

λ̄ϕl(n
l) ≥ nl − 1

nl − 2
. (3.9)

We prove Proposition 1 in Appendix A. This proof also provides an alternative way to

compute λ̄ϕl(nl) for the case in which Assumption 1 holds (see (A.8))).

Remark 13 We can conclude from (3.9) that, for the learning rules satisfying the conditions of
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Proposition 1, λ̄ϕl(nl) is strictly greater than 1, which, according to Theorem 1, affords some

δ-passivity robustness with respect to λlR. This fact is in contrast to previous results establishing

δ-passivity for IPC rules.

We emphasize that Assumption 1 is critical in obtaining Proposition 1 and the following

counterexample illustrates the reason for this.

Counterexample 1 Consider that nl = 3 and population l adopts an IPC rule specified by

ϕl1(·) = [·]2+, ϕl2(·) = ϕl3(·) = [·]+. This learning rule violates Assumption 1 and, as we proceed

to show, it will infringe (3.9) with λ̄ϕl(3) = 1. To do so, we use the following inequality that we

obtain by setting πl1 = 0, πl2 = −ϵ, πl3 = −ϵ + ϵ7/4, with ϵ > 0, when computing the infimum in

(3.7a):

λ̄ϕl(3) ≤ lim
ϵ→0+

(2ϵ3 + 3ϵ7/2)(ϵ2 + ϵ7/4)

2(ϵ− ϵ7/4)3ϵ7/4
= 1.

3.3.3 Numerical Evaluation of the Worst-Case Revision Rate Ratio Bound for

the Smith Rule

Let us denote λ̄ϕl for the Smith rule as λ̄Smith. In Figure 3.1, we plot the values of λ̄Smith(n
l)

for nl ∈ {3, . . . , 10}, which we calculated by computing (3.7) numerically. Figure 3.1 also

displays the lower bound in (3.9) for λ̄Smith. Note that, since the Smith rule satisfies Assumption 1,

the lower bound in (3.9) holds for λ̄Smith, for any nl ≥ 3.

The plots in Figure 3.1 illustrate that the lower-bound in (3.9) may be conservative – a

consequence of it being valid for a large subclass of IPC rules. Notably, from the values of λ̄Smith

plotted in Figure 3.1 we observe that the Smith rule yields a δ-passive EDM even if the revision

rates vary by a multiplicative factor of 9.44 when nl = 3. For the nl = 9, case the Smith EDM
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Figure 3.1: Comparing λ̄Smith with the lower-bound in (3.9).

remains δ-passive even when the revision rates vary by a multiplicative factor of 3.1.

3.3.4 Global Asymptotic Stability Guarantees

As we outlined in Remark 8, [10] proves that δ-passivity and (NS) suffice to draw conclusions

about the equilibrium stability of the mean closed loop. Consequently, our findings regarding

(NS) and δ-passivity for IPC rules under strategy-dependent revision rates directly lead to the

theorem below. We state the theorem without proof as it directly follows from [10, Theorem 2]

in conjunction with Lemma 1 and Theorem 1.

Theorem 2 Consider that the payoff mechanism is a PDM and that each population follows

an IPC rule. If these learning rules satisfy the conditions of Theorem 1 and the PDM is δ-

antidissipative (see Definition 11), then the equilibria set of the mean closed loop is globally

asymptotically stable. In addition, if (ξ∗, γ∗) is an equilibrium point of the mean closed loop,

then ξ∗ ∈ NE(FG,H).

Recall from Remark 7 that, for the case when the payoff mechanism is memoryless, the
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δ-antidissipativity requirement reduces to weighted contractivity. This, in combination with

Theorem 2, leads to the corollary below.

Corollary 1 Consider that the payoff mechanism is a game F and that each population follows

an IPC rule. If these learning rules satisfy the conditions of Theorem 1 and F is weighted

contractive (see Remark 7), then the equilibria set of the mean closed loop is NE(F) and is

globally asymptotically stable.

We note that Corollary 1 generalizes the earliest stability results for IPC rules, established

in [34, Theorem 7.1], in two ways. In comparison to [34, Theorem 7.1], which presumes that the

game is contractive and the revision rates are identical within each population, Corollary 1 allows

for weighted contractive games and it contends with unequal revision rates so long as they satisfy

the conditions of the corollary. The stability theorems in [10] allow for weighted contractive

games, but the article lacks the results needed to consider the case in which the revision rates

within each population are different.

3.4 Numerical Examples

As industrial-grade data-driven processing centers and vehicle to vehicle networks are

becoming more prevalent, life cycles of dynamic random-access memories (DRAMs) used in

these applications emerge as important benchmarks. To provide examples of how our results can

come into play, we look into the HPG, introduced in Example 2, in the context of the DRAM

market.
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3.4.1 A DRAM Market HPG

Two classes of systems in which DRAMs are commonly used are industrial and automotive

systems, which we refer to as respectively class 1 and 2. Hence, there are two populations, where

we use population l to represent the collection of agents that utilize DRAMs in class l. We

assume that there are 3 manufacturers producing DRAMs with failure rates in these utilization

classes given by λ11 = 5, λ21 = 10, λ12 = 4, λ22 = 9 and λ13 = 3, λ23 = 5, where λli is the

failure rate of DRAMs produced by manufacturer i when utilized in class l. Moreover, we let the

replacement costs for industrial and automotive DRAMs to be respectively β1 = 2 and β2 = 1.

3.4.2 A Memoryless Payoff Mechanism

We assume that the payoffs are determined by the game F with the structure presented in

Example 2. We specify the component price from manufacturer i ∈ {1, 2, 3}, which is the Ci

in (3.1), as the sum of a fixed production cost, C0i, and a term reflecting the pull-back inflation,

Cpi. To represent the pull-back inflation on the cost, we use a quadratic term Cpi(Di(ξ)) =

(Di(ξ))2 = (α1ξ1i + α2ξ2i )
2, where αl is in proportion to the share of class-l in the DRAM

market. Finally, we set α1 = 1 and α2 = 2, and the fixed DRAM production costs to be C01 = 1,

C02 = 1.2 and C03 = 1.5, which completes the construction of F (as in (3.1)) for our DRAM

market HPG.3 Notice that this F satisfies Assumption 9, hence, as stated in Remark 10, it is a

weighted contractive game.

3We would like to clarify that the functions and parameters selected in this section are for illustration purposes,
and they are not estimated from data.
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Figure 3.2: Trajectories of distributions of DRAM buyers on the manufacturers under the HPG
and Smith rule.

3.4.3 Dynamics Under the Smith Rule

Now we illustrate an application of Corollary 1. Consider the mean closed loop formed

by the F constructed above (in Section 3.4.1) and the EDM in which all populations follow the

Smith rule with the revision rates specified in Section 3.4.1. Assume that initially the buyers are

distributed on the manufacturers according to x1(0) = x2(0) = (2/3, 1/6, 1/6).

Since the failure rates satisfy the conditions of Theorem 1 and F is weighted contractive,

we can invoke Corollary 1 to conclude that x converges to NE(F), which in this case is the

singleton {ξ∗} with (ξ1)∗ = (0, 1, 0), (ξ2)∗ = (0, 0, 1). For this example, the trajectory and

the time domain plot of x are portrayed respectively in Figure 3.2 and Figure 3.3. We note that

the way in which the trajectories in Figure 3.2 are portrayed is a common way to represent the

trajectory of the mean social state when the populations have 3 strategies (see for instance [7,

Chapter 2.3.4]).
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Figure 3.3: Time domain plots of the distributions of DRAM buyers on the manufacturers under
the HPG and Smith rule.

3.4.4 A Dynamic Payoff Mechanism

Now, we consider a payoff mechanism that can be viewed as a dynamic extension of

Example 2. Our construction of this PDM parallels that in [10, Section VI.A].

Example 4 Given a positive time constant a and parameters as defined in Example 2, the following

defines the “smoothed” HPG PDM:

aq̇(t) = −q(t) +


C1
(
D1

(
x(t)

))
...

Cκ
(
Dκ
(
x(t)

))

 , (3.10a)

pli(t) = −βlλli − qi(t). (3.10b)

Here q(0) ∈ Q = Q0 := [0, d̄]κ. We can also specify a set P that includes all possible p as

follows:

P := {π ∈ RκL | πli = −βlλli − γi for some γ in Q}

Note that, in (3.10), p is the effective payoff perceived by the agents and q represents a smoothed
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version of the costs of the component (produced by different manufacturers).

In [21], the authors argue that dynamically modifying a game via smoothing reduces the

impacts of short-term fluctuations and isolates the longer-term trends. We can motivate this effect

in the context of our HPG in two ways. Firstly, even though the costs of the component may

change persistently (e.g. due to the demand-pull inflation outlined in Assumption 9), retailers

often do not change the sale prices as frequently, and rather, the sale prices follow the long-term

trends of the costs. Secondly, it might take agents some time to learn and react to the sale prices,

causing the affects of the changes in costs on the payoffs to be smoothed.

Remark 14 It follows immediately from (3.10), (3.1) and (2.2) that, for the smoothed HPG, the

stationary game FG,H is identical to F .

3.4.5 Dynamics Under the Smith Rule and the Smoothed HPG

We carry out an analysis that is analogous to that in Section 3.4.3, but with the PDM given

by the smoothed HPG from Section 3.4.2. We select a = 5 in (3.10) while keeping all the

other parameters from Section 3.4.1 and Section 3.4.3 unchanged. Note that the C constructed in

Section 3.4.1 satisfies Assumption 9, therefore this PDM is δ-antidissipative (see Remark 10).

Since the failure rates satisfy the conditions of Theorem 1 and the PDM specified above is

δ-antidissipative, we conclude from Theorem 2 that, like in Section 3.4.3, x converges to NE(F).

The time evolution of the PDM’s state q and the mean social state x are plotted in Figure 3.4,

indicating that x1 and x2 indeed converge respectively to (0, 1, 0) and (0, 0, 1).
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Figure 3.4: Time domain plots of the PDM’s state and distributions of DRAM buyers on the
manufacturers under the smoothed HPG and Smith rule.
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3.5 Conclusion

In this chapter, we extended a fundamental assumption in the population games framework

by allowing the agents’ revision rates to depend on their strategies. We demonstrated that the

resulting social state is again a right-continuous pure-jump Markov process, maintaining the

traditional mean-field approximation results. By applying these findings, we derived an EDM

that generalizes the EDM from the traditional framework.

However, we observed that the stability results associated with IPC protocols no longer hold

in the strategy-dependent case. To address this, we established that if a population either has two

strategies or its worst-case revision rate ratio satisfies a bound condition, then the population’s

EDM satisfies (NS) and δ-passivity. Utilizing the results from [10], we concluded that these

conditions ensure the global asymptotic stability of the mean closed loop’s equilibria, provided

the payoff mechanism is a δ-antidissipative PDM or a weighted contractive game. Furthermore,

the x-components of these equilibria correspond to NE(FG,H) (or NE(F) in the memoryless

case). We illustrated our results using a motivating example, called the hassle vs. price game.
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Chapter 4: Excess Payoff Rules Under Strategy-Dependent Revision Rates

In Chapter 3, we extended the traditional population games framework to allow for the

agents’ revision rates to depend on their strategies. This chapter also investigates this extension,

but for a different class of learning rules.

Specifically, in Chapter 3, we found that the stability guarantees associated with IPC and

EPT rules no longer hold when the revision rates are strategy-dependent. We then identified

new conditions on IPC rules and revision rates that secure the stability of Nash equilibria in the

extended framework. In this chapter, we focus on broadening the stability guarantees from the

EPT class to cover scenarios with strategy-dependent revision rates.

Instead of focusing on system-theoretic passivity properties as in Chapter 3, here we seek

conditions guaranteeing stability of Nash equilibria when the payoff mechanism is a potential

game [32] (see also Section 2.5.2). As we stated in Remark 11, classical results were general

enough to handle Nash equilibria stability under potential games for the PC class, hence potential

games were not a focus in Chapter 3.

Our contributions are twofold: (i) We unveil the existence of EPT rules and λ for which

the EDM violates (NS) or (PC). Using these results, we show that for some EPT rules and λ, the

mean population state may not converge to a Nash equilibrium under a broad class of potential

games. (ii) We propose a modification of the EPT class, which we call sign preserving rate-
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modified EPT rules. For any learning rule in the modified class and any λ, we prove that the

EDM satisfies (NS) and (PC). As we illustrate in Section 4.5, the rules in the modified class are

easy to implement.

From this chapter onward, for simplicity and ease of notation, we assume a single population.

However, it’s important to note that our results are applicable to multi-population scenarios as

well.

4.1 EPT Rules, Recap of Existing Results, and Motivation

Potential games (see Definition 9) were introduced in [36] and progressed to be analyzed

extensively. They were adapted to the population games and evolutionary dynamics framework

in [32, 37] and were further investigated in this context in [38]. Congestion games [7], [39] are

celebrated examples of potential games. Also, remember that potential games have a valuable

connection to distributed optimization [38]: A potential game’s Nash equilibria coincide with the

points that satisfy the Karush-Kuhn-Tucker (KKT) conditions for the problem of maximizing the

game’s potential over the standard (n− 1)-simplex (see Remark 6).

The second key component of our analysis is the EPT class. Due to their suitability

for capturing reluctance and moderation in finding best-performing strategies, EPT rules were

introduced in [12] as a well-motivated model of individual choice. Applicability of EPT rules in

engineering settings has been demonstrated in [40] for water distribution systems and in [41] for

distributed wireless networks.

Despite their thorough examination, as detailed in Remark 11, existing results [12] on the

stability properties from EPT rules are inconclusive under strategy-dependent revision rates, i.e.,
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when there are strategies i and j for which λi ̸= λj . Recall from Remark 8 that the work in [32]

establishes that if the payoff mechanism is a potential game F and the EDM satisfies (NS) and

(PC), then NE(F) is the globally asymptotically stable equilibrium of the mean closed loop.

Therefore, to obtain guarantees on the performance of the EPT class under strategy-dependent

revision rates, we will investigate the (NS) and (PC) properties of the resulting EDM.

4.2 The EDM With Strategy-Dependent Revision Rates and Problem Description

In Section 3.1, we generalized the population games framework to allow for the agents’

revision rates to depend on their strategies. We showed that the resulting population state X (we

are assuming a single population) is a right-continuous pure-jump Markov process and utilized

the mean-field techniques summarized in Section 2.4 to obtain the following EDM:

Vi(ξ, π) =
n∑

j=1, j ̸=i

ξjλjρji(ξ, π)−
n∑

j=1, j ̸=i

ξiλiρij(ξ, π),

which differs from the traditional EDM (2.3c) by incorporating the λi and λj factors instead of a

common λ factor.

As a motivating example of strategy-dependent revision rates, in addition to the examples

in Chapter 3, we introduce a distributed task allocation problem.

Example 5 Suppose that there is a large number of agents and 3 types of tasks that the agents

perform, which constitute their strategy set. Tasks of type i ∈ {1, 2, 3} have expected service time

λ−1
i > 0, which may differ from λ−1

j > 0 for i ̸= j. Each agent undertakes a new task, possibly

of a different type, only after completing its current one. Hence, the revision rate associated with
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tasks of type i is λi > 0. At any time t ≥ 0, a central entity assigns a payoff vector P(t) to the

types of tasks and disseminates P(t). When an agent completes a task, it decides on the type

of its new task in a distributed manner using a learning rule ρ and announces the types of its

completed and new tasks to the central entity. Let us denote the fraction of agents working on

tasks of type i at time t by Xi(t). Given θ ∈ ∆, the distributed task allocation problem is to find

a ρ and a payoff mechanism that drives X near θ in the long run. We will revisit this problem in

the upcoming Section 4.5 to demonstrate our results.

Distributed task allocation problems in the population games and evolutionary dynamics

framework have been studied in [3]. However, the setting in [3] is different from ours because [3]

assumes that the revision rates are identical.

Remember from Definition 8 that ρ belongs to the EPT class if it can be written as ρij(ξ, π) =

φj(π̂), where π̂ := π − 1πT ξ is the excess payoff and φ : Rn → Rn
≥0 is a function that satisfies

acuteness in the sense that ϕ(η)Tη > 0 for all η ∈ int(Rn
∗ ) := int(Rn \ int(Rn

≤0)). Then, the

EDM induced by an EPT rule φ and strategy-dependent revision rates λ is specified for all i ∈ V ,

ξ ∈ ∆ and π ∈ P by

Vi(ξ, π) =
n∑

j=1, j ̸=i

ξjλjφi(π̂)−
n∑

j=1, j ̸=i

ξiλiφj(π̂).

As we outline in Remark 11, unlike the PC class, we cannot embed the effects of strategy-

dependent revision rates into ρ, because the functional form of the EPT class can only depend on

the target strategies, whereas the revision rates depend on the origin strategies. In simpler terms,

ρij(ξ, π) = φi(π̂)λj/(1
Tλ) is not an EPT rule.

In the nominal case of λ1 = · · · = λn, EPT rules are known to secure the (NS) and (PC)
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of the EDM, resulting in the global asymptotic stability of NE(F) under the mean closed loop

for any potential game F (see Remark 8). However, the above observation implies that we have

a different EDM when λi ̸= λj for some i, j ∈ V , and this stability result is no longer valid.

Consequently, two important questions arise:

• Does the EDM satisfy (NS) and (PC) for every EPT rule and λ ∈ Rn
>0? We show soon in

Section 4.3 that the answer is negative in general (with strategy-dependent revision rates).

Thus, we also pose the ensuing problem.

• Can we modify the EPT class so that the EDM satisfies (NS) and (PC) for every ρ in the

modified class and λ ∈ Rn
>0? Sign preserving rate-modified EPT (RM-EPT) rules will be

our answer to this problem.

4.3 Performance of EPT Rules Under Strategy-Dependent Revision Rates and

RM-EPT Rules

In this section, we show that the EPT class does not ensure (NS) and (PC) when the revision

rates are allowed to be strategy-dependent. Using our results on (NS) we also show that, for some

EPT rules and potential games, the convergence of x to NE(F) is not robust under perturbations

of the revision rates. Subsequently, we modify the EPT class to ensure that the resulting EDM

satisfies (NS) and (PC) for all λ ∈ Rn
>0.

We begin by showing that even one of the most ubiquitous EPT rules, the BNN rule,

produces an EDM that violates (PC) for some λ. Recall from Section 2.3.2 that the BNN rule is

obtained by setting φj(π̂) = max{0, π̂j}/C.
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Counterexample 2 Consider ρ to be the BNN rule with C = 1 and let ξ = [1/2 0 1/2]T ,

π = [0 1/2 3/4]T , λ = [1 1 16]T . Substituting these into (2.4), we have V(ξ, π) ̸= 0 and

V(ξ, π)Tπ = −0.0156 < 0. Therefore, the EDM specified by ρ and λ violates (PC).

Having established that EPT rules may fail to guarantee (PC), we modify them to eliminate

this issue. We construct the modified class, which we name rate-modified EPT (RM-EPT)

learning rules, by replacing π̂ in Definition 8 with π̃ defined as

π̃ := π − 1π̄, π̄ :=

∑n
i=1 λiξiπi∑n
j=1 λjξj

. (4.1)

We refer to π̄ as the rate-weighted average payoff. Thus, given an EPT rule as in Definition 8, we

obtain its rate-modified version by simply replacing π̂ in (2.7a) with π̃. Notice that an EPT rule

coincides with its rate-modified counterpart when the revision rates are identical.

Remark 15 Suppose that, at every revision time, the revising agent declares (possibly to a

coordinator) the payoff of the strategy it was following immediately prior to the revision time.

For instance, in our distributed task allocation problem in Example 5, this would correspond to

the agents announcing the payoffs they received from the tasks that they recently completed. Since

the number of agents is large, the average of the payoffs announced within a short time interval is

approximately the rate-weighted average payoff. Consequently, in such a setting, RM-EPT rules

can be implemented effortlessly, without any knowledge of λ.

Although this modification suffices to ensure (PC), it does not guarantee (NS). Consider
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the rate-modified version of the EPT rule in [12, Proposition 2.1], characterized by

φj(π̃) =
n∑
i=1

(ecπ̃i(k + 1)([π̃j]+)
k + ecπ̃jc([π̃i]+)

k+1), (4.2)

where c > 0, k > 0 and (k + 1)ek+2 + 1 ≥ n. A key property of this rule is that it satisfies the

positivity condition (Pos), requiring the following implication to be satisfied for all π ∈ Rn:

ξ /∈ argmax
η∈∆

πTη ⇒ min
i,j∈V

ρij(ξ, π) > 0. (Pos)

The following counterexample shows that the EDM violates (NS) for the learning rule in (4.2)

and some λ.

Counterexample 3 Let ρ be the RM-EPT rule characterized by (4.2) and assume thatF satisfies

int(∆) ̸⊂ NE(F) (for instance, F given by F(ξ) = ξ − (1/n)1 satisfies this criterion because

NE(F) = {(1/n)1} = (1/n, . . . , 1/n)). Let us take ξ ∈ int(∆) such that ξ /∈ NE(F) and set

π = F(ξ). Note that V(ξ, π) = 0 if and only if

ρ(ξ, π)TΞλ = Ξλ, (4.3)

where Ξ denotes the n-by-n diagonal matrix with its (i, i)-th entry given for all i ∈ V by ξi. From

ξ /∈ NE(F), it follows that ρij(ξ, π) > 0 for all i, j ∈ V . Therefore, by ρ(ξ, π) being a stochastic

matrix and the Perron-Frobenius theorem, ρ(ξ, π)T has an eigenvector ν that corresponds to the

eigenvalue 1 and all entries of ν are positive. Because Ξ is invertible, Ξ−1ν is the unique λ for

which Ξλ = ν. In addition, from Ξ−1 being a diagonal matrix with positive diagonal entries and
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ν having positive entries, it follows that each entry of Ξ−1ν is positive. Thus, choosing λ = Ξ−1ν

does not conflict with λ ∈ Rn
>0, and with this choice (4.3) holds. Since ξ /∈ NE(F) implies

ξ /∈ argmaxη∈∆ π
Tη, we conclude that the EDM generated by ρ and λ violates (NS).

Remark 16 Our derivations in Counterexample 3 are valid not only for the learning rule specified

by (4.2), but for every ρ that satisfies (Pos).

Remark 17 (Non-Convergence to Nash Equilibria Under Strategy-Dependent EPT) For any ρ

satisfying (Pos), there are λ, ξ, and a potential gameF (e.g. the ones constructed in Counterexample 3)

such that V(ξ,F(ξ)) = 0 and ξ /∈ NE(F). Hence, the resulting x with initial state ξ remains

at ξ and does not converge to NE(F). Importantly, the EPT rule in [12, Proposition 2.1] (not

rate-modified version) satisfies (Pos) [12]. Consequently, when the revision rates are strategy

dependent, convergence of x to NE(F) is not guaranteed by the EPT class, even when F is

potential.

In view of Remark 16, to arrive at a learning rule class that assures both (PC) and (NS)

under every λ ∈ Rn
>0, we impose a “sign preservation” requirement on RM-EPT rules. The

resulting subclass of RM-EPT rules, which we call sign preserving RM-EPT rules, is rigorously

defined below.

Definition 13 A learning rule ρ belongs to the sign preserving RM-EPT class if it can be written

for all ξ ∈ ∆, π ∈ P and i, j ∈ V with i ̸= j as:

ρij(ξ, π) = φj(π̃). (4.4)

Here, φj : Rn → R≥0 is a Lipschitz continuous map that is sign preserving in the j-th component
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of its argument (meaning φj(π̃) > 0 if and only if π̃j > 0) and π̃ is the excess payoff relative to

the rate-weighted average (see (4.1)).

Remark 18 Observe from Definitions 8 and 13 that sign preservation implies acuteness. Therefore,

sign preserving RM-EPT rules form a subclass of RM-EPT rules.

4.4 (NS) and (PC) Properties of Sign Preserving RM-EPT Rules

We proceed by showing that the EDM satisfies (NS) and (PC) for every sign preserving

RM-EPT rule and λ ∈ Rn
>0. Later, leveraging this result and the discussion Remark 8, we

establish a guarantee for the stability of NE(F).

Theorem 3 If ρ belongs to the sign preserving RM-EPT class, then the EDM satisfies (NS) for

every λ ∈ Rn
>0.

We prove Theorem 3 in Appendix B.

Theorem 4 If ρ belongs to the sign preserving RM-EPT class, then the EDM satisfies (PC) for

every λ ∈ Rn
>0.

We present a proof of Theorem 4 in Appendix B.

As indicated in Remark 8, when F is a potential game, the (NS) and (PC) properties

associated with sign-preserving RM-EPT rules lead to the stability result below through [32,

Theorem 4.5].

Corollary 2 If ρ is a sign-preserving RM-EPT rule and the payoff mechanism is a potential game

F , then the equilibria of the mean closed loop is NE(F) and is globally asymptotically stable.
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Since global asymptotic stability of equilibria imply their attractivity, we also have the

following guarantee.

Corollary 3 If ρ is a sign preserving RM-EPT rule and the payoff mechanism is a potential game

F , then for every x0 ∈ ∆ and λ ∈ Rn
>0, the solutions x of the mean closed loop with initial value

x0 satisfies

lim
t→∞

inf
ξ∈NE(F)

∥x(t)− ξ∥ = 0.

Remark 19 In [32], there are results that lead to refinements of Corollary 3. For instance, under

the conditions in Corollary 3 and an additional so-called homogeneity constraint on the game, it

follows from [32, Theorem 5.5] that x converges to an appropriately defined social optimum [32].

Remark 20 Notice that in order for Corollary 3 to hold, the potential of F does not need to be

concave; this result holds for any potential game.

4.5 Numerical Example

Consider the distributed task allocation problem in Example 5. Suppose that the agents

decide on the types of their new tasks – in a distributed manner – using the rate-modified BNN

(RM-BNN) rule. Recall that the RM-BNN is obtained by setting φj(P̃(t)) = max{0, P̃j(t)}

in (4.4). Hence, in addition to P(t), let the central entity also calculate and announce P̃(t) =

P(t) − 1(
∑3

i=1 λiXi(t)Pi(t)/
∑3

j=1 λjXj(t)). As stated in Remark 15, the central entity can

approximate P̃(t) accurately and effortlessly by averaging the payoffs of the types of tasks

completed within [t− ϵ, t] for a small ϵ > 0.
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Figure 4.1: Trajectories of x for the numerical example.

Now, given any desired allocation θ ∈ ∆ of proportions of agents on the types of tasks, let

the central entity set P(t) = F(X(t)), where F(ξ) = θ − ξ for all ξ ∈ ∆. Notice that F is a

potential game with NE(F) = {θ}. Furthermore, the RM-BNN rule is a sign preserving RM-

EPT rule. Therefore, from Corollary 3, it follows that {θ} is globally asymptotically stable under

the mean closed loop resulting from F , the RM-BNN rule, and any λ ∈ Rn
>0. This is displayed

in Figure 4.1 for θ = (1/3)1 and λ = [1 10 100]T .

Together with the mean-field approximation discussion in Section 2.4, this global attractivity

result ensures that the stationary distributions of X concentrate near θ. As a result, the RM-BNN

rule and the payoff mechanism specified by P(t) = θ −X(t) is a solution to the distributed task

allocation problem. Note that when θ ∈ NE(F), once the population state reaches θ, none of the

agents can increase their payoff by unilaterally changing the types of tasks they are performing.

4.6 Conclusion

In this chapter, we explored the impact of strategy-dependent revision rates on the stability

of the mean closed loop arising from EPT rules. To achieve this, we examined the (NS) and (PC)
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properties of the EDM generated by EPT rules, leveraging results from [32]. Contrary to the

conclusions attained under identical revision rates [12], we showed the existence of EPT rules

and (strategy-dependent) revision rates, which generate EDMs that violate (NS) or (PC). Hence,

we proposed a modification of the EPT class, which we called sign preserving rate-modified EPT

(RM-EPT) rules. We proved that this new class guarantees that the EDM satisfies (NS) and (PC)

under any revision rates. We used this result to secure the global asymptotic stability of NE(F)

under the mean closed loop for any potential game F and any strategy-dependent revision rates.

We illustrated our results on a distributed task allocation problem.
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Chapter 5: Learning Nash Equilibria Under Erlang Clocks

In this chapter, akin to Chapters 3 and 4, we once again explore an extension of the agents’

inter-revision intervals. However, instead of allowing them to be strategy-dependent, we now

consider these intervals to have independent and identical Erlang distributions.

Existing results, as well as their extensions that we propose in Chapters 3 and 4, assumes

exponentially distributed inter-revision intervals, and is inadequate for cases where each strategy

entails a sequence of sub-tasks (sub-strategies) that must be completed before a new revision

time occurs. This chapter proposes a methodology for such cases under the premise that a

sub-strategy’s duration is exponentially distributed, leading to Erlang distributed inter-revision

intervals. We obtain guarantees for Nash equilibria learning under the assumption that the agents’

learning rule belongs to the PC class.

The presence of sub-strategies brings on additional dynamics that is incompatible with

existing models and results. Our main contributions are twofold, both derived for a deterministic

approximation valid for large populations: (i) We prove convergence of the population’s state to

the Nash equilibrium set when a potential game generates payoffs for the strategies. (ii) We use

system-theoretic passivity to determine conditions under which this convergence is guaranteed

for contractive games.

In this chapter (and throughout the remainder of the thesis), we assume there is a single
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population. However, our results are easily generalizable to the multi-population case.

5.1 Existing Work and Motivation

Existing work [7] and our generalizations thereof (in Chapters 3 and 4) assume that the

inter-revision intervals are exponentially distributed. Nevertheless, applications where each strategy

entails a sequence of tasks (sub-strategies) an agent must complete before a new revision opportunity

occurs are not compatible with the existing theory because the sum of the tasks’ service times is

generally not exponentially distributed. In this chapter, our main goal is to propose a methodology

to model and analyze the equilibrium stability of population games and evolutionary dynamics

for such non-preemptive multi-task applications. Inspired by the queueing literature, we assume

that the sub-strategies’ service times are independent and exponentially distributed, resulting in

Erlang distributed inter-revision intervals [42, Chapter 4.2].

Our work is motivated also by applications to congestion games [19]. In congestion games,

when each revision time coincides with the completion of a trip, the inter-revision interval becomes

the trip duration. Hence, it is relevant to observe that several studies [43–45] find that, in many

cases, trip duration is nearly Gamma distributed. Thus, noting that the Erlang and Gamma

distributions coincide for certain parameter values, allowing for Erlang distributed inter-revision

intervals is a worthwhile generalization in the context of congestion games.

To study the population state X resulting from the Erlang extension, we continue to use

the deterministic mean-field approximation approach (summarized in Section 2.4). However, as

we will proceed to explain shortly, it turns out that the population state resulting from the Erlang

extension is not a Markov process. To address this, we extend the state space to construct a
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Markov process, which has a certain linear transformation that yields the population state. This

extended process allows us to apply standard mean-field approximation techniques, resulting in a

mean closed loop. In this mean closed loop, the Evolutionary Dynamics Model (EDM) contains

additional dynamics compared to the traditional EDM. We refer to this extended EDM as the

Erlang Evolutionary Dynamics Model.

To obtain stability guarantees on this extended mean closed loop, we consider that the

agents follow a PC learning rule. Influenced by the stability analysis in [10, 32, 34] (which we

summarize in Remark 8), we obtain guarantees for the case when the payoff mechanism is a

potential or contractive game.

5.2 Erlang Distributed Inter-Revision Intervals and Problem Description

Throughout the remainder of this chapter, we will use X̄ to represent the population state,

instead of X used in previous chapters (including the framework description). This change means

that we will denote the fraction of the population following strategy i by X̄i. This change stems

from the – soon to be discussed – necessity to extend the population state to construct a Markov

process that admits the available mean-field approximation results. We will denote this extension

by X, and its mean-field approximation will be represented by x. Consequently, by opting for

this change, we keep our notation for the state of the mean closed loop consistent. In other words,

essentially, to maintain consistent notation for the state of the mean-field limit system, we chose

to use different notation for the population state.

We proceed with the construction of Erlang distributed inter-revision intervals.
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5.2.1 Erlang Inter-Revision Intervals

To introduce Erlang revision clocks, we follow a construction similar to that in Section 2.3.1,

but with the difference that an agent’s inter-revision intervals are iid Erlang random variables with

rate λ > 0 and parameter m ∈ N. With this construction, the resulting population state X̄ is a

pure jump stochastic process, but not necessarily a Markov process when m ≥ 2.

This is undesirable because, to the best of our knowledge, deterministic approximation

results similar to that in [31] or [29] do not exist for pure jump processes with Erlang distributed

waiting times. So, it is not directly evident how the deterministic approach summarized in

Section 2.4 can be altered to fit the framework with Erlang distributed inter-revision intervals.

Therefore, in the following part, we present an alternative way in which the results in [31]

and [29] can be leveraged.

5.2.2 Erlang Evolutionary Dynamics

In what follows, we first characterize the population state in terms of a pure jump Markov

process that conforms to the assumptions in [31] and [29] (see Section 2.4 for information about

these references), which we then apply to obtain the mean closed loop. We analyze the resulting

mean closed loop in the upcoming sections to ascertain the convergence properties of X̄.

5.2.2.1 The Population State in Terms of a Markov Process

Given a strategy i ∈ V , let us define (i, j) to be the j-th sub-strategy of i for j ∈

{1, . . . ,m}. Now, consider that an agent who chooses strategy i starts playing (i, 1). Suppose

that, for any j ∈ {1, . . . ,m − 1}, after playing (i, j) for a period of time the agent transitions
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Figure 5.1: Possible sub-strategy transitions.

to playing (i, j + 1). Let the time that the agent spends playing sub-strategy (i, j), for any

j ∈ {1, . . . ,m}, be distributed exponentially with rate λ. Furthermore, assume that the agent

is given a revision opportunity after it is finished playing sub-strategy (i,m) and that, when it

is given an opportunity, the agent chooses its subsequent strategy according to the traditional

procedure in Section 2.3.2. Finally, assume that the times spent by agents playing the sub-

strategies are iid. We illustrate the possible sub-strategy transitions in Figure 5.1.

Notice that the inter-revision intervals arising from the description above are iid Erlang

random variables with rate λ and parameter m. Let us denote the proportion of agents playing

sub-strategy (i, j) by Xi,j and define

X :=

[
X1,1 . . . X1,m . . . Xn,1 . . . Xn,m

]T
.

Then, X is a pure jump Markov process, to which the results in [31] and [29] can be applied.

Moreover,
∑m

j=1Xi,j and X̄i have the same distribution for each i ∈ V . Therefore, we can infer

the long term behavior of X̄ by analyzing X .
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5.2.2.2 The Deterministic Approximation

Whenever the number of agents is large, X is well-approximated by

x :=

[
x1,1 . . . x1,m . . . xn,1 . . . xn,m

]T
,

given by the solution of the initial value problem, with x(0) = X(0), of the following system of

differential equations for all i ∈ V and t ≥ 0:

ẋi,1(t) =
n∑
j=1

xj,m(t)ρji(x̄(t), p(t))− λxi,1(t) (EEDMa)

with the additional dynamics below present when m ≥ 2:

ẋi,l(t) = λ(xi,l−1(t)− xi,l(t)). (EEDMb)

Furthermore, in this chapter, we assume that the payoff mechanism memoryless. Hence, the input

p of (EEDM) is generated as

p(t) = F(x̄(t)),

in which

x̄ :=

[
x̄1 . . . x̄n

]T
, x̄i :=

m∑
l=1

xi,l.

Observe that the mean closed loop is given by the positive feedback interconnection of F with

(EEDM). Accordingly, we call (EEDM) the Erlang EDM.

For all t ≥ 0, we have x̄(t) ∈ ∆ and x(t) ∈ ∆nm, where ∆nm := {ξ ∈ Rnm
≥0 |

∑n
i=1

∑m
l=1 ξi,l = 1}.
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In the remainder of the chapter, given ξ ∈ Rnm, we denote

ξ =

[
ξ1,1 . . . ξ1,m . . . ξn,1 . . . ξn,m

]T

and set ξ̄i :=
∑m

l=1 ξi,l for any i ∈ V .

As a more rigorous account of how x approximates X, it follows from the mean-field

approximation results in [31] (also outlined in Section 2.4) that the following holds for any T > 0

and ϵ > 0:

lim
N→∞

P

(
sup
t∈[0,T ]

∥X(t)− x(t)∥ > ϵ

)
= 0.

Moreover, if a set S is globally asymptotically stable under the Erlang EDM, then the stationary

distributions of X concentrate near S as the number of agents tends to infinity [29]. This result

and the assumption that N is large legitimizes the stability analysis carried out in the subsequent

sections.

Note that, if m = 1, then x̄ = x and the Erlang EDM reduces to the standard EDM. This

agrees with the fact that, whenm = 1, the constructions of the revision times in Section 2.3.1 and

Section 5.2.1 coincide. Additionally, the Erlang EDM conforms to the higher order evolutionary

dynamics format, which requires the number of states to be greater than the number of strategies.

Instances of such dynamics have been analyzed in [46, 47], although the results therein do not

address the dynamics that we investigate in this chapter.
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5.2.3 Problem Description

In the following sections, we examine the stability properties of the mean closed loop

formed by a memoryless payoff mechanism and the Erlang EDM. To obtain desirable Nash

equilibria stability guarantees, we assume that the learning rule belongs to the PC class (see

Definition 7). Furthermore, we will utilize methodologies related to potential [32] and contractive

[10, 34] games, focusing our results on these types of payoff mechanisms.

Confining the learning rule to be of the PC class readily yields a desirable characteristic: If

ρ belongs to the PC class (recall also that we assume the payoff mechanism to be memoryless in

the chapter), then the equilibria of the mean closed loop with the Erlang EDM is

ENE(F) :=
{
ξ ∈ ∆nm

∣∣ ξ̄ ∈ NE(F), ξi,l = 1
m
ξ̄i
}
,

which implies that ξ̄ ∈ NE(F) for all ξ ∈ ENE(F). Notably, if m = 1 then NE(F) = ENE(F).

The following convergence concepts will be central to our results.

Definition 14 We say that x̄ converges to NE(F) if for all x(0) ∈ ∆nm it holds that

lim
t→∞

inf
ξ̄∈NE(F)

∥x̄(t)− ξ̄∥ = 0. (5.1)

Definition 15 We say that x converges to ENE(F) if for all x(0) ∈ ∆nm it holds that

lim
t→∞

inf
ξ∈ENE(F)

∥x(t)− ξ∥ = 0. (5.2)

Remark 21 If x converges to ENE(F) then x̄ will also converge to NE(F), but not necessarily
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the other way around. Hence, the former criterion is more informative.

5.3 Convergence Under Potential Games

When F is a potential game, we follow a similar approach to that in [32] to ascertain

the convergence properties of x̄, which is to investigate the potential of F evaluated along the

trajectories of x̄. Following this approach yields the following result.

Theorem 5 If F is a potential game and ρ is a PC rule, then (5.1) holds.

We prove Theorem 5 in Appendix C. When the game F has a strictly concave potential,

Theorem 5 can be augmented to arrive at the following corollary.

Corollary 4 If F is a potential game with a strictly concave potential and ρ is a PC rule,

then (5.2) holds.

Proof of Corollary 4 is in Appendix C.

5.4 Convergence Under Strictly Contractive Games

Now, we present a condition ensuring the convergence of x to ENE(F) for strictly contractive

F . Crucially, it is known that, even when m = 1, the PC EDM may not exhibit unstable behavior

(see [7, Exercise 7.2.10]) for strictly contractive F . Nonetheless, stability for m = 1 is ensured

when the learning rule is in the IPC subclass [11]. Remember from Definition 7 that ρ belongs to

the IPC class if it can be written as ρij(ξ̄, π) = ϕj(πj − πi) for some sign-preserving function ϕ

and all ξ̄ ∈ ∆, π ∈ P and i, j ∈ V with i ̸= j.
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Consequently, in the remainder of this section, we assume that ρ belongs to the IPC subclass

and we seek to generalize to m ≥ 2 the results in [11]. To do so, we will need the following time-

scale separation constant:

λ := 2cσ̄

(
nγ̄

(m+ 1)γ

)1/2

. (5.3)

Here, γ̄, γ are given in Definition 10 and we define

c := max
i∈V, ξ̄∈∆

n∑
j=1, j ̸=i

ρij(ξ̄,F(ξ̄)), σ̄ := sup
ω∈[0,∞)

σmax((jω − A)−1B),

where σmax denotes the maximum singular value, and A, B are given by

A :=



−1 0 . . . 0 −1

1 −1 . . . 0 −1

...
... . . . ...

...

0 0 . . . 1 −2


⊗ In, B := e1 ⊗ In, (5.4)

in which ⊗ is the Kronecker product, In is the n × n identity matrix and e1 is the first standard

basis vector in Rm−1.

Remark 22 We note that σ̄ is the H∞-norm of the linear system specified by ż = Az + Bu

(with input u and output z). For the case when m ≤ 4, we can compute σ̄ simply as σ̄ =

((2m2 − 3m + 1)/(6m))1/2. As for the m > 4 case, computation of σ̄ is more challenging, yet

can be done numerically via the bisection H∞-norm computation algorithm [48].

Having introduced the constant λ, we are now ready to state the following theorem.
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Theorem 6 If F is strictly contractive, the learning rule is IPC and λ > λ, then (5.2) holds, i.e.,

x converges to ENE(F).

We present a proof of Theorem 6 in Appendix C, which follows mainly from the two time-

scale structure of the Erlang EDM. Namely, when λ is large in comparison to c, the dynamics

associated with the sub-strategies gives the “fast” part of (EEDM), whereas the dynamics of

x̄ gives its “slow” part. Thus, xi,1, . . . , xi,m rapidly equalize and closely track x̄i/m for each

i ∈ V . Subsequently, (EEDM) effectively reduces to the standard EDM, and global attractivity

of ENE(F) ensues from the (NS) and (PC) properties of the standard IPC EDM [8, 49].

5.5 Numerical Examples

We proceed to illustrate our results on two examples using the Smith rule [24], meaning

that in (EEDMa) we employ ρij(ξ̄, π) = max{πj − πi, 0}/C, for all ξ̄ ∈ ∆, π ∈ P and i, j ∈ V

with i ̸= j.

5.5.1 A Congestion Game Example

To illustrate the convergence guarantees for potential games, we consider the congestion

game in Example 1. Recall that the game for this example is given for all ξ̄ ∈ ∆ by

F(ξ̄) = −


c1 + c2 0 c1

0 c4 + c5 c5

c1 c5 c1 + c3 + c5

 ξ̄.
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We set the parameters in F to c1 = 2.5, c2 = 1.5, c3 = 0.5, c4 = 2.5, and c5 = 0.7. Since

congestion games are potential games [7, Example 3.1.2] and the Smith rule belongs to the PC

class, we can invoke Theorem 5 to conclude that x̄ converges to NE(F).

We display in Fiure. 5.2 a trajectory of x̄ for m = 3 and λ = 5, obtained via a simulation

initialized with x1,3(0) = x2,1(0) = 0.2, x3,1(0) = 0.6 and xi,l(0) = 0 for all other i, l ∈ {1, 2, 3}.

Observe from Figure 5.2 that x̄ indeed converges to NE(F), which is {(0.349, 0.513, 0.137)}.

Figure 5.2 also presents the trajectory of x̄ for m = 1, while keeping the other parameters

unchanged. Recall from Section 5.2.2.2 that when m = 1 we are back to the standard case (see

Section 2.3.1). As expected, the trajectories of x̄ differ for m = 3 and m = 1.

0.2
0.25

0.3

0.2

0.3

0.4

0.5

0.2

0.4

0.6

(0.2,0.2,0.6)

(0.349,0.513,0.137)

Erlang (m = 3)
Standard (m = 1)

Figure 5.2: Trajectories of x̄ for the congestion game example.

5.5.2 A Rock-Paper-Scissors (RPS) Game Example

As noted in Section 2.5.2, the class of potential games and strictly contractive games do

not contain one another, and the good RPS game [7, Example 3.3.2] is an example of a strictly
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contractive game that is not potential.

To illustrate our results regarding strictly contractive games, we set m = 4 and consider

the good RPS game given by

FRPS(ξ̄) =


0 −2 3

3 0 −2

−2 3 0

 ξ̄.

Since F is strictly contractive but not potential, Theorem 5 cannot be utilized and we have to

resort to Theorem 6. We proceed by computing γ̄, γ, c, and, as stated in Section 5.4, when m ≤ 4

we have σ̄ = ((2m2−3m−1)/(6m))1/2, meaning that form = 4 the value of σ̄ is 0.9354. Hence,

we obtain λ = 5.7965 and it follows from Theorem 6 that, if λ > 5.7965, then x converges to

ENE(FRPS).

We perform a simulation for λ = 5.8, initialized with x1,4(0) = x2,1(0) = 0.2, x3,1(0) =

0.6 and xi,l(0) = 0 for all other i ∈ {1, 2, 3}, l ∈ {1, 2, 3, 4}. The resulting trajectories of x̄ for

m = 4 and m = 1 are displayed in Figure 5.3. We can verify from Figure 5.3 that the trajectories

are surprisingly close and that in both cases x̄ converges to NE(FRPS) = {(1/3, 1/3, 1/3)}.

5.6 Conclusion

In this chapter, we presented another extension of the population games framework by

allowing the agents’ inter-revision intervals to be iid Erlang random variables with rate λ. We

showed that the long term behavior of the population state resulting from this generalization can

be inferred by analyzing, what we call, the Erlang EDM. Then, we confined our focus to PC
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Figure 5.3: Trajectories of x̄ for the RPS game example.

learning rules and examined the resulting PC Erlang EDM. When the game F is potential, we

showed that the state x of the mean closed loop converges to NE(F) for any revision rate and

number of sub-strategies. Similarly, when F is strictly contractive, we showed that ENE(F) is

globally attractive under the mean closed loop, provided that the learning rule is impartial and λ

satisfies a bound condition.
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Chapter 6: Learning Nash Equilibria Under Constrained Strategy Switching

This chapter investigates our third and final extension of the framework: Restricted strategy-

switching over graphs. Specifically, most existing work and the extensions that we presented in

Chapters 3, 4, and 5, assume that the agents can switch between any two strategies. Conversely,

in this chapter, we tackle the case where only certain strategies are accessible from certain others,

characterized by a strategy graph that is connected but possibly incomplete. Through Lyapunov’s

method, we prove that modifications based on Kullback Leibler (KL) divergence to either the

payoffs or the learning rules ensure the strategy profile’s near-global convergence to the Nash

equilibrium under strictly concave potential games with interior Nash equilibria. We highlight the

practical significance of our findings and provide a numerical example for validation. We highligh

that, in this chapter, we assume a single population. In addition, for simplicity of exposition, we

assume that λ = 1, but our results hold for every (uniform) revision rate λ > 0.

6.1 Incomplete Strategy Graphs, Related Work and Gaps

The novelty of the work in this chapter lies in considering restricted strategy switching,

which we model through a strategy graph G = (V,E). Here, the vertex set V = {1, . . . , n} is the

set of strategies and the presence of an edge (i, j) in E means that the agents following strategy

i can switch to j if they so choose.
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Unlike most studies, which assume that the agents can switch between any two strategies

(necessitating a complete G), we allow only certain strategies to be accessible from certain

others, effectively eliminating the corresponding edges in G. Allowing for an incomplete G

makes it possible to impose constraints on the strategic behavior of agents, as required in many

applications. Section 6.4 illustrates an application in which the strategies are regions that the

agents can occupy, and an incomplete G represents the available paths between the regions that

the agents can take. Additional examples include games with spatial/informational constraints

[5], or belief formation [50] in which agents can only switch between similar beliefs.

As in the previous chapters, we use mean-field approximation techniques to obtain guarantees

(both finite and infinite-time) on the behavior of X. In addition, we assume that the payoff

mechanism is memoryless. Thus, we study the mean closed loop resulting from the extension

with incomplete G, given for all t ≥ 0 and i ∈ V by

ẋi(t) =
∑
j∈Ii

xj(t)ρji(x(t), p(t))︸ ︷︷ ︸
Inflow to i

−
∑
j∈Oi

xi(t)ρij(x(t), p(t))︸ ︷︷ ︸
Outflow from i

, (6.1a)

p(t) = F(x(t)). (6.1b)

Here, Oi ⊆ V is the set of strategies available to the agents following i, and Ii := {j ∈ V | i ∈

Oj} is the set of strategies from which the agents can switch to i.

There is no existing work ascertaining when Nash equilibrium learning, as discussed in Section 2.4,

is achieved for an incomplete G. The state of the art1 has considered local stability of Nash

equilibria [5, 53], or established global stability of sets that may not include Nash equilibria

1We note that there are also articles studying multi-population interactions over networks [51,52]. These articles
assume complete strategy graphs within each population, distinguishing their focus from ours.
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[54,55]. Specifically, these articles conclude that common learning rules and payoff mechanisms,

well known for guaranteeing global asymptotic stability of Nash equilibria for complete G, fail

when G is incomplete. Importantly, [54] illustrates this with an example in which x converges to

a non-Nash point.

Note that the Erlang inter-revision rates that we introduced in Chapter 5 also results in

a form of strategy-switching over graphs. Namely, the resulting x from Erlang inter-revision

intervals can be analyzed via an augmented strategy set with the graph structure given in Figure 5.1.

Nonetheless, our results in Chapter 5 only cover this graph structure.

Our main contribution in this chapter is a new class of learning rules that achieve near-

global asymptotic stability of the Nash equilibrium of a strictly concave potential game under

any connected and possibly incomplete G. These rules ensure that x converges to the Nash

equilibrium of F from any interior initial state. In contrast to existing work, we also allow for G

to be directed.

Our approach merges methods from [55] and [56]. The study by [55] addresses incomplete

G, demonstrating that a modification of the well-known Smith learning rule [24] results in the

asymptotic stability of a Gibbs measure in any potential game. To stabilize Nash equilibria

instead of a Gibbs measure, we employ a different modification, inspired by the Kullback-Leibler

(KL) regularization idea in [56]. We apply this regularization to a broad class of learning rules

[11] that includes the Smith rule (used in [55]) as a particular case, models a wide range of

strategic behaviors, and allows for fully decentralized implementation. We also employ proof

techniques from [56]. Nevertheless, noting that [56] assumes complete G and uses a different

learning rule (called perturbed best response), we alter these techniques accordingly.
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6.2 Problem Description

Our aim is to investigate the equilibrium stability of (6.1). Recall that, for a given strategy

graph G = (V,E), the presence of an edge (i, j) in E means that the agents following strategy i

can switch to j if they so choose. Throughout this chapter, we assume that G is connected and,

in general, incomplete.

Throughout the remainder of this chapter, we assume that F (in system (6.1)) is a potential

game with a potential function f , meaning that F = ∇f (see Definition 9). In line with

Definition 9, when f is strictly concave, F has a singleton Nash equilibria that we denote by

NE(F) = {xNE}.

Another crucial component of our analysis will be PC learning rules, presented in Definition 7,

which prohibit the agents from switching to strategies that offer lower payoffs. We will denote

an arbitrary PC rule by ϕ : ∆× Rn → Rn×n
≥0 .

Remark 23 We can embed the effects of G into ρ by defining ρij ≡ 0 for (i, j) /∈ E. Under

this interpretation, ρ can be a PC rule only when G is complete. Although earlier results on PC

rules [11] are rather general, they followed this interpretation, implicitly requiring completeness.

As we outline in Remark 8, in the classical setting, there are types of learning rules and

payoff mechanisms that guarantee the global asymptotic stability of NE(F) (or NE(FG,H) for

dynamic payoff mechanisms) under the mean closed. Nevertheless, similar guarantees are lacking

when G is incomplete (this absence holds true for all learning rules and games; not just PC rules

and potential games). For instance, even when ρ is the Smith rule, F has a strictly concave
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potential, and G is connected, [54] demonstrates that x can converge to a point that does not

belong to NE(F). So, our goal is to find learning rules that ensure the near-global asymptotic

stability of NE(F) under (6.2) for any (potential game) F and connected G.

The following observation is essential to our approach: If ρ is a PC rule and x remains in

int(∆) := {ξ ∈ (0, 1)n |
∑n

i=1 ξi = 1}, then x converges to NE(F). Thus, our learning rules

blend the PC class with an effect that makes the boundary of ∆ “repellent,” where this effect

fades near NE(F).

In [55], the authors impose a similar effect on the Smith rule by subtracting the gradient

of the entropy of x from the payoffs. This modification makes the boundary of ∆ repellent,

however it does not disappear near NE(F), leading [55] to conclude the asymptotic stability of

a Gibbs measure2. In a different context (i.e., assuming that G is complete), [56] introduces a

KL-divergence regularization model. Specifically, the idea in [56] is to subtract ∇D(x(t)∥y(t))

from the payoffs and find an appropriate update rule for the regularization parameter y, where

D(ξ∥θ) :=
∑n

i=1 ξi ln(ξi/θi) denotes the KL-divergence for any ξ, θ ∈ int(∆).

We find that this modification achieves the effect that we need. Hence, fusing the ideas

in [55] and [56], we propose KL-regularized PC learning rules.

Definition 16 We say that ρ is a KL-regularized PC rule if for all i, j ∈ V , ξ ∈ int(∆), and

π ∈ Rn it satisfies

ρij(ξ, π) = ϕij(ξ, π − η∇D(ξ∥θ)),

in which ϕ is a PC rule, θ ∈ int(∆), and η > 0. For notational convenience, we define π̃η,θ :=

2In [55], the Gibbs measure ξ has the form ξi = eFi(ξ)/η/(
∑n

j=1 e
Fj(ξ)/η) for all i ∈ V .
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π − η∇D(ξ∥θ).

The resulting dynamics for x is as follows:

ẋ = VG,PC(x, F̃η,y(x)), (6.2)

F̃η,y(x) := F(x)− η∇D(x∥y),

where VG,PC : ∆× Rn → Rn is given for all i ∈ V , ξ ∈ ∆ and π ∈ Rn by

VG,PCi (ξ, π) :=
∑
j∈Ii

ξjϕji(ξ, π)−
∑
j∈Oi

ξiϕij(ξ, π).

Observe from (6.2) that we can interpret KL-regularization as replacingF with the “perturbed”

(or KL-regularized) payoff mechanism F̃η,y. This mechanism has the characteristic below for any

fixed value of y as θ ∈ int(∆).

Remark 24 Each point in NE(F̃η,θ) is an equilibrium of ẋ = VG,PC(x, F̃η,θ(x)) and belongs to

int(∆). Moreover, if f is concave, then f̃ η,θ := f − ηD(·∥θ) is strictly concave and NE(F̃η,θ) =

argmaxξ∈∆ f̃
η,θ(ξ) is unique. In this case, we will denote NE(F̃η,θ) as xPNEη,θ . Notice that,

xPNEη,θ = xNE if and only if θ = xNE.

A pivotal step in the approach of [56] is to determine an update rule for y that ensures its

convergence to the same Nash equilibrium as x. To find such update rule, we again resort to [56],

which suggests the algorithm below. Essentially, this algorithm iteratively updates y(t) as x(t) at

t that satisfy

max
ζ∈∆

{
(ζ − x(t))T (F(x(t))− η∇D(x(t)∥x(t)))

}
≤ η

2
D(x(t)∥x(t)), (6.3)
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in which t is the previous update time. We discuss the underlying intuition, existence of the

update times, and convergence properties of y in the upcoming Section 6.3.

Algorithm 1: Update rule for y
Input: η > 0, x(t), t
Output: y(t)
Internal State: θl
if t = 0 then

l← 0
θl ← x(0) ▷ Initialize θl as x(0)

end
if maxζ∈∆

{
(ζ − x(t))T (F(x(t))− η∇D(x(t)∥θl))

}
↪→ ≤ η

2
D(x(t)∥θl) then

l← l + 1
θl ← x(t) ▷ Remember x(t)

end
y(t)← θl ▷ Reset y to θl

Overall, the payoff mechanism, KL-regularized PC rule and Algorithm 1 operate within

the feedback configuration in Fig 6.1. Hereafter, we prove that if f is strictly concave and

xNE ∈ int(∆), then xNE is an asymptotically stable equilibrium of the resulting dynamics, and

the corresponding region of attraction is the entire set int(∆).

ẋ = VG,PC(x, F̃η,y(x))

F(x)

Algorithm 1

Agents’ Learning Rule

x(t)F(x(t))

y(t)

Figure 6.1: The agents’ learning rule and F as a feedback system.

Remark 25 It is also possible to view KL-regularization from a mechanism design perspective.

Consider that there is a coordinator that has access to x and p. As depicted in Figure 6.2, this
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coordinator can compute and transmit F̃η,y, incorporating the KL-regularization step into the

payoff assignment. Crucially, this enables the agents to act in a fully decentralized manner, as

they can implement a PC rule using only F̃η,y, without needing to know x. Additionally, the

agents can implement certain PC rules (e.g., the Smith rule) using only the “local” regularized

payoffs, given for agents following strategy i by {F̃η,yj | j ∈ Oi}. We demonstrate this concept in

Section 6.4.

ẋ = VG,PC(x, F̃η,y(x))

Algorithm 1

F̃η,y(x)

F(x)

Coordinator

y(t)

F̃η,y(t)(x(t))

x(t)

Figure 6.2: Coordinator implementation of KL-regularization.

6.3 Stability Guarantees Under Constrained Strategy Switching

We analyze (6.2) in two steps: We first obtain results under a fixed value of y, then we

include the effects of Algorithm 1.

6.3.1 Analysis Under a Fixed Regularization Parameter

Throughout this section, we assume that y has a fixed value θ ∈ int(∆). As ∇D(·∥θ)

is unbounded on ∆, the first question is whether x is well-defined for all t ≥ 0. A trivial

modification of [57, Lemma 6] shows that the answer is affirmative whenever x(0) ∈ int(∆).
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Lemma 2 For each θ and x0 that belong to int(∆), the initial value problem

ẋ = VG,PC(x, F̃η,θ(x)); x(0) = x0

has a unique solution. Moreover, there exists a compact set K(x0, θ) ⊂ int(∆) such that x(t) ∈

K(x0, θ) for all t ≥ 0.

We prove Lemma 2 in Appendix D. Having established existence, we now address stability.

Lemma 3 For any θ ∈ int(∆), ifF has a strictly concave potential, then xPNEη,θ is an asymptotically

stable equilibrium of ẋ = VG,PC(x, F̃η,θ(x)) with the region of attraction int(∆).

We present a proof of Lemma 3 in Appendix D. With this lemma, we establish the near-

global (convergence from any x(0) ∈ int(∆)) asymptotic stability of the “perturbed equilibria”

xPNEη,θ . Thus, we would have our target stability guarantee if xPNEη,y ≡ xNE. However, according

to Remark 24, this equivalence holds only if y ≡ xNE. This is where Algorithm 1 comes into

play: To ensure that the regularization parameter y converges to xNE.

6.3.2 Updating the Regularization Parameter

In this section, we focus on Algorithm 1. This updating scheme was originally proposed

in [56, Section IV.B], based on the following intuition.

From the definition of Nash equilibria (given in Definition 3), observe that the expression

maxζ∈∆{(ζ−x(t))T (F(x(t))−η∇D(x(t))∥θ)} is small if and only if x(t) is close to NE(F̃η,θ).

So, Algorithm 1 updates y when x is sufficiently close to the perturbed Nash equilibria. In

essence, this causes x to approach to a new perturbed equilibria in each epoch. Pivotally, under
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some types of payoff mechanisms, the perturbation diminishes at each step, resulting in the

convergence of x to a Nash equilibrium. In [56], the authors prove this fading effect for so-called

contractive games (further details are present in the proof of the upcoming Theorem 7).

Note that, under the assumptions of Lemma 3, there is an increasing sequence of time

instances at which y is updated. More precisely:

Remark 26 When f is strictly concave and x(0) ∈ int(∆), there is an increasing sequence

t0 = 0, (tl)∞l=1 satisfying

max
ζ∈∆

{
(ζ − x(tl+1))

T F̃η,x(tl)(x(tl+1))
}
≤ η

2
D(x(tl+1)∥x(tl)), (6.4)

where x : [tl, tl+1)→ ∆ is the solution of

ẋ = VG,PC(x, F̃η,x(tl))

with initial condition x(tl).

This is a straightforward observation because y gets updated when x is close enough to the

perturbed equilibrium, and Lemma 3 ensures that x approaches this equilibrium. To elaborate,

Lemma 3 guarantees that the left hand side of (6.3) tends to 0 as t increases. Meanwhile, the right

hand side of (6.3) converges to a positive value, provided x(0) ̸= xNE. Therefore, (6.3) will hold

at some point, triggering an update. Furthermore, Lemma 2 implies that y remains in int(∆).

Repeating these steps for each updated value of y confirms the validity of Remark 26. We refer

to [56] for further details.

Remark 27 Periodic execution of Algorithm 1 at intervals of any T > 0 maintains the validity
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of Remark 26. Hence, it is not necessary for Algorithm 1 to operate at every t; Rather, it can be

triggered to reset the value of y at a predetermined rate, outside of which y will remain constant.

6.3.3 Asymptotic Stability of xNE

Up to this point, we analyzed (6.2) under fixed y. Now, we consider the feedback interconnection

of (6.2) and Algorithm 1. The following is our main result.

Theorem 7 Assume that F has a strictly concave potential, xNE ∈ int(∆) and y is determined

by Algorithm 1. Then, xNE is an asymptotically stable equilibrium of (6.2) with the region of

attraction int(∆). Additionally, it holds for any x(0) ∈ int(∆) that

lim
t→∞
∥y(t)− xNE∥ = 0.

In other words, if f is strictly concave, xNE ∈ int(∆) and the agents follow a KL-

regularized PC rule, then xNE is a near-globally asymptotically stable equilibrium of (6.2).

Remark 28 Theorem 7 not only ensures that x converges to xNE from any initial state in int(∆),

but also implies that xNE is a stable equilibrium. As we outlined in Section 2.4, this enables us to

apply the analysis from [29] to obtain convergence guarantees to xNE when the population size

is large but finite.

Remark 29 We remind that, throughout the chapter, we assume G to be connected. Without this

assumption, there always exist x(0) from which x fails to approach xNE, regardless of ρ and the

payoff mechanism.
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6.4 Numerical Example

In this section, we illustrate an application of Theorem 7 via a decentralized resource

allocation problem. Consider that there are 6 regions, each associated with a transmitter’s range.

These transmitters assign rewards to their regions based on how the agents are distributed across

them. Suppose that the agents can only switch between intersecting regions, i.e. they must

always remain within the range of at least one transmitter. We assume that the regions have the

configuration in Figure 6.3. Our goal is to find a payoff mechanism and a learning rule that

ultimately leads to an equal allocation of agents across all regions.

4 5 6

1 2 3

(a) Transmitter coverage

1 2 3

4 5 6

(b) Strategy graph

Figure 6.3: Transmitter configurations and the resulting G.

Theorem 7 tells that we can achieve our goal with a KL-regularized PC rule and a potential

game with a strictly concave f that satisfies argminξ∈∆ f(ξ) = 1/6 (1 denotes the 6-dimensional

vector of ones).

Thus, we take f(ξ) = −
∑6

i=1(ξi− 1/6)2/2, yielding the potential game F(ξ) = ∇f(ξ) =

1/6 − ξ. As for the learning rule, we use the KL-regularized Smith rule with η = 0.05. We plot

the resulting x and y (from a random x(0)) in Figure 6.4, verifying that both converge to 1/6.

Remark 30 To implement the KL-regularized Smith rule, the agents need to access the payoffs

from their own and neighboring regions, along with the corresponding y values. Therefore, if the
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Figure 6.4: Time domain plots of x and y.

transmitters collectively calculate y and each transmitter i broadcasts F̃η,yi , then the agents can

rely solely on local information.

Remark 31 Observe in Figure 6.4 that y changes instantly at discrete time points. This demonstrates

the discussion in Section 6.3.2: Once (6.4) holds and y is reset to x, it takes time for (6.4) to be

satisfied again under the new y value, resulting in a constant y during this time frame.

Remark 32 Observe how the spatial constraint associated with the transmitters naturally corresponds

to an incomplete G. This highlights the pertinence of constrained strategy switching in games

with spatial and informational constraints. Another related example can involve multi-agent path

planning, as the discretization of feasible paths can be modeled by an incomplete G.
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6.5 Conclusion

In this chapter, we studied the population games framework under a generalization where

only certain strategies can be reached from others, as defined by a strategy graphG. By combining

pairwise comparison rules with a recently introduced KL-regularization concept, we proposed a

new class of learning rules that ensure near-global asymptotic stability of Nash equilibria for any

connected G. We also validated our results using a decentralized resource allocation problem.
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Chapter 7: Learning Population Games

In this chapter, we take an entirely different approach from the previous chapters: Rather

than studying the agents’ learning problem, we now investigate whether we can estimate the

underlying payoff mechanism from observations of the agents’ strategy choices.

Consequently, in this chapter, we assume that the learning rule (or revision protocol) is

known (as before) but, unlike in existing work, we assume that the payoff mechanism is unknown.

We propose a method to learn the unknown payoff mechanism from sample path observations of

the population state. Our approach has two parts: (i) With probabilistic guarantees, we estimate

the agents’ probabilities of transitioning among strategies. (ii) We use the known learning rule

and the results from (i) to obtain a payoff mechanism estimate. This estimate is comparatively

analogous to the unknown game in a sense that we appropriately define in this chapter. Our

findings in (i) are general, while in (ii), we focus on linear payoff mechanisms and three well-

known learning rules (Smith, replicator, and Brown-von Neumann-Nash). Additionally, under

some assumptions, we show that we can use the estimate to predict the Nash equilibria of the

unknown payoff mechanism and forecast the population state induced by other learning rules.
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7.1 Informal Problem Description, Motivation, and Contributions

Recent studies [58,59] explore how the internal dynamics of the payoffs and the population

state can model the agents’ learning behavior. More generally, as is well-known from [9],

modeling the agent’s learning behavior has been an important focus in game theory. In contrast,

in this chapter, we focus on learning the payoff mechanism from observations of the population

state X, where we assume throughout the chapter that the payoff mechanism is a memoryless

game F .

7.1.1 Informal Problem Statement

The following is an informal description of our main problem (see Section 7.3 for more

details): Suppose that ρ is known, whereas F is unknown. Our goal is to construct an estimator

E that uses sample path observations of X to produce an estimate F̂ that is close to F with

probabilistic guarantees.

Our results are significantly influenced by the selection of the learning rule ρ. In this

chapter, we focus on three specific well-known learning rules, namely the Smith, replicator,

and Brown-von Neumann-Nash (BNN) rules. We introduced these rules and discussed their

significance (such as their prevalence in traffic routing and biology) in Section 2.3.2.

In addition, for ease of exposition, we confine our focus to linear F and assume that there

is a single population with λ = 1 (where λ is the revision rate, as defined in Section 2.3).

Nonetheless, our results hold for the multi-population and non-unit λ settings (note that, unlike in

Chapters 3 and 4, we conform to the traditional framework and assume uniform revision rates),

and they can be easily extended to parameterized Lipschitz F .
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The Smith, replicator, and BNN rules have a common feature: We can express them as

functions of X and Pi −Pj for all i, j ∈ V . We call such rules “comparative.” In other words, a

comparative learning rule depends on the payoffs only through their pairwise differences. These

rules form a considerably large class, as they allow the agents to compare any subset of the

strategies.

The way in which comparative rules depend on P reflects on X: Adding the same constant

to the payoff of each strategy does not change the dynamics of X. Therefore, when ρ is comparative,

we can use observations of X to at most estimate Fi − Fj for i, j ∈ V . Consequently, because

the Smith, replicator and BNN rules are comparative, we formulate E so that F̂i − F̂j is close to

Fi − Fj with probabilistic guarantees for every i, j ∈ V . We say that such F̂ is comparatively

analogous to F , which we formally define in Definition 18. Importantly, the accuracy of our

estimators rely on the number of agents being large, which is a fundamental assumption of the

population games framework.

We also demonstrate the practical significance of (an arbitrary) comparatively analogous F̂

by proving the following:

(i) Under some independence assumptions, the population states that any comparative rule

induces with games F̂ and F remain proximate with high probability, given that they start

from the same initial state.

(ii) If both F and F̂ have unique Nash equilibria, then these equilibria are close to each other

with probabilistic guarantees.

It follows from (i) that, in some cases, we can use a comparatively analogous F̂ to predict the

trajectory of a population state stemming from F and any comparative learning rule (not just the
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Smith, replicator, and BNN). As for (ii), as we higlighted in Remark 8, the Nash equilibria of

F is often a predictor of the agents’ infinite-horizon strategy choices. Thus, for these systems,

(ii) ensures that the Nash equilibria of F̂ is a good predictor of the agents’ long-term strategic

choices. Essentially, (i) and (ii) reveal that we can use comparatively analogous F̂ to analyze

not only the system that generates X, but also to analyze other population states in which F

determines the payoffs. Provided that the agents’ strategic revisions depend on F only through

the payoff differences, we may be able to use F̂ to even analyze systems that do not conform to

the framework in Chapter 2.

From a technical standpoint, our estimation methodology uses non-iid data. Specifically,

the data generating process X is a Markov process that can be reducible or non-aperiodic. In

addition, the state space of X is very large, and in many cases, it visit only a small portion of

this space without revisiting any states (see Figure 7.4 for intuition). Nonetheless, as long as the

number of agents is large and X satisfies certain conditions that we present in Section 7.4.2.1,

we get good estimates with probabilistic guarantees from just a single finite time sample path

of X. Furthermore, we adopt a curve-fitting approach instead of relying on maximum-likelihood

estimation. With a dataset that can contain millions of dependent points, working with a likelihood

function becomes impractical. Through curve-fitting, we obtain practical estimators that involve

simple calculations of sample averages and solutions of linear optimization problems.

7.1.2 Motivation

Suppose that we want to design a multi-agent system that will operate in a predetermined

strategic environment. In many design objectives, we would like to assure that the agents’
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strategies converge to a particular point, which requires (at least partial) knowledge of the environment.

However, this knowledge might be unavailable due to several reasons, such as privacy concerns

or modeling limitations. In this chapter, we address this issue in the context of the population

games framework.

Our results rely on a basic requirement: We need to observe sample paths of a population

state induced by the Smith, replicator, or BNN rule, and we must know which one of these the

agents follow. This can be difficult to ensure on readily available data, but it is plausible if we

can program and deploy agents to generate X: We can easily program many agents that comply

with the population games framework and follow either the Smith, replicator, or BNN rule. These

agents do not need to exhibit expert behavior, such as calculating Nash equilibria, or even possess

information related to F other than the payoff values. Instead, they only need to implement one

of the simple strategy switching rules that we display in Table 2.1 (in Section 2.3.2).

Our decision to study the replicator rule is also motivated by its ties to biology. When ρ is

the replicator rule, X follows the well-known replicator dynamics in the large population limit

[7]. The replicator dynamics models numerous biological phenomena [60, Section 2], such as

the evolution of alleles at a single locus of a diploid (this is known as the Fisher-Haldane-Wright

equation; see [61, Equation (8.13)]), prebiotic evolution of self-replicating polynucleotides [62],

changes in the proportions of behavioral phenotypes of competing animals [25,63], and population

density progression of predator-prey species [64]. Remarkably, the payoff mechanisms in these

biological models are linear, aligning with our forthcoming analysis. For instance, in the Fisher-

Haldane-Wright equation, the payoff mechanism is a matrix that represents the fitness of the

genotypes, known as the Malthusian parameters [61]. Although we need additional justification

to apply our results to these biological systems, they demonstrate the pertinence of the replicator
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rule and the linearity of F .

Another motivating factor for focusing on the replicator rule and linear F is the following

repeated matching scenario. Consider that, at any revision time, the revising agent gets randomly

matched (uniformly) with another agent and plays a 2-player normal-form game, where this game

is the same for every pair of agents. Assume that the revising agent switches to its opponents’

strategy with a probability proportional to the payoff difference of their current strategies, if it is

positive. Then, the resulting X adheres to the replicator rule and a linear F .

7.1.3 Related Work

Multi-agent inverse reinforcement learning (M-IRL) is the field of estimating payoff parameters

from observations of agents’ actions. Since we estimate the payoff mechanism using sample path

observations of X (recall that X aggregates the agents’ strategic choices), the work in this chapter

falls under M-IRL.

The existing M-IRL literature addresses a diverse range of settings: [65–67] focus on

stochastic games, [13] studies a cooperative environment, [68] brings an IRL approach to mean-

field games, and [66, 69] examine boundedly rational agents. Nonetheless, to the best of our

knowledge, our work in this chapter is the first to consider M-IRL in the context of population

games.

We summarize the novelty of our work as follows. Firstly, the agents’ revision times in

our framework (we give details in Section 2.3.1) captures physical settings that the widespread

simultaneous-play assumption in M-IRL cannot. Secondly, most existing work in M-IRL presuppose

that the agents choose their actions according to a solution concept, such as the Nash equilibrium.
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Instead, we assume that they act according to simple learning rules that reflect their boundedly

rational behavior. These learning rules can allow the agents to switch to strategies that offer lower

payoffs (let alone play a Nash equilibrium), which is analogous to the sub-optimal demonstration

idea in inverse reinforcement learning [66, 69–72]. Although there are articles on M-IRL that

address rationally bounded agents [66, 69, 70]1, our study focuses on decision behaviors that are

significantly different. Our findings can also easily adapt to other learning rules that describe

different strategic behaviors. Finally, a widespread issue in M-IRL is the non-uniqueness of the

estimate that explains the observed data. We circumvent this problem by introducing the notion

of comparative analogousness and showing its relevance in real world applications.

There is another body of literature on learning payoff parameters from agents’ choice data

that has evolved separately from M-IRL [73]. Nevertheless, these articles also do not conform to

our framework, nor any setting that combines a dynamic model with a large number of agents.

7.2 Additional Notation and Definitions

Expanding on the framework detailed in Chapter 2, we introduce some additional notation

essential for stating our results.

Given a constant T > 0, we denote the population state over the time interval [0, T ] by

X[0,T ]. Because X is a continuous time pure-jump Markov process, it has an underlying discrete-

time Markov chain. We denote this chain by X . Moreover, we denote the number of revisions

that the population performs until time T as K and define K := {0, . . . ,K}. Hence, the discrete

time Markov chain associated with X[0,T ] is (X (k))Kk=0, which we represent more compactly as

1The logistic stochastic best response equilibrium policy by [69] corresponds to the perturbed best response
rule in the population games literature, and our results on the estimation of strategy switching probabilities (in
Section 7.4.1) are valid for this rule.
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XK. Note that K is a random variable whose distribution depends on N , T , and λ, although we

do not explicitly write this dependence.

Remember from Section 2.3.2 that the origin strategy of a revising agent is its strategy just

prior to completing the revision. Given k ∈ K with k ̸= 0, we define S(k) as the origin strategy

of the agent performing the k-th revision of the population. Thus, (S(k))Kk=1 denotes the origin

strategies of the agents performing the first K revisions of the population. We write (S(k))Kk=1

more conveniently as SK+ .

Notice that, throughout this thesis, we use boldface to denote random objects and normal

font to denote their realizations. We will follow this convention throughout this chapter as well.

Therefore, for example, we denote the realizations of XK and SK+ by XK and SK+ , respectively.

To reduce clutter, we occasionally abuse notation slightly and use

ρ(ξ) = ρ(ξ,F(ξ)).

Finally, observe from Table 2.1 that a common property of the Smith, replicator and BNN rules

is that their dependence on P is only through Pi − Pj for all i, j ∈ V . This is apparent for the

Smith and replicator rules, while we verify it for the BNN rule as follows:

[πj − ξTπ]+
C

=
[
∑n

i=1 ξiπj −
∑n

i=1 ξiπi]+
C

=
[
∑n

i=1 ξi(πj − πi)]+
C

.

We name such learning rules comparative.

Definition 17 (Comparative Learning Rules) We say that ρ is comparative if there exists a function
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ψ : ∆× Rn(n−1) → Rn×n
≥0 such that

ρ(ξ, π) = ψ
(
ξ, (πi − πj)ni,j=1, i ̸=j

)

for all ξ ∈ ∆ and π ∈ Rn.

7.3 Problem Formulation

We proceed with a formal description of the problem that we will consider in this chapter.

Assume that we know the learning rule ρ, whereas F is unknown. Moreover, suppose that for

some A ∈ N we observe A-many finite-time sample paths X1
[0,T 1], . . . , X

A
[0,TA] of X, which do

not necessarily come from independent observations. Our aim is to find an estimator E that maps

X1
[0,T 1], . . . , X

A
[0,TA] to a Lipschitz continuous function F̂ := E(X1

[0,T 1], . . . , X
A
[0,TA]) : ∆ → Rn

that is an estimate of F with probabilistic guarantees. To quantify the probabilistic properties

of E , we will often analyze F̂ = E(X1
[0,T 1], . . . ,X

A
[0,TA]), where X1, . . . ,XA have the same

distribution as X and are not necessarily independent.

We study the case where ρ is the Smith, replicator, or BNN rule, given in Table 2.1. To

simplify our exposition, we also assume that F is linear. Nevertheless, our conclusions are easily

generalizable to parameterized Lipschitz F .

Recall from Section 7.2 that the Smith, replicator, and BNN rules are comparative. Under

comparative ρ, adding the same constant to Pi for all i ∈ V does not change the dynamics of X,

making it possible to only estimate F up to an additive constant. Therefore, we update our goal

as constructing estimators such that F̂i− F̂j is close to Fi−Fj with probabilistic guarantees for

each i, j ∈ V . Furthermore, as it is a fundamental assumption of the framework, we want to take
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advantage of the large N to obtain accurate estimates. In accordance with these objectives, we

introduce the notion of comparative analogousness.

Definition 18 (Comparative Analogousness) We say that F̂ is comparatively analogous to F if

for each ϵ, δ > 0 there exists N̄ ∈ N such that N > N̄ ensures for all i, j ∈ V that

P
(
sup
ξ∈∆
|(F̂i(ξ)− F̂j(ξ))− (Fi(ξ)−Fj(ξ))| > ϵ

)
< δ.

Intuitively, F̂ is comparatively analogous toF if F̂i−F̂j is close toFi−Fj with high probability

for all i, j ∈ V whenever the number of agents (generating X) is large.

Having limited our scope and introduced the concept of comparative analogousness, now

we state the main problem that we solve: Given that ρ is the Smith, replicator, or BNN rule and

F is linear, our objective is to find E such that F̂ is comparatively analogous to F . To achieve

this goal, we solve the following two sub-problems.

Problem 1: For each a ∈ {1, . . . , A}, find estimators for the values of ρ at a subset of

states visited by Xa
[0,Ta]. We require these estimators to be consistent, in the sense that they

converge in probability as N →∞.

Problem 2: Use the estimators from Problem 1 to formulate E such that F̂ is comparatively

analogous to F .

Although in the problem statement we confine ρ to be the Smith, replicator, or BNN rule and F

to be linear, our results on Problem 1 actually hold for any ρ and F .
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7.4 Estimating the Payoff Matrix

In this section, we solve the main problem that we introduced in Section 7.3. That is,

assuming that ρ is the Smith, BNN or replicator rule and F is linear, we find E such that F̂ is

comparatively analogous to F . As we explain in Section 7.3, our solution strategy consists of

two parts: We estimate the agents’ strategy switching probabilities (in Section 7.4.1) and then

use these estimates to construct E via a parameter fitting approach (in Section 7.4.2).

7.4.1 Estimating Strategy Switching Probabilities

The first step of our methodology is estimating the agents’ strategy switching probabilities,

which is Problem 1 from Section 7.3. Hence, we focus on a single finite-time sample path X[0,T ],

where for the sake of simplicity we won’t include the a-superscript in our notation. Our goal is

to find estimators that use X[0,T ] to estimate the values of ρ at a subset of states visited by X[0,T ].

To achieve this goal, we first split the sample path X[0,T ] into consecutive segments (see

Figure 7.1 for intuition). For each segment r, we set xr to be the initial value of X[0,T ] within that

segment. We show that, if xr is in the interior of ∆, then the relative frequencies of the strategy

switching samples within segment r are consistent estimators for ρ(xr,F(xr)) = ρ(xr) as N

approaches infinity.

7.4.1.1 The Splitting Procedure

We proceed by introducing a procedure for splitting X[0,T ]. Recall from Section 7.2 that

we denote the realization of the discrete-time Markov chain underlying X[0,T ] by XK. We split

XK by partitioning its index set K = {0, . . . , K} using Algorithm 2. The algorithm takes K, the
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revising agents’ origin strategies SK+ , and a natural number κ ∈ {1, . . . , ⌊K/n⌋} as inputs and

returns a partition K1, . . . ,KR of K, in which R denotes the number of subsets.

The algorithm constructs Kr iteratively. At each step, given K1, . . . ,Kr−1, we consider

SK+ over the interval max{Kr−1} + 1, . . . , k for some k ≥ max{Kr−1} + 1. If there is at

least one i ∈ V such that the number of revisions performed by i-strategists over the epoch

max{Kr−1}+ 1, . . . , k is less than κ, then we append k to Kr, increment k by 1, and repeat this

step. Once the number of revisions performed by i-strategists over this epoch is at least κ for

all i ∈ V , we conclude the construction of Kr and begin constructing Kr+1 by appending k to

it. The partitioning process finalizes when we append K to a subset of the partition. We refer to

(X (k))k ∈ Kr as segment r and define xr := X (min{Kr}).

Algorithm 2: Partitioning the index set K.
Input : K, SK+ , κ ∈ {1, . . . , ⌊K/n⌋}.
Output: A partition K1,K2, . . . ,KR of K.
k ← 0, R← 1, r ← 1;
while k ≤ K do
Kr ← ∅;
σ1, . . . , σn ← 0;
while mini∈V σi < κ and k ≤ K do
Kr ← Kr ∪ {k};
k ← k + 1;
σS(k) ← σS(k) + 1;

end
R← r;
r ← r + 1;

end

Observe that we choose κ in Algorithm 2 from {1, . . . , ⌊K/n⌋}. Here, K is the realization

of K, and denotes the population’s number of revisions up to time T . The distribution of K

depends on N , T , and λ, which affects our freedom to choose κ. To account for their dependence

on N , let us use KN and κN instead of K and κ, respectively, for the rest of this discussion.
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Although KN restricts κN , our results in the upcoming sections rely on the fact that we can

choose κN to satisfy certain asymptotic properties. Specifically, we want limN→∞ κN = ∞ and

limN→∞ κN/N = 0 with probability 1.

To show that such κN exists, we set κN = min{αN , ⌊KN/n⌋} for all N , where (αN)
∞
N=1

is any sequence of natural numbers satisfying limN→∞ αN = ∞ and limN→∞ αN/N = 0. In

Lemma 4, we prove that with probability 1 there exists N̄ ∈ N such that αN ≤ ⌊KN/n⌋ for

all N > N̄ . So, with probability 1, κN effectively becomes αN as N increases, implying that

it satisfies the desired asymptotic properties. We prove Lemma 4 in Appendix E and set κN =

min{αN , ⌊KN/n⌋} throughout the remainder of this chapter.

Lemma 4 Let (αN)∞N=1 be any sequence of natural numbers that satisfy limN→∞ αN = ∞ and

limN→∞ αN/N = 0. With probability 1, there exists N̄ ∈ N such that αN ≤ ⌊KN/n⌋ for all

N ≥ N̄ .

7.4.1.2 Convergence of Strategy Switching Probability Estimates

Having constructed the partitionK1, . . . ,KR, now we use (X (k))k∈Kr to derive an estimator

for ρ(xr) at each segment r ∈ {1, . . . , R}. Given r ∈ {1, . . . , R}, i, j ∈ V and k ∈ {1, . . . , κ},

we defineQr
ij(k) as the indicator function of the event that the k-th revision performed in segment

r by agents with origin strategy i results in a switch to strategy j. More rigorously, we define

Qr
ij(k) :=


1 if X (kri + 1)−X (kri ) = (ej − ei)/N

0 otherwise

,
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where

kri :=


min

{
l ∈ Kr

∣∣∣ ∑l
m=min{KR} 1{S(m+1)=i} = k

}
if r < R

min
{
l ∈ KR \ {K}

∣∣∣ ∑l
m=min{Kr} 1{S(m+1)=i} = k

}
if r = R

and 1 denotes the indicator function. We set the estimator for ρij(xr) to be

ρ̂rij :=
κ∑
k=1

Qr
ij(k)

κ
.

This estimator has a simple interpretation: It registers how frequently i-strategists switch to

strategy j in segment r.

Theorem 8 shows that if xr is in the interior of ∆, then ρ̂rij is a consistent estimator as

N → ∞, which is the convergence property that Problem 1 inquires. We prove Theorem 8 in

Appendix E, and remind that we use boldface when treating objects as random variables.

Theorem 8 For every ϵ, δ, η > 0 there exists N̄ ∈ N such that if N > N̄ , then for all i, j ∈ V

and r ∈ {1, . . . , R} we have

P(|ρ̂rij − ρij(xr)| > ϵ | xr ∈ intη(∆)) < δ, (7.1)

where intη(∆) := {ξ ∈ ∆ | ξi ≥ η for all i ∈ V }.

The intuition behind Theorem 8 is as follows: When N is large, it is likely that X (k)

remains close to xr over k ∈ Kr. This guarantees that the distributions of Qr
ij(1), . . . ,Q

r
ij(κ) are

nearly pairwise independent and their expectations are approximately ρij(xr). Also, when N is
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(0.1019,0.1129,0.7853)

Segment 3

Figure 7.1: First 3 segments of X from the simulation.

large and xr ∈ intη(∆), a large number of i-strategists are likely to receive revision opportunities

in segment r for each i ∈ V . Consequently, in a similar manner to the law of large numbers,

κ→∞ as N →∞ ensures that
∑κ

k=1Q
r
ij(k)/κ converges to ρij(xr) in probability as N →∞.

Remark 33 Observe that Theorem 8 does not require F to be linear, nor ρ to be the Smith,

replicator, or BNN rule.

7.4.1.3 Numerical Demonstration

To illustrate our results from Section 7.4.1.2, we simulate X with the initial state [0.1 0.1 0.8]T .

We set N to 7.5 · 105, choose ρ as the Smith rule with C = 5, and use the congestion game from

Example 1 as our F , where we set c1 = 3.5, c2 = 1.5, c3 = 0.5, c4 = 2.5, and c5 = 0.7 in

F . Selecting αN = ⌊
√
N⌋ and applying Algorithm 2, we obtain 71 segments. We display the

first three segments in Figure 7.1. Calculating ρ̂rij for all i, j ∈ {1, 2, 3} and r ∈ {1, . . . , 71}, we

get the maximum, minimum, mean and median absolute estimation errors over all i, j ∈ {1, 2, 3}

and r ∈ {1, . . . , 71} to be respectively 0.044, 0.0025, 0.0141 and 0.0119. The maximum absolute
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approximation error occurs in segment 55, for which we present the estimate and actual values

of the strategy switching probabilities in Table 7.1.

ρ̂55 ρ(x55)0.7887 0.2113 0
0 1 0

0.142 0.391 0.467

 0.7447 0.2553 0
0 1 0

0.1384 0.3936 0.468


Table 7.1: Estimates and actual values of strategy switching probabilities at the 55-th segment.

7.4.2 Learning the Payoff Matrix From Strategy Switching Estimates

Now, we address Problem 2 from Section 7.3: Namely, we use the estimators from Section 7.4.1

to formulate E such that F̂ is comparatively analogous to F . Up to this point, our results do not

require any assumptions2 on F and ρ, whereas, in this section we assume that F is linear and

ρ is the Smith, replicator or BNN rule. We denote the payoff matrix of F as Θ, meaning that

F(ξ) = Θξ for all ξ ∈ ∆. Moreover, we denote ((ρ̂a,r)Rar=1)
A
a=1 and ((xa,r)R

a

r=1)
A
a=1 more succinctly

as (ρ̂r)RTotr=1 and (xr)R
Tot

r=1 , respectively, where RTot := R1 + · · ·+RA.

Although we consider distinct learning rules, our analysis for each rule follows the same

unifying approach. This approach involves creating an l1-norm regression problem for finding Θ

that best fits (ρ̂r)RTotr=1 , and showing that each solution to the problem is comparatively analogous

under rule-specific conditions.

2Here, we mean assumptions other than that they respectively are an admissible payoff mechanism and learning
rule, which impose the standard Lipschitz continuity and domain restrictions given in Chapter 2.
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7.4.2.1 Estimating the Payoff Matrix

We base E on the strategy switching probability estimates (ρ̂r)R
Tot

r=1 . If ρ is the Smith or

replicator rule, then we use (ρ̂r)RTotr=1 as it is. Conversely, we take an extra step when ρ is the BNN

rule. Given any j ∈ V , notice from Table 2.1 that the BNN rule satisfies ρij = ρkj for all i, k ∈

V \ {j}. That is, under the BNN rule, an agent’s probability of switching to a different strategy

does not depend on its origin strategy. In light of this fact, we define ζj(ξ, π) := [πj − ξTπ]+/C

and ζ̂rj :=
∑

i∈V \{j} ρ̂
r
ij/(n − 1) for all j ∈ V , ξ ∈ ∆, π ∈ Rn and r ∈ {1, . . . , RTot}. When

constructing E for the BNN case, we use (ζ̂r)R
Tot

r=1 instead of (ρ̂r)RTotr=1 .

Below, we provide two conditions that ensure the existence of E such that F̂ is comparatively

analogous to Θ. The first condition applies when ρ is the Smith or replicator rule, and the second

condition applies when ρ is the BNN rule. We discuss them at the end of this section, after we

formulate E .

Assumption 2 (Smith & Replicator) With probability 1, there exist n segments r1, . . . , rn and

positive constants η, χ, γ that satisfy:

(C1.1) xr
k ∈ intη(∆) for all k ∈ V ,

(C1.2)
∥∥∥∥[xr1 . . . xrn]−1

∥∥∥∥ < χ,

(C1.3) |ρij(xr
k
,Θxr

k
)− ρji(xr

k
,Θxr

k
)| > γ for all i, j, k ∈ V with i ̸= j.

Assumption 3 (BNN) With probability 1, there exist n segments r1, . . . , rn and positive constants

η, χ, γ that satisfy:

(C2.1) xr
k ∈ intη(∆) for all k ∈ V ,
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(C2.2)
∥∥∥∥[xr1 . . . xrn]−1

∥∥∥∥ < χ,

(C2.3) ζi(xr
k
,Θxr

k
) > γ for all k ∈ V and i ∈ V \ {k}.

Given that the assumption corresponding to ρ holds, we use the r1, . . . , rn therein to

formulate E . Denoting the set of n×n real matrices by Mn×n, we associate a regression problem

with the Smith and replicator rules as

minimize
Θ̂∈Mn×n

n∑
k=1

n∑
i,j=1,i ̸=j

|ρij(xr
k

, Θ̂xr
k

)− ρ̂rkij |, (7.2)

in which ρ is either the Smith or replicator rule. We associate a regression problem with the BNN

rule as

minimize
Θ̂∈Mn×n

n∑
k=1

n∑
i=1,i ̸=k

|ζi(xr
k

, Θ̂xr
k

)− ζ̂rki |. (7.3)

Essentially, these programs are parameter fitting problems for finding the payoff matrix that best

describes (ρ̂r)RTotr=1 .

Remark 34 Notice that both problems are non-linear regressions because the rules that we

consider are nonlinear functions. Nonetheless, as we show in Appendix E, we can turn them

into linear programs with 2n2 variables.

Because that the learning rules in (7.2) and (7.3) are comparative, these problems can have

multiple solutions. Even so, each solution is comparatively analogous to Θ. To select a single

solution, we set E to be the Θ̂ with Θ̂11 = 0, where Θ̂ is the minimizer of the program associated
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with ρ. The following theorem, which we prove in Appendix E, states concisely that F̂ from this

E is comparatively analogous to Θ.

Theorem 9 Assume one of the following items:

• ρ is the Smith or replicator rule and Condition 2 holds. In this case, let E be the solution

of (7.2) with Θ̂11 = 0.

• ρ is the BNN rule and Condition 3 holds. In this case, let E be the solution of (7.3) with

Θ̂11 = 0.

Then, F̂ is comparatively analogous to Θ (see Definition 18).

Before proceeding with a numerical demonstration of Theorem 9, we discuss Condition 2

and Condition 3. The items (C1.1) and (C2.1) mainly enable us to employ Theorem 8 to infer

that ρ̂r1 , . . . , ρ̂rn are likely good estimates wheneverN is large. Since E outputs the payoff matrix

that best describes ρ̂r1 , . . . , ρ̂rn , the accuracy of ρ̂r1 , . . . , ρ̂rn is critical. As for (C1.2) and (C2.2),

the inequality ∥[xr1 . . . xr
n
]−1∥ < χ not only ensures that [xr1 . . . xr

n
] is invertible, but also

quantifies how distant xr1 , . . . , xrn are from each other. In a sense, when xr1 , . . . , xrn are nearby,

the information that ρ̂r1 , . . . , ρ̂rn carry about Θ is not “diverse.” This appears in our proofs when

we obtain the error in Θ̂ as a product of [xr1 . . . xrn ]−1 with terms that reflect the inaccuracies in

ρ̂r
1
, . . . , ρ̂r

n (for example, see equation (E.25) in Appendix E). Therefore, it is important to make

sure that χ is small when we have low confidence in ρ̂r1 , . . . , ρ̂rn . Finally, (C1.3) and (C2.3)

assure that ρ̂r1 , . . . , ρ̂rn have sufficient information about the payoff differences. Particularly,

when N is large, (C1.3) and (C2.3) imply that with high probability we observe a large number

of agents switching between i and j (in either direction) for any distinct strategies i and j.
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Remark 35 In the deployment scenario that motivates our work (see Section 7.1.2), we can make

sure that the first and second items in Condition 2 and Condition 3 hold. In such settings, we have

control over A and X1(0), . . . ,XA(0). Hence we can choose Xa(0) so that these items hold with

xr
a
= Xa(0) for all a ∈ V . Put differently, as we illustrate in the upcoming numerical example,

we can select A = n, X1(0), . . . ,XA(0) ∈ intη(∆) and ∥[X1(0) . . . XA(0)]−1∥ < χ. Even

better, this way, we can ensure that they hold for some η and χ of our choice.

Remark 36 If any two rows of Θ are equal, then Condition 1 and Condition 2 cannot hold. In

this case, at least two strategies have the same payoff at every population state value, rendering

(C1.3) and (C2.3) impossible. Conversely, if the rows of Θ are distinct, then (C1.3) or (C2.3)

hold for xr
1
, . . . ,xr

n
values belonging to an extensive subset of ∆.

The set

S :=
⋃

i,j∈V, j<i

{
ξ ∈ ∆ | (ei − ej)TΘx = 0

}

gives an important insight on (C1.3) and (C2.3). If (ei− ej)TΘ has nonzero entries for all i ̸= j,

then S is the intersection of ∆ with the union of (n(n − 1))-many hyperplanes. The hyperplane

{ξ ∈ ∆ | (ei − ej)TΘx = 0} divides ∆ into halfspaces, according to the order of the payoffs of

the strategies i and j. That is, the payoff of strategy i is greater than of j on one halfspace, and

vice versa on the other. Hence, S splits ∆ into regions in which the payoffs are distinct.

(C1.3) requires that we can find xr
1
, . . . ,xr

n
in the interiors of these regions. As for (C2.3),

for each i ∈ V , it asks that we can find xr
i

in the interior of the union of the regions where strategy

i has the lowest payoff. On the other hand, if Θ has rows that are equal, then S = ∆ and there

does not exist xr
1
, . . . ,xr

n
that satisfy (C1.3) or (C2.3). Figure 7.2 illustrates S by using the
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congestion game from Example 1.

(e1 − e3)TΘx = 0
(e2 − e3)TΘx = 0

(e1 − e2)TΘx = 0

(0, 0, 1) (1, 0, 0)

(0, 1, 0)

(a)

1

2

3

(0, 0, 1) (1, 0, 0)

(0, 1, 0)

(b)

Figure 7.2: Illustration of S for the congestion game in Example 1: (a) shows S on the simplex,
(b) shows the regions in which the strategy offering the smallest payoff is different (the numbers
indicate which strategy offers the lowest payoff). As a side note, the point where the lines
intersect is the Nash equilibrium of the game.

Remark 37 Similar to Remark 35, in the deployment setting, we have a way of making sure that

(C1.3) or (C2.3) holds.

Given any ς ∈ ∆, consider that we configure the agents so that the population state value

is ς . Once we observe a revision, we record which strategies were involved in this transition and

reconfigure the system to ς . If ρ is the Smith or replicator rule, then we repeat this process until

the observations satisfy item (i) below, and if ρ is the BNN rule, then we repeat it until until the

observations satisfy (ii):

(i) There is a switch between strategies i and j (in either direction) for all distinct i, j ∈ V .

(ii) There is a strategy i ∈ V from which a transition to every other strategy has occurred.

When the observations satisfy (i) or (ii), we know that the inequalities in respectively (C1.3) or

(C2.3) hold for xr
k
= ς and some γ.

As a result, we can use this test to obtain ς1, . . . , ςn that satisfy (C1.3) or (C2.3) with
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xr
k
= ςk. Namely, when ρ is the Smith or replicator rule, we reiterate the test until we find

ς1, . . . , ςn for which the observations satisfy (i). When ρ is the BNN rule, we need to reiterate the

test until we find ς1, . . . , ςn such that the observations from ςk satisfies (ii) with i = k for each

k ∈ V . In the deployment scenario we have control over X1(0), . . . ,XA(0). Therefore, after

obtaining ς1, . . . , ςn, we can set Xa(0) = ςa for all a ∈ V . This guarantees that (C1.3) or (C2.3)

hold with xr
a
= Xa(0).

Crucially, we do not need a large number of agents to perform this test. We can employ only

a small number of agents to discover ς1, . . . , ςn. Then, once we have ς1, . . . , ςn, we can deploy a

large number of agents to generate Xa
[0,Ta] from Xa(0) = ςa for all a ∈ V . We demonstrate this

idea in the upcoming numerical illustration.

7.4.2.2 Numerical Demonstration

Here, we demonstrate our entire results from Section 7.4, where we take Θ as the congestion

game in Example 1 with the parameter values in Section 7.4.1.3, and set ρ to be the Smith rule

with C = 5. To illustrate the ideas in Remark 35 and Remark 37, we consider a deployment

scenario in which we have control over the parameters N and A, as well as the initial states

X1(0), . . . ,XA(0). In the context of the congestion game, we can interpret this as programming

autonomous vehicles to generate traffic data.

Taking into account Remark 35 and Remark 37, our initial objective is to determine values

for A and X1(0), . . . ,XA(0) that satisfy Condition 1. To do this, we set A = 3 and pick

our candidate initial states as X1(0) = [0.1 0.1 0.8]T , X2(0) = [0.1 0.8 0.1]T , and X3(0) =

[0.8 0.1 0.1]T . With these choices, it follows immediately from Remark 35 that X1(0), X2(0),
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and X3(0) satisfy (C1.1) and (C1.2). So, the remaining verification step is to show that (C1.3)

holds.

To verify that X1(0), X2(0), and X3(0) satisfy (C1.3), we use the test in Remark 37. Recall

from this remark that we can perform this test with a small number of agents. So, we employ

10 agents and observe, after respectively 13, 43, and 27 iterations, that the strategy switching

samples from X1(0), X2(0), and X3(0) satisfy (i) in Remark 37.

With the assurance that X1
[0,T 1], X

2
[0,T 2], and X3

[0,T 3] satisfy Condition 1, we proceed to

simulate their sample paths. For the simulation, we set N = 7.5 · 105, λ = 1, and T 1 = T 2 =

T 3 = 2. We display the resulting sample paths in Figure 7.3.

(0.1, 0.1, 0.8)

(0, 0, 1) (1, 0, 0)

(0, 1, 0)

(a)

(0.1, 0.8, 0.1)

(0, 0, 1) (1, 0, 0)

(0, 1, 0)

(b)

(0.8, 0.1, 0.1)

(0, 0, 1) (1, 0, 0)

(0, 1, 0)

(c)

Figure 7.3: Sample paths from the simulation: (a) displays X1
[0,T 1], (b) displays X2

[0,T 2], and (c)
displays X3

[0,T 3].

Now, we estimate Θ from these sample paths. The first step of our estimation methodology

is to splitXa
[0,Ta] into segments using Algorithm 2 for each a ∈ {1, 2, 3}. Setting αN = ⌊1.2

√
N⌋

and executing Algorithm 2, we obtain R1 = 213, R2 = 216, and R3 = 173 segments (recall that

Ra is the number of segments from the a-th trajectory).

By construction, we know that Condition 1 holds with xr
a
= Xa(0) for each a ∈ {1, 2, 3}.

Therefore, we formulate the optimization problem (7.2) using the first segment from each trajectory.

That is, we use (ρ̂r
a
)3a=1 and (xr

a
)3a=1 that correspond to xr1 = X1(0), xr2 = X2(0), xr3 =
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X3(0), where Table 7.2 displays these (ρ̂r)3r=1 values.

The solution Θ̂, with Θ̂11 = 0, gives our payoff matrix estimate. We display the row

differences of Θ and Θ̂ in Table 7.3, where rows from top to bottom of each matrix in the table

are respectively the differences between the first and second, the first and third, and the second

and third rows. Crucially, observe that when F is linear, comparative analogousness boils down

to the proximity of (ei−ej)TΘ to (ei−ej)T Θ̂ for all i, j ∈ V . So, we can verify the performance

of Θ̂ from Table 7.3, which indeed shows that our game estimator produces consistent results.

ρ̂r
1

ρ̂r
2

ρ̂r
30.5063 0.4937 0

0 1 0
0.1724 0.6589 0.1687

  1 0 0
0.3440 0.4029 0.2531
0.1029 0 0.8971

 0.0153 0.7856 0.1991
0 1 0
0 0.5765 0.4235


Table 7.2: Estimates of strategy switching probabilities.

Row differences of Θ Row differences of Θ̂ −5 3.2 −2.8
−1.5 0.7 1.2
3.5 −2.5 4

 −4.9434 3.1252 −2.8584
−1.4766 0.6806 1.1770
3.4668 −2.4446 4.0354


Table 7.3: Row differences of Θ and Θ̂.

7.5 Practical Relevance

Comparative analogousness is fundamentally a measure of success for E . In this section,

we substantiate the practical relevance of this measure by proving two results. The first result

shows that, under some assumptions, we can use comparatively analogous F̂ to predict the

population state that any comparative learning rule and F induce. The second result reveals
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a relationship between the Nash equilibria of F and the Nash equilibria of F̂ . Notably, these

results are independent from Section 7.4: In this section, we focus on an arbitrary comparatively

analogous estimator, not necessarily the ones we derive in Section 7.4.2.

We emphasize that the applicability of comparatively analogous estimators are not limited

to our findings in this section. We may employ such estimators to make predictions on multi-

agent systems that are even outside the scope of the population games framework.

7.5.1 Finite-Horizon Prediction of the Population State

We often come across, or can implement, systems in which the agents’ strategic revisions

depend on the payoffs only through the payoff differences. In population games, this dependence

means that the learning rule is comparative. Meanwhile, if E is comparatively analogous to F ,

then F̂i − F̂j is close to Fi − Fj for all i, j ∈ V with high probability. Consequently, we should

be able to use F̂ to predict the population state resulting from F and any comparative rule. The

upcoming theorem, which we prove in Appendix E, follows from this reasoning. In this theorem,

we interpret the estimate F̂ as a random field and denote it by F̂ (see Section 7.3 for details).

Theorem 10 Let X̃ and X̂ be population states that are characterized by M -many agents,

Poisson rate λ′, learning rule ρ′, and respectively the games F and F̂ . Assume that X̂(0) is

independent from F̂ , and X̃ is independent from X̂, X1
[0,T 1], . . . ,X

A
[0,TA]. Moreover, assume that E

is comparatively analogous to F and ρ′ is comparative. If limM→∞ X̃(0) = limM→∞ X̂(0) = x0

for some x0 ∈ ∆, then for each T, ϵ, δ > 0 there exists N̄ ∈ N such that N > N̄ yields

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ > ϵ

)
< δ.
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To see the importance of Theorem 10, again consider the deployment setting in our motivation

(Section 7.1.2). Suppose that we would like to predict X̃ over a finite time interval without

knowing F , and can deploy agents to generate X1
[0,T 1], . . . ,X

A
[0,TA] through an experiment that

is independent of X̃ (in this experiment, ρ can be different from ρ′). Theorem 10 tells that if

M and N are large and X̃(0) = x0 with probability 1, then we can approximate X̃[0,T ] with an

(independent) simulation of X̂[0,T ] from the initial state x0.

7.5.2 Numerical Results on Predicting the Population State

0.1
0.12

0.14

0.2
0.4

0.4

0.6

0.8

(0.1,0.1,0.8)

X̃

X̂

(a)

0 0.2 0.4 0.6 0.8 1

0

0.5
1

0

0.5

1

(0.1,0.1,0.8)

X̃

X̂

(b)

Figure 7.4: Simulations of the population states resulting from F and F̂ : (a) shows a close-up of
the trajectories (b) displays the trajectories on the simplex.

We demonstrate Theorem 10 by revisiting our results from Section 7.4.2.2. Recall that

in Section 7.4.2.2 we specify the parameters of X, simulate 3 sample paths from it, and obtain

a payoff matrix estimate Θ̂ using these sample paths. Now, with the exception of replacing Θ

with its estimate Θ̂, we use the same parameters of X to simulate another sample path from

the initial state [0.1 0.1 0.8]T . We plot this sample path in Figure 7.4, which corresponds to
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X̂ in Theorem 10. For comparison, Figure 7.4 also displays the sample path with initial state

[0.1 0.1 0.8]T from Section 7.4.2.2, which corresponds to X̃ in Theorem 10. Observe from

the figure that the sample paths are indeed close to each other, as suggested by Theorem 10.

Particularly, the maximum Euclidean distance between the trajectories over time is less than

2.5 · 10−4.

7.5.3 Estimating the Nash Equilibria

Recall from Definition 3 that the Nash equilibria of F is given by

NE(F) :=
{
ξ ∈ ∆

∣∣∣∣ ξi > 0⇒ i ∈ argmax
j∈V

{Fj(ξ)}
}
.

Equivalently, as we highlight in Section 2.2, NE(F) is the set of fixed points of BF , where

bF : ∆ ⇒ {1, . . . , n} and BF : ∆ ⇒ ∆ are correspondences given by

bF(ξ) :=

{
i ∈ V | i ∈ argmax

j∈V
{Fj(ξ)}

}
,

BF(ξ) := {η ∈ ∆ | ηi > 0⇒ i ∈ bF(ξ)}.

Based on Remark 8 and the mean-field approximation discussion in Section 2.4, in many

prevalent cases, when X converges, it does so to a point in NE(F). Therefore, in such cases,

NE(F) predicts the long term aggregate strategic choices of the agents. Hence, estimating

NE(F) from sample path observations of X is desirable.

However, small changes inF can significantly alter its set of Nash equilibria3, meaning that

3This issue is not specific to population games. See Appendix E for an example and related references.
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approximating NE(F) using F̂ may not always be possible (see Appendix E for an example). In

what follows, we reveal a condition that guarantees such approximation.

Although its existing definitions do not accommodate F , the notion of essential equilibria

– introduced by [74] – is a refinement concept that requires the subset of the Nash equilibria to

be robust under small perturbations of the payoff mechanism. Specifically, a subset e of Nash

equilibria is “essential” if any small enough change in the game yields a Nash equilibria having

a subset close to e. We refer to [75, Section 1.4.4 and Section 1.4.5] for more information,

especially in comparison with other refinement concepts.

Let us denote the collection of (memoryless) games with n strategies by G and introduce

a metric d on G as d(F ,G) = supξ∈∆
∑n

i=1 |Fi(ξ) − Gi(ξ)|. Using this metric, we extend the

definition of essential equilibria to accommodate G as follows.

Definition 19 The set e ⊆ NE(F) is essential if for every ϵ > 0, there exists δ > 0 such that

for all G ∈ G satisfying d(F ,G) < δ it holds that NE(G) ∩ Nϵ(e) ̸= ∅. Here, Nϵ(e) is the

ϵ-neighborhood of e given by {η ∈ ∆ : infξ∈e ∥η − ξ∥ < ϵ}.

Intuitively, the conditions d(F ,G) < δ and NE(G) ∩ Nϵ(e) ̸= ∅ mean respectively that F

is close to G and there is a Nash equilibrium of G in the vicinity of e. Thus, Definition 19 agrees

with the robustness interpretation that we seek: e ⊆ NE(F) is essential if each game in a small

enough neighborhood of F has a Nash equilibrium close to e.

In Appendix E, we prove that every F ∈ G has an essential equilibrium. This implies that

NE(F) is essential whenever it is a singleton. Using this result and the definition of comparative

analogousness, we obtain the following theorem, which we formally prove in Appendix E.
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Theorem 11 Assume that F̂ is comparatively analogous to F and that F has a unique Nash

equilibrium. For every ϵ, δ > 0 there exists N̄ such that if N > N̄ and F̂ has a unique

Nash equilibrium, then P(∥x∗ − x̂∗∥ > ϵ) < δ, where {x∗} and {x̂∗} are respectively the Nash

equilibria of F and F̂ .

Namely, Theorem 11 tells that if F̂ is comparatively analogous to F , number of agents

N is large, and NE(F) and NE(F̂) are singletons, then NE(F̂) is close to NE(F) with high

probability.

Remark 38 One can pertinently raise that, in order to use Theorem 11, we need to know that

NE(F) is a singleton. Helpfully, the Nash equilibria of some classes of payoff mechanisms

have shown to be singletons. For example, potential games with strictly concave potentials [7,

Corollary 3.1.4] and strictly contractive games [7, Theorem 3.3.10] have single Nash equilibria

(see also Remark 6). We can determine if F falls into one of these categories by checking if it has

certain properties, without knowing what it exactly is. For instance, as we noted in Chapter 5,

congestion games, like the one in Example 1, are examples of potential games [7, Exercise 3.1.2].

In a congestion game, if a link’s delay is an increasing function of its utilization, then its potential

is strictly concave. Therefore, the congestion game in Example 1 is a potential game with a

strictly concave potential, meaning that it has a unique Nash equilibrium.

7.5.4 Numerical Results on Estimating Nash Equilibria

To illustrate Theorem 11, we again return to our results in Section 7.4.2.2 and compare the

Nash equilibria of the games induced by the matrices Θ and Θ̂ therein.

Let F̂ be a linear game with the matrix Θ̂. Then, the Nash equilibra of F̂ is approximately
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{(0.3325, 0.5936, 0.0739)}. As for the congestion game F in Example 1, which has matrix Θ,

we know from Remark 38 that NE(F) is a singleton.

Since both F and F̂ have unique Nash equilibria, Theorem 11 suggests that NE(F̂) is a

good estimate of NE(F). Indeed, NE(F) ≈ {(0.3353, 0.5896, 0.0751)}, which has an Euclidean

distance of 5 · 10−3 from NE(F̂).

7.6 Conclusion

In this chapter, we considered the multi-agent inverse reinforcement learning problem in

the context of population games. Specifically, we developed a methodology for estimating the

memoryless payoff mechanism F from sample path observations of the population state X. We

confined our attention to linear F and three well-known learning rules: The Smith, replicator

and BNN rules. Due to the way in which these learning rules depend on the payoffs, we

developed techniques for estimating F up to an additive constant, where our estimators converge

in probability as the number of agents generating X tends to infinity. We named such estimates

comparatively analogous and demonstrated their applicability in two ways. Throughout the

chapter, we illustrated our findings using a congestion game.
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Chapter 8: An Application to Optimal Electric Vehicle Charging Station Placement

The rapid growth in the number of electric vehicles (EVs) has led to significant challenges

in meeting their charging needs. Expanding the EV charging infrastructure faces several obstacles.

Firstly, substantial investments are needed to upgrade the power distribution system, as the

current grid capacity severely limits the placement of EV chargers. Additionally, obtaining

zoning approvals and permits for charger installations is a time-consuming process. Consequently,

it is unlikely that the number of chargers will keep up with the increasing number of EVs in

the foreseeable future. This situation could result in queues and disruptions to nearby traffic.

Therefore, the placement of charging stations to address these concerns is a crucial issue.

To tackle the problem of optimal charging station placement, we extend an open source

traffic simulator [15], developed by the UC Berkeley PATH Program. Originally designed for

analyzing traffic in wildfire evacuation scenarios, this tool has proven effective for simulating

traffic on a mesoscopic scale [16–18]. To adapt it for our needs, we integrated EV models and

charging stations to this simulator. We chose this tool over widely used microscopic simulators

because it executes faster, requires less data, and integrates EV charging behaviors more easily. In

what follows, we explain how the tool functions, how we extended it to model EVs and charging

stations, and then present our simulation results.
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8.1 The Simulator

In our pursuit of developing methodologies for optimal charging station placement, we

chose to enhance the capabilities of a traffic simulation tool [15] by the Berkeley PATH program.

This tool operates on a spatial-queue basis and has four key components: A link model, a node

model, a charging station model, and an agent model. During each timestep, the simulator

updates the state of each agent by running the node, link, and charging station models.

In the simulation, trips are modeled on the individual vehicle level. Every vehicle has

a predetermined origin, destination, and departure time. At the start of the simulation, we

determine each agent’s route as the fastest path from its origin to its destination. For electric

vehicles requiring charging, we assign the shortest path that includes a charging station. The

agent model keeps track of information such as the vehicle’s current position (link ID), among

other details.

Running part
(vehicle spends the free flow

time before joining the exit queue)

Exit queue

Figure 8.1: Spatial-queuing structure of a link.

The link and node models represent the roads and intersections in the roadway network,

using geospatial data sourced from OpenStreetMap. The link model organizes vehicles in a

spatial-queue format, as Figure 8.1 depicts. Meanwhile, the node model emulates the vehicle

behavior at intersections to prevent crossing conflicts. The following is a brief description of how

the node and link models interact with the agent model:
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• Once a vehicle enters a link, it must spend the link’s free flow travel time before joining the

link’s exit queue.

• If the physical length of the exit queue reaches the upstream end of the link, then no more

vehicles can enter the link (causing spillback).

• We assume that the links have a flow capacity of 1900 vehicles per hour per lane. The

number of vehicles that can enter/exit a link at a given time step is probabilistic and depends

on its inflow/outflow capacity.

• These capacities are updated with the removal or addition of a vehicle, ensuring that the

vehicle at the front of the exit queue has a higher probability of moving to its next link.

• The node model determines the movement of the vehicles at the intersections.

• At each time step, the node model moves vehicles from the front of each link’s exit queue

to their next links, provided that:

– Doing so does not exceed the length and inflow capacities of the next link or the

outflow capacity of the current link.

– They do not have conflicting turn-directions with respect to a primary moving vehicle

(e.g., vehicles with perpendicular directions cannot move).

• All intersections are non-signalized and vehicles entering an intersection have equal priority,

except in roundabouts where they have higher priority.

We augment this basic simulator by incorporating models of EVs and charging stations.

Our extension ensures that EVs requiring a recharge visit charging stations before concluding
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their journeys. We model each charging station as a 3-stage process, consisting of an entrance

queue, charging ports, and an exit queue. When a vehicle enters a charging station, it joins the

end of the entrance queue. At each timestep, if there is an available charging port, the vehicle at

the front of the entrance queue moves to that port, and the queue is adjusted accordingly. The

charge levels of vehicles at the ports increase by a certain amount at each timestep. Once a

vehicle reaches its target charge and there is space in the exit queue, it proceeds to the end of the

queue. Vehicles then return to the traffic flow in a first-in first-out basis. The entrance and exit of

the charging station follow a standard node model, adhering to standard traffic rules. Figure 8.2

illustrates the charging station operations that we just described. Recall that an EV that needs to

charge visits the station that minimizes the distance of its entire trip.

E E

. . .

E E

Charging Ports

Entrance Queue Exit Queue

Figure 8.2: Illustration of a charging station.

For more information on the simulator, excluding the charging behavior and stations, we

refer to [15–17].
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(a) (b)

Figure 8.3: Area of interest in College Park, exported from OpenStreetMap. The figure in (b)
highlights the roads that the vehicles can take.

8.2 Case Study

Having augmented the simulator to allow for EVs and their charging behavior, we use it to

find optimal charging station locations in a neighborhood of College Park, MD. Specifically, we

consider the region of College Park within the coordinates 38.98211◦ N, 38.975◦ S, −76.93006◦

E, −76.93704◦ W, portrayed in Figure 8.3.

We export the geographic data for this neighborhood from OpenStreetMap and extract the

road information. The resulting road network is plotted in Figure 8.4, which contains information

such as the roads’ lengths, number of lanes, speed limits, geometric information, etc. We note

that these are only the roads that are open for automobiles.

Now, we select candidate charging station locations on the extracted roadway network. We

choose four candidate locations, with the intention of installing only two charging stations at these

sites. In addition, we assume that the agents originate from the same location simultaneously and
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Figure 8.4: Roadway network extracted from the OpenStreetMap data displayed in Figure 8.3.

have the same destination. These candidate station locations, the origin and the destination can

be seen in Figure 8.5

We designate one-third of the agents as electric vehicles (EVs), while assuming that each

EV requires charging. The entrance, charging port, and exit queues of the stations are all assumed

to have a capacity of 10 vehicles. Additionally, we generate a simultaneous demand of 10

vehicles. Due to the simulator’s probabilistic nature, we conduct 100 iid simulations using these

parameters. We then identify the two station locations that minimize the average total travel

time, where the average is over the number of simulations. The box plots in Figure 8.6a illustrate

the travel times from these simulations. The optimal station locations, as determined from these

simulations, can be seen in Figure 8.6b.

Figure 8.6a indicates that the travel times from enumerations 4 and 6 are very similar. Both

of these location pairs include the station depicted in Figure 8.6b that is closer to the origin.

Because the agents choose routes that minimize their travel distance, they predominantly use

the station closest to the origin. Nonetheless, it turns out that this concentration of traffic at the
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Figure 8.5: Roadway network with the candidate station locations, and the origin-destination
nodes highlighted. Green nodes represent station locations, the blue node is the origin, and the
red one is the destination.

(a) Total travel times from the simulation with 10 vehicles.
(b) Optimal station locations from
the travel times plotted in (a).

Figure 8.6: Simulation results for 10 vehicles.
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(a) Total travel times from the simulation with 100 vehicles.
(b) Optimal station locations from
the travel times plotted in (a).

Figure 8.7: Simulation results for 100 vehicles.

nearest charging station does not significantly increase congestion, making it the optimal choice.

Conversely, when conducting the same simulations with 100 vehicles, we obtain the box

plot in Figure 8.7a. Here, we observe that overloading the station closest to the origin leads to a

more significant rise in travel time. The optimal station locations for this scenario are depicted in

Figure 8.7b.

8.3 Future Work

Future extensions of our work in this chapter can include conducting larger scale simula-

tions using realistic origin-demand data. Utilizing actual demand data, such as from the Maryland

GIS Data Catalog of the Maryland Department of Transportation, would be highly valuable.

Another avenue for exploration is to investigate how varying the assumptions regarding the

agents’ route and station choices impact the optimal station locations. For example, we could
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assume that a certain fraction of agents follow specific routes, akin to a congestion game (refer

to Example 1).

Additionally, dynamic simulations could be conducted by repeatedly introducing vehicles

into the simulation. In such scenarios, it would be particularly interesting to study the effects of

vehicles’ strategic behavior, potentially incorporating a route revision mechanism dependent on

traffic conditions, akin to the revision paradigm in Section 2.3. This would allow us to verify

whether specific assumptions regarding agents’ strategic behavior lead to convergence to Nash

equilibria, thereby challenging the theoretical results presented in Chapters 2 through 6.
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Appendix A: Auxiliary Results for Chapter 3

In this appendix, we present the proofs of Theorem 1 and Proposition 1. Before doing

so, we define a partial order ≻ (respectively ⪰) on the elements of Rnl as follows: Given any

ξ, η ∈ Rnl we write ξ ≻ η (respectively ξ ⪰ η) if and only if ξi > ηi (respectively ξi ≥ ηi) for all

i ∈ V l. Moreover, given λl ∈ Rnl and b̄l, bl ∈ R with b̄l > bl, we use a slight abuse of notation

and let b̄l ≻ λl ≻ bl (respectively b̄l ⪰ λl ⪰ bl) denote b̄l > λli > ll (respectively b̄l ≥ λli ≥ bl)

for all i ∈ V l. We drop the superscript l in the proofs for notational convenience.

A.1 Proof of Theorem 1

We want to show that the candidate δ-storage function S, given by (3.5), satisfies δ-

passivity for IPC rules that meet either n = 2 or condition (3.6).

Let us begin by noting that the EDM resulting from an IPC rule ϕ and revision rates

λ1, . . . , λn is given for all i ∈ V , ξ ∈ ∆ and π ∈ P by

Vi(ξ, π) =
n∑
j=1

ξjλjϕi(πi − πj)−
n∑
j=1

ξiλiϕj(πj − πi). (A.1)
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In addition, we remind that we defined S, ψ and γ in Chapter 3 as specified by

S l(ξl, πl) :=
nl∑
i=1

λliξ
l
i

 nl∑
k=1

ψlk(π
l
k − πli)

 ,

ψlk(π
l
k − πli) :=

∫ πlk−π
l
i

0

ϕlk(s)ds,

γli(π
l) :=

nl∑
k=1

ψlk(π
l
k − πli).

With the S and V given above, we have

∂S
∂ξ

(ξ, π)V(ξ, π) + ∂S
∂π

(ξ, π)ν =
n∑
i=1

λiVi(ξ, π)γi(π) + νTV(ξ, π).

Hence, in order to reach our goal, we can define S as

S(ξ, π) = −
n∑
i=1

λiVi(ξ, π)γi(π) (A.2)

and prove, assuming n = 2 or (3.6), that S and S are non-negative and satisfy (2.6b), (2.6c).

To begin with, non-negativity of ϕ, ξ and λ imply that S is non-negative. Moreover,

plugging S to [8, Lemma 4] it follows that S satisfies (2.6b). Thus we are left with the analysis

of non-negativity of S and conditions under which S satisfy (2.6c). We partition the remainder

of the proof to 2 steps. Step (i) discusses the non-negativity of S and step (ii) establishes the

validity of (2.6c).

Step i: In this step we discuss the non-negativity of S. With our choice of δ-storage

function, results that we get for n = 2 and n ≥ 3 differ and we split our analysis for these

two cases as well.
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n = 2: Under n = 2, we will show that S is non-negative for all λ ≻ 0. For this case,

−S(ξ, π) = (λ1(ξ2λ2ϕ1(π1 − π2)− ξ1λ1ϕ2(π2 − π1))ψ2(π2 − π1)

+ λ2(ξ1λ1ϕ2(π2 − π1)− ξ2λ2ϕ1(π1 − π2))ψ1(π1 − π2)). (A.3)

Let us analyze the cases π1 = π2, π1 > π2 and π1 < π2 separately. When π1 = π2, (A.3) becomes

0 by the sign preservation of ϕ. If we assume π1 > π2, then (A.3) becomes −λ22ξ2ϕ1(π1 −

π2)ψ1(π1 − π2) which is non-positive for all ξ ∈ ∆ and λ ≻ 0. If π1 < π2, then (A.3) becomes

−λ21ξ1ϕ2(π2 − π1)ψ2(π2 − π1) which is again non-positive for all ξ ∈ ∆ and λ ≻ 0.

n ≥ 3: Results that we have for the n = 2 and n ≥ 3 differ in the sense that, when n ≥ 3 we

show non-negativity of S only for IPC rules satisfying (3.6). Hence, in what follows we assume

that (3.6) holds. Let us denote u := maxi∈V λi and l := mini∈V λi, so (3.6) can be written as

u/l < λ̄ϕ. Notice that

−S(ξ, π)

=
n∑
i=1

γi(π)λi

(
n∑
j=1

ξjλjϕi(πi − πj)

)

−
n∑
i=1

γi(π)λi

(
n∑
j=1

ξiλiϕj(πj − πi)

)

=
n∑
i=1

n∑
j=1

ξjϕi(πi − πj)λj(λiγi(π)− λjγj(π))

=


∑n

i=1 ϕi(πi − π1)λ1(λiγi(π)− λ1γ1(π))

...∑n
i=1 ϕi(πi − πn)λn(λiγi(π)− λnγn(π))



T

ξ.
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From ξ ⪰ 0, it follows that −S(ξ, π) ≤ 0 for all u ⪰ λ ⪰ l, ξ ∈ ∆ and π ∈ Rn if and only if the

inequality below holds:

sup
k∈V,π∈Rn,u⪰λ⪰l

{ ∑
i∈V \{k}

ϕi(πi − πk)λk(λiγi(π)− λkγk(π))

}
≤ 0. (A.4)

We can take supremum with respect to one set of the variables, and then take the supremum of

the resulting expression with respect to the ones left [76]. We first choose to take supremum with

respect to λ. Fixing any k ∈ V and π ∈ Rn, since γi and ϕi are non-negative for all i ∈ V , the

expression on the left-hand side of (A.4) is maximized with respect to λwhen λi/λk is maximized

for all i ∈ V \ {k}. Due to the box constraint u/l ≥ λi/λk ≥ l/u, we have that for any i ∈ V ,

supremum of λi/λk is reached when λi/λk = u/l. Thus (A.4) holds if and only if the following

holds for every k ∈ V and π ∈ Rn:

n∑
i=1

ϕi(πi − πk)
(u
l
γi(π)− γk(π)

)
≤ 0. (A.5)

Notice that if
∑n

i=1 ϕi(πi − πk)γi(π) = 0, then (A.5) is satisfied, meaning that (A.5) holds if and

only if

u

l
≤ inf

k∈V,π∈Rn s.t.∑n
i=1 ϕi(πi−πk)γi(π)̸=0

{
γk(π)

∑n
i=1 ϕi(πi − πk)∑n

i=1 ϕi(πi − πk)γi(π)

}
. (A.6)

Since (3.6) holds by assumption, (A.6) is satisfied with strict inequality. Thus, S(ξ, π) ≥ 0 for

all ξ ∈ ∆ and π ∈ Rn.

Step ii: In the second step, we discuss under what conditions S satisfies (2.6c). Similar to

Step i, with our choice of δ-storage function, results that we obtain for the n = 2 and n ≥ 3 cases
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differ.

n = 2: Assuming n = 2, we show that S(ξ, π) = 0 if and only if V(ξ, π) = 0 for all λ ≻ 0.

We present a proof of the “if”-direction by analyzing the cases π1 = π2, π1 > π2 and

π1 < π2 separately. Recall that when n = 2, the function S is given by (A.3).

To begin with, if π1 = π2, then (A.3) is 0. Nonetheless, in this case V(ξ, π) = 0 due to the

sign-preservation of IPC rules.

Now assume π1 > π2: Then, S(ξ, π) = −λ22ξ2ϕ1(π1 − π2)ψ1(π1 − π2), but since ϕ1(π1 −

π2) > 0 and ψ1(π1 − π2) > 0, we see that S(ξ, π) = 0 implies ξ2 = 0. Moreover, from π1 > π2,

we have ϕ2(π2 − π1) = 0. Combining these, we get V(ξ, π) = 0.

Finally, for the case where π2 > π1, we have S(ξ, π) = −λ21ξ1ϕ2(π2 − π1)ψ2(π2 − π1).

But since ϕ2(π2 − π1) > 0 and ψ2(π2 − π1) > 0 we see that S(ξ, π) = 0 implies ξ1 = 0. From

π2 > π1, we also have ϕ1(π1 − π2) = 0. These together again yields V(ξ, π) = 0. Hence, we

arrive at S(ξ, π) = 0 implies V(ξ, π) = 0.

For the only if part, assume V(ξ, π) = 0. Then, since S(ξ, π) = −
∑n

i=1 λiVi(ξ, π)γi(π),

it follows that S(ξ, π) = 0. As a result S(ξ, π) = 0 if and only if V(ξ, π) = 0.

n ≥ 3: Now assume n ≥ 3. We will show that, for all IPC rules satisfying (3.6) we have

S(ξ, π) = 0 if and only if V(ξ, π) = 0. Recall that

S(ξ, π) = −
n∑
i=1

n∑
j=1

ξjϕi(πi − πj)λj(λiγi(π)− λjγj(π)).

Given any j ∈ V , there are three possibilities: Out of π1, . . . , πn it must be that, πj is the largest,

πj is the second largest, or there exist l,m ∈ V \ {j} such that πm > πl > πj . We analyze these

three cases separately.

129



If j is such that πj is the largest, then for all i ∈ V , ϕi(πi − πj)λj(λiγi(π)− λjγj(π)) = 0,

and any ξj gives ξjϕi(πi − πj)λj(λiγi(π)− λjγj(π)) = 0.

In the second case, πj is the second largest. Let us denote I := {i ∈ V | πi > πj},

so I is the set of strategies having greater payoff than that of j. For any l ∈ I we have that

γl(π) =
∑n

k=1 ψk(πk − πl) = 0 and γj(π) =
∑n

k=1 ψk(πk − πj) ≥ ψl(πl − πj) > 0. However,

for any k ∈ V \ I we have ϕk(πk − πj) = 0, implying ϕk(πk − πj)λk(λkγk(π)− λjγj(π)) = 0.

Therefore,

n∑
i=1

ϕi(πi − πj)λj(λiγi(π)− λjγj(π))

=
∑
k∈V \I

ϕk(πk − πj)λk(λkγk(π)− λjγj(π)) +
∑
l∈I

ϕl(πl − πj)λl(λlγl(π)− λjγj(π)) < 0.

Finally, if j is such that there exist l,m ∈ V \ {j} with πm > πl > πj , then γl(π) =∑n
k=1 ψk(πk−πl) > 0, meaning that

∑n
i=1 ϕi(πi−πj)γi(π) ≥ ϕl(πl−πj)γl(π) > 0. Consequently,

(3.6) can be utilized to arrive at the following: For all π ∈ Rn such that there exists l,m ∈ V \{j}

with πm > πl > πj , it holds that (u/l) < (γj(π)
∑n

i=1 ϕi(πi − πj))/(
∑n

i=1 ϕi(πi − πj)γi(π)).

This implies for all π ∈ Rn with l,m ∈ V \ {j} satisfying πm > πl > πj that

n∑
i=1

ϕi(πi − πj)λj(λiγi(π)− λjγj(π)) ≤
n∑
i=1

ϕi(πi − πj)l
(u
l
γj(π)− γi(π)

)
< 0.

From the analysis of these three cases, it becomes evident that S(ξ, π) = 0 if and only if

ξj > 0 only when j ∈ argmaxk∈V πk. Hence, S(ξ, π) = 0 if and only if ξ ∈ argmaxη∈∆ η
Tπ.

Finally, by the Nash stationarity of IPC rules we arrive at S(ξ, π) = 0 if and only if V(ξ, π) = 0.

■
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A.2 Proof of Proposition 1

Assume n ≥ 3 and notice that, under Assumption 1, we can substitute ϕi with ϕ̄ (also

denote ψ̄(ν) = ∫ ν0 ϕ̄(s)ds for ν ∈ R and γ̄i(π) =
∑n

k=1 ψ̄(πk − πi) for i ∈ V , π ∈ Rn) to rewrite

(3.7) as

λ̄ϕ(n) = min
k∈V

inf
π∈Θk

O(k, π), (A.7)

where

O(k, π) := γ̄k(π)
∑n

i=1 ϕ̄(πi − πk)∑n
i=1 ϕ̄(πi − πk)γ̄i(π)

,

Θk :=

{
π ∈ Rn

∣∣∣∣ n∑
i=1

ϕ̄(πi − πk)γ̄i(π) ̸= 0

}
.

In what follows, we show that the right hand side of (3.9) is a lower bound to (A.7). Our approach

consists of three steps. (i) First, we show that without loss of generality we can fix k in (A.7)

to be n, effectively discarding the minimization over k. (ii) Then, we prove that the value of

infπ∈Θn O(n, π) is unchanged when we introduce the additional constraint π1 ≥ · · · ≥ πn.

(iii) Finally, by exploiting the fact that ϕ̄ is non-decreasing, we derive a lower bound to the

value of infπ∈Θn O(n, π) under the additional constraint π1 ≥ · · · ≥ πn.

Step i: We begin by showing that (A.7) is equal to infπ∈Θn O(n, π). Given k, l ∈ V and π ∈ Θk,

let us construct π̃ by swapping the values of the k-th and l-th indices of π. Then, π̃ ∈ Θl and

O(k, π) = O(l, π̃). Therefore, infimum of O(k, π) over π ∈ Θk is independent of k, implying

that without loss of generality we can fix the k in (A.7) to be n and discard the minimization over

k. Hence, we can conclude from (A.7) that λ̄ϕ(n) = infπ∈Θn O(n, π).
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Step ii: Now we prove that the value of infπ∈Θn O(n, π) does not change when the additional

constraint π1 ≥ π2 ≥ · · · ≥ πn is imposed on the problem.

First, observe that for any given π in Θn, we have that O(n, π) = O(n, π̃) for any π̃

constructed from π by arbitrarily permuting the first n − 1 entries and leaving the n-th entry

unchanged. Therefore, imposing the additional constraint π1 ≥ π2 ≥ · · · ≥ πn−1 does not

change infπ∈Θn O(n, π).

Second, we will show that the infimum is unchanged even if we impose the more stringent

constraint π1 ≥ π2 ≥ · · · ≥ πn−1 ≥ πn. Specifically, we will show that given any π in Θn

with π1 ≥ · · · ≥ πn−1, there exists a π̃ in Θn satisfying π̃1 ≥ · · · ≥ π̃n−1 ≥ π̃n for which

O(n, π) = O(n, π̃). To do so, we take an arbitrary π in Θn satisfying π1 ≥ · · · ≥ πn−1. From

π ∈ Θn, it follows that π1 ≥ πn, since otherwise we would have
∑n

i=1 ϕ̄(πi − πn)γ̄i(π) = 0.

Thus, for any π ∈ Θn we either have πn−1 ≥ πn, or there is m in {2, . . . , n − 1} such that

π1 ≥ π2 ≥ · · · ≥ πm−1 ≥ πn > πm ≥ · · · ≥ πn−1. If π is such that πn−1 ≥ πn, then taking

π̃ = π gives the desired result. On the other hand, if there is m in {2, . . . , n − 1} such that

π1 ≥ π2 ≥ · · · ≥ πm−1 ≥ πn > πm ≥ · · · ≥ πn−1, then we construct π̃ by setting π̃i = πn for all

i in {m, . . . , n} and π̃j = πj for all j in {1, . . . ,m−1}. We can now verify by direct substitution

that for the constructed π̃ it holds that O(n, π) = O(n, π̃) and π̃ is in Θn, which concludes our

proof of the second step.

Thus, defining the vectors ϕ̃n(π) and γ̄(π) as

ϕ̃n(π) :=


(ϕ̃n)1(π)

...

(ϕ̃n)n(π)

 =


ϕ̄(π1−πn)∑n−1
i=1 ϕ̄(πi−πn)

...

ϕ̄(πn−πn)∑n−1
i=1 ϕ̄(πi−πn)

 , γ̄(π) :=


γ̄1(π)

...

γ̄n(π)

 ,
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we have shown up to this point that

λ̄ϕ(n) = inf
π∈Rn s.t. π1≥···≥πn,

ϕ̃Tn (π)γ̄(π)̸=0

1

ϕ̃Tn (π)γ̄(π)/γ̄n(π)
. (A.8)

Note that for π ∈ Rn satisfying ϕ̃Tn (π)γ̄(π) ̸= 0 and π1 ≥ · · · ≥ πn, there is m ∈ {1, . . . , n− 1}

such that πm > πn, which in turn implies γ̄n(π) =
∑n

k=1 ψ̄(πk − πn) ≥ ψ̄(πm − πn) > 0.

Step iii: As for the final step, we will derive a lower bound for (A.8). From the proof of [7,

Theorem 7.2.9] it is known that for any i, j ∈ V , the inequality πi ≥ πj implies γ̄i(π) ≤ γ̄j(π).

Hence, under the constraint π1 ≥ · · · ≥ πn, we have 0 = γ̄1(π) ≤ · · · ≤ γ̄n(π). Thus, for all

π ∈ Rn such that π1 ≥ · · · ≥ πn and
∑n

i=1 ϕ̄(πi − πn)γ̄i(π) ̸= 0 we have

ϕ̃Tn (π)
γ̄(π)

γ̄n(π)
≤

n−1∑
i=2

(ϕ̃n)i(π) = 1− (ϕ̃n)1(π)

The function ϕ̄ being non-decreasing implies under the constraints π1 ≥ · · · ≥ πn and
∑n

i=1 ϕ̄(πi−

πn)γ̄i(π) ̸= 0 that (ϕ̃n)1(π) ≥ 1/(n− 1). As a result,

ϕ̃Tn (π)
γ̄(π)

γ̄n(π)
≤ 1− 1

n− 1
=
n− 2

n− 1
,

meaning that (n− 1)/(n− 2) is a lower bound to (A.8). ■
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Appendix B: Auxiliary Results for Chapter 4

Before presenting the proofs of Theorems 3 and 4, we summarize some of the notation

that we consistently use, and also introduce some auxiliary notation. We use Rn
≥0, Rn

>0 and Rn
≤0

to symbolize respectively the n-dimensional non-negative, positive and non-positive orthants.

Given S ⊂ Rn, we use int(S) and bd(S) to denote respectively the interior and boundary of S,

and define Rn
∗ := Rn \ int(Rn

≤0). Furthermore, we define Λ to be the n-by-n diagonal matrix

with its (i, i)-th entry given by λi. Lastly, given a sign preserving RM-EPT rule ρ, we conform

to the notation in Definition 13 and use φ to write it as in (4.4).

B.1 Proof of Theorem 3

Assume that ρ is a sign preserving RM-EPT rule. Our aim is to show that (NS) holds

for all λ ∈ Rn
>0, i.e. the EDM satisfies the equivalence: ξ ∈ argmaxη∈∆ η

Tπ if and only if

V(ξ, π) = 0 for all λ ∈ Rn
>0. But first, we give an auxiliary result. Recall that λi > 0 for all

i ∈ V . Hence, ξ ∈ argmaxη∈∆ η
Tπ if and only if Λξ/(λT ξ) ∈ argmaxη∈∆ η

Tπ. Moreover,

from [12, Proposition 3.4], we know that ξ ∈ argmaxη∈∆ η
Tπ if and only if π̂ ∈ bd(Rn

∗ ).

Therefore, we arrive at π̂ ∈ bd(Rn
∗ ) if and only if π̃ ∈ bd(Rn

∗ ).

Now, we return to the proof of (NS). Assume that ξ ∈ argmaxη∈∆ η
Tπ. Then, from the

auxiliary result given above, it follows that π̃ ∈ bd(Rn
∗ ). Since φ is sign preserving, π̃ ∈ bd(Rn

∗ )
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implies that V(ξ, π) = 0. Thus, V(ξ, π) = 0 whenever ξ ∈ argmaxη∈∆ η
Tπ.

For the reverse direction, we prove the contrapositive. Assume that ξ /∈ argmaxη∈∆ η
Tπ

and define J := {j ∈ V | π̃j > 0}. Note that ξ ∈ argmaxη∈∆ η
Tπ if and only if (Λξ/(λT ξ))Tπ ≥

πj for all j ∈ V . So, it follows from ξ /∈ argmaxη∈∆ η
Tπ that J ̸= ∅. We proceed by showing

that this implies the existence of a k ∈ V for which π̃k ≤ 0 and ξk > 0. Since (Λξ/(λT ξ))T π̃ = 0,

we have
∑

j∈J λjξjπ̃j+
∑

j∈Jc λjξjπ̃j = 0, where we denote J c := V \J . There are two possible

cases: Either ξj = 0 for all j ∈ J or there exists i ∈ J such that ξi > 0. The first case implies,

because
∑n

j=1 ξj = 1, that there is a k ∈ J c such that ξk > 0. Now consider the second case, i.e.,

there is an i ∈ J such that ξi > 0. Then, due to i ∈ J and
∑

j∈J λjξjπ̃j +
∑

j∈Jc λjξjπ̃j = 0, it

must be that
∑

j∈Jc λjξjπ̃j < 0. Consequently, there exists k ∈ J c such that ξk > 0. Hence, in

both cases, there exists a k ∈ V for which π̃k ≤ 0 and ξk > 0. Finally, we leverage this to show

that V(ξ, π) ̸= 0. Since φ is sign preserving and π̃k ≤ 0 we have that φk(π̃) = 0. Therefore,

Vk(ξ, π) =
n∑

j=1,j ̸=k

λjφk(π̃)ξj −
n∑

j=1,j ̸=k

λkφj(π̃)ξk

= −λkξk
n∑

j=1,j ̸=k

φj(π̃). (B.1)

Observe that k /∈ J , together with J ̸= ∅, implies
∑n

j=1,j ̸=k φj(π̃) > 0. Combining this with

ξk > 0 and λi > 0 for all i ∈ V , we conclude that (B.1) is negative. As a result, (ξ, π) is not a

rest point of V . ■
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B.2 Proof of Theorem 4

Now, we present a proof of Theorem 4. Let ρ be a sign preserving RM-EPT rule. Our aim

is to show that the EDM satisfies V(ξ, π)Tπ > 0 whenever V(ξ, π) ̸= 0. Observe that

V(ξ, π)Tπ =
(

Λξ
λT ξ

)T
π

n∑
i=1

Vi(ξ, π) +
n∑
i=1

π̃iVi(ξ, π).

From
∑n

i=1 Vi(ξ, π) = 0, the above equality simplifies to

V(ξ, π)Tπ =
n∑
i=1

π̃i

n∑
j=1,j ̸=i

(λjφi(π̃)ξj − λiφj(π̃)ξi) .

Furthermore, notice that

n∑
i=1

π̃i

(
n∑

j=1,j ̸=i

λjφi(π̃)ξj −
n∑

j=1,j ̸=i

λiφj(π̃)ξi

)

=
n∑
i=1

π̃iφi(π̃)
n∑

j=1,j ̸=i

λjξj −
n∑
i=1

π̃iλiξi

n∑
j=1,j ̸=i

φj(π̃)

=
n∑
i=1

π̃iφi(π̃)
n∑

j=1,j ̸=i

λjξj, (B.2)

where the last equality follows from
∑n

i=1 π̃iλiξi = 0. Now, assume that V(ξ, π) ̸= 0. Then,

since sign preserving RM-EPT rules satisfy (NS), there exists a strategy k for which π̃k > 0.

Moreover, it must be that ξk < 1, because otherwise π̃k would have been 0. These, combined

with the sign preservation of φ, imply that

n∑
i=1

π̃iφi(π̃)
n∑

j=1,j ̸=i

λjξj > π̃kφk(π̃)
n∑

j=1,j ̸=k

λjξj > 0.
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As a result, we conclude that (B.2) is positive. ■
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Appendix C: Auxiliary Results for Chapter 5

To simplify the notation in the upcoming proofs, we introduce some auxiliary states and

characterize their dynamics. Given any l ∈ {1, . . . ,m}, letEl be the n×nmmatrixEl := In⊗eTl ,

where el is the l-th standard basis vector in Rm. Moreover, given ξ ∈ Rnm we denote

ξ̃ :=

[
(E1 − Em)ξ . . . (Em−1 − Em)ξ

]T
.

Now, let us introduce the auxiliary states y, δ and x̃:

y :=

[
y1,1 . . . y1,m−1 . . . yn,1 . . . yn,m−1

]T
,

δ :=

[
δT1 . . . δTm−1

]T
, x̃ :=

[
x̃1 . . . x̃m−1

]T
,

where, for each i ∈ V and l ∈ {1, . . . ,m− 1}, we set

δl :=

[
y1,l . . . yn,l

]T
,

x̃l := (El − Em)x,

and define yi,l to be a solution of ẏi,l =
∑n

j=1 ϕi(pi − pj)xj,l − λxi,l. Notice that, from the
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definition of x̃ that we have ˙̃xl = (El − Em)ẋ. Consequently,

˙̃x = λAx̃+B ˙̄x, (C.1)

where we remind that A and B are given in (5.4).

Moreover, let us define Φ : Rn → Rn×n as the matrix-valued function given for all π ∈ Rn

by

Φij(π) =


ϕi(πi − πj), if i ̸= j,

∑n
j=1 ϕj(πj − πi), if i = j.

Then, for all l ∈ {1, . . . ,m− 1}, we can write

δ̇l = Φ(p)Elx− Φ(p)Emx = Φ(p)x̃l. (C.2)

C.1 Proof of Theorem 5

Since F is a potential game, it has a potential f as specified in Definition 9. Let us define

L : Rnm → R by L(ξ) = −f(ξ̄). Taking the time-derivative of L along the trajectories of the

Erlang PC-EDM yields

− d

dt
f(x̄)

= −(∇f(x̄))T ˙̄x

= −
n∑
i=1

pi

m∑
l=1

ẋi,l
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= −
n∑
i=1

pi

(
n∑
j=1

xj,mρji(x̄, p)−
n∑
j=1

xi,mρij(x̄, p)

)

= −
n∑
i=1

n∑
j=1

xi,mϕi,j(p)(pj − pi)

≤ 0, (C.3)

where the inequality in (C.3) follows from the sign-preservation property of PC rules. Moreover,

the inequality in (C.3) holds with equality if and only if, whenever i, j ∈ V and t ≥ 0 satisfies

pj(t) > pi(t), we have xi,m(t) = 0.

Therefore, noting that ∆nm is compact and positively invariant under (EEDM), it follows

from LaSalle’s invariance principle [77, Theorem 3.4] that x converges to the largest subset of E

that is invariant under the Erlang PC-EDM, where

E :=

{
ξ ∈ ∆nm

∣∣∣∣ ξi,m > 0 =⇒ i ∈ argmax
j∈V

Fj(ξ̄)
}
.

Now, we show that such largest invariant subset of E is M := {ξ ∈ ∆nm | ξ̄ ∈ NE(F)}.

To begin with, notice that M ⊆ E. Furthermore, observe that for all t ≥ 0 satisfying

x(t) ∈ E, we have ˙̄x(t) = 0. This implies that M is invariant under the PC Erlang EDM.

To show that M is the largest of the invariant subsets of E under the PC Erlang EDM, we

proceed by contradiction. So assume that there is a set M̂ ⊆ E that is invariant under the PC

Erlang EDM, while also satisfying M ⊂ M̂. Then, there is ξ ∈ M̂ such that ξ̄ /∈ NE(F) and

x with x(0) = ξ remains in M̂ for all t ≥ 0. In what follows, we assume that x(0) = ξ and

arrive at a contradiction by showing that the resulting x leaves E (therefore leaves M̂). Since

ξ̄ /∈ NE(F), there exists i∗ ∈ V for which ξ̄i∗ > 0 and i∗ /∈ argmaxj∈V Fj(ξ̄). In other
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words, there is a strategy i∗ such that ξ̄i∗ > 0 and i∗ is sub-optimal at t = 0. Observe from

(EEDMb) that ξ̄i∗ > 0 implies xi∗,m(t) > 0 for all t > 0. Moreover, define G : R≥0 → R≥0

as G(t) = maxj∈V Fj(x̄(t)) − Fi∗(x̄(t)). Because G is continuous and G(0) > 0, there exists η

such that G(t) > 0 for all t ∈ [0, η]. Hence, within the time interval [0, η], the strategy i∗ stays

sub-optimal. However, xi∗,m(t) > 0 for all t ∈ [0, η], meaning that x leaves E. As a result, M̂ is

not invariant under the Erlang PC-EDM. ■

C.2 Proof of Corollary 4

If F has a strictly concave potential f , then NE(F) = {ξ̄∗}, where ξ̄∗ is the unique

maximizer of f over ∆ (see [7, Corollary 3.1.4] and Remark 6). From Theorem 5, it follows

that limt→∞ x̄(t) = ξ̄∗. Moreover, ˙̄x is uniformly continuous, because ρ and F are Lipschitz

continuous and x takes values in a compact set. Hence, leveraging Barbalat’s lemma, we obtain

limt→∞ ˙̄x(t) = 0.

Now, consider the dynamics (C.1) of the auxiliary state x̃, defined at the beginning of this

appendix. From the matrix A (given in (5.4)) being Hurwitz and limt→∞ ˙̄x(t) = 0, we have

limt→∞ x̃(t) = 0. Consequently, limt→∞ |xi,l(t)− xi,m(t)| = 0 for all i ∈ V and l ∈ {1, . . . ,m}.

This and limt→∞ x̄(t) = ξ̄∗ imply that limt→∞ infξ∈ENE(F) ∥x(t)− ξ∥ = 0. ■

C.3 Proof of Theorem 6

We proceed to present a proof of Theorem 6. Our approach is based on analyzing the

function Lα : Rnm × Rn → R≥0, inspired by the Lyapunov function for the standard IPC EDM
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[34]. Namely, based on a modification of that in [34, Theorem 7.1], we set

Lα(ξ, π) :=
n∑
i=1

ξ̄i

n∑
j=1

Ψj(πj − πi) + αξ̃TMξ̃, (C.4)

where M is the solution of the Lyapunov equation ATM + MA = −I (since A is Hurwitz,

such M exists and is symmetric positive-definite), α is a positive constant satisfying α < (m +

1)γ/(2∥MB∥22), and Ψ : Rn → Rn is given by

Ψj(πj − πi) :=
∫ πj−πi

0

ϕj(s)ds.

From a procedure similar to that in [34, Appendix A.4], we obtain the following time-

derivative of Lα along the trajectories of a solution of the PC Erlang EDM and the deterministic

payoff:

d
dt
Lα(x, p) = −P(x, p) +Q(x, p), (C.5)

where P(x, p) and Q(x, p) are given respectively by

P(x, p) := −αλx̃T x̃+
n∑

i,j=1

ϕi(pi − pj)xj,m
n∑
k=1

Ψk(pk − pi)−Ψk(pk − pj),

Q(x, p) :=
(
m ˙̄xT ṗ+

[
ṗT . . . ṗT

]
δ̇ + α2x̃TMB ˙̄x

)
.

The remainder of the proof follows from the analysis of Q and P , which we conduct in the

two lemmas presented at the end of this appendix. Specifically, the rest of the proof is a direct

consequence of Lemmas 5 and 6, along with Barbalat’s lemma.

Assume that λ > λ, where λ is specified in (5.3). Then, there exists α∗ > 0 satisfying α∗ <
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(m+1)γ/(2∥MB∥22) such that (C.8) holds with α = α∗. Thus, we can leverage Lemmas 5 and 6

to arrive at

∫ t

0

|P(x(τ), p(τ))|dτ

≤ −Lα∗(x(t), p(t)) + Lα∗(x(0), p(0)) +
(
α∗ + 2γ̄nc2

)
∥eλAtx̃(0)∥22

≤ Lα∗(x(0), p(0)) +
(
α∗ + 2γ̄nc2

)
∥eλAtx̃(0)∥22 (C.6)

for all t ≥ 0. Combining (C.6) with the fact that A is Hurwitz, we get

lim
t→∞

∫ t

0

|P(x(τ), p(τ))|dτ <∞. (C.7)

Since
∫ t
0
|P(x(τ), p(τ))|dτ is increasing in t, it follows from (C.7) that

∫ t
0
|P(x(τ), p(τ))|dτ has

a finite limit as t → ∞. Additionaly, F and ρ are Lipschitz continuous and x takes values in

a compact set. Therefore x and p are uniformly continuous, meaning that P(x, p) is uniformly

continuous. As a result, we can invoke Barbalat’s lemma to conclude that P(x(t), p(t)) → 0 as

t → ∞. Finally, combining limt→∞P(x(t), p(t)) = 0 with the fact that P(ξ,F(ξ̄)) = 0 if and

only if ξ ∈ ENE(F), we get limt→∞ infξ∈ENE(F) ∥x(t)− ξ∥ = 0. ■

C.3.1 Auxiliary Results for the Proof of Theorem 6

Lemma 5 If F is contractive, then for all ξ ∈ ∆nm and π ∈ Rn we have P(ξ, π) ≥ 0.

Proof of Lemma 5 directly follows from the analysis in [34, Appendix A.4], therefore we

do not give an explicit proof here.
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Lemma 6 Assume that F is strictly contractive and λ satisfies

λ ≥
(

2σ̄(α + 2γ̄nc2)

(m+ 1)γ − 2α∥MB∥22

)1/2

, (C.8)

where γ̄, γ are given in Definition 10 and we remind that

c := max
i∈V, ξ̄∈∆

n∑
j=1, j ̸=i

ρij(ξ̄,F(ξ̄)),

σ̄ := sup
ω∈[0,∞)

σmax((jω − A)−1B).

Then, the following holds for all t ≥ 0:

∫ t

0

Q(x(τ), p(τ))dτ ≤
(
α + 2γ̄nc2

)
∥eλAtx̃(0)∥22. (C.9)

To prove Lemma 6, we begin by bounding
∫ t
0
∥x̃(τ)∥22dτ . Observe from (C.1) that

x̃(t) = eλAtx̃(0) +

∫ t

0

eλA(t−τ)B ˙̄x(τ)dτ.

Thus, utilizing Parseval’s theorem, we get

∫ t

0

∥x̃(τ)∥22dτ ≤ ∥e−λAtx̃(0)∥22 +
σ̄

λ2

∫ t

0

∥ ˙̄x(τ)∥22dτ. (C.10)

We proceed by deriving a bound on ∥δ̇(t)∥2. Notice from (C.2) that we have

∥δ̇l(t)∥22 ≤ ∥Φ(p(t))∥22∥x̃l(t)∥22
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≤ n∥Φ(p(t))∥21∥x̃l(t)∥22 = 4nc2∥x̃l(t)∥22 (C.11)

for all l ∈ {1, . . . ,m− 1}, where c = maxξ̄∈∆
∑n

j=1 ϕj(Fj(ξ̄)−Fi(ξ̄)) exists since ϕ and F are

Lipschitz continuous and ∆ is compact.

Now, we leverage (C.10) and (C.11) to obtain a condition that guarantees (C.9). Negative

definiteness of DF(x̄) with respect to T∆ implies for all l ∈ {1, . . . ,m− 1} that

1

2
(−δ̇Tl DF(x̄)δ̇l − ˙̄xTDF(x̄) ˙̄x) ≤ |δ̇Tl DF(x̄) ˙̄x|. (C.12)

From (C.12), with 2|x̃TMB ˙̄x| ≤ ∥x̃∥22 + ∥MB∥22∥ ˙̄x∥22 and negative definiteness of DF(x̄) with

respect to T∆, we get

∫ t

0

m ˙̄x(τ)T ṗ(τ) +
m−1∑
l=1

δ̇l(τ)
T ṗ(τ) + α2x̃(τ)TMB ˙̄x(τ)dτ

≤
∫ t

0

−m+ 1

2
γ∥ ˙̄x(τ)∥22 +

1

2
γ̄∥δ̇(τ)∥22

+ α∥x̃(τ)∥22 + α∥MB∥22∥ ˙̄x(τ)∥22dτ. (C.13)

Finally, combining (C.13), (C.10) and (C.11), it follows that

∫ t

0

m ˙̄x(τ)T ṗ(τ) +
m−1∑
l=1

δ̇l(τ)
T ṗ(τ) + α2x̃(τ)TMB ˙̄x(τ)dτ

≤
(
α + 2γ̄nc2

)
∥eλAtx̃(0)∥22 +

∫ t

0

(
− m+ 1

2
γ

+ α∥MB∥22 + (α + 2γ̄nc2)
σ̄

λ2

)
∥ ˙̄x(τ)∥22dτ. (C.14)
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As a result, if (C.8) holds, then

∫ t

0

Q(x(τ), p(τ))dτ ≤
(
α + 2γ̄nc2

)
∥eλAtx̃(0)∥22. ■
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Appendix D: Auxiliary Results for Chapter 6

D.1 Proof of Lemma 2

It suffices to repeat the proof of [57, Lemma 6] with the ϵ1, . . . , ϵn values below:

ϵ1 :=
1

2

{
1

1 + γ
,min
i∈V

{
min{θi, x0i }

}}
, ϵl :=

ϵl−1

1 + γ
,

where ν∗ := maxξ∈∆,i,j∈V {Fi(ξ)−Fi(ξ)}, γ := θ∗eν
∗/η, and θ∗ := maxi,j∈V {θi/θj}. ■

D.2 Proof of Lemma 3

We will prove Lemma 3 by showing that L(·) := −f̃ η,θ(·) + f̃ η,θ(xPNEη,θ) is a Lyapunov

function for ẋ = VG,PC(x, F̃η,θ(x)) on int(∆).

From Remark 24, it trivially follows that L is positive semi-definite and L(xPNEη,θ) = 0.

As for the derivative condition, it holds for all ξ ∈ int(∆) that

(∇L(ξ))TVG,PC(ξ, F̃η,θ(ξ))

= −
n∑
i=1

F̃η,θi (ξ)
∑
j∈Ii

ξjϕji(ξ, F̃η,θ(ξ)) +
n∑
i=1

F̃η,θi (ξ)
∑
j∈Oi

ξiϕij(ξ, F̃η,θi )(ξ)

= −
∑

(j,i)∈E

F̃η,θi (ξ)ξjϕji(ξ, F̃η,θ(ξ)) +
∑

(j,i)∈E

F̃η,θj (ξ)ξjϕji(ξ, F̃η,θ(ξ))
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= −
∑

(j,i)∈E

(F̃η,θi (ξ)− F̃η,θj (ξ))ξjϕji(ξ, F̃η,θ(ξ)). (D.1)

Recall that ϕ is non-negative and that ϕji(ξ, F̃η,θ(ξ)) > 0 if and only if F̃η,θi (ξ) > F̃η,θj (ξ). This,

together with ξ ∈ int(∆), imply that (D.1) is non-positive. Hence, the final step is to show that

(D.1) is 0 only when ξ = xPNEη,θ .

Let [ik] denote the set of strategies that offer the k-th highest payoff. If ξ ̸= xPNEη,θ ,

then [i2] ̸= ∅. Therefore, when ξ ̸= xPNEη,θ , the connectivity of G guarantees the existence of

nonempty [il], [im] with l > m such that (j∗, i∗) ∈ E for some j∗ ∈ [il] and i∗ ∈ [im]. Also, note

that ξj∗ > 0 because ξ ∈ int(∆). Consequently, we have

−
∑

(j,i)∈E

(F̃η,θi (ξ)− F̃η,θj (ξ))ξjϕji(ξ, F̃η,θ(ξ)) ≤ −(F̃η,θi∗ (ξ)− F̃η,θj∗ (ξ))ξj∗ϕj∗i∗(ξ, F̃η,θ(ξ)) < 0,

whenever ξ ̸= xPNEη,θ . ■

D.3 Proof of Theorem 7

In what follows, we assume that x(0) ∈ int(∆) and verify three conjectures: (i) y converges

to xNE, (ii) x converges to xNE, and (iii) xNE is stable. Our proofs for (i) and (ii) draw heavily

from the proof of [56, Lemma 4], whereas our treatment of (iii) (i.e., the stability component)

extends beyond the scope of analysis in [56].

We begin by establishing the convergence of y. In Part I of the proof of [56, Lemma 4],

the authors show the following: If F is strictly contractive and (tl)
∞
l=1 satisfies Remark 26, then

limt→∞ ∥y(t)− xNE∥ = 0 for any initial state x(0) ∈ int(∆).
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Remember that F is said to be strictly contractive (Definition 10) if (ξ − ζ)T (F(ξ) −

F(ζ)) < 0 for all ξ, ζ ∈ ∆ with ξ ̸= ζ . Now, observe that the strict concavity of f yields

f(ξ)− f(ζ) < F(ζ)T (ξ − ζ),

f(ζ)− f(ξ) < F(ξ)T (ζ − ξ),

implying that

0 > F(ζ)T (ζ − ξ)−F(ξ)T (ζ − ξ) = (ζ − ξ)T (F(ζ)−F(ξ)).

Consequently, everyF with a strictly concave potential is strictly contractive. So, we can leverage

Part I of the proof of [56, Lemma 4] to conclude that limt→∞ ∥y(t)− xNE∥ = 0.

Next, we show the convergence of x to xNE from any x(0) ∈ int(∆). As in Algorithm 1,

let θl denote the value of y over [tl, tl+1). We know from the proof of Lemma 3 that −f(x(t)) +

ηD(x(t)∥θl) is decreasing over t ∈ [tl, tl+1) for each l ∈ N. Note also that−f(θl)+ηD(θl∥θl) =

−f(θl) and liml→∞ θl = xNE. Combining these findings, we can assert that for any ϵ > 0, there

exists L ∈ N such that the following inequalities hold for each l ≥ L and t ∈ [tl, tl+1):

f(xNE)− f(x(t)) + ηD(x(t)∥θl) ≤ f(xNE)− f(θl) ≤ ϵ. (D.2)

Now, let us take L as above and assume, for contradiction, that x does not converge to xNE. Then,

for all δ > 0, there is an increasing sequence (sm)
∞
m=1 such that ∥x(sm) − xNE∥ > δ for all

m ∈ N. Since (sm)
∞
m=1 is increasing, there exist m′ ∈ N and l ≥ L for which sm′ ∈ [tl, tl+1).
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Note that the strict concavity of f implies xNE = argmaxξ∈∆ f(ξ). Therefore,

|f(xNE)− f(x(sm′)) + ηD(x(sm′)∥θl)| ≥ |f(xNE)− f(x(sm′))|,

and we can choose the δ above so that f(xNE) − f(x(sm′)) > ϵ. However, l ≥ L and sm′ ∈

[tl, tl+1) imply that (D.2) should hold with t = sm′ , yielding a contradiction.

Finally, we prove that xNE is stable. So, given any δ > 0, we want to find ϵ > 0 such that

∥x(t)− xNE∥ ≤ δ holds for all t ≥ 0 whenever ∥x(0)− xNE∥ ≤ ϵ. Let us define

Bδ := {ξ ∈ ∆ | ∥ξ − xNE∥ ≤ δ}

and take cδ > 0 such that

Γ := {ξ ∈ int(∆) | |f(xNE)− f(ξ)| ≤ cδ} ⊂ Bδ.

Observe that such cδ exists because f is strictly concave and xNE = argmaxξ∈∆ f(ξ). Without

loss of generality, we assume δ to be small enough that Γ ⊂ int(∆), which is possible because

xNE ∈ int(∆). Now, let us set x(0) = x0 for any x0 ∈ Γ. As we noted earlier, we know from

Lemma 3 that f(x(t)) − ηD(x(t)∥x0) is increasing over [t0, t1), where t0 is 0 and t1 is the first

update time for y. Therefore,

f(x(t))− ηD(x(t)∥x0) ≥ f(x0)− ηD(x0∥x0) = f(x0)
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for all t ∈ [t0, t1]. This, together with f(x0) ≥ f(xNE)− c, implies for all t ∈ [t0, t1] that

f(x(t)) ≥ f(x(t))− ηD(x(t)∥x0) ≥ f(x0) ≥ f(xNE)− c.

Hence, x(t) ∈ Γ for all t ∈ [t0, t1]. To see that x remains in Γ through [t1,∞), observe that

the initial state of the system on the epoch [t1, t2] is x(t1), which again belongs to Γ. Thus, the

preceding discussion applies with [t0, t1] replaced by [tl, tl+1] for any l ∈ N. As a result, x(0) ∈ Γ

guarantees that x(t) ∈ Γ ⊂ Bδ for all t ≥ 0. ■
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Appendix E: Auxiliary Results for Chapter 7

E.1 Proof of Lemma 4

We start the appendix by proving Lemma 4. So, given any sequence of positive numbers

(αN)
∞
N=1 that satisfy αN →∞ and αN/N → 0, our aim is to show that

P
(
There exists N̄ ∈ N s.t. αN ≤ ⌊KN/n⌋ for all N > N̄

)
= 1. (E.1)

Recall from Section 2.3.1 that the number of revisions received by the population is the

sum of N iid Poisson processes with rate λ. For all i ∈ {1, . . . , N}, let us denote the Poisson

process associated with agent i by Pi (hence Pi(T ) is the Poisson process evaluated at time T ).

As a result, we have KN =
∑N

i=1Pi(T ), in which (Pi(T ))
N
i=1 is a collection of iid Poisson

random variables with mean λT . So, it follows from the strong law of large numbers that

P
(

lim
N→∞

KN

N
= λT

)
= P

(
lim
N→∞

1

N

N∑
i=1

Pi(T ) = λT

)
= 1,

meaning that

P
(

There exists N̄1 ∈ N s.t.
⌊
KN

nN

⌋
≥ 3λT

4n
for all N > N̄1

)
= 1.
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From αN/N → 0 and λT/n > 0, it follows that there exists N̄2 for which αN/N ≤

λT/(4n) whenever N > N̄2. Therefore,

P
(

There exist N̄1, N̄2 ∈ N s.t.
⌊
KN

nN

⌋
≥ 3λT

4n
and

αN
N

<
λT

4n
for all N > max{N̄1, N̄2}

)
= 1,

implying that

P
(

There exists N̄ ∈ N s.t.
⌊
KN

nN

⌋
≥ αN

N
for all N > N̄

)
= 1.

E.2 Proof of Theorem 8

In this section of the appendix, we prove Theorem 8. Before doing so, we remind some of

our notation, which we summarize in Table E.1.

In Theorem 8 (and in Section 7.4.1 overall), we focus on a single finite-time sample path.

Hence, we drop the a-superscript for notational convenience. Recall from Section 7.4.1.1 that

we partition the index set of revisions K = {1, . . . , K} to subsets K1, . . . ,KR using κ =

min{αN , ⌊K/n⌋}, where R is the number of subsets in the partition and we refer to (X (k))k∈Kr

as segment r. For each r ∈ {1, . . . , R}, we define xr := X (min{Kr}), that is xr is the initial

value of segment r. Moreover, given i ∈ V , r ∈ {1, . . . , R} and k ∈ {1, . . . , κ}, we define kri as

the index of the k-th revision performed in segment r by agents with origin strategy i:

kri :=


min

{
l ∈ Kr

∣∣∣ ∑l
m=min{KR} 1{S(m+1)=i} = k

}
if r < R

min
{
l ∈ KR \ {K}

∣∣∣ ∑l
m=min{Kr} 1{S(m+1)=i} = k

}
if r = R

,
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where S(m+1) denotes the origin strategy of the agent that performs the population’s (m+1)-st

revision. In other words, k-th of the revisions received by i-strategists in segment r is the kri -th

overall revision of the population. Using this definition, we setQr
ij(k) = 1 ifX (kri+1)−X (kri ) =

(ej − ei)/N and 0 otherwise. Finally, we emphasize that we use boldface to denote random

objects. For instance, we denote the realization of K by K.

Notation Definition
Kr r-th subset of the index partition.
xr Initial value of segment r, that is X (min{Kr}).

kri

Number of revisions received
by the population up to the k-th of the revisions

received by agents with origin strategy i in segment r.

S(k)
Origin strategy of the agent

that receives the population’s k-th revision.

Qr
ij(k)

Indicator function of the event that the
k-th revision performed in segment r by agents

with origin strategy i results in a switch to strategy j.

Table E.1: Summary of the notation related to the partitioning process.

Returning to the proof of Theorem 8, in the remainder of Appendix E.2, we first give a high

level outline of its steps. Then we present the main body of the proof. Finally we provide the

auxiliary results that we use in the proof.

E.2.1 Proof Outline

To prove Theorem 8, we begin by bounding the probability on the left hand side of (7.1)

using Markov’s inequality. Then we split the resulting expression as a sum of two terms: The

first one measures the deviation of
∑κ

k=1 E[Qr
ij(k)]/κ from ρij(x

r) and the second measures the

deviation of
∑κ

k=1 Q
r
ij(k)/κ from

∑κ
k=1 E[Qr

ij(k)]/κ.

To bound the deviation of
∑κ

k=1 E[Qr
ij(k)]/κ from ρij(x

r), we use Lemma 7 (to be introduced).
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This lemma shows that if xr belongs to the interior of ∆ and N is large, then (X (k))k∈Kr are in

close proximity with high probability, in turn implying that E[Qr
ij(k)] is close to ρij(xr) for all

k ∈ {1, . . . ,κ}.

As for bounding the deviation of
∑κ

k=1Q
r
ij(k)/κ from

∑κ
k=1 E[Qr

ij(k)]/κ, we reproduce

ideas similar to that of the weak law of large numbers. In doing so, we leverage Remark 39

(to be introduced), which states that the covariances of Qr
ij(1), . . . ,Q

r
ij(κ) are approximately

0 whenever N is sufficiently large and xr ∈ intη(∆). Notably, we prove Remark 39 using

Lemma 8 (again to be introduced), which establishes that Qr
ij(1), . . . ,Q

r
ij(κ) are approximately

pairwise iid under the same assumptions.

E.2.2 Main Body of the Proof

Now, we present the main body of the proof of Theorem 8. Given any ϵ, δ, η > 0, our aim

is to show that there exists N̄ ∈ N such that N > N̄ yields

P

(∣∣∣∣∣
κ∑
k=1

Qr
ij(k)

κ
− ρij(xr)

∣∣∣∣∣ > ϵ

∣∣∣∣∣ xr ∈ intη(∆)

)
< δ (E.2)

for all i, j ∈ V and r ∈ {1, . . . , R}.

To begin with, we know from Lemma 4 that with probability 1 there exists N̄0 such that

κ = αN for all N > N̄0. In the remainder of the proof, we assume without loss of generality that

N̄ > N̄0 and replace κ with αN . Subsequently, we use Markov’s inequality to get

P

∣∣∣∣∣
αN∑
k=1

Qr
ij(k)

αN
− ρij(xr)

∣∣∣∣∣
2

> ϵ2

∣∣∣∣∣ xr ∈ intη(∆)


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≤
E
[∣∣∣∑αN

k=1

Qr
ij(k)

αN
− ρij(xr)

∣∣∣2 ∣∣∣ xr ∈ intη(∆)

]
ϵ2

≤ 2

E
[∣∣∣∑αN

k=1

E[Qr
ij(k) | xr∈intη(∆)]

αN
− ρij(xr)

∣∣∣2 ∣∣∣ xr ∈ intη(∆)

]
ϵ2

(E.3a)

+

E
[∣∣∣∑αN

k=1

Qr
ij(k)−E[Qr

ij(k) | xr∈intη(∆)]

αN

∣∣∣2 ∣∣∣ xr ∈ intη(∆)

]
ϵ2

 . (E.3b)

Consider the expression in (E.3a) and let us denote the Euclidean ball with radius µ centered

at xr by Bµ(x
r). Since xr ∈ intη(∆), there exists µ > 0 such that Bµ(x

r) ⊂ int(∆). For every

such µ, we have

E

∣∣∣∣∣
αN∑
k=1

E[Qr
ij(k) | xr ∈ intη(∆)]− ρij(xr)

αN

∣∣∣∣∣
2 ∣∣∣∣∣ xr ∈ intη(∆)


= E

∣∣∣∣∣
αN∑
k=1

E[ρij(X (kri )) | xr ∈ intη(∆)]− ρij(xr)
αN

∣∣∣∣∣
2 ∣∣∣∣∣ xr ∈ intη(∆)


= E

[∣∣∣∣∣
αN∑
k=1

1

αN
(|E[ρij(X (kri )) | X (kri ) ∈ Bµ(x

r), xr ∈ intη(∆)]− ρij(xr)|

P(X (kri ) ∈ Bµ(x
r) | xr ∈ intη(∆))

+ |E[ρij(X (kri )) | X (kri ) /∈ Bµ(x
r), xr ∈ intη(∆)]− ρij(xr)|

P(X (kri ) /∈ Bµ(x
r) | xr ∈ intη(∆))

∣∣∣∣∣
2 ∣∣∣∣∣ xr ∈ intη(∆)

]
.

Let us denote the maximum over i, j ∈ V of the Lipschitz constants of ρij by Lρ and set µ <

δϵ2/(4Lρ). Since we are given xr ∈ intη(∆), we can write

|E[ρij(X (kri )) | X (kri ) ∈ Bµ(x
r), xr ∈ intη(∆)]− ρij(xr)| ≤ Lρµ <

δϵ2

8
. (E.4)
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Moreover, we can leverage Lemma 7 to get N̄1 such that P(X (kri ) /∈ Bµ(x
r) | xr ∈ intη(∆)) <

δϵ2/8 whenever N > N̄1. Combining this with ρij ≤ 1 and (E.4), we have for all N > N̄1 that

E

[∣∣∣∣∣
αN∑
k=1

1

αN
(|E[ρij(X (kri )) | X (kri ) ∈ Bµ(x

r), xr ∈ intη(∆)]− ρij(xr)|

P(X (kri ) ∈ Bµ(x
r) | xr ∈ intη(∆))

+ |E[ρij(X (kri )) | X (kri ) /∈ Bµ(x
r), xr ∈ intη(∆)]− ρij(xr)|

P(X (kri ) /∈ Bµ(x
r) | xr ∈ intη(∆))

∣∣∣∣∣
2 ∣∣∣∣∣ xr ∈ intη(∆)

]
<
δϵ2

8
.

Now, we consider the term in (E.3b), which is the conditional variance of
∑αN

k=1Q
r
ij(k)/αN :

can write

V ar

[
αN∑
k=1

Qr
ij(k)

αN

∣∣∣∣∣ xr ∈ intη(∆)

]

≤ 1

αN 2
V ar

[
αN∑
k=1

Qr
ij(k)

∣∣∣∣∣ xr ∈ intη(∆)

]
+

1

αN 2

αN∑
k=1

αN∑
l=1,l ̸=k

Cov[Qr
ij(k),Q

r
ij(l) | xr ∈ intη(∆)].

From Remark 39, for any ϵ, δ > 0 there exists N̄2 such that N > N̄2 gives

Cov[Qr
ij(k),Q

r
ij(l) | xr ∈ intη(∆)] < δϵ2/8.

Consequently, N > N̄2 implies that

V ar

[
αN∑
k=1

Qr
ij(k)

αN

∣∣∣∣∣ xr ∈ intη(∆)

]

≤ 1

αN 2
V ar

[
αN∑
k=1

Qr
ij(k)

∣∣∣∣∣ xr ∈ intη(∆)

]
+
δϵ2

8
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≤ 1

αN
max
x∈∆
{(ρij(x))(1− ρij(x))}+

δϵ2

8

<
1

4αN
+
δϵ2

8
.

Finally, combining the bounds for (E.3a) and (E.3b), we see that N > max{N̄1, N̄2} yields

P

(∣∣∣∣∣
αN∑
k=1

Qr
ij(k)

αN
− ρij(xr)

∣∣∣∣∣ > ϵ

∣∣∣∣∣ xr ∈ intη(∆)

)
<
δ

2
+

1

4ϵ2αN
.

Since αN →∞ as N →∞, we can choose N̄3 to give 1/4ϵ2αN < δ/2 whenever N > N̄3. As a

result, N > max{N̄1, N̄2, N̄3} guarantees that

P

(∣∣∣∣∣
αN∑
k=1

Qr
ij(k)

αN
− ρij(xr)

∣∣∣∣∣ > ϵ

∣∣∣∣∣ xr ∈ intη(∆)

)
< δ. ■

E.2.3 Auxiliary Results for the Proof of Theorem 8

We proceed with the auxiliary results that we use in the proof of Theorem 8, which are

Lemma 7, Lemma 8, and Remark 39.

E.2.3.1 (X (k))k∈Kr Are Close to Each Other With High Probability

Our first auxiliary result is Lemma 7. This lemma establishes that, for any η, µ > 0, if N

is large enough and xr ∈ intη(∆), then X (k) stays in Bµ(x
r) with high probability throughout

k ∈ Kr. In other words, N being large and xr ∈ intη(∆) guarantees that the agents following

any strategy i ∈ V perform at least κ revisions before X makes a significant displacement.
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Lemma 7 For each ϵ, η, µ > 0 and r ∈ {1, . . . , R}, there exists N̄ ∈ N such that

P((X (k))k∈Kr ⊆ Bµ(x
r) | xr ∈ intη(∆)) > 1− ϵ

whenever N > N̄ .

We proceed by proving Lemmma 7. Consider an arbitrary chain with state space X and

assume that it can transition from x to z if and only if x − z = (ej − ei)/N for some i, j ∈ V .

The smallest number of transitions (or jumps) that this chain needs to perform in order to make

an Euclidean displacement of µ is ⌈µN/2⌉. Since X is such a chain, this gives a lower bound for

the number revisions necessary for X to leave its Euclidean neighborhood of distance µ.

As in the proof of Theorem 8, we set N̄ > N̄0 and replace κ with αN . Recall that X

leaves segment r once i-strategists perform at least αN revisions for all i ∈ V . Combining this

with the discussion above, we arrive at the following: Starting from the (min{Kr})-th revision,

if i-strategists receive at least αN of the ⌈µN/2⌉ subsequent revision opportunities with high

probability for all i ∈ V , then (X (k))k∈Kr ⊆ Bµ(x
r) with high probability. As a result,

P((X (k))k∈Kr ⊆ Bµ(x
r) | xr ∈ intη(∆))

≥ P

(
n⋂
j=1

Cj ≥ αN

∣∣∣∣∣
n∑
i=1

Ci = ⌈µN/2⌉, xr ∈ intη(∆)

)
,

where Ci denotes the number of revisions that i-strategists receive over the population’s (min{Kr})-

th up to (and including) C-th revision for some C > min{Kr}. Therefore,

P((X (k))k∈Kr ⊈ Bµ(x
r) | xr ∈ intη(∆))
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≤ P

(
n⋃
j=1

Cj < αN

∣∣∣∣∣
n∑
i=1

Ci = ⌈µN/2⌉, xr ∈ intη(∆)

)

≤
n∑
j=1

P

(
Cj < αN

∣∣∣∣∣
n∑
i=1

Ci = ⌈µN/2⌉, xr ∈ intη(∆)

)
. (E.5)

In the remainder of the proof, we assume without loss of generality that µ is small enough to

satisfy Bµ(x
r) ⊂ intδ(∆) for some δ > 0. Note that such δ exists because xr ∈ intη(∆). Given,

xr ∈ intη(∆) an i-strategist receives the population’s k-th revision opportunity with probability

E[Xi(k − 1) | xr ∈ intη(∆)] for each k ∈ {1, . . . ,K}. That is,

P(S(k) = i | xr ∈ intη(∆)) = E[Xi(k − 1) | xr ∈ intη(∆)].

Since Bµ(x
r) ⊂ intδ(∆), we have xri − µ > δ for all i ∈ V . Moreover, X (k) ∈ Bµ(x

r) for all

k ∈ {min{Kr}, . . . ,min{Kr} + ⌈µN/2⌉}. Therefore, P(S(k) = i | xr ∈ intη(∆)) > δ for all

k ∈ {min{Kr}, . . . ,min{Kr}+ ⌈µN/2⌉} and i ∈ V .

Now, consider an experiment of observing the outcomes of ⌈µN/2⌉many iid trials. Assume

that, in each trial, we observe an outcome of type i ∈ V \{l} with probability (1−δ)/(n−1) and

an outcome of type l with probability δ. Let C̃i be the number of i-type outcomes in the ⌈µN/2⌉

many trials. Then, for all j ∈ V we have

P

(
Cj < αN

∣∣∣∣∣
n∑
i=1

Ci = ⌈µN/2⌉, xr ∈ intη(∆)

)
≤ P

(
C̃l < αN

∣∣∣∣∣
n∑
i=1

C̃i = ⌈µN/2⌉

)
.

(E.6)

We can interpret C̃l as the number of successes in ⌈µN/2⌉ many iid trials, where the probability

160



of success is δ. Consequently, the lower tail Chernoff-Hoeffding bound gives

P

(
C̃l < αN

∣∣∣∣∣
n∑
i=1

C̃i = ⌈µN/2⌉

)
≤ exp

(
−⌈µN/2⌉(1− αN⌈µN/2⌉)

2

3

)
(E.7)

whenever ⌈µN/2⌉ > αN . For any ϵ < 1, the right hand side of (E.7) is bounded by ϵ/n if

N >
αN +

√
αN − 12 ln(ϵ/n)

µδ
. (E.8)

Without loss of generality, we can take µ, δ < 1. Hence, N that satisfy (E.8) also satisfy

⌈µN/2⌉ > αN . So, whenever N > (αN +
√
αN − 12 ln(ϵ/n))/(µδ), the right hand side of

(E.6) is bounded by ϵ/n. Note that such N and αN exist because limN→∞ αN/N = 0. Finally,

substituting this bound to (E.5), we get P((X (k))k∈Kr ⊈ Bµ(x
r) | xr ∈ intη(∆)) < ϵ. ■

E.2.3.2 (Qr
ij(k))

κ
k=1 Are Approximately Pairwise IID

The following lemma appears in the proof of Theorem 8 indirectly, through the upcoming

Remark 39. This lemma essentially shows that if N is large enough and xr ∈ intη(∆), then the

strategy switching samples within segment r are approximately pairwise iid.

Lemma 8 For every ϵ, η > 0 there exist N̄ ∈ N such that if N > N̄ , then

|P(Qr
ij(k) = p, Qr

ij(l) = q | xr ∈ intη(∆))

− P(Qr
ij(k) = p | xr ∈ intη(∆))P(Qr

ij(l) = q | xr ∈ intη(∆))| < ϵ (E.9)

for all i, j ∈ V , r ∈ {1, . . . , R}, p, q ∈ {0, 1} and k, l ∈ {1, . . . ,κ} with k ̸= l.
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In what follows, we present a proof of Lemma 8. As in the proofs of Theorem 8 and

Lemma 7, we take N > N̄0 and replace κ with αN .

Given any ϵ, η > 0, i, j ∈ V , r ∈ {1, . . . , R}, and k, l ∈ {1, . . . , αN} with k ̸= l, we can

write

P(Qr
ij(k) = 1 | xr ∈ intη(∆))

=
∑
y∈X

P(Qr
ij(k) = 1 | xr ∈ intη(∆), X (kri ) = y)P(X (kri ) = y | xr ∈ intη(∆))

=
∑
y∈X

P(Qr
ij(k) = 1 | X (kri ) = y)P(X (kri ) = y | xr ∈ intη(∆))

=
∑
y∈X

ρij(y)P(X (kri ) = y | xr ∈ intη(∆))

= E[ρij(X (kri )) | xr ∈ intη(∆)]. (E.10)

Reproducing the above steps also yields

P(Qr
ij(k) = 0 | xr ∈ intη(∆)) = 1− E[ρij(X (kri )) | xr ∈ intη(∆)], (E.11)

P(Qr
ij(l) = 1 | xr ∈ intη(∆)) = E[ρij(X (lri )) | xr ∈ intη(∆)], (E.12)

P(Qr
ij(l) = 0 | xr ∈ intη(∆)) = 1− E[ρij(X (lri )) | xr ∈ intη(∆)]. (E.13)

Now, we focus on the P(Qr
ij(k) = p, Qr

ij(l) = q | xr ∈ intη(∆)) term and set p = 1 for

now. Assume without loss of generality that l < k. We have

P(Qr
ij(k) = 1, Qr

ij(l) = q | xr ∈ intη(∆))

= P(Qr
ij(k) = 1 |Qr

ij(l) = q, xr ∈ intη(∆))P(Qr
ij(l) = q | xr ∈ intη(∆))
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=
∑
y∈X

P(Qr
ij(k) = 1 | X (kri ) = y, Qr

ij(l) = q, xr ∈ intη(∆))

P(X (kri ) = y |Qr
ij(l) = q, xr ∈ intη(∆))P(Qr

ij(l) = q | xr ∈ intη(∆))

=
∑
y∈X

P(Qr
ij(k) = 1 | X (kri ) = y)P(X (kri ) = y |Qr

ij(l) = q, xr ∈ intη(∆))

P(Qr
ij(l) = q | xr ∈ intη(∆))

=
∑
y∈X

ρij(y)P(X (kri ) = y |Qr
ij(l) = q, xr ∈ intη(∆))P(Qr

ij(l) = q | xr ∈ intη(∆))

= E[ρij(X (kri )) |Qr
ij(l) = q, xr ∈ intη(∆)]P(Qr

ij(l) = q | xr ∈ intη(∆)). (E.14)

For the p = 0 case, replicating the above steps gives

P(Qr
ij(k) = 0, Qr

ij(l) = q | xr ∈ intη(∆))

= (1− E[ρij(X (kri )) |Qr
ij(l) = q, xr ∈ intη(∆)])P(Qr

ij(l) = q | xr ∈ intη(∆)). (E.15)

As a result, substituting (E.10)-(E.15) to (E.9), we get

|P(Qr
ij(k) = p, Qr

ij(l) = q | xr ∈ intη(∆))

− P(Qr
ij(k) = p | xr ∈ intη(∆))P(Qr

ij(l) = q | xr ∈ intη(∆))|

= |(E[ρij(X (kri )) |Qr
ij(l) = q, xr ∈ intη(∆)]

− E[ρij(X (kri )) | xr ∈ intη(∆)])P(Qr
ij(l) = q | xr ∈ intη(∆))|

≤ |E[ρij(X (kri )) |Qr
ij(l) = q, xr ∈ intη(∆)]− E[ρij(X (kri )) | xr ∈ intη(∆)]|.

Hence, we proceed by showing that there exists N̄ ∈ N such that |E[ρij(X (kri )) | Qr
ij(l) =
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q, xr ∈ intη(∆)]− E[ρij(X (kri )) | xr ∈ intη(∆)]| < ϵ whenever N > N̄ .

From Lemma 7, for any µ > 0 we get N̄ that satisfies P((X (m))m∈Kr ⊆ Bµ(x
r) | xr ∈

intη(∆)) > 1 − ϵ/4 whenever N > N̄ . So, denoting x := E[xr | xr ∈ intη(∆)], we have that

N > N̄ implies

E[ρij(X (kri )) | xr ∈ intη(∆)]

=
∑

y∈Bµ(x)∩X

ρij(y)P(X (kri ) = y | xr ∈ intη(∆))

+
∑

y∈Bµ(x)c∩X

ρij(y)P(X (kri ) = y | xr ∈ intη(∆))

∈
[

min
y∈Bµ(x)

ρij(y)−
ϵ

4
, max
y∈Bµ(x)

ρij(y) +
ϵ

4

]
. (E.16)

As for the E[ρij(X (kri )) | Qr
ij(l) = q, xr ∈ intη(∆)] term, we use an approach akin to

the proof of Lemma 7 and show that it also takes values in the interval [miny∈Bµ(x) ρij(y) −

ϵ/4,maxy∈Bµ(x) ρij(y) + ϵ/4]: Using the definitions of C and C̃ from the proof of Lemma 7, we

can write

P

(
Cj < αN

∣∣∣∣∣
n∑
i=1

Ci = ⌈µN/2⌉, xr ∈ intη(∆), Qr
ij(l) = q

)

≤ P

(
C̃l < αN

∣∣∣∣∣
n∑
i=1

C̃i = ⌈µN/2⌉

)
. (E.17)

Importantly, (E.17) follows from the fact that the maximum Euclidean displacement that X can

perform in ⌈µN/2⌉ steps is µ, regardless of the condition Qr
ij(l) = q for any q ∈ {0, 1}. Having

established (E.17), we can reproduce the steps of the proof of Lemma 7 that succeed (E.6) to

get P(X (m))m∈Kr ⊆ Bµ(x
r) | xr ∈ intη(∆), Qr

ij(l) = q) > 1 − ϵ/4 whenever N > N̄ .
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Consequently,

E[ρij(X (kri )) |Qr
ij(l) = q, xr ∈ intη(∆)]

=
∑

y∈X∩Bµ(x)

ρij(y)P(X (kri ) = y |Qr
ij(l) = q, xr ∈ intη(∆))

+
∑

y∈X∩Bµ(x)c
ρij(y)P(X (kri ) = y |Qr

ij(l) = q, xr ∈ intη(∆))

∈
[

min
y∈Bµ(x)

ρij(y)−
ϵ

4
, max
y∈Bµ(x)

ρij(y) +
ϵ

4

]
(E.18)

whenever N > N̄ . Finally, combining (E.16) and (E.18), we get for all N > N̄ that

|E[ρij(X (kri )) |Qr
ij(l) = q, xr ∈ intη(∆)]− E[ρij(X (kri )) | xr ∈ intη(∆)]|

≤ ϵ

2
+

∣∣∣∣ max
y∈Bµ(x)

ρij(y)− min
y∈Bµ(x)

ρij(y)

∣∣∣∣
≤ ϵ

2
+ Lρµ, (E.19)

where Lρ denotes the maximum of the Lipschitz constants of ρij over all i, j ∈ V . Choosing

µ < ϵ/(2Lρ) bounds the expression in (E.19) by ϵ. ■

E.2.3.3 Cov(Qr
ij(k),Q

r
ij(l)) Is Approximately 0

A direct consequence of Lemma 8 is that, whenN is large and xr ∈ intη(∆), the covariances

of the strategy switching samples in segment r are close to 0.

Remark 39 For any ϵ, η > 0, there exist N̄ ∈ N such that N > N̄ yields

Cov(Qr
ij(k),Q

r
ij(l) | xr ∈ intη(∆)) < ϵ
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for all i, j ∈ V , r ∈ {1, . . . , R} and k, l ∈ {1, . . . ,κ} with k ̸= l. To see this, begin by noticing

that

Cov(Qr
ij(k),Q

r
ij(l) | xr ∈ intη(∆)))

=
∑

p∈{0,1}

∑
q∈{0,1}

pqP(Qr
ij(k) = p,Qr

ij(l) = q | xr ∈ intη(∆))

−
∑

p∈{0,1}

pP(Qr
ij(k) = p | xr ∈ intη(∆))

∑
q∈{0,1}

qP(Qr
ij(l) = q | xr ∈ intη(∆))

≤
∑

p∈{0,1}

∑
q∈{0,1}

pq|P(Qr
ij(k) = p,Qr

ij(l) = q | xr ∈ intη(∆))

− P(Qr
ij(k) = p | xr ∈ intη(∆))P(Qr

ij(l) = q | xr ∈ intη(∆))|.

We can take N̄ to satisfy Lemma 8, so N > N̄ gives

∑
p∈{0,1}

∑
q∈{0,1}

pq|P(Qr
ij(k) = p,Qr

ij(l) = q | xr ∈ intη(∆))

− P(Qr
ij(k) = p | xr ∈ intη(∆))P(Qr

ij(l) = q | xr ∈ intη(∆))|

< ϵ
∑

p∈{0,1}

∑
q∈{0,1}

pq

= ϵ.

E.3 Proof of Theorem 9

This section contains the proof of Theorem 9. We split our analysis for the Smith, replicator,

and BNN rules and present them in the upcoming 3 lemmas.

Before proceeding with these lemmas we highlight that, when F is linear, comparative
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analogousness boils down to the proximity of the row differences of the game matrix and its

estimate. Particularly, if F is a linear game with matrix Θ, then F̂ is comparatively analogous to

F if and only if for each ϵ, δ > 0 there exists N̄ such that N > N̄ yields

P
(
∥(ei − ej)T (Θ̂−Θ)∥ > ϵ

)
< δ

for all i, j ∈ V , where Θ̂ is the game matrix from E .

For notational convenience, in Appendix E.3, we denote Condition 1 and Condition 2

respectively by C1
η,χ,γ and C2

η,χ,γ .

E.3.1 Estimating the Row Differences Under the Smith Protocol

The following lemma focuses on the statement of Theorem 9 for the case when ρ is the

Smith rule.

Lemma 9 Assume that ρ is the Smith rule. Given any ϵ, δ, η, χ, γ > 0 there exists N̄ ∈ N such

that if N > N̄ , then

P
(
∥(ei − ej)T (Θ̂−Θ)∥ > ϵ

∣∣ C1
η,χ,γ

)
< δ

for all i, j ∈ V , where Θ̂ is any solution of (7.2).

For tractability, we present our proof of Lemma 9 in 5 steps. In the remainder of this

section, we assume that ρ is the Smith rule.

Step i: We begin by showing that, given C1
η,χ,γ holds andN is large enough, ρ̂rk is a good estimate

of ρ(xrk ,Θxr
k
) for each k ∈ V .

167



Let us take any i, j, k ∈ V with i ̸= j. By assumption, C1
η,χ,γ has probability 1. Therefore,

P(|ρ̂rkij − ρij(xr
k

,Θxr
k

)| > ϵ | C1
η,χ,γ)

= P(|ρ̂rkij − ρij(xr
k

,Θxr
k

)| > ϵ | C1
η,χ,γ, x

rk ∈ intη(∆))P(C1
η,χ,γ | xr

k ∈ intη(∆))

+ P(|ρ̂rkij − ρij(xr
k

,Θxr
k

)| > ϵ | (C1
η,χ,γ)

c, xr
k ∈ intη(∆))P((C1

η,χ,γ)
c | xrk ∈ intη(∆))

= P(|ρ̂rkij − ρij(xr
k

,Θxr
k

)| > ϵ | xrk ∈ intη(∆)).

Consequently, from Theorem 8, it follows that for all ϵ0, δ0 > 0 there is N̄0 such that

P(|ρ̂rkij − ρij(xr
k

,Θxr
k

)| > ϵ0 | C1
η,χ,γ) < δ0 (E.20)

whenever N > N̄0.

Step ii: Now, let us define δ̂r
k

ij := ρ̂r
k

ij − ρ̂r
k

ji and let sgn(δ̂rkij ) be −1 if δ̂rkij < 0, 0 if δ̂rkij = 0, and

1 if δ̂rkij > 0. We can use (E.20) and (C1.3) (in Condition 1) to get N̄1 such that N > N̄1 yields

P(sgn(δ̂rkij ) ̸= 0 | C1
η,χ,γ) > 1− δ/2.

In other words, when N is large enough, (C1.3) and Theorem 8 imply that ρ̂rkij ̸= ρ̂r
k

ji with high

probability. This is crucial in our next step, where we characterize the solutions of (7.2).

Step iii: The condition sgn(δ̂rkij ) ̸= 0 for all i, j, k ∈ V with i ̸= j allows us to eliminate the

nonlinearities in (7.2) and find its solutions. So, we assume that this non-zero condition holds.

Note that, from the previous step, we know that this assumption is true with high probability

when N is large.
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Substituting the definition of the Smith rule to (7.2) and multiplying the resulting expression

by the constant C, we get

minimize
Θ̂∈Mn×n

n∑
k=1

n∑
i,j=1,i<j

|[(ei − ej)T Θ̂xr
k

]+ − Cρ̂r
k

ji |+ |[(ej − ei)T Θ̂xr
k

]+ − Cρ̂r
k

ij |. (E.21)

Observe that

(ej − ei)T Θ̂xr
k ≥ 0⇒ |[(ei − ej)T Θ̂xr

k

]+ − Cρ̂r
k

ji |+ |[(ej − ei)T Θ̂xr
k

]+ − Cρ̂r
k

ij | ≥ Cρ̂r
k

ji ,

(ej − ei)T Θ̂xr
k

= 0

⇒ |[(ei − ej)T Θ̂xr
k

]+ − Cρ̂r
k

ji |+ |[(ej − ei)T Θ̂xr
k

]+ − Cρ̂r
k

ij | = C(ρ̂r
k

ij + ρ̂r
k

ji ),

(ej − ei)T Θ̂xr
k ≤ 0⇒ |[(ei − ej)T Θ̂xr

k

]+ − Cρ̂r
k

ji |+ |[(ej − ei)T Θ̂xr
k

]+ − Cρ̂r
k

ij | ≥ Cρ̂r
k

ij .

Therefore, the minimum achievable by (E.21) is

n∑
k=1

n∑
i,j=1,i<j

min{Cρ̂rkji , Cρ̂r
k

ij }. (E.22)

Consider the system of equations

(ej − ei)T Θ̂xr
k

sgn(δ̂r
k

ij ) = max{Cρ̂rkij , Cρ̂r
k

ji }; i, j, k ∈ V, i ̸= j. (E.23)

If (E.23) is solvable (in terms of Θ̂), then substituting any of its solutions to (E.21) gives (E.22).

Thus, any solution of (E.23) is a minimizer of (E.21). Moreover, if Θ̂ does not satisfy (E.23),

then the resulting value of (E.21) is strictly greater than (E.22). As a result, if (E.23) is solvable,

then its solutions are the only minimizers of (E.21).
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We proceed by showing that (E.23) is solvable when C1
η,χ,γ and sgn(δ̂rkij ) ̸= 0 hold for all

i, j, k ∈ V with i ̸= j. Under these conditions, (E.23) for i, j ∈ V with i ̸= j is equivalent to

(ej − ei)T Θ̂[xr
1

. . . xr
n

] = [sgn(δ̂r
1

ij )max{Cρ̂r1ij , Cρ̂r
1

ji } . . . sgn(δ̂r
n

ij )max{Cρ̂rnij , Cρ̂r
n

ji }].

Moreover, (C1.2) ensures that [xr1 . . . xrn ] is invertible, yielding

(ej − ei)T Θ̂ = [sgn(δ̂r
1

ij )max{Cρ̂r1ij , Cρ̂r
1

ji } . . . sgn(δ̂r
n

ij )max{Cρ̂rnij , Cρ̂r
n

ji }][xr
1

. . . xr
n

]−1.

(E.24)

Consequently, (E.21) is solvable and its solutions are the Θ̂ that satisfy (E.24) for all i, j ∈ V

with i ̸= j.

Step iv: Again, for the remainder of the proof, let us take arbitrary i, j, k ∈ V with i ̸= j. Using

the definition of the Smith rule, we can write

(ej − ei)TΘxr
k

sgn(ρij(x
rk ,Θxr

k

)− ρji(xr
k

,Θxr
k

))

= max{Cρij(xr
k

,Θxr
k

), Cρji(x
rk ,Θxr

k

)}.

Let us define

δr
k

ij := ρij(x
rk ,Θxr

k

)− ρji(xr
k

,Θxr
k

)
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and

νr
k

ij := C(sgn(δ̂r
k

ij )max{ρ̂rkij , ρ̂r
k

ji } − sgn(δr
k

ij )max{ρij(xr
k

,Θxr
k

), ρji(x
rk ,Θxr

k

)}).

In Step ii, we show that N > N̄1 yields

P(sgn(δ̂rkij ) ̸= 0 | C1
η,χ,γ) > 1− δ/2.

Combining this with the analysis in Step iii, we get

P

(
(ei − ej)T (Θ̂−Θ) =

[
νr

1

ij . . . νr
n

ij

] [
xr

1
. . . xr

n

]−1 ∣∣∣∣ C1
η,χ,γ

)
> 1− δ/2 (E.25)

whenever N > N̄1. Furthermore, (C1.2) implies that

∥∥∥∥∥
[
νr

1

ij . . . νr
n

ij

] [
xr

1
. . . xr

n

]−1
∥∥∥∥∥ ≤

∥∥∥∥[νr1ij . . . νr
n

ij

]∥∥∥∥χ.
Hence, if we can find N̄2 such that N > N̄2 gives

P(max{|νr1ij |, . . . , |νr
n

ij |} > ϵ/χ | C1
η,χ,γ) < δ/2,

then N > max{N̄1, N̄2} ensures that

P(∥(ei − ej)T (Θ̂−Θ)∥ > ϵ | C1
η,χ,γ) < δ.
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Step v: In the last step, we find N̄2 such that N > N̄2 yields

P(max{|νr1ij |, . . . , |νr
n

ij |} > ϵ/χ | C1
η,χ,γ) < δ/2.

Recall that

νr
k

ij = C(sgn(δ̂r
k

ij )max{ρ̂rkij , ρ̂r
k

ji } − sgn(δr
k

ij )max{ρij(xr
k

,Θxr
k

), ρji(x
rk ,Θxr

k

)}).

So, for N large enough, our goal is to show that the signs of δr
k

ij and δ̂r
k

ij are the same and

max{ρ̂rkij , ρ̂r
k

ji } is close to max{ρij(xr
k
,Θxr

k
), ρji(x

rk ,Θxr
k
)} with high probability.

From Step i, we can immediately get N̄3 such that N > N̄3 gives

P(|max{ρ̂rkij , ρ̂r
k

ji } −max{ρij(xr
k

,Θxr
k

), ρji(x
rk ,Θxr

k

)}| > ϵ/(Cχ) | C1
η,χ,γ) < δ/4. (E.26)

Similarly, we also have N̄4 such that N > N̄4 yields

P(|ρ̂rkij − ρij(xr
k

,Θxr
k

)| < γ/4, |ρ̂rkji − ρji(xr
k

,Θxr
k

)| < γ/4 | C1
η,χ,γ) > 1− δ/4.

The inequalities |ρ̂rkij − ρij(xr
k
,Θxr

k
)| < γ/4 and |ρ̂rkji − ρji(xr

k
,Θxr

k
)| < γ/4, together with

(C1.3), imply that

P(sgn(δrkij ) = sgn(δ̂r
k

ij ) | C1
η,χ,γ) > 1− δ/4. (E.27)

Finally, we combine (E.26) and (E.27) to conclude that P(max{|νr1ij |, . . . , |νr
n

ij |} > ϵ/χ) <
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δ whenever N > max{N̄1, N̄2}, where N̄2 = max{N̄3, N̄4}. ■

E.3.2 Estimating the Row Differences Under the Replicator Protocol

Now, we prove Theorem 9 for the case when ρ is the replicator rule. Recall from Table 2.1

that the Smith and replicator rules differ only by a multiplicative factor of the fraction of agents

playing the target strategy. Therefore, our proof follows similar steps to the proof of Lemma 9

and uses many of the results therein.

Lemma 10 Assume that ρ is the replicator rule. Given any ϵ, δ, η, χ, γ > 0 there exists N̄ ∈ N

such that if N > N̄ , then

P
(
∥(ei − ej)T (Θ̂−Θ)∥ > ϵ

∣∣ C1
η,χ,γ

)
< δ

for all i, j ∈ V , where Θ̂ is any solution of (7.2).

Similar to the proof of Lemma 9, we split the proof of Lemma 10 into 5 steps for tractability.

Throughout the remainder of this section, we assume that ρ is the replicator rule, and we denote

the Smith rule by ρSmith.

Step i: Let us take any i, j, k ∈ V with i ̸= j. Our reasoning in Step i of the proof of Lemma 9 is

valid when ρ is the replicator rule. So, given any ϵ0, δ0 > 0, there exist N̄0 such that

P(|ρ̂rkij − ρij(xr
k

,Θxr
k

)| > ϵ0 | C1
η,χ,γ) < δ0 (E.28)

whenever N > N̄0. Recall that ρij(xr
k
,Θxr

k
) = xr

k

j ρ
Smith
ij (xr

k
,Θxr

k
). Moreover, from (C1.1),

we know that xrkj ≥ η. Using these facts and replacing ϵ0 in (E.28) with ϵ0η, we see that N > N̄0
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yields

P

(∣∣∣∣∣ ρ̂r
k

ij

xr
k

j

− ρSmithij (xr
k

,Θxr
k

)

∣∣∣∣∣ > ϵ0

∣∣∣∣∣ C1
η,χ,γ

)
< δ0. (E.29)

Step ii: Let us define δ̂rkij := ρ̂r
k

ij /x
rk

j −ρ̂r
k

ji /x
rk

i . Notice that (C1.3) ensures that either ρij(xr
k
,Θxr

k
)

or ρji(xr
k
,Θxr

k
) is positive. Furthermore, (C1.1) tells that each entry of xrk is positive, meaning

that ρij(xr
k
,Θxr

k
) and ρji(x

rk ,Θxr
k
) have the same signs as respectively ρSmithij (xr

k
,Θxr

k
)

and ρSmithji (xr
k
,Θxr

k
). Therefore, ρij(xr

k
,Θxr

k
) > 0 implies that ρSmithij (xr

k
,Θxr

k
) > γ and

ρSmithji (xr
k
,Θxr

k
) = 0, whereas ρji(xr

k
,Θxr

k
) > 0 implies that ρSmithji (xr

k
,Θxr

k
) > γ and

ρSmithij (xr
k
,Θxr

k
) = 0. Putting these two cases together, (C1.1) and (C1.3) guarantees that

|ρSmithij (xr
k
,Θxr

k
)− ρSmithji (xr

k
,Θxr

k
)| > γ.

Employing (E.29) and |ρSmithij (xr
k
,Θxr

k
) − ρSmithji (xr

k
,Θxr

k
)| > γ, we can find N̄1 such

that

P(sgn(δ̂rkij ) ̸= 0 | C1
η,χ,γ) > 1− δ/2

whenever N > N̄1. In parallel to the proof of Lemma 9, we use this condition to characterize the

solutions of (7.2).

Step iii: Now, we assume that C1
η,χ,γ and sgn(δ̂rkij ) ̸= 0 hold for all i, j, k ∈ V with i ̸= j. We are

interested in characterizing the solutions of (7.2). Observe that

minimize
Θ̂∈Mn×n

n∑
k=1

n∑
i,j=1,i ̸=j

|ρij(xr
k

, Θ̂xr
k

)− ρ̂r
k

ij |

= minimize
Θ̂∈Mn×n

n∑
k=1

n∑
i,j=1,i ̸=j

|xrkj ρSmithij (xr
k

, Θ̂xr
k

)− ρ̂r
k

ij |.
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(C1.1) ensures that xr1 , . . . ,xrn ∈ intη(∆), so this problem is equivalent to

minimize
Θ̂∈Mn×n

n∑
k=1

n∑
i,j=1,i ̸=j

∣∣∣∣∣ρSmithij (xr
k

, Θ̂xr
k

)−
ρ̂r

k

ij

xr
k

j

∣∣∣∣∣ . (E.30)

We know from the proof of Lemma 9 that the minimizers of (E.30) are the Θ̂ that solve

(ej − ei)T Θ̂xr
k

sgn(δ̂r
k

ij ) = max

{
Cρ̂r

k

ij

xr
k

j

,
Cρ̂r

k

ji

xr
k

i

}
; i, j, k ∈ V, i ̸= j. (E.31)

Moreover, again from the proof of Lemma 9, we know that (E.31) is solvable (under the prevailing

assumptions) and its solutions satisfy the following equation for all i, j ∈ V with i ̸= j:

(ej − ei)T Θ̂

=

[
sgn(δ̂r

1

ij )max

{
Cρ̂r

1

ij

xr
1

j

,
Cρ̂r

1

ji

xr
1

i

}
. . . sgn(δ̂r

n

ij )max

{
Cρ̂r

n

ij

xr
n

j

,
Cρ̂r

n

ji

xr
n

i

}]
[xr

1

. . . xr
n

]−1.

Step iv: This step is almost identical to the Step iv of the proof of Lemma 9. Let us take any

i, j, k ∈ V with i ̸= j, and define

δr
k

ij := ρSmithij (xr
k

,Θxr
k

)− ρSmithji (xr
k

,Θxr
k

)

and

νr
k

ij := C

(
sgn(δ̂r

k

ij )max

{
ρ̂r

k

ij

xr
k

j

,
ρ̂r

k

ji

xr
k

i

}

− sgn(δrkij )max{ρSmithij (xr
k

,Θxr
k

), ρSmithji (xr
k

,Θxr
k

)}

)
.
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From Step ii, we know that N > N̄1 yields

P(sgn(δ̂rkij ) ̸= 0 | C1
η,χ,γ) > 1− δ/2.

This inequality and the analysis in Step iii imply that

P

(
(ei − ej)T (Θ̂−Θ) =

[
νr

1

ij . . . νr
n

ij

] [
xr

1
. . . xr

n

]−1 ∣∣∣∣ C1
η,χ,γ

)
> 1− δ/2 (E.32)

whenever N > N̄1. Moreover, (C1.2) ensures that

∥∥∥∥∥
[
νr

1

ij . . . νr
n

ij

] [
xr

1
. . . xr

n

]−1
∥∥∥∥∥ ≤

∥∥∥∥[νr1ij . . . νr
n

ij

]∥∥∥∥χ.
Thus, if we can find N̄2 such that N > N̄2 gives

P(max{|νr1ij |, . . . , |νr
n

ij |} > ϵ/χ | C1
η,χ,γ) < δ/2,

then N > max{N̄1, N̄2} guarantees that

P(∥(ei − ej)T (Θ̂−Θ)∥ > ϵ | C1
η,χ,γ) < δ.

Step v: We finalize the proof by finding N̄2 such that

P(max{|νr1ij |, . . . , |νr
n

ij |} > ϵ/χ | C1
η,χ,γ) < δ/2

whenever N > N̄2.
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From (E.29), we immediately get N̄3 such that N > N̄3 yields

P

(∣∣∣∣∣max

{
ρ̂r

k

ij

xr
k

j

,
ρ̂r

k

ji

xr
k

i

}
−max{ρSmithij (xr

k

,Θxr
k

), ρSmithji (xr
k

,Θxr
k

)}

∣∣∣∣∣ > ϵ

Cχ

∣∣∣∣∣ C1
η,χ,γ

)
<
δ

4
.

(E.33)

Again from (E.29), we have N̄4 such that for N > N̄4 the following holds:

P

(∣∣∣∣∣ ρ̂r
k

ij

xr
k

j

− ρSmithij (xr
k

,Θxr
k

)

∣∣∣∣∣ < γ/4,

∣∣∣∣∣ ρ̂r
k

ji

xr
k

i

− ρSmithji (xr
k

,Θxr
k

)

∣∣∣∣∣ < γ/4

∣∣∣∣∣ C1
η,χ,γ

)
> 1− δ

4
.

As we establish in Step ii, (C1.3) ensures that |ρSmithij (xr
k
,Θxr

k
) − ρSmithji (xr

k
,Θxr

k
)| > γ.

Hence, whenever N > N̄4, we have

P(sgn(δrkij ) = sgn(δ̂r
k

ij ) | C1
η,χ,γ) > 1− δ/4. (E.34)

Finally, we combine (E.33) and (E.34) to conclude that P(max{|νr1ij |, . . . , |νr
n

ij |} > ϵ/χ) <

δ whenever N > max{N̄1, N̄2}, where N̄2 = max{N̄3, N̄4}. ■

E.3.3 Estimating the Row Differences Under the BNN Protocol

We finalize the proof of Theorem 9 with the following lemma, which addresses the case

where ρ is the BNN rule. Overall, the proof of this lemma follows the same outline as the proofs

of Lemma 9 and Lemma 10; the main difference is in characterizing the solutions of (7.3).

Lemma 11 Assume that ρ is the BNN rule. Given any ϵ, δ, η, χ, γ > 0 there exists N̄ ∈ N such
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that if N > N̄ , then

P
(
∥(ei − ej)T (Θ̂−Θ)∥ > ϵ

∣∣ C2
η,χ,γ

)
< δ

for all i, j ∈ V , where Θ̂ is any solution of (7.3).

Now, we present a proof of Lemma 11.

Step i: Let us fix any i, k ∈ V with i ̸= k. Replicating Step i of the proof of Lemma 9, we see

that for all ϵ0, δ0 > 0 there exists N̄0 such that when N > N̄0 the following holds:

P(|ζ̂rki − ζi(xr
k

,Θxr
k

)| > ϵ0 | C2
η,χ,γ) < δ0. (E.35)

Step ii: From (E.35) and (C2.3), it follows that ζ̂rki > 0 with high probability when N is large:

(C2.3) tells that ζi(xr
k
,Θxr

k
) > 0, so taking ϵ0 and δ0 respectively as γ/2 and δ/2 gives N̄1 such

that

P(ζi(xr
k

,Θxr
k

) > γ/2 | C2
η,χ,γ) > 1− δ/2

whenever N > N̄1.

Step iii: Now, assuming that C2
η,χ,γ and ζ̂r

k

i > 0 hold for all i, k ∈ V with i ̸= k, we characterize

the solutions of (7.3).

Substituting the definition of ζ to (7.3) and multiplying the resulting expression by the
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constant C, we get

min
Θ̂∈Mn×n

n∑
k=1

n∑
i=1,i ̸=k

|[(ei − xr
k

)T Θ̂xr
k

]+ − Cζ̂r
k

i |. (E.36)

If the system of equations

(ei − xr
k

)T Θ̂xr
k

= Cζ̂r
k

i ; i, k ∈ V, i ̸= k (E.37)

has a solution (in terms of Θ̂), then the value of (E.36) under any of these solutions is 0, which

is the smallest value that it can reach. On the other hand, if Θ̂ is not a solution of (E.37), then

the resulting value of (E.36) is strictly positive (due to the prevailing assumptions). Therefore, if

(E.37) is solvable, then its solutions are the only minimizers of (E.36).

To prove that (E.37) is solvable, given any i ∈ V , we begin by showing that (ei−xr
i
)T Θ̂xr

i

is a linear combination of the vectors below with k ∈ V \ {i}:

(ek − xr
i

)T Θ̂xr
i

.

This is true if we can find constants αi
k for all k ∈ V \ {i} such that

n∑
k=1,k ̸=i

αi
k(ek − xr

i

) = ei − xr
i

.

From (C2.1), we know that xri ∈ intη(∆). Thus,
∑n

k=1,k ̸=iα
i
k(ek − xr

i
) = ei − xr

i if and

only if
∑n

l=1,l ̸=iα
i
l = 1 − 1/xr

i

i and αi
k = −xrik /xr

i

i for all k ∈ V \ {i}. Moreover, from∑n
k=1,k ̸=i−xr

i

k /x
ri

i = (xr
i

i −1)/xr
i

i = 1−1/xrii , it follows that we can indeed set αi
k = −xr

i

k /x
ri

i
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for all k ∈ V \ {i}.

Consequently, for any i, j ∈ V with i ̸= j and k ∈ V \ {i, j}, the following holds:

(ei − ej)T Θ̂xr
k

= (ei − xr
k

)T Θ̂xr
k − (ej − xr

k

)T Θ̂xr
k

, (E.38a)

(ei − ej)T Θ̂xr
i

= (ei − xr
i

)T Θ̂xr
i − (ej − xr

i

)T Θ̂xr
i

=
n∑

l=1,l ̸=i

αi
l(el − xr

i

)T Θ̂xr
i − (ej − xr

i

)T Θ̂xr
i

, (E.38b)

(ei − ej)T Θ̂xr
j

= (ei − xr
j

)T Θ̂xr
j − (ej − xr

j

)T Θ̂xr
j

= (ei − xr
j

)T Θ̂xr
j −

n∑
l=1,l ̸=j

αj
l (el − xr

j

)T Θ̂xr
j

. (E.38c)

So, the following system of equations is equivalent to (E.37):

(ei − ej)T Θ̂xr
k

= Cζ̂r
k

i − Cζ̂r
k

j ; i, j ∈ V, i ̸= j, k ∈ V \ {i, j}, (E.39a)

(ei − ej)T Θ̂xr
i

=
n∑

l=1,l ̸=i

αi
lCζ̂

ri

l − Cζ̂r
i

j ; i, j ∈ V, i ̸= j. (E.39b)

Recall from (C2.2) that [xr1 . . . xr
n
] is invertible. As a result, (E.39) is solvable and it

uniquely determines (ei − ej)T Θ̂ for every i, j ∈ V with i ̸= j as

(ei − ej)T Θ̂ = Γ̂ij
[
xr

1
. . . xr

n

]−1

, (E.40)
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in which Γ̂ij is the n-dimensional row vector with its k-th entry given by

Γ̂ijk =



n∑
l=1,l ̸=i

αi
lCζ̂

ri

l − Cζ̂r
i

j if k = i

Cζ̂r
j

i −
n∑

l=1,l ̸=j
αj
lCζ̂

rj

l if k = j

Cζ̂r
k

i − Cζ̂r
k

j otherwise

.

To summarize, if C2
η,χ,γ and ζ̂r

k

i > 0 hold for all i, k ∈ V with i ̸= k, then (7.3) is solvable

and its solutions are the Θ̂ that satisfy (E.40).

Step iv: Let us fix any i, j ∈ V with i ̸= j. In parallel to (E.38), for each k ∈ V \ {i, j} we can

write

(ei − ej)TΘxr
k

= (ei − xr
k

)TΘxr
k − (ej − xr

k

)TΘxr
k

, (E.41a)

(ei − ej)TΘxr
i

=
n∑

l=1,l ̸=i

αi
l(el − xr

i

)TΘxr
i − (ej − xr

i

)TΘxr
i

, (E.41b)

(ei − ej)TΘxr
j

= (ei − xr
j

)TΘxr
j −

n∑
l=1,l ̸=j

αj
l (el − xr

j

)TΘxr
j

. (E.41c)

Since (C2.2) implies that [xr1 . . . xrn ] is invertible, (E.41) gives

(ei − ej)TΘ = Γij
[
xr

1
. . . xr

n

]−1

, (E.42)
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in which Γij is the n-dimensional row vector with its k-th entry equal to

Γijk =



n∑
l=1,l ̸=i

αi
l(el − xr

i
)TΘxr

i − (ej − xr
i
)TΘxr

i if k = i

(ei − xr
j
)TΘxr

j −
n∑

l=1,l ̸=j
αj
l (el − xr

j
)TΘxr

j if k = j

(ei − xr
k
)TΘxr

k − (ej − xr
k
)TΘxr

k otherwise

.

So, we combine Step ii, Step iii, and (E.42) to conclude that the following holds whenever

N > N̄1:

P

(
(ei − ej)T (Θ̂−Θ) =

[
νr

1

ij . . . νr
n

ij

] [
xr

1
. . . xr

n

]−1 ∣∣∣∣ C2
η,χ,γ

)
> 1− δ/2, (E.43)

in which νr
k

ij := Γ̂ijk − Γijk is given by

νr
k

ij =



n∑
l=1,l ̸=i

αi
l

(
Cζ̂r

i

l − (el − xr
i
)TΘxr

i
)

−
(
Cζ̂r

i

j − (ej − xr
i
)TΘxr

i
)

if k = i(
Cζ̂r

j

i − (ei − xr
j
)TΘxr

j
)

−
n∑

l=1,l ̸=i
αj
l

(
Cζ̂r

j

l − (el − xr
j
)TΘxr

j
)

if k = j

(
Cζ̂r

k

i − (ei − xr
k
)TΘxr

k
)
−
(
Cζ̂r

k

j − (ej − xr
k
)TΘxr

k
)

otherwise

.

Observe that (C2.2) implies

∥∥∥∥∥
[
νr

1

ij . . . νr
n

ij

] [
xr

1
. . . xr

n

]−1
∥∥∥∥∥ ≤

∥∥∥∥[νr1ij . . . νr
n

ij

]∥∥∥∥χ.
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Thus, if we can find N̄2 ∈ N such that N > N̄2 gives

P(max{|νr1ij |, . . . , |νr
n

ij |} ≥ ϵ/χ | C2
η,χ,γ) < δ/2, (E.44)

then N > max{N̄1, N̄2} guarantees that

P(∥(ei − ej)T (Θ̂−Θ)∥ > ϵ | C2
η,χ,γ) < δ.

Step v: In the last step of the proof, we find N̄2 ∈ N such that

P(max{|νr1ij |, . . . , |νr
n

ij |} ≥ ϵ/χ | C2
η,χ,γ) < δ/2

whenever N > N̄2.

From the definition of νrkij and (C2.1), notice that (E.44) holds if N > N̄2 guarantees for

all i, k ∈ V with i ̸= k that

P
(
|Cζ̂rki − (ei − xr

k

)TΘxr
k | ≤ ηϵ

χn

∣∣∣∣ C2
η,χ,γ

)
> 1− δ/2. (E.45)

Also, the definition of the BNN rule ζ tells that if ζi(xr
k
,Θxr

k
) > 0, then ζi(xr

k
,Θxr

k
) = (ei −

xr
k
)TΘxr

k
/C. Consequently, since (C2.3) ensures that ζi(xr

k
,Θxr

k
) > 0, (E.45) is equivalent

to

P
(
|ζ̂rki − ζi(xr

k

,Θxr
k

)| ≤ ηϵ

Cχn

∣∣∣∣ C2
η,χ,γ

)
> 1− δ. (E.46)
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Finally, we employ (E.35) to find N̄2 for which N > N̄2 guarantees (E.46). ■

E.4 Proof of Theorem 10

In this section, we present a proof of Theorem 10, where we first give a brief outline of our

approach. Our proof leverages the mean-filed approximation results from Section 2.4. Observe

that the mean-field approximation results from [31] imply that, when M is large, X̃ and X̂ are

well-approximated over [0, T ] by solutions of differential equations that depend respectively on

F and F̂ . Subsequently, since ρ is comparative and Fi − Fj is close to F̂i − F̂j for every

i, j ∈ V , we use ideas from the nonlinear systems literature to infer that the solutions of these

differential equations remain nearby over [0, T ]. As a result, Theorem 10 follows from the

definition of comparative analogousness because it ensures that Fi − Fj is close to F̂i − F̂j

with high probability for every i, j ∈ V when N is large enough.

Now, we give a rigorous proof. Let X̃ and X̂ be population states that are characterized

by M -many agents, rate λ′, comparative learning rule ρ′, and respectively the game F and F̂ .

Suppose that X̂(0) is independent from F̂ and X̃ is independent from X1
[0,T 1], . . . ,X

A
[0,TA] and

X̂. Also, assume that ρ is comparative and F̂ is comparatively analogous to F . Our goal is to

show that, if limM→∞ X̂(0) = limM→∞ X̃(0) = x0 for some x0 ∈ ∆, then for each T, ϵ, δ > 0

we can find N̄ ∈ N such that N > N̄ gives

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ > ϵ

)
< δ.

Let X̌ be a population state induced by Ň -many agents, Poisson rate λ̌, game F̌ and
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learning rule ρ̌. Recall from Section 2.4 that, for every ϵ, T > 0, if limŇ→∞ X̌(0) = x̌0, then

lim
Ň→∞

P
(
max
t∈[0,T ]

∥X̌(t)− x̌(t)∥ > ϵ

)
= 0,

where x̌ is the solution of

x̌(0) = x̌0;

˙̌xi =
n∑
j=1

x̌jλ̌ρ̌ji(x̌, F̌(x̌))−
n∑
j=1

x̌iλ̌ρ̌ij(x̌, F̌(x̌)); i ∈ V.

Intuitively, the
∑n

j=1 x̌jλ̌ρ̌ji(x̌, F̌(x̌)) term approximates the rate of inflow to strategy i and∑n
j=1 x̌iλ̌ρ̌ij(x̌, F̌(x̌)) approximates the rate of outflow from i.

Since ρ′ is a comparative rule, we can find ψ such that ρ′(ξ, π) = ψ(ξ, (πi − πj)ni,j=1,i ̸=j)

for every ξ ∈ ∆ and π ∈ Rn (as in Definition 18). For notational convenience, we define

Vψi (ξ, (Fi(ξ)−Fj(ξ))ni,j=1,i ̸=j)

:=
n∑
j=1

ξjλ
′ψji(ξ, (Fi(ξ)−Fj(ξ))ni,j=1,i ̸=j)−

n∑
j=1

ξiλ
′ψij(ξ, (Fi(ξ)−Fj(ξ))ni,j=1,i ̸=j)

and Vψ := (Vψ1 , . . . ,Vψn ). From the Lipschitz continuity of ρ′, it follows that Vψ is Lipschitz

continuous and we denote its Lipschitz constant by LVψ . Moreover, we define

Bφ(F) :=
{
G : Rn → Rn : sup

ξ∈∆
|(Gi(ξ)− Gj(ξ))− (Fi(ξ)−Fj(ξ))| < φ for all i, j ∈ V

}

and denote the set of values that F̂ can attain by Ω. So, Ω is the image of all possible realizations

of X1
[0,T 1], . . . ,X

A
[0,TA] under E . Observe that Ω is a finite set.
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From the definitions F̂ ∈ Ω and Bφ(F), and using the independence of F̂ from X̂(0) and

X̃(0), we can write

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ ≤ ϵ

)
=
∑
F̂∈Ω

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)
P(F̂ = F̂)

=
∑

F̂∈Ω∩Bφ(F)

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)
P(F̂ = F̂)

+
∑

F̂∈Ω∩Bφ(F)c

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)
P(F̂ = F̂)

≥
∑

F̂∈Ω∩Bφ(F)

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)
P(F̂ = F̂). (E.47)

By assumption, we know that limM→∞ X̂(0) = limM→∞ X̃(0) = x0 for some x0 ∈ ∆. Given

F̂ ∈ Ω, let x̂ and x̃ be the mean-field approximations of respectively X̂ and X̃, so they satisfy

x̂(0) = x0;

˙̂x = Vψ(x̂, (F̂i(x̂)− F̂j(x̂))ni,j=1,i ̸=j)

and

x̃(0) = x0;

˙̃x = Vψ(x̃, (Fi(x̃)−Fj(x̃))ni,j=1,i ̸=j).

Note that to have the mean-field approximation of x̂, we need F̂ to be Lipschitz continuous, which

is guaranteed by the definition of E (see Section 7.3). Moving forward, from [7, Theorem 10.2.3]
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and the independence of X̃ and X̂, we get

∑
F̂∈Ω∩Bφ(F)

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)

≥
∑

F̂∈Ω∩Bφ(F)

lim
M→∞

[
P
(
max
t∈[0,T ]

∥X̃(t)− x̃(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)

P
(
max
t∈[0,T ]

∥X̂(t)− x̂(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)
P
(
max
t∈[0,T ]

∥x̂(t)− x̃(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)]

=
∑

F̂∈Ω∩Bφ(F)

P
(
max
t∈[0,T ]

∥x̂(t)− x̃(t)∥ ≤ ϵ
∣∣∣ F̂ = F̂

)
.

Given F̂ ∈ Ω ∩ Bφ(F), from the definitions of x̂, x̃, and Bφ(F), we obtain the following:

∥x̂(t)− x̃(t)∥

≤
∫ t

0

∥Vψ(x̂(s), (F̂i(x̂(s))− F̂j(x̂)(s))ni,j=1,i ̸=j)− Vψ(x̃(s), (Fi(x̃(s))−Fj(x̃)(s))ni,j=1,i ̸=j)∥ds

≤
∫ t

0

LVψ∥x̂(s)− x̃(s)∥ds+ tLVψφ.

Therefore, the Gronwall-Bellman inequality yields ∥x̂(t)− x̃(t)∥ ≤ tLVψφe
tLVψ . Using this, we

get P(maxt∈[0,T ] ∥x̂(t)− x̃(t)∥ ≤ ϵ | F̂ = F̂) = 1 for every F̂ ∈ Ω∩Bφ(F) whenever φ satisfies

φ < ϵ/(TLVψexp(TLVψ)).

Substituting these bounds to (E.47), we see that φ < ϵ/(TLVψexp(TLVψ)) implies

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ ≤ ϵ

)
≥

∑
F̂∈Ω∩Bφ(F)

P(F̂ = F̂).
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Finally, because F̂ is comparatively analogous to F , for any such φ we can find N̄ such that

P(F̂ ∈ Ω ∩ Bφ(F)) ≥ 1− δ whenever N > N̄ . Hence, when N > N̄ , the following holds:

lim
M→∞

P
(
max
t∈[0,T ]

∥X̃(t)− X̂(t)∥ ≤ ϵ

)
≥

∑
F̂∈Ω∩Bφ(F)

P(F̂ = F̂) ≥ 1− δ. ■

E.5 Results on the Estimation of Nash Equilibria

We conclude the appendix by proving and commenting on our results from Section 7.5.3.

Particularly, the main contributions of this section are showing that every Lipschitz continuous

F : ∆→ Rn has at least one essential equilibrium and proving Theorem 11.

As we emphasize in Section 7.5.3, not all Nash equilibria are robust with respect to perturbations

of the games. Notably, this issue is not specific to population games. For instance, consider the

two player normal form game where each player has two available actions and the payoff of each

agent under every strategy profile is 0. The Nash equilibria of this game consists of all mixed

strategy profiles. Nonetheless, for any ϵ > 0, perturbing the payoffs of a single strategy pair by

(ϵ, ϵ) results in a unique mixed strategy Nash equilibrium, which is the probability assignment of

1 to the perturbed strategy pair. We can give a similar example in the context of population games:

∆ is the Nash equilibria of the linear game with the matrix consisting of zeros, and perturbing

the (1, 1)-st entry of this matrix by ϵ > 0 changes the Nash equilibria to {e1}.

The discussion above suggests that selecting NE(F̂) as an estimate of NE(F) may be a

poor choice, regardless of how close F̂ is to F . The notion of essential equilibria, introduced

by [74], stems from this issue. Specifically, a subset e of Nash equilibria is called essential if

any small enough perturbation of the game results in a Nash equilibria with a subset close to
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e. [78] prove that the Nash equilibria of any normal form game has at least one component that is

essential (see also [75, Section 1.4.5]).

Although the concept of essential equilibria has been studied extensively, it has not been

considered in the population games framework. Recall that, in Section 7.5.3, we extend it to

accommodate F through Definition 19. Particularly, introducing a distance d : G × G → R≥0

on the set of games with n-strategies G as d(F ,G) = supξ∈∆
∑n

i=1 |Fi(ξ) − Gi(ξ)|, we say that

e ⊆ NE(F) is essential if it satisfies the following: For any ϵ > 0, there exists δ > 0 such

that for all G ∈ G with d(F ,G) < δ we have NE(G) ∩ Nϵ(e) ̸= ∅ (where Nϵ(e) := {η ∈

∆ : infξ∈e ∥η − ξ∥ < ϵ}).

We show in Appendix E.5.2 that any F ∈ G has a nonempty set of essential equilibria.

Moreover, some simple algebra that we present in Appendix E.5.1 reveals that NE(F) = NE(F−

1Fi) for any i ∈ V . This, together with the existence of essential equilibria and the definition

of comparative analogousness, culminates in the proof of Theorem 11: If F̂ is comparatively

analogous to F , the number of agents N is large, and both F and F̂ have unique Nash equilibria,

then it is likely that NE(F̂) is close to NE(F). We give a formal proof of Theorem 11 below, in

Appendix E.5.1.

E.5.1 Proof of Theorem 11

Recall that, whenN is large, F̂i−F̂j from a comparatively analogous F̂ is a good estimate

of Fi − Fj for all i, j ∈ V . However, comparatively analogousness does not guarantee that F̂ is

close to F . So, even when all Nash equilibria of F is essential, it is unclear how we can use F̂ to

estimate NE(F). In what follows, we clarify this by showing that NE(F) = NE(F − 1Fi) for
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any i ∈ V .

Consider the characterization of NE(F) given by NE(F) := {x ∈ ∆ : F(x)−1xTF(x) ∈

bd(Rn
∗ )}, in which Rn

∗ := Rn \ int(Rn
≤0) (see Definition 8). For any i ∈ V , we can write

(F(x)− 1Fi(x))− 1xT (F(x)− 1Fi(x))

= F(x)− 1Fi(x)− 1xTF(x) + 1xT1Fi(x)

= F(x)− 1Fi(x)− 1xTF(x) + 1Fi(x)

= F(x)− 1xTF(x).

Therefore, (F(x)−1Fi(x))−1xT (F(x)−1Fi(x)) ∈ bd(Rn
∗ ) if and only if F(x)−1xTF(x) ∈

bd(Rn
∗ ), meaning that NE(F) = NE(F − 1Fi).

To proceed with the proof of Theorem 11, assume that F̂ is comparatively analogous to F

and that F has a unique Nash equilibrium. Our aim is to show that for all ϵ, δ > 0 there exists N̄

such that if N > N̄ and F̂ has a unique Nash equilibrium, then P(∥x∗ − x̂∗∥ > ϵ) < δ, where

{x∗} and {x̂∗} denote the Nash equilibria of respectively F and F̂ .

With Corollary 5, we establish that every F ∈ G has at least one essential equilibrium.

We also know that NE(H) = NE(H − 1H1) for any H ∈ G. Therefore, NE(F) = NE(F −

1F1) = {x∗} is essential, meaning that any G that satisfies d(F − 1F1,G − 1G1) < η yields

NE(G) ∩Nϵ({x∗}) ̸= ∅.

Consequently, since NE(F̂) is unique, P(d(F−1F1, F̂−1F̂1) < η) ≥ 1−δ would imply

that P(∥x∗− x̂∗∥ < ϵ) ≥ 1−δ. Finally, we can ensure that P(d(F−1F1, F̂−1F̂1) < η) ≥ 1−δ

holds whenever N > N̄ , because we can leverage the comparative analogousness of F̂ to get N̄
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for which N > N̄ guarantees

P
(

sup
ξ∈∆,i∈V

|Fi(ξ)−F1(ξ)− (F̂i(ξ)− F̂1(ξ))| <
ϵ

n

)
≥ 1− δ. ■

E.5.2 Essential Equilibria of F

In this section, we show that the Nash equilibria of F ∈ G has at least one essential subset.

Our proof relies heavily on the work of [79]. Hence, we first go over the framework by [79] and

present the relevant results therein.

E.5.2.1 Preliminary Notation and Background

In [79], the authors introduce the notion of strongly essential sets of fixed points and show

that every convex, compact valued, upper hemicontinuous (uhc) correspondance has a strongly

essential subset of fixed points. In addition, they apply this result to show that every infinite

n-person noncooperative game with quasiconcave payoffs has at least one strongly essential

component of Nash equilibria.

Let X be a nonempty compact convex subset of a normed linear space, where we denote

the norm by ∥ · ∥, and K be the collection of all nonempty compact subsets of X. Given δ > 0

and A ⊆ X, let Nδ(A) := {y ∈ X : infx∈A ∥y − x∥ < δ}.

We use M to denote the set of all convex, compact valued, uhc correspondences from X to

K. Given any B ∈M, we define Φ(B) := {x ∈ X : x ∈ B(x)}, so Φ(B) is the set of all fixed
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points of B (note that Φ(BF) = NE(F)). Moreover, we set

P(B, δ) = {T ∈M : T (x) ⊆ Co(Nδ(B(Nδ(x)))) for all x ∈ X},

where Co denotes the convex hull. The set P(B, δ) is referred to as the mixed perturbation

class of B with respect to (M, ρH), where ρH : M ×M → R≥0 is given by ρH(T1, T2) =

supx∈XH(T1(x), T2(x)) andH is the Hausdorff metric on the collection of all non-empty compact

subsets of X.

A fixed point x ∈ Φ(B) is said to be strongly essential with respect to P(B, δ) if for all

ϵ > 0 there exists δ > 0 such thatNϵ(x)∩Φ(T ) ̸= ∅ for all T ∈ P(B, δ). Intuitively, x is strongly

essential with respect to P(B, δ) if small enough perturbations of B belonging to P have at least

one fixed point in the vicinity of x.

The definition of strong essentiality extends from points to sets as follows: For anyB ∈M,

a nonempty closed subset b ⊆ Φ(B) is a strongly essential set of Φ(B) with respect P(B, δ) if

for each ϵ > 0 there exists δ > 0 such that Nϵ(b) ∩ Φ(T ) ̸= ∅ for all T ∈ P(B, δ).

Having introduced the relevant concepts and notation, we are now ready to present the

existence result by [79]:

Remark 40 ( [79, Theorem 2.1]) For each B ∈M, the set of fixed points Φ(B) has at least one

minimal strongly essential set with respect to P(B, δ).

E.5.2.2 Nash Equilibria of Any F ∈ G Has an Essential Subset

The set X in Section E.5.2.1 corresponds to ∆ in the population games framework, where

we keep the norm on ∆ arbitrary. In what follows, we use the existence result from [79, Theorem 2.1]
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(repeated in Remark 40) to show that each F ∈ G has an essential equilibria. To do so, we begin

by proving that BF : ∆ ⇒ ∆ is a convex, compact valued, uhc correspondence.

Lemma 12 For any F ∈ G, the correspondance BF is uhc, and is compact and convex valued.

Below, we present a proof of Lemma 12. In [7, Section 2.1], the author shows that BF(x)

is the convex hull of the vertices of ∆ corresponding to bF(x). Since bF(x) is a finite set, we see

that BF(x) is a compact and convex subset of ∆.

Now, we show that BF is uhc. Note that BF is said to be uhc at x if for any open set

V ⊇ BF(x) there exists an open set U containing x such that BF(y) ∩ V ̸= ∅ for all y ∈ U ∩∆.

BF is said to be uhc if BF(x) is uhc at every x ∈ ∆.

To prove that BF(x) is uhc, we first show the existence of a neighborhood U of x such that

bF(y) ⊆ bF(x) for all y ∈ U∩∆. In other words, we can always find a neighborhood U of x such

that the strategies that are sub-optimal at x remain sub-optimal at y for any y ∈ U∩∆. To see this,

notice from the definition of bF that for all j ∈ bF(x) and i /∈ bF(x) we have Fj(x)− Fi(x) < 0,

and because that F is Lipschitz continuous we can find an open neighborhood U of x such that

this inequality holds for all y ∈ U ∩ ∆. Consequently, bF(y) ⊆ bF(x) for all y ∈ U ∩ ∆.

As a result, from the convex hull interpretation of BF , it follows that BF(y) ⊆ BF(x) for all

y ∈ U ∩ ∆. So, for any open set V ⊇ BF(x) we have an open set U containing x such that

BF(y) ∩ V ⊇ BF(y) ∩BF(x) ̸= ∅ for all y ∈ U ∩∆. ■

Having proven Lemma 12, we can leverage [79, Theorem 2.1] to conclude that the Nash

equilibria ofF has a subset e that is strongly essential with respect toP(BF , δ). So, the remaining

challenge for proving the existence of essential equilibra of F is to show the following: If e is a

strongly essential set with respect to P(BF , δ), then e is an essential subset of NE(F). In order
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to achieve this, it suffices to show that for all δ > 0 there exists η > 0 such that if d(F ,G) < η,

then BG ∈ P(BF , δ).

Lemma 13 For every F ∈ G and δ > 0 there exists η > 0 such that if G ∈ G satisfies d(F ,G) <

η, then BG ∈ P(BF , δ).

In what follows, we prove Lemma 13. Notice from the definition of P(BF , δ) that, if

BG(x) ⊆ Nδ(BF(x)) for all x ∈ ∆, then BG ∈ P(BF , δ). Consequently, to prove the lemma, it

suffices to show that we can find η such that d(F ,G) < η implies BG(x) ⊆ Nδ(BF(x)) for all

x ∈ ∆.

We proceed by contradiction, so assume that there exists δ > 0 such that for all η > 0 there

is some G ∈ G and x ∈ ∆ that satisfy d(F ,G) < η and BG(x) ̸⊆ Nδ(BF(x)).

Consider a sequence of positive real numbers (ηm)
∞
m=1 such that limm→∞ ηm = 0. For

each m ∈ N, by assumption and the existence of Nash equilibria of F , there exists xm ∈ ∆

and Gm ∈ G such that d(Gm,F) < ηm, xm ∈ BGm(x
m), and xm /∈ Nδ(BF(x

m)). Since ∆

is compact, there is a subsequence (xmk)∞k=1 of (xm)∞m=1 such that limk→∞ xmk = x for some

x ∈ ∆. Moreover, BF is uhc and compact valued. Thus, from the closed graph theorem and

xmk /∈ Nδ(BF(x
mk)) for all k ∈ N, we conclude that x /∈ BF(x).

Because that x /∈ BF(x), there exists y ∈ ∆ such that (x− y)TF(x) < γ for some γ < 0.

From limk→∞ xmk = x and the Lipschitz continuity of F , it follows that there exists K1 ∈ N

such that (xmk − y)TF(xmk) < γ/2 for all k > K1. Finally, leveraging d(F ,Gmk) → 0, we get

K2 ∈ N such that (xmk − y)TGmk(xmk) < γ/4 < 0 for all k > max{K1, K2}. This contradicts

with xmk ∈ BGmk (x
mk), concluding the proof. ■

As we highlighted just before Lemma 13, the following corollary is an immediate consequence
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of Lemma 12, Lemma 13, and [79, Theorem 2.1].

Corollary 5 The Nash equilibria of each F ∈ G has at least one essential subset.
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