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Capturing the shape and material of objects and scenes is a cornerstone of computer vi-

sion research, with significant applications across augmented reality, e-commerce, healthcare,

real estate, and robotics. This thesis explores two primary capture methods: Multiview Stereo

(MVS), which leverages varying viewpoints, and Photometric Stereo (PS), which utilizes changes

in lighting. To address some of the limitations inherent in these techniques, we introduce several

novel methods.

In the first part, we present a user-friendly PS setup requiring only a camera, a flash-

light, and optionally a tripod—simple enough for home assembly. To support high-resolution

captures from this setup, we introduce RecNet, a novel recursive architecture trained on low-

resolution synthetic data yet capable of predicting high-resolution geometry and reflectance. Rec-

Net demonstrably outperforms state-of-the-art PS systems, even with only a few input images.

Traditionally, PS assumes that lighting is distant, which is impractical for large objects or those



in confined spaces. Building on RecNet, we propose a novel method that integrates per-pixel

lighting estimates and recursive depth estimation to address the challenges of near-field lighting,

thus broadening PS’s applicability.

While PS excels at capturing fine details, it often struggles with global geometry, intro-

ducing low-frequency distortions that complicate the stitching of multiple views into a complete

object. Conversely, MVS captures global geometry effectively but tends to miss finer details. In

the second part, we address the so-called Multiview Photometric Stereo (MVPS) problem, which

leverages variations in both lighting and viewpoint. Our feedforward architecture, inspired by

both MVS and PS techniques, enables geometry reconstruction that matches or exceeds the state-

of-the-art in quality, while being orders of magnitude faster.

In scenarios where adjusting lighting conditions is impractical, such as in large or outdoor

scenes, changing viewpoints often proves more feasible, especially when cameras are mounted

on mobile platforms like drones or vehicles. Large field of view (FoV) cameras are preferable

for these expansive scenes, as they enable faster and easier capture. However, adapting MVS

models developed for small-FoV to large-FoV requires significant modifications and traditionally

depends on scarce large-FoV training data. In the third part, we introduce novel architectures and

data augmentation techniques to train networks on the abundant small-FoV data but allow them to

generalize to large-FoV scenarios. This approach demonstrates strong generalization capabilities

across both indoor and outdoor datasets, effectively eliminating the need to acquire costly large-

FoV-specific datasets for training large-FoV MVS models.

Through these contributions, we aim to streamline and enhance the capture of shape and

material, making it faster and more practical for a broad range of users—from casual hobbyists

to industrial systems.
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Chapter 1: Introduction

Capturing an object or scene's geometry and materials has been a focus of long-standing

research in the �elds of computer vision and graphics. This area is ripe with applications, ranging

from augmented and virtual reality to e-commerce, healthcare, autonomous vehicles, real-estate

capture, and robotics. In augmented reality, the ability to capture and reconstruct 3D objects

enriches user interaction by allowing virtual elements to behave realistically within the real world,

such as in gaming or educational apps. In e-commerce, detailed 3D captures enable sellers to offer

virtual try-ons or interactive 3D views, signi�cantly enhancing the online shopping experience.

In healthcare, advanced 3D reconstruction techniques can be pivotal, for instance, in creating

detailed models of organs from MRI or CT scans for preoperative planning and simulation. For

autonomous vehicles, accurate scene reconstructions are essential for navigation and obstacle

avoidance, ensuring safer operation. In real estate, immersive virtual tours can be generated from

3D models of properties, offering potential buyers a detailed and interactive viewing experience

remotely. Lastly, in robotics, 3D models assist in complex tasks such as automated assembly

lines or navigation in dynamic environments, where precise interaction with objects is crucial.

Numerous techniques have been developed to address the challenge of accurately capturing

an object or scene's shape and material properties. These include Multiview Stereo (MVS), which

relies on capturing images from multiple viewpoints; Photometric Stereo (PS), which utilizes
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varying lighting conditions while maintaining a consistent viewpoint; and Shape-from-Shading

(SfS), based on observations from a single viewpoint and lighting condition. There is also Mul-

tiview Photometric Stereo (MVPS), which attempts to reconstruct geometry and materials by

exploiting variations in both lighting and viewpoint.

In this thesis, we examine contributions made in both PS and MVS, as well as their inte-

gration. Both MVS and PS have relative strengths and weaknesses. On one hand, MVS excels

in capturing accurate global shapes and can be easily implemented with just a handheld camera.

However, it struggles in textureless regions since it depends on feature matching, often resulting

in reconstructions that lack high-frequency geometric details. On the other hand, PS is adept

at producing accurate high-frequency details, even in textureless areas, but it typically fails to

generate globally consistent shapes. This limitation arises because shading variations are mostly

caused by changes in surface normals. Capturing these normals is straightforward, but convert-

ing them into a coherent global geometry involves integrating the normals to obtain depth. This

process often introduces low-frequency inaccuracies, as deriving normals from depth is akin to

applying a high-pass �lter.

Another signi�cant limitation of PS is its requirement for a carefully controlled capture

environment, which can be challenging for novice users to replicate. To address this issue, this

thesis also explores more accessible methods that can be implemented by untrained users without

specialized equipment. These approaches aim to democratize sophisticated 3D capture technolo-

gies, making them feasible for a broader range of applications and users.
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1.1 Solution for Far-Field Photometric Stereo

In Chapter 3, we introduce a system designed to capture both the shape and re�ectance of

an object using a simple setup. This setup requires only a camera, a �ashlight, and ideally, a

tripod. Users can capture single or multiple images of the object by shining the �ashlight from

various directions. This uncomplicated data capture arrangement yields important photometric

cues, essential for high-quality reconstruction.

The key technical component for accomplishing this is a novel, recursive architecture, Rec-

Net, that is capable of predicting normal, albedo and roughness at high resolutions—even those

considerably greater than the resolutions it was trained on. This allows our approach to create

a high-quality reconstruction with �ne details. RecNet is trained to predict normal, albedo and

roughness at2k � 2k resolution given a set of input images at2k � 2k and predicted normal, albedo

and roughness from the previous iteration at2k� 1 � 2k� 1. We parameterize shape with surface

normals and re�ectance with albedo and roughness following the Cook-Torrance model. RecNet

is trained with a resolution between 64� 64 and 256� 256, but can then be applied to images of

arbitrary resolution. To start this recursive process off, we use a small network, InitNet, that takes

in the images at 32� 32 and estimates the normals, albedo, and roughness at the same resolution.

We demonstrate that RecNet produces high-quality results for 1024� 1024 images, yielding a

mesh with enough vertices to capture �ne detail.
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1.2 Solution for Near-Field Photometric Stereo

Traditional approaches to PS, including our previously described RecNet, operate under

the assumption that light sources are located at a considerable distance relative to the size of the

object—typically around ten times the object's dimensions [15, 16]. This distance ensures that

the direction of illumination remains largely consistent across the object's surface. While this

assumption is often easily met for small objects, it becomes increasingly problematic for objects

that are large relative to their surroundings, such as furniture in small rooms or lesions within the

human colon [17]. Moreover, the assumption becomes even more challenging when relying on

low-intensity light sources, such as the LED �ashlights on smartphones [18]. This motivates the

need for a PS approach that can effectively handle near-�eld lighting conditions.

The crux of the challenge in near-�eld PS lies in the variability of lighting directions and in-

tensity at each pixel1. Even with full knowledge of the light source parameters, per-pixel lighting

remains undetermined due to the unknown depth of the object's surface.

In Chapter 4, we present our novel recursive approach to solving the near-�eld PS prob-

lem. While building upon the foundation set by RecNet through the use of a recursive normal

estimation network, our method enables near-�eld capabilities by integrating a per-pixel lighting

estimate as an additional input. The accuracy of this lighting estimate depends on the surface

depth. To account for this, we also incorporate a recursive depth estimation network speci�cally

designed to infer depth from surface normals. These networks operate in an alternating iterative

fashion at each stage improving the estimated, normal and depth estimates while also increasing

their resolution.
1By “lighting at a pixel” or “per-pixel lighting,” we refer to the light that reaches the corresponding 3D surface

point captured by that pixel.
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Speci�cally, we initialize our depth estimate using a �at plane at the coarsest resolution,

denoted asR0. An iteration of the algorithm then proceeds in the following three steps:

1. Upsample the depth map from resolutionRi � 1 to Ri and compute the corresponding per-

pixel lighting based on this updated depth information.

2. Estimate surface normals at resolutionRi using the normal estimation network and the

per-pixel lighting derived in step 1.

3. Estimate depth at resolutionRi using the depth estimation network and the surface normal

estimates obtained in step 2.

In addition to extending our previous RecNet model, our approach draws inspiration from

previous optimization approaches [8, 18, 19, 20, 21, 22, 23].

Through rigorous experimentation and ablation studies, we empirically validate that our

proposed solution surpasses existing state-of-the-art methods in near-�eld PS both in perfor-

mance and ef�ciency. Remarkably, our algorithm demonstrates a speed-up factor of approxi-

mately 45x compared to competing methods, all while requiring a smaller memory footprint.

1.3 Combining Multiview and Multilighting Cues

As mentioned earlier, Photometric Stereo (PS) methods face signi�cant challenges in achiev-

ing globally consistent shapes despite their pro�ciency in capturing high-frequency details. This

limitation complicates the task of integrating geometry from multiple viewpoints to construct a

complete model of an object. To address this issue, in Chapter 5, we propose a hybrid approach

that combines PS with Multiview Stereo (MVS), termed Multi-view Photometric Stereo (MVPS).

5



This technique aims to harness both high and low-frequency details effectively.

Our proposed system, MVPSNet, is inspired by state-of-the-art methods from both the PS

and MVS �elds. Its feed forward nature is designed for both speed and generalizability. At the

core of our approach is a feature extraction network that effectively merges images taken from

the same viewpoint under multiple lighting conditions. This network extracts geometric features

from shading cues, which are crucial for stereo matching, especially in textureless areas. We

demonstrated that these features termed 'Light Aggregated Feature Maps' (LAFM), are effective

for feature matching even in textureless areas where traditional multi-view stereo methods typi-

cally fail. Our system achieves reconstruction results comparable to those of PS-NeRF, a state-

of-the-art MVPS approach that optimizes a neural network for each scene. Notably, owing to its

feed forward architecture, MVPSNet is signi�cantly faster, performing inference 411 times faster

(105 seconds compared to 12 hours). Additionally, we have introduce a new synthetic dataset,

sMVPS, which has demonstrated its effectiveness in training a generalizable MVPS model.

1.4 Multiview Stereo for General Camera Models

For large or outdoor scenes, varying the lighting conditions can be extremely challenging,

if not impossible. However, varying the viewpoints is often much simpler. In scenarios such as

cameras mounted on moving vehicles like robotic arms, cars, or drones, changing the camera

view is not only easy but inherent to their operation. Therefore, for these types of scenes, we

focus exclusively on variations in viewpoint.

Many of these scenes are so expansive that capturing them with a typical small-FoV cam-

era would be time-consuming. Consequently, large-FoV cameras are more suitable for these
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applications. While MVS models for standard, small-FoV pinhole cameras are quite advanced,

these models do not trivially generalize to large-FoV cameras. Adapting these models to handle

large-FoV images involves signi�cant modi�cations, and even then, they require training on ap-

propriate large-FoV data. Unfortunately, datasets for large-FoV images are substantially smaller

compared to those for small-FoV cameras, posing a challenge for effective training.

In Chapter 6, we propose novel architectures and data augmentation techniques that address

these issues. Our approach is straightforward: we warp the training data to a canonical, large-FoV

representation and augment it to account for a variety of distortions. This method allows a single

network to generalize across different types of camera distortions, enhancing its versatility. We

demonstrate the strong generalization capabilities of our approach on both indoor and outdoor

datasets, a capability not achievable with previous methods.

This approach not only leverages the vast amounts of ground truth data available for pin-

hole cameras but also enables effective depth estimation from large-FoV cameras used in domains

such as automotive and robotics. By training our stereo depth estimation model on widely avail-

able pinhole camera data and generalizing it to large-FoV cameras, we introduce a novel approach

that enhances the versatility and practical utility of MVS systems for real-world scenarios.
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Chapter 2: Prior Work

In this chapter, we review the existing literature on Photometric Stereo (PS), Shape-from-

Shading (SfS), and Multiview Stereo (MVS) as applied to both standard pinhole and wide �eld-

of-view (FoV) cameras. Additionally, we explore developments in Multi-view Photometric Stereo

(MVPS), which combine the strengths of both PS and MVS to improve detail capture and geo-

metrical consistency across multiple views.

It is important to note that many methods that rely on multiple views inherently depend

on accurate pose estimation techniques such as Structure-from-Motion (SfM) or Simultaneous

Localization and Mapping (SLAM). For brevity, we will not delve deeply into these foundational

techniques but instead direct the reader to the comprehensive work by Schoenberger et al. [24].

This focus allows us to concentrate on the speci�c advancements and challenges in the domains

of PS, SfS, MVS, and MVPS.

2.1 Photometric Stereo

Research on PS, initially introduced in [16], aims to reconstruct the shape of an object by

analyzing images captured under varying lighting conditions. This problem has been extensively

studied in the �eld of computer vision, as outlined in several surveys ([33, 34, 35]). PS methods

can be categorized based on the assumptions they make, such as the nature of the materials
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Method Distant Light Diffuse Material Calibrated Light Point-like Light
Woodham1980 [16] Yes Yes Yes Yes

Mecca2014 [25] No No Yes Yes
Mecca2013 [26] Yes Yes Yes Yes

Logothetis2020 [8] No No Yes Yes
Santo2020 [7] No No Yes Yes
Xie2015 [15] No Yes Yes Yes

Papadhimitri2014 [22] No Yes No Yes
Chen2018 [27] Yes No Yes Yes
Chen2019 [1] Yes No No Yes

Ikehata2018 [28] Yes No Yes Yes
Basri2007 [29] Yes Yes No No

Favaro2012 [30] Yes Yes No Yes
Lichy2021 [31] Yes No Weak Yes
Lichy2022 [32] No No No Yes

Table 2.1: Assumptions made by various photometric stereo methods.

(diffuse vs. specular), the type of lighting (point-like vs. diffuse), and whether the lighting is

calibrated or uncalibrated, as well as the distance of the light sources (distant vs. nearby). Table

2.1 shows a number of works exemplifying these different assumptions.

2.1.1 Far-Field Photometric stereo

In far-�eld photometric stereo, the assumption is that the illumination sources are at a

distance much greater than the size of the object. Consequently, the radiance distribution arriving

at any point on the object is the same, barring shadows and inter-re�ections. Most works in this

area further assume that the light sources are point-like, meaning the radiance at each point comes

from a single direction. Woodham's seminal paper laid the groundwork for this by considering

in�nitely distant point lights illuminating an object with Lambertian re�ectance [16].

It's instructive to review the mathematics of this basic case. LetI i (p) represent the intensity

value of pixelp in imagei . This intensity value is a function of the object's surface normal

scaled by its albedo, denotedN (p), and the light direction scaled by intensity, denotedl i . This
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relationship is captured by the following equation:

I i (p) = lT
i N (p) (2.1)

When these equations are stacked into a matrix, they take the form:
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If the lighting directionsl i are known andn � 3, this linear system can be solved indepen-

dently for each pixel to recover both the surface normal and albedo.

From this formulation, it becomes clear that the Uncalibrated Photometric Stereo (UPS)

problem has inherent ambiguities. Speci�cally, a new solution can be generated by transforming

the original normals and lighting directions using an invertible matrixA, N̂ = AN and l̂ i =

AT � 1l i , rendering the problem ill-posed. However, this ambiguity can be limited by assuming

that the surface is integrable, i.e., the normals correspond to a smooth surface. This restricts the

ambiguity to a Generalized Bas-Relief (GBR) [36], that is the transformation matrixA must be

of the form:

A =
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(2.3)

Notably, the authors of [36] show that this transformation also preserves the shadows in the

scene.
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Several studies have introduced additional assumptions to address the Generalized Bas-

Relief (GBR) ambiguity. Crucially, these assumptions rely on context larger than a single pixel.

For instance, Favaro et al. [30] demonstrated that observing two diffuse maxima suf�ces to

resolve the GBR ambiguity. Similarly, Queau et al. [37] proposed minimizing the total variation

to �nd a solution. This approach can be interpreted as imposing a geometric prior, paving the

way for future works that employ data-driven priors. One signi�cant contribution in this regard

is from Chen et al. [1], who employed synthetic data to train a deep network for estimating

lighting directions for PS. Despite the inherent GBR ambiguity rendering the problem ill-posed,

their network appears to learn suf�ciently robust priors to yield reliable results.

An alternative avenue of PS research involves modeling more intricate re�ectance prop-

erties beyond simple diffuse re�ection, using a variety of Bidirectional Re�ectance Distribution

Function (BRDF) models [38, 39, 40, 41].

Another extension of the far-�eld PS problem focuses on non-point-like lighting conditions.

For example [29, 42, 43, 44, 45] aim to solve PS under more generalized distant environmental

lighting.

With the recent success of deep learning, researchers have shown renewed interest in push-

ing the boundaries of PS. Recent studies [28, 46, 47] focus on the calibrated settings with numer-

ous input images but often overlook the global context by learning on a per-pixel basis. Taniai et

al. [48] introduced a network trained on a per-object basis to predict both the normal and BRDF,

using unsupervised reconstruction loss with known lighting. Chen et al. [27] utilized synthetic

data to train a network to predict normals under known lighting conditions. In the context of

Uncalibrated Photometric Stereo (UPS), recent efforts primarily focus on predicting lighting to

then estimate normals [1], often using recursive methods [49], which can also handle spatially-
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varying BRDFs [50]. While many PS techniques typically require a large number of images

(between 50 and 100), some researchers have managed to achieve reliable results with fewer

images [51, 52, 53, 54, 55]. Various techniques have also been proposed for handling PS with

known lighting direction but unknown intensity [18, 53, 56], or with both inaccurate direction

and intensity [57]. In Chapter 3 we propose a weakly calibrated setup where lighting direction

is known to within a range of10� to 15� and an intensity is unknown. This proposed method

requires only a few images (1-6) and can predict both the surface normal and spatially-varying

BRDF.

2.1.2 Near-Field Photometric Stereo.

Near-Field PS relaxes the far-�eld PS assumption of distant light sources, allowing for more

�exibility in capturing objects in constrained environments. Applications range from capturing

furniture in household settings to medical imaging of internal organs, such as colon lesions [17].

Near-Field PS also accommodates less intense light sources, like a smartphone �ashlight, broad-

ening its utility.

However, this relaxation introduces a new challenge. Speci�cally, even with calibrated

lighting, the radiance arriving at each point on the object remains unknown, as it depends on the

object's depth. The existing solutions for Near-Field PS can be broadly divided into two primary

categories:

Direct Optimization Approaches The �rst category, termed 'Direct Optimization Approaches,'

aims to invert the image formation process. This is frequently accomplished by solving a system

of Partial Differential Equations (PDEs) [18, 25, 58, 59, 60]. For a comprehensive review of this
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method, readers are referred to [58]. Some variants, like the work of Xieet al. [15], leverage

a local-global mesh deformation scheme to construct a mesh that accurately reconstructs the

images. Santoet al. optimize a reconstruction loss using a far-�eld neural network to decompose

the observed images into re�ectance and surface normals [7].

Iterative Re�nement Approaches The second set of methods employ a three-step iterative re-

�nement technique [8, 19, 20, 21, 23]. The general algorithm begins with an initial depth esti-

mate, often a plane, and iteratively updates it through the following steps:

1. Compute light direction and intensity at each point using the current depth.

2. Use the light estimates to predict surface normals.

3. Integrate these normals to re�ne the depth.

While most methods in this category rely solely on optimization techniques, Logothetiset

al. stand out by incorporating a far-�eld deep neural network in the surface normal prediction

(Step 2) [8]. Our work, detailed in Chapter 4, is inspired by this approach. However, we take it a

step further by employing two deep recursive neural networks for both surface normal prediction

and depth re�nement. These networks are trained end-to-end on the entire image under near-�eld

lighting conditions, allowing them to leverage global context. This dual-network strategy results

in signi�cant computational speedups compared to previous methods.

2.1.3 Uncalibrated Lighting

Most PS methods require careful lighting calibration that is dif�cult to achieve with in-

the-wild captures. However some works have reduced this requirement or eliminated it entirely.
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Some have proposed placing an additional object such as a mirror ball [61] or object of known

material in the scene for lighting calibration [62]. In [42] the authors propose a variational

approach to estimating light and shape simultaneously. The authors in [1, 63] use a lighting

calibration network that directly regresses light direction and intensity for far-�eld PS, which is

then extended by [49] with additional normal estimation.

Less attention has been given to the uncalibrated near-�eld PS. Papadhimitriet al. in [22]

shows that in the near �eld case there is no GBR [36] ambiguity, and proposes to solve it by al-

ternating between optimizing geometry and lighting position. In Chapter 4, we introduce a deep

network for calibrating lighting in the near-�eld case, inspired by [1]. We show that this calibra-

tion network along with our recursive approach is successful in reconstructing 3D geometry from

real-world captures.

2.1.4 Normal Integration

Normal integration aims to �nd a depth map that is consistent with a given normal map.

Since our approach to near-�eld PS proposed in Chapter 4 relies on a novel normal integration

network, we brie�y discuss some of the existing approaches to normal integration. For a more

detailed discussion see [64]. Horn and Brooks proposed a variational optimization approach

to solving normal integration that reduces to solving the Poisson problem [65]. Many others

have re�ned this idea e.g. by adding regularized [12]. All of these methods require solving

a linear system, which is usually iterative and dif�cult to implement on GPUs in a fast enough

way to use during neural network training. Frankot and Chellappa [66] propose a fast method

for solving the Poisson problem via the FFT, but when boundary conditions are not periodic,
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as they usually are in practice, the method is biased [64]. Similarly to us, Ho et. al. notices the

close relationship between normal integration and the shape-from-shading and proposes a normal

integration method based on solving the Eikonel equation using the fast marching method [67].

2.2 Shape-from-Shading

While PS usually requires at least three observations, another research direction, Shape-

from-Shading (SfS) [65] attempts to predict shape and re�ectance from a single image and

lighting condition. Therefore, SfS can be seen as a limiting case of photometric stereo with only

one observation. From Equation 2.1 we observe that given any lighting and normal vector there

exists an albedo that can produce any color, so unlike PS, SfS cannot be handled on a per-pixel

basis. Instead, SfS relies on broader contextual information and prior assumptions for effective

shape prediction.

Early works modeled the image formation problem mathematically, usually assuming dif-

fuse reluctance and known lighting direction, and solved for geometry as an inverse problem [65,

68]. For a comprehensive overview of these foundational works, readers are directed to the survey

by Zhang [69].

Subsequent approaches like that of Barron and Malik [70] relied on extensive, manually

designed shape priors to solve the SfS problem. However, with recent advances in deep networks

such priors are often learned from large volumes of synthetic data.

Research in SfS often focuses on specialized object types or scenes. For instance, there

has been a signi�cant interest in SfS applications speci�cally for facial geometry [71, 72, 73].

Conversely, other works have tackled inverse rendering in indoor settings [74, 75, 76]. When it
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comes to generic objects, several studies aim to estimate both re�ectance and illumination from

a single image [77, 78, 79, 80, 81, 82].

Notably, Liu et al. [83] predicted surface normals and DS-BRDF properties by training

on ShapeNet objects. Similarly, Liet al. [2] proposed a framework that captures a single object

image using co-directional �ash lighting. Their method predicts surface normals, depth, spatially-

varying BRDF, and illumination conditions. They achieved this using a cascaded architecture.

Similarly to us they trained on synthetic data.

As an extension to single-image techniques, Bosset al. [6] introduced a two-shot method,

capturing images with and without a co-directional �ash. Their approach also employs a cascaded

architecture.

A disadvantage of these learning frameworks is that they can only perform inference on

images of the same low-resolutions, typically 256� 256 that they train on. In Chapters 3 and 4

we propose an architecture that can be trained on low resolution synthetic data and general to

high resolution data.

2.3 Multiview-Stereo

In this section, we discuss prior research on stereo and multi-view stereo (MVS) techniques

for cameras with both small and large �eld-of-view (FoV), as well as spherical data representa-

tions. The discussion of spherical representations is particularly relevant since, in this work, we

focus primarily on central camera models (that is cameras that sample radiance at a single point,

see section 6.2.1 for details), which fundamentally represent a (subset of a) sphere.
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2.3.1 Small-FoV MVS.

Depth estimation using multi-view stereo (MVS) with pinhole cameras is a central topic

in computer vision, extensively explored through both traditional and learning-based methods.

We highlight some especially important or inspiring methods below. For more comprehensive

surveys on traditional techniques, we refer the reader to [84, 85], and for learning-based methods,

to [86, 87].

MVS aims to reconstruct geometry based on a multiple images of a scene or object from

different viewpoints. A prevalent method in both traditional and learning-based approaches in-

volves constructing cost volumes, similar to the Plane Sweeping Algorithm [88]. This process

matches features across neighboring views, and the quality of these features critically in�uences

reconstruction accuracy. Traditional techniques [89, 90, 91, 92, 93, 94, 95, 96] involve human-

de�ned or hand-crafted image processing operators to extract feature maps. However, with ad-

vances in deep learning, these features are increasingly extracted using neural networks to build

cost volumes that predict per-view depth maps [3, 97, 98, 99, 100, 101] or disparity maps [102].

The earliest learning-based approaches, like GC-Net [103], utilize learned features to con-

struct a cost-volume for matching across recti�ed stereo pairs. This concept has been extended

by MVSNet [104] and DeepMVS [102], which allow the fusion of information from multiple

cameras.

Improvements to the core concept of MVSNet are widespread in the �eld. Various meth-

ods, such as [3, 105, 106, 107], have increased ef�ciency and accuracy by adopting a pyramidal

approach, which applies the principles of plane-sweeping iteratively. Additionally, signi�cant

advancements have been made in the feature fusion stage, which assesses the similarity between
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features across neighboring views, exempli�ed by works like [108]. Furthermore, the integration

of transformer architectures at different stages of the pipeline [4, 109, 110] continues to enhance

the capability of MVS techniques.

2.3.2 Large-FoV MVS.

With the widespread availability of large-FoV �sheye and 360� cameras, there has been

signi�cant interest in using them for multi-view depth estimation. Similar to the pinhole case,

most of these methods work by sphere-sweeping, an analog of plane sweeping where hypothesis

depths are sample based on distance from the focal-point, rather than depth along the optical axis.

Most previous learning-based approaches take advantage of a particular geometry structure like

�xed stereo [111, 112] or multi-view [10, 10, 111, 113, 114, 115, 116] rigs.

Wang et al. [111] and Li et al. [112] use ERP and hybrid cubemap-ERP [117] repre-

sentations, respectively, for the stereo setting where cameras are placed on top of each other.

MODE [10] shows that for any two ERP images there are extrinsic rotations to simulate the cam-

eras being on top of each other and performs image recti�cation. Although this can be done

for general two-camera con�gurations, they only study it for a �xed side-by-side ERP con�gu-

ration. Lichyet al. [118] (Appendix D) explain how to do this in general and demonstrate that

the operation is strongly analogous to stereo-recti�cation of pinhole images. Some multi-view

works [113, 114, 115] do sphere sweeping from a central location between a �xed four-�sheye

camera rig and perform cost-volume �ltering using standard CNNs. Komatsuet al. [116] also

perform sphere sweeping from a central view, however they extract features by projecting images

onto an icosahedron. On the other hand, Liet al.[119] extract features on a spherical mesh. These
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works either rely on �xed camera rigs or specialized convolution operations that are non-trivial to

extend. A notable exception is [11], which adapts a standard MVS architecture, CasMVSNet [3],

by simply replacing the pinhole model with the ERP model.

These works rely on the availability of large-FoV GT depths for training. In contrast, Leeet

al.[120] use semi-supervised training on real images. However, their network architecture is the

same as [113], designed for a �xed rig. In chapter 6, we outline a general MVS framework and

a training strategy that works for arbitrary central cameras and can be trained using small-FoV

datasets.

2.3.3 Spherical Data Representations.

Several methods have studied the problem of applying neural networks to spherical data.

The most relevant to our work are those that demonstrate applying convolutional networks to

cubemap [117, 121] and ERP [122, 123] images. To handle discontinuities while applying 2D

convolutions, 2D padding operations were introduced for cubemap [117, 121] and ERP [122].

We extend these padding operations for different stages of MVS pipelines and show that they are

critical.

Orthogonal methods use ERP representations of spherical data, but deform the convolu-

tion shape on the ERP such that it is less deformed in the spherical domain [124, 125, 126].

Other works proposed representing spheres and spherical convolutions with spherical harmon-

ics [127, 128]. However, both approaches require signi�cant modi�cations of convolution oper-

ations and have limited support from existing libraries, making them non-trivial to extend to for

MVS pipelines. For a more detailed survey on spherical data representations, we refer the reader
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Method Generalizable Mesh Reconstruction
PJ16 [130] 7 Base mesh+displacement map
LZ20 [13] 7 3D points+PSR[131]+Optimization[132]
BKW22[133] 7 MLP+Marching Cube[134]
BKC22[135] 7 MLP+Marching Cube[134]
PS-NeRF [14] 7 MLP+MISE[136]
BKW23[137] 7 MLP+Marching Cube[134]
MVPSNet (Ours)[138] 3 3D Points+Screened Poisson[139]

Table 2.2:Comparison of our method with prior MVPS methods.

to [129].

2.4 Multiview Photometric Stereo

Multi-View Photometric Stereo (MVPS) was initially proposed in [140] by combining PS

with object silhouettes to reconstruct textureless shiny objects with �ne details. However, this

method only works well for speci�c parametric BRDF models [135]. Later, Liet al.[13, 141]

propose to get iso-depth contours from PS images and sparse 3D points using structure-from-

motion, which are propagated to recover complete 3D shape. Parket al.[130, 142] use a planar

mesh parameterization technique to parameterize a coarse mesh from MVS and take advantage of

this 2D parameter domain to perform MVPS. However, these traditional MVPS methods require

an initial 3D reconstruction and their performance is sensitive to it. Since they consist of multiple

steps, careful execution or expert interventions are often performed to get good results [13, 130].

Recently, inspired by NeRF [143], various algorithms have been proposed that optimize a

neural network per-scene for MVPS. Kayaet al.[133] train a deep PS network �rst and condi-

tion the color rendering in NeRF [144] on normals predicted from PS. The reconstructed mesh,

however, exhibits multiple artifacts. The authors in [135] propose to train a deep PS network

and a deep MVS network extended with uncertainty estimation separately, and use these to �t an

SDF represented by an MLP. To further enable reconstruction on anisotropic and glossy objects,

20



Kayaet al.[137] add a neural volume rendering module to the MLP used in [135] to better fuse

PS and MVS measurements. PS-NeRF [14] solves the task of jointly estimating the geometry,

materials and lights. It �rst regularizes the gradient of a UNISURF [145] with estimated normals

from PS, and then uses separate MLPs to explicitly model surface normal, BRDF, lights, and

visibility which are optimized based on a shadow-aware differentiable rendering layer. Recent

works have also used physically based differentiable rendering either inside a NeRF framework

[146] or separately for optimization [147]. However, these methods optimize models for each

object independently, thus they do not generalize and are computationally inef�cient.
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Chapter 3: Shape and Material Capture at Home1,2

Figure 3.1: A bare-bones capture setup (left) consisting of only an iPhone, a �ashlight and a sweet
potato. The user captures a few images (with voice control) of the object by moving around with
a �ashlight directed at the object. We then reconstruct surface normal, albedo and roughness
at high-resolution (1024� 1024). Normals are integrated to create a mesh that is rendered with
novel views and illuminations.

3.1 Introduction

Capturing an object's shape and material is a long-studied problem in Computer Vision

and Graphics, with a broad range of applications such as Augmented and Virtual Reality. With

the rise of e-commerce, it is now even more important to develop a system that allows sellers to

capture 3D shape and material of their product with relative ease. It can also be extremely useful

for digital artists who can use captured 3D objects as a starting point for their models.

1This work was done in collaboration with Jiaye Wu, Roni Sengupta and David W. Jacobs [31]
2This research is supported by the National Science Foundation under grant no. IIS-1526234 and IIS-1910132
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In this work, we present a system where the shape and re�ectance of an object can be cap-

tured by a user with everyday household items. We propose a capture setup that requires a camera,

�ashlight, and ideally a tripod. The user can capture one or multiple images of an object by il-

luminating the object with a �ashlight from multiple directions. This relatively straight-forward

data capture setup provides us with important photometric cues necessary for high-quality recon-

struction.

High quality object geometry can be recovered using a large number of images either from

different views (Multi-View Stereo) [99, 104, 143], or from different lighting variations (Photo-

metric Stereo) [1, 27, 49] . Our work falls in the category of both Photometric Stereo (PS) and

Shape-from-Shading (SfS). PS techniques generally require a light-stage setup in a dark room to

capture an object. Although these techniques often produce high-quality reconstruction given a

large enough number of images, it is extremely dif�cult to create such a capture setup at home.

On the other hand, single image based methods have shown success in capturing geometry and

material using a camera with co-directional �ash [2], often with an extra image without the �ash

[6]. However, these approaches rely on priors learned from synthetic data with limited general-

ization to real data, especially with slight variation in capture setup. In this work, we aim to meet

reconstruction quality and ease of capture in the middle. We propose to capture only a few images

(at most six) of the object from approximately known lighting directions in a weakly calibrated

fashion to achieve satisfactory reconstruction quality.

We introduce a novel, recursive architecture, RecNet, that is capable of predicting normal,

albedo and roughness at high resolution. This allows our approach to create a high-quality recon-

struction with �ne details. RecNet is trained to predict normal, albedo and roughness at2k � 2k

resolution given an input image at2k � 2k and predicted normal, albedo and roughness from the
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a previous iteration at2k� 1 � 2k� 1. We parameterize shape with surface normal and re�ectance

with albedo and roughness following the Cook-Torrance model. RecNet is trained with resolu-

tions between 64� 64 and 256� 256, but can then be applied to images of arbitrary resolution.

To start this recursive process off, we use a small network, InitNet, that takes in the image at

32� 32 and estimates the normals, albedo, and roughness at the same resolution. We demonstrate

that RecNet produces high-quality results for 1024� 1024 images, yielding a mesh with enough

vertices to capture �ne detail.

An alternative approach is to train at the same resolution as inference. However, training

on higher resolution input offers its own unique challenges; it requires high-quality synthetic data

and a very deep convolutional network. This would necessitate large amounts of GPU memory

and training time, making it extremely dif�cult if not impossible. Thus PS techniques that re-

quire a large number of images (50-100) often train on pixels or patches [1, 27, 28, 47, 48, 49],

but they do not perform well when using a small number of images. Most previous single image

techniques can only be run at256� 256[2, 6]. This is because photometric cues from a single

image are not suf�cient to determine normals using local information alone, and the global pri-

ors the network learns from 256� 256 data do not transfer well to higher resolution. A network

trained on lower resolution, when applied to higher resolutions effectively shrinks its receptive

�eld, implicitly assuming that the normals are conditionally independent of the rest of the im-

age, preventing it from capturing global context. In contrast, we assume that normals at higher

resolution depend on the normals at lower resolution within the receptive �eld via our recursive

architecture, RecNet. Normals at lower resolution re�ect larger global context with the same

receptive �eld and thus help our network to reconstruct better shape and re�ectance utilizing the

global context.
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Our network can also handle anywhere from one to six images. When multiple images are

used, we compare with a current state-of-the-art PS technique, SDPS-Net [1], and when a single

image is used as input, we compare with [2, 6], which assume �ash-light co-directional with the

camera. We predict higher quality surface normals compared to SDPS-Net, especially on objects

with spatially varying BRDF and when given a low number of input images. While SDPS-

Net only predicts geometry, we also predict material re�ectance as albedo and roughness. In

comparison to single image techniques, we predict better surface normals and albedo, especially

in the regions of cast shadows and specular re�ectance.

In summary, our contributions are as follows:

� We introduce a weakly calibrated photometric stereo technique, where shape and material

of an object can be captured easily at home with a camera, �ashlight, and optionally a tripod.�

We present a recursive multi-resolution architecture that can handle a varying number of input

images (1-6) at arbitrary resolution, which can be higher than the training resolution (training at

256, inference at 1024) with minimal artifacts.

Figure 3.2: We propose a recursive multi-resolution architecture, RecNet, that predicts surface
normal, albedo and roughness from the input image(s) and from the prediction at the previous
step by continuously upsampling by a factor of 2. The recursion is initialized by InitNet.
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3.2 Our Approach

Our goal is to capture high-quality shape and re�ectance of household objects with minimal

effort. To achieve this goal, we make several design choices. First, we parameterize shape

with surface normals, which will then be integrated into a depth map and converted into a mesh

representation. Second, we parameterize spatially-varying BRDF (SV-BRDF) with albedo and

roughness using the Cook-Torrance BRDF model [148] (for details please see Appendix A). We

aim to reconstruct surface normal, albedo and roughness at 1024� 1024 resolution, in contrast

to 256� 256 used in [2, 6], such that the reconstructed mesh can preserve details. Finally, our

capture setup includes a camera mounted on an inexpensive tripod about 2' from the object.

Then the user captures multiple images of the object by walking around with a �ashlight, with at

least one image where the light is roughly co-directional with the camera. Our data capture setup

inspires us to generate synthetic data re�ective of our real data.

3.2.1 Our Capture Setup

Figure 3.3: Our at-home capture setup uses a camera, a �ashlight, and optionally a tripod and a
remote. A user moves around the object to capture a single or multiple images with variation in
lighting. Images are captured from the `Front' and the �ve positions shown above.

We want our capture setup to be simple such that, with instructions, a user can easily repli-

cate it in their home, and also provide enough distinct observations for high-quality reconstruc-

tion. For our capture setup we used the following items (i) A CANON 2000D DSLR camera; (ii)
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