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Ensuring the trustworthiness of machine learning systems requires strong generalization

not only under distribution shifts but also under adversarial manipulations. This dissertation

advances our understanding of trustworthy machine learning from two perspectives: improving

generalization through model invariance and equivariance, and improving safety alignment in

large language models (LLMs).

The first part of the dissertation investigates how structural priors like invariance can en-

hance generalization in the vision domain. We introduce the notion of sample cover induced

by transformations, which theoretically quantifies the effectiveness of data augmentations and

empirically guides data augmentation selection as a data-dependent metric. To tackle robustness

against unforeseen data variations, we propose an equivariant domain translation framework that

leverages out-of-distribution data to learn unforeseen robustness. Lastly, we draw inspiration

from human perception and propose PerceptionCLIP, a two-step method that improves zero-shot



image classification by inferring and conditioning on contextual attributes that the model should

be invariant to.

The second part focuses on the safety alignment of LLMs. We present AutoDAN, a white-

box attack that generates interpretable and transferable jailbreak prompts through gradient-guided

text generation, revealing emergent attack strategies. We also use the same framework to au-

tomatically generate pseudo-harmful prompts for red-teaming false refusals in safety-aligned

LLMs, uncovering trade-offs between safety and usability. Lastly, we introduce AdvPrefix, a

prefix-forcing objective that enables more nuanced and effective jailbreaks by automatic model-

dependent prefix selection.

This thesis demonstrates that generalization remains a central challenge across both tradi-

tional ML and modern LLMs. Together, the contributions provide practical tools and empirical

findings for building machine learning systems that generalize better under distribution shifts and

adversarial conditions.
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Chapter 1: Introduction

As machine learning (ML) systems become increasingly integrated into high-stakes real-

world applications, ensuring their trustworthiness under diverse conditions has emerged as a cen-

tral challenge. Models trained under idealized assumptions often encounter unexpected behaviors

when deployed in environments that differ from their training data—whether due to distribution

shifts, adversarial manipulations, or subtle misalignments with human intent. Such failures can

lead to degraded performance, safety risks, and loss of user trust. This dissertation investigates

how to build more trustworthy ML systems by advancing both generalization and robustness,

with a focus on model invariance and the safety alignment of large language models (LLMs).

1.1 Background and Motivation

Trustworthy ML encompasses several desirable properties: strong generalization, robust-

ness to distribution shifts, and alignment with user expectations and ethical norms. While many

advances in ML have focused on improving average-case accuracy under the i.i.d. assumption,

real-world data rarely conforms to this setting. In practice, models must handle unforeseen vari-

ations, evolving data distributions, and adversarial behaviors.

In the vision domain, data augmentation and inductive biases such as invariance and equiv-

ariance have been widely adopted to promote generalization. However, the theoretical under-
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standing of why certain transformations help remains limited, and practitioners often lack princi-

pled guidance for choosing augmentations. Moreover, robustness to unforeseen variations—those

not represented or characterized during training—poses an even greater challenge.

Meanwhile, LLMs raise a different set of concerns. Despite their strong capabilities, safety-

aligned LLMs may overgeneralize safety constraints, leading to false refusals where harmless

requests are blocked. At the same time, jailbreak attacks continue to uncover vulnerabilities in

alignment, often exploiting simplistic attack objectives or manual prompt engineering. Address-

ing both over- and under-alignment requires a deeper understanding of model behavior and more

nuanced tools for evaluation and red-teaming.

This dissertation addresses these gaps by introducing new theoretical frameworks, empiri-

cal tools, and practical methods that improve generalization through structural priors and improve

safety alignment through interpretable and adaptable attack objectives.

1.2 Dissertation Overview

This dissertation is organized into two parts, each targeting a key facet of trustworthiness:

generalization and safety alignment.

Part I: Improving Generalization through Invariance and Equivariance.

We �rst study how structural properties like invariance and equivariance affect generaliza-

tion, particularly in the vision domain.

In Chapter 2, we introduce the concept of a sample cover induced by transformations,

which provides a data-dependent measure of how well a model can generalize when invariant to

a set of transformations. This leads to the notion of a sample covering number, which offers both

2



theoretical insights and practical guidance for selecting effective augmentations.

In Chapter 3, we extend this perspective to robustness against unforeseen variations. We

propose an equivariant domain translation framework that leverages abundant out-of-distribution

data to improve robustness without needing labeled examples of the target variations.

In Chapter 4, inspired by human perception, we introduce PerceptionCLIP, a training-free

method that improves zero-shot image classi�cation by inferring and conditioning on contextual

attributes. This approach not only improves generalization but also reduces reliance on spurious

features.

Part II: Improving Safety Alignment in Large Language Models.

The second part of the dissertation addresses the safety alignment of LLMs, focusing on

understanding and improving robustness against adversarial prompts and alignment failures.

In Chapter 5, we present AutoDAN, a white-box jailbreak attack that combines gradient-

based optimization with controllable text generation. Unlike previous white-box methods, Au-

toDAN generates coherent and interpretable prompts that transfer well to black-box models and

generalize to unseen harmful behaviors.

In Chapter 6, we extend this framework to study false refusals—cases where LLMs wrongly

reject benign prompts due to overgeneralized safety boundaries. We propose the �rst method to

automatically generate pseudo-harmful prompts and construct a large-scale evaluation dataset

(PHTest) that reveals trade-offs between safety and usability.

In Chapter 7, we introduce AdvPre�x, a �exible and model-dependent jailbreak objective

that replaces rigid pre�x-forcing strategies with automatically selected pre�xes. This method

signi�cantly improves attack success rates while enabling more nuanced control over model be-
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havior.

1.3 Contributions

This dissertation offers the following contributions:

A theoretical framework and empirical metric (sample covering number) for understanding

the generalization bene�ts of model invariance.

A novel use of equivariant domain translation to improve robustness against unforeseen

variations using out-of-distribution data.

A perception-inspired method for improving zero-shot image classi�cation through context

inference and conditioning.

A new white-box jailbreak framework (AutoDAN) that produces coherent, interpretable,

and transferable attack prompts.

The �rst method and dataset for evaluating false refusals in safety-aligned LLMs through

automatic pseudo-harmful prompt generation.

A model-dependent pre�x selection objective (AdvPre�x) that improves the effectiveness

and nuance of jailbreak attacks.

Together, these contributions advance our understanding of how to design machine learning

systems that generalize better, remain robust under distribution shifts, and behave safely under

adversarial conditions.
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Part I

Generalization through Invariance and Equivariance
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Chapter 2: Understanding the Generalization Bene�t of Model Invariance from

a Data Perspective

Machine learning models that are developed with invariance to certain types of data trans-

formations have demonstrated superior generalization performance in practice. However, the

underlying mechanism that explains why invariance leads to better generalization is not well-

understood, limiting our ability to select appropriate data transformations for a given dataset.

This paper studies the generalization bene�t of model invariance by introducing thesample cover

induced by transformations, i.e., a representative subset of a dataset that can approximately re-

cover the whole dataset using transformations. Based on this notion, we re�ne the generalization

bound for invariant models and characterize the suitability of a set of data transformations by

the sample covering number induced by transformations, i.e., the smallest size of its induced

sample covers. We show that the generalization bound can be tightened for suitable transfor-

mations that have a small sample covering number. Moreover, our proposed sample covering

number can be empirically evaluated, providing a practical guide for selecting transformations

to develop model invariance for better generalization. We evaluate the sample covering numbers

for commonly used transformations on multiple datasets and demonstrate that the smaller sample

covering number for a set of transformations indicates a smaller gap between the test and training

error for invariant models, thus validating our propositions.
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2.1 Introduction

Invariance is ubiquitous in many real-world problems. For instance, categorical classi-

�cation of visual objects is invariant to slight viewpoint changes [7–9], text understanding is

invariant to synonymous substitution and minor typos [10–12]. Intuitively, models capturing the

underlying invariance exhibit improved generalization in practice [13–16, 16, 17]. Such gener-

alization bene�t is especially crucial when the data are scarce as in some medical tasks [18], or

when the task requires more data than usual as in cases of distribution shift [19] and adversarial

attack [20–22].

A commonly accepted intuition attributes the generalization bene�t of model invariance to

the reduced model complexity, especially the reduced sensitivity to spurious features. However,

a principled understanding of why model invariance helps generalization remains elusive, thus

leaving many open questions. Since model invariance may come at a cost (e.g., compromised

accuracy, increase computational overhead), given a task, how should we choose among various

data transformations under which model invariance guarantees better generalization? If existing

data transformations are not good enough for a given task, what is the guiding principle to �nd

new ones? The lack of a principled understanding limits better exploitation of model invariance

to further improve generalization. In addition, since identifying instructive generalization bound

is a central topic in machine learning, we may expect to tighten existing generalization bounds

by additionally considering the data-dependent model invariance property.

The many faces of data transformations and model classes pose signi�cant challenges to a

principled understanding of model invariance's generalization bene�t. To address this, [8,23–26]

characterize the input space and show that certain data transformations equivalently shrink the in-

7



put space for invariant models, which then simplify the input and improves generalization. From

another perspective, [27, 28] directly characterize the function space and show that the volume

of the invariant model class is reduced, which then simpli�es the learning problem and improves

generalization. These understandings provide valuable insights, yet they may become less in-

formative on high-dimensional input data or require model invariance to be obtained exclusively

via feature averaging. Some certain assumptions on data transformations (e.g., �niteness, group

structure with certain measures) also make these understandings less applicable to more general

data transformations.

In this paper, we derive generalization bounds for invariant models based on the sample

cover induced by data transformations and empirically show that the introduced notion can guide

the data transformation selection. Different from previous understandings, we �rst identify a

data-dependent property of data transformations in a model-agnostic way, and then establish its

connections with the re�ned generalization bounds of invariant models. The analysis applies to

more general data transformations regardless of how model invariance is obtained and naturally

provides model-agnostic guidance for data transformation selection. We summarize our contri-

butions as follows.

At the core of our understanding is the notion of sample cover induced by data transforma-

tions, de�ned informally as a representative subset of a dataset that can approximately recover

the whole dataset using data transformations (illustrated in Figure 2.1). We show that this notion

identi�es a data-dependent property of data transformations which is related to the generalization

bene�t of the corresponding invariant models. Under a special setting of the sample cover, we

�rst bound the model complexity of any invariant and output-bounded model class in terms of

the sample covering numbers. Since this general bound requires a restrictive condition on data
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((a))G = ; ((b)) G = f "rotation"g

Figure 2.1: Illustration of the pseudometric and sample cover induced by data transformations.

transformations in order to be informative, we then assume the model Lipschitzness to relax the

requirement and re�ne the model complexity bound for invariant models. Finally, we outline a

framework for model-invariance-sensitive generalization bounds based on the invariant models'

complexities, and use it to discuss the generalization bene�t of model invariance.

Given the usefulness of sample cover in the analysis, we propose an algorithm to empir-

ically estimate the sample cover. This algorithm exactly veri�es whether a given subset of a

sample forms a valid sample cover, and always estimates a sample covering number that upper-

bounds the ground truth. Inspired by our analysis, we also propose to use the sample covering

number as a suitability measurement for practical data transformation selections. This measure-

ment is data-driven, widely applicable, and empirically correlates with invariant models' actual

generalization performance. We discuss its limitations and empirical mitigation.

To empirically verify our propositions, we �rst estimate the sample covering number for

some commonly used data transformations on four image datasets, including CIFAR-10 and

ShapeNet (a 3D dataset). Under typical settings, the 3D-view transformation induces a much

smaller sample covering number than others on ShapeNet, while cropping induces the smallest
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sample covering number on others datasets. For those data transformations, we then train in-

variant models via data augmentation and invariance loss regularization to evaluate the actual

generalization bene�t. Results show a clear correlation between smaller sample covering num-

bers induced by data transformations and the better generalization bene�t enjoyed by invariant

models.

2.2 Related Work

Understandings from the input space perspective.One line of work characterizes the input

space of invariant models. [23, 29] show that the invariant representations equivalently reduce

the input dimension for downstream tasks and thus signi�cantly reduce the model complexity

(exponential in input dimensions) of downstream linear models. [25,26] essentially factorize the

input space into the product of a base space and a �nite set of data transformations. Since the

covering number needed to cover the base space is smaller, the associated generalization bound

for invariant models is reduced. Compared with these works, our work tries to cover the sample

instead of the input space which circumvents the strong dependence on input dimensions and also

enables practical evaluation.

Understandings from the function space perspective.Another line of work directly charac-

terizes the function space of invariant models. [28] uses PAC-Bayes to show the reduction of

generalization upper bound when the model class is symmetrized to be invariant. [27] analyzes

the function space under the feature averaging operator and shows the �rst strict generalization

gap (instead of an upper bound) via a linear model. This line of work currently restricts model

invariance to be obtained exclusively via feature averaging.
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Note that the categorization of different understanding perspectives is only for presentation

convenience and has no formal distinctions. Additionally, we mention some work that stud-

ies model invariance but does not focus on understanding its bene�t. [30] proves that the VC

dimension of an invariant model cannot be larger than its counterpart. [31] characterizes the gen-

eral functional representations of invariant probability distributions as well as neural network

structures that implement them. [32] uses group theory to show the bene�t of learning with data-

augmented loss. In the predicting generalization competition at NeurIPS 2020 [33], the runner-up

team [34] shows that model robustness to data transformations can serve as an empirical proxy

for predicting models' generalization performance. [35] enforce model invariance to learned data

transformations that capture inter-domain variation to improve the out-of-distribution generaliza-

tion. [36] propose to select data transformations automatically from model training via optimizing

parameterized distributions of data transformations. Interestingly, our sample covering numbers

may be used to determine their regularization coef�cients for better trade-offs.

2.3 Preliminaries

Data transformations. We refer to the data transformation as a function from the input space

X ! X , and data transformations as a set of such functions. Unless otherwise speci�ed, we do

not assume data transformations to have group structures since many non-invertible transforma-

tions (e.g., cropping) do not �t into a group structure directly. For a set of data transformations

G = f g : X ! X g and a data point (also referred to as an example)x 2 X , we overload the no-

tion of orbit in group theory and denote byG(x ) the orbit ofx de�ned as follows. Theorbit of x

generated by data transformationsGis the collection of outputs after applying any transformation
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g 2 G onx : G(x ) = f g(x ) 2 X : g 2 Gg.

Model invariance. Let D be the underlying data distribution and supp(D) be its support. A

modelh : X ! Y is said to beinvariant under data transformationsG on D if h(g(x )) = h(x )

for anyx 2 supp(D) and anyg 2 G. We refer to a class of invariant models as theG-invariant

model class.

Complexity measurements.Covering numberandRademacher complexity[37] are two com-

monly used complexity measurements for model classes (including neural networks [38]) that

can provide uniform generalization bounds. The covering number can also be directly used to

upper bound the Rademacher complexity via Dudley's entropy integral theorem [39,40].

Covering number.Let (F ; d) be a (pseudo)metric space with some (pseudo)metric1 d. An

� -coverof a setH � F is de�ned as a subsetbH � H such that for anyh 2 H , there existsbh 2 bH

such thatd(h; bh) � � . The covering numberN (�; H ; d) is de�ned as the minimum cardinality of

an� -cover (among all� -covers) ofH . In this paper, we use the concept of covering number both

for measuring model class complexities and for de�ning the sample covering number on datasets.

Empirical Rademacher complexity.Let H be a class of functionsh : X ! R. Given

a sampleS = f x i gn
i =1 , the empirical Rademacher complexityof model classH is de�ned

as: RS(H ) = E�
�
suph2H

1
n

P n
i =1 � i h(x i )

�
where � = [ � 1; :::; � n ]> is the vector of i.i.d.

Rademacher random variables, each uniformly chosen fromf� 1; 1g.

Generalization error and gap. Let S = f x i gn
i =1 be a sample drawn i.i.d. from some data

distributionD, andH be a model class. Given a loss function` : R ! [0; 1], for a h 2 H , we

de�ne theempirical error asRS(h) = 1
n

P n
i =1 `(h(x i ); yi ), thegeneralization errorasR(h) =

1A pseudometric is a metric if and only if it separates distinct points, namelyd(x; y) > 0 for anyx 6= y.
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E(x ;y)�D [`(h(x ); y)], and thegeneralization gapasR(h) � RS(h).

2.4 Generalization Bene�t of Model Invariance

In this section, we derive the generalization bounds for invariant models by identifying

model invariance properties. We start by introducing the notion of sample cover induced by data

transformations and based on it bound the Rademacher complexity of any invariant models with

bounded output (Section 2.4.1). Then, we assume model Lipschitzness to provide a more infor-

mative model complexity bound for any data transformations (Section 2.4.2). Finally, we provide

a framework for model-invariance-sensitive generalization bounds and discuss the generalization

bene�t of model invariance (Section 2.4.3).

2.4.1 Sample Cover Induced by Data Transformations

Existing empirical results suggest that, compared with standard models, invariant models

may have certain properties reducing their effective model complexities. To identify such proper-

ties, we alternatively identify the related properties of the corresponding data transformations via

the notion ofsample cover induced by data transformations. We now formalize the introduced

notion.

The de�nition of sample cover relies on the pseudometric induced by the data transforma-

tionsG. Note thatGgenerates an orbitG(x ) � X for each examplex 2 S. Let k � k be any norm

on the input spaceX . Given a set of transformationsG, we de�ne theG-induced pseudometric2

2Note that� G is not a metric since it allows� G(x; y) = 0 for x 6= y.
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as

� G(x 1; x 2) = inf

 2 �( x 1 ;x 2 )

Z



c(r )ds; wherec(r ) =

8
>><

>>:

0; if r 2 [ x 2S G(x )

1; otherwise
(2.4.1)

whereds = kdr k, and� denotes the set of all paths (curves) inX from x 1 to x 2. The � G is

essentially calculating the line integral along the shortest (if achievable) path
 in the scalar �eld

c, wherec can also be viewed as the "moving cost" function depending onG. The normk � k

here can be selected as any meaningful norm on the input space (e.g., Euclidean norm as in our

experiments) and will later be used in de�ning the model's Lipschitz constant. It can be checked

that� G satis�es pseudometric axioms.

De�nition 2.4.1 (Sample cover induced by data transformations). Let (X ; � G) be a pseudometric

space andS = f x i gn
i =1 be a sample of sizen. An � -sample coverbSG;� of the sampleS induced

by data transformationsGat resolution� is de�ned as a subset of the sampleS such that for any

x 2 S, there existsbx 2 bSG;� satisfying� G(x ; bx ) � � .

De�nition 2.4.2 (Sample covering number induced by data transformations). Thesample cover-

ing numberN (�; S; � G) induced by data transformationsGis de�ned as the minimum cardinality

of an� -sample cover:

N (�; S; � G) = min fj bSG;� j : bSG;� is an� -sample cover ofSg: (2.4.2)

Informally, theG-induced sample cover speci�es a representative subset of examples that

can approximately recover all the original examples using the given data transformationsG.

This notion is closely related to thesample compression[41] which represents a scheme to

14



prove the learnability of concepts through a compressed set of samples. While identifying the

generalization-related properties of data transformations, this notion is insensitive to other unre-

lated properties (e.g., �niteness, group structures) and thus applies to any data transformations.

The intuition behind sample cover is thatG-invariant models may have consistent behaviors

on an example and its associated approximation in theG-induced sample cover. As such, we can

analyze the model complexities of invariant models by considering the models' behavior only

on the potentially small-sized sample covers. Indeed, we directly have the following model

complexity result. The proof is in Section 2.9.2.

Proposition 2.4.3. Let S = f x i gn
i =1 be a sample of sizen. LetH be a model class mapping from

X to [� B; B ] for someB > 0 and is invariant to data transformationsG. Then the empirical

Rademacher complexity ofH satisfy

RS(H ) � 24B

r
N (0; S; � G)

n
: (2.4.3)

Proposition 2.4.3 generally bounds the model complexity of any output-bounded andG-

invariant model class in terms of the sample covering numberN (0; S; � G) induced byG. A small

G-induced sample covering number at resolution� = 0 thus tightens the model complexity bound

for a general class ofG-invariant models.

Note, however, that Proposition 2.4.3 is informative only when the data transformations

G yields N (0; S; � G) � n on the sampleS — a condition requiringG to be able to exactly

recoverS from a small-sized subset ofS. This condition is unfortunately too strict to hold for

many commonly used data transformations which only generate orbits with measure zero (with

respect to the data measure) at most data points. For example, the rotation transformations on
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CIFAR-10 do not satisfy this condition, since no two images in CIFAR-10 are rotated versions of

each other. To better understand the generalization bene�t brought by any data transformations

(e.g., rotation), we further assume speci�c model properties which equivalently expand the orbits

in order to get more general results. We study Lipschitz models in Section 2.4.2, and relegate a

sharper (and relatively independent) analysis for linear models under linear data transformations

to Section 2.9.3.

2.4.2 Re�ned Complexity Analysis of Lipschitz Models

This subsection re�nes the model complexity analysis for Lipschitz models that are invari-

ant. Characterizing the Lipschitz constant of models has been the focus of a line of work. For

example, the Lipschitz constant of ReLU networks can be upper-bounded by the product of the

spectral norms of the weight matrices, considering the worst-case inputs [38,42]. Assuming Lip-

schitzness, the following theorem re�nes the covering number analysis for invariant models. The

proof is in Section 2.9.2.

Theorem 2.4.4.Let S = f x i gn
i =1 be a sample of sizen. Let H be a model class such that every

h 2 H is � -Lipschitz with respect tok � k (used in de�ning the sample cover) and is invariant to

G. Then the covering number ofH satis�es

N
�
�; H ; L2(PS)

�
� inf

� � 0; bSG;�

N
�
� � ��

s

1 �
j bSG;� j

n
; H ; L2(PbSG;�

)
�
; (2.4.4)

where8h; g 2 H , theL2(PS) metric is de�ned askh � gkL 2 (PS ) =
� P

x 2S
1
n

�
h(x ) � g(x )

� 2
� 1

2
,

and theL2(PbSG;�
) metric is de�ned as3 kh � gkL 2 (P bSG;�

) =
� P

x 2 bSG;�

p(x )
n

�
h(x ) � g(x )

� 2
� 1

2
.

3The termp(x )=n can be viewed as the probability mass atx where the numerator indicates the number of
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Theorem 2.4.4 upper-bounds the covering number ofH evaluated at the sampleS by the

new covering number evaluated at any sample coverbSG;� , under a modi�ed metric and at the cost

of an additional error term depending on� and� . The equality trivially holds by takingbSG;� = S,

while by searching over all sample covers with different resolution� it is possible to tighten the

covering number bound for invariant models. Additionally, Theorem 2.4.4 leads to a re�ned

version of Dudley's entropy integral theorem (see Lemma 2.9.3) that bounds the Rademacher

complexity of invariant models.

Theorem 2.4.4 suggests that we may improve existing covering-number-based model com-

plexity analysis by weakening the dependence on input dimensions. Note that covering numbers

that do not yieldN
�
�; H ; L2(PS)

�
=n ! 0 asn ! 1 are vacuous. Therefore, existing covering

number results typically avoid linear dependence onn at the cost of (explicitly or implicitly)

increased dependence on the input dimension [43]. With the re�ned result in Theorem 2.4.4,

however, a covering number linear inn can now be replaced by one that is linear in a potentially

much smaller sample covering numberN (�; S; � G) and consequently become informative, thus

circumvent the increased dependence on input dimensions. An interesting direction for future

work is to instantiate the result in Equation 2.4.4 for speci�c model classes to get more inter-

pretable results.

2.4.3 Framework for Model-invariance-sensitive Generalization Bounds

This subsection presents the framework for generalization bounds sensitive to model invari-

ance. While the results are straightforward applications of the derived complexities of invariant

models, our goal is to justify the selection of suitable data transformations to maximize the gen-

examples thatx covers. See Section 2.9.2.1 for the formal de�nition ofp(x ).
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eralization bene�t. We start with the generalization analysis of invariant models and then present

the framework.

Generalization bene�t for invariant models. The generalization bounds of invariant models

follow immediately by applying the Rademacher model complexities (Proposition 2.4.3, Propo-

sition 2.9.3, and Theorem 2.9.4) to the standard generalization bound (Theorem 2.9.2). Compared

with standard models, invariant models' tightened model complexity bounds already imply their

reduced generalization gaps, whereas for reduced generalization error they further need to have

low empirical error. Since enforcing model invariance may simultaneously increase the empirical

error, we can use standard model selection techniques (e.g., structural risk minimization [37]) to

select suitable data transformations and control the trade-off.

Model-invariance-sensitive generalization bound.We outline the generalization bound that

identi�es model invariance properties based on the derived invariant models' complexities. It

follows by the post-hoc analysis which speci�es a proper set of invariant models using the "in-

variant loss" — the loss when composed with any model, makes the composition invariant. For

data transformations with group structures, we can construct such loss by averaging (assum-

ing Haar measure) or adversarially perturbing any given loss over the orbits of input exam-

ples [27, 28]. Speci�cally, the adversarial loss with respect to data transformationsG is de�ned

as è
G (h(x); y) = max x02G(x) ` (h(x0); y), where` is any given loss. Using the adversarial loss,

the following proposition provides the model-invariance-dependent generalization bound by ap-

plying the model selection framework [37]. Section 2.9.2.3 further describes a binary coding

construction of combinations of data transformation classes.

Proposition 2.4.5. Let S = f x i gn
i =1 be a sample of sizen. Let H be any given model class
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and ` be any given loss. Suppose we haveK sets of group-structured data transformations

fG1; G2; :::;GK g. Then with probability at least1 � � , the following generalization bound holds

for anyh 2 H and anyk 2 [K ]:

R(h) �
1
n

nX

i =1

è
Gk (h(x i ); yi ) + 4 RS(è

Gk � H ) +

r
logk

n
+ 3

s
log 4

�

2n
; (2.4.5)

whereRS(è
Gk � H ) is upper-bounded by the complexity ofGk-invariant models. For any

model trained onS, Proposition 2.4.5 shows that we can optimize over all selections of data

transformations to improve its generalization bound. Note that the selection ofGk is subject

to a potential trade-off between the reduced model complexityRS(è
Gk � H ) and the increased

empirical error
P n

i =1
è

Gk (h(x i ); yi ). Thus, if a suitableGk reduces the model complexity while

keeping the empirical error low, then the trained model will bene�t from a tightened general-

ization bound. This generalization bound does not require the models to be (strictly) invariant

and potentially explains the improved generalization of models with trained invariance (e.g., via

data augmentation [44, 45] or consistency regularization [46, 47]). The dif�culty in instantiating

Proposition 2.4.5 is that the model complexity with adversarial loss may be hard to compute for

general data transformations. Therefore, we discuss more practical data transformation selections

based on the sample covering numbers in Section 2.6.

2.5 Sample Cover Estimation Algorithm

The sample cover induced by data transformations plays a central role in our understanding

of model invariance. Despite its usefulness, exactly computing the sample cover turns out to be

non-trivial in general. Indeed, computing the transformation-induced metrics can be dif�cult for
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continuous data transformations, and �nding thesmallestsample cover is NP-hard. To address

this problem, we propose an algorithm to estimate the sample covering number and �nd the

associated sample cover. We outline the algorithm and discuss the algorithmic challenges in this

section. The algorithmic details appear in Section 2.9.4.

Setup. The estimation algorithm takes as input a sampleS, a set of data transformationsG, and

the resolution parameter� . It then returns the estimated sample covering numberN (�; S; � G) and

the associated sample coverbSG;� . The estimation algorithm has the following steps.

Step 1.Compute (or approximate) the direct orbit distance between any two examples inS. The

direct orbit distance between any two examplesx i ; x j 2 S is

dG(x i ; x j ) = kG(x i ) � G (x j )k = min
g1 ;g22G

kg1(x i ) � g2(x j )k;

which can be exactly computed for �nite transformations (e.g., �ipping) with complexityO(jGj2)),

or can be approximated for continuous transformations (e.g., rotation) via optimization or sam-

pling.

Step 2.Compute the� G distance between any two examples inS. Given results in step 1, com-

puting the� G distance between any two examples can be formulated as a shortest path problem on

a complete graph, where each node represents an example and the cost of each edge is the direct

orbit distance computed in step 1 (see formulations in Section 2.9.4). Note that the shortest path

is always included in our �nite candidates even though the� G distance considers in�nitely many

paths. This is because any other path outside our �nite candidates will be longer than its coun-

terparts (depending on what orbits it intersects) in our �nite candidates. Standard shortest path
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algorithms solve for all pairs of examples in polynomial time (e.g., via Dijkstra's algorithm [48]

in O(n3)).

Step 3.Construct the pairwise distance matrix[� G(x i ; x j )]i;j and approximate the sample cover-

ing number. This step can be formulated as a set cover problem where each examplex covers a

subset ofS in which each element's� G distance tox is less than or equal to� . Our goal is to �nd

a minimum number of those subsets such that their union containsS. This problem is known

to be NP-hard in general but admits polynomial time approximations [49]. In experiments, we

use modi�ed k-medoids [50] clustering method to �nd the approximation ofN (�; S; � G) (see

Algorithm 1).

Note that the estimated sample covering number returned by the algorithm is always an

upper bound of the ground truth, regardless of the approximation error in steps 1 and 3. When

step 1 is exact, the algorithm also exactly veri�es whether a given subset ofS forms a valid

sample cover. In our experiment, step 2 becomes the computation bottleneck for large-sized

samples. We leave improving the scalability as well as evaluating the approximation quality for

future work.

2.6 Data-driven Selection of Data Transformations

The pool of candidate data transformations on a given dataset may be in�nitely large. To

maximize the generalization bene�t of model invariance, we usually make selections based on

expensive cross-validations due to the absence of model-training-free guidance. Section 2.4 sug-

gests that invariant models may bene�t from improved generalization guarantees if the corre-

sponding data transformations induce small sample covering numbers. Therefore, we propose
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to use the sample covering number as an empirical suitability measurement to guide the data

transformation selection. We discuss its advantages, limitations, and empirical mitigation in this

section.

Suitability measurement. To maximize the generalization bene�t of model invariance on a

datasetS, we measure the suitability of data transformationsG by the sample covering number

induced byGand favor the small ones.

Advantages. One advantage of this suitability measurement is that it is model-training-free. It

provides a-priori guidance depending only on the dataset and the data transformations, thus avoid-

ing expensive cross-validations and fueling the exploration of new types of data transformations.

Another advantage is that it applies to any type of data transformation (including continuous and

non-invertible ones) and provides a uniform benchmark.

Limitations and empirical mitigation. Being model-agnostic also poses two limitations to the

suitability measurement. One limitation is that this suitability measurement, while capturing

invariant models' reduced generalization gap, ignores their potentially increased empirical error.

Note that certain data transformations on a dataset may drastically increase invariant models' em-

pirical error and overturn the bene�t of a reduced generalization gap. To mitigate this limitation,

we consider two necessary conditions for maintaining low empirical error. First, the data transfor-

mations should preserve the underlying ground-truth labeling. We may use domain knowledge

to meet this condition. Second, the model class should be rich enough to contain a low-error

invariant hypothesis. In our experiment, neural networks which are invariant and achieve low

training error suf�ces this condition.

Another limitation is that this suitability measurement ignores the models' potential Lip-
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schitz constant change after enforcing the invariance. Theorem 2.4.4 suggests that the general-

ization bene�t enjoyed by invariant models depends on models' Lipschitz constant and can be

overturned if enforcing invariance leads to a signi�cantly larger Lipschitz constant. To mitigate

this limitation, we use the fact that we are doing classi�cation tasks and use the label information

to heuristically offset the Lipschitz constant increase. We use the minimum inter-class distance

change after applying data transformations to capture the Lipschitz constant change and use it

to normalize the sample covering number for better data transformation selections (see Section

2.9.6.2).

2.7 Experiments

In this section, we implement the sample cover estimation algorithm and verify the effec-

tiveness of using sample covering numbers to guide the data transformation selection. We �rst

estimate the sample covering number induced by different types of data transformations on some

image datasets. Then, we investigate the actual generalization bene�t for models invariant to

those data transformations and analyze the correlation4.

Datasets.We report experimental results on CIFAR-10 [51] and ShapeNet [52] in this section,

and relegate results on CIFAR-100 and Restricted ImageNet to Section 2.9.6.1. ShapeNet is a

large-scale 3D data repository that enables us to do more complex data transformations (e.g.,

change of 3D-view) beyond the common 2D geometric transformations. The work [53] provides

24 multi-view pre-rendered images for each 3D object in 10 chosen categories. For convenience,

we use those images to approximate the random perturbation of the 3D view.

4Code is available at https://github.com/bangann/understanding-invariance.

23



((a)) CIFAR-10 ((b)) ShapeNet

Figure 2.2: Estimated sample covering numbers induced by different data transformations at
different resolutions� . “base” indicates no transformation. Note that as� increases, it starts
to exceed theL2 distance between some images and thus some images get covered by others
without doing any transformation. Three vertical dashed lines indicate the maximum resolution
� at which the “base” yields a certain sample covering number, and from left to right they are
100%n, 99%n, 95%n.

Data transformations. We evaluate some commonly used data transformations with typical

parameter settings which we assume to be label-preserving. We choose�ipping , cropping, and

rotation on CIFAR-10, and additionally consider the3D-view change on ShapeNet. We use

the same data transformations with the same parameter settings during estimating the sample

covering number and evaluating the generalization bene�t. Section 2.9.5 provides more details

of our experimental settings.

2.7.1 Estimation of Sample Covering Numbers

We implement the algorithm in Section 2.5 to estimate the sample covering number induced

by different data transformations. For ef�ciency, we randomly sample 1000 training images from

CIFAR-10 and randomly sample 800 training images from ShapeNet. Section 2.9.5 compares

results with different sample sizes. We use the Euclidean norm for de�ning the sample cover. For
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n = 100 n = 1000 n = all

Model acc (%) gap acc (%) gap acc (%) gap

Base 41:05� 0:52 58:95� 0:52 68:62� 0:90 31:38� 0:90 85:43� 0:35 14:57� 0:35
Flip 44:19� 0:74 55:81� 0:74 75:12� 0:20 24:88� 0:20 89:67� 0:24 10:33� 0:24
Rotate 47:02� 0:46 52:93� 0:51 76:07� 0:28 23:92� 0:27 89:91� 0:13 10:05� 0:16
Crop 50:47 � 0:48 49:53 � 0:48 81:84 � 0:12 18:15 � 0:11 92:52 � 0:08 7:48 � 0:08

Table 2.1: Classi�cation accuracy and generalization gap (the difference between training and
test accuracy) for ResNet18 on CIFAR-10.n denotes the sample size per class.

continuous data transformations, we do uniform random sampling to approximate the orbit of a

data point.

Figure 2.2 illustrates the estimated sample covering numbers induced by different trans-

formations at different resolutions� . As the resolution� increases, the sample covering number

N (�; S; � G) induced by any data transformation starts to decrease, indicating a smaller-sized sam-

ple cover needed to cover the entire dataset. Meanwhile, different transformations behave dif-

ferently. On CIFAR-10, cropping induces the smallest sample covering number. On ShapeNet,

3D-view transformation induces the smallest sample covering number and the gap is signi�cant.

Our propositions suggest that data transformations that induce smaller sample covering numbers

tend to bring more generalization bene�ts for the corresponding invariant models. Therefore, Fig-

ure 2.2 indicates that models should generalize well if it is invariant to 3D-view transformation

on ShapeNet or to cropping on CIFAR-10.

2.7.2 Evaluation of Generalization Bene�t

We now evaluate the actual generalization performance of invariant models to verify if

the sample covering number is a good suitability measurement. We use ResNet18 [54] on both

datasets and discuss the in�uence of the model class's implicit bias in Section 2.9.5. A simple
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n = 100 n = 1000 n = all

Model acc (%) gap acc (%) gap acc (%) gap

Base 67:75� 2:02 32:25� 2:02 83:33� 0:38 16:67� 0:38 91:81� 0:22 8:18� 0:22
Flip 69:75� 1:55 30:25� 1:55 84:24� 0:30 15:76� 0:30 92:07� 0:20 7:92� 0:20
Rotate 70:25� 1:19 29:50� 1:15 83:93� 0:38 15:94� 0:35 91:85� 0:20 8:03� 0:26
Crop 74:88� 1:03 23:53� 1:30 86:13� 0:39 13:75� 0:32 92:64� 0:12 7:17� 0:19
3D-View 78:13 � 1:31 14:94 � 1:76 88:79 � 0:34 8:38 � 0:79 94:38 � 0:08 3:09 � 0:10

Table 2.2: Classi�cation accuracy and generalization gap (the difference between training and
test accuracy) for ResNet18 on ShapeNet.n denotes the sample size per class.

method to learn invariant models is to do data augmentation. The augmented loss function is

L aug(x ) = L (f (g(x ))) , wheref (�) denotes the model andg(x ) denotes a randomly sampled ex-

ample inx 's orbit induced by transformationG. We use this method on CIFAR-10 and ShapeNet

and show results in Table 2.1 and 2.2.

Sample covering number correlates well with generalization bene�t.We use the generaliza-

tion gap (the gap between training accuracy and test accuracy) to measure actual generalization

bene�t. Compared with the baseline, invariant models show an improved reduced generalization

gap and also improved test accuracy. On CIFAR-10, the cropping-invariant model shows the

smallest generalization gap and the highest accuracy. On ShapeNet, the model that is invariant

to 3D-view changes shows the smallest generalization gap and the highest accuracy, especially

when the training data size is small. By comparing results in Figure 2.2 and Table 2.1-2.2, we

observe a clear correlation between the smaller sample covering number and better generalization

bene�t. This veri�es our proposition — invariance to more suitable data transformations gives

the model more generalization bene�t.

Model invariance indeed improves after learning.To verify that the improved generalization

is indeed brought by model invariance, we further enforce the invariance using the invariance
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� train acc (%) test acc (%) gap L inv A inv (%)

0 99:99� 0:01 91:81� 0:22 8:19� 0:22 0:0548� 0:0028 62:0 � 0:6
0:01 99:98� 0:00 92:77� 0:16 7:21� 0:16 0:0290� 0:0029 74:78� 1:61
0:1 99:99� 0:00 93:87� 0:19 6:11� 0:19 0:0152� 0:0003 83:12� 0:50
0:3 99:98� 0:00 94:23� 0:11 5:76� 0:11 0:0121� 0:0003 85:10� 0:20
1 99:58� 0:04 94:68� 0:09 4:90� 0:09 0:0095� 0:0001 86:94� 0:08
3 97:74� 0:19 94:48� 0:19 3:26� 0:09 0:0060� 0:0003 88:15� 0:18
10 95:67� 0:26 93:56� 0:29 2:11� 0:04 0:0037� 0:0002 89:20� 0:16
100 92:89� 0:25 91:85� 0:26 1:03� 0:03 0:0018� 0:0001 89:82� 0:10

Table 2.3: Evaluation of ResNet18 on ShapeNet under 3D-view transformations.L inv denotes the
test invariance loss.A inv denotes the test consistency accuracy (indicating whether the model's
prediction is unchanged after data transformation) under the worst-case data transformations.

regularization loss similar to [55, 56]:L = L cls(f (x )) + � KL(f (x ); f (g(x ))) .. Speci�cally, in

addition to minimizing the classi�cation loss on original images, we penalize the model by min-

imizing the KL divergence between model outputs on original images and on transformed ones.

At test time, we useL inv (x ) = Eg1 ;g22G [KL(f (g1(x )) ; f (g2(x )))] to evaluate model invariance

under transformationG. Table 2.3 shows that, as we increase the invariance penalty by increasing

� , invariant models enjoy a smaller generalization gap. Moreover, the decreased invariance loss

and increased consistency accuracy show that model invariance indeed improves after training,

demonstrating the generalization bene�t brought by model invariance.

2.8 Conclusion

This paper investigates the generalization advantage of model invariance by establishing

model complexity bounds using the sample cover generated by data transformations. Addition-

ally, we introduce an algorithm to estimate the sample cover and demonstrate that the sample

covering number can aid in selecting suitable data transformations through empirical analysis.

Our hope is that this research will encourage the exploration of more appropriate data trans-
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formations for particular datasets. One potential avenue for future research is to examine the

implicit biases of model classes to improve our understanding of the generalization bene�ts of

model invariance.

2.9 Supplemental Materials

2.9.1 Complexity Measurements and Generalization Bounds

In this section, we provide additional details on complexity measurements and generaliza-

tion bounds.

The following lemma bounds the empirical Rademacher complexity of a function classH

via the covering number ofH evaluated at the sampleS.

Lemma 2.9.1(Dudley's Entropy Integral Theorem [37, 39]). Let H be a function class fromX

to R. Then, for any� > 0,

RS(H ) � 4� + 12
Z 1

�

s
logN

�
�; H ; L2(PS)

�

n
d�:

The following theorem provides a uniform generalization bound for a function class via

empirical Rademacher complexity.

Theorem 2.9.2( [37, 57]). Let H be a function class fromX to [0; B ]. For any� > 0, with

probability at least1 � � over the draw of a sampleS with sizen according to data distribution

D, the following holds for anyh 2 H :

R(h) � RS(h) + 2 BRS(H ) + 3 B

s
log 2

�

2n
(2.9.1)
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We can plug the re�ned Rademacher complexity bounds in Proposition 2.9.3 and Theo-

rem 2.9.4 into (2.9.1) to get re�ned generalization bounds for certain invariant models.

2.9.2 Proofs

We �rst prove Theorem 2.4.4, and then Proposition 2.4.3.

2.9.2.1 Proof of Theorem 2.4.4

Proof of Theorem 2.4.4.The general idea of this proof is to show that any cover ofa model class

evaluated at a sample coveralso generates a same-sized cover ofthe model class evaluated at

the original samplewith some additional approximation error. The covering number inequality

in (2.4.4) then follows by taking the minimization over all covers of the model class evaluated at

the original sample. Since this proof includes some tedious notations, we �rst restate the problem

setup and then go to the details.

Problem setup. Let S = f x 1; x 2; : : : ; x ng be a sample of sizen. Let bS � S be an� -cover

of S with respect to� G and has sizem. Without loss of generality, we then vectorizeS and bS

for notation simplicity. Denote byS = ( x 1; x 2; :::; x n )T the vectorized sample associated with

S in some arbitrary but �xed order. Denote bybS = ( bx 1; bx 2; :::; bx m )T the vectorized sample

cover associated withbS in some arbitrary but �xed order.S and bS thus de�ne a matrixP below

indicating howbS approximately recoversS:

P = ( pij ) 2 Rn� m such that pij =

8
>><

>>:

1; if x i 2 S is approximated bybx j 2 bS

0; otherwise
:
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bS
generates

��������! S0 = P bS
approximates

����������! S

T (H j bS)
generates

��������!
step (I)

T (H jS0) is also������!
step (II)

T (H jS)

Table 2.4: A diagram of the proof of Theorem 2.4.4.

Space Vector Vector (in the cover)

(Rm ; � m ) hj bS 2 H j bS
bhj bS 2 T (H j bS)

(Rn ; � n ) hjS0 2 H jS0 bhjS0 2 T (H jS0)
(Rn ; � n ) hjS 2 H jS

bhjS 2 T (H jS)

Table 2.5: Some notations used in the proof of Theorem 2.4.4.

We use arbitrary tie-breaking rule when a data pointx 2 S can be approximated by multiple

bx 2 bS. Without loss of generality, we also assume that there is no "redundant" element inbS

which is not used in recoveringS, since otherwise it can be removed frombS for a strictly smaller

cardinality. Therefore, by de�nition,P has linearly independent columns and thus represents an

injective mapping fromRm to Rn . We denote byS0 the approximately recoveredS generated by

bS: S0 = P bS. The �rst line in Table 2.4 shows the relationship amongbS, bS0, andS.

Based on the de�nition ofP, we now give the precise de�nition ofp(x ) used in de�ning

the (pseudo)metrics in this theorem.

p(bx j ) =
nX

i =1

pij ; 8j 2 [m]:

We proceed to introduce notations for the model class. Instead of considering the model

classH under the metric induced by the function normL2(PS) (or L2(PbS)), we equivalently

consider the evaluation ofH at S (or bS) under the metric� n (or � m ) in this proof for notation

simplicity. We denote the evaluation ofH at S asH jS = f (h(x 1); : : : ; h(x n ))T : h 2 Hg , and
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similarly its evaluation atbS asH j bS = f (h(bx 1); : : : ; h(bx m ))T : h 2 Hg . We de�ne the metric� n

on Rn as� n (u; u0) = 1p
n ku � u0k2, and the metric� m on Rm as� m (v; v0) = 1p

n k(PT P)
1
2 (v �

v0)k2. Therefore, the covering number notationN
�
�; H ; L2(PS)

�
is equivalent toN (�; H jS; � n ),

andN
�
�; H ; L2(PbSG;�

)
�

is equivalent toN (�; H j bS; � m ). Table 2.5 shows an overview of these

notations.

Summary. The proof has the following steps.(I) Any coverT (H j bS) of a model class evaluated

at the sample coverbS generates a same-sized coverT (H jS0) of the model class evaluated at the

approximated sampleS0. (II) The coverT (H jS0) of the model class evaluated at the approximated

sample is also a coverT (H jS) of the model class evaluated at the original sampleS. (III) The

covering number inequality follows by taking the minimization over all covers of the model class

evaluated at the original sampleS.

Step (I). We �rst show that any coverT (H j bS) of H j bS generates a set, denoted asT (H jS0), with

the same cardinality. Given anyT (H j bS), we constructT (H jS0) = f Pbhj bS : bhj bS 2 T (H j bS)g. Since

P represents injective mapping fromRm to Rn , we havejT (H jS0)j = jT (H j bS)j by construction.

Then, we show thatT (H jS0) is a� -cover ofH jS0 with respect to� n if T (H j bS) is a� -cover

of H j bS with respect to� m . By the de�nition of P, it holds thathjS0 = Phj bS for any h 2 H ,

andP yP = I whereP y is the Moore–Penrose inverse ofP sinceP has linearly independent

columns. Thus, for anyhjS0 2 H jS0, we can project it toH j bS by P yhjS0. Given thatT (H j bS) is

a � -cover ofH j bS with respect to� m , for anyhjS0 2 H jS0, there existsbhj bS 2 T (H j bS) such that
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� m (P yhjS0; bhj bS) � � . It follows that

� m (P yhjS0; bhj bS) =
1

p
n

k(PT P)
1
2 (P yhjS0 � bhj bS)k2

=
1

p
n

q
(P yhjS0 � bhj bS)T (PT P)(P yhjS0 � bhj bS)

=
1

p
n

q
(hjS0 � Pbhj bS)T (hjS0 � Pbhj bS)

=
1

p
n

k(hjS0 � Pbhj bS)k2

= � n (hjS0; bhjS0) � �;

wherePP yhjS0 = PP yPhj bS = Phj bS = hjS0, andbhjS0 = Pbhj bS is in T (H jS0) by construction and

approximates the givenhjS0. Therefore, for anyhjS0 2 H jS0, there existsbhjS0 2 T (H jS0) such that

� n (hjS0; bhjS0) � � , which implies thatT (H jS0) is a� -cover ofH jS0.

Step (II). We proceed to show thatT (H jS0) is also a(� + ��
q

1 � j bSj
n )-cover ofH jS. Consider

any indexi 2 [n]. Given thatbS is an� -sample cover ofS with respect to� G, we have� G(x i ; x 0
i ) =

inf 
 2 �( x i ;x 0
i )

R

 c(r )dr � � . Moreover, for any� > 0, by the de�nition of in�mum there exists a

path
 0 such that
R


 0
c(r )dr � � + � . The following result then shows that the evaluations of any

h 2 H at data pointsx i andx 0
i are close (letr x h 2 @h(x ) whenh is only subdifferentiable at
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somex ):

jh(x i ) � h(x 0
i )j =

Z


 0

r x h(r ) � dr

�
Z


 0

kr x h(r )k ds (ds = kdr k)

=
Z


 0

kr x h(r )k c(r )ds (invariance ofh)

� �
Z


 0

c(r )ds (Lipschitzness ofh)

= � (� + � ):

Since it holds for any� > 0, we havejh(x i ) � h(x 0
i )j � �� .

Thus, the evaluations of anyh 2 H at samplesS andS0are close with respect to� n :

1
p

n
khjS � hjS0k2 =

1
p

n

vu
u
t

nX

i =1

(h(x i ) � h(bx i ))
2 �

1
p

n

q
(�� )2(n � j bSj) = ��

s

1 �
j bSj
n

:

Therefore, given anyhjS 2 H jS, we havehjS0 2 H jS0 such that� n (hjS; hjS0) � ��
q

1 � j bSj
n

and we can �ndbhjS0 2 T (H jS0) such that� n (hjS0; bhjS0) � � sinceT (H jS0) is an� -cover ofH jS0.

It then follows thatbhjS0 approximateshjS:

� n (hjS; bhjS0) � � n (hjS; hjS0) + � n (hjS0; bhjS0) � � + ��

s

1 �
j bSj
n

;

which implies thatT (H jS0) is a(� + ��
q

1 � j bSj
n )-cover ofH jS.

Step (III). The �nal covering number inequality proceeds as follows. Note that any� -cover

T (H j bS) of H j bS generates an(� + ��
q

1 � j bSj
n )-cover T (H jS) of H jS such thatjT (H j bS)j =
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jT (H jS)j. The set of all covers ofH j bS then generates a set of covers ofH jS, which further

constitutes a subset of all covers ofH jS. Thus, we have the following covering number inequal-

ity:

N (� + ��

s

1 �
j bSj
n

; H jS; � n )

= min fjT (H jS)j : T (H jS) is a cover ofH jSg

� minfjT (H jS)j : T (H jS) is a cover ofH jS and is generated byT (H j bS)g

= min fjT (H j bS)j : T (H j bS) is a cover ofH j bSg

= N (�; H j bS; � m ):

Since this inequality holds for any resolution� and any� -sample cover, taking the in�mum

over all resolutions and sample covers and replacing variables then yields the inequality in (2.4.4).

2.9.2.2 Proof of Proposition 2.4.3

We �rst provide a lemma for proving Proposition 2.4.3. Note that theorem 2.4.4 directly

leads to a re�ned empirical Rademacher complexity bound in terms of the covering number ofH

evaluated at the sample cover. The following lemma is a weaker but simpler version. We can set

� ! 0 asn ! 1 to further suppress the additional error term on large samples.

Lemma 2.9.3(Re�ned Rademacher complexity ofG-invariantH). Let S = f x i gn
i =1 be a sample

of sizen. Let H be a model class such that everyh 2 H is � -Lipschitz with respect tok � k and

34



invariant toG. Given any� > 0, � > 0, let bSG;� be an� -cover ofS. Then

RS(H ) � 4��

s

1 �
j bSG;� j

n
+ 4� + 12

Z 1

�

s
logN

�
�; H ; L2(PbSG;�

)
�

n
d�: (2.9.2)

Proof. Given any� > 0, let � 0 = � + ��
q

1 � j bSG;� j
n and� 0 = � + ��

q
1 � j bSG;� j

n . Plugging

(2.4.4) into Dudley's entropy integral theorem (Lemma 2.9.1) yields
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Proof of Proposition 2.4.3.Let H be an invariant model class mapping fromX to [� B; B ] for

someB > 0. Let bSG;0 be a sample cover such thatj bSG;0j = N (0; S; � G) = m.

We construct a� -cover ofH with respect toL2(PbSG;0
) as follows: for everyx 2 bSG;0, we

cover the output range ofH atx by a set of points

Y = f� B + (2 k � 1)� g
dB

� e
k=1 :

Let bH = f bh : dom(h) = bSG;0; bh(x ) 2 Y ; 8x 2 bSG;0g. To see thatbH is indeed a� -cover ofH

with respect toL2(PbSG;0
), given anyh 2 H , we choosebh 2 bH such thatjh(x ) � bh(x )j � � for
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everyx 2 bSG;0 and thus
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Therefore, for� < B , the covering number ofH satisfy
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whereas for� > B , we haveN
�
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)
�

� d B
� em � 1.

Note that Proposition 2.9.3 holds for any model class if we set� = 0. PluggingN
�
�; H ; L2(PbSG;0

)
�

into Proposition 2.9.3 and setting� = 0, � = 0, we have
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2.9.2.3 Binary Coding Constructions of Data Transformations in Proposition 2.4.5

In Proposition 2.4.5, givenK sets of group-structured data transformationsfG (1) ; G(2) ; :::;G(K )g,

we provide a uniform bound for anyh in model class and any set of data transformations. Here,

we extend it to any set of combinatorial data transformations. Given a pool ofL types of group-

structured data transformationsfG (1) ; G(2) ; :::;G(L )g (e.g., rotation, �ipping), we construct the

combinatorial data transformations selectionGk indexed byk as follows: �x an arbitrary order

of the power set of[L ] and denote thek-th element asI k . For anyk 2 [2L ], let Gk be the direct

product of the data transformations selected byI k : Gk = � i 2I k G(i ) . Note thatGk is also group-

structured since the direct product preserves the group structure. Proposition 2.4.5 also applies to

these combinatorial data transformationsfGkg2L

k=1 .

2.9.3 Re�ned Complexity Analysis for Linear Models

This subsection shows a more interpretable generalization bene�t of model invariance by

considering linear model class and linear data transformations (e.g., rotation). The following

theorem provides a re�ned model complexity result for the invariant Linear model class.

Theorem 2.9.4(Re�ned Rademacher complexity ofA -invariantH Linear). Let S = f x i gn
i =1 be a

sample of sizen. Let A be the matrix representation of any linear data transformation. Consider

theLp-norm-bounded linear model classH = f x 7! hw ; x i : w 2 Rd; kwkp � Wg for some

p � 1 and constantW > 0. Let H Linear = f h 2 H : h(x ) = h(A x ); 8x 2 Rdg be the subset of
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H that is invariant under transformationA . Then

RS(H Linear) =
W
n

E �

�
inf

� 2 Rd
ku � + ( A � I )� kq

�
; (2.9.3)

whereu � =
P n

i =1 � i x i andf � 1; : : : ; � ng are i.i.d. Rademacher random variables.

Proof. The linearity of the model classH allows us to translate the model invariance to an explicit

model class constraint and then precisely compute the Rademacher complexity.

To see that the model invariance,hw ; x i = hw ; A x i for all x 2 Rd, is equivalent to an

explicit model class constraintw = A T w, we can choosex to be elements in the standard basis

of Rd and conclude that corresponding entries inw andA T w are equal.

Then we precisely compute the Rademacher complexity ofH . Let u � =
P n

i =1 � i x i , we

have

RS(H 0) = E�

2

6
4 sup

kw kp � W
(A T � I )w = 0

1
n

nX

i =1

� i hw; x i i

3

7
5

=
1
n

E�

2

6
4 sup

kw kp � W
(A T � I )w = 0

hw; u � i

3

7
5

=
1
n

E�

"

sup
kw kp � W

inf
� 2 Rd

hw; u � i + hw ; (A � I )� i

#

=
1
n

E�

"

inf
� 2 Rd

sup
kw kp � W

hw; u � + ( A � I )� i

#

(?)

=
W
n

E �

�
inf

� 2 Rd
ku � + ( A � I )� kq

�
; (Dual norm)

where the equality in (?) holds by the von Neumann-Fan minimax theorem, sincef � : � 2 Rdg

is convex,f w : kwkp � Wg is compact and convex, andhw ; u � + ( A � I )� i is bi-linear inw
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and� .

Remark 2.9.5. As a comparison, the Rademacher complexity of the general linear model class

H is RS(H ) = W
n E �

h
ku � kq

i
. Note that we always have the model complexity gapRS(H ) �

RS(H Linear) � 0 in Theorem 2.9.4 (as one can check by taking� = 0 in (2.9.3)) and the gap can

also be made strict in many cases.

The following proposition gives a more interpretable result by further considering theL2-

norm-bounded linear model class.

Proposition 2.9.6(Re�ned Rademacher complexity ofL2-norm-boundedA -invariantH Linear).

Let H Linear be theL2-norm-bounded linear model class that is invariant under transformationA

for some constantW > 0 (i.e.,p = 2 in Theorem 2.9.4). Then

RS(H Linear) =
W
n

E � [kPu � k2] ; (2.9.4)

whereP = I � (A � I )(A � I )y and(A � I )y is the Moore–Penrose inverse ofA � I .

Proof. Proposition 2.9.6 follows from the least square solution to Theorem 2.9.4 (withp = 2).

Remark 2.9.7. Proposition 2.9.6 shows that the improvement in model complexity (and thus the

generalization bound) for linear invariant models depends both on the sample and on data trans-

formations. The matrixP in (2.9.4) is essentially the orthogonal projection matrix that projects

the weighted sum of datau � onto the null space of(A � I )T . Intuitively, the linear data transfor-

mationA separates each inputx into two orthogonal components:Px that isA -invariant, and
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x � Px that isA -variant. Linear models that are invariant toA will ignore theA -variant compo-

nent and only capture theA -invariant component (otherwise they will not beA -invariant). Sup-

pose that the data distribution has zero mean and bounded variance, then the Rademacher com-

plexity of H Linear is upper-bounded by the variance of theA -invariant component inx . Therefore,

if the data transformation captures most of the data variance, the corresponding invariant models

will have much smaller model complexity and thus better generalization performance. We give

some examples in Example 2.9.8.

Example 2.9.8.Suppose the datax 2 Rd have Gaussian distributionN (0; � 2I ). Let H be the

L2-norm-bounded linear model class. Then we have the following Rademacher complexity [37]

bounds:

(a)Rn (H ) �
p

d � W �p
n for the generalH ;

(b) Rn (H 0) �
q

dd
2e � W �

2
p

n for the �ipping-invariantH 0 � H ;

(c) Rn (H 00) � 1 � W �
n for the circular-translation-invariantH 00� H . The fast convergence

rate ofO( 1
n ) guarantees a small generalization gap.

2.9.4 Empirical Estimation of Sample Covering Numbers

Detailed steps to estimate sample covering numbers are as follows.

Step 1.Compute (or approximate) the direct orbit distance between any two examples inS. The

direct orbit distance between any two examplesx i ; x j 2 S is

dG(x i ; x j ) = kG(x i ) � G (x j )k = min
g1 ;g22G

kg1(x i ) � g2(x j )k:
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Step 2.Compute the� G distance between any two examples inS. Given results in step 1, Com-

puting the� G distance between any two examples can be formulated as a shortest path problem

on a complete graph, where each node represents an example and the cost of each edge is the

direct orbit distance computed in step 1. The shortest path problem is as follows.

� G(x s; x t ) = min
X

(i;j )2 [jSj]

dG(x i ; x j )zij

s.t.
X

j 2 � + (i )

zij �
X

j 2 � � (i )

zji =

8
>>>>>>>><

>>>>>>>>:

1; if i = s

� 1; if i = t

0; o.w.

; 8i 2 [jSj]

X

j 2 � + (i )

zij � 1; 8i 2 [jSj]

zij 2 f 0; 1g; 8i; j 2 [jSj]

wherezij is the binary variable indicating whether the path fromG(x i ) to G(x j ) belongs

to the shortest path, and� + (i ), � � (i ) are the sets of indices of outgoing and incoming nodes. For

each pair of examples, this problem can be solved by shortest path algorithms (e.g., Dijkstra's

algorithm) in polynomial time (e.g.,O(n3)).

Step 3.Construct the pairwise distance matrixD  [� G(x i ; x j )]i;j and approximate the sample

covering number. In experiments, we use modi�ed k-medoids [50] clustering method to �nd the

approximation ofN (�; S; � G). Since the k-medoids algorithm requires the number of clusters as

an input, we can assign one heuristically or greedy search it as in Algorithm 1.
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Algorithm 1: Distance2SampleCoveringNum : sample covering number approximation
based on pairwise distances

Input: distance matrixD 2 RjSj�jSj , resolution�
Output: bN (�; S; � G), an empirical estimation of sample covering numberN (�; S; � G)
Algorithm:

Setk = jSj
Setscn = jSj
while k > 0 do

N = k
clusters = KMedoids(D; k) # splitS into k clusters according toD
for every clusterdo

for every pointdo
if D(point, center) > � then

N = N + 1
end if

end for
end for
scn = min f N; scng
k = k � 1

end while
return scn

2.9.5 Experimental Details and Extended Experiments

2.9.5.1 Datasets

We perform our empirical analysis on CIFAR-10, ShapeNet in Section 2.7 and on CIFAR-

100 as well as Restricted ImageNet in Appendix 2.9.6.1.

CIFAR-10 dataset [51] consists of 60000 32x32 color images in 10 classes, with 6000

images per class. There are 50000 training images and 10000 test images. The categories in

CIFAR-10 are:airplane, automobile, bird, cat, deer, dog, frog, horse, ship, truck.

ShapeNet5 [52] is a large-scale 3D model repository. In our experiments, we use a subset

of it that contains 10 classes and we resize every image to 32x32. There are 30834 training

5https://shapenet.org/
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images and 7709 test images. The categories in this dataset aresofa, cabinet, chair, display,

loudspeaker, lamp, airplane, table, car, watercraft. 3D-view transformations could be done by

3D object reconstruction methods, e.g., R2N2 [53], or rendering tools, e.g., PyTorch3D6. We use

pre-rendered images provided by R2N27 to approximate the random perturbations of 3D-view.

CIFAR-100 [51] consists of 60000 32x32 color images in 100 classes, with 600 images per

class. There are 500 training images and 100 testing images per class.

Restricted ImageNet [58] is a subset of ImageNet. It has 8 classes, and each of which is

made by grouping a subset of existing, semantically similar ImageNet classes into a super-class.

All images are preprocessed into a 64x64 resolution.

2.9.5.2 Data Transformations

In this paper, we consider�ipping, cropping, rotationand3D-viewas data transformations

in Section 2.7. We apply them respectively on one image from the ShapeNet dataset and illustrate

the original and transformed images in Figure 2.3. For �ipping, we only consider horizontal

�ipping. For cropping, there are two hyper-parameters, the padding number, and the cropping

size, that determine a random cropping operation. An image is �rst padded with the last value

at the edge, and then randomly cropped to a certain size. For rotation, we only consider rotating

an image around its center. There is one hyper-parameter, degree, that determines a rotation

operation. For 3D-view transformations, there are three hyper-parameters, distance, elevation,

and azimuth, that together determine a speci�c 3D view. We can interpret the 3D view as a

speci�c position of the camera which is determined by the distance away from the target point,

6https://PyTorch3D.org/
7http://3d-r2n2.stanford.edu/
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Figure 2.3: An illustration of data transformations

the elevation angle, and the azimuth angle. As long as the camera's position is determined, we

would have the 2D image rendered from that speci�c viewpoint via R2N2 or PyTorch3D. We also

evaluatecutoutandcolor jitter in Appendix 2.9.6.2. Cutout [59] is a data augmentation method

that randomly removes contiguous sections of input images. There are three hyper-parameters

that control the size, ratio, and pixel values of the rectangle that mask the images. Color jitter

is a type of image data transformation where we randomly change the brightness, contrast, and

saturation of an image which can be controlled by three hyper-parameters.

2.9.5.3 Details on Estimating Sample Covering Numbers

In this paper, we estimate the sample covering numbers induced by different transforma-

tions on CIFAR-10, ShapeNet, CIFAR-100, and Restricted ImageNet. Table 2.6 provides the

hyper-parameter settings that we use for data transformations in this paper. These settings are

typically used to preserve labels after data transformations in object classi�cation tasks. Contin-
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Transformation Hyper-parameters

Flip horizontal �ip
Rotate degree2 [� 30; 30]
Crop padding= 4, cropping size= 32x32
3D-view distance2 [0:65; 1], elevation2 [25; 30], azimuth2 [0; 360]
Cutout value=0.5, scale=0.05, ratio=1
ColorJitter brightness2 [0:75; 1:25], contrast2 [0:75; 1:25], saturation2 [0:75; 1:25]

Table 2.6: Data transformations used in our experiments.

uous data transformations, such as rotation, cropping, and 3D-view, contain in�nite numbers of

elements in the transformation set. To approximate the orbit, we do sampling every 1 degree for

rotation and random sampling (50 times) for cropping, cutout, and color jitter. We use the set of

24 random multi-view images rendered by the R2N2 method to approximate the orbit induced by

3D-view transformations.

2.9.5.4 Details on Evaluating Generalization Bene�t

In Section 2.7.2, we evaluate the generalization bene�t of learning model invariance to

different data transformations. We consider the object classi�cation task and use the ResNet18

model architecture on both datasets. To learn the invariant models, we use two methods: data

augmentation and regularization. In the test phase, we evaluate models on clean test sets without

applying any data transformations.

Data augmentation method.The training loss for the data augmentation method isL aug(x ) =

L (f (g(x ))) , wheref (�) denotes the model andg(x ) denotes a randomly sampled example inx 's

orbit induced by transformationG. We use the cross-entropy loss function forL . In each epoch,

we randomly sample transformed images as input and preserve ground truth labels. We use SGD

optimizer with an initial learning rate of 0.01 and decay the learning rate by 0.1 every 50 epochs.
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We train each model for 110 epochs and select the best model according to test accuracy. We run

independent experiments four times and report the results in Table 2.1 and 2.2.

Regularization method. The training loss for regularization method isL reg = L cls + L inv =

L(f (x )) + � KL(f (x ); f (g(x ))) . Speci�cally, in addition to minimizing the classi�cation loss

on the original image, we also regularize the model by minimizing the KL divergence between

the model's logit outputs on the original image and on the transformed one. The loss func-

tion and optimization settings are the same as those in the data augmentation method except

for the case when� = 100. We use a learning rate of 0.001 without weight decay and train

the model for 500 epochs in that experiment. At test time, we use two metrics to evaluate the

model invariance under 3D-view transformations. The �rst one is the invairance loss, namely

L inv (x ) = Eg1 ;g22G [KL(f (g1(x )) ; f (g2(x )))] . We approximate the expectation by averaging the

KL divergence over the 24 pre-rendered random multi-view images for each original image. The

second metric isA inv , namely the consistency accuracy under the worst-case transformation. We

haveA inv (x ) = 1 if model's outputs on data points inx 's orbit are consistent, andA inv (x ) = 0

otherwise. We also use the 24 pre-rendered multi-view images ofx to approximate its orbit. We

run independent experiments four times and report the results in Table 2.3.

2.9.6 Extended Experiments

2.9.6.1 Experiments on Additional Datasets

To better show the consistency between our theory and practice, we conduct additional

experiments on CIFAR-100 [51] and Restricted ImageNet [58]. We randomly sample 1000 ex-

amples in the training set to evaluate the sample covering numbers induced by different data
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Sample covering number Generalization

Model � = 5:7 � = 7:5 � = 9:4 acc (%) gap

Base 1000 990 950 60:06� 0:39 39:91� 0:40
Flip 1000 984 945 66:49� 0:46 33:48� 0:45
Rotate 1000 976 921 67:79� 0:46 32:17� 0:47
Crop 995 965 863 72:44� 0:16 27:53� 0:16

Table 2.7: Sample covering numbers, classi�cation accuracy, and generalization gap (the differ-
ence between training and test accuracy) for ResNet18 on CIFAR-100.

Sample covering number Generalization

Model � = 14:6 � = 18:4 � = 21:6 acc (%) gap

Base 1000 990 955 82:85� 0:42 17:14� 0:42
Flip 999 986 941 88:07� 0:39 11:92� 0:39
Rotate 998 967 883 88:61� 0:16 11:14� 0:28
Crop 995 947 793 91:38� 0:26 8:37� 0:26

Table 2.8: Sample covering numbers, classi�cation accuracy, and generalization gap (the differ-
ence between training and test accuracy) for ResNet18 on Restricted ImageNet.

transformations. The settings of data transformations are the same as that in Table 2.6. We train

a ResNet18 with different data augmentations three times and report results in Table 2.7 and 2.8.

The results on CIFAR-100 and Restricted ImageNet both support that a small sample covering

number correlates with a small generalization gap.

2.9.6.2 Normalization of Sample Covering Numbers

As discussed in Section 2.6, the proposed sample covering number is a model-agnostic

measure that does not consider the potential Lipschitz constant increase induced by data transfor-

mations. For example, darkening all the images leads to a small sample covering number since

the values of all images decrease. However, the Lipschitz constant required for the model is

increased to classify closer classes. To mitigate this limitation, we can do normalization for sam-
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SCN Normalized SCN Generalization

Model � = 4:9 � = 6:2 � = 7:6 � = 4:9 � = 6:2 � = 7:6 acc (%) gap

Base 1000 992 954 1000 992 954 85:43� 0:35 14:57� 0:35
ColorJitter 927 710 372 1000 994 963 85:82� 0:33 14:18� 0:33
Cutout 999 974 902 1000 993 963 87:24� 0:23 12:75� 0:23
Flip 999 990 946 1000 995 964 89:67� 0:24 10:33� 0:24
Rotate 999 976 909 1000 988 939 89:91� 0:13 10:05� 0:16
Crop 996 961 863 999 985 909 92:52� 0:08 7:48� 0:08

Table 2.9: Sample covering number (SCN) without and with normalization and generalization
performance of ResNet18 on CIFAR-10.

ple covering numbers. Intuitively, the minimum inter-class distance among all class pairs gives

us a clue for the required Lipschitz constant. Therefore, we use the ratio between the minimum

inter-class before and after applying data transformations to normalize sample covering numbers.

In Table 2.9, we evaluate 5 types of data transformations including cutout and color jitter. The

sample covering number of color jitter is quite small because it shrinks all the values of images.

After normalizing with the minimum inter-class distance, it is larger than that of cropping which

aligns with the actual generalization bene�ts. This is a heuristic normalization that takes potential

Lipschitz constant change into consideration. It has limitations such as the normalized sample

covering number could exceed the base one. We leave a better normalization for future work.

2.9.6.3 Estimating Sample Covering Numbers with Different Sample Sizes

In Section 2.7.1, we estimate the sample covering numbers on randomly chosen subsets

of the whole training datasets. The sample sizes are 1000 for CIFAR-10 and 800 for ShapeNet.

To investigate the impact of sample sizes on estimation, we further estimate the sample covering

numbers with different sample sizes on ShapeNet. The results, shown in Figure 2.4 (a)-(c),

show consistent trends and comparisons among different data transformations in all sample size
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n = 100 n = 1000 n = all

Model acc (%) gap acc (%) gap acc (%) gap

Base 64:25� 1:87 20:88� 2:00 77:50� 0:48 21:70� 0:49 86:67� 0:37 12:23� 0:37
Flip 65:00� 2:00 13:84� 1:90 78:15� 0:50 16:26� 0:50 87:22� 0:32 9:21� 0:32
Rotate 63:50� 2:14 4:88� 2:15 76:70� 0:58 8:98� 0:55 87:00� 0:34 5:12� 0:36
Crop 54:56� 1:96 � 4:00� 1:80 69:60� 0:42 2:20� 0:42 83:55� 0:32 1:58� 0:36
3D-View 64:75� 1:88 2:25� 1:88 79:20� 0:45 3:18� 0:43 88:28� 0:28 2:00� 0:30

Table 2.10: Classi�cation accuracy and generalization gap (the difference between training and
test accuracy) for MLP on ShapeNet.n denotes the sample size per class.

settings. Notably, the 3D-view transformation outperforms other types of transformations by a

large margin (and indeed yields better generalization bene�ts as shown in Table 2.2). Therefore,

for guiding the data transformation selection, these results suggest that it suf�ces to estimate the

sample covering number on a small subset of the whole dataset for ef�ciency.

In addition, Figure 2.4 (d) shows that the normalized sample covering number decreases as

the sample sizen increases for �xed� . This result also suggests that we can keep a �xed ratio

between the sample covering number and the sample size but gradually shrink the resolution� as

the sample sizen grows. For a suf�ciently large sample size, it is possible to use a very small

resolution� to get a sample covering number that is much smaller than the sample size.

2.9.6.4 In�uence of Model Class's Implicit Bias on Generalization Bene�t

Our proposed sample covering number is a model-agnostic metric to measure the potential

generalization bene�t of being invariant to certain data transformations. Thus, a natural question

is: do all models enjoy the same bene�t? Different from the ResNet architecture which contains a

lot of human priors and engineering work, the 2-layer MLP is among the simplest neural network

architectures that better eliminate the in�uence of architecture's implicit bias. We use the 2-

layer MLP which contains 2 hidden layers, each of which has 10000 hidden units. We use
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((a)) n = 100 ((b)) n = 800

((c)) n = 10000 ((d)) 3D-view

Figure 2.4: (a)-(c): Estimated sample covering numbers induced by different data transformations
on ShapeNet.n denotes the total sample size. (d): The normalized sample covering number
(=sample covering number=n) of 3D-view transformations estimated with different sample sizes.

50



ReLU activation for the two hidden layers and do not use common techniques such as batch

normalization or dropout. We use the data augmentation method to train the invariance for the

model. The loss function and optimization settings are the same as that used in ResNet18. We

run independent experiments four times and report the results in Table 2.10.

The decreased generalization gaps shown in Table 2.10 suggest that MLP also bene�ts

from being invariant to data transformations. Moreover, comparisons of the generalization gaps

between different transformations are similar to those on ResNet18, indicating the effectiveness

and applicability of our proposed metric. Despite the reduced generalization gap, however, MLPs

trained with invariance suffer from decreased test accuracy in some cases, especially for crop-

ping. This may be due to the limited model capacity of the 2-layer MLP learned by SGD. In

summary, our proposed sample covering number shows empirical effectiveness in predicting the

generalization bene�t in a model-agnostic way. Based on our results, we advocate for data trans-

formations that have small sample covering numbers (e.g., 3D-view transformation) and suggest

learning the invariance under those data transformations for better generalization performance.

51



Chapter 3: Learning Unforeseen Robustness from Out-of-distribution Data Us-

ing Equivariant Domain Translator

Current approaches for training robust models are typically tailored to scenarios where data

variations are accessible in the training set. While shown effective in achieving robustness to

these foreseen variations, these approaches are ineffective in learningunforeseenrobustness, i.e.,

robustness to data variations without known characterization or training examples re�ecting them.

In this work, we learn unforeseen robustness by harnessing the variations in the abundant out-of-

distribution data. To overcome the main challenge of using such data, the domain gap, we use a

domain translator to bridge it and bound the unforeseen robustness on the target distribution. As

implied by our analysis, we propose a two-step algorithm that �rst trains an equivariant domain

translator to map out-of-distribution data to the target distribution while preserving the considered

variation, and then regularizes a model's output consistency on the domain-translated data to

improve its robustness. We empirically show the effectiveness of our approach in improving

unforeseen and foreseen robustness compared to existing approaches. Additionally, we show that

training the equivariant domain translator serves as an effective criterion for source data selection.
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3.1 Introduction

A trustworthy machine learning system should provide consistent output despite nuisance

transformations in input. For instance, a self-driving car should consistently recognize road ob-

jects, regardless of viewpoint changes that do not alter the object's label. This desirable property

of a model is measured by robustness — a hallmark feature exhibited by humans and numer-

ous other creatures [60]. Training a model to be robust not only improves its trustworthiness

but may also improve its in-distribution [61] and out-of-distribution (OOD) generalization [62],

potentially by expanding the labeled region [63].

Recognizing the importance of robustness, previous work has proposed several methods

to train robust models (a.k.a. robustness interventions), including training on augmented data

[64], consistency regularization [2], adversarial training [65], and architecture modi�cations [66].

These methods effectively improve robustness againstforeseendata variations — those that can

be characterized by known transformation functions or observable in pairs of training examples

before and after the transformation, such as noise corruption [67] and spatial transformations [68].

Nevertheless,unforeseenrobustness remains challenging to achieve, with existing methods

either unable or struggling to learn it. This issue is particularly problematic given that in many

datasets, only speci�c synthetic data variations are foreseen, while others, including most natural

variations, are not. As a result, models remain vulnerable to these unforeseen data variations,

such as changes in viewpoint [69] or time [70].

This work introduces a method to learn unforeseen robustness. Notably, the data varia-

tion unforeseen from a given training set is often observable as pairs of transformed examples in

the abundant out-of-distribution data, such as simulations. Leveraging this observation, we pro-
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pose to learn unforeseen robustness from out-of-distribution data, using an equivariant domain

translator to bridge the domain gap while preserving the variation, as illustrated in Figure 3.1.

Figure 3.1: Illustration of our method and two existing methodsextendedto our setting. Our goal
here is to learn the unforeseen (3D viewpoint change) robustness on the target dataset (CIFAR-10,
depicted in blue). To this end, we �nd some out-of-distribution source data that contains exam-
ple pairs exhibiting this variation (Objectron, a set of video clips showing viewpoint changes,
depicted in orange) and learn robustness from them.MBRDL (model-based robust deep learn-
ing, [1]) learns an auxiliary model to capture the variation in source data and then applies it to
augment the target data. However, the auxiliary model encounters dif�culties in generalizing
across large domain gaps and in modeling complex data variations with multi-modal distribu-
tions. UDA (unsupervised data augmentation, [2]) learns robustness directly on the source data.
However, robustness learned from source data does not generalize well to the target due to the
domain gap. In contrast,our method trains an equivariant domain translator to make source data
resemble the target while preserving the variation, and then learns robustness from the translated
data (depicted in green). The paired images outlined in green are generated by our trained domain
translator.

Contributions: First, we formulate the problem of learning unforeseen robustness from out-of-

distribution data (§4.4) and identify the dif�culties in extending existing approaches to solve this

problem (Figure 3.1).

Second, recognizing that the primary challenge of this problem stems from the domain gap,

we analyze the problem with an auxiliary domain translator bridging the gap (§3.3.2). By consid-

ering a domain translator, i.e., a map from the input space to itself, we establish an upper bound

for the robustness loss on the target distribution in terms of variations on the source distribution.
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In particular, this bound can be tightened by a domain translator that has two properties:equiv-

ariant, meaning that transforming an example �rst and then domain-translating it yields similar

output as domain-translating the example �rst and then transforming it, andaccurate, meaning

that the domain-translated source distribution closely aligns with the target distribution in terms

of the Wasserstein-1 distance.

Third, we propose a two-step algorithm for solving the problem based on our prior analysis

(§3.4). The �rst step trains an equivariant and accurate domain translator. To make it accurate,

we train the translator under the supervision of a Lipschitz-regularized domain discriminator,

following WGAN [71]. To make it equivariant, we offer three optional regularization losses and

choose one depending on our knowledge of the transformation function and the transformation

parameter associated with each pair of transformed examples. The second step uses consistency

regularization on the domain-translated source data to improve a model's robustness.

Fourth, we empirically evaluate our method for image classi�cation tasks on a combination

of seven source datasets, two target datasets, and two types of data variations (§3.5). We �rst

verify that our method indeed learns equivariant and accurate domain translators. Then, we show

the effectiveness of our method in learning unforeseen robustness compared to other baselines,

and further support it by ablation studies. As a by-product, we also show that the training result

of the equivariant domain translator correlates strongly (R=0.91) with the robustness bene�t of a

certain source dataset, indicating its usefulness as a source dataset selection criterion.

Fifth, we apply our method to two real-world tasks to demonstrate its practical signi�cance.

First, we learn the 3D viewpoint change robustness on CIFAR-10 by harnessing variations in

video clips and show the improvement using surrogate transformations. Second, we show that

our method can leverage out-of-distribution data to further improve the foreseen robustness on
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the target, effectively serving as a generalized and improved unsupervised data augmentation

method. Our method achieves better improvements in robustness, in-distribution generalization,

and out-of-distribution generalization compared to the previous method [2].

3.2 Related Work

Semi-supervised consistency regularization.A large body of work uses consistency regular-

ization for semi-supervised learning ( [64]), achieving state-of-the-art results in generalization.

The key idea is to do supervised learning on the labeled data while regularizing the model to

predict consistently on the unlabeled data, which potentially expands the labeled region and thus

improves generalization [63]. Despite the various goals previous work has, such as improving

generalization [64] or improving adversarial robustness [72–75], there is no work, to our knowl-

edge, that learns unforeseen robustness from out-of-distribution (OOD) data. Indeed, the OOD

data with potentially disjoint label sets in our setting pose a unique challenge that invalidates

many common techniques such as pseudo-labeling. To harness OOD data, previous work as-

sumes some overlaps of label sets (i.e., open-set setting, see [76]) and then �lters out “irrelevant”

data [2, 77]. In contrast, overlapping label sets are not necessary for learning robustness in our

setting, so we can make use of any OOD data with the desired variation.

Model-based data augmentation.Another line of work uses generative models to capture class-

agnostic data variations in the dataset and then apply the trained model to do input-conditioned

data augmentation for better robustness and generalization [1, 61, 78]. Modeling the variation

directly from OOD data and then applying the model to the target data encounters two major

dif�culties. First, while the class-agnostic data variations by assumption generalize across classes
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and domains, the generative model capturing them may not, con�ning previous work to train and

apply the model on the same or similar dataset. If the domain gap is large, this method can even

hurt the generalization of downstream classi�er. In contrast, our domain translator is trained

on and applies only to the existing OOD examples, thus avoiding this issue. Second, using

a GAN-based generative model to capture highly multimodal natural variations faces intrinsic

challenges [79,80]. Indeed, prior work showed its limitation to capture geometric transformations

like rotation [61]. Our method addresses this challenge by relying on the ground-truth variations

from the source data, resulting in target-like rotated images as shown in the experiment.

Neural style transfer. Our approach to using a domain translator that maps source images to

approximate the target distribution, is related to neural style transfer [81–85]. The similar image-

to-image translation process allows us to take advantage of this rich literature and adapt various

off-the-shelf network architectures to implement our domain translator. However, the goals dif-

fer. Neural style transfer aims at transferring the style of a source image to a target one while

preserving some content or the underlying label. In contrast, our domain translator does not need

to preserve the content or label but requires equivariance to the data variation.

3.3 Problem Analysis

In this section, we �rst formulate the problem of learning unforeseen robustness by harness-

ing variations on source data, which has rarely been addressed before. To quantify the potential

robustness achievable through learning from source data, we then establish an upper bound for

the robustness loss on the target distribution in terms of variations on the source.
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3.3.1 Problem: Robustness from Variations on Source

In this problem, we are given some target examplesf x i g sampled from thetarget data

distributionP on the input spaceX . We considerX to beRd since we focus on image data. In

addition, we are given some source examplesf u i g sampled from thesource data distribution

Q on X . We do learning over a family of modelsf f : X ! Rkg which map examples inX

to k-dimensional output vectors. For classi�cation tasks, we consider the model's logit output

(before softmax) as the model output.

Data variation. We consider data variations that can be represented by some (possibly unknown)

data transformation function� : T � X ! X , whereT is the set of possible transformation

parameters. Some examples are noise corruption, group actions withT being a group (e.g.

�ipping), and 3D viewpoint changes projected to the 2D pixel space (given that� models the

stochasticity). As we focus on random data transformation, we also consider some transformation

parameter distributionT on T . We assume that the data variation is unforeseen, meaning that

we neither know the data transformation function nor have transformed target example pairs

f (x i ; � t i (x i ))g. Instead, given the source examplesf u i g, we have �nite (e.g., variations extracted

from video clips) or in�nite (e.g., simulated data) transformed versionsf � t ij (u i )g, wheret ij is

sampled fromT.

Robustness. We consider model robustness to random data transformations. To measure the

consistency of two model outputs, we use some loss function` : Rk � Rk ! R� 0 that satis�es

the triangle inequalitỳ(v ; v00) � `(v ; v0) + `(v0; v00); 8v 2 Rk . Examples of such loss functions

include the zero-one loss̀0-1(v; v0) = 1f argmaxi v i 6= argmaxi v0
i g, the `p loss `p(v; v0) =

kv � v0kp for somep � 1, and certain f-divergences like the square root of JS-divergence [86].
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Given such a loss function, we de�ne the following robustness loss.

De�nition 3.3.1 (Robustness loss). Let � be some transformation function andT be the distribu-

tion of transformation parameters. Then the robustness loss of a modelf on the data distribution

P is de�ned as

L � (f; P) = Ex � P;t � T
�
`
�
f (x ); f (� t (x ))

��
(3.3.1)

Note that the robustness loss is label-agnostic, making it well-de�ned on domains with

different label sets. Similar notions of robustness also appear in the literature (e.g., [67] and [61]).

Goal. Given the target examplesf x i g, and the source examplesf u i g with their transformed

versionsf � t j (u i )g, our goal is to learn a modelf that minimizes the robustness loss on the target

distributionL � (f; P) in addition to some other primary task loss (e.g., classi�cation loss). We

refer to this problem as learning robustness on the target data from variations on the source data.

For classi�cation tasks, the signi�cance of minimizing the robustness loss is that a small

robustness loss along with a small classi�cation lossEx � P;t � T [`0-1(y ; f (x ))] are suf�cient to

guarantee a small robust classi�cation lossEx � P;t � T [`0-1(y ; f (� t (x )))] , wherey is the ground-

truth label ofx [72].

3.3.2 Robustness Guarantee with Domain Translator

Directly minimizing the robustness loss on the target distributionL � (f; P) requires trans-

formed target examples pairsf x i ; � t i (x i )g to estimate the expectation. However, we lack these

pairs and are unaware of the transformation function needed to sample them. In this case, the

following proposition shows the feasibility of leveraging the available source examples with the
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help of a domain translator.

To simplify notation, we use�̀ f : X ! R to denote the function�̀ f (x ) := Et � T[`
�
f (x ); f (� t (x ))

�
],

which intuitively measures the robustness loss of the model at a given example. Given some (mea-

surable) function� : X ! X , we use� # Q to denote the push-forward probability distribution1

of Q onX . We useW1 to denote Wasserstein-1 distance.

Proposition 3.3.2. We assume that�̀ f is Lipschitz uniformly over all modelsf , with a (possibly

in�nite) Lipschitz constantk�̀kL. Then for any (measurable) function� : X ! X , the following

holds:

L � (f; P) � I 1 + I 2 + I 3; (3.3.2)

where I 1 = Eu� Q;t � T
�
`
�
f (� (u )) ; f (� � � t (u ))

��
;

I 2 = Eu� Q;t � T
�
`
�
f (� � � t (u )); f (� t � � (u ))

��
;

I 3 = k�̀kLW1(P; � # Q):

This proposition, proved in Section 3.8.1.1, upper-bounds the robustness loss on the target

distribution by three terms illustrated in Figure 3.2. We can intuitively interpret� as a domain

translator which translates a given source example into another example that “looks like” the

target examples2. Below, we remark on two properties of the domain translator.

Equivariant domain translator minimizes I 2. Note that any domain translator� satisfying

1We state the de�nition in Section 3.8.1.1.
2Compared to the style transfer work, such translation is un-paired and does not need to preserve the underlying

concept class.
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Figure 3.2: Illustration of our proposition. Here� represents the domain translator. TermI 1 mea-
sures the model's consistency loss on the domain-translated example pairs. TermI 2 measures the
model's consistency loss on a ground-truth transformed example and its approximated version
generated by the domain translator, which can be minimized if the domain translator is equivari-
ant. TermI 3 measures how well the push-forward distribution matches the target distribution.

� � � t (u ) = � t � � (u ) (almost surely with respect toP� T) is suf�cient to minimize the termI 2 for

anymodelf (assuming�̀ f has bounded range). Particularly, such� satisfying� � � t (u ) = � t � � (u )

is said to beequivariantif t belongs to a group and� t be the group action [87]. Nevertheless,

we abuse the notion and refer to any� approximately satisfying this property (measured by some

loss) as being equivariant.

Accurate domain translator minimizesI 3. Note that any domain translator� pushing the source

distribution to match the target distribution accurately such thatW1(P; � # Q) = 0 is suf�cient to

minimize the termI 2 to zero forany model f (assuming boundedk�̀kL). We refer to any�

approximately satisfying this property as being accurate.

The above two remarks imply that we can learn an equivariant and accurate domain trans-

lator to minimizeI 2 andI 3 regardless of the modelf , which motivates our two-step algorithm in

the next section. We empirically demonstrate the existence of such domain translators for certain

datasets and leave further existence discussion to Section 3.8.1.2.
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3.4 The Two-Step Algorithm

Based on Proposition 3.3.2, we propose a two-step algorithm for learning unforeseen ro-

bustness from out-of-distribution data. We �rst describe step one, which trains an equivariant

and accurate domain translator. To encourage equivariance, we offer three optional regulariza-

tion losses, which can be chosen based on available knowledge. Then we describe step two,

where we learn the desired robust model using the trained domain translator. Figure 3.3 depicts

the algorithm.

3.4.1 Step One: Training Domain Translator

To begin, we provide the training objective for the equivariant domain translator, assum-

ing that we know the transformation function characterizing the considered data variation. This

scenario corresponds to the unsupervised data augmentation problem [2].

min
�

W1(P; � # Q) + � Eu � Q Et � T[`
�
� � � t (u ); � t � � (u )

�
] (3.4.1)

where the �rst term minimizesI 3, encouraging accurate domain translation, and the second term

minimizesI 2, encouraging equivariance. The hyperparameter� balances the two objectives.

In our implementation, we adopt the encoder-decoder architecture commonly used in style

transfer literature as our domain translator� . To optimize the �rst term, we follow WGAN [71]

and train the domain translator� under the supervision of an auxiliary domain discriminator

that has regularized Lipschitz constant. To estimate and optimize the second term, we proceed

as follows: we randomly sample one transformation parameter for each source example, apply
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domain translation followed by transformation to get� t � � (u ), and apply transformation followed

by domain translation to get� � � t (u ). We encourage the domain translator to generate examples

such that the two terms are similar in terms of the`2 loss.

In addition to WGAN, some recent work suggests that score-based generative models also

implicitly minimize the Wasserstein distance [88]. Nevertheless, we defer further exploration of

alternative implementations, such as image-to-image diffusion models [89,90], to future work.

3.4.2 Methods for Encouraging Equivariance

Directly encouraging the equivariance (the second term in Eq. 3.4.1) for the domain trans-

lator � requires knowing the data transformation function� . However, when learning unfore-

seen robustness, we only have some transformed source example pairsf (u i ; � t i (u i ))g but lack

knowledge about the underlying transformation function. This poses a challenge to encouraging

equivariance since we cannot transform a domain-translated example� (u ) to get � t � � (u ) in

Eq. 3.4.1. To address this issue, we provide three optional methods for encouraging equivariance

based on different assumptions about the available knowledge.

First, in some special cases where we know the transformation function, such as when using

our algorithm to do unsupervised data augmentation, we can directly encourage equivariance by

minimizing the equivariance loss in Eq. 3.4.1.

Second, if we do not know the transformation function but know the transformation pa-

rametersf t i g used to generate the pairs of transformed examplesf (u i ; � t i (u i ))g, such as when

learning unforeseen robustness from some simulated data, we can empirically encourage equiv-

ariance to the transformation� t by training a predictor that predicts the transformation parameters
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Figure 3.3: Overview of our two-step algorithm for learning unforeseen robustness from out-of-
distribution data. First, we train an equivariant and accurate domain translator using the equiv-
ariance regularization loss and the WGAN loss. Second, we use the trained domain translator
to translate all out-of-distribution data into target-like ones while preserving the considered vari-
ations. We then train a robust model using consistency regularization on the domain-translated
data.

f t i g based on the model's output. This method is proposed by some recent work [3,91,92].

Third, in cases where both the transformation function and transformation parameters are

unknown, we propose an alternative method to encourage equivariance. The main idea is to

encourage a learnable feature extractor to extract the same encoded information about the trans-

formation parameterf t i g from both the original source example pairsf (u i ; � t i (u i ))g and the

domain translated source example pairsf (� (u i ); � � � t i (u i ))g. The intuition becomes more ev-

ident when we consider �xing the feature extractor using some hard-coded or pretrained model,

such as an optical �ow estimator. In such cases, we encourage the extraction of the same encoded

transformation parameter from the two pairs, similar to the second method of predicting the trans-

formation parameter. A more detailed description of this method appears in Section 3.8.2.1.
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3.4.3 Step Two: Training Robust Model

Our goal in this problem is to improve the robustness of a model while performing some

primary task. To illustrate this, we consider the classi�cation task with a given classi�cation loss

L classi�er. Building upon the prior training of the domain translator, which minimizesI 2 andI 3

in Proposition 3.3.2, we proceed to train a robust classi�erf to minimizeI 1 andL classi�er while

freezing the translator.

For notation simplicity, we writeI 1 as a functional off and� . We use� � to denote the

trained domain translator, and use� id to denote the identity domain translator, which maps any

example to itself (perfectly equivariant but not accurate). Then, the training objective is

min
f

L classi�er(f ) + � 1I 1(f; � � ) + � 2I 1(f; � id); (3.4.2)

where� 1 and� 2 are weight hyperparameters. We include the last term in the objective, which

is essentially consistency regularization on the source data, since we observe that this often pro-

duces the best result. In fact, the UDA method [2] can be viewed as a special case of our method,

with � 1 = 0 and� 2 = 1.

3.5 Empirical Evaluation

In this section, we empirically verify the effectiveness of our two-step algorithm in learn-

ing unforeseen robustness. Different from Section 3.6, this section only considers synthetic data

variations since they enable reliable robustness evaluation on the target dataset. To begin, we

show that our equivariance-encouraging method effectively trains equivariant domain translators.
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Then, we compare the two-step algorithm with two existing methods extended to our setting and

provide an ablation study. Lastly, we show that the training of the equivariant domain transla-

tor, as a by-product, also serves as a criterion for selecting suitable source datasets for learning

robustness. Our experimental settings are as follows:

Datasets.We use CIFAR-10 and CIFAR-100 as our target datasets, while selecting the source

dataset from a range of options including SVHN, STL-10, CIFAR-100, MNIST, CelebA, and

Caltech-256. Note that some source datasets, such as MNIST or CelebA, are visually distinct

from the target datasets, mirroring real-world scenarios where the considered data variation is

only available from extremely out-of-distribution data.

Data variations. We use two types of synthetic data variations: (1) RandAugment [93], which

includes a diverse range of 14 random transformations, spanning from geometric transformations

to color space changes, and their random combinations, The variety of these transformations

allows us to evaluate our algorithm's ability to preserve such variations; (2) Random rotation, as a

supplementary evaluation due to its well-de�ned nature. Despite its simplicity, modeling random

rotation using model-based methods has proven to be a challenging task [61]. To simulate the

scenario of learning unforeseen robustness, we refrain from accessing the transformation function

or transformed target example pairs during training. Instead, we only use the transformation

function during testing to evaluate the learned robustness.

Other settings. To implement the domain translator, we adopt the encoder-decoder architec-

ture borrowed from CycleGAN [85], which comprises two down-sampling convolutional layers,

two residual blocks for latent propagation, and two up-sampling convolutional layers. We use

ResNet18 [94] to implement the classi�er. We use cross-entropy loss for classi�cation, KL-

divergence for consistency regularizing, and mean-squared-error (MSE) loss for measuring the
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equivariance of the domain translator (the second term in Eq. 3.4.1). Unless otherwise stated, we

set� = 1 in Eq. 3.4.1 and� 1 = � 2 = 0:5 in Eq. 3.4.2. In this section, we do not apply data aug-

mentation on the source or target to avoid entanglement with the considered data variation. We

defer more setup details to Section 3.8.3, and most results on random rotation and CIFAR-100 to

Section 3.8.4.

3.5.1 Training Equivariant Domain Translator

We �rst test if the equivariance-encouraging methods provided in Section 3.4.2 can train

equivariant domain translators. Speci�cally, we compare three methods: (1) The baseline method,

denoted asStd (standard), which does not apply any equivariance regularization by setting� = 0

in Eq. 3.4.1; (2) The �rst optional method, denoted asEqGt(equivariant-ground-truth), which en-

courages equivariance using the ground-truth data transformation function; (3) The third optional

method, denoted asEq(equivariant), which does not require access to the transformation function

or transformation parameters.

We use the Fréchet Inception Distance (FID, [95]) as our evaluation metric, since it provides

a reliable measure of how well the domain translator translates the source data to resemble the

target, given the dif�culty in directly estimating theW1 distance. Figure 3.4 showcases some

results of training the domain translators with the three methods, using CIFAR-10 as the target

and SVHN as the source dataset. We present several results below and defer additional results

with different datasets, including domain translation under real-world illumination changes with

limited data [96], to Section 3.8.4.

Our method trains accurate translators. Despite the signi�cant difference between SVHN
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Figure 3.4: Quantitative and visualization results of domain translators trained using three dif-
ferent equivariance-encouraging methods. Each row of images is labeled on its left to indicate
its meaning. Images are column-aligned, with the inputs being the corresponding source images
from the �rst row. All three domain translators translate the source data to closely resemble the
target, as indicated by the low FID compared to the original source data. However, domain trans-
lators without equivariance regularization (Std) fail to preserve variations well, as highlighted by
the examples in the orange box and high MSE loss. Compared to EqGt, our equivariant regular-
ization method Eq achieves comparable equivariance loss without accessing the transformation
function or transformation parameters, demonstrating its effectiveness.
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and CIFAR-10, as indicated by a direct FID calculation of 130.7, all three domain translators are

effective in translating SVHN to resemble CIFAR-10, achieving FIDs less than 30. This shows

that our method trains accurate domain translators.

Our method trains equivariant translators. Both EqGt and Eq achieve much lower equiv-

ariance loss (0:4 and0:8, respectively) thanStd (3:3) while maintaining similar FIDs, demon-

strating their capacity to preserve the data variations while still generate target-like output. The

better equivariance is also visually observable from the images highlighted within the orange

boxes. Notably, the images in the �rst and seventh columns depict rotation transforms, which

are challenging for model-based methods to capture [61] but are well preserved byEqGtandEq.

In particular,Eqpreserves the various transformations in RandAugment almost as effectively as

EqGt, yet without knowing ground-truth transformation functions or transformation parameters,

underscoring its effectiveness and generality.

3.5.2 Learning Robust Classi�ers

With the trained domain translator, we proceed to train robust classi�ers against unfore-

seen variations. We compare our two-step algorithm with three baseline methods: MBRDL [1],

UDA [2], and empirical risk minimization (ERM). ERM trains the classi�er without any robust-

ness intervention. We describe the implementation details of these methods in Section 3.8.3. Un-

less otherwise speci�ed, we use the domain translator trained using the equivariance-encouraging

methodEq.

We evaluate the classi�ers using three metrics: (1)Robust accuracy(R), which measures

the probability of a model preserving its prediction under input variations; (2)Robust Classi�ca-
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Table 3.1: Results of classi�ers trained using different methods and source datasets. The target
dataset is CIFAR-10 without data augmentation, and the variation is RandAugment. RC, R, and
S denote robust classi�cation accuracy, robust accuracy, and standard accuracy, respectively. For
reference, we include the oracle method that applies consistency regularization directly on the
target dataset. Our method achieves the best robustness and accuracy.

Robustness Accuracy

Method Src RC (%) R (%) S (%)

ERM / 79.1±0.2 82.5±0.2 89.0±0.2

MBRDL SVHN 68.7±0.4 77.4±0.3 78.9±0.3

UDA SVHN 82.3±0.2 85.5±0.3 88.2±0.3

Ours SVHN 83.2±0.3 86.7±0.3 89.9±0.2

MBRDL STL10 72.1±0.4 78.8±0.3 82.9±0.3

UDA STL10 85.8±0.3 89.5±0.2 89.9±0.3

Ours STL10 87.8±0.2 91.5±0.3 91.0±0.3

Oracle / 91.7±0.1 94.8±0.2 93.3±0.1

tion accuracy(RC), which measures the probability of a model predicting the correct label under

input variations; (3)Standard accuracy(S), which measures the probability of a model predicting

the correct label.

Our algorithm learns unforeseen robustness.Despite the stark dissimilarity between SVHN

and CIFAR-10, Table 3.1 shows that both our algorithm and UDA can harness the variations on

SVHN to improve the robust classi�cation accuracy on CIFAR-10 by 4.1% and 3.2%, respec-

tively, indicating the feasibility of learning unforeseen robustness from out-of-distribution data.

Moreover, our algorithm improves the standard accuracy whereas UDA sometimes hurts it. Us-

ing SVHN, our algorithm increases the standard accuracy by 0.9% over ERM, whereas UDA falls

short by 0.8%. Meanwhile, MBRDL underperforms ERM in all three metrics, indicating the im-

portance of the learning methods. Our analysis of MBRDL in Section 3.8.4.5 suggests that it may

fail due to the domain gap and the dif�culty in modeling complex variations in RandAugment.

Our algorithm consistently outperforms UDA. Since the consistency regularization in UDA
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Figure 3.5: Robust vs. standard accuracy of classi�ers trained with different weights of con-
sistency regularization. The source is STL10, the target is CIFAR-10, and the data variation is
random rotation. We gradually increase (denoted by the arrow) the weight from 0 to 5, produc-
ing different classi�ers whose results are denoted by dots. The pair of dots connected by a gray
dashed line have the same weight setting. Our method outperforms UDA in each weight setting
and achieves better Pareto-optimal.

Table 3.2: Ablation study of the two-step algorithm, varying whether to use the source dataset
(Src) and the training method of the domain translator (DT). Using the equivariant domain trans-
lator plays a key role in learning unforeseen robustness.

Src DT SVHN STL-10

RC (%) S (%) RC (%) S (%)

X EqGt 83:7 (" 0:5) 89:5 88:1 (" 0:3) 91:2
X Eq 83:2 89:9 87:8 91:0
X Std 82:8 (# 0:4) 88:5 86:2 (# 1.6) 90:6
X � 82:3 (# 0:9) 88:2 85:8 (# 2.0) 89:9
� � 79:1 (# 4:1) 89:0 79:1 (# 8.7) 89:0

and our algorithm introduces an extra weight hyperparameter, we further vary that weight for a

comprehensive comparison and show results in Figure 3.5. For both methods, we observe two

stages as the regularization weight increases. In the �rst stage, increasing the weight improves

both robust and standard accuracy. In the second, however, increasing the weight improves robust

accuracy but hurts standard accuracy, leading to a robustness-accuracy trade-off. Nevertheless,

our method outperforms UDA across all weight settings and achieves better Pareto-optimal in the

second stage.
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Equivariant domain translator is the key. Table 3.2 shows the ablation study result for the

two-step algorithm. Compared to ERM (last row), harnessing variations from the source dataset

(top four rows) improves the target robustness signi�cantly. Furthermore, bothEqGtandEqout-

performStd and the one not using the domain translator (fourth row), indicating the importance

of using an equivariant domain translator. Among the top two rows,Eqshows comparable ro-

bust classi�cation and standard accuracy toEqGt, indicating that our equivariance-encouraging

method trains equivariant domain translators that are equally helpful for downstream classi�ca-

tion.

3.5.3 Source Dataset Selection

Figure 3.6: Correlation results for three source dataset selection criteria, with our method (�rst
row) or UDA (second row) training the classi�er on the corresponding source dataset. Each point
represents a source dataset, where the x-coordinate is the score given by the criterion and the
y-coordinate is the actual robust classi�cation accuracy of the resulting classi�er. We measure
the Pearson correlation (R) and the p-value (p).DT-Eq-FID, which is based on our equivariant
domain translator training, shows the strongest correlation among the three even when for UDA.

When learning unforeseen robustness, we cannot use cross-validation to select suitable
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source datasets to learn from due to the lack of target data variations. For example, it is hard to

determine whether using SVHN or CelebA would better improve the robustness to RandAugment

on CIFAR-10. In this case, we show that the training result of an equivariant domain translator

can serve as a selection criterion. Speci�cally, given the target dataset, the variation, and a source

dataset, we evaluate three available selection criteria: (1)DT-Eq-FID, which trains anEqdomain

translator and then computes the FID between the target dataset and the domain-translated source

dataset. (2)DT-Std-FID, similar to DT-Eq-FID, but uses anStd-trained domain translator. (3)

Naive-FID, which directly computes the FID between the target and the source datasets. For all

three criteria, we select source datasets with lower FIDs.

Equivariant DT can select suitable source.In Figure 3.6, we evaluate the three criteria for

selecting source datasets for our method and UDA.DT-Eq-FID, based on our equivariant domain

translator training, shows the strongest correlation among the three (R=-0.91 for our method,

R=-0.94 for UDA) with the resulting classi�er's robustness, indicating its effectiveness as a gen-

eral source dataset selection criterion. It favors CelebA over SVHN for learning robustness to

RandAugment on CIFAR-10, which corroborates our results, whereas the other two criteria do

not. DT-Eq-FID also has two desired properties compared toDT-Std-FID andNaive-FID. It is

sensitive to the considered data variation, whileDT-Std-FID andNaive-FID are not, enabling it

to explain why the same source dataset can have different bene�ts for different data variations. It

also depends on the order of the source and target datasets, enabling it to explain why SVHN as

the source and CIFAR-10 as the target gives a worse result than the other way around.
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Table 3.3: Robust classi�cation accuracy on CIFAR10 under six geometric data transformations,
which serves as a surrogate for the 3D-viewpoint-change robustness. Our method best learns the
unforeseen robustness to this natural variation.

Variations ERM (%) UDA (%) Ours (%)

Af�ne 69.2±0.5 69:7 (" 0:5) 70:9 (" 1:7)
Rotate 83.3±0.3 83:4 (" 0:1) 84:5 (" 1:2)
Perspective 61.6±0.6 54:8 (# 6:8) 63:2 (" 1:6)
Crop 85.5±0.1 85:4 (# 0:1) 86:2 (" 0:7)
Elastic transform 85.9±0.3 86:4 (" 0:5) 87:3 (" 1:4)
Fisheye 43.7±1.2 33:9 (# 9:8) 43:8 (" 0:1)
Plate Spline 81.6±0.3 81:4 (# 0:2) 82:8 (" 1:2)

3.6 Applications

Now, we apply our algorithm to two real-world tasks to show its practical signi�cance.

First, we train robust CIFAR-10 classi�ers to unforeseen 3D-viewpoint changes. Then, we har-

ness out-of-distribution data to further improve foreseen robustness on the target data, resulting

in improved in-distribution and out-of-distribution generalization.

3.6.1 Learning Unforeseen Robustness in Real-world

To evaluate the effectiveness of learning unforeseen real-world robustness, we choose Ob-

jectron [97] as the source data. Objectron contains video clips re�ecting 3D viewpoint changes

in the real world. We construct the transformed pairs by randomly selecting an anchor frame and

its adjacent frames. We set� 1 = 1 and� 2 = 0 for our algorithm. As we cannot directly com-

pute the viewpoint change robustness on CIFAR-10 (target), we select six common geometric

transformations as a surrogate. We compare our algorithm with UDA, which is the most effective

baseline in our evaluation. Results in Table 3.3 show that our algorithm achieves comprehen-

sive improvements in robustness to all the surrogate transformations, outperforming UDA in the
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same tasks. Domain-translated images are shown in Figure 3.12. We leave learning unforeseen

robustness from simulated data to future work.

3.6.2 Improving Unsupervised Data Augmentation

Figure 3.7: For foreseen variations, using our method in addition to data augmentation (DA)
further improves robustness (RC and R), ID generalization (S), and OOD generalization (S on
three OOD test sets). Compared to UDA, our method not only better improves robustness and
in-distribution generalization, but also bene�ts OOD generalization while UDA cannot, demon-
strating its superiority as an unsupervised data augmentation method.

Moreover, we test if our algorithm can improve foreseen robustness and serve as a general-

ized and improved unsupervised data augmentation method. Following the setting used by prior

work [2], we train CIFAR-10 classi�ers with RandAugment variations and then use our method

to further improve the robustness with STL-10. To test the out-of-distribution generalization, we

use CIFAR10.1 [98], CIFAR10.2 [99], and CIFAR-10-C [67].

Figure 3.7 shows our results. We further improve the robustness and in-domain generaliza-

tion, doubling the improvement brought by UDA in the same setting. In addition, we improve the

accuracy on three out-of-distribution datasets by 1.5%, 1.2%, and 2.4%, respectively, whereas

UDA barely helps. This result demonstrates our method's superiority for unsupervised data aug-

mentation using foreseen variations.
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3.7 Conclusion

This paper introduces a new approach to learning robustness that broadens the scope of

existing robustness interventions. Unlike previous methods con�ned to a limited range of data

variations, our approach harnesses the variations observed in some source data to learn the robust-

ness on the target data, thus expanding the spectrum of robustness types that can be effectively

learned.

Limitations and Future Directions. One limitation of our approach is the additional computa-

tional burden introduced by training the domain translator. Section 3.8.2.2 provides an analysis

of the computational cost compared to existing methods. This is mainly due to the need for train-

ing different domain translators for different source data. Therefore, we hope that future work

can develop a foundation model for image-to-image translation, allowing our method to achieve

almost cost-free domain translation by simply �ne-tuning with the addition of equivariance reg-

ularization.

Another limitation of our approach is the need to �nd suitable source data for training,

which is not always readily available as existing datasets are not constructed with our speci�c

problem in mind. However, many datasets, particularly some simulation datasets (e.g., for au-

tonomous driving), have the capability to exhibit real-world variations. Hence, we encourage the

community to consider incorporating validation data with various variations when constructing

datasets, both for learning and evaluating robustness.
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3.8 Supplementary Materials

3.8.1 Additional Analysis

3.8.1.1 Proof of Proposition 3.3.2

Before giving the proof, we �rst state the de�nition of push-forward distribution, which

appears in many textbooks (see, e.g., [100]).

De�nition 3.8.1 (Push-forward distribution). Given a probability space(
 ; F ; P), a measurable

space(e
 ; eF ), and a measurable mapping� : 
 ! e
 , the push-forward distribution ofP on the

� -algebraeF is de�ned by

� # Q(A) = P(� � 1(A)) for A 2 eF ;

where� � 1(A) := f ! 2 
 : � (! ) 2 Ag denotes the pre-image of a measurable setA.

The proof follows from the assumptions that the loss` satis�es the triangle inequality and

�̀
f is Lipschitz uniformly over all modelsf . Since we are working on(Rd; B(Rd)) with functions

implemented by neural networks (with continuous activation functions) and common losses, we

omit the measurability issue.

Proof. First, sincè is non-negative, by Tonelli's theorem, we have

L � (f; P) := Ex � P;t � T
�
`
�
f (x ); f (� t (x ))

��
= Ex� P

� �̀
f (x)

�
;

where�̀
f (x ) := Et � T[`

�
f (x ); f (� t (x ))

�
].
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Then, since�̀
f is uniformly Lipschitz with a Lipschitz constantk�̀kL, by Kantorovich-

Rubenstein duality theorem (see, e.g., [101]), we have

Ex� P
� �̀

f (x)
�

� Ex� � # Q
� �̀

f (x)
�

� k �̀kL W1(P; � # Q):

Thirdly, since� # Q is the push-forward distribution ofQ through the mapping� , by change

of measure, we have

Ex� � # Q
� �̀

f (x)
�

= Eu� Q
� �̀

f (� (u))
�

:

Lastly, sincè satis�es the triangle inequality, we have

Eu� Q
� �̀

f (� (u))
�

= Eu� Q Et � T
�
f (� (u )) ; f (� t � � (u ))

��

� Eu� Q Et � T
�
f (� (u )) ; f (� � � t (u ))

��
+ Eu� Q Et � T

�
f (� � � t (u )); f (� t � � (u ))

��

Rearranging terms completes the proof.

3.8.1.2 Discussion about the Existence of Equivariant and Accurate Domain

Translators

We discuss some of our conjectures about the existence here and leave the complete char-

acterization to future work. Since we use continuous maps to instantiate� , we conjecture that the

equivariant domain translator does not exist if the support of the source data distribution, after

being expanded by the transformation, has a smaller intrinsic dimension (see, e.g., [80,102]) than

that of the target. Indeed, we empirically observe that for some source and target datasets such as
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SVHN to CIFAR-10, training the domain translator yields a trade-off between the equivariance

and the approximate performance, but such trade-off mitigates if we swap the source and target

datasets. Interestingly, this existence issue seems to enable us to use the training result of an

equivariantdomain translator as the source selection criterion.

3.8.2 Algorithm Details

3.8.2.1 Detailed Method to Encourage Equivariance for Domain Translator

Figure 3.8 illustrates our proposed method and discusses the intuition behind it. Com-

pared to previous work, our method only requires the transformed source example pairs and their

domain-translated counterparts. To use it in training the domain translator, we replace the second

term in Eq. 3.4.1 with the cosine similarity loss shown in the �gure. We simultaneously train

the domain translator, projector, and predictor, to minimize the loss. This method applies to any

data transformation that can be represented as� t , without needing to modify the architecture or

hyperparameters. When we know the transformation's type (e.g., motion changes across video

frames), we may also hard-code the predictor accordingly (e.g., use an optical-�ow estimator) for

better performance.

3.8.2.2 Computational Complexity Analysis

We report computational complexity in Table 3.4 and 3.5. When training the classi�er,

our method requires approximately 24% more time compared to UDA and MBRDL. When only

using the trained domain translator, the required time is similar to that of UDA and MBRDL. We

note that our method can potentially be accelerated by pre-translating all source examples and
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Figure 3.8: Illustration of our proposed method for encouraging the equivariance of the domain
translator, requiring neither the transformation function� t nor its parametert . Here, the projec-
tor, whose architecture refers to [3], takes as input the original exampleu and its transformed
version� t (u ) and outputs a vectorz1. The intuition is thatz1 may contain the encoded trans-
formation parameter, which is exactly the case when the projector is a hard-coded model like an
optical �ow estimator. If the domain translator is equivariant, then the domain-translated pair
� (u ) and� (� t (u )) should also contain the same encoded transformation parameter. Thus, we
encouragez1 andz2 to be similar, which is implemented with a predictor to prevent degeneration
(referring to SimSiam [4]).

implementing proper parallelization techniques.

Table 3.4: Computational complexity of training the auxiliary modules

Complexity
Method

encoder-decoder discriminator projector-predictor
GPU seconds per epoch

(batch size 256)

UDA n/a n/a n/a n/a
MBRDL 4, 2 2,2 n/a 79s
Ours 3, 1 1, 1 2, 1 75s
WGAN 2, 1 1, 1 n/a 64s

3.8.2.3 Algorithm Pseudocode

We show the pseudocode of training the domain translator and classi�er in Algorithm 1

and 2.
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Table 3.5: Computational complexity of training the classi�er

Complexity GPU seconds per epoch
(batch size 256)encoder-decoder classi�er

UDA n/a 3, 1 78s
MBDL 1, 0 1+k, 1 80s
Ours (translate source online,� 2 = 0 ) 1, 0 3, 1 83s
Ours (translate source online,� 2 6= 0 ) 1, 0 5, 1 97s

3.8.3 Detailed Experimental Setup

Datasets..In Section 3.5, We use CIFAR-10 and CIFAR-100 [103] as target datasets and SVHN

[104], STL-10 [105], CIFAR-100, MNIST [106], CelebA [107], and Caltech-256 [108]. When

training domain translators, we only use unlabeled images from the source and target. In Sec-

tion 3.6, we use Objectron [97] as the source dataset to learn 3D-viewpoint-change robustness.

Objectron is a collection of short, object-centric video clips. We randomly sample several frames

from each clip as the anchor images and randomly sample frames in a range of 10 frames as the

3D-viewpoint changed images. We use such pairs to do 3D-viewpoint change consistency regu-

larization. To evaluate the out-of-distribution generalization of classi�ers trained on CIFAR-10,

we use CIFAR-10.1 [109], CIFAR-10.2 [99], and CIFAR-10-C [67] as the ood datasets. CIFAR-

10.1 and CIFAR-10.2 are sampled from TinyImageNet [110] with the same classes of CIFAR-10.

CIFAR-10-C is a collection of a corrupted version of CIFAR-10 under 15 types of corruption.

Data variations.. In Section 3.5, we use RandAugment and random rotation as the variations.

RandAugment contains 14 candidate transformation functions: “ShearX”, “ShearY”, “Transla-

teX”, “TranslateY”, “Rotate”, “Brightness”, “Color”, “Contrast”, “Sharpness”, “Posterize”, “So-

larize”, “AutoContrast”, “Equalize”, and “Identity”. When using RandAugment, a composition

of two randomly selected functions are applied to the images. For random rotation, we use
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[� 30� ; 30� ] random rotation. Although the rotation is simply de�ned, it cannot be modeled by

existing model-based methods that use MUNIT-like architectures [61]. In Section 3.6, we con-

sider 3D-viewpoint change as the unforeseen variation. We randomly select two nearby frames

from one video clip as the two 3D-views of one object. Since we could not evaluate the model

robustness to 3D-viewpoint change on the target data (CIFAR-10), we use six proxy transforma-

tions to estimate the 3D-viewpoint robustness. Proxy transformations are geometric transforma-

tions that do warping on images, which include “Random Af�ne”, “Random Rotate”, “Random

Perspective”, “ Random Crop”, “ Random Fisheye”, “Random Thin Plate Spline”3.

Evaluation Metrics.. We evaluate the trained classi�ers with three metrics4: therobust accuracy,

denoted as R, measures the probability of a model preserving its output under input variations, the

robust classi�cation accuracy, denoted as RC, measures the probability of a model predicting the

correct label under input variations, thestandard accuracy, denoted as S, measures the probability

of a model predicting the correct label. During testing, we randomly sample 20 transformed

versions for each example to estimate the expectation of robust accuracy and robust classi�cation

accuracy.

3.8.3.1 Our Method

We use Wasserstein GAN [71] to train a domain translator where the inputs of the generator

(i.e. domain translator) are source images and the outputs are encouraged to be similar to the

target images. We use the encoder-decoder model architecture for implementing the domain

translator (i.e. generator), which consists of two convolutional layers for down-sampling, two

3Implementation follows https://kornia.readthedocs.io/en/latest/augmentation.module.html
4Each of them can be viewed as one minus the corresponding loss (instantiated with zero-one loss) de�ned in

Section 4.4.
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residual blocks for latent propagation, and two other convolutional layers for up-sampling. The

discriminator then distinguishes the real target data from the fake ones translated from the source

data. We train generator and discriminator with adversarial training following WGAN where we

use 0.01 as the clip value of the discriminator's weight. For training equivariant domain translator,

we use the mean-squared-error (MSE) loss for the equivariance regularization term (the second

term in Eq. 3.4.1). We set� = 1 in Eq. 3.4.1.

For the robust classi�er, we use ResNet18 as the architecture. Since the zero-one loss is

dif�cult to optimize directly, we follow the common practice of using the surrogate loss [111].

We use the cross-entropy loss for training the classi�er, including the robustness regularization

termI 1, similar to [72]. The MSE loss and theL1 norm loss are two common training objectives

that measure the difference between two images in the pixel space. They are used as the recon-

struction loss in VAE, CycleGAN, Diffusion Model, etc. We also tried theL1 loss for the equiv-

ariance regularization term but did not observe substantial difference. In all our experiments, we

use cross-entropy loss as the surrogate loss for training and regularizing the classi�er. We set

� 1 = � 2 = 0:5 in Eq. 3.4.2. Since accurately estimating theW1 distance for multi-dimensional

non-Gaussian distributions is dif�cult, we use the Fréchet inception distance (FID, see [95]) to

evaluate how well the domain translator pushes forward the source data to approximate the target

data.

3.8.3.2 MBRDL

MBRDL (model-based robust deep learning, [1]) learns a model to simulate the natural

variation. In their paper, the variation model is learned and applied to the same domain. Their
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method can easily extend to scenarios where variations are unforeseen in the target domain but

is available in the source domain. In this paper, we �rst learn a variation simulator with the

source data where transformed pairs are used for learning variations. We use MUNIT [83] as the

variation simulator following settings in [1]. MUNIT is �rst designed for style transfer, here [1]

use it for input transformation. Then, we apply the variation simulator directly to the target data

to do data variation and train robust classi�ers with a consistency regularization loss addition to

the classi�cation loss.

3.8.3.3 UDA

UDA (unsupervised data augmentation, [2]) improves the model's robustness against vari-

ations with consistency regularization on unlabeled data. Although the unlabeled data is very

similar to the target data and has foreseen variations in their paper, we can directly use their

method in our case. We see source data as the unlabeled data and do consistency regularization

on it while training the classi�er on the target data. It's easy to see that, UDA is a simple version

of our method where� 1 = 0 in Eq. 3.4.2. In our experiments of UDA, we set� 2 = 1.

3.8.4 Additional Results

3.8.4.1 Visualizing the Results of Equivariant Domain Translator

We show the outputs of our domain translators in Figure 3.10, 3.11 and 3.12. Results

demonstrate that our method can effectively translate the source data to be target-like. The

trained domain translator also well-preserve the variations including random rotation, RandAug-

ment, and 3D-viewpoint change. Therefore, we are able to do consistency regularization with the
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target-like images and the transformed version of them, so that to train a robust classi�er under

unforeseen variations. We notice that domain translators trained with different source dataset

have different performances. As discussed in Section 3.5.3, the source dataset's distance to the

target dataset correlates with the performance. Additionally, if the source dataset is much “sim-

pler” than the target one, such as MNIST and SVHN, it is very dif�cult for the domain translator

to cover the whole manifold of the target distribution, and to preserve complex variations such

as RandAugment (especially the color change) on MNIST. One interesting future work is to take

the intrinsic dimension of the dataset into consideration.

In addition, we evaluate the capability of the equivariant domain translator to preserve more

real-world variations using limited data. To this end, we train the equivariant domain translator

to preserve illumination changes from the Multi-illumination dataset (comprising 1015 images,

[96]) to the labeled training set of STL-10 (comprising 5k images). Figure 3.9 shows some

domain-translated images for visual evaluation.

Figure 3.9: Visualization of some domain-translated images from the Multi-illumination dataset
(comprising 1015 images) to the STL10's training set (comprising 5k images), demonstrating the
preservation of illumination changes using limited data.
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