
ABSTRACT

Title of dissertation: DEVELOPING CHARACTERIZATIONS OF
PROBLEM-SOLVING PROCESSES, STRATEGIES,
AND CHALLENGES FROM PROCESS AND
PRODUCT DATA IN DIGITALLY DELIVERED
INTERACTIVE ASSESSMENTS: CASE STUDY.

Tiago Caliço
Doctor of Philosophy, 2019

Dissertation directed by: Professor Jeffrey Harring
Department of Human Development
and Quantitative Methodology

Games and simulation-based assessments (GSBAs) are the focus of increased

interest in educational assessment given their ability to operationalize assessment

tasks that mimic real world scenarios. Combined with the capacity to unobstrusively

collect data on task-solving behavior, sometimes referred to as process or event data,

GSBAs have the potential to expand the scope and nature of inferences about stu-

dents’ skills, knowledge, and abilities. A case study and a simulation study explored

the viability of using concepts and analytical tools from the field of Business Pro-

cess Mining (BPM) to facilitate the generation of evidence identification rules from

behavioral, event-based data generated in the context of a GSBA. The case study

demonstrate the utility of a process guided by the principles of Evidence-Centered

Design (ECD) in order to define and refine Student, Task and Evidence Models. The

BPM conceptual and analytical tools allowed to economically investigate the feasi-



bility of using aspects of task-solving behavior, such as differences in targeted event

sequences, as evidentiary sources. Bayesian Networks were then use to aggregate

traditional score data with behavioral data in order to predict student membership

to latent classes. Given the novel nature of the analytical method used to iden-

tify evidence rules, known as the Fuzzy Miner, a simulation study investigated the

impact of sample size, expert classification of a training sample, behavioral vari-

ability, and modeling parameters in the ability of the method to identify differences

in process structure across groups. The simulation results show that the method’s

robustness to several sources of noise, suggesting its utility as an exploratory tool to

be integrated with expert judgment when generating evidence identification rules.
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Dr. Tracy Sweet
Dr. Ana Taboada-Barber
Dr. Ji Seung Yang



c© Copyright by
Tiago Alexandre Caliço

2019





Dedication

Aos meus pais, Dona Lurdes e todos quantos me abençoaram com o seu amor.

ii



Acknowledgments

It is customary in works such as this to acknowledge those who guided, sup-

ported, and inspired one’s endeavor. I will not be one to break with tradition.

First, I must thank my original advisor, Dr. André Rupp, who saw fit to
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Chapter 1: Introduction

Practitioners in the field of educational assessment and psychometrics are

tasked with providing end-users with assessments to support decision-making. Prac-

tical, methodological, ethical, and legal concerns require that inferences based on

such assessments are valid, their scores are reliable, and the constructs of interest are

properly represented. It is also important that, in the context of decision-making,

assessments be practical and economical. The compromise between the require-

ments of psychometric good-practices and the demands from a variety of users (e.g.,

students, instructors, curriculum developers, policy makers) has traditionally led to

assessment practices in which 1) assessments follow, rather than parallel, instruc-

tion; and 2) are composed of tasks and provide score reports of a limited scope (i.e.,

rank ordering students in a broad unidimensional construct).

Developments in the accessibility and power of computer technology have led

the number of stakeholders to increase, as well as their demands on the nature

and scope of the information supporting instructional decision-making. The effi-

ciency of computer-based assessment has made it possible to shrink the instruction-

assessment-decision cycle, even to the point of incorporating assessment with in-

struction and self-guided learning (Shute, 2011; Shute & Ventura, 2013). Further-
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more, state-of-the-art computer technology allows access to psychological constructs

of interest that would otherwise be very difficult, if not even impossible, to assess

with traditional paper-and-pencil tests (Levy, 2012).

Therefore, on the one hand, there is a need for greater frequency of information

that can be used to (self-)regulate learning. On the other hand, even for traditional,

high-stakes decisions, such as selection and certification, stakeholders expect assess-

ments to focus on complex constructs. Such constructs however require the use of

complex tasks that in turn generate complex, rich and sometimes multimodal data.

The challenge for assessment developers and psychometricians is not only to devise

tasks, assessments, and reporting mechanisms that can accommodate such a growing

repertoire of needs, but also to devise computational and statistical methods that

can account for the richness and complexity of novel assessment tasks and their use

context.

It is in the context of the growing need for more and different assessments that

game- and simulation-based assessments (GSBAs) come to the fore. Of particular

interest for decision makers is the ability of such instruments to collect data not only

on what the student did in fact accomplish, but also on how he or she interacted

with the assessment. The latter is commonly referred to as process data, while the

former is known as product data. Examples of product data would be a digital

record of a student’s option selection in a multiple-choice assessment (taken using

either a paper-and-pencil or digital deployment), or a portfolio of writing samples.

Although the types of work products that students can produce in their interaction

with an assessment vary greatly, there are well-established methods to use those
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work products to generate data amenable to psychometric modeling. These data

essentially take the form of double-entry tables, with rows representing students and

columns representing items. The cells on such a table therefore hold the value of a

single property: the item score.

Process data, however, are unlike product data in that they cover a broad range

of notional entities, such as student actions or changes in system states. Each such

entity may in turn have a varying number of properties, each of which with its own

range of values. Unlike the item score, which is unidimensional in its properties1,

process data consist of events which usually have more than one property. The

challenge to psychometricians and assessment developers is therefore to find ways

to integrate these new types of data with accepted and defensible psychometric

practices and methods. Two necessary steps in that endeavor are 1) to design data

collection mechanisms and structures that can accommodate these novel data, and

2) to develop methods that, like the scoring of cognitive items, create data amenable

to psychometric modeling.

Finally, psychometricians engaged in GSBA development, refinement, and de-

ployment are also confronted with the challenge of working within expanding inter-

disciplinary teams. Such teams may comprise professionals with very distinct skill

sets (i.e., computer science, instructional domain, cognitive psychology, gaming),

1The term ‘unidimensionality’ is not used here in its traditional psychometric sense. By saying
that the score is unidimensional it is meant that a score has a single dimension to its properties, that
of correctness. Naturally, the notion of correctness can be extended to admit partial gradations,
and a single work product can generate more than one score (as it is the case, for example, of
essays scored on more than a single facet). The dimensionality of a psychometric model, however,
refers to that model’s number of latent constructs. In any event, the score only has the property of
correctness, while the datum making process data usually has properties such as time of occurrence,
class of event, input value, et cetera.

3



methodological habits, terminologies, and perspectives on assessment use. It is in-

cumbent on the psychometrician, as the team’s methods expert, to develop sound

methodological practices that can integrate the expertise of all the members in a

psychometrically sound and defensible way.

1.1 Previous Work

In recent years stakeholders have broadened the nature of claims, as well as

the constructs targeted by educational assessments. There is an increased interest in

measuring so-called 21st century skills, skills necessary for successful integration of

students in the information age economy (Trilling & Fadel, 2009). These skills have a

broad scope, from critical thinking to technology literacy or flexibility. This interest

has started to influence large assessment programs, like the National Assessment of

Educational Progress (NAEP). As an example, the Technology and Engineering Lit-

eracy (TEL) assessment (National Assessment Governing Board, 2013) now includes

interactive tasks focusing on technology skills like troubleshooting and maintenance.

At the same time, there is developing interest in using principles from commer-

cial, recreational games to measure constructs or skill sets such as systems thinking,

or collaboration (Gee, 2004). GSBAs have the potential to assess such constructs in

an unobtrusive way, effectively merging learning and assessment. This approach to

assessment has been dubbed stealth assessment (Shute & Ventura, 2013), as games

and simulations can be designed from the ground up to tightly integrate assessment

in support of learning in such a way that students do not perceive the interaction

4



with the assessment/learning tool as an instance of assessment.

The challenge from an assessment and psychometric standpoint is in demon-

strating that such applications do in fact behave like educational assessments, which

is to say that they are reliable, valid, and support decision making in an educational

context. Evidence Centered Design (ECD; Mislevy, 2011; Mislevy et al., 2014; Mis-

levy, Steinberg, & Almond, 2003) is a popular and powerful framework for develop-

ing and critiquing any type of educational assessment. The high level of generality

in which it is formalized makes it a very useful tool for developers of GSBAs as

it provides the necessary language to translate concepts and practices from more

commonly used applications to GSBAs.

From a statistical standpoint, GSBAs raise the issue of finding psychometric

models that can adequately model the types of data generated in digital games and

simulations. Levy (2012) raised the point that to full take advantage of the poten-

tial evidentiary richness provided by simulation-based assessments, psychometric

practices will require the use of models that can accommodate rich, multidimen-

sional constructs, as well as a broad range of evidence. Digital, simulation-based

assessments go hand-in-hand with complex constructs and therefore demand mea-

surement models that accommodate, explain, and integrate complexity, rather than

do away with it. Of particular interest to such a model is the integration and use of

process data: data generated through student interactions with an assessment that

can potentially provide evidence on how students approach a particular task and

the pathways used in order to solve it.
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1.2 Purpose of Study

The purpose of this study is to demonstrate the added value of a set of pro-

cedures, conceptual tools, and analytical methods that can guide interdisciplinary

teams (re)developing games and simulation-based assessments that make joint use

of process and product data. The implications for institutional practices when such

an assessment tool is an integral part of an instructional project is also critically

discussed. These points of discussion focus on the necessity to revise constructs,

task specifications, designing data collection, and expanding on expert knowledge

about task-solving processes. ECD will be used as a framework for assessment de-

velopment and deployment, as it is a well-known, high-level framework that has

been used to guide the development of established assessments, as well as GSBAs.

A major hurdle in GSBA research and development is the specific problem of

evidence identification and accumulation, as indicated by a review of the literature.

Furthermore, the development of construct specifications that incorporate aspects

of students task-solving processes is also an area in need of further research. In such

cases in which a strong theory of domain knowledge is not immediately available (as

it is the case of this case-study), the challenge of developing defensible and useful

constructs is further compounded. Subject matter experts and instructors become

important sources of insight into how student populations develop skills and what

types of behavior should be targeted as sources of information for instructional

decision-making. Lastly, reporting on aspects of student performance is also an

area that can benefit from additional research, as simple score aggregates (i.e., sum
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or scaled scores) fail to convey the full breadth of the evidence contained in the

data.

This study distinguishes itself by making two novel contributions to the method-

ological literature. First, a set of exploratory, qualitative, and quantitative methods

is used to guide the development and implementation of the evidence identification

and accumulation processes. These methods are used in conjunction with focus

group interviews in order to (a) refine construct definitions; (b) identify evidentiary

sources that can be used to support claims about student performance; and (c) re-

fine a psychometric model that used to accumulate the evidence and produce score

reports. The proposed approach strikes a balance between purely exploratory ap-

proaches to evidence identification (Baker, Corbett, & Koedinger, 2004) and more

restrictive approaches that impose particular sources of evidence while potentially

ignoring evidentiary sources present in the data (Shute & Ventura, 2013). The pro-

posed approach is presented at a high and generalizable level, which can be easily

extended from the case-study presented herein to other GSBAs.

The second innovation is the use of concepts and methods from the field of

Business Process Mining (BPM; van der Aalst, 2011) for exploratory analysis of

process data, as well as generation and confirmation of hypotheses about poten-

tial evidentiary sources. BPM is a well-established field in information sciences

focusing on using non-parametric and exploratory methods to elicit patterns in

event logs generated in the context of widely varying industrial processes. Further-

more, the conceptual, terminological and methodological tools of BPM are used with

the aim of introducing conceptual clarity and terminological standardization to the
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way in which assessment practitioners conceive, refer to, and manipulate records

of of student interaction with a digital assessment. Standardized terminology, data

structures, and analytic methods for ‘process data’ will promote knowledge transfer

among multidisciplinary research teams engaged in GSBA development, facilitating

foundational research and development.

Cisco’s Packet Tracer (PT; Cisco, 2015) is used as the grounding example. PT

is an instructional and assessment tool with a long track record of utility, reliability

and validity, highly integrated with an instructional and assessment plan. The steps

and challenges that emerge from extending the tool’s data recording mechanisms

from strictly product data to process data is analyzed in detail. Although these

challenges cut across all aspects of assessment development and implementation,

the primary focus will be on evidence identification and accumulation.

This study is part of an ongoing effort by the Cisco Network Academy (CNA;

Cisco, n. d.) to investigate the feasibility and transformative impact of extending

the feedback made available to instructors on students’ performance in PT tasks.

For this work, event log data generated by a convenience sample of students enrolled

in two of Cisco’s Networking Academies was used. The data are logs of the students’

interactions with a research task developed for the interactive simulation tool (PT)

in April 2015.

The research presented herein is similar to a case-study analysis. The use case

has properties that closely relate it to practice. The assessment platform already

exists, in the context of well established educational and assessment practices. The

expansion of inference to aspects of student task-solving processes requires exten-
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sion and revision of the assessment in what relates to 1) data collection design and

implementation, 2) task design, 3) construct definition, and 4) psychometric mod-

eling. Most or all of these challenges are present in current GSBAs, as they usually

are at least in part a retrofit of existing assessments to an extended framework that

incorporates student event data. In any event, even in the rares cases in which a

digital assessment is designed ab initio to take into account aspects of product and

process data the corollaries extracted from adapting existing assessments are also

applicable.

This dissertation is organized as follows. In the next chapter, the literature on

ECD, the psychometric challenges of using process data in conjunction with product

data, the digital simulation used in the study, and the field of BPM are reviewed.

Chapter 3 outlines the methods for the core applied study, as well as for a statistical

simulation study exploring the power of a novel exploratory method introduced in

the applied study. Chapter 4 introduces the core concepts and terms of BPM, with

a particular eye on how psychometricians should think about data ontologies for

GSBA data. Chapters 5 and 6 present the results, respectively, for the applied case

study, and the simulation study. The dissertation concludes with a discussion of

the results and suggested paths forward. It should be noted that the goal of the

work presented herein is not to establish the level of reliability of the exploratory

data method introduced, or the reliability of the students classifications achieved for

the convenience sample. Rather, it is to systematically present, analyze, and tackle

the challenges, of a conceptual, terminological, practical, and statistical nature, of

utilizing user-behavior data as a source for psychometric inference. It is expected
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that by illustrating how to deal with such challenges that may seem topical and

localized, a broad-ranging set of conceptual and analytical tools can be used by

practitioners across a wide range of instructional domains, modes of deployment,

and assessment use.
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Chapter 2: Literature Review

This chapter presents the conceptual, psychometric, and technological tools

that frame the work in this case study. ECD is the assessment development frame-

work used in this study and it is briefly reviewed in section 2.1, both in the broader

context of principled approaches to assessment design, as well as the role that it

has played in the development of assessments related to this project. Section 2.2

reviews evidence identification and accumulation models used in GSBAs and PT.

The GSBA that constitutes the focus of this project, PT, is presented in section 2.3.

The presentation is done at a level of generality that relates PT to other GSBAs and

to ECD. Finally, section 2.4 introduces the concepts and methods of BPM, which

will play an important role in systematizing concepts, terminology, and methods

related to the acquisition, representation, and exploratory analysis of data unique

to GSBAs, and PT in particular.

2.1 Principled Assessment Approaches and ECD

Principled assessment approaches to assessment design are tools guiding as-

sessment developers, psychometricians, and subject matter experts in the design,

development, and implementation of valid educational assessments. The overarch-
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ing organizing element of these approaches is the development of validity arguments

that support a particular score interpretation and use. Validity arguments hinge

on the gradual collection of empirical evidence and systematic documentation of

the entirety of the assessment’s lifecycle, from design to implementation. Generally

speaking, principled approaches attempt to address the recommendations made in

Messick (1994) on developing a validity argument for score interpretation and use:

We would begin by asking what complex of knowledge, skills, or other at-

tributes should be assessed, presumably because they are tied to explicit

or implicit objectives of instruction or are otherwise valued by society.

Next, what behaviors or performances should reveal those constructs,

and what tasks or situations should elicit those behaviors? Thus, the

nature of the construct guides the selection or construction of relevant

tasks as well as the rational development of construct-based scoring cri-

teria and rubrics. (p. 16)

In their review of five principled assessment approaches, Ferrara, Lai, Reilly,

and Nichols (2016) list five foundational elements that define all principled ap-

proaches: (a) a clearly defined set of assessment targets, (b) a statement on the

intended score interpretations and uses, (c) a cognitive or performance model, (d)

an alignment of measurement models and reporting scales, and (e) a manipulation of

assessment activities that brings them in alignment with assessment targets. Each

are presented in turn.

Assessment Engineering (AE; Luecht, 2013) is focused on providing a process
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for assessment development that approaches the design of industrial manufacturing

processes. AE hinges on the use of construct maps and task model grammar as the

preferred tools for creating large pools of items, each belonging to a family. The

construct maps essentially define the claims to be made about student proficiency,

in an ordered proficiency continuum. Task specifications are then created using the

task model grammar. These are in turn used as a template to create tasks that fall

into the same family by manipulating specific features of the template.

The Berkeley Evaluation and Assessment Center Assessment System (BEAR;

Brown & Wilson, 2011; Wilson, 2005) is a construct modeling system, which is

predicated on locating students and tasks on a common scale. This scale can be

divided into proficiency levels, with exemplary tasks and student performances being

used to establish the practical meaning of the proficiency levels. Because students

and tasks must be located in a common scale, known as a Wright map, BEAR

uses Rasch models for construct modeling, a rather stringent requirement for task

development.

Cognitive Design Systems (CDS; Embretson, 1998; Embretson & Gorin, 2001)

is centered around cognitive theory. In CDS, the conceptual framework serves the

purpose of establishing construct validity and construct utility. When defining the

conceptual framework, test developers define cognitive models for task solving, and

devise validation studies and test design processes that can inform test development.

The procedural framework provides a sequence of steps to explicitly incorporate

cognitive theory into task development.

Principled Design for Efficacy (PDE; Nichols, Ferrara, & Lai, 2015) is the
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closest framework to ECD, with which it shares concepts and tools. Particular at-

tention is provided to the role of learning sciences when defining the knowledge,

skills, and abilities (KSAs) that constitute the focal construct. Additionally, the

importance of close communication among stakeholders during assessment devel-

opment is underlined. There are four stages to PDE: construct definition, content

creation, generalization, and content re-creation. Furthermore, PDE uses design

concepts that are aimed at facilitating communication between stakeholders. These

concepts are quite similar to elements of ECD.

As pointed out by Ferrara et al. (2016), ECD is a high-level generalization of

all other development frameworks. Each can be perceived as a special case, focusing

on particular assessment applications and challenges to assessment development.

Given the high level of generality of ECD, and the fact that there is a long history

of its use in CNA projects, as well as in the development of many GSBAs, it will

be the framework of choice for this study. The following subsection presents ECD

in detail.

2.1.1 ECD

The ECD framework (Mislevy, 2007; Mislevy et al., 2003) provides assess-

ment designers with a comprehensive framework for the development of assessments

grounded on evidentiary claims about students. ECD provides concepts, terminol-

ogy and processes that promote the development and deployment of valid assess-

ments. More importantly, ECD provides a template for reasoning inferentially from
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assessments. For the practitioner engaged in ECD, assessment is a form of inferen-

tial thinking, one in which claims about student proficiency require the support of

a defensible inferential chain. The inferential chain is grounded on evidence and on

the way in which it is collected.

Figure 2.1 depicts the five ECD layers. The first two layers, domain analysis

and modeling, correspond to Messick’s exhortation to first define what should be

assessed, and for what purpose. During these stages, assessment developers identify

subject matter to be assessed, the conditions and mode in which it is used, and, just

as importantly, how it is represented. Chiefly, these stages correspond to identifying

what the claims to be made about students are, and what observable behaviors can

be used as evidence supporting those claims. During domain analysis and modeling,

assessment experts will draw on job and task analysis, insights from subject matter

experts, or analysis of documents and other tangible products related to the domain.

The domain modeling stage, particularly, will articulate what behaviors, in which

contexts, can be taken to provide evidence supporting the claims. In essence, the

evidentiary structure of the assessment will be defined in these stages: what do we

want to say about students’ skills or competencies, how do they relate to each other,

what types of situations will elicit evidence supporting those claims.

The final two layers in the ECD framework correspond, chiefly, to the oper-

ationalization of the assessment. In these stages, the assessment delivery system

is conceived, tasks are authored, and importantly to the work presented here, au-

tomated methods for extraction, parsing and scoring of data are developed and

implemented. Almond, Steinberg, and Mislevy (2002) described the assessment de-
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Figure 2.1. The ECD layers.

livery stage as a four-process architecture: 1) select the task, 2) present the task

to the student, 3) apply evidence rules to the student’s work products in order to

identify evidence, and 4) accumulate the evidence by feeding it to a measurement

model that will output updated beliefs on the student’s state in what relates to their

competencies.

Of central importance to this study is the Conceptual Assessment Framework

(CAF), shaded in gray in Figure 2.1. In the ECD framework, the CAF constitutes

the assessment blueprint. When designing the assessment’s CAF, developers take as

input the results of the two previous ECD layers. Figure 2.2 presents the CAF and its

five components, or models: the student (or competency) model (SM), the evidence

model (EM), the task model (TM), the assembly model (AM), and the presentation

model (PM). The EM is the main focus of this study, although conclusions related

to other models of the CAF will also be provided.
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The SM formalizes what is being assessed. In the SM, KSAs are defined

along with the way in which they relate to each other. Essentially, the SM answers

Messick’s question about what to assess. The initial domain analysis and model-

ing steps inform what aspects to assess by formalizing them into Student Model

Variables (SMVs). These variables correspond to latent variables in modern psy-

chometric models, as the claims that the assessment is intended to support focus on

aspects that can not be directly observed (Levy, 2012).

The TM encodes the specifications for developing the assessment’s tasks.

These specifications can take many forms (e.g., double entry tables, checklists),

but they must define the situations in which information germane to inferences on

the student model will be elicited. Importantly, the TM defines what features the

task must have in order to elicit from the student the behaviors of interest, as well

as what work products produced by the student in her interaction with the task will

Figure 2.2. The principal design objects of the Conceptual Assessment Framework.
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be collected, and in what form.

Finally, the EM is the connector between the task and student models, or more

precisely between the work products from the TM and the constructs defined in the

SM. The EM has two separate submodels, each corresponding to stages in evidence

processing: the evidence identification rules and the psychometric model.

The evidence identification rules subcomponent evaluates the work products

resulting from students’ interaction with the task, assigning values to observable

variables. Note the orientation of the arrows in Figure 2.2: features of the work

product are transformed into observable variables by the application of evidence

identification rules. The measurement, or psychometric, model in turn establishes

the relation between the observable variables produced in the evidence identification

subcomponent and relates them with the student model variables in the SM (Levy,

2012). This subcomponent is also referred to as evidence accumulation, as the

identified evidence is aggregated through a statistical model, which usually hinges

on latent variables.

It is the high level of generality in which ECD describes all steps of the assess-

ment development and deployment cycle that makes it such a powerful tool to think

about any type of assessment, be it well-established high-stakes programs that are

widely documented and known by the public, or novel assessments, such as GSBAs,

which still lack well-documented and widely adopted practices. The next subsection

presents an overview of the use of ECD in the development of GSBAs.
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2.1.2 ECD and GSBAs

ECD has become the preferred assessment framework in the development of

GSBAs. In this subsection several cases are reviewed in turn.

Research studies focusing on PT, or the CNA in general, have hinged on ECD.

Volume 4, issue 4 of the International Journal of Testing is dedicated exclusively

to illustrate how ECD can be used in the development of measurement models for

a complex performance assessment deployed through PT. Williamson et al. (2004)

provided a detailed description of how ECD can be used to fully specify and justify

the design of the assessment, while Levy and Mislevy (2004) described the develop-

ment and refinement of a BN for the measurement model.

More recently, Rupp et al. (2012) also used ECD as the guiding framework

in their exploration of competing measurement models focused on domain mastery

and using exclusively scored product data. The results of these models were then

compared with a cluster analysis of coarse grained indicator variables derived from

the logs of the students’ interaction with PT in the course of solving the task.

In other applications, ECD has also been the framework of choice. Researchers

involved in the Save Patch educational game have used the ECD framework in order

to treat student interaction with the game as an assessment (Kerr, 2013, 2014; Kerr

& Chung, 2012). Other research teams using games as a learning and assessment

tool have also applied ECD. One such example is the Physics Playground project

(Kim, Almond, & Shute, 2016; Shute, Ventura, & Kim, 2013). Physics Playground

is a relatively open-ended educational game that requires students to apply their
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understanding of basic principles of Physics in a sandbox-like environment in order

to achieve rather straightforward goals. Noticeably, there is no single correct way

to achieve each challenge’s goals, and the assessment’s measurement model account

for student creativity. Finally, even commercial games such as Plants vs Zombies

(Shute, Wang, Greiff, Zhao, & Moore, 2016), or SimCity Edu: Pollution Challenge

(Mislevy et al., 2014) have been co-opted by assessment experts and adapted to

serve as assessments of skills such as complex problem-solving (Plants vs. Zombies),

or systems-thinking (SimCity Edu).

The popularity of the ECD framework in GSBA research has resulted in the

proposal of an integrated framework facilitating the identifation components of a do-

main of interest in event logs of student interaction with a digital assessment task.

This framework, the In-task Assessment Framework for In-task Behavior (ITAF;

Kerr, Andrews, & Mislevy, 2016), provides a highly structured procedure to turn

low-level event information to set labels that can be used as the input of any mea-

surement model.

2.2 Evidence Identification and Accumulation in Games-Based As-

sessments

In traditional assessments the evidence identification and accumulation steps

are relatively straightforward and there are well established practices on dealing

with work products, creating observable variables and reconciling them with student

model variables. For example, the work product for a multiple-choice test is an
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answer sheet with filled-in bubbles. The evidence identification step essentially

corresponds to scanning the sheet and assigning a value of 0 or 1 depending on

whether the student selected the wrong or the correct answer, respectively. The

measurement model then takes as input a vector of values and will reconcile them

with the student model variables through statistical models from Classical Test

Theory (CTT; Gulliksen, 1980; Lord & Novick, 1968), Item Response Theory (IRT;

Yen & Fitzpatrick, 2006), Diagnostic Classification Models (DCM; Rupp, Templin,

& Henson, 2010), or BN (Almond, Mislevy, Steinberg, Yan, & Williamson, 2015).

In GSBAs the evidence identification almost always requires more than the one,

relatively straightforward step of applying (a) matching rule(s) to relatively small

set of discrete elements (Levy, 2012). In GSBAs, the rules used to create variables

that serve as an input to the psychometric model may need to take into account the

presence or absence of a particular event, or sequence thereof; or the context in which

a given event occurred. Furthermore, the measurement models for GSBAs will also

tend to be far more complex than those in traditional assessments not only because

they tend to be multidimensional with complex relations between variables, but also

because the link between the student model variables and observable variables may

be done using mixtures of compensatory, conjunctive or disjunctive relationships

(Fu, Zapata, & Mavronikolas, 2014).

One appeal to using digital games and simulations is that the learner can be

engaged in such a way that mimics a real-life setting. Not only are the work prod-

ucts of his or her work more similar to those that one would find as a result of a real

world task, the cognitive demands on the student are also closer to what is reason-
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able to be expected when performing a real-world task in the focal domain. This

alignment between task specification, cognitive work and work product facilitates

the development of defensible and valid score interpretations and uses.

Braun, Bejar, and Williamson (2006) presented the case of an architecture

licensing exam in which the candidates are required to design a building plan, ac-

cording to particular client and regulatory specifications using a Computer Assisted

Design tool very similar to what architects use in their day to day activities. A va-

lidity claim about using the assessment results for the purpose of licensure can then

include aspects of task definition (e.g., the alignment of the task presented to the

student with typical responsibilities of beginning professionals), the characteristics

of the student’s work product and its alignment with scoring rubrics.

The challenge for GSBAs lies in automating evidence identification and ex-

traction, as well as modeling the observable variables through an appropriate psy-

chometric model. Although human rating of assessment artifacts such as the work

product described above is always a possibility, it is particularly onerous. Further-

more, it is unrealistic to expect that manually scoring events in what relates to

their sequence, context, and properties is at all feasible. That is because evidence

identification can be particularly challenging as the richness and variety of the work

products complicate the extraction of information. It is not uncommon, therefore,

to have several automated (pre)processing steps in the evidence identification stage.

One such example is the work conducted in the field of Epistemic Network

Analysis (ENA; Shaffer et al., 2009). An epistemic frame is a collection of struc-

tured skills, knowledge, identity, values, and epistemology that any particular com-
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munity of practice shares. These aspects are bound together by the epistemic frame

and learned by individuals being introduced to a community of practice. Once an

individual has internalized an epistemic frame he or she can participate in that

community as a member.

Shaffer et al. (2009) developed several digital games that served the double

purpose of introducing middle-schoolers to epistemic frames related to different com-

munities of practice, while monitoring their assimilation of the epistemic frame. One

such game, Urban Science, requires that students work individually and in groups of

four to redevelop a city neighborhood. In the course of the game the students gen-

erate several work products, such as notebook entries, email messages, reports and

chat messages that they exchange amongst themselves in order to coordinate work.

Using methods from Natural Language Processing, each student’s work products

are tagged for evidence of one of the five epistemic frame elements (e.g., evidence of

knowledge of urban development). This stage corresponds to the evidence identifi-

cation stage in the ECD framework. Once the student’s work products are tagged,

a representation of the student’s epistemic frame can be created by using ENA,

an analytical method similar to social network analysis. By accumulating evidence

through the course of the game, updated representations of the student’s evolving

epistemic frame can be created. This is achieved focusing on the changes in the

connections and proximity between the epistemic frame variables that constitute

the SM. An argument for the validity of the method is an observed gradual ap-

proximation of students’ epistemic frames to that of experts as students accumulate

experience.
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Another example of the variety of data involved in GSBAs is Newton’s Play-

ground (Shute et al., 2013). In this game, the work product is a record of discrete

student interactions with the game environment. Each student action is logged as

an event of a particular type with associated properties. The main challenge for

the game and assessment designers is deciding how to transform the information

contained in the event log into variables that can be used by a statistical model. In

the case of Newton’s Playground, the developers considered aspects as how many

times the student created a particular type of object until the goal was achieved,

how much time the student spent on the wrong type of object, or how much did

the solution deviate from an expected ‘typical’ solution. Once variables are created

for these evidentiary elements, the information is inserted into a Bayes Net, which

effectively functions as the measurement model. The Bayes Net models the com-

plex SM defined by the developers, and connects each of the SM variables to the

observable variables described above.

As it is clear from the above discussion, the challenge for psychometricians

involved in the development of GSBAs is not only to develop methods that can

extract information from complex work products, such as event logs, but also to

reconcile that information through an appropriate statistical model. Traditional

statistical models have rather strict assumptions, particularly in what relates to

conditional independence. Most IRT models, for example, assume that, given the

score on the latent variable (i.e., student ability), all observable variables are condi-

tionally independent. Assessments using IRT tend to be designed in such a way that

they promote statistical independence of items. In complex digital assessments the
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relations between the observable variables can be particularly complex and not ex-

plainable solely on basis of a single trait score. In such situations it is not reasonable

to expect that the results from traditional psychometric models are reliable or valid,

even if they look plausible or useful. It is therefore incumbent on psychometricians

to select statistical models that can deal with dependencies in the data, as well as

with data that reflect rather distinct processes.

In the following subsections the way in which psychometricians have dealt with

rich product and process data generated in PT is reviewed.

2.2.1 Evidence identification and accumulation models in PT

As discussed in section 2.3, PT is a fairly flexible assessment tool. Several

work products are produced by PT: vectors of items scored correct/incorrect (called

Primary Observables, POs), configuration files for the devices included in the PT

task, and event logs of the steps taken by the students. Any of these three facets can

be used as sources of evidence for an ECD measurement model. Levy and Mislevy

(2004) built on the cognitive and domain analysis done by Williamson et al. (2004)

and developed a measurement model using Bayesian Networks (BNs). In this mea-

surement model at least two observable variables were used for each measurement

model variable. The process of selecting and creating observable variables from the

work products was informed by the cognitive and domain analysis work.

Rupp et al. (2012) investigated the use of CTT, IRT, DCMs, and BNs to

model student responses to a PT task. In this case the work products were students
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changes to features of the network they were tasked with configuring (e.g., an In-

ternet Protocol (IP) address, activation of a network interface card). The evidence

identification step was rather straightforward. PT automatically creates a score vec-

tor of 0/1 by comparing the state of selected network features at the end of the task

to a list of those features’ desired properties. If the state of the feature matches that

of the scoring rule, then that particular Primary Observable (PO) (the term used

by PT for what are essentially items) will be scored as correct, or 1. The rules vary

in complexity, from simple one to one matching, to the use of regular expressions.

However, the output of the evidence identification step is a 0/1 vector.

Rupp et al. (2012) found that a hierarchical DCM with 5 latent classes had the

best fit to the data, in close alignment with the results from CTT and IRT analysis.

The pattern of the score distribution was in line with what was expected from the

student population taking that particular task. More importantly, the hierarchical

structure used in the DCM resulted in skill profiles that were substantively grounded

in the Subject Matter Experts’ (SMEs) understanding of how the skills related to

each other.

The authors also used BNs as a measurement model. Given the added flex-

ibility of BNs to include intermediate variables between latent variables and the

observable variables, through a process of model criticism and refinement it was

possible to specify a model with better data-model fit than its DCM counterpart.

Finally, Rupp et al. (2012) attempted to reconcile evidence culled from pro-

cess data with the evidence from product data, modeled through DCMs and BNs.

Specifically, the authors used the event logs of each student’s command inputs. Each
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command was tagged twice: with a ‘coarse grain’ and a ‘fine grain’ classification,

in order to investigate which level of granularity would provide the best evidentiary

value. Once the commands were tagged, marginal statistics were computed for each

student’s log. These statistics included information such as total time on task, total

number of input commands, or proportion of commands with a particular tag. This

step essentially corresponds to evidence identification, the generation of observables

that will be consumed by a psychometric model. The authors then used Principal

Components Analysis in order to combine the various log-derived statistics. Two

components were identified, one related to ‘Inefficiency’, and the other with ‘Effec-

tiveness’. Further analysis showed that there was a statistically significant positive

relation between Effectiveness and the five latent classes identified in the DCM

analysis. As students acquire more skills they also become more effective in their

process.

Although the work of Rupp et al. (2012) did not jointly model the data culled

by the evidence identification model for product and process, the authors were able

to identify avenues for developing evidence from event logs, model that evidence sta-

tistically and relate it to results from a measurement model focusing on traditional

outcomes. And while the statistical modeling was done separately, it was possible to

create a joint evidentiary argument. The work proposed in this study extends that

completed by Rupp et al. (2012) by jointly modeling product and process evidence,

as well as further refining the evidence identification step in what relates to process

work products.

There are several challenges in using event log data as sources of evidence for

27



a psychometric model. The first is granularity. Although there is a limited set of

actions that the student can execute when interacting with the GSBA, the set can

be fairly large with some low-level actions that have no inherent meaning from an

inferential standpoint. Assessment developers must then decide at which level to

capture and characterize the actions that a student will execute. Rupp et al. (2012)

investigated this problem by using two different tagging systems for the same set

of actions, effectively having a ‘coarse-’ and ‘fine-grained’ log of student events.

Deciding on what information to collect, and what level of detail and what sets of

attributes to record is not a trivial problem to tackle, both from the standpoint of

software engineering and psychometric modeling.

Part of the problem is that of context (Chung & Kerr, 2012). The psychometric

meaning of an action, as captured in the event log, may vary widely depending on 1)

what actions precede and succeed it, and 2) the state of the system with which the

student is interacting at the time she executes the action. For example, asking for the

current configuration of a device that requires troubleshooting may be evidence of

information gathering by the student, if done at the beginning of the task, or a check

on the quality of the work done by the student, if done after a set of configuration

actions was executed (Rupp et al., 2010).

In summary, the major challenge with using event logs as sources of evidence

is the lack of a strong theoretical grounding that can illuminate the researcher’s

effort in identifying what (sets of) events constitute evidentiary sources. Moreover,

it will be necessary to operationalize the collection of such events in a computation-

ally economical and scalable way. Keeping in mind that each event type potentially
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carries a large set number of properties, it is clear that principled and generalizable

methods for event data design and use are necessary. Furthermore, flexible psy-

chometric models that can accommodate disparate data sources are also necessary.

Importantly, such models must be able to deal with what will most likely be highly

dependent data.

Subsection 2.2.2 discusses the usefulness of a statistical model, BNs, that has

the flexibility to accommodate broad student and evidence models with complex

relations. These models are increasingly used in GSBA research. Section 2.4 in-

troduces the concepts and methods of BPM, which can be used to tackle the ev-

idence identification challenge. These methods, in conjunction with engagement

with subject matter experts and instructors have the potential to greatly facilitate

the evidence identification and accumulation steps.

2.2.2 Bayesian Networks as a psychometric model

Several of the projects listed in subsection 2.1.2 use BNs (Jensen, 1996; Lau-

ritzen & Spiegelhalter, 1988; Pearl, 1988) as the measurement model. Notable ex-

amples are Mislevy et al. (2014) and Shute et al. (2013). More recently Koenig, Lee,

and Iseli (2016a) and Koenig, Lee, and Iseli (2016b) have used BNs in the context of

complex shiphandling simulations. The versatility of BNs, and their increasing use

in GSBAs, recommend their use in this project. In the following, BNs are introduced

as a statistical and psychometric model.

BNs are a special case of graphical models, used to model conditional prob-

29



abilistic relations across large and complex systems of variables. Jensen (1996)

introduced BNs in the context of expert systems. Rule-based expert systems are

computational models of an expert, which can mimic an expert’s decision making

process by using production rules, which are essentially sets of conditional state-

ments of the form “if condition then action”. Such expert systems, however, have

no means to deal with uncertainty such as incomplete information, uncertain facts,

or relations between elements of a system that are of a probabilistic rather than of

a deterministic nature.

It was in this context that BNs were developed as a tool to support, rather than

replace, an expert engaged in decision making. The expert is supported through a

model of the domain of expertise, encoded through the BN. Probability calculus is

the method through which BNs deal with uncertainty in complex systems.

BNs encode conditional probability relations between variables by means of

nodes, representing variables, and directed edges, representing causal relations from

parent to child nodes. The dependencies encoded by the graph in a BN allow to

read conditional independence relations between variables. If one knows the values

of all parents, children, and parents of other children of a particular variable, then

that variable is conditionally independent of all other variables.

The following elements define BNs as a subset of graphical models (Jensen,

1996; Pearl, 1988):

• The network is composed of nodes and directed edges.

• Each variable has a finite set of exhaustive and mutually exclusive states.

• The nodes and the edges form a Directed Acyclic Graph (DAG).
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• All child variables have an associated conditional probability table (CPT) that
exhausts all possible combinations of that variable’s parent variables’ states.

Figure 2.3 presents a simple BN with one parent node, representing a latent

variable in a psychometric model, and three child nodes, representing observable

variables in an assessment. The graphical model essentially encodes the joint distri-

bution for all variables in the model as a set of conditional probabilities by a method

of recursion. The joint probability can be written as

p (Θ, A,B,C) = p (A|Θ) p (B|Θ) p (C|Θ) p (Θ)

More generally, this recursive method of factorizing the joint probability as a set of

conditional probabilities can be written as

p (V) =
∏
v∈V

p (v|pa (v))

where V is the set of all variables in the BN, pa (v) are the parents of variable

v, and p (v|pa (v)) is the conditional probability distribution of variable v given its

set of parent variables pa (v). For those variables without parents, p (v|pa (v)) is a

marginal, or unconditional, probability distribution.

The parameters to estimate in a BN are the conditional probability tables for

each of the nodes. Staying with the example in figure 2.3, suppose that there are

three levels for the parent node (Low, Medium, High). For each of the child nodes a

CPT will have to be estimated, with probability values for the node’s values (correct

or incorrect) conditional on the its parent node’s value. Because the probabilities
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Figure 2.3. A simple Bayes Net with a parent node, representing a latent variable,

and three child nodes representing observable variables.

have to sum to 1 across each row, there are 3 parameters to be computed per CPT.

The problem of fitting a BN to a data set requires two steps: first to know

or select the BN’s structure, secondly to estimate the CPTs. Assuming that the

structure is known, when full data are available, that is, when there is one variable

in the data set for each node in the BN, it is possible to estimate the CPTs by

computing marginal probabilities from the observed data. However, in most educa-

tional applications full data are not available, as one or more variables of interest

are latent, like the θ variable in Figure 2.3.

In such cases there are two possible estimation methods that are regularly

employed to handle latent variables in BN analyses: the Expectation-Maximization

(E-M) algorithm, and full Markov chain Monte Carlo (MCMC) estimation (Al-

mond et al., 2015; Neapolitan, 2004). The E-M algorithm (Dempster, Laird, &

Rubin, 1977) attempts to find the maximum likelihood estimates of the probabil-

ities comprising each CPT given the available data and the BN structure. The

algorithm will iteratively go through the following steps until the improvement in
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log-likelihood is negligible. First, during the Expectation step, the algorithm uses all

observed values to compute the expected value of the unobserved variables. During

the Maximization step, the algorithm looks for the CPT parameters that maximize

the log-likelihood given the values estimated in the previous step.

In MCMC estimation (Gelman et al., 2013), the full joint posterior distribution

is approximated by using conditional and marginal distributions that approach the

full posterior in all of its moments. By iteratively sampling from these distributions,

using a method like Gibbs sampling (Geman & Geman, 1984), it is possible to

estimate the elements of the CPTs.

Once the BN structure is assumed known, and its structural parameters are

estimated, the introduction of evidence to the BN will propagate through its entirety,

resulting in updated beliefs on CPT values. There are several methods for updating

the joint posterior distribution, which vary in complexity depending on the structure

of the BN (Lauritzen & Spiegelhalter, 1988; Pearl, 1988). They all have in common,

however, the use of the Bayes Theorem. Belief updating is cumulative, which means

that regardless of the order in which it arrives, each evidence set will result in the

same specific update to the CPTs. This property of the Bayes Net has the further

benefit of allowing to make inferences and predictions about any node in the net.

Consider the following example, using the BN introduced in Figure 2.3. As-

sume that the CPTs and marginal probability distribution have been estimated for

all variables, as per Table 2.1. Further assume that the value of a student’s response

to Item A is known, and it is ‘correct’. Using Bayes Theorem it is possible to update

the probabilities of the student’s value on the latent variable θ. The general form
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Table 2.1

Conditional Probability Tables and Marginal Probability Table for Example Bayes
Net

Level θ Value A B C

High 0.2
Correct 0.7 0.6 0.5

Incorrect 0.3 0.4 0.5

Medium 0.6
Correct 0.5 0.4 0.3

Incorrect 0.5 0.6 0.7

Low 0.2
Correct 0.3 0.2 0.1

Incorrect 0.7 0.8 0.9

for the calculation is:

P (θlevel|Acorrect) =
P (Acorrect|θlevel)P (θlevel)

P (Acorrect)
. (2.1)

For our example, the complete computation of the posterior probability of the stu-

dent having a ‘high’ proficiency given the fact she completed item A correctly, will

be

P (θhigh|Acorrect) =
P (Acorrect|θhigh)P (θhigh)

P (Acorrect)
=

=
.7× .2

(.7× .2) + (.5× .6) + (.3× .2)
=
.14

.5
= .28 .

(2.2)

Note that in the face of the new information (the student correctly completed item

A), the posterior probability of the student having a ‘high’ proficiency increased.

Running the computation for all other states of the latent variable results in updated

posterior probabilities of 0.6 and 0.12, respectively, for the ‘medium’ and ‘low’ states.

This means that, in light of the new information, the belief on the most likely state

has not changed, however the belief that the student is in that state is now higher,
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at the expense of the belief that the student is in the ‘low’ state.

The update in beliefs about the latent variable is also propagated to the re-

maining child nodes. Multiplying the new probabilities for the latent variable by

the CPTs for items B and C will result in updated beliefs about the conditional

probability that the student will complete the items correctly, given that she com-

pleted item A correctly. For example, for item B, the conditional probabilities for

correctly completing it before knowing anything about the student’s performance

was, for ‘high’, ‘medium’, and ‘low’ respectively .12, .24, .04. After updating beliefs

about the latent variable, the conditional probabilities of correctly completing item

B now are .168, .24, .024.

BNs align naturally with the incremental and evidentiary nature of ECD,

in which data are part of an evidentiary argument in support of a claim. When

new evidence is available it is accumulated with previous evidence, leading to an

update in beliefs about SMVs. Almond et al. (2015) advocated the use of BNs as a

measurement model in the context of ECD precisely because they not only provide

a way to update beliefs about unobservables, but they do it in a way that is highly

amenable to refinement and critiquing.

The BN structure reflects a claim about the existence, nature and relation

of entities. These beliefs are not arbitrary, they are the result of incorporating

inherently subjective but informed beliefs about 1) skills and abilities that can be

operationalized as latent variables, 2) the relation between such variables, and 3)

their relation with observable variables that can be used for the purpose of inference.

These beliefs are a reflection of the joint use of expert knowledge and empirical
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evidence. It is in this sense that BNs are amenable to critiquing and revision. Every

node corresponds to the claim that a certain entity of interest can be modeled.

Likewise, every edge reflects a claim about conditional probability relations between

such entities.

Contrast this feature of BNs with other statistical models like Neural Nets

(NN; Stevens, Beal, & Sprang, 2009), which have also been used in educational

assessment to classify students into latent classes. Even though Neural Nets can be

shown to be highly robust and reliable in their classification, they essentially operate

as a black box. That is due to the fact that Neural Nets may have dozens or even

hundreds of nodes, the function of which is to model the relation between the input

layer (the observed data) and the output layer (the student classification). The

sheer number of nodes and edges in a Neural Net makes it practically impossible

to substantively interpret and relate any structural parameters to a theory of the

cognitive domain.

It is in this sense that BNs also facilitate the fit and comparison of competing

models to the same data set. Each model may reflect alternative hypothesis about

SMVs, their relation to each other and with observable variables defined in the

EM. Models with negligible differences in fit to data can be compared based on

their alignment with expert knowledge about the domain. Conversely, hypotheses

about the domain can be revised based on the performance of alternative BNs.

This interplay between the statistical model and domain knowledge also extends to

model parameters. Marginal probabilities for unobservable variables can be selected

by querying a pool of experts on what the distribution of the latent variable is
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expected to be in the target population. When estimating CPTs through MCMC

methods, expert knowledge can also be integrated when selecting prior probabilities

for the CPTs. Finally, in cases in which estimation is not feasible or defensible,

the CPTs can be created by requesting experts to provide best-guess values, much

in the same way as with marginal probabilities. BNs therefore can easily encode

expert knowledge about relations between construct variables, as well as construct

and observables variables, provide a way to test their fit to the collected data by

comparing predictions with observed values, while facilitating theory development

and testing. This feature is particularly important in circumstances, such as that of

this study, in which domain experts have strong, yet unformalized intuitions about

student performance in the assessment tasks, but little if any expertise is available is

the elicitation, scoring and accumulation of evidence about behavior is task-solving

is available.

2.3 The Packet Tracer Learning and Assessment Tool

The digital simulation platform used in this study, Packet Tracer, (PT; Cisco,

2015), is a flexible digital platform that simulates complex computer networks. PT

is one of the main tools the Cisco Networking Academy (Cisco, n. d.) uses for

training and assessing its students. It allows instructors, curriculum developers and

assessment designers to create computer networks, the topologies and state of which

mimic real-life scenarios. Students can then solve such scenarios by interacting with

the network’s devices much in the same way they would in real-life. PT also allows

37



for automated scoring of the task at time of completion.

Figure 2.4 presents the PT interface with the network topology used in this

study. Each device (i.e., server, router, switches, workstation) in the network en-

vironment is represented by an icon and the device’s name. Lines connecting the

devices represent physical connections. The state of the devices’ network interfaces

is marked by a dot: a green dot means an active interface, a red dot means an

inactive interface. Information about the network properties, such as name and

subnet parameters (e.g. “Lan 1 172.16.1.0/24”), is also provided in the topology.

Clicking on a device’s icon will open a window allowing users to interact with that

object in much the same way as they would in a physical laboratory. Cables can be

plugged into particular ports, pieces of equipment can be powered on and off, and,

most importantly for this study, commands are input using command line terminals

similar in aspect and functionality to real equipment.

Cisco network equipment uses a proprietary language for the configuration and

maintenance of devices. This language, the Internetwork Operating System (IOS),

has a finite set of commands and device states in which the commands can be used.

The capture of input commands on a given device makes it possible to describe and

analyze the sequence of events a student used to achieve a stated configuration goal.

Figure 2.5 presents the dialog window with which students input commands into

switches and routers in order to configure them.

Although not an emulator, PT has a high level of fidelity to real-life equipment.

This allows students to be more quickly exposed to a broader variety of tasks than

what would be feasible if all tasks had to be performed in a physical laboratory,
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Figure 2.4. Packet Tracer interface showing the research task’s network topology.

given acquisition costs and the necessary time to reconfigure equipment to different

scenarios. Moreover, it easily captures a variety and quantity of data on the way

students interact with the network that otherwise would be very difficult to collect.

It is PT’s flexibility that leads several CNA instructors to use it as a practice tool for

real-life, high-stakes performance assessments with physical equipment. In parallel

with this formative, and relatively low-stakes use, PT is also used for high-stakes,

summative assessments. Some of the CNA’s end of course summative assessments

are PT tasks.
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Figure 2.5. Packet Tracer interface showing the command line interface (CLI) used

to configure network devices.

2.4 Event Data and Business Process Mining

One of the main challenges of using GSBAs as a basis for assessment is the lack

of clear, well-understood terminological and analytical practices that researchers can

use when sharing knowledge and allocating responsibilities. Conceptual frameworks

like ECD facilitate the accumulation of knowledge shared across communities of

practice by providing a high-level ontology that facilitates assessment development

and revision, regardless of content domain, test use, or mode of deployment. How-
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ever, the particular domain of application, as well as the choice of psychometric and

other analytical methods, require the use of specialized ontologies.

The word ontology can be understood in a broad or restricted sense (Guarino,

Oberle, & Staab, 2009). In its broader sense, ontology is the branch of philosophy

that focuses on the study of the nature and structure of elements of reality. Put

another way, ontology studies which elements, or attributes, belong to any given

entity because of that entity’s very nature. In the restricted sense, commonly used

in Computer Science, an ontology is “a means to formally model the structure of

a system, i.e., the relevant entities and relations that emerge from its observation,

and which are useful to our purposes” (Guarino et al., 2009, p. 2).

Ontologies are, therefore, a way to structure knowledge and guide practice in

any field, by identifying which elements of a system are relevant to a specific purpose.

It is in this latter sense that the CAF in the ECD framework can be understood as an

ontology. It establishes elements (i.e., the CAF itself, each one of its components),

their properties, the relations between the elements, in the context of developing

assessments that can provide defensible and valid score interpretations.

For example, the TM must clearly specify the stimuli and elicited behaviors

that constitute the task in such a way that the EI model can use those behaviors

as an input. However, given the level of generality at which it was designed, ECD

can only go so far when devising an ontology specific to any of its components.

For example, the EM component is commonly operationalized through the IRT

ontology, which includes elements such as “test”, “item”, “difficulty parameter”, or

“test information”. These elements, in turn, can be related to elements of the CTT
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ontology, and both to elements of a broader “psychological measurement” ontology.

In short, ECD establishes a high-level ontology for designing assessments and score

interpretations, at the same time generalizing concepts from ontologies that predated

it (e.g., CTT, IRT) and providing the conceptual mechanisms to incorporate future

ontologies, such as novel psychometric models.

Research in GSBAs, however, lacks clear ontological elements. One must then

reason analogically, in order to derive elements that 1) can constitute the basis for a

data and analytical ontology specific to GSBAs, and 2) easily relate it to the existing

psychometric literature through the ECD ontology. This lack of well-established

ontologies is particularly clear in what relates to data capture and analysis, as well

as its integration into arguments for an assessment’s validity. ECD does not specify

what elements, and which properties of such elements, are constituent parts of the

data generated by student interaction with digital assessment tasks. Whereas in the

IRT ontology the element “item response”, with the property “correctness” exists,

there does not seem to be any clear, close correlates in GSBAs. In fact, the data

products that are the output of student interactions with GSBAs tend to be much

richer in quantity and quality.

It is therefore unsurprising to find an abundance of terminology in GSBA re-

search, when discussing the nature of GBSA data, mechanisms for its capture, and

use in the evidence identification and accumulation steps. Mislevy et al. (2014, p.

52) list several terms that are used almost interchangeably to refer to records of user

interactions with the assessment system. Among such terms one can find “log files”,

“click streams”, “slime trails”, and “transaction lists”. All such terms, and others
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such as “telemetry”, reflect different perceptions on the data, and more importantly

on its anticipated use. Slime trails, transaction lists, and log files seem to indicate

a perspective centered on the data as side-products of the assessment process, or at

the very least of the student’s interaction with the assessment deployment interface.

Terms such as click streams or keystroke logs denote a focus on the mode of interac-

tions with the assessment. In the following, some of these common terms, and their

relation to concepts from the ECD ontology, are analyzed in turn.

Referring to ‘Process data’

A common approach to conceptualize data generated in GSBAs is to refer to

the interaction method used by the student. Students interact with GSBAs using

computer keyboards, mice, or touch-sensitive screens. In some advanced applica-

tions, the input method may be a relatively high-fidelity mockup ot the equipment

that would be used in real-world tasks (e.g., a rudder and throttle control; Koenig

et al., 2016a). Each action taken by a student when interacting with the assessment

can potentially be captured by the system. While discussing feature identification

and extraction, Maull, Saldivar, and Sumner (2010) use the term click stream to

refer to a chronological record of a student’s actions in a “web session”. For Owen,

Ramirez, Salmon, and Halverson (2014) click streams are in fact the cornerstone of

a data framework for learning assessment. The ADAGE system (Assessment Data

Aggregator for Game Environments) purports to provide educational game devel-

opers with a “standardized [framework for] collection of embedded assessment data
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across games” (p. 1). The system captures student events and “context vital for

informing learning analyses” (p. 2). In this use, click stream seems to be used

to mean student inputs, regardless of method (mouse, keyboard). Interestingly,

the term click-stream is usually used jointly with the term “telemetry”, denoting

the concept of remotely monitoring a system’s performance, either in real time, or

post-hoc.

The term “keystroke” is also commonly used to refer to sources of informa-

tion on student interaction with an assessment system. von Davier and Mislevy

(2016) used the terms almost interchangeably, although they distinguish between

time information, click streams and keystrokes, and revision behavior (p. 5). Other

examples of using keystrokes as a catch-all for records of student input are Fin-

cham, Anderson, Betts, and Ferris (2010), Bergner, Shu, and von Davier (2014),

DeMark and Behrens (2004), Feinberg and Rubright (2016), and Werner, McDow-

ell, and Denner (2013). Lastly, Deane (2014) is one of the rare cases in which user

keystrokes are tightly connected to the construct of interest and, therefore, to score

interpretation and use. In the study, individual keystrokes are an evidentiary source

for students cognitive writing processes. Keystroke order and timing are connected

through theory into cognitive processes, rather than being an all-purpose means for

recording interactions with the system, regardless of their potential psychometric

interest.

An alternative way to think about data generated in the context of user inter-

action with an assessment system is to relate it to its serialization, as well as time

and purpose of analyses. In Computer Science, serialization refers to the mechanism
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in which data structures are translated into a format that can be stored or trans-

mitted (Soukup & Machcek, 2014). This distinction between the data and the way

in which it is represented may seem subtle. However, it is important to be able to

distinguish between conceptual entities, the data ontology, and an arbitrary method

to record such entities in a medium that facilitates transmission and analysis.

An example of the conflation of data ontology with data serialization is the

use of the term “log file”. Generally, the term is used as a catch-all for records of

student interaction with the assessment system. Almond, Deane, Quinlan, Wagner,

and Sydorenko (2012) presented the case of logs of student keystrokes in a writing

assessment as potential evidentiary sources of writing processes. The log appears to

be made of student events that the authors then classify into six categories of be-

havior. The term log is used with several qualifiers such as “key” (p.1), “keystroke”

(p.2), “timing” (p. 6), or “file” (p. 15).

Other examples of how the term log file and log file analyses are used in

the relevant literature to refer to records of student inputs are Bedek, Seitlinger,

Kopeinik, and Albert (2011), Cowley and Charles (2016), von Davier and Halpin

(2013), von Davier and Mislevy (2016), DiCerbo and Behrens (2014), Fu et al.

(2014), Hao, Shu, and von Davier (2015), DeMark and Behrens (2004), Hao, Smith,

Mislevy, von Davier, and Bauer (2016), Kerr (2015), Kim et al. (2008), Mayer et al.

(2013), Mislevy et al. (2014), Sao Pedro, de Baker, Gobert, Montalvo, and Nakama

(2013), Shute and Wang (2016), Vidal, Vázquez-Barreiros, Lama, and Mucientes

(2016), and Xu, Levy, Dicerbo, and Lai (in press). The term is somewhat fluid in

its meaning. In some cases it is used interchangeably to refer to content (i.e., records
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of clicks on interface elements), nature of the content (i.e, data that have multiple

properties, including that of moment of execution), and serialization of the content

(i.e., the data are held in a computer file with a particular format).

Reviewing the uses of the term, some common denotations and connotations

seem to emerge. A log file is 1) a complete record of all of the student’s actions, 2)

something that can be created unobtrusively, 3) rich in potential evidentiary sources,

and 4) large, wide and complex in structure, which complicates straightforward

analysis.

From this review it results clear that a clear definition of what constitutes

records of student interactions with GSBAs is lacking. Moreover, the terms that

are used conflate the conceptualization of data with its representation in physical

structures. A systematic way to think about data generated in GSBAs, as well

as how to store and analyze it, is therefore needed. The field of BPM (van der

Aalst, 2011) provides the conceptual, technological and analytical tools to tackle

this problem. It is presented in the following.

2.4.1 Business Process Mining and Data

BPM sits on the intersection of the fields of data mining and machine learning,

on the one side, and process modeling and analysis on the other. The main goal

of BPM is to develop knowledge about processes, usually of an industrial nature,

by analyzing event logs generated in the context of their execution. Such logs are

almost always automatically generated by the software systems that support process
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execution.

Van der Aalst (2011, p. 12) introduced the field of BPM through the example

of processing an insurance claim. Insurance companies have well-established pro-

cedures for claim processing, which are prescribed through a process model. The

process model is a strict and explicit definition of the causal relations between the

activities that are necessary to execute the process. Process models furthermore

define the human resources that interact with the process, the data generated in its

execution, as well as other properties, such as time of execution and work hand-off.

The software solution that facilitates the execution of the process unobtrusively

collects the activities taken by each of the actors who intervene in its execution. For

example, the insured will submit a claim request through an Internet website. A back

office application linked to the consumer website allows claims representatives to

analyze the claim, decide if it requires further scrutiny from a supervisor, and finally

decide whether to pay the compensation. Figure 2.6 shows a graphical representation

of this process model, using the BPMN notation scheme (Weske, 2007). Note that

like in a GSBA, the software system that facilitates process execution simultaneously

creates records of the activities in which process participants engage.

From the above presentation some essential concepts from the BPM ontology

begin to emerge. First, processes can be both observed and assumed. Even though

processes may (and generally are) designed, analysis is done on observed data, and

therefore on the process as it is executed in day-to-day operations. This is done by

analyzing event logs, which are deliberately designed and collected records of actions

taken by those intervening in the process.
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Figure 2.6. A BPMN diagram modeling the insurance claim processing example.

Adapted from van der Aalst (2011).

There are essentially three goals for process mining, all closely related to orga-

nizational goals, with analogues in statistical analysis and GSBA research. The first,

process discovery, aims to produce a description of the process, the process model,

by taking event logs, and no other information, as an input. This is an essentially

descriptive goal, that can be used by organizations to infer how certain processes

are being informally executed. Examples of process discovery methods are the α-

algorithm (van der Aalst, Weijters, & Maruster, 2004), Causal Nets (Aalst2011a),

the Fuzzy Miner (FM; Günther & van der Aalst, 2007), and the Data-Aware Heuris-

tics Miner (Mannhardt, de Leoni, Reijers, & van der Aalst, 2017). Process discovery

is analogous to exploratory statistical methods, such as Exploratory Factor Analysis

(EFA), that can inform future analysis and research design.

Process conformance is analogous to confirmatory statistical methods, such

as Confirmatory Factor Analysis (CFA). In this type of BPM analysis, an explicit,

existing model for a process is compared with a model inferred from event logs. This

comparison allows to verify the process is being implemented as intended. Deviations
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to the specified model can be identified and quantified, allowing organizations to

adapt accordingly (Rozinat & van der Aalst, 2008), by either revising their designed

process models or implementing interventions that will bring the process execution

closer to the designed specification.

Finally, process enhancement is aimed at refining and improving a process.

A process can be repaired if it is established that is is not reasonable to expect

that the a priori model will be executed as intended, given the realities of the

organization. Moreover, information about the resources used in the execution of

the process (e.g., individuals, equipment) and execution times makes it possible to

refine the process implementation by allocating more resources to steps shown to be

particularly onerous, therefore delaying the overall throughput.

Although BPM is a relatively recent discipline, its methods have been suc-

cessfully used across disparate industries to extract insights about processes, as well

as to refine them. Practitioners in the field of BPM have developed concepts and

analytical tools that deal with many of the same problems facing assessment practi-

tioners in GSBAs: how to conceive what constitutes relevant data, how to capture

it, which properties to include, and how to analyze data in an useful and defensible

way.

Moreover, the same concepts and methods of BPM have been applied to a

wide array of applications, which requires the definition of core ontological concepts

in such a way that domain of application is not a hindrance to data analysis. Ex-

amples of the domains in which BPM has been successfully used are processing

objections to municipal tax assessments (van der Aalst et al., 2010), processing in-
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surance claims (Lohmann, 2011), employee recruitment and hiring (Brander et al.,

2011), and health-care (Mannhardt et al., 2017; Rojas, Munoz-Gama, Sepúlveda,

& Capurro, 2016). Given the wide scope of applications, the tools of BPM hold

the potential to create a conceptual and terminological framework for GSBA data

capture design and analysis that is clear, systematic, and general.

In fact, recent efforts have been made to subsume several proprietary data

ontologies and formats into a single, broad and extensible data ontology that can be

applied by practitioners in any domain. This framework, named Extensible Event

Stream (XES; Günther & Verbe, 2014), defines the minimal concepts necessary for

the creation of event logs, while providing the conceptual tools to extend the core

elements with ad-hoc elements and properties that are specific to any arbitrary ap-

plication domain. The existence of a general data ontology and serialization for

event data promotes intra- and inter-team communication, by providing a common

terminology and expectation on data structures. When teams across different or-

ganizations can refer to a common data structure it becomes easier to replicate

analyses, share data sets, and expand on previous research efforts.

The tools and concepts of BPM so far have had limited application in educa-

tional research. Pechenizkiy, Trc̆ka, Vasilyeva, van der Aalst, and Bra (2009) used

process discovery, conformance checking and performance analysis techniques from

BPM to event logs of student replies to quizzes in an online course. By analyz-

ing the response patterns of students to multiple-choice questions, the authors were

able to show that students who reported to have more confidence on their answer

spent more time analyzing automated feedback, regardless of the correctness of their
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answer.

Vidal, Lama, and Bugaŕın (2012) and Vidal, Lama, Dı́az-Hermida, and Bugaŕın

(2013) used Petri Nets, a common process mining method, to investigate which path-

ways maximize student learning in structured learning environments, like a course,

sequence of courses, or a seminar delivered through virtual learning environments

(VLE). More recently, Vidal et al. (2016) used XES to translate data from several

proprietary VLEs to a common data ontology, serialized in the XES data format.

By translating data generated through different, proprietary data collection systems

into a common ontology and format, the authors were able to analyze all datasets

using the same analytical methods and software tools, thus facilitating the general-

ization of conclusions.

This line of work suggests that the field of BPM has the potential to guide

data collection, serialization and analysis in GSBAs. A high-level and flexible data

ontology for GSBA data can enable principled, economical and shareable data col-

lection design and analysis, facilitating the integration of such evidentiary sources

into the well-known ECD framework.

This study seeks to evaluate the utility of using concepts and methods from

BPM to facilitate evidence identification and accumulation from data generated in

the context of GSBA. Specifically, the analytical method Fuzzy Miner (FM) will

be used to explore event logs generated by PT when students completed a tailored

assessment task. It is expected that a set of analyses using the FM, guided by

information collected from SMEs, will identify patterns that can be used to create

indicator variables that will be used in a psychometric model, specifically a Bayes
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Net. The following subsubsection briefly presents the FM.

2.4.2 The Fuzzy Miner

A common problem in BPM is the difficulty of abstracting from rare or er-

roneous behavior and only represent that behavior that effectively corresponds to

systematic behavior in process execution. Methods such as the α-algorithm tend to

equally represent any transition between events as equally important. This results

in graphical models in which any event can lead to any other event. Such models

have little interpretative utility. It is therefore necessary to abstract from infrequent

behavior, that is to eliminate infrequent events and event transitions. The FM is

an approach to process representation that uses several log metrics to guide process

representation.

Chiefly, the FM framework uses the following steps:

1. Compute log metrics;

2. Aggregate log metrics;

3. Establish cut scores for the metrics;

4. Draw a process map using only those events and event transitions that meet
the cut scores.

5. Use visual cues to convey the difference between event transitions.

Figure 6.3 presents an example of a FM in which all events and event tran-

sitions are present, and a simplified representation in which rare events are aggre-

gated into clusters, and rare edges are removed. Edge width and darkness are visual

metaphors for the relative frequency and temporal proximity of the events it con-
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nects. The right side graph is more interpretable than the left side graph, while still

providing an accurate representation of the process.

(a) A spaghetti model. (b) An aggregated model.

Figure 2.7. Two example FM process maps. Both maps were created using the same

event data and choices for the computation of node and edge metrics.

The left process map includes all nodes and events. The right map uses

the FM default cut scores to aggregate rare yet highly correlated nodes,

as well as to remove infrequent edges.

The FM is based on an extensible metrics framework. Chiefly, metrics are

computed for events and event transitions. The current implementation of the FM

provides several metrics, which the analyst can choose to compute (or not) and

combine in different ways.
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The metrics framework.

The FM metrics framework is composed of primitive metrics, derivative met-

rics and combined metrics. The metrics are computed for events (unary metrics),

and event transitions (binary metrics and correlation metrics). Figure 2.4.2 presents

the metrics framework as currently implemented in the ProM software suite. Each

metric in described in turn. Note that the description is based on published sources

(Günther, 2009; Günther & van der Aalst, 2007) as well as analysis of the source

code for the ProM implementation of the FM.

Stage 1

Compute primitive metrics

Stage 2

Compute derivative metrics

Stage 3

Aggregate metrics
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Figure 2.8. The Fuzzy Miner metrics framework.
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Primitive metrics Primitive metrics are calculated by parsing the event log

and do not depend on any other metrics. They are essentially counts of occurrences.

The Unary Frequency Significance metric is a simple count of the number of times

a given event type occurs in the log. Formally, the Unary Frequency Significance of

event type ‘A’ is:

UFA = NA

The Binary Frequency Significance metric measures the frequency with which

pairs of events occur in the log, while taking into account co-occurrences with lag

greater than 1. Formally, the Unary Frequency Significance of event pair ‘A → B’

is:

BFA,B =
L∑
l=1

N l
A,B × Attl

where l is a lag distance and Attl is an attenuation factor. For example in a sequence

such as A,B,C the lag-one pair A → B is computed, as well as the lag-two pair

‘A→ C’. Co-ocurrences with a larger lag are attenuated by either using a linear at-

tenuation 1
l

or a logistic attenuation of 1
el−1

. In either case the lag-one co-occurrence

always has a weight of one, which is the highest possible weight in either attenuation

scheme .

Whereas unary and binary metrics focus on the work flow perspective, that is

the order in which events occur, correlation metrics focus on the data perspective.

Events can have several attributes, their own data. These attrinutes can also be used

to compute similarities between event pairs. For example, events can be executed
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by different resources (the student or the automated scoring engine, in the case of

PT), and each event has a timestamp. Given the nature of the current study, only

Temporal Correlation is of interest. However other metrics are available. Formally,

the temporal correlation for event pair A→ B is:

TCA,B =


1

#time:eB−#time:eA
if#time : eB 6= #time : eA

1 otherwise

.

Derivative metrics Derivative metrics are computed by combining two prim-

itive metrics. The routing significance metric measures the importance of an event

by calculating the difference between incoming and outgoing edges of that event’s

node. Events where there is forking or synchronization are interesting as they estab-

lish the structure of a process, effectively routing the process between two or more

order alternatives. Formally, the Routing significance for event A is:

RSA =

∣∣∣∣ inValueA − outValueA
inValueA + outValueA

∣∣∣∣ , where

inValueA =
J∑

j=1

BFj,A × TCj,A, j 6= A

outValueA =
J∑

j=1

BFA,j × TCA,j, j 6= A

Distance significance amplifies important relations between two events, by

comparing the edge’s Binary Frequency Significance with the its node’s Unary Fre-
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quency Significance. This allows to amplify important relations, while down-valuing

unimportant relations, facilitating edge abstraction. Formally, the Distance Signifi-

cance for event pair (A→ B) is given by:

DSA,B = 1− (UFA −BFA,B) + (UFB −BFA,B)

UFA + UFB

with all terms defined as above.

Aggregate metrics Once primitive and derivative metrics are computed,

the metrics for each category (Unary, Binary, and Correlation) are aggregated and

normalized on the interval [0, 1]. The analyst can choose the weight to give to each

component metric. For example, the Unary Significance metric for event type A is

given by:

USA = (UFA × wUF ) + (RSA × (1− wUF )) .

Binary and correlation metrics are aggregated in the same manner.

Graphic simplification.

Once metrics have been computed, the graph is designed. Noisy behavior is

abstracted over by first removing nodes with a Unary Significance below a chosen

cut-off value. Event removal is the principal driver for graph simplification, as the

removal of an event implies the removal of all its associated edges. Edge simplifica-

tion is achieved by a similar mechanism. For each edge an utility score is computed

by combining the edge’s Binary and Correlation significance metrics. These metrics
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are combined using chosen weights and normalized to [0, 1] like aggregate metrics.

A specified cut-off value is then applied and all edges with an utility score below

that value are removed from the graph.

Event pairs that have low Unary Significance but a high correlation are ab-

stracted into cluster nodes. The rationale is that while events with a low Unary

Significance could be ignored, when low occurrence events co-occur with a high cor-

relation significance, they can be understood as part of a single activity of interest.

The ability of the FM to aggregate highly correlated but low occurring behavior into

clusters is a powerful advantage over other methods, as it easily provides simplified

yet interpretable graphical representation of unstructured processes.

Log conformance.

Finally, when the graphical model is complete, every trace in the log is replayed

in the model. Each event in a trace is executed in order and matched to the model.

If no node is present for an event, or no edge exists for a pair of events, that fact

is marked as a mismatch. A perfectly fitting model would allow the replay of all

events in a log. Because the goal is to remove rare behavior from the process map,

it is expected that a proportion of the events will not be replayed. A common rule

of thumb is to create models that can replay at least 80% of the events in the log

while still being interpretable and in line with expectations on process execution

(Günther, 2009).

In this chapter a review of the approaches used for evidence identification and
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accumulation in GSBAs was provided, alongside with a introductory presentation of

methods used in BPM with the purpose of providing useful descriptions of unstruc-

tured processes. The next chapter details the methods for an applied exploratory

study using a small convenience sample in which the FM will be used for evidence

identification and a BN for evidence accumulation. Because the FM method is new

and its performance with GSBA data unknown, a simulation study is also proposed.

This study aims to identify the conditions under which the FM can be expected to

provide insights that can lead to a useful, reliable and valid revision of the EM.
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Chapter 3: From ad-hoc data to a general data ontology in GSBA

From the literature review in section 2.4, it results that researchers could

benefit from a general purpose ontology for the collection, sharing, transformation

and analysis of data generated in the context of GSBAs. This chapter contributes

to that goal, by presenting and adapting the relevant concepts from BPM to GSBA.

Practitioners in BPM are routinely confronted with problems analogous to those of

psychometricians engaged in GSBA, which makes it a productive starting point to

develop an ontology that is at the same time general enough to support any type of

GSBA, while maintaining conceptual and terminological clarity.

This chapter is organized as follows. Section 3.1 presents and adapts the core

concepts used to describe BPM data. Section 3.2 presents common characteristics

of data generated in the context of student interaction with GSBA, relating it to the

concepts taken from BPM. Finally, section 3.3 describes the data available for the

applied study, its mapping to the BPM ontology, and methodology to take it from its

(convenience) format to a format amenable to statistical and psychometric analysis.

The goal is to, through exemplification, introduce core concepts and terminology

that will be used in the remainder of this dissertation, and can easily be adapted to

any GSBA event data.
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3.1 Event data in BPM

At the core of process modeling is the notion of ordered events. The goal of

BPM analysis is to provide insight on how a particular business process is executed.

What was actually done in the execution of the process? Who executed which

actions? At what cost (e.g., time, capital, stock) were certain actions executed?

Such insights can help answer transformative questions, such as what is most likely

to happen after a certain sequence of actions is taken? Or, how can the organization

improve process execution?

Several assumptions underly this approach. First, that the process, as well

as the activities that constitute it, is well defined. Second, that there is a piece of

software that supports the execution of the process while unobtrusively recording

the actions taken by those executing it. Third, that all data that are relevant to

answer the above questions are in fact recorded by such a system. Finally, that the

data can be retrieved and used in analysis; that is, scoping of the data is possible

in what may be fairly exhaustive, broad, intricate and sometimes conflicting data

collection purposes and circumstances.

For example, the data that are in fact collected may far exceed the needs of a

particular BPM analysis, although they are relevant for other business needs. Fur-

thermore the relevant data may be scattered across different systems, and serialized

in more than one format. This is to say that it is necessary first to define what is

minimally necessary data for a specific BPM analysis, and then to verify that the

available data meet those criteria, as it is rarely the case that data are collected and
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serialized in such a way it immediately translates to analyzable data. These are the

same challenges at the crux of developing analytical methods in GSBA.

In the following the core concepts of the BPM data ontology are defined and

illustrated with the example introduced in figure 2.6. The definitions follow closely

the presentation of van der Aalst (2011), Günther and Verbe (2014), and the nota-

tion in Mannhardt et al. (2017) although without committing to any specific data

serialization format. That is, the focus is on the ontological entities and their re-

lations, rather than how they may be operationalized in a any particular software

package, or a more or less formal serialization method.

3.1.1 Core elements of the BPM data ontology

The atomic constituent of BPM data is the event. In BPM an event is the

representation of an activity, a well-defined step in the business process (van der

Aalst, 2011, p. 9), such as receiving a phone call, choosing an option on a drop-

down list in a computer interface, or assigning an adjuster to further process an

insurance claim. The event is the minimal constituent of any log. Therefore it is

essential to first identify which activities taken in the execution of a process should

be recorded, and how those activities should be dependably translated into events.

This translation of observable activities’ relevant properties into an event is done

through the concept of attributes.

Attributes encode relevant properties of the activity, such as what it is, when

it was executed, by whom, as well as any other data that provide meaning to the
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activity in the context of the process’ execution. For example, the activity with

the name ‘mark for review’ can have the properties time (‘2016-07-10 21:00 CET’),

resource (‘Jane’), and value (‘Low priority’). There are no rules on which attributes

each event must have, except that all events of the same type should have the same

attributes. Minimally, the activity name attribute must be included, as it identifies

the event. As it will be discussed in section 3.3, the activity name attribute by itself

is rarely sufficiently informative.

Events are aggregated into cases, or instances. Every process can be executed

any number of times. Each execution of the process is taken to be an independent,

observed case. Each case’s events are nested within that case, exclusively, and appear

only once in the case. Furthermore, the order of the events in the case should match

that of their execution. When timestamps are used, these must reflect event order.

Each case can have a varying number of events, the order of which will also vary

(within the parameters of what is allowed by the nature of the process). The record

of the ordered events of any process instance is that instance’s trace.

In practice process instances may not be truly independent, in a statistical

sense. For example, in a call center processing claims, the assignment of an operator

to a new call is dependent on which operators are free. Nonetheless, the way in

which each process instance is executed depends solely on the choices taken by the

individuals involved in that particular instance. Just like events, cases can have

attributes. Minimally, each case should have an identifier that allows to distinguish

between cases. Just as with events, cases can have any arbitrary number and type

of attributes.
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Finally, cases are collected into event logs. An event log is a set of cases, all

of which appear only once in the log and are instances of the same process. Logs

should also include a process identifier (e.g., ‘small-value auto insurance claims’), as

a minimal attribute, although this is not obligatory. It is common for the process

identifier to be informally communicated in the name of the computer file that holds

the event log. Just as with events and cases, it is up to analysts and data collection

designers to decide which properties of the business process should be recorded and

added to the log as process attributes.

This subsection presented the five core elements necessary to create an ontol-

ogy for ‘process data’: event, case, trace, log, attribute. Events are discrete, atomic

records of process activities executed in real life. Each execution of the process is

a case, or instance. Cases are made of events, each event belongs to a single case

and appears only once. The ordering of such events is the case’s trace. Finally,

cases are collected in logs. Each case is an unique execution of the process and it

appears only once in a log. All of these elements can have attributes, the function

of which is to extend the element’s semantics. Note that this ontology does not use,

or even require, any particular type of data serialization. Process logs, as defined

here, can be captured in two way tables, relational databases, or any other arbi-

trary format. Having introduced these core concepts, the next subsection presents

the formal BPM notation used to refer to these entities.
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3.1.2 Notation for event data

The concepts introduced in the previous section can be formalized using the

notation commonly used in BPM. In the following, the presentation in Mannhardt

et al. (2017) is summarized and edited for clarity. Assuming there is a finite set

of attributes A with values U , an event log L can be defined as L = (E,Σ,#,L ),

where:

• E is a finite set of unique event identifiers;

• Σ ⊆ U is a finite set of activities;

• # : E → (A9 U) is a function that obtains values U for attributes A of
recorded event E; and,

• L ⊆ E∗ is the set of traces over E.

For any event e ∈ E, the function #a(e) ∈ U obtains value u ∈ U for event

attribute a ∈ A. Finally, for any process instance, write its trace σ ∈ L as σ =

〈e1, . . . , en〉.

Table 3.1 presents two possible traces for the process model introduced in

figure 2.6. Given the structure of the process, both traces have the same length.

Claim examination can either be thorough or casual. This activity occurs in parallel

with the ‘check ticket’ activity, that is the examination activity can take place before

or after checking the ticket. Likewise, the claim can either be rejected or accepted.

For each event there is an event identifier and three attributes: the activity

name, the time at which it occurred, and the human resource who executed the

activity. We can query each event in order to retrieve the values of its attributes.

For example, for event e22, the activity name is #activity(e22) = Check Ticket; it

65



Table 3.1

Example Traces for the Insurance Claim Process Model

Trace σ1 ∈ L Trace σ2 ∈ L
id act time resource id act time resource
e11 reg req 14:10:35 Jeff e21 reg req 14:12:15 Tracy
e12 exam tho 14:12:00 Greg e22 check tic 14:12:55 Tracy
e13 check tic 14:25:12 Jeff e23 exam casual 14:26:10 Greg
e14 decide 14:25:50 Greg e24 decide 14:37:21 Greg
e15 rej req 14:26:01 Jeff e25 accept req 14:39:44 Tracy

was executed at #timestamp(e22) = 14:12:55. Other attributes could conceivably

be included, such as each resource’s organizational role (e.g., operator, claims ad-

juster), or the execution’s location. Finally, trace σ2 could also be written as

σ2 = 〈reg req, check tic, exam casual, decide, accept req〉.

3.2 Similarities and differences between BPM and GSBA data and

analysis

The ontology and notation presented above can be applied to any process that

can be described in terms of discrete real-world activities, which in turn can be

translated into events in the information system that supports process execution.

A clear parallel can be made with the concept of stealth assessment, introduced by

Shute (2011): the participants in a particular process (e.g., a learning or assessment

task) are presented with a computer interface that simultaneously facilitates the

execution of the process (an educational game) while recording events that are a

priori considered to be germane for inferences about process execution.

Parallels can also be made with assessment ontologies, such as IRT. Table
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Table 3.2

Analogs between the BPM and IRT ontologies

IRT BPM
Item response Event
Response correctness Multiple event attributes
Student Instance
Response vector Trace
Response matrix Log
Item or Task Business process

3.2 presents a mapping of the core BPM entities to entities in the IRT ontology.

The atomic unit in IRT is the item response, the equivalent of which in BPM is

the event. However, where the item response only has the property of correctness

(which can take on binary, multinomial or ordered values), events can and usually

have multiple attributes. Of course, a perfect mapping is not possible. Whereas

atomic units in IRT are taken to be independent, the focus of BPM analyses is on

the order in which events are executed and therefore on the precedence relations that

exist between events. Furthermore, such relations can be established conditional on

any number of factors, such as who performed a particular event in a multi user

process, or the amount of time elapsed between successive events.

3.2.1 Log perspective

A more important difference between the data collected from assessments that

use methods from IRT or CTT, and BPM is that of perspective. A typical IRT

analysis involves data that are assumed to be independent across item responses

and across ‘instances’, i.e. student attempts at completing the assessment. This is

due not only to mathematical requirements of the statistical model and estimation
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methods, but also to the common use of IRT in assessment. It is assumed that each

student will take a particular assessment only once, or more precisely that for any

given data set, representing say an exam session, each student is present only once.

In this sense, each student represents a unique ‘instance’ of the test taking ‘process’,

and her response vector is her ‘trace’. However, this is not necessarily the case with

GSBAs.

It is quite common that GSBA tasks, particularly those created with the pur-

pose of facilitating assessment while learning, are completed more than once by each

student. Take the case of the educational game described in Chung and Kerr (2012),

Save Patch. This educational game is composed of several levels, each of which can

be taken by students more than once. Assuming that each level is taken to be an

unique ‘process’, and students can play each level more than once, it is important

to consider which perspective to take when creating an event log.

Whereas in BPM each process instance is taken to be independent of all others,

that is not the case with multiple attempts by the same student to solve one task.

Each of these process instances are nested within a particular context (the student)

and the order in which each attempt was taken is potentially informative, as it is

expected that the student will improve the efficacy and efficiency of her task solving

process across instances. BPM logs, as presented in this chapter, have no means to

deal with the order in which instances are created. They are simply assumed to be

interchangeable and independent. Conversely, it may be that an analyst is interested

in how different students perform in a single task, or in a particular attempt of a

task (i.e., first attempt).
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Table 3.3

Log perspectives for GSBA data.

Perspective Use case
Identifiers

Log Case

Single student,
single attempt

Individual recording of a single
instance.

Task and
attempt

Student

Single student,
multiple
attempts

Investigating task-solving
process across multiple attempts
by a single student.

Task and
Student

Attempt

Multi student,
single attempt

Investigating task-solving
process across different students.

Task (and
Attempt)

Student

Multi student,
multiple
attempts

Investigating task-solving
process across multiple attempts
by different students.

Task Student
and
Attempt

Table 3.3 presents a proposed taxonomy for GSBA log perspective. Each row

corresponds to a particular perspective, or use case. The columns represent the

focus of the analysis, and which identifiers should be used at the log and case levels.

The first use case corresponds to creating a log with a single case, which necessarily

corresponds to a single attempt (potentially of many) by a single student. This is an

economic approach to creating logs for any other perspective: simply collate the logs

across students, attempts or both. In the second use case, each student’s logs for

the same task are collated into a log. In this case each instance distinguishes itself

by being an attempt at the same task. An attempt identification number should

therefore be the trace identification attribute, whereas the log should be identified

by task and student identification number.

The third use case is possibly the more common, and the focus of the work

presented in the following chapter. In this case, only one attempt per student is

69



included in the log. Each trace can therefore be uniquely identified by using a

student identification number. The task is identified at the log level. This type of

log is useful when only one instance exists per student or only the nth instance of

each student is of interest. Finally, the last use case collates more than one attempt

for more than one student. In this case each instance must have an identifier for the

student and attempt.

It is also possible to extend this taxonomy to multi process cases, in which a

log collates one or more instances for more than one process. This would be the

case of having a log collating all of a single student’s attempts to all levels of an

educational game. However, because the BPM ontology prescribes that each event

log should only cover one process, this perspective is not further explored. Also

note that the proposed taxonomy easily generalizes to cases in which each process

instance, or attempt at a game level, includes more than one student. This is the

case of collaborative problem solving, in which teams of one or more students have

to solve a task. In such cases the student identification number is simply an unique

identifier for each unique student combination.

3.3 From raw PT data to analyzable GSBA data

This section presents the approach used to convert the data collected by PT

to data compliant with the BPM ontology presented in the previous sections. The

goal is to document the procedures used to filter, (re)format and extend the data as

well as to illustrate how the BPM data ontology can be usefully and economically
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applied to event data generated in GSBAs. A secondary goal is to provide the CNA

with recommendations on how to design and implement event data collection in PT.

Three research questions are addressed in this stage of the study:

1. What properties should data generated in the context of a complex computer

simulation have in order to support statistical and psychometric analysis of

students’ products and task-taking processes?

2. How, if at all, can technological design limitations imposed by software design

choices be overcome in order to obtain such data?

3. What is the nature and scope of data preprocessing required to obtain data

that can be consumed by psychometric models?

Although the focus is on the challenges of the particular simulation platform

used in this study, the research questions, and the challenges from which they arise,

are broad and common enough to generalize to other digital assessments. The lessons

learned, should generalize easily to a field still lacking in standardized and commonly

shared approaches, while depending heavily on ad-hoc framing of challenges to data

collection, as well as of solutions to overcome them.

Subsection 3.3.1 introduces the data collection mechanism implemented in PT:

the Remote Data Logger (RDL). Data generated by PT\RDL has been used in the

past (Rupp et al., 2012). Central to this study is a new feature of RDL: its ability

to log changes to the scoring vector as the student completes the task. The research

presented herein is based on two types of data logged by RDL: 1) updated changes
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to the scoring model (product data), and 2) user interactions with the IOS command

prompt (process data).

3.3.1 The data collection mechanism

Central to PT’s utility as an assessment tool is its automated scoring feature.

For years, PT has provided the capability to automatically score all items at the

end of the task. In its data collection and scoring mechanism, features of the task

that are changed by students are called Work Product Features (WPF), while the

corresponding items are called Primary Observables (PO). Scoring rules encoded

into the PT task evaluate the WPFs and assign a value to the corresponding PO.

Thinking analogically, this process is equivalent to having a scanning machine as-

certaining which bubble a student filled on a multiple choice answer sheet (the work

product), and then assigning a numerical value to a related variable (the item, or

primary observable) by comparing the work product to a scoring key. In this exam-

ple, the work product has a single feature, the selected option, and the evaluation

is essentially the comparison of two values (Levy, 2012).

Table 3.4 presents the 29 pairs of WPFs and POs that constitute the products

of the research task. They are grouped by device and mapped to the surface features

of the task and its focal contents. Of the 29 POs, only 8 are related to basic device

configuration, a content that should be fairly well known to the students. The

other 21 items are all related with IP configuration and routing. They are mostly

isomorphic, the difference, as discussed above, the way in which students procured
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the information to complete them. For example items 5, 6, 7, and 8 are completed

using the same steps as for items 13, 14, 15, and 16. The difference is that for items

13-16 all the information can be gathered from querying the configuration of PC

C, whereas for items 5-8 the students must decide on the values to attribute to the

items based on their choice of IP for the default gateway (Router 1) and the proper

application of the rules to compute a subnet mask. The same rationale applies to

the item groups 1-4 and 9-12. A detailed description of the research task is provided

in section 4.1.

Work products can vary in complexity, or even have several features that must

be evaluated in order to generate values that can be used in a psychometric model.

Therefore, scoring rules also vary in complexity, from simple one-to-one matching

to the use of complex rules applied to more than one property, or even regular

expressions. For example, in a task in which the student has to assign an Internet

Protocol (IP) address to a machine, there is a WPF which will be changed, say,

from ‘0.0.0.0’ to ‘172.16.1.1’. If the WPF matches the correct address, then the

related PO will be scored from ‘0’ to ‘1’, or from incorrect to correct. Alternatively,

more complex rules can be used to evaluate the value of the corresponding WPF

against the task parameters. For example, the IP address must be part of a set of

255 addresses within a specified range, and not already in use by another device in

the network; or match the IP address of another machine in the network.

In previous versions of PT, scoring was only performed at the end of the

task, when the student submitted her solution. This approach allowed to perform

traditional psychometric analysis on skill and knowledge, by using tools from CTT,
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Table 3.4

Primary Observables, Work Product Features, Surface Features and Focal Content
of the Research Task

Device PO WPF Surface Feature Focal content

Router 1

17 269 FA0/0 Power IP addressing/routing
18 275 FA0/0 Description IP addressing/routing
19 279 FA 0/0 IP Address IP addressing/routing
20 280 FA 0/0 Subnet Mask IP addressing/routing
21 336 FA0/1 Description IP addressing/routing
22 394 Enable Secret Basic Device Configuration
23 418 Console Line Login Basic Device Configuration
24 419 Console Line Password Basic Device Configuration
25 443 VTY Lines 0 Password Basic Device Configuration
26 460 Banner MOTD Basic Device Configuration
27 403 DNS IP Domain Lookup Basic Device Configuration
28 426 Console Line Synchronous Basic Device Configuration
46 462 Service Password Encryption Basic Device Configuration

Switch 1

5 76 Vlan1 Power IP addressing/routing
6 79 IP Address IP addressing/routing
7 80 Subnet Mask IP addressing/routing
8 123 Default Gateway IP addressing/routing

Host A

9 146 IP Address IP addressing/routing
10 147 Subnet Mask IP addressing/routing
11 160 Default Gateway IP addressing/routing
12 161 DNS server IP addressing/routing

Switch 2

13 206 Vlan1 Power IP addressing/routing
14 209 IP Address IP addressing/routing
15 210 Subnet Mask IP addressing/routing
16 253 Default Gateway IP addressing/routing

Host B

1 18 IP Address IP addressing/routing
2 19 Subnet Mask IP addressing/routing
3 32 Default Gateway IP addressing/routing
4 33 DNS server IP addressing/routing
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IRT, or DCM. To a certain extent, it even allowed to connect product and process

facets of student performance. The current version of PT includes an experimental

module, Remote Data Logger (RDL), that combines an almost real-time scoring of

changes to each of the POs with logging of a subset of student actions within the

environment. This functionality opens new opportunities for the creation of evidence

identification rules. The order in which each PO is completed can be reflective

of student task-taking approach, efficiency, systematicity, and even adherence to

industry best-practices. Furthermore, by having score change events weaved with

student actions it is possible to investigate how students approached each item.

Students achieve the goals in a PT task by inputting IOS commands into

each device’s terminal. Some tasks, however, can only be completed by using GUI

similes that PT provides for some devices in the network. For example, laptops

and desktops can only be configured using a GUI lookalike. Although such actions

may be germane for assessment purposes, they are not currently logged by RDL.

This ‘evidentiary blind spot’ is an example of how decisions made at distinct points

of an assessment’s life cycle by one of several stakeholders can have a non-trivial

impact on the nature of the inferences the assessment can support. Interactions with

the GUI are not captured because the software developers decided that it would

be too taxing, from a computational standpoint, to implement such functionality.

Furthermore, previous inferential goals did not require the logging of such actions, as

the currently used student models focus exclusively on student products. However,

it is clear that extending the inference to student models that invoke aspects of

task-solving process demands either 1) an extension of the technological capabilities
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of the tool, or 2) a limitation of the task specifications, so that no evidentiary holes

are present (e.g., limit the tasks to require only interaction through IOS, and not

using GUI features).

RDL also pools several of the many low level events happening behind the

scenes in PT. For example, every time a device in the network sends an informa-

tion packet to another device, that event, along with several related attributes, is

captured by RDL. This is a fairly computationally intensive task, as the capture of

events and dump into a temporary file requires resources that PT needs in order

to maintain the illusion of simulating a computer network. Some design choices

had therefore to be made by the software developers when designing RDL; choices

beyond our control and which influenced the nature and format of the data.

The most important design choice was that RDL does not capture changes

to POs as they happen, it rather pools the scoring model at a fixed resolution of

once every five seconds. Mislevy et al. (2014) called this approach ‘heartbeat’: at

a fixed interval, the properties of certain elements in the system are pooled, and

recorded in the event log. The advantage of this approach is that it provides reports

of interim changes to the student’s scoring vector, not only the final scoring vector

as computed at the end of the task. The drawback is that there is not a perfect

connection between a sequence of events and the consequential change in the score

of a PO, nor a clear ordering of PO completion.

For example, a student may input a sequence of 4 commands in less than 5

seconds. The first command changes one PO, while the other 3 change a second

PO. However, because the commands were input within a single pooling interval,
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the score change event will list two changes in POs simultaneously, making it harder

to relate each to the relevant commands. Moreover, computational lag in querying

the scoring model may lead to a wider gap between records of changes to POs,

compounding more changes to POs into a single event. Because PT is deployed

across equipment with varying performance, this means that there is no expectation

that the fixed intervals in the pooling of the scoring model actually hold. At best, in

the course of completing the task POs are pooled at varying intervals with a lower

bound of five seconds.

Another software design choice was the inclusion of all event data in a single

log file. There are essentially two types of data that are germane to this research: the

input commands, and the changes to POs. Including all the data into a single file,

alongside many extraneous events, required a fair amount of parsing, filtering and

rearranging of the data, or, in BPM terms, data scoping. The following subsection

documents the selected approach.

3.3.2 Data cleaning and formatting: merging product and process

data

This subsection presents the three stages involved in scoping and transform-

ing the raw event logs, in their ad-hoc format, into data that could be used in a

measurement model. Figure 3.1 presents these ordered stages. The starting point is

the data in their found, convenience format: a single comma-separated file per stu-

dent, in which each row represents a logged event, and each column event attributes.
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Column number and ordering are not fixed across files. The first step was scoping :

defining which events and related attributes to keep. The output of this step is a

format that corresponds to what the log should ideally be: the minimal set of events

and event attributes necessary for analysis, and nothing more. In the second step,

new attributes were created by using the information contained in the collection

format data. Finally, in the last step evidence identification rules are applied to

the extended data in order to generate data that can be used in the measurement

model. In the following each step is presented in detail.

Figure 3.1. From found data to usable measurement data: scoping and transforma-

tion approach.
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Scoping the raw data

The raw data consisted of 23 event logs, one for each student. Each log included

1) extraneous events not relevant for this study, 2) CLI inputs, 3) changes to POs,

and 4) responses to a pre-task survey, all recorded in a tabular format. Because each

event type has its own attributes, the resulting logs are wide, long and ragged. The

logs included a total of 10 different event types and over 200 attributes. Some of the

attributes were shared by all events (i.e. ‘event type’, and ‘time stamp’), however

most attributes were unique to a specific event type. Well over 90% of the events

were of type ‘PT event’. This event type corresponds to the core functionality of

PT: to send data packets between network devices in order to simulate network

operations.

The first step was then to identify the event types that were germane for the

analysis, as well as all of their attributes. Only the events of type ‘CLI input’, and

‘stats change report’ were retained. The first type corresponds to user event data,

whereas the second type corresponds to changes in PO scores. As described in the

previous subsection, ‘stats change report’ events were created at a fixed interval,

and not triggered when specific user commands were input. This meant that a

single ‘stats change report’ could record changes to more than a single PO, making

it difficult to relate ‘CLI input’ events to changes in score. Some reshaping was

necessary. Given the small size of the sample, this step of the data cleaning was

done by hand, as described bellow.

First, for each ‘stats change report’ in the log, a new stats change report event
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was created for each of the WPF/PO pairs in the original event. For example, if a

‘stats change report’ event logged changes to 3 POs, three new ‘stats change report’

events were created in order to replace the event with compounded changes. In cases

in which RDL captured the change to WPF but failed to classify the PO, values

for the PO were manually input by the researcher by referring to the user input.

Second, the values from the original scoring event were moved to the corresponding

new scoring event. For each WPF/PO pair this consisted of an old and new WPF

values, as well as an old and new PO values. Third, the new scoring events were

moved in the log immediately after the ‘CLI input’ event that lead to the change

in the PO.

Finally, a time stamp had to be created for the new events. As a matter of

convention, the new timestamps were given the value of the event triggering the

change in score plus 50 milliseconds. There is the special case of the command

assigning an IP address and netmask to an interface. By design this command will

cause the change of two POs, if the student correctly chooses the two parameters

for the command. In this case, as a matter of convention, the PO related to the IP

address received a timestamp as above, while the PO related to the netmask received

a further 50 milliseconds. This choice was made in order to prevent complications

with analysis using the FM (section 4.2.2). The consistency in ordering ensures

that all items falling into this category are treated in the same way when computing

association statistics. The choice of a small difference in time ensured that the

scoring changes could always be ‘logged’ between two CLI input events. Essentially,

this approach manually mimics a logger that would evaluate the scoring model in
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real time after each student input event, and consistently update the event log.

A slightly different approach than what has usually been applied to PT data

analysis had to be implemented in order to complement PT’s scoring approach. By

definition, all items in a PT task are marked as incorrect at the beginning of the

task, and will be scored correct when the student effectively configures that part

of the network correctly. However, the manual parsing and rearranging of the data

uncovered subtle differences in the way each PO is scored, as well as the fact that

almost two thirds of the POs (across all students) had not been configured. This

raised the issues of missing data and inconsistency in scoring. Although each PO

is scored correct or incorrect, what entails ‘correctness’ varies as a function of the

WPF associated to that PO.

For example, activating the server encryption service implies invoking a single

command and effectively ‘flipping a switch’ on that property of a device. Therefore

the student will either invoke the command or not, will either correctly complete the

item or not do it at all. Contrast with a PO associated with an IP address: a student

may decide to not configure it, attempt to configure it but fail to input a valid value,

or configure it with a valid value. Therefore, for some items we may observe absent

or correct, while for other items we may observe absent, incorrect or correct. One

approach would be to compound absence of a reply with incorrect, which would

simplify analysis. However such approach effectively discards information. When a

student decides to not configure a WPF we have evidence of task-tasking approach

(or avoidance). When a student does attempt to configure a WPF, but fails to do

it correctly, we have evidence of a misconception or lapse. It was therefore decided
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to score all POs as ordered variables, with the values ‘Absent’, ‘Incorrect’, and

‘Correct’. Given the high proportion of incomplete items, the distinction between

‘Absent’ and ‘Incorrect’ is expected to be informative in the analyses.

Table 3.5 presents the structure of the filtered, reshaped, and reordered data.

For each attribute a brief description of its values and function is provided. We

refer to these data as the ‘Collection format data’. These data are serialized in

comma-separated value files, with one row per event and one column per attribute.

The structure of the data corresponds to what RDL should ideally collect if it

were designed exclusively with the goal of collecting events in PT that can inform

assessment inferences. The length of the logs is tremendously reduced, given the

elimination of unnecessary events. Although not ideal, this suggested structure has

all the minimal information necessary to derive further attributes for each event, as

well as the indicator variables used in the analyses proposed in section 4.2.2.

The proposed structure, alongside the approach to separate and reorder ‘stats

change report’ events, effectively weaves product and process data in a way that

is highly amenable to the type of analysis required by the project’s goals. The

separation of score changes into individual events allows the investigation of the

relation between task-solving order and class membership. As important is the

alignment of changes in the scoring of POs with the user command input events

that lead to such changes. This connection opens the door to researching important

aspects of student performance, such as how class membership relates to the number

of events necessary to complete a particular type of PO, use of the help facility and

errors between completing each discrete aspects of the task.
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Table 3.5

Minimal Event Attributes

Attribute Values Function

Record type CLI input; stats
change report

Distinguishes between event
types.

User ID Unique string Identifies the student through an
anonymizing string.

Time stamp Unix epoch times-
tamp

Provides timing information on
each event, with millisecond reso-
lution.

Prompt Several (IOS defined) Provides the prompt at the time
the student input a command, in-
dicating the present device mode.

Executed Several (IOS defined) The IOS command effectively ex-
ecuted by PT.

Executed status OK; error ambiguous,
incomplete or invalid

Indicates if the command was ex-
ecuted or 1) PT couldn’t dis-
ambiguate between several com-
mands from an abbreviated in-
put. 2) the command was lack-
ing a parameter, or 3) the com-
mand was input in an invalid de-
vice mode.

User entered Several (IOS defined) The command effectively input
by the user. These may be abbre-
viated and shorter than the ‘Exe-
cuted’ comand.

Output Several (IOS defined) When applicable, output pro-
vided by IOS in response to a user
input.

WPF Several Identifies the unique WPF that
was changed by a user action.

PO Several Identifies the unique PO that was
changed by a user action.

Old WPF Value Several (IOS defined) The value of the WPF before the
user action.

New WPF Value Several (IOS defined) The value of the WPF after the
user action.

Old PO Value Not set, 0, 1 The value of the PO before the
user action.

New PO Value Not set, 0, 1 The value of the PO after the user
action.
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Extended attributes data

The collection data has all the information that can be used in an analysis.

The information includes order of events and their attributes. However, the way in

which the information is arranged is not necessarily the most convenient to generate

indicator variables that can be used in a measurement model. In order to more

easily create the indicator variables, the user events had first to be qualified; that is,

each event type was given an extended set of attributes. This process is commonly

referred to as ‘tagging’ in the Educational Data Mining and Automated Scoring

literature. The term ‘qualification’ is used here as it is semantically closer to the

idea of attributes, as understood in the BPM literature.

The qualification of the data followed, broadly, the following steps. First,

correctly executed commands, that is commands that the IOS parser considered

syntactically correct, were classified into four broad categories that have proved to

be useful when analyzing student task solving processes in PT (Rupp et al., 2012).

These categories are ‘Management’, ‘Configuration’, ‘Testing’, and ‘Help’. Coarse

as these categories are, they prove to be useful as proxies for aspects of student

efficiency and autonomy. These command types are defined as follows. Management

commands do not effectively change properties of devices, but are necessary to either

obtain information about the devices or put the device into such a state in which a

Configuration command can be used. Configuration commands change properties

of the device. Correctly executing a configuration command will result in a device

that behaves in a different manner than before the command was executed. Testing

84



commands allow the student to verify if her solution did in fact conform to the

task specifications (e.g., has an IP address been configured in such a way that the

machine can communicate with other machines in the same subnet). Finally, Help

commands present the user with information about which commands are available

in the current device mode, disambiguate between commands, and illustrate the

syntax and function of any command in IOS.

Other attributes of the commands were created by combining information

of already available attributes. For example, combining the information on the

attributes ‘User entered’ and ‘Executed’ allows the generation of a new attribute,

‘Abbreviated’, indicating if the student typed a full or abbreviated version of the

command. SMEs predicted that a high use of abbreviated commands is predictive

of membership to the high performing class in the student model.

Finally, some attributes were created using more complex rules, taking into

account the context in which the command was used. For example, when a testing

command was issued, a new attribute was computed indicating if the aspect that the

command was testing was configured immediately before the command was issued,

or much sooner in the event log. SMEs predict that testing as the configuration is

being done should be the common behavior for students in the higher categories, as

this behavior allows to isolate and troubleshoot small parts of the problem indepen-

dently.

All qualification of command events was done using automated scripts devel-

oped using the R statistical software package (R Development Core Team, 2014),

in order to assure replicability of results and to demonstrate the feasibility of au-

85



Table 3.6

Attributes by Event and Log Type

Attribute Terminal line
input

Stats change
report

Collection
log

Extended
log

Event type x x x x
Timestamp x x x x
Device x x x
Prompt x x x
User entered x x x
Executed x x x
Execution status x x x
Output x x x
WPF x x x
PO x x x
Old WPF value x x x
New WPF value x x x
Old PO value x x x
New PO value x x x
Command type x x
Command mode x x
Execution mode x x
Configuration mode x x
Abbreviated x x

tomating the evidence identification and accumulation process.

Table 3.6 provides a mapping of the current identified attributes to event

type. Some attributes are shared by all event types, but most are in fact specific

to a particular event type. This fact suggests that the typical double-entry table

format for data acquisition and manipulation may not be the most appropriate to

these types of data, an aspect to be more closely analyzed in the discussion section.

Measurement model data

Once the event data was fully qualified, it was possible to create, for each stu-

dent, a vector of observable variables that was used as input for the measurement
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model. This step is equivalent to the evidence identification and scoring rules model

in the ECD CAF. These indicator variables can focus on discrete aspects of the stu-

dent’s task-solving process, such as did the student complete POs 19 and 20 before

POs 9 and 10. They can also focus on summary statistics, such as the proportion

of abbreviated to non-abbreviated commands input by the student. These indicator

variables are the input for the measurement model, a Bayes Net in this project’s

case.

We call these variables process indicator variables (PIV), as they are related

exclusively with the process and are the input variables for the Bayes Net. Analogi-

cally, these process indicator variables are the process equivalent of the POs used as

indicator variables for the product aspect of the student’s interaction with the task.

At this level of generality, from a statistical standpoint, there are only indicator

variables, which must be categorical in nature. From a conceptual standpoint these

indicator variables can be distinguished in terms of the aspect of the performance

they reflect: product or process. The creation of these indicator variables is the

focus of the analyses presented in section 4.2.2.

Available sample

Unfortunately, the experimental logging software proved to lack in reliability

once data collection began. Although the logger operated reliably in the developers’

and researcher’s test machines, once deployment to real-life laboratories began it

was almost impossible to achieve a reliable operation. This lead to a decision on
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part of CNA management to limit the number and scope of the academies engaged

in the data collection effort. From six academies with close to 100 students, we were

limited to two academies and 23 students.

The academies were selected based on convenience of access by one of CNA’s

assessment experts. The RDL plugin was installed in a computer lab on each of

the academies and one instructor in each academy was recruited. One instructor

provided access to two classes, while the other could only provide access to one.

Students were presented with the research task and made aware of the goals for

data collection: using it to refine the data collection mechanism and to research

assessments. Students were given the opportunity to opt out, and some decided to

do so. Those students who did complete the task used were issued an anonymizing

identification string to uniquely identify their logs.

Even in this carefully controlled environment, the data collection had some

failures. For two participants, the logger stopped working while they were still

engaged in the task. Consequently, the logs for these students were truncated.

The truncation meant that some of the the events and changes in POs may be

missing from these students’ logs, therefore underrepresenting their performance.

Furthermore, some students seemed to not engage at all with the task, executing

few, if any, commands and not completing a single PO. Therefore, from the initial

23 students who were available for data collection, full data are available only for 18

students. Table 3.7 presents the effectively available data for each of the 23 students.
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Table 3.7

Available Data per Student

Student Product Process Survey Engagement
STCC1-04 Available Complete Available Engaged
STCC1-05 Unavailable Complete Available Disengaged
STCC1-06 Available Complete Available Engaged
STCC1-07 Available Complete Available Engaged
STCC1-09 Available Complete Available Engaged
STCC1-11 Unavailable Complete Available Disengaged
STCC2-02 Available Complete Available Engaged
STCC2-04 Available Incomplete Unavailable Engaged
STCC2-05 Available Complete Available Engaged
STCC2-06 Available Complete Available Engaged
STCC2-11 Available Complete Available Engaged
STCC2-12 Available Complete Available Engaged
STCC2-14 Available Complete Available Engaged
STCC2-15 Available Complete Available Engaged
STCC2-16 Available Complete Available Engaged
WTECH-01 Available Incomplete Unavailable Engaged
WTECH-02 Unavailable Complete Available Disengaged
WTECH-03 Available Complete Available Engaged
WTECH-04 Available Complete Available Engaged
WTECH-05 Available Incomplete Unavailable Engaged
WTECH-07 Available Complete Available Engaged
WTECH-08 Available Incomplete Unavailable Engaged

3.3.3 Mapping the PT data to the BPM ontology and event seman-

tics

The BPM data ontology proved useful when scoping, reformatting and extend-

ing the available event data. However, because in BPM the atomic unit is the event,

in order to align analytical goals with the effectively available data, the mapping

of event identifier and properties to the collected data changed slightly from analy-

sis to analysis. This section elaborates on that challenge and presents the selected

approach.
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Table 3.8 presents the mapping of the log perspectives proposed in subsection

3.2.1 to the PT data. The central question to answer when doing mapping at this

stage is what constitutes a process instance. Because in this case a process instance

maps directly to each student’s (unique) attempt at the task, once each individual

log was collated into a single log, the appropriate case identifier is the anonymizing

student identification string. In both cases the event identifier is the record type,

which takes on the value ‘stats-change report’ and ‘CLI inputs’.

The flexibility and potential of the BPM ontology is even more patent when

considering what constitutes an event. BPM analysis, and the FM in particular,

are performed conditional on the event identifier. That is to say, it is the relations

between each event type that guide the computation of the metrics used in the FM.

However, if the analysis were to be conducted on only the two types found in the

‘Record type’ variable, their utility would be rather limited. What constitutes an

event identifier is therefore dependent on the purpose of each particular analysis.

Some of the analyses reported in Chapter 5 focus on the order in which POs

were completed. In this case the identifying factor for each event is the PO number.

Other analyses focus on the relation between input commands and PO completion.

In such a case the event identifier is either the PO identifier (for ‘stats change

Table 3.8

Mapping BPMN Entities to Available PT Data

Perspective Log identifier Case Identifier Event Identifier
Single user,
single task

Student ID N/A Record type

Multi user,
single task

Task name Student ID Record type
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report’ events) or the executed command (for ‘CLI input’) events. Finally, for other

analyses the focus is on the way in which the student moved between devices while

completing the task. In such cases it is more convenient to either use the ‘Device’

property as the event identifier, or simply create pseudo-events that mark the entry

into a device.

This fluid reconceptualization of what constitutes an event identifier is docu-

mented in further detail in Chapter 5. What is important to note here is that even

though the ontological entity ‘event’ is always at the core of BPM analyses, there

is a lot of flexibilitiy in determining what uniquely identifies, and therefore distin-

guishes, one event from another. This is due to the fact that event semantics are not

necessarily determined at collection. A ‘CLI input’ event like ‘ping 192.168.10.1’ can

be taken to serve an information gathering or solution testing meaning depending

on when it is executed, the context problem identified by Chung and Kerr (2012).

An implication of the fact that event semantics are not necessarily defined at

data collection, is that data collection design and data analysis will more likely than

not require iteration and interaction. In subsection 3.1.1 an event is equated to a

well-defined step in the process execution. It is not immediately obvious what well-

defined means. At a process semantic level, a well-defined step may be something

like ‘gather information about device configuration’, ‘enter configuration mode’, or

‘enable device’. But at a formal level, the level of the actions effectively taken on

the interface, there should be no expectation that ‘semantic’ events uniquely map

to ‘syntactic’ events. Gathering information about a device (semantic ecent) can be

done resorting to several command line commands (‘syntactic’ event). Conversely,
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the same syntactic event can map to several semantic events, depending on its use

context.

An obvious solution for this conundrum is to define events at a syntactic

level when collecting the data: changes in PO scores, input commands, changes

to system parameters that impact task completion. Defining events in this way

leads to easily identifiable, definable, and mutually exclusive entities that can be

economically recorded. The implication of this approach however is that is postpones

the definition of event semantics to the analytical stage. This is not necessarily

an impediment to conduct useful and valid analysis, but it does require that the

analyst has an intimate understanding of what data was in fact collected, how

it was collected and recorded, and how it relates to the task interface, so that

these syntactical elements can be transformed into useful semantical elements. It

also requires that assessment programs have the ability and flexibility to revise

and redesign data collection approaches, given analytical needs, limitations, and

expected results.

In this chapter the BPM approach to conceptualization and recording of event

data was introduced. The convenience data available for analysis was also presented

and the concepts and approach of BPM were used to transform it into a format that

is simultaneously simple, efficient and highly extensible. The approach presented

here can be easily adapted to other GSBAs when designing the data collection

mechanism or adapting ad-hoc data formats to analyzable data. The next chap-

ter presents the methods for the applied study that use the event data and BPM

exploratory methods to develop and extend the evidence identification model, as
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well as the methods for a simulation study investigating the limitations of the FM

approach.
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Chapter 4: Methodology

This chapter presents the structure of an applied case study, as well as of a

simulation study. The applied study aims to propose an approach for extending

the assessment practices, nature and scope of inference about students, when as-

pects of student task-solving processes are incorporated into preexisting assessment

practices. The applied study uses a method from BPM, the FM, that has not been

previously used with assessment data. In order to investigate the performance of

the FM with GSBA data, a simulation study was also performed focusing on the

ability of the FM to identify in process organization across groups.

To address the purposes of this study, four main research questions are posed:

1. What are the key strategies that different learner groups engage in to solve

the PT task?

2. How can the alignment between the conceptual definitions of learner groups,

as per personae descriptions, and the evidence recovered from performance

data be characterized?

3. How can data on the students’ performance be used to provide diagnostic

feedback about problem-solving strategies, processes, and challenges that are
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meaningful for stakeholders?

4. Under which conditions does the FM method provide actionable information

about task-solving processes that can validly and reliably inform the develop-

ment of the evidence identification and accumulation models?

The chapter is organized as follows. Section 4.1 presents the PT task used for

data collection in the applied study. Section 4.2 presents the proposed methods for

the applied case study, Finally, section 4.3 presents the proposed methods for the

simulation study.

4.1 The Research Task Used in the Applied Study

The task was selected in consultation with the CNA assessment team and

SME, while taking into account the instructional goals of the available convenience

sample. Data collection took place during March/April 2015. This period was

selected given the constraints of having a fully functional deployment of the PT

software and the time necessary to recruit instructors willing to use the research

task in one of their classes. Given the way in which CNA syllabi are structured, and

the limitation of collecting data in a circumscribed geographical area, this meant

that the task would have to be aligned with the contents and goals of the Routing

and Switching Essentials (RSE) course.

The selected task was a relatively straightforward configuration task, that re-

quired both the basic configuration of a router, and the configuration of the Internet

Protocol (IP) on several devices. The ‘basic router configuration’ aspect of the task
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was expected to be well trained and relatively rote for students at this point in their

progression in the syllabus. The IP configuration aspect of the task is the main topic

of the CNA course in which the students were enrolled and it constitutes the focus

of the task. Figure 2.4 presents the network topology for the research task. Figure

4.1 presents the task instructions, as they are given to students at the beginning of

the task.

Introduction:

In this activity, you will complete the configuration of a router, the management interfaces (SVI)  of two switches, and

 two PC hosts so they all can reach the remote Company Server. In addition, you will practice your basic router

 configuration skills.

To be configured:

Host PC A

Host PC B

R1

Switch 1

Switch 2

Instructions:

Your primary goal is to configure the network and hosts so that PCs A, and B  and Switch 1 and Switch 2 can connect

 to the remote Company Server.

Your secondary goal is to perform a basic device configuration on R1.

All the information you require to reach these goals is present in these instructions or in the PT network. In cases

 where values are not given to you, you can create you own.

Requirements:

1. You are free to configure R1 interface Fa0/0, the default management interface (SVI) of Switch 1 and PC A on LAN

1 with any addresses you wish as long as they are in the 172.16.1.0/24 network.

3. Configure the default management interface (SVI) of Switch2 and PC B so that they can connect to the Company

Server. PC C and the router are already correctly configured. You will not be able to access the configuration of

R2.

3. Complete a basic device configuration on R1 using whatever basic configuration commands you have learned so

far in your Networking Academy courses. Configure as many items as you can remember. Use as many of the basic

configuration commands that you have learned up to this time:

secure all management interface

 communication lines
passwords encrypt clear text passwords

documentation of interfaces banner message of the day
disable DNS look up of incorrectly

 entered commands

prevent console messages from

 interrupting commands

Thank you for your participation and for helping us to learn more about our Networking Academy students!

Figure 4.1. Task instructions.
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Students had to configure the devices in two sub-networks in such a way that

all devices were able to communicate with each other and the corporate server

www.server.com. The configuration of the two subnetworks was essentially similar,

with two small variations, which were chosen with the purpose of eliciting evidence

related to distinct information gathering and configuration strategies.

The subnetwork on the bottom of the figure, ‘LAN 2’, consisting of devices

‘Router 2’, ‘Switch 2’, ‘PC B’ and ‘PC C’, was already partially configured. The IP

address and subnet mask for the default gateway (Router 2, interface FA0/1) had

been set with the values of 172.16.2.126 and 255.255.255.128, respectively. Moreover,

one of the hosts in the subnetwork, ‘PC C’, was fully configured, providing the

students with all the required parameters to configure the remaining two devices on

that subnetwork: ‘PC B’ and ’Switch 1’. Students were required to locate and then

provide the values for a) the subnet mask, b) the default gateway’s IP address and

the c) DNS server’s IP address. The IP address for each of the devices could be

selected from any address in the subnetwork’s IP range that was not already in use.

The subnetwork on the upper left of the topology, ‘Lan 1’, required that stu-

dents chose their own parameters. In contrast with ‘Lan 2’, no IP address had

been allocated to the default gateway (Router 1, interface FA0/0), nor was there

any information about the subnet mask. Students had to choose adequate values

for these parameters using information provided to them on the network topology.

Under ‘Lan 1’, an Address/Netmask formulation was used to inform students of the

range under which the IP addresses in that subnetwork must fell, as well as how to

compute the appropriate netmask. The values, ‘172.16.1.0/24’, indicate that this
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subnetwork could accommodate 254 devices, in the range 172.16.1.1 - 172.16.1.254,

using the netmask 255.255.255.0. Contrast this value with the value for Lan 2,

‘172.16.2.0/25’. This particular subnetwork could only accommodate 127 devices,

in the range 172.16.2.1 - 172.16.2.127, using a netmask of 255.255.255.128.

In summary, although the network configuration of the two subnetworks was

essentially the same, for Lan 2, it was highly scaffolded and essentially required copy-

ing over provided values, with few modifications (choosing two free IP addresses for

‘PC B’ and ‘Switch 2’). For Lan 1, the task was open ended. Students needed to

calculate the netmask and choose IP addresses from the appropriate range. Further-

more, students had to choose an IP address for Router 1 and use that address as the

default gateway for Switch 1 and PC A. In Lan 2, the default gateway parameter

was already defined, as Router 2 had a defined IP address (172.16.2.126).

The design of the task allowed for the elicitation of behavior that could be

used to make inferences about the way in which the students approached it. The

subtask requiring a basic router configuration should provide information on task

taking strategy and fluency. From his experience as an instructor, the task developer

expected that students trained with a focus on first fixing connectivity issues should

leave the basic router configuration aspect of the task for the end. Furthermore, it

was expected that students would be familiar with all the steps in this subtask. This

should lead to relatively higher frequencies for correctness on the related POs, as well

as faster response times, when compared to POs related to IP address configuration.

The use of two subtasks with variation in the amount of provided scaffolding

provided the opportunity to check students information gathering behavior. Stu-
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dents could gather information about Lan 2 by either checking the graphical user

interface (GUI) for PC C, or by invoking a command in Router B that will provide

relevant configuration information.

4.2 Methods for Applied Study

The structure of this section follows an idealized sequence for a research and

development cycle grounded on ECD. The very nature of the ECD framework an-

ticipates iteration between steps. The steps described below therefore did not occur

linearly. In fact, some steps occurred in parallel, the results of each informing the

approach in others. Figure 4.2 presents the data sources and corresponding ana-

lytical methods used at each stage of the applied study. Note that although BPM

plays a central role in evidence identification efforts, it is not the only method used.

Importantly, the use of BPM is informed by the results from other stages and meth-

ods.

This section is organized as follows. Subsection 4.2.1 presents the analytical

approached used while defining the SM. Subsection 4.2.2 presents the set of ex-

ploratory data analyses used to inform the refinement of the construct, as well as

the iterative definition of the EI model. Finally, section 4.2.3 presents the approach

for psychometric synthesis of the evidence using BN, a measurement model with

the flexibility to incorporate disparate data types, while maintaining explanatory

power.
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Figure 4.2. Data sources and analytical methods used in this project.

4.2.1 Conceptually Defining a Student Model

The first step to extending the inferential space served by PT’s activities from

students’ products to their processes was the definition of a construct that incor-

porated aspects from task-solving processes. The assessment experts at Cisco had

inchoative SM definitions and partial mapping to aspects of an EM that could sup-

port the new sought inferences. From a psychometric standpoint, these definitions

essentially correspond to classes on a categorical latent student variable, which can

explain student performance in both its product and process dimensions. In the

following work, these categories are called personae, as they reflect prototypical

student types by means of their most common behavior.

Having a partial, almost intuitive definition of the personae, the challenge was

to further develop such definitions into a state that would allow at least partial

operationalization and hypothesis testing. That was the purpose of this stage of the
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study.

The development and refinement of the student personae was an iterative

process. The kernel for the definitions was a two-way table created by one of Cisco’s

assessment experts listing the personae and connecting them to potential evidentiary

sources. This approach grounded the creation of personae definitions on observed

behaviors that instructors and assessment experts intuitively believed to be relevant.

By using his intuition on how students at the same point in the curriculum vary in

their performance, the assessment expert was able not only to define the personae,

but to do so in a way that was highly informative for initial statistical analysis and

psychometric modeling.

Table 4.1 presents the state of the personae by evidence table, after several

iterations between the Cisco assessment expert and the researcher, prior to consul-

tation with CNA instructors. Each row corresponds to potential elements of the

evidence identification model, while each column represents one of three possible

personae. The contents of this table guided the choice and development of the pro-

cess indicator variables presented in the next section, as well as focus group sessions

with instructors.

Table 4.1

Initial Personae Definitions: Mapping Personae to Evidentiary Sources (example
mock data)

Personae Starting In-the-middle Advanced
Proportion of
students in
RSE Ch. 2 in
this persona

30% 35% 35%

Continued on next page
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Table 4.1 – continued from previous page
Personae Starting In-the-middle Advanced
Total Score Less than 60%. Clustered around av-

erage.
Above 90%.

Time on Task 50 minutes and
not finished.

Around 50 minutes. Finishes first.

Total Number
Commands

The student I
am thinking of
wouldn’t have
used many.

Perhaps 75? Minimum required
plus 20.

Connectivity
goals met

25% or less. 75%. All.

Efficiency Inefficient. Pretty good. Very high.
Systematicity Doesn’t know

where to start,
pecks away at
various configu-
ration tasks on
various devices.

Tries to be system-
atic, but ends jumping
around.

Really organized.

Testing Style No testing. Tests while configur-
ing.

Meticulous, tests
while configuring and
rechecks by testing
again at the end.

Fluency Painful to
watch. Must
refer to notes or
lab instructions
to have an idea
what to do.
Makes errors
and takes a
while to figure
out what went
wrong.

A little halting, some
times types out the
entire command,
makes a few typos
and enters com-
mands at wrong mode
sometimes

Types very fast.

Use Help to
Clarify Syntax

Uses help, but
does so with
focus. Does not
remember all
commands.

Depends on help to
jog memory of com-
mands but will also
sometimes use notes.
Uses help to figure out
why a command failed
the parser.

Doesn’t use help
much, surprisingly.

Continued on next page
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Table 4.1 – continued from previous page
Personae Starting In-the-middle Advanced
Use help to
disambiguate

So in to short-
hand that help
is used to figure
out the shortest
command for the
context.

Will use to help to fig-
ure out why a com-
mand failed.

When help is used,
it is usually just to
find out what com-
mands are available in
a mode. When this
doesn’t help looks into
notes.

Context of
help use

Uses help prior
to command en-
try.

Uses help mostly to
figure out what went
wrong.

Seldom uses help, no
pattern

Four problems arise from this approach, however. First, there was no guar-

antee that the personae, and their practical definitions, were in fact meaningful or

useful for distinct stakeholders across the organization. Second, it was necessary to

operationalize the values on each of the table’s cells. For example, what is a ‘Low’

ratio of Help commands. Third, there was no guarantee that data generated by stu-

dents completing the task would provide enough information to accurately classify

students into each persona. Finally, the personae definitions were created focusing

on a particular task, it was therefore necessary to ensure that the definitions could

be generalized across tasks and curriculum chapters, and that classifying students

into the personae could add value to instructional decision-making.

In order to tackle these challenges the following approach was followed. First,

in discussion with the assessment experts at Cisco, general definitions of the per-

sonae, in what related to product and process dimensions, were developed. These

definitions served the purpose of guiding future development of the personae without

necessarily grounding them on a particular PT task, or curriculum chapter. Table
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Table 4.2

Definitions of the Variables Used in Table 4.1

Variable Definition
Total Score This is the scoring that the PTSAs currently use. It com-

bines scored items into related groups and scores based on
performance on the group, not the indvidual items. Many are
scored ”all or nothing”.

Total time on
task

This is the length of time from when the activity starts to the
time the last command was entered.

Total number
of commands

This is the number of entries completed at the IOS device
prompt, whether accepted by the command parser or not.

Connectivity
goals met

Connectivity is the goal of networking. Some activities can be
evaluated by the number of explicit or implicit connectivity
goals that were reached. This is a high-level way of quantify-
ing how much of the assessment network actually works.

Efficiency Efficiency relates to the effective use of time in successfully
completing an activity. An efficient student will be able to
accomplish the connectivity goals of an activity in less time
than an inefficient student.

Systematicity This concerns the degree of organization with which the task
was completed. For example, some students may completely
configure one device before moving to the next, or students
may jump from device to device doing different things at each.
We are not judging which is good or bad necessarily, we want
to describe student problem-solving strategies.

Testing style Concerns the use of connectivity-related activities, how often
they are used, and when they are most often executed during
the activity. For example, students may never test connec-
tivity, test all at the end, test while configuring, or test both
while configuring and at the end of the task.

Fluency This can reveal how practiced a student is at using the com-
mand line. It demonstrates familiarity with the behavior of
the IOS, modes, and commands. A student who is fluent has
considerable practice at the command line, either with the
curriculum activities,in lab, or with PT.

Use Help to
Clarify Syntax

This use of help clarifies the parameters that a command re-
quires.

Use help to
disambiguate

This is used to discover what commands are available when
an the CLI determines that the input is ambiguous.

Context of
help use

This refers to how help is used. Is it used to find commands
or information about commands, or is it used in reaction to a
CLI error?
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4.3 presents the result of these general purpose definitions. Further refinement was

expected in what related to their content and mapping to evidentiary sources. These

definitions are analogous to holistic rating scales used in scoring essay tasks (Cooper,

1977), providing a high level, general definition that is later operationalized task by

task.

The problem of the generality and operationalization of the personae was tack-

led by extending the discussion on the personae definition and operationalization

to CNA instructors. This discussion was structured through independent tasks and

guided focus groups, as described bellow.

In the first focus group session, a group of volunteer instructors recruited by

the Cisco assessment team was briefed on the purpose of the research project. The

instructors were then provided with 1) the general personae definitions, as per table

4.3; 2) the PT task used in the research; and 3) a blank version of table 4.1 with

operational definitions of each variable, as per table 4.2. The instructors were then

asked to independently, and in their own time, fill table 4.1 with values they believed

to be in line with the general personae definitions and their individual experience

with students in the same stage of the curriculum as the students in the convenience

sample described in subsection 4.2.3.

The filled-in tables were collected and their content analyzed in order to guide

a second focus group with the instructors. In this second session, instructors were

asked to comment on their perceived utility of the personae definitions, as well as on

the completeness of the table used to operationalize the definitions. Of particular
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interest were instructors’ insights into which aspects of the provided table were ger-

mane or extraneous, what other aspects of student performance should be included,

instructors’ interpretation of the constructs presented to them (e.g., ‘fluency’), and

what types of behaviors could be used as indicators for the constructs. It was ex-

pected that this approach would provide important insights into which indicator

variables should be created from the analysis of the event logs and how to relate

them to the construct.

This stage of the research study took place in tandem with some of the ex-

ploratory data analyses in subsection 4.2.2. Those analyses were then rerun in order

to test hypotheses about potential informative variables generated during the focus

groups.

4.2.2 Exploratory Data Analysis and Refinement of the Evidence

Model

Once the previous stage was completed, exploratory data analysis proceeded

in order to refine the evidence identification and measurement models. Because

the ultimate goal was to successfully classify students into one of three personae,

a reference classification was necessary in order to evaluate the performance of the

MM. However, it was not possible to know to which of the three personae each

student belongs. The best approximation to a true personae classification (which

statistically corresponds to latent class membership) was a human rating.

The task creator assigned each student to one of the three personae. To do
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so, the task creator essentially matched two sources of information: the available

personae definitions, and the student logs. Reasoning by analogy, this exercise was

comparable to a rater providing a score on an essay task by comparing a scoring

rubric with three different levels with the student’s produced essay. The only dif-

ference with using holistic rating scales was that in this study the artifact the rater

used was an event log rather than an essay.

Having each student assigned to a persona, it was possible to conduct analyses

on the indicator variables conditional on personae membership. These analyses

were, for the most part, conducted before the set of analyses described in subsection

4.2.3. However, as the MM was refined, some further exploratory data analysis were

conducted.

The following analytical plan was followed. First, simple univariate and bi-

variate statistics in line with CTT (Crocker & Algina, 1986) were computed for all

indicator variables (product and process). These statistics were computed for the

full data set, as well as conditional on personae membership, providing an initial

picture of which variables had the most potential to discriminate between student

classes. Descriptive statistics were also computed for changes between devices and

between states within devices. It was hypothesized that students in the higher per-

forming persona would minimize the number of changes, therefore improving their

efficiency and systematicity.

Because one of the main goals of this research was to investigate the interplay

of process and product, several sets of exploratory analyses using methods from

BPM were also conducted.
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The data mining algorithm implemented in the FM package (Günther, 2009)

included in the free software suite ProM (van Dongen, de Medeiros, Verbeek, Wei-

jters, & van der Aalst, 2005) was the primary analytical tool. The fuzzy mining

approach has been shown to be superior to other algorithms used in process model

discovery (e.g., petri nets, causal nets), as it allows for a representation of (rela-

tively) unstructured processes by abstracting over rare, and potentially irrelevant,

behavior (Günther & van der Aalst, 2007). It can be a very powerful approach for

exploratory and descriptive representations of complex and heterogeneous processes

by giving the analyst the flexibility to adjust ‘on-the-fly’ the degree of detail to

be used when creating a representation of the process. Such flexibility, however,

comes at the cost of documenting and properly justifying the decisions made when

choosing between competing process representations.

Simply, the algorithm represents the flow of a process by creating a directed

graph. In this graph each event is represented by a node, while the sequence in

which events occur is represented by directed edges. If all events and transitions

between events were to be equally depicted in the process model, no matter how

infrequent, the result would be what the BPM literature calls a ‘spaghetti graph’:

a graph with so many nodes and crossing edges that no meaningful patterns can be

recognized (Günther & van der Aalst, 2007).

In order to eliminate events and/or transitions between events that are not

representative of the general way in which the process is executed, the algorithm

computes statistics for both nodes and edges. These statistics are then in turn

combined into a significance and utility score, respectively. These scores combine,
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through user-defined weights, several statistics. For example, for each event type,

the algorithm computes statistics based on its marginal frequency in the log, as

well as different measures of conditional dependency (e.g., how frequent each pair

of events is, or the temporal proximity between adjacent events). For each of the

edges, a combination of binary and correlational marginal counts is used.

Once the significance and utility scores are created, the graphical representa-

tion will only include those nodes and edges with a score higher than an arbitrary

threshold set by the analyst. By varying this threshold, the analyst can experiment

with process representations at different levels of abstraction.

The FM approach was used in a purely exploratory manner to confirm hy-

potheses generated during the discussion described in subsection 4.2.1, as well as to

generate new hypotheses that could inform the work described in subsection 4.2.3.

The event logs for all students were concatenated and input to the FM, and several

analyses were conducted, conditional on student class membership. These analyses

focused on aspects such as (1) PO completion order, (2) number and pattern of

commands issued between the completion of particular pairs of POs, (3) relative or-

der of ‘Help’ commands in relation to ‘Fail’ commands, (4) changes in device states,

and (5) changes between devices.

The purpose of these analyses was to identify process indicator variables that

could be included in the MM. For example, if students in a particular persona

consistently began the task by completing a certain PO, then a new process indicator

variable indicative of such behavior could be computed for all students. This variable

should have high discriminatory power across at least two classes. This reasoning
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can be extended to event pairs. For example, if a pair of POs has a highly significant

edge connecting them in one class, but a weaker association in another class, event

co-occurrence can also be used to derive a new process indicator variable.

The analysis focusing on the joint representation of process and product events

should allow the identification of aspects of the task that vary in difficulty across

groups. Effectively, this joint modeling should facilitate the identification of partic-

ular aspects of the product (as represented by change in PO score events) that prove

to be approached in different ways across groups. For example, it is possible that for

the same PO some personae engage in more work, as evidenced by more command

events preceding that PO change, or the presence of failed and help commands.

Finally, this exploratory approach was extended to other types of events. Be-

cause each PO is nested within a particular device, it was possible to derive sec-

ondary logs in which each event corresponds to a device, or a state within a device.

When applied to such logs, the FM provides a representation of changes between

devices, or of states within device. Preliminary results suggested that instructors

believe that student types differ in the way in which they move between devices

when completing the task.

The FM method is highly flexible and amenable to exploratory analysis that

can generate or confirm hypotheses about what to include in the evidence identifi-

cation model, or even allow the discovery of patterns that can extend the student

model. The main challenge resides in justifying the choices made in computing

the descriptive statistics used by the FM, as well as the choice of cut-off values for

abstracting rare nodes and edges. As an example, when exploring large data sets
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researchers usually settle on a representation of the process that allows to replay

80% of the sequences in the data set accurately. There is no statistical justification

for this value, it is simply a commonly accepted benchmark in the process mining

literature (Günther & van der Aalst, 2007). The analytical plan described in section

4.3 was tailored to inform best practices in the use of the FM with GSBA data.

4.2.3 Formalizing and Revising a Measurement Model

Finally, evidence from a broad array of sources was explicitly integrated through

a BN to create coherent assessment narratives about learners. Specifically, it was

investigated how a BN could be iteratively specified and refined through collabora-

tive interactions between assessment designers, psychometricians, and instructional

experts to yield meaningful characterizations based on empirical, domain-specific,

and assessment-design information.

In order to simplify fitting the Bayes Net, and compare its reliability with that

of human raters, the Cisco assessment expert classified each of the students into one

of the three personae defined in Appendix A. This classification was done twice, in

order to estimate intra-rater reliability. The rater used as a source of information

the student’s event log, as described in the previous section.

4.2.3.1 Estimating model parameters

In any BN the parameters to estimate are the CPTs for each node, once the

BN structure is assumed to be known. Naturally, as the number of child and parent
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nodes increases, so does the number of probabilities that must be calculated for each

CPT. Let Kj be the number of categories for child node j, and Cm the number of

categories for parent variable m. Then, the total number of probabilities that needs

to be calculated is given by

J∑
j=1

(K − 1)
∏
m

: θm ∈ pa (xj) (Cm) .

Given the nature and small size of the available sample, successful estimation

of the CPTs was highly unlikely. Even using a BN with full data (i.e., a value is

provided for all variables in the BN), the estimates would most likely be too unstable

and even implausible. The paucity of the data also made it very unlikely to achieve

stable estimates using the E-M algorithm. A final approach, full MCMC estimation,

would be too sensitive to the choice of priors, given the little information provided

by a small sample size. A different approach to model critique and refinement was

therefore necessary.

In this study, the problem was addressed by acknowledging the uncertainty in

the parameter estimates, while still making use of what little information was avail-

able. The input gathered from the instructors’ debriefs, as well as the available data

constituted limited, yet meaningful, information that could inform the development

of an interim measurement model. At the very least, this effort could identify the

areas in which more or better information is necessary.

The task developer’s knowledge about the task and the information garnered

from the instructor focus groups was used to set the marginal probability table for

113



the latent class and the CPTs for each of the observed variables, an appropriate

approach for an exploratory study. The measurement model is essentially a sta-

tistical formalization of pre-existing knowledge, namely the beliefs that SMEs hold

on how latent variables are distributed in the population and how they relate to

aspects of performance. Estimation of model parameters is a way of formalizing

this knowledge, by fitting a probabilistic structure to the data. If an analyst has

enough quality data, collected in a principled way, it is possible to make a plau-

sible argument about the statistical model’s estimated parameters. However, such

parameters must always be reconciled with SME knowledge about the domain. In

that sense, there is always, to a certain degree, a judgment call to be made about

what makes for defensible, or plausible, parameters.

4.2.3.2 Model building

Figure 4.3 presents the initial BN fitted to the data using the Netica software

package (Norsys, Inc, 2004) once CPTs were created using input from the task

developer. This BN served as base for model refinement and critique. Statistically,

it is equivalent to a full independence model. That is, the structure of the BN

states that all indicator variables are independent given latent class membership. In

practice, it is unlikely that this will be the case.

The BN has three types of variables: the latent variable (Persona), observed

variables (scored POs and PIVs), and intermediate variables that are sums of ob-

served variables (e.g. ‘Hosts Addressing’ for POs focusing on network addressing,
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and ‘Systematicity’ for process variables related to the organization of the task-

solving approach).

Three reasons justify the inclusion of intermediate variables. First, previous

research on PT tasks have used some of the intermediate variables present in the

BN, called ‘Compound Observables’ (CO), as they are an integral part of CNAs

score reporting practices. Second, the use of intermediate variables for process

indicator variables provides a way to investigate the utility and feasibility of using

process-related compound observables in score reporting. Finally, the development

of process-related compound observables, and their child primary observables, can

be used to guide future task development. COs and their indicator variables can

be understood as snippets that can be added to a family of BNs applied to related

tasks (Almond et al., 2015), when a particular task’s specification indicates that the

relevant behavior is to be expected.

The use of different information sources permits hypothesis testing regarding

the improvement in classification accuracy when new data types are added. Three

types of BNs were fitted:

1. using POs only;

2. using processor indicator variables only; and

3. using POs and process indicator variables.

For each model, the prediction accuracy of the Personae node was evaluated.

It was hypothesized that the addition of information sources would improve stu-

dent classification. For each model, CPTs provided by the task author were used.

116



Whenever feasible, maximum likelihood estimation using the E-M algorithm was

also conducted. The resulting CPTs were compared with the CPTs created with

SME input.

4.2.3.3 Model critique and refinement

The best fitting models were critiqued and refined by assessing the fit of each

node to the data, as well as the added value of any specific node to student classifi-

cation. Each method is presented in turn.

Node fit was assessed using leave one out prediction. Let Yi,j be the value

of variable j for student i, assuming that Yi,j is coded as an integer with values

ranging from 1, . . . , Kj. Also let Yi,−j be the vector of all variables for student i,

except variable j. Then define pijk = P (Yi,j = k | Yi,−j), the probability of observing

the value k for Yi,j given all variables but j . Then a node’s predictive accuracy can

be defined as how well it predicts the actually observed value k = Yi,j given all other

variables.

Following Almond et al. (2015), because all indicator variables are assumed

to be ordered, the Ranked Probability Score (RPS; Epstein, 1969) was used as the

measure of the prediction quality. The RPS is defined as

Sij =
3

2
− 1

2 (Kj − 1)

Kj−1∑
k=1

( k∑
n=1

pijn

)2

+

 Kj∑
n=k+1

pijn

2− 1

Kj − 1

k∑
k=1

| k−Yi,j | pijk

where the terms are defined as above, and Sij ranges from 0 (poor prediction) to 1

(perfect prediction).
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The accuracy measure can be averaged over students or nodes. In the former

case it will provide a measure of node fit, whereas in the latter it will provide a

measure of person fit. Finally, averaging over both persons and nodes will provide

a measure of overall fit.

It was expected that the inclusion of process indicators would improve the

prediction accuracy of the root node, as the focus of the personae definitions is

on aspects of student task solving process. However, in order for the prediction

accuracy to improve, it is necessary that a node provides novel information.

Good (1985) defines weight of evidence (WoE) as the measure of the amount

of information that a piece of evidence E provides in support of hypothesis H versus

its alternative ¬H, as the difference between the posterior and prior log odds for

the hypothesis. Formally:

W (H : E) = log
P (E|H)

P (E|¬H)
= log

P (H|E)

P (¬H|E)
− log

P (H)

P (¬H)
.

The hypothesis is always binary, so in the case of nodes with more than two

states, the hypothesis for which WoE is computed requires dichotomization. For

example, in the case of the Persona node, assignment to a particular persona vs. any

other. Evidence may be compounded, so that the WoE refers not to the support that

a single variable brings to a certain hypothesis, but rather to the support provided

by a set of variables. This feature of WoE was used to quantify the added value of

each indicator variable.

In conclusion, previous work on using BN as a measurement framework for
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PT has focused on using product data for the purpose of estimating skill mastery

(Levy, 2014). Rupp et al. (2012) reconciled product and process data generated in

the context of PT by using correlational analysis. West et al. (2011) used Bayes Nets

in the context of CNA multiple-choice, end-of-course assessments to model learning

progressions. However, no work is available in jointly modeling product and process

data generated in the context of a PT task, or in relating the inference with student

descriptions that are commonly shared by different CNA stakeholders.

Methodologically, this study distinguishes itself by investigating the joint mod-

eling of product and process data in a single measurement framework. At a superfi-

cial level, the main goal of the present study is to identify a preliminary measurement

model that can classify students into classes. However, at a deeper level the proposed

approach aims to provide a work flow to identify, select, critique and incorporate

information derived from event logs into any measurement model, regardless of its

statistical form.

Finally, as an ancillary goal, a highly generalizable data ontology, along with

related terminology and technical solutions is proposed as a means to simplify pro-

cess data collection, qualification, aggregation and analysis in the context of GSBAs.

4.3 Methods for Simulation Study

The applied study followed a relatively straightforward procedure to identify

sources of evidence to include in the BN. Chiefly, students were classified into one

of the groups, the FM was applied to each group’s log separately, and a qualita-
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tive analysis of the output was performed in order to identify differences in event

sequences that 1) align with the personae descriptions, and 2) have high discrimina-

tory power. However, given the novelty of the method, and the relatively small size

of the sample it is possible that differences between groups were not evident in the

FM output, a problem of lack of power, or that differences were present only due

to chance or parameterization choices in the FM. Either problem, however, should

be approached taking into consideration the manner in which the FM is used while

developing the EM.

Remember that the FM’s role is to indicate to the researcher which aspects of

student performance are potentially predictive of class membership. If the researcher

finds that a particular event sequence is present in a group but not in another, that

would suggest the creation of a PIV to include in the EM. The decision to include the

PIV however is not automatic, or solely based on statistical judgment. First, SMEs

must judge whether the suggested difference in event sequence is in fact germane,

given their understanding of student personae and common student misconceptions.

Furthermore, the utility of the PIV is judged in the context of all available PIVs in

the evidence model. PIVs that are included because the FM produces false-positives

should have little utility when included in the evidence accumulation model, mea-

sured as a low discrimination parameter value or low WoE. This double layer of

scrutiny applies to any proposed PIV, regardless of being the result of a false or

true positive.

Although not perfectly reliable, this procedure can mitigate the inclusion of

PIVs that capitalize on chance or spurious associations. There is however no way
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to mitigate failing to include group differences that the FM did not identify. Given

the fact that mining models with the FM is computationally trivial and inexpen-

sive (once data collection and preparation have been completed) it is important to

know in which conditions the FM can indicate to the researcher group differences

when they are in fact present in the data. In this light, the simulation study in-

vestigates the conditions under which the FM method identifies differences in event

sequences across groups that can inform evidence identification and accumulation.

It is expected that the results of the simulation can inform analysts in their choice

of parameters when using the FM. Specifically, the study aims to identify how the

accuracy of SME classification, sample size, levels of noise in the data, as well as

choice of FM parameters influence the FM output and the decision to include or

exclude a difference in event order as an indicator value in the EM.

The study addresses the following research questions:

1. How does the accuracy in SME classification impact the output of the FM?

2. How does sample size impact the output of the FM?

3. How does weighing Binary Significance and Correlation when computing edges’

Utility Score influence the output of the FM?

4. How does the selection of cut-off values for edge filtering influence the output

of the FM?

By investigating these questions it will be possible to provide recommendations

on the design of data collection efforts for exploratory studies, as well as to guide
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researchers on how to use the FM in a way that will provide reliable and actionable

insights. For example, the selection of edge cut-off values is usually done in such

a way that 80% of all events in a log can be replayed. However, an edge cut-off

value that is too low, in order to maximize event replay, may include in the graph

edges that are the result of noise and not of systematic behavior. Conversely, cut-off

values that are too high may result in eliminating edges that are in fact reflective

of systematic behavior.

The study varied three conditions in the data:

1. The amount of deviation from the group’s prototypical event sequence;

2. Sample size; and

3. The precision with which SMEs classify a student sample into each group

Finally, the study varied two computation parameters for the FM:

1. Choice of weights when computing the edge Utility Score;

2. Choice of the cut off value for edge filtering based on Utility Score.

4.3.1 Simulation Design Summary

The FM simplifies the representation of event logs by abstracting over in-

frequent and noisy behavior. This goal is achieved through two approaches. The

first is to cluster rare, yet highly related, events into event clusters, which can be

thought of as meta-events. The second is to eliminate event transitions, represented
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by edges, that are considered to be noisy. This simulation study focused on the

second approach.

When exploring event data conditioned on group membership, an instinctive

approach is to look for unique event transitions across groups. If the transition is

present on the model for one group and only that group, then it can be used as a

predictor of group membership. When developing the student personae and PIVs,

the task author hypothesized that students in the High group would first address

IP configuration on the router, and then basic configuration aspects. The opposite

behavior would be observed on the other groups. This difference in approach should

lead to a difference in event order. If a student wants to first configure the router

IP address, she must first issue a ‘config’ command immediately followed by ‘confif

if’. If the student chooses to first configure other aspects of the router, there will be

one or more commands between ‘config’ and ‘config if’ in the log, and therefore no

edge from the ‘config’ node to the ‘config if’ node. This is an example of branching

behavior. At a certain point in the process model (i.e. the ‘config’ node) the process

branches into two alternatives: ‘config if’ or anything else. In this case the branching

is conditional on group membership, a confouding variable.

Figure 6.3 illustrates how a FM analysis returning such a result would look

like. The graphs were generated using the ProM implementation of the FM and one

of the generated data sets. In the left hand graph, corresponding to the Low group,

there are four edges leaving the ‘config’ node, none of which leading to the ‘config if’

node. On the right hand graph, corresponding to the High group, there are only two

edges leaving the ‘config’ node, one of which leads to the ‘config if’ node. This is an
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(a) Low Group (n = 820). (b) High Group (n = 380).

Figure 4.4. Example of mined FMs for Low and High groups belonging to the same

data set.
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informative, clear example of a potentially highly predictive difference in behavior:

an event sequence that is hypothesized by SMEs to reflect class membership is

identified on the expected group and on the expected group alone. It is this type of

branching behavior that the simulation study investigated.

The study simulated event sequences for two different groups: Reference and

Comparison. For all simulated datasets, the relative proportion of members from

each group was held constant, at .8 and .2 respectively. These values mirrored the

proportion between the Low and Medium groups, taken together, and the High

group on the applied study. Each dataset included the generated data, as well as

an indicator variable for group membership, which allowed the computation of log

metrics conditional on class membership.

For each condition in the study, 400 data sets were created. The log metrics for

each data set were computed and the cut off value applied. Finally, the two outcome

measures of interest were computed: whether the edges of interest were present or

absent in the final graphs, and the log replication metric. The first outcome allowed

the estimation of the proportion of data sets in which the branching behavior of

interest was indeed represented in the resulting graphs. The replication metric is of

interest as a general rule of thumb is to select models that can replay at least 80%

of the events present in the log.

The following subsections present the details on data generation and choice of

levels for each of the simulation factors.
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4.3.2 Data Generation and noise

The underlying assumption of the approach is that conditional application of

the FM can help identify differences in event order after abstracting over rare events

and transitions between events. In order to test this assumption it is necessary 1)

to define the prototypical task-solving order, and 2) define what constitutes within-

group deviation of that prototype.

Figure 4.3.2 presents the prototypical event sequences for each group, using

the BPMN notation (Object Management Group, 2014). The event sequences are

based on a sub-task of the applied study that had the potential to help identify

differences between the High group and the other two groups. Specifically, it was

hypothesized by the SMEs that students in the High group would first configure

the router interface, and then its basic elements, while students in the other groups

would favor the opposite approach. The graphs in figure 4.3.2 communicate the

structural difference between the two groups’ behavior, as well as the within-group

variation.

Beginning from the top, students on both groups will issue an ‘enable’ com-

mand, followed by a ‘config’ command. The diamonds enclosing a plus sign denote

parallel fork or joins, and always appear in pairs. These pairs denote parallel execu-

tion of any events between them, in any order. Take the first fork for the Low group.

Students in that group can choose to execute one or more of the ‘login’, ‘host’, and

‘pass’ commands in any order they choose. The same applies for the second fork:

the ‘ip add’ and ‘no sh’ commands can be executed in any order. There are there-
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fore 6 permutations for the first fork and two for the second fork, for a total of 12

permutations of allowed behavior per group.

The diagrams convey three important ideas. First, the structural difference

between the two groups is that the for the High group ‘config’ is always followed

by ‘config if’, while for the Low group, ‘config’ is followed by either ‘login’, ‘host’

or ‘pass’. Second, it conveys the fact that the order in which the events occur

within each branching pair is expected variation that is not important for analytical

purposes. Finally, it conveys the fact that the marginal probability of all possible

permutations is the same across both groups.

An analyst applying the FM conditionally to two data sets that had been

classified by SMEs, would decide to use the presence or absence of the sequence

‘config’ → ‘config-if’ if it appeared in the model fit to he High group, but not in

the model fit to the Low group. It is of course possible that the behavior would

spuriously appear in the Low group (and conversely not in the High group), but

such unlikely behavior should either be abstracted over by the FM or have markedly

different significances across groups.

For the purpose of a simulation study investigating a related BPM method,

Mannhardt et al. (2017) defined noise in an event trace as the inclusion of an un-

expected event. This definition is too strict, as elisions and substitutions are also

possible and were actually quite frequent in the logs available for the applied study.

In this way the following data generation method was used to generate traces with

varying degrees of noise:
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Enable

config

login host pass

End

ip add no sh

exit

config-if

(a) Low group.

Enable

config

config-if

ip add no sh

exit

login host pass

End

(b) High group.

Figure 4.5. The prototypical task-solving trace for each group, using BPMN nota-

tion.
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1. Generate a trace that follows any of the possible permutations of the proto-
typical log.

2. For each of the events after the ‘config’ event, draw from a multinomial dis-
tribution one of four values: maintain, remove, insert, replace.

3. Depending on which value is drawn:

(a) If the drawn value is maintain, do nothing;

(b) If the drawn value is remove, remove the event from the log.

(c) If the drawn value is insert, insert an ‘error’ event before the event;

(d) If the drawn value is replace, substitute an ‘error’ event.

(e) If the removed or replaced event is the ‘config-if’ event, also remove the
‘ip add’, ‘no sh’, and ‘exit’ events.

This log generation procedure was not only computationally efficient, it also

ensured that only logical pathways were present in the generated logs. Step 3 e)

ensured that no sequences that are impossible in real traces were present in the

simulated logs.

The amount of noise in the logs was controlled by varying the probabilities

for the multinomial distribution. Three levels of noise were used, with the following

probabilities, respectively, for maintain, remove, insert, and replace:

1. Low noise: .91, .03, .03, .03;

2. Medium noise: .7, .1, .1, .1;

3. High noise: .52, .16., .16, .16;

4.3.3 Classification accuracy

Differences in graph structure are also affected by the classification accuracy of

SMEs. As the number of traces from one group are misclassified, the probability that
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the two mined graphs have no significant differences increases, negatively impacting

the ability to develop an informative indicator variable. In order to investigate the

impact of human accuracy in the creation of group based FM graphs, the following

approach was used.

Once the requisite number of traces per group was generated, a fixed propor-

tion of cases were randomly selected. For the randomly selected cases, the group

membership indicator variable was changed to the opposite value. The proportion

of selected cases was .2, .3, and .4. These values correspond to decreasing levels

of classification accuracy, from a high of .8, to a low of .6. These values are an

appropriate range when considering the results of studies that look at inter and

intra-rater accuracy, as measured by coefficient κ, in the Educational Data Mining

and assessment literatures.

4.3.4 Sample size

The applied study used a rather small convenience sample. It is therefore very

likely that patterns that do exist in the student population were not present in the

available data, as well as that some idiosyncratic behavior may have had an inflated

influence in the results. This is due to the difficulty in recruiting large numbers

of volunteers and in economically implementing the data collection mechanism, a

problem that is common to many GSBA research efforts. It is therefore important

to understand how sample size can influence analyses using the FM. In order to

investigate this problem, four sample sizes were used.
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The smallest sample size was n = 20, in line with the modest volume of data

available for the applied study. For the maximum sample size, a value of n = 1200

was used. This is in line with the sample size available for the task described in

Zhu, Shu, and von Davier (2016): the Wells task. The Wells task was used as

part of the 2013 NAEP TEL pilot. This sample size is typical of large, well-funded

assessment efforts such as NAEP. Finally, the remaining sample sizes were n = 100,

and n = 600. Note that for each sample size the proportion of traces in each group

remains constant.

4.3.5 Weight selection for the calculation of edge utility score

Edge filtering is based on the computation of an Utility Score (US) for every

edge, and filtering out all edges below a particular cut-score. The edge US is a

normalized, weighted sum of the edge’s significance and correlation metrics. Because

in this study the average time between events was held constant, the correlation

between events is on expectation equal across all event pairs, which means that for

the generated data any information about an edge’s utility is contained in its Binary

Significance metric.

Considering there is little to no guidance on how to weight the two components

of the Utility Score, three ratios were used in order to investigate the impact of weight

selections on edge filtering. The ratios of Binary Significance to Correlation were

0.75 (the default in ProM), 0.5 (equal weight) and 0.25. This allowed to contrast

equal weight of the composite metrics to cases in which US is up- or down-weighted.
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This aspect is particularly important, as the US ratio has a default value in the

ProM implementation that up-weights Binary Significance.

4.3.6 Cut-off value for edge filtering

Once the US has been computed for all edges, an edge cut-off value is applied.

In ProM, this value is defaulted to 0.2, meaning that only the top 20% edges arriving

at any node will be kept. The cut-score range was explored in increments of .1 from

.1 to .4. Higher cut-score values although possible, are unlikely to be useful, as most

edges would be removed, resulting in an uninterpretable graph. Lower values would

be non-sensical, as they would imply keeping all edges, regardless of their US.

4.3.7 Methods and outcomes

The simulation study had a total of 432 cells. For each cell 400 replications

were conducted. Each replication had a combined data set of varying length, de-

pending on the specific number of elisions and additions made to each case.

To answer the research questions, three outcomes were collected for each repli-

cation:

1. the Utility Score for the edges leaving the ‘config’ node across the two models;

2. an indicator variable with values 0 or 1 for each edge leaving the ‘config’ node,
for elimination or inclusion given the cut-off value, respectively; and,

3. the log replay metric.

The first two outcomes allowed to identify the frequency with which the event

sequence ‘config’ → ‘config-if’ was correctly identified. Recall that for the analyst
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to achieve correct inference, this particular event transition must simultaneously be

present in the mined graph for the High and absent in the mined graph for the Low

group. Any other circumstance would lead the analyst to believe that, in this regard,

there is no substantive difference in group behavior. Data sets were marked ‘correct

inference’ when the expected was present on both graphs. A logistic regression

analysis was performed to evaluate the impact of each of the simulation factors in

achieving the correct inference.

Because a common rule of thumb in BPM analyses is to select models that

allow for the replay of 80% of the events in a log, the analysis described above was

conducted marginally for all replications, and conditionally for only those that met

the log replay threshold. The latter analysis investigates the impact of the general

guideline in model selection and potentially provides further guidance relating to

the use of log replay in model selection and refining.

In summary, the proposed simulation study intended to identify in which cir-

cumstances the FM can provide the analyst correct inferences in differences in task-

solving approach, as characterized by the relative order of relevant events. The sim-

ulation study investigated the impact of factors internal to the FM method (choice

of weights and cut-off values), specific to the data (amount of noise within groups)

and to analysis design and implementation (sample size and SME scoring precision).

The results of the simulation study should allow to better contextualize the results

of the applied study, as well as to provide broader guidelines that can be used when

using the FM in GSBA research.
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Chapter 5: Results of applied study

This chapter presents the results from the applied study. The results are

organized in three main sections: defining the Student Model, exploratory analyses

with the FM in order to refine the Evidence Model, and formalizing the Measurement

Model. Recall that many of the analyses were executed in tandem or in a non-linear

order, given input from other analyses.

From the 23 collected student logs, those marked as ‘Disengaged’ in table 3.7

were dropped from analyses, resulting in an available sample size of 20. Given the

small sample size and the limitations of the available data, the main objective of

this presentation is to illustrate how the different methods can be brought together

in order to expand score reporting from proportion correct to task-solving processes.

It would not be appropriate to draw inferences about the students that comprised

the convenience sample.

5.1 Defining the Student Model

Two focus groups sessions were conducted roughly two weeks apart. Recall

that the focus group sessions were conducted after instructors individually completed

table 4.1.
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Two instructors participated in session one, their collected input information

is presented in table 5.1. Instructor 1 (Ins1) worked at an academy within a voca-

tional/technical school located in the second largest town in a New England state.

The town’s student population is about 25 thousand students, 70% of which are free

and reduced lunch. Students in this academy work on a week on/off system: one

week of classes, followed by one week of work supporting the school’s IT demands.

On their junior year students decide if they want to follow the general computer

programming or Cisco curriculum. Because the school does not screen applicants,

Ins1 believed its population had a wider distribution of skill levels and abilities, with

35 to 50% being low-achieving students. However, Ins1 also believed the curricu-

lum is achievable by everyone, even though RSE (the focus of the research task) is

more challenging. Importantly, Ins1 believed that students tend to stay in a persona

throughout the curriculum.
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Table 5.1

Collected Input from First Focus Group.

Persona Starting In-The-Middle Advanced
Instructor 1 Instructor 2 Instructor 1 Instructor 2 Instructor 1 Instructor 2

Proportion
of students

50% 25% 40% 35% 10% 40%

Weighted
Score

50% Less than 70% 70% 70% - 85% 95% 85% and above

Total time
on task

N/A From 55 to 80
minutes.

N/A From 30 to 65
minutes.

30 minutes From 30 to 45
minutes.

Total nbr.
commands

N/A More than 80. N/A From 60 to 80. N/A Minimum 40.

Connectivity
goals met

Fewer than 50%. From 25% to
50%.

80% of the time.
This student
doesn’t always
know how to
troubleshoot
mistakes.

From 50% to
75%.

100%. Student
uses pin to
confirm network
connectivity.

Yes.

Fluency Unreliably. Not fluent, uses
help very fre-
quently.

Relatively
strong.

Very fluent, un-
certainty when
doing specific
tasks.

Relatively good
use of command
line.

Types com-
mands without
hesitation.

Continued on next page
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Table 5.1 – continued from previous page
Persona Starting In-The-Middle Advanced

Instructor 1 Instructor 2 Instructor 1 Instructor 2 Instructor 1 Instructor 2
Efficiency Little. Students

in this course
are high-school
seniors. Those
who have de-
cided to not
pursue IT ca-
reers have great
difficulty.

Poor Somewhat ef-
ficient. This
student has
usually memo-
rized steps and
the order that
they need to
be executed so
when mistakes
are made it’s
because the
memorization
failed.

Average. Somewhat ef-
ficient. Speed
overcomes lack
of accuracy

Very.

Continued on next page
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Table 5.1 – continued from previous page
Persona Starting In-The-Middle Advanced

Instructor 1 Instructor 2 Instructor 1 Instructor 2 Instructor 1 Instructor 2
SystematicityLittle. Disorganized. Little. Students

in this course
are high-school
seniors. Those
who have de-
cided to not
pursue IT ca-
reers have great
difficulty.

Moves around
between task in
a non-sequential
manner.

Somewhat. Stu-
dents with this
persona tend to
be really smart
and fast but
not very accu-
rate the first
time. They are
risk takers, not
afraid to type
the wrong com-
mand and make
a big mess that
they then have
to recover from.
Also, sometimes
they scrap an
attempt and
start over.

Very organized.

Continued on next page
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Table 5.1 – continued from previous page
Persona Starting In-The-Middle Advanced

Instructor 1 Instructor 2 Instructor 1 Instructor 2 Instructor 1 Instructor 2
Testing
Style

Prayerful. Students picked
at the instruc-
tions using
help commands
to decipher
commands to
complete the
task. It takes
the student
longer as they
try to under-
stand each
task.

Methodical. Completed tasks
that they were
familiar with
first before
attempting the
more challenging
tasks.

Need for Speed!
Errors that this
student gets
when entering
commands drive
his process. He
waits for the
CLI feedback to
drive his next
step.

Configures de-
vices one at
a time, while
testing for con-
nectivity as
each step is
completed. Stu-
dents are very
organized.

Use Help
to clarify
syntax

No Uses help com-
mands to during
each task.

Yes. Uses help com-
mands if parts of
the command is
missing, spelling
errors, or if
commands were
mixed up.

As a last resort. Does not use
help commands.

Continued on next page
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Table 5.1 – continued from previous page
Persona Starting In-The-Middle Advanced

Instructor 1 Instructor 2 Instructor 1 Instructor 2 Instructor 1 Instructor 2
Use Help
to disam-
biguate

N/A Does not use
this feature,
rather the stu-
dent uses help
commands to
view available
commands.

N/A Uses when
unsure of argu-
ments related,
and spelling.

Yes, to figure out
correct spelling.

Uses when un-
sure of spelling
and if not work-
ing in a specific
mode.

Context of
Help use

N/A Used for list
available com-
mands and when
not certain of
what to do.

N/A Uses help
commands min-
imally, when
unsure of what
commands to
use.

N/A Uses in reaction
of an error only.
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Instructor 2 (Ins2) taught at a NYC vocational school with 2300 students,

from a diverse population. Students run the computer network for the school and

other schools in the district. Although the school gets 500-1000 applicants every

year from all NYC boroughs, only about 100 are accepted into the Cisco program.

Students are required to have an average GPA of 90 to be admitted into the program.

Students have two 90 minutes sessions of CNA curriculum every day, the rest of the

day is spent on academic work. Ins2 believed that skill level varies a lot in NYC

from school to school. For the research task, Ins2 focused on his own population.

Because in Ins2’s classes students are usually ranked, advanced students tend to be

very competitive and driven. Ins2 believed that ‘Starting’ group is larger at the

beginning of the year, but that it does become smaller as the year progresses. Some

students realize later on that the curriculum is not a good fit for them, these tend

to stay at the ‘Starting’ persona.

The first conclusion from the collected input and focus group session, was that

the nature of the academy seemed to greatly influence the student population and

instructor expectations. Not only was the instructors estimation of the personae dis-

tribution in their population markedly different, so was the expectation for student

progression during the course. This distinction has important operational implica-

tions. If for accept-all schools there is no expectation of student progression during

a course, it begs the question of the necessity of developing and deploying a system

that can distinguish between students beyond what sum scores can already do. Fur-

thermore, the expectations are also quite different between instructors. Note the

difference in average total score for each persona across instructors for the ‘Starting’
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and ‘In-the-Middle’ personae. A further complication is that it is unclear if these

differences are the exclusive result of the difference in mission statement and goals

at the school level, or from individual instructor perspectives within the school.

Another immediate finding was that it was difficult for the instructors to con-

ceptually distinguish some constructs: systematicity, testing, fluency, efficiency. For

example, instructors repeatedly invoked ‘Fluency’ and ‘Help’ jointly. From a sta-

tistical standpoint this could indicate correlated latent variables. Conceptually, it

suggested that maybe clearer definitions of these constructs were needed. This find-

ing suggested that descriptions of behaviors would most likely be a more effective

way of grounding the constructs.

Finally, during the focus group the hypothesis that the personae are conflating

aspects of personal style with developmental progression was raised. Instructors

suggested that it may be possible to identify behaviors that are a function of personal

style, which will stay mostly unchanged, once students are at an advanced level.

Students at lower levels may not be distinguishable in terms of personal style, given

their inconsistency. This observation raised the question of the appropriateness of

the personae’s scope and content.

It was possible, however, to collect some insights on discriminant behavior.

Both instructors believed that Advanced students distinguish themselves by config-

uring one device at the time, testing device connectivity with ‘ping’ commands as

they progress through the task. Furthermore, advanced students will try to reduce

time on task by using command abbreviations. The use of shorthands was expected

to decrease across personae, the Starting students rarely, if at all, using them. In
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what relates to Fluency and Help use, the instructors believed that Advanced stu-

dents would rarely use the Help function, even if fast typing rates could lead to

a high rate of failed commands. Their overall speed and command of the content

leads them to find the correct use by themselves. In-the-middle students may use

the Help facility in a proactive manner, trying to identify the correct commands and

syntax before using them. Starting students, on the other hand, may be so hesitant

on how to approach the task that they will not know how to use Help effectively, or

will rather use it in a reactive way, that is to troubleshoot why a given command

did not work.

The results of this focus group lead to a change in approach on how to con-

duct the second focus group. The time spent on the second focus group was divided

differently. Only about one third of the time was spent discussing the instruc-

tors’ academies and their role therein, as well as the student population and the

academies’ practices. The remainder of the time was spent focusing on the ‘Sys-

tematicity’ construct, how instructors perceive task-solving processes, what types of

information related to students’ task solving approach instructors would find use-

ful, and how having that information would impact their teaching practices. The

collected feedback from the instructors that participated in the second focus group

is provided in tables 5.2, 5.3, and 5.4. Note that although information was collected

for four instructors, Instructors 3 and 6 were not able to participate in the debrief

session.

Instructor 4 (Ins4) taught at a community college that offers a small number

of bachelor’s degrees. In the past 3 years Ins4 had focused on the Routing and
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Switching and Scaling Networks courses. The institution does not require students

to hold a CCNA certification in order to enroll, however students seem to forget

some basic tasks by the time they enroll in the B.Sc. courses. Ins4 is a PT power

user: she writes her own scenarios and uses PT extensively in class, as assigned

homework and for summative assessment.
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Table 5.2

Collected Input from Second Focus Group (Starting Persona).

Persona Starting
Instructor 3 Instructor 4 Instructor 5 Instructor 6

Proportion of
students

20% 60% 30% 15%

Weighted
Score

Lower than 60% Lower than 70% Lower than 60% 80%

Total time on
task

More than 50 mins More than 60 mins Last done. 60 mins

Total nbr.
commands

Uses ‘show run’ many
times, but difficulty in
completing.

More than 10 extra ones. Most all required. 30 commands to com-
plete 70-85% of the activ-
ity

Connectivity
goals met

20% Below 80 % Below 77% Minimal usage

Fluency Not sure about com-
mands needed, uses help
a lot, and may try several
commands for a task

Clueless or just gives up. Takes forever to enter
commands

Not fluent and takes up
most lab time in a basic
config entry

Efficiency Inefficient Stumbles throughout Poor Inefficient
Systematicity Jump around, repeat

commands, delete and
re-enter commands

Stumbles throughout Poor - shotgun approach Attempts to follow the
instructions, may lose in-
terest in assignment if
too challenging or in-
structions are not helpful
enough
Continued on next page
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Table 5.2 – continued from previous page
Persona Starting

Instructor 3 Instructor 4 Instructor 5 Instructor 6
Testing Style Random testing, doesn’t

know how to organize the
testing process and how
to interpret the results of
testing to further trou-
bleshoot

Clueless Disorganized Does not test, gains high
score

Use Help to
clarify syntax

Uses help to find cor-
rect commands and key-
words/options

No idea how to use help Does not use it - asks
what to type instead

Does not commonly use
‘help’ but should.

Use Help to
disambiguate

Often uses ‘?’ to find
what commands are
available, and switch to
different configuration
mode and try ‘?’ again

No idea how to use help does not use it - asks
what to type instead

Minimal.

Context of
Help use

Doesn’t use help effi-
ciently, often doesn’t
know how to trou-
bleshoot if a command
fails, just tries another
command

No idea how to use help Does not use it - asks
what to type instead

Does not use help ade-
quately and just uses the
‘?’ command to view all
commands when config-
uring a lab.
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Table 5.3

Collected Input from Second Focus Group (In-the-middle Persona).

Persona In-the-middle
Instructor 3 Instructor 4 Instructor 5 Instructor 6

Proportion of
students

50% 30% 60% 25%

Weighted
Score

About average. From 70% to 89% About 70% 92%

Total time on
task

Average 40 mins From 30 to 60 mins 45 minutes 30 mins

Total nbr.
commands

Average more than 70 From 5 to 10 extra com-
mands

All required 50, some corrections
would occur.

Connectivity
goals met

80% 80% About 90% About 80%

Fluency Has some ideas of com-
mands needed, uses help
to find correct syntax

Hesitates and second
guesses himself; not sure
of the command; has
to look commands up
in a command book or
personal list

Somewhat slow - uses ref-
erences.

Utilizes course Power-
point or CCNA portable
command guide

Efficiency Good Goes around some Somewhat Somewhat
Systematicity Tries to be systematic,

function oriented
Goes around some Somewhat - sometimes

organized
Follows instructions to
the letter, comes to In-
structor when finds is-
sues or questions
Continued on next page
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Table 5.3 – continued from previous page
Persona In-the-middle

Instructor 3 Instructor 4 Instructor 5 Instructor 6
Testing Style Testing at each

block/function of config-
uration

Might not know how to
check some of the things

Somewhat systematic
and logical

Testing at the end of ac-
tivity

Use Help to
clarify syntax

Uses help to find correct
syntax for keywords and
options

Might use help or not Fairly often Commonly uses ”help”
for grammar usage of
a command (the hyphen
location. . . )

Use Help to
disambiguate

Often uses ‘?’ to find cor-
rect commands

Might use help or not Fairly often Somewhat 40%

Context of
Help use

Finds what commands
are available, trou-
bleshoots why a com-
mand fails.

Might use help or not Fairly often Only uses help for gram-
mar usage to get the
command correct
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Table 5.4

Collected Input from Second Focus Group (Advanced Persona).

Persona In-the-middle
Instructor 3 Instructor 4 Instructor 5 Instructor 6

Proportion of
students

30% 10% 10% 60%

Weighted
Score

Over 90% 90 to 100% Over 90% 100%

Total time on
task

20 mins. on average. 15 mins. First done. 15 minutes.

Total nbr.
commands

Average minimum plus
15

Minimum to get the job
done

All required 25 (students would script
commands)

Connectivity
goals met

Yes 100% Yes Always

Fluency Confident, knows what
is needed on each de-
vice, uses help only a few
times.

Mind working a mile a
minute, knows exactly
where to go and is ex-
cited about doing this

Fast - Uses help if needed Extremely familiar with
IOS commands

Efficiency Very High level Very Very
Systematicity Yes, device by device High level Very - Well organized

and systematic
Utilizes scripting; very
organized; may not fol-
low assignment instruc-
tions to the T, but will
eventually score 100%

Testing Style Confident on configura-
tion, testing to verify
each function

Checks and rechecks ac-
tivities and output

Systematic and logic Immediate testing and
show command use when
configuring
Continued on next page
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Table 5.4 – continued from previous page
Persona Advanced

Instructor 3 Instructor 4 Instructor 5 Instructor 6
Use Help to
clarify syntax

A few times. Uses Help some or the
tab is used by the people
in this group.

Rare. Does not commonly use
‘help’ unable to locate a
command

Use Help to
disambiguate

Most times can use short
cuts correctly, some
times uses help (press
Tab) to make sure the
short cut is correct.

Uses Help some or the
tab is used by the people
in this group.

Rare. Minimal.

Context of
Help use

Uses help when a com-
mand fails.

Uses Help some or the
tab is used by the people
in this group.

Rare. Uses help to locate a
command or to find other
command options for fun
(to test or play)
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Instructor 5 (Ins5) taught at a mid-Atlantic university. This university estab-

lished its CNA in 2000. The student population is comprised of 70% non-traditional

students (full-time employees finishing a B.Sc. in computer technology or doing pro-

fessional development, with many years of experience in the field), and 30% full-time

students who took CCNA classes in community college. These students follow the

Cisco Certified Network Professional (CCNP) course, a course and certification that

builds on CCNA. These students are usually high performing, as they enrolled in

the most demanding of three possible tracts and are required to already hold a

CCNA certification. Ins5 also teaches an online CCNA course part-time, the topic

of which is Network Management. PT is used exclusively for the lab in this course.

When completing the research task, Ins5 tried to emulate student behavior based on

CCNA full-time student population, as well as his current students. Even though

there is a CCNA requirement for this course, Ins5 believes that the students’ ability

seems to vary. For example the basic router configuration aspect of the research task

may be almost unknown for some students and rather straightforward for others.

In line with the findings from the first focus group, it was clear from the in-

structor debrief that the way in which students approach a similar task, or even an

entire course, is contingent on their background and the institution’s mission state-

ment. Moreover, these factors also impact what instructors value in what relates

to learning goals, available information on student performance, and approaches to

teaching. Students doing a professional development, or “retooling”, course seem to

have, and even favor, a high level of independence and autonomy. Younger students

tend to favor ready-made solutions, which can be followed as a standard recipe to
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be applied in different scenarios.

Once again the construct of ‘Systematicity’ seemed to be too broad to approach

productively. Instructors seemed to agree that systematicity is mostly a type of

consistency of behavior, which by itself does not imply preferred behavior. Students

may be ‘systematic’ in the way they use ineffective of even dangerous practices.

Moreover, the nature of the institution also colored the definition of systematicity.

The concept seemed to be understood in slightly different ways for high-school,

community college, and 4-year universities conferring a B.Sc.

However, some potentially useful patterns emerged. It would seem that sys-

tematicity can be though of as an ordered variable, with levels ‘unsystematic’, ‘sys-

tematic favoring function configuration’, and ‘systematic favoring device configura-

tion’, in line with the feedback from the first focus group. This insight could be

rather useful in guiding FM exploratory analyses. Device testing also seemed to

have the potential to be highly discriminating between high performance students.

Instructors suggested that not only when the testing is done (e.g., not at all, at

the end of the task, immediately after configuration), but also how it is done, is an

indicator of high performance, or belonging to the ‘Advanced’ persona.

In fact, it resulted clear that instructors were more comfortable making dis-

tinctions between high-achieving (i.e. scoring perfect or very close to it) students,

than between high-achieving and lower-achieving students. These distinctions were

about task-solving process. The reason why instructors were so keenly aware of

such distinctions were their implications for employability. Considering the stark

differences in population and average performance across academies, this may be
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an important area for further research. Instructors in high-performing academies

would benefit from feedback that focuses only on aspects of task-solving process,

particularly such aspects that relate to industry best-practices, safety, duplicability

and efficiency.

The information garnered through the instructor surveys and the focus group

sessions allowed to identify several behavioral aspects that could prove useful in

distinguishing between personae. Given the parsimony of available student data

and the clear lack of conceptual differentiation in the proposed constructs, these

behavioral aspects should, at this point be taken as predictive indicators of per-

sonae membership, rather than indicator variables on generalizable constructs. The

behavioral aspects of interest are:

• Movement between devices.

• Movement between configuration modes within devices.

• Use of a device-driven versus a function-driven configuration approach.

• Testing network connectivity as network devices are configured versus testing

all at the end.

• Mode of testing network connectivity: using ‘ping’, ‘show ip route’, or ‘tracer-

oute’.

• Use of help functionality: using the ‘?’ command to show available commands,

or using help reactively.
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The following section presents the results of the FM analyses that explored

the viability of using these behaviors as PIVs in the measurement model.

5.2 Results from FM analyses

In order to investigate the hypotheses reached in the previous stage of the

research, it was necessary to extend, recast and filter the concatenated student event

logs through a process of computing extended attributes that were then recast as

event types. This approach illustrates the flexibility of the BPM data ontology:

each event’s attributes can be compared to one another or with the attributes of

preceding or succeeding events. The FM analyses were then performed conditional

on persona membership, as per the task creator’s classification of each student. The

number of students classified to the Starting, In-the-Middle, and Advanced personae

were nine, eight and three respectively. The analyses served two purposes. First,

to find in the event data patterns that would support the behavioral distinctions

between groups proposed by the instructors. Second, to explore the data in search

of noticeable behavioral differences that although not predicted by the instructors

could be highly predictive of persona membership.

Before analyzing the FM graphs, it is important to understand how to cor-

rectly interpret them. FM graphs have a relaxed semantic, when compared to other

BPM methods (Günther, 2009, p. 184). The purpose of the FM is to provide a

general representation, rather than prescription of the process model, sacrificing de-

tail and precision for simplicity and immediacy. In the FM, each node represents
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an event, and each directed arrow a move from one event to the next. For each

event, the Unary Significance metric is provided in its corresponding node. Recall

that nodes can be removed from the graph if their Unary Significance does not meet

any arbitrary threshold set by the analyst. In the analyses reported here, all nodes

were kept, as there is no defensible rationale to remove nodes. Edges communicate

their semantics through shape and color (idem, pp. 190-191). Edges with a higher

binary significance metric are wider. Likewise, higher edge correlations correspond

to darker shades. These two visual metaphors allow the analyst to quickly identify

the most important relations by focusing on the darker and thicker edges.

Finally, any node on the graph can be a starting or ending node for the process.

This means that a trace can start anywhere in the graph, but movement between

nodes must follow the paths in the model. If a trace has a sequence that is not

represented in the mined model, there will be a mismatch between data and model,

resulting in a decrease in model conformance. For example, in figure 5.1 a), only

PC B was not a starting node, all other nodes in that log were the starting node at

least once. Furthermore, the sequence ‘Router 1’→ ‘Router 2’ is present in the log,

but not in the mined model, contributing to a decrease in log conformance.

5.2.1 Movement across devices.

Instructors suggested that the way in which students move between devices

may be an indicator of student task-solving approach. High-performing students are

expected to start with Router 1 and fully configure it before moving to Switch 1 and
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Host A, in that succession. The important pieces of information to investigate this

hypothesis are 1) markers for device entry, and 2) information about PO completion.

The commands that students did in fact input, or how much time was spent, are

not informative in this case.

In order to create logs that would allow testing this and other hypotheses,

it was necessary to adapt the available logs. The following approach was used in

preparation of the data for the device movement hypotheses. First, for every event

a new attribute, named “Enter device” was created with a default empty value. For

every event j, the attribute ‘device’ was compared to that of event j − 1. When

the values were different, the attribute “Enter device” was given the value of the

‘device’ attribute for event j. Using the notation from Chapter 3:

#Enter Device(ej) =


#device(ej), if #device(ej) 6= #device(ej−1)

∅, Otherwise

Finally, the log was filtered to only include those events for which the attribute

“Enter device” was not empty. The resulting log was then used as input for the FM,

with the “Enter device” attribute being treated as the event identifier. Once again,

in this collated log each trace corresponded to a single student. A similar approach

was used for all other FM analyses reported herein. Figure 5.1 presents the resulting

FM models of device movement, for each of the three personae. The corresponding

log conformance metric is given in parentheses.
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(a) Starting Group
(Conf = 64.03%).

(b) In-the-Middle Group(Conf = 61.66%). (c) Advanced Group
(Conf = 33.39%).

Figure 5.1. Mined FM models of movement between devices.
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The first observation from figure 5.1 is that the model for the Advanced group

has the lowest conformance value. This is in line with the findings in Chapter 6, as

only three students were classified by the task creator as falling into this group. A

model mined from such a small pool of traces will be very susceptible to event replay

non-conformance, as any non-replayable event sequence will have a higher weight

on the conformance statistic. Another way of thinking about it is that when only

three traces are present, it is hard to distinguish behavior that is typical of process

execution for the group from idiosyncratic behavior. The log conformance metric is

very similar for the Starting and Middle groups, which have nine and eight traces,

respectively.

The movement pattern for the Advanced group seems to contradict what would

be expected. Students in this group seem to favor moving from Switch 1 to Router

1 and then between Router 1 and Host A. Instructors hypothesized that advanced

students would favor a device oriented approach, moving from the Router to the

Switch, and finally to the Host, without any doubling back. The mined model does

not even allow for this pattern, meaning that if it is in fact present in the data

only one student actually followed it. This finding alone already suggests that a

PIV tracking the hypothesized movement pattern would in fact be predictive of a

student not belonging to the Advanced group, in contrast to instructor expectations.

In fact, the mined models for the other personae do allow for this pattern of

movement. For the In-the-Middle group the pattern Router 1 → Switch 1 → Host

A is in fact possible, alongside some double tracking between the Router and the

Switch. The same pattern is present for the Starting group. A few qualifications
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must be made, however. Even though this pattern is admissible in the mined models,

it does not mean that the full pattern is present in all, or most, of the traces. The

allowance for the pattern may result from incomplete patterns over several traces.

Furthermore, even if the full pattern is present in most of the traces, it does not mean

that it was a productive pattern. Students may have moved between devices in this

efficient pattern without engaging in productive behavior (i.e., correctly completing

POs).

5.2.2 Movement across devices and PO completion.

In order to further investigate the relation between movement across devices

and PO completion, a second log was created. This second log interleaved changes

between devices with ‘stats-change-report’ events. Events denoting entry into a

device were treated as above, whereas ‘stats-change-report’ events had their ‘PO’

and ‘Value’ attributes concatenated and recast as an event identifier. Note that a

value of True means correctly completing the item. Figure 5.2 presents the mined

FM models for the Starting and Advanced groups.

In the Starting group model, the FM kept two outgoing edges for the ‘Enter

Router 1’ node. One edge leads to Switch 1, while the other to PO 19, with a value

of True, which means correct. This patters implies that for this group the two most

significant behaviors after entering Router 1 are to either move to Switch 1 without

correctly setting any PO or to correctly set the IP address of the interface, which is

part of the focal content of the task. The opposite happens for the Advanced group.
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(a) Starting Group(Conf = 49.77%). (b) Advanced Group
(Conf = 52.05%).

Figure 5.2. Mined FM models of movement between devices and PO completion.
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The outgoing edges kept for Router 1 lead to Switch 1 and to PO 22, an aspect of

basic device configuration, not IP addressing. In fact, for the Advanced group the

POs that are related to IP addressing (17, 19 and 20) are present in a sequence,

as expected, but lead into by two POs (23 and 26) that are related to basic device

configuration.

This last finding for the Advanced group is in line with what instructors hy-

pothesized. Advanced students would be expected to favor a device-oriented ap-

proach, first correctly configuring a device, then moving to the next. This would

mean first configuring aspects related to basic device configuration and security

(POs 22 through 46), followed by aspects related to device connectivity (POs 17

through 21) and finally moving to Switch 1 and Host A. The structure of the FM

mined for the Advanced group allows for this behavior, alongside with the behavior

of entering Router 1 and moving to Switch 1.

5.2.3 Movement across device modes within Router 1 and PO com-

pletion.

Because Router 1 is at the center of many of the claims advanced by the

instructors, a close analysis of the movement across the router’s operating modes

and PO completion was conducted. Movement across modes and choice of PO

types to complete were suggested to be connected to alternative student strategies.

Figures 5.3 through 5.5 present the mined FM models of movement between device

modes and PO completion exclusively for Router 1. The behavior demonstrated
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here is the basis for the simulation study and fully investigates the findings from the

previous analyses.

First, it is important to note that the internal operation of IOS requires that

students move through a strict sequence of Router modes in order to configure it.

This sequence is “User EXEC mode”, then “Privileged EXEC mode”, and finally

“Global configuration mode”. Once in this mode students may opt to either con-

figure TTY lines, configure basic router aspects, configure the router’s interfaces

or go back to “Privileged EXEC mode”. In the mined models these four options

are denoted by edges connecting to, respectively, ‘Enter Line Configuration mode”,

configuring any PO with number equal to or greater than 22, “Enter Interface Con-

figuration mode” and “Enter Privileged EXEC mode”.

Note the behavior for the Starting group (fig. 5.3), beginning from the top-left

corner. The cycle between the first and third modes does not fit the known true

order. This resulting pattern is most likely due to the fact that the FM does not

only counts immediate transitions between events, it also does so up to a lag of four.

This alone will mean that the association between events that are always close, as

these three must be, will be very similar, making it difficult for the FM’s concurrency

filter to correctly distinguish between the behavior that is in fact representative and

noise.

More importantly, of the four possible transitions from “Global configuration

mode” the only one missing, and therefore not representative of the process in this

group, is the edge leading to POs related with basic Router configuration. This

is in contrast with an hypothesis put forward by the task creator stating that low-
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performing students would first configure basic elements of the Router, because that

behavior should have been relatively rote and well-practiced at this point in the

curriculum. Some of the surveyed instructors would seem to support this reasoning,

when they stated that low-performing students prefer ready-made, and easy to follow

procedures.

However, the behavior for this group contradicts such reasoning. Students in

the Starting group seem to prefer to first configure the focal content of the task,

(POs 17, 19, 20), or TTY lines, and only then move to basic router configuration. A

possible explanation for this behavior was alluded to by some instructors in the focus

groups. It was suggested that less experienced students would complete the task in

line with the prompt, as such students tend to favor strict adherence to instructions.

Note that the first instruction in the prompt (fig 4.1) is to configure the router’s

connectivity, and the last instruction to conduct a basic router configuration.

Now contrast with the behavior for the Advanced group. From “Enter device

configuration mode” there is an edge to PO 22, an aspect of basic router config-

uration, as well as to “Enter privileged EXEC mode”, and then “Enter interface

configuration mode”. This behavior would be consistent with aspects of a device-

driven approach, which some instructors suggested would be the approach followed

by advanced students. In such an approach the student not only fully configures

a device before moving on, he also favors first configuring basic aspects that en-

sure the router’s secure operation, and only then configure and activate the router’s

connectivity devices.

Finally, the mined graph for the In-the-middle group is hard to interpret, and
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Figure 5.3. Mined FM models of movement between device configuration modes

and PO completion, in Router 1 (Starting group, Conf = 68.4%).
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Figure 5.4. Mined FM models of movement between device configuration modes

and PO completion, in Router 1 (Middle group, Conf = 70.35%).
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Figure 5.5. Mined FM models of movement between device configuration modes

and PO completion, in Router 1 (Advanced group, Conf = 59.24%).
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perhaps a good illustration of the ‘messy middle’. Students in this group seem to

transition to almost anything from “Global Configuration mode”. Importantly, “De-

vice configuration mode” can be reached either directly from “Global configuration

mode”, or from PO 22, just as for the Advanced group. From these three patterns

it would seem that using the presence of a particular edge leaving from “Global

configuration mode” will have little to no discrimination on the MM, a disappoint-

ing finding considering the instructors’ beliefs. As importantly, it also suggests that

when competing hypothesized behaviors for the same group are suggested by the

instructors, no conclusive picture could be drawn from the data in support of either

explanation. In the next section, the results for the PIVs constructed using the FM

analyses, as well as their impact in the MM are presented.

5.3 Generated Process Indicator Variables

This section presents the rationale for the generated PIVs. Their selection and

generation were a result of the analyses reported in sections 5.1 and 5.2, as well as

from summary statistics from the logs. Two sets of PIVs were generated, which we

will refer to as General and Targeted PIVs.

In early stages of the research a set of General PIVs was generated in collab-

oration between the researcher and the task creator, while taking into account the

results from the focus groups. These PIVs, presented in table 5.5, focus on general

aspects of the students’ behavior. The task creator provided a score for each of the

variables by ‘reading’ the cleaned logs and then selecting the variable value that
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Table 5.5

General Process Indicator Variables.

PIV Definition Values

Device changes General pattern of move-
ment across devices in
the network

• Haphazard
• Mostly Linear
• Linear

Device mode
changes

General pattern of
movement across device
modes for all devices in
the network

• Detrimental
• Non-optimal
• Minimal

Task Approach Configuring same func-
tion across devices, or
fully configuring a device
at the time

• Device Driven
• Function Driven
• Unclear

Verified devices Which configured devices
were tested for connec-
tivity

• None
• Some
• Most
• All

When verified When were configured
devices tested for connec-
tivity

• Never
• Mostly at the end
• Mostly while configuring
• All at the End

best described the behavior, much in the same way as when providing a score for

the Persona variable.

We refer to these variables as general because they were created by taking an

holistic impression of the task taking process and matching it to categories that were

meaningful and useful to the task creator and other SMEs. The rationale behind

this approach was that an experienced instructor could ‘look over the shoulder’

of a student completing a task and form an opinion on the student’s task-taking

approach, or efficiency, for example. Just like the ‘Persona’ variable, these variables

could be treated as a sort of reference, or standard, about each student’s behavior.
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Table 5.6

Mapping Identified Behavioral Aspects to targeted PIVs.

Behavioral targets 1 2 3 4 5 6 7 8 9 none

Movement between devices. * * *

Movement between configuration modes
within devices.

*

Use of a device-driven versus a function-
driven configuration approach.

* *

Testing network connectivity as network
devices are configured versus testing all at
the end.

* * * *

Use of help functionality: using the ‘?’
command to show available commands, or
using help reactively.

*

Mode of testing network connectivity: us-
ing ‘ping’, ‘show ip route’, or ‘traceroute’.

*

The second set of PIVs, to which we refer as Targeted PIVs, used the insights

from the focus groups and the FM analysis to generate PIVs that focus on specific,

targeted behaviors that should be predictive of Persona membership. Table 5.6

presents these PIVs, linking them to the selected behaviors identified at the end of

section 5.1. Table 5.7 presents the values for each PIV. These PIVs could be viewed

as specific instantiations of the PIVs in the General set.

The first fact to note is that the mode in which students tested connectivity had

essentially no variance. In all instances, but one, students used a ‘ping’ command

to test connectivity. The only exception was the use of ‘traceroute’ only once in the

entire log. Therefore this type of behavior was not targeted by a PIV.

Second, not all variables required a FM analyses in order to be included in

the set. PIVs 5 through 8 were created by simply checking the distance, in events,

between the completion of connectivity POs and a ‘ping’ command issued from the

same machine. For the PC devices, when a connectivity test was issued it was
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scored as an immediate test when there were no events between POs and the ‘ping’

command. This is due to the fact that configuration of the PC devices is done

without any events being registered in the log. For the Switch devices, a ‘ping’

command was considered to be immediate when no more than four events were

present between configuration and test. This allowance is necessary because, by

design, some commands must be issued before it is possible to execute the ‘ping’

command. PIV 9 was easily created, as it only required to check if the student

issued the ‘?’ command at least once. Recall that this type of help use is proactive,

as it shows which commands are available at each device mode.

PIVs 1 through 4 were created using the insights from the FM analyses. PIV

1 is intended to be an indicator of task approach. The first option should be an in-

dicator of a device-focused approach (execute basic and connectivity configuration),

whereas the second approach should be indicative of a function-driven approach (fo-

cus on the same functionality — connectivity). The other two options are expected

to be predictive of lower performance, as it is is inefficient to leave the router without

at least configuring its connectivity or some basic aspect.

PIV 2 focuses on the four options available to students once they enter ‘Device

Configuration Mode’, as per subsection 5.2.3. This PIV simply notes which event

follows entering the configuration mode as an indicator of task taking strategy and

efficiency. Finally, PIVs 3 and 4 are also indicators of task-solving approach and

efficiency of movement between devices. The logical and most efficient sequence is to

configure connectivity in the Router, Switch 1 and PC A, in this order. All of these

PIVs were manually scored by the researcher, as the small number of observation
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Table 5.7

PIVs Definition and Values.

PIV Definition Values

1 First movement from
Router 1 to Switch 1

• With POs 17,19, 20 and others configured
• With only POs 17, 19, 20 configured
• With any PO except 17, 19, 20 configured
• No POs configured

2 Move from first ‘Enter
configuration mode’ in
Router 1

• Configure Basic Router
• Enter interface configuration
• Go back to EXEC mode

3 Router 1 connectivity
configuration in relation
to Switch 1

• Before Switch 1
• After Switch 1
• Neither

4 Router 1 connectivity
configuration in relation
to PC A

• Before PC A
• After PC A
• Neither

5 Test PC A • Immediately after
• Tested eventually
• Not tested

6 Test PC B • Immediately after
• Tested eventually
• Not tested

7 Test Switch 1 • Immediately after
• Tested eventually
• Not tested

8 Test Switch 2 • Immediately after
• Tested eventually
• Not tested

9 Use help to list available
commands

• At least once
• Never

did not justify the time invested in creating code that could deal with exceptions

and rare cases.

In summary, three sets of variables were available for the BNs analyses: 1) 29

product indicator variables (POs), 2) 5 general PIVs, and 3) 9 targeted PIVs. The

next section presents the results of the BNs analyses.
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5.4 Results from BN

With the POs and PIVs available as indicator variables, simple Bayes Nets

were fit to the data in order to evaluate the variables’ utility in predicting persona

membership. All fitted BNs had a simple structure, in which the ‘Persona’ node is

the parent of all other nodes. This model is equivalent to a full independence model

stating that given ‘Persona’ membership all variables are independent. This is prob-

ably a overly näıve assumption, but justifiable given the nature of this exploratory

project and the paucity of the data. Seven BNs were fitted, exhausting all combi-

nations of variable sets. All analyses were performed using the bn.learn package

in the R software suite (Scutari, 2010), with Bayesian Parameter Estimation to fit

the CPTs values.

5.4.1 Data to Model Fit and Prediction

Each of the models were fit using all the available cases in the dataset. They

were then cross-validated by using k -folds validation. Each model was refit 20 times.

For each replication one observation was left out, the model fit to the remaining 19

observations, and then used to predict the ‘Persona’ node for the hold-out observa-

tion. Table 5.8 presents the Akaike Information Criteria (AIC), Bayesian Informa-

tion Criteria (BIC) and average Loss for each of the models.

It is important to keep in mind that the information in the data is too sparse

in almost all models. The number of observations is too low for the number of

parameters (in this case CPTs) that need to be estimated, leading to very inflated
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Table 5.8

Fitted BNs, Corresponding AIC, BIC, and Average Prediction Loss.

Bayes Net AIC BIC Loss

1 POs only 745.916 855.447 0.10

2 General PIVs only 243.542 278.393 0.30

3 Targeted PIVs only 315.521 365.307 0.25

4 POs and General PIVs 945.042 1087.432 0.05

5 POs and Targeted PIVs 1017.02 1174.346 0.10

6 General and Targeted PIVs 514.646 597.292 0.15

7 All variables 1216.146 1406.331 0.05

values for the fit criteria. Some comparisons can, nonetheless, be made.

The first observation is that both the AIC and BIC lead to the same conclu-

sions: the models with the smallest number of parameters have the best fit statistic.

These two models, BN2 and BN3, are also the models that exclusively use PIVs as

predictor variables, with five and nine variables respectively. Their fit statistics are

also quite similar, suggesting that they fit the data similarly. The second observa-

tion is that when PIVs are combined with POs, data to model fit is once again very

close, suggesting that either set adds roughly the same amount of information to

the PO set.

The results from the cross-validation analyses allow to expand on the question

of data to model fit, as well as on the predictive ability of the model. The ‘Loss’

column in the table 5.8 present the average loss over the 20 replication. A value

of 0 would mean that in every replication the hold out observation was correctly

predicted, therefore lower values are better values. The first observation is that

using only the POs as a predictor of ‘Persona’ membership leads to the second best
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prediction. In fact, the best performing models, from a prediction perspective, use

the POs. Note however that there are 28 variables in this set, and therefore more

information than in the PIV-only models.

Encouragingly, when PIVs are used independently (BN2 and BN3), the model

using specific PIVs performs marginally better than the model with general PIVs,

although both models under perform in relation to BN1. Combining the information

from the POs with either set of PIVs (BN4 and BN5) resulted in classification rates

that are as good or better than the baseline BN1 results, suggesting that the PO

and PIV sets complement each other in terms of the information they carry. Also

note that the difference between BN4 and BN5 is of only one observation.

A close inspection of the predicted values for each of the models lead to the

conclusion that the models had a tendency to under-classify misclassified obser-

vations. For BN2 one In-the-Middle student was misclassified as Advanced, and

vice-versa, in line with some of the results from the FM analyses that suggested

that there was overlap in the behavior of those two groups. In some rare cases

students in the Starting persona were classified as In-the-Middle. In fact, the only

difference between BN4 and BN5 is that in BN5 a Starting student was classified as

In-the-Middle.

Table 5.9 present the Spearman’s ρ correlations between the SME classifica-

tions and the cross-validation results for the seven BNs. Two immediate observations

stand out. First, all models have a strong, and positive, correlation with the SME’s

classification. Second, more information leads to better prediction. In fact, the

model that uses all the available variables, BN7, only misclassifies one student.

174



Table 5.9

Spearman’s ρ Correlations Between SME Classification and Predicted Values.

SME BN1 BN2 BN3 BN4 BN5 BN6

BN1 0.871

BN2 0.707 0.575

BN3 0.679 0.809 0.498

BN4 0.939 0.939 0.656 0.756

BN5 0.871 1 0.575 0.809 0.939

BN6 0.837 0.837 0.707 0.769 0.910 0.837

BN7 0.939 0.939 0.656 0.756 1 0.939 0.91

At first glance, the use of the targeted PIVs doesn’t seem to add more precision

to the prediction. This is patent by the perfect correlation of BN4 (POs and General

PIVs) with BN7 (all data); as well as the perfect correlation of BN1 (POs only)

with BN5 (POs and targeted PIVs). Moreover, using POs and general PIVs (BN4)

resulted in the highest correlation with the SME classification.

However disappointing, it is important to keep in mind that the difference in

prediction accuracy between BNs 4 and 5 is of only one student in 20. In such

a small sample size, even the impact of any misclassification is rather high. In

practice, this means that the two variable sets behave in essentially similar ways.

Considering that the method to generate and then score the targeted PIVs is more

economic than human classification, this is an encouraging result for the utility of

the method.
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5.4.2 Weight of Evidence

The weight of evidence is analogous to the discrimination parameter in IRT.

A positive sign denotes that the evidence is predictive of the hypothesis, while a

negative value denotes the opposite. A value close to zero means that particular

evidence does not change the posterior probability of the hypothesis.

In tables 5.10 through 5.12, the hypothesis is membership to a particular

Persona, while the evidence is the observed value on each of the predictor variables.

In all tables the marginal WoE is presented, that is the WoE before any finding has

been input to the BN. For this reason, these WoE values are the same for all BNs

that include any of the variables.

We begin by inspecting POs 22 through 28 in table 5.10, all of which refer to

basic router configuration, and were hypothesized to be well practiced and easy to

configure. Recall that for these POs either the PO was correctly configured or not

at all. Unsurprisingly, correct configuration is predictive of belonging to the In-the-

Middle or Advanced groups (with the strange exception of PO 22), while a missing

configuration is predictive of belonging to the Starting groups. Some exceptions do

exist, but in a general way students who correctly complete one of these POs is

not in the Starting group. More importantly, the value of positive WoEs for the

Advanced group is higher than for the Middle group, meaning that when a student

does complete that PO correctly he is more likely to belong to the Advanced group.
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Table 5.10

Weight of Evidence for Variables in BN 1.

Variable Level Starting Middle Advanced

PO 01

Correct −0.316 −0.316 0.982

Incorrect −0.478 0.947 −1.530

Missing 0.689 −0.101 −2.693

PO 02

Correct −0.692 0.152 0.725

Incorrect −0.174 −0.050 0.360

Missing 0.680 −0.102 −2.503

PO 03

Correct −1.455 0.079 1.373

Incorrect 0.112 0.314 −1.195

Missing 0.716 −0.128 −2.700

PO 04
Correct 0.198 −0.716 0.637

Missing −0.023 0.131 −0.209

PO 05
Correct −3.348 0.016 1.958

Missing 0.608 −0.024 −2.609

PO 06
Correct −3.212 0.006 1.952

Missing 0.633 −0.032 −2.936

PO 07
Correct −3.262 0.015 1.949

Missing 0.650 −0.048 −2.987

PO 09

Correct −0.602 0.236 0.520

Incorrect 2.916 −3.175 −1.601

Missing 0.147 0.422 −2.316

PO 10

Correct −0.956 0.174 0.940

Incorrect 1.078 −0.509 −2.513

Missing 0.192 0.292 −1.526

PO 11
Correct −4.066 0.933 1.095

Incorrect 2.651 −2.648 −1.603

Missing 0.880 −0.291 −2.746

PO 12
Correct 1.121 −0.648 −1.696

Missing −0.313 0.148 0.269

PO 13
Correct −2.687 −2.660 3.194

Missing 0.311 0.292 −2.974

PO 14
Correct −2.968 −2.554 4.004

Missing 0.391 0.288 −3.122

Continued on next page
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Table 5.10 – continued from previous page

Variable Level Starting Middle Advanced

PO 15
Correct −2.675 −2.569 3.911

Missing 0.327 0.281 −3.097

PO 16
Correct −2.261 0.256 1.522

Missing 0.197 −0.027 −0.361

PO 17
Correct −1.093 0.727 0.354

Missing 3.189 −3.322 −1.964

PO 18
Correct −2.716 −0.358 2.22

Missing 0.308 0.076 −1.02

PO 19

Correct −1.951 0.789 0.851

Incorrect −1.862 1.848 −0.740

Missing 2.151 −1.618 −2.777

PO 20

Correct −1.818 0.755 0.829

Incorrect −2.098 2.059 −0.873

Missing 2.082 −1.544 −2.777

PO 21
Correct −1.692 −1.522 2.745

Missing 0.121 0.077 −0.421

PO 22
Correct −0.473 0.622 −0.358

Missing 0.363 −0.577 0.252

PO 23
Correct −0.470 0.159 0.467

Missing 0.379 −0.151 −0.530

PO 24
Correct −0.477 0.192 0.429

Missing 0.349 −0.111 −0.552

PO 25
Correct −1.538 0.620 0.835

Missing 0.660 −0.402 −0.685

PO 26
Correct −0.641 0.046 0.800

Missing 0.566 0.011 −2.476

PO 27
Correct −0.694 −0.473 1.361

Missing 0.334 0.262 −2.795

PO 28
Correct −3.247 −0.014 1.976

Missing 0.602 −0.007 −2.829
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Analyzing the WoE for POs that focused on IP configuration, POs 1 through

20, the results are more mixed. First, notice that the distinction between incorrectly

configuring one such PO or not at all is in fact predictive in eight cases: POs 01,

02, 03, 09, 10, 11, 19 and 20. Moreover, in a general way, a missing value is

more predictive of belonging to the ‘Starting’ group, while an incorrect value is

predictive of belonging to the Middle group and Correct to the Advanced group.

Some exceptions exist, in which the more likely observation for the Middle group

can be to correctly complete the PO, or the ‘Starting’ students are more likely to

incorrectly complete the PO than not attempt it at all. In any case, the distinction

between not completing the item and completing it incorrectly did prove to be

informative.

The most important observation from table 5.10 however is that when a PO

is correctly configured, almost always the most likely hypothesis is that the student

belongs to the Advanced group. In fact, sometimes the difference in magnitude is

rather large, (e.g PO 03). However, for the three POs that are at the core of the

connectivity goals (POs 17, 19, 20), the WoE values are quite close for these two

groups, suggesting that any distinctions between them can not be made on the basis

of correctly configuring the Router alone. Correctly completing POs related to basic

configuration seems to be more discriminant between these two groups.

Table 5.11 presents the WoE for the general PIVs. Some patterns are puz-

zling and utterly unexpected, such as ‘Device changes’. Instructors predicted that

advanced students would favor a liner, and efficient, movement between devices,

while Starting students would favor haphazard movements. The observed results
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however contradict this prediction. Advanced students are the most likely to have

haphazard movements, while Middle students are most likely to have mostly linear

movements, in complete contradiction to expectations. A somewhat similar pattern

is found for ‘Mode changes’. All Haphazard movements were conducted by Mid-

dle students, while Non Optimal movements are predictive of membership to the

Starting persona. The opposite was expected. Minimal movements are predictive

of membership to the Advanced persona.

Table 5.11

Weight of Evidence for Variables in BN 2.

Variable Level Starting Middle Advanced

Device Changes

Haphazard −0.009 −0.254 0.400

Linear 2.473 −2.576 −1.327

Mostly Linear −0.491 0.611 −0.292

Mode Changes

Haphazard −2.219 2.010 −0.655

Minimal 0.008 −0.124 0.192

Non Optimal 0.181 −0.084 −0.201

Task approach

Device Driven −0.667 0.112 0.748

Function Driven −0.880 0.888 −0.184

Unclear 3.418 −3.421 −2.313

Verified Devices

Most −2.643 −2.622 3.871

None 1.222 −0.640 −2.785

Some −3.480 1.737 0.198

When Verified

All as configured −3.082 2.793 −1.282

All at the end −2.871 2.870 −1.621

Mostly as configured −3.605 −0.589 2.569

Never 1.237 −0.625 −3.468

For other PIVs, the pattern is in line with expectations. Advanced students

were the most likely to use a Device Driven task approach, while Middle students
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favored a Function Driven approach, and it was unclear what Starting students were

doing. Verification of device connectivity also followed expectations, in relation to

what and when devices were verified. Note, however, that no group verified all

devices. Students in the Middle group were the only ones to verify all configured

devices immediately after configuring them, a behavior that was expected only in

the Advanced group.

The results in table 5.12 partially confirm the results of table 5.11, with a mixed

bag of evidence when it comes to distinguishing between Advanced and Middle

students. For example, Advanced students are more likely to move away from Router

1 with only aspects of device connectivity configured than with IP and basic device

configuration aspects. The opposite is true for the Middle group. It was expected

that Advanced students would use a device-driven approach, which would require

IP and basic device configuration before leaving the Router. This is in contradiction

with table 5.11, in which Advanced students are more likely to use a device driven

approach (IP+ and Basic) than Middle students.

Other results, for variables related to task approach and movement between

devices, are even more puzzling. For example, even though Advanced students were

more likely to configure Router connectivity before moving to Switch 1, they were

more likely to configure the Router after configuring PC A, a behavior that is neither

safe, efficient or even logical.

The result is not surprising considering the FM results in figure 5.1. Recall that

conformance for the Advanced group was poor, and showed a pattern of movement

in which it was more likely to move from PC A to Router 1, than the other way
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Table 5.12

Weight of Evidence for Variables in BN 3.

Variable Level Starting Middle Advanced

First movement from
Router 1 to Switch 1

Basic only 0.281 0.164 −1.304

IP only −3.792 0.797 1.216

Basic and Ip −1.284 1.025 0.093

Nothing 3.901 −3.989 −2.693

Move from first ‘Enter
global configuration
mode’ in Router 1

General config.−0.306 −0.020 0.446

Go back 1.253 −0.701 −2.394

Inter config −0.658 0.422 0.320

Router 1 conn. config.
in relation to Switch 1

Before −3.353 −0.009 1.983

Neither 0.578 0.023 −2.937

Router 1 conn. config.
in relation to PC A

After −1.119 0.002 1.244

Before −1.116 0.749 0.345

Neither 0.991 −0.399 −2.861

Test PC A

Eventually −3.630 0.024 1.977

Immediately −2.896 2.799 −1.451

Never 0.995 −0.391 −3.125

Test PC B

Eventually −3.083 −2.967 4.284

Immediately −2.808 2.760 −1.467

Never 0.630 −0.025 −3.049

Test Switch 1
Eventually −1.814 −1.552 2.833

Never 0.128 0.081 −0.451

Test Switch 2
Immediately −1.882 −1.702 2.959

Never 0.143 0.054 −0.421

Use help to list available
commands

At least once −0.313 −0.105 0.616

Never 0.183 −0.080 −0.597
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around. In fact, the FM results for the Advanced group suggested that there was

too much variability in the behavior of its three members for any behavior to be

predictive. Contrast with the FM results for the Middle group in which there is

a clear sequence from Router 1, to Switch 1 and PC A. In line with expectations,

Starting students either did not configure the router connectivity, or did it after

configuring PC A.

PIV2 does provide results in line with expectations and with results from the

FM. Note that going back (the least efficient movement) is only predictive of be-

longing to the Starting group, and such an edge was present in the FM graph for

the Starting group (5.3). It was, however also present in the graphs for the two

other groups. However puzzling, this observation is an interaction of how the logs

were created and the way in which IOS works. For a student to test a connection,

he must follow the following trace: 〈 ‘Enter General Configuration Mode’, ‘En-

ter Device Configuration Mode, ‘Configure Device’, ‘Enter General Configuration

Mode’, ‘Enter Privileged Execution Mode’, ‘Test Connection’〉. This means that

for a deliberate and efficient approach the edge from ‘Enter Device Configuration

Mode’ → ‘Enter Privileged Execution mode’ must be present, and at the same rate

as the edge ‘Enter General Configuration Mode’ → ‘Enter Device Configuration

Mode’. The presence of this edge in the models for the three groups in in fact con-

flating two different movement into ‘Enter Privilege Execution Mode’: inefficient

movements without configuration and movements after effectively configuring the

Router’s connectivity, because the FM computed transition values between events

using not only lag-one transitions, but also up to lag-three.
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Configuring basic aspects of the Router’s operation after entering global con-

figuration mode is predictive of belonging to the Advanced group, while configuring

the interface is almost similarly predictive of belonging to either Middle or Ad-

vanced. The FM analyses suggested that this result would be observed. For the

Middle group (5.4, center of figure), there are edges from global configuration mode

to interface configuration and basic POs. That pattern however is not present for

the Advanced group (5.5), as the only way to reach interface configuration is by

first passing through privileged exec mode. However we know that this transition is

impossible and its inclusion in the FM is probably a result of the small sample size

and the way in which the FM computes binary metrics.

Device testing was in line with expectations, with Advanced students being

almost certain to eventually test connectivity. However, again in contradiction with

expectations, only Middle students followed the good practice of testing connectivity

immediately after configuration. As for the proactive use of the help facility, it is

predictive of membership to the Middle and Advanced groups. Students in these

groups may have developed the strategy of reminding themselves of which commands

are available in each mode in order to more efficiently complete the task.

5.5 Summary of results

5.5.1 Research Question 1

What are the key strategies that different learner groups engage in

to solve the PT task?
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The observed results paint a murky picture in relation to key, differentiating

strategies. From a theoretical standpoint, instructors seemed to agree that the

order in which students move between devices, move between modes in devices, and

configure devices are discriminant. For example, Advanced students should, with

almost certainty, move from the center to the periphery of the network, with little to

no doubling back, while prioritizing basic device configuration before connectivity.

That pattern was seldom, if ever, present in the data. There is no clear

differentiation between the In-the-Middle and Advanced personae in regard to these

behaviors. However, both groups clearly differentiate themselves from the Starting

group, as little to no systematic behavior could be observed for such students.

Testing was also expected to be a core distinguishing behavior. The most

efficient method is to test connectivity as each device is configured, in order to

isolate points of failure. However only some of the In-the-Middle students did in

fact engage in this behavior, alongside with eventually testing their configuration.

Once again it was difficult to distinguish between the top two Personae based on

this behavior, as the most efficient strategy should almost always be present in the

Advanced group, and only marginally in the Middle group.

In summary, even though instructors could indicate behaviors that should

distinguish among personae, when they were in fact present in the data, they did

not discriminate in the expected direction.
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5.5.2 Research Question 2

How can the alignment between the conceptual definitions of learner

groups, as per personae descriptions, and the evidence recovered from

performance data be characterized?

The FM and BN analyses suggest that it is hard to reconcile the behaviors

present in the available sample with the theoretical personae definitions. Several

factors contribute to this misalignment.

First, no clear picture emerged from the focus groups. The differences in

academy goals and population lead instructors to focus on different task-taking

behavior, understand broad concepts differently (e.g., fluency, systematicity), and

expect widely different distributions for student personae.

Second, the small sample size made it quite difficult to verify in the data

whether hypotheses about student behavior were in fact present, or to decide about

competing hypotheses. This led to some FM analyses in which no clear distinc-

tions could be made across personae, or results contradicted what instructors had

predicted.

However, it was possible to see an alignment in the results from the FM and

the BN. Even though some FM results were contradictory with theoretical expecta-

tions, those contradictions were held by the BN. This is an encouraging result, as

it suggests that using the FM as an exploratory step in evidence identification does

in fact result in the creation of indicator variables that have discriminant power.

It just happened that in the available sample observed behaviors and hypothesized
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behaviors did not match.
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Chapter 6: Simulation Study Results

The simulation was conducted using the Microsoft R Open software suite

(Microsoft & R Core Team, 2017). All computer code used in this simulation is made

available as a separate electronic file. The main challenge in the implementation of

the simulation study was porting the original FM code to R. The ProM software

suite of which the FM package is a part is developed using the Java programming

language. ProM is a GUI-based software suite, which makes it impractical to run

thousands of iterations. There were two alternatives: write a Java program that

would interact with ProM in order to automatically run the FM and collect the

relevant output, or implement in R that functionality that was germane to the

proposed work. The latter approach was followed, as all work in this project was

implemented using R. This approach was not without its challenges.

All ProM source code is made available through a Subversion repository, avail-

able at https://svn.win.tue.nl/repos/prom/. The FM code was downloaded,

analyzed and then reimplemented in R. In order to guarantee that the R imple-

mentation reflected the original FM implementation, a calibration dataset was used

in the ProM and R implementations, while using the same estimation parameters.

Each time new functionality was implemented, the dataset would be analyzed and
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the results compared. Whenever discrepant results were found, the R implementa-

tion would be debugged until the results matched. One such discrepancy, however,

was in fact due to an error in the original ProM code that had gone unnoticed for

almost 10 years. Over 40 hours were dedicated to debugging the R code that led to

the identification, and eventual correction, of the error in the original ProM code.

Once the code was implemented in R, and the error in the ProM implementa-

tion corrected by the authors (H. Verbeek, personal communication, July 25, 2018),

the results from calibration data and generated datasets matched on both imple-

mentations. It was then possible to run the simulation in R, confident that the

results of the R code matched those of the original implementation. It should be

noted, however, that the R code does not currently implement all functionality of the

original FM package. For example, the algorithms for event clustering and graphics

generation are not implemented.

The computational cost of estimating the FM model is relatively trivial. Be-

cause all metrics are based on counts, and model simplification is based on cut-scores,

no computationally intensive routines, like computing log-likelihoods, are necessary.

The full simulation ran in less than 8 hours, in a 8 core Xeon processor with 32GB

of RAM, a rather generous hardware configuration for the task at hand. For each

of 172800 iterations, two models were conditionally computed, one for each of the

student groups. Then, for each model two outcomes were collected: the log confor-

mance metric and indicator variable noting whether the ‘config’ → ‘config-if’ edge

was present or absent in the FM model. Section 6.1 presents the results relating

to the FM data to model conformance. Section 6.2 presents the results for the FM
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ability to correctly identify the difference in event sequence across the two groups.

6.1 Effects of manipulated variables on log conformance

Because the general recommendation is to accept models that can replay at

least 80% of event sequences in the log while maintaining explanatory power and

parsimony, this result is analyzed first. The recommended cut-off value is, as almost

every cut-off value, to a large extent arbitrary. It may very well be the case that in

many, if not most, industrial applications a log conformance value of 80% is an ade-

quate upper-bound. Analysts in collaboration with experts on the business process

may find that mined models with 80% conformance are interpretable, because they

do not include event transitions that are rare and not indicators of severe departures

from process design.

There is, however, no reason to believe that event data generated in the context

of GSBAs can be fit into a FM with such high conformance, without including

an inordinate amount of rare, noisy behavior that hinders the interpretation of

results. Industrial and commercial processes are deliberately and explicitly designed.

Moreover, human resources engaged in implementing such processes are trained on

their execution and supported by software tools. Conversely, GSBAs may provide

students with rather open-ended environments, such as PT, that allow for a large

amount of variability in process execution. Students may be expected, or even

encouraged, to seek out innovative solutions to the task, which necessitates the

occurrence of rare behavior.
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Recall that log conformance has a direct relation with model complexity. More

conformance is always possible so long as more complexity is allowed in the model.

At a limit, if all event types and transitions are accepted, log conformance will be

perfect, at the expense of parsimony and interpretability. The question then be-

comes one of finding a reasonable compromise between log conformance and model

parsimony and interpretability. Or put in another way: what level of log confor-

mance is it reasonable to expect when using the FM method with GSBA data over

a plausible array of conditions?

Table 6.1 presents descriptive statistics for the marginal log conformance dis-

tributions, by group. Figure 6.1 presents the related histograms, with the added

vertical bars denoting the median. The first observation is that log conformance

seems to be distributed in very similar ways across both groups. Both distributions

have relatively similar shapes and modes. Minimum and median values, as well as

quantiles, are almost identical across both groups. Furthermore, the percentile at

which log conformance is equal to, our greater than, 0.8 is 86.5 and 76.2, for the

Low and High groups respectively. Likewise, the 5th percentile is also similar across

both groups: 0.417 and 0.5, for Low and High respectively.

Table 6.1

Empirical Distribution of Log Conformance, by Group.

Group Min 1st
Quant.

Median Mean 3rd
Quant.

Max SD .05
Quant.

Conf. > .8
Quant.

Low 0.167 0.556 0.667 0.656 0.750 1 0.146 0.417 0.865
High 0.182 0.6 0.7 0.716 0.8 1 0.146 0.5 0.762
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Figure 6.1. Distribution of log conformance over all conditions and replications, by

student group.

These values already hint at two problems. First, only a small percentage of

logs will meet the 0.8 log conformance threshold, suggesting that a more relaxed

value may be necessary. Second, in order to accept the FM model 95% of the time,

it would be necessary to tolerate a log replay value as low as 0.4.

There is, however, a further complication. The simulation mimics a situation

in which an analyst is mining two models conditionally, one for each group. A

stringent application of the 0.8 log conformance rule would require that both the Low

and High group models meet this threshold. It is therefore important to understand

the relation of log conformance across groups.

Figure 6.2 presents a scatter plot of the Low and High log conformance values

across all simulation replications. From the plot it is obvious that there is little

to no relation between the two groups. The marginal correlation between the two

192



Figure 6.2. Scatterplot of log conformance for Low and High groups, by dataset and

estimation conditions.

groups is rather weak, with r(430) = .151, p < .001. However, when the correlation

is computed conditionally for each of the 432 simulation conditions, only 13 of the

correlations are statistically significant, when α = .05, a rate below what would be

expected by chance alone.

Table 6.2 presents the percentage of simulated data sets for which the mined

193



models for both the High and Low groups achieved over 0.8 log conformance. The

results indicate that it is very unlikely, and in some cases impossible, to meet the

conformance threshold for both independently mined models. The biggest driver

seems to be sample size. All other things being equal, as sample size increases, the

probability of meeting the threshold decreases dramatically. This is most likely due

to the fact that, in the context of this simulation’s data generation approach, as

sample size increases so does the probability that more variants of the prototypi-

cal solutions are selected and that random noise can affect each event (and event

transitions) in more ways. More event transitions in the sample implies an increase

in the number of transitions that can not by replayed by the FM, and therefore a

decrease in log conformance.

The effect of other manipulated conditions in the simulation is not always clear

or intuitive. An increase in edge utility score cut-off always results in an increase

in conformance, as more edges are kept. Similarly, a decrease in rater classification

accuracy leads to a decrease in log conformance, also an expected effect. However,

noise and Significance/Correlation ratio seem to have contradictory behaviors. For

example, as the S/C ratio increases, in some cases conformance improves, in others

it deteriorates and sometimes goes through a pattern of deterioration and improve-

ment. The same pattern can be seen with the noise factor. This inconsistency

suggests that the manipulated factors are impacting log conformance in different

ways, conditional on group membership.

In order to further investigate the effect of the manipulated simulation vari-

ables on log conformance, multiple linear regression models of the recorded log
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Table 6.2

Percentage of Cases in Which Both High and Low Group FM Models Achieved at
Least 80% Log Conformance, by Group.

Significance/Correlation Ratio 0.25 0.5 0.75
Cut Off 0.1 0.2 0.3 0.4 0.1 0.2 0.3 0.4 0.1 0.2 0.3 0.4

Noise Classification
Accuracy

Sample
Size

.09 .8 20 20.75 26.50 34.75 40.25 19.00 27.50 35.50 45.00 18.50 27.25 35.75 43.00
100 3.00 5.50 9.25 10.75 4.75 10.50 12.50 16.75 4.50 9.25 10.50 11.75
600 0.25 1.00 2.00 2.25 1.00 2.50 4.50 12.00 0.75 2.00 2.00 2.75

1200 0.00 0.00 0.50 0.50 0.25 0.25 1.50 10.25 0.25 0.25 0.50 0.50

.7 20 19.25 23.25 31.00 39.50 18.50 27.50 37.00 47.00 19.50 26.00 34.75 45.00
100 3.75 5.25 7.50 9.75 4.75 7.00 11.25 16.75 4.50 6.00 8.75 10.50
600 0.00 0.25 1.00 1.00 1.75 5.00 12.75 25.50 0.50 1.00 3.25 10.75

1200 0.00 0.50 1.00 1.50 1.25 6.25 19.25 32.00 0.50 1.25 2.50 12.00

.6 20 10.50 15.25 25.25 36.00 16.50 23.50 29.50 40.75 12.50 18.75 28.00 38.75
100 1.00 2.00 5.75 11.25 3.50 8.50 12.75 19.75 3.25 5.50 9.25 14.75
600 0.25 0.75 2.50 5.00 3.75 11.75 19.50 29.00 1.00 2.50 8.50 13.50

1200 0.00 1.25 2.75 4.75 3.50 13.75 22.50 35.00 1.25 2.50 10.25 15.75

.3 .8 20 13.25 19.00 22.50 28.50 13.75 18.25 24.75 31.25 15.75 19.00 24.50 30.25
100 2.75 4.00 5.75 6.25 3.50 5.25 6.75 9.00 3.25 4.50 5.75 7.25
600 1.25 1.25 1.25 1.25 1.00 1.25 1.75 2.75 1.00 1.25 1.75 2.00

1200 1.25 1.25 1.25 1.25 1.25 1.25 1.25 1.25 1.25 1.25 1.25 1.25

.7 20 12.50 18.00 24.25 30.25 13.50 18.50 24.25 31.00 13.25 18.00 25.00 32.75
100 3.50 4.50 5.25 6.25 3.00 3.50 5.25 7.75 3.50 4.25 6.00 7.75
600 1.25 1.25 1.25 1.25 1.25 1.50 2.25 3.00 1.00 1.50 1.50 2.00

1200 0.25 0.25 0.25 0.25 0.25 0.50 0.50 0.75 0.25 0.25 0.50 0.50

.6 20 10.50 15.00 18.75 23.00 11.75 15.00 19.50 26.00 10.75 14.50 18.75 25.25
100 2.00 2.25 3.75 6.50 2.75 4.25 6.50 9.75 1.75 4.25 6.00 8.25
600 0.50 0.50 0.50 1.00 0.50 1.00 1.75 2.50 0.50 0.75 0.75 1.75

1200 0.75 0.75 1.00 1.50 0.75 1.50 1.75 2.00 0.75 1.50 1.75 1.75

.48 .8 20 19.50 22.75 27.75 31.25 18.75 22.75 27.00 31.25 19.00 23.00 27.75 32.00
100 6.00 7.50 8.25 8.50 4.75 6.75 9.00 11.25 5.50 7.75 8.25 10.00
600 3.00 3.00 3.00 3.00 2.75 3.00 3.50 3.75 3.00 3.00 3.00 3.00

1200 2.50 2.50 2.50 2.50 2.50 2.50 3.00 3.75 2.50 2.50 2.50 3.00

.7 20 14.00 17.25 21.50 26.50 12.25 15.00 20.75 26.25 13.00 17.50 21.25 27.25
100 5.25 5.75 7.00 8.00 5.25 7.50 9.25 10.75 5.25 6.25 8.00 10.50
600 2.75 2.75 2.75 3.00 2.50 3.00 3.00 3.50 2.50 2.75 2.75 3.00

1200 2.25 2.25 2.25 2.25 2.00 2.50 3.25 4.25 2.25 2.25 2.25 3.25

.6 20 15.00 18.75 22.00 25.25 13.75 16.75 21.75 25.75 14.75 19.50 22.50 26.00
100 3.25 5.00 6.00 8.00 4.25 6.00 7.25 9.25 3.75 5.75 7.50 8.50
600 2.00 2.00 2.25 2.25 1.75 2.00 2.25 3.50 2.00 2.00 2.00 2.25

1200 2.75 2.75 3.25 3.50 2.75 3.00 3.50 3.75 2.25 3.00 3.50 3.75
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conformance on the simulation factors were run conditional on group. Three mod-

els were fitted to the data: main-effects only, main-effects and two-way effects, and

fully saturated. Tables 6.3 and 6.4 present the results for the improvement in R2

tests.

The first observation is that the regression models can only explain a small

proportion of the variance in log conformance. Disappointing as that result is, it

would be expected that the manipulated variables only accounted for a fraction of

the results. These particularly low results, however, may be a consequence of how

the data were simulated.

Because all nodes were kept, the driver for log conformance is the match of

event transitions to model edges. Edges are kept in the model if their computed

Table 6.3

Improvement in Adjusted R2 for Nested Regression Models of Log Conformance on
Simulation Factors (Low Group).

Model Adj R2 Res.Df RSS Df Sum of Sq Pr(>Chi)

Main Effects Only 0.163 172787 3074.552
Two-Way Effects 0.178 172730 3019.738 57 54.814 0.000
Saturated 0.182 172368 3004.437 362 15.301 0.000

Table 6.4

Improvement in Adjusted R2 for Nested Regression Models of Log Conformance on
Simulation Factors (High Group).

Model Adj R2 Res.Df RSS Df Sum of Sq Pr(>Chi)

Main Effects Only 0.141 172787 3156.696
Two-Way Effects 0.158 172730 3090.957 57 65.739 0.000
Saturated 0.161 172368 3081.250 362 9.706 0.000
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utility score is higher than the selected cut score. Therefore, if there are many tran-

sitions in the data that are the result of randomness, the aggregate log conformance

will be impacted negatively, even if only a small fraction of each trace’s event tran-

sitions are misfitting. Recall that even though there were three different types of

noise (interpolation, elision, substitution) inserted into the data, every type resulted

in the inclusion of a catch-all “error” event. Since the error event can appear al-

most anywhere in the log it is expected that few of the transitions to and from its

corresponding node will be kept, as their utility score will not be high enough. This

fact will then inevitably lead to a decrease in conformance, as most edges coming to

and from the “error” node will be marked as non-conforming to the mined model.

Table 6.5 presents the regression coefficients for the two-way effects regression

models of log conformance on simulation conditions, for the High and Low group.

Tables 6.6 and 6.7 present the mean log conformance for each of the simulation

conditions, for the Low and High groups, respectively. These regression models

were selected as they provide the greatest increase in R2. The models were fitted

using as the reference levels for each simulation factor what would be expected to be

the worst case scenario for a näıve analyst using the FM: noise of 0.48, classification

accuracy of 0.6, a sample size of 20, and the default values for S/C Ratio and utility

score cut-off, as they are implemented in ProM (0.75 and 0.2, respectively).
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Table 6.5

Regression Coefficients for the Two-Way Effects Models Predicting Log Confor-
mance, by Group.

Coefficients Low Group High Group
(Intercept) 0.726 (0.003)∗∗∗ 0.760 (0.003)∗∗∗

Noise 0.09 −0.011 (0.003)∗∗∗ −0.024 (0.003)∗∗∗

Noise 0.3 −0.015 (0.003)∗∗∗ −0.016 (0.003)∗∗∗

Class. Acc. 0.8 0.025 (0.003)∗∗∗ 0.072 (0.003)∗∗∗

Class. Acc. 0.7 0.009 (0.003)∗∗∗ 0.030 (0.003)∗∗∗

Sample Size 100 −0.082 (0.003)∗∗∗ −0.082 (0.003)∗∗∗

Sample Size 600 −0.135 (0.003)∗∗∗ −0.112 (0.003)∗∗∗

Sample Size 1200 −0.142 (0.003)∗∗∗ −0.116 (0.003)∗∗∗

S/C Ratio 0.25 −0.001 (0.003) −0.008 (0.003)∗∗

S/C Ratio 0.5 0.002 (0.003) −0.003 (0.003)
Cut Off 0.1 −0.017 (0.003)∗∗∗ −0.025 (0.003)∗∗∗

Cut Off 0.3 0.019 (0.003)∗∗∗ 0.023 (0.003)∗∗∗

Cut Off 0.4 0.035 (0.003)∗∗∗ 0.041 (0.003)∗∗∗

Noise 0.09 × Class. Acc. 0.8 −0.016 (0.002)∗∗∗ 0.009 (0.002)∗∗∗

Noise 0.3 × Class. Acc. 0.8 −0.002 (0.002) −0.002 (0.002)
Noise 0.09 × Class. Acc. 0.7 −0.009 (0.002)∗∗∗ 0.007 (0.002)∗∗∗

Noise 0.3 × Class. Acc. 0.7 0.001 (0.002) −0.000 (0.002)
Noise 0.09 × Sample Size 100 0.000 (0.002) 0.038 (0.002)∗∗∗

Noise 0.3 × Sample Size 100 −0.003 (0.002) 0.018 (0.002)∗∗∗

Noise 0.09 × Sample Size 600 0.037 (0.002)∗∗∗ 0.064 (0.002)∗∗∗

Noise 0.3 × Sample Size 600 −0.006 (0.002)∗∗ 0.016 (0.002)∗∗∗

Noise 0.09 × Sample Size 1200 0.043 (0.002)∗∗∗ 0.068 (0.002)∗∗∗

Noise 0.3 × Sample Size 1200 −0.004 (0.002)∗ −0.001 (0.002)
Noise 0.09 × S/C Ratio 0.25 0.039 (0.002)∗∗∗ 0.022 (0.002)∗∗∗

Noise 0.3 × S/C Ratio 0.25 0.012 (0.002)∗∗∗ 0.005 (0.002)∗∗

Noise 0.09 × S/C Ratio 0.5 0.021 (0.002)∗∗∗ 0.016 (0.002)∗∗∗

Noise 0.3 × S/C Ratio 0.5 0.004 (0.002)∗ 0.003 (0.002)
Noise 0.09 × Cut Off 0.1 −0.022 (0.002)∗∗∗ −0.020 (0.002)∗∗∗

Noise 0.3 × Cut Off 0.1 −0.004 (0.002) −0.004 (0.002)∗

Noise 0.09 × Cut Off 0.3 0.016 (0.002)∗∗∗ 0.013 (0.002)∗∗∗

Noise 0.3 × Cut Off 0.3 0.005 (0.002)∗ 0.004 (0.002)
Noise 0.09 × Cut Off 0.4 0.025 (0.002)∗∗∗ 0.018 (0.002)∗∗∗

Noise 0.3 × Cut Off 0.4 0.010 (0.002)∗∗∗ 0.007 (0.002)∗∗

Continued on next page
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Table 6.5 – continued from previous page
Coefficients Low Group High Group
Class. Acc. 0.8 × Sample Size 100 −0.013 (0.002)∗∗∗ −0.031 (0.002)∗∗∗

Class. Acc. 0.7 × Sample Size 100 −0.012 (0.002)∗∗∗ −0.003 (0.002)
Class. Acc. 0.8 × Sample Size 600 −0.019 (0.002)∗∗∗ −0.052 (0.002)∗∗∗

Class. Acc. 0.7 × Sample Size 600 −0.012 (0.002)∗∗∗ −0.022 (0.002)∗∗∗

Class. Acc. 0.8 × Sample Size 1200 −0.027 (0.002)∗∗∗ −0.053 (0.002)∗∗∗

Class. Acc. 0.7 × Sample Size 1200 −0.008 (0.002)∗∗∗ −0.025 (0.002)∗∗∗

Class. Acc. 0.8 × S/C Ratio 0.25 −0.025 (0.002)∗∗∗ −0.015 (0.002)∗∗∗

Class. Acc. 0.7 × S/C Ratio 0.25 −0.011 (0.002)∗∗∗ −0.008 (0.002)∗∗∗

Class. Acc. 0.8 × S/C Ratio 0.5 −0.015 (0.002)∗∗∗ −0.005 (0.002)∗∗

Class. Acc. 0.7 × S/C Ratio 0.5 −0.009 (0.002)∗∗∗ −0.004 (0.002)
Class. Acc. 0.8 × Cut Off 0.1 0.008 (0.002)∗∗∗ 0.008 (0.002)∗∗∗

Class. Acc. 0.7 × Cut Off 0.1 0.005 (0.002)∗ 0.008 (0.002)∗∗∗

Class. Acc. 0.8 × Cut Off 0.3 −0.012 (0.002)∗∗∗ −0.004 (0.002)
Class. Acc. 0.7 × Cut Off 0.3 −0.007 (0.002)∗∗ −0.003 (0.002)
Class. Acc. 0.8 × Cut Off 0.4 −0.023 (0.002)∗∗∗ −0.009 (0.002)∗∗∗

Class. Acc. 0.7 × Cut Off 0.4 −0.009 (0.002)∗∗∗ −0.005 (0.002)∗

Sample Size 100 × S/C Ratio 0.25 0.016 (0.002)∗∗∗ 0.006 (0.002)∗

Sample Size 600 × S/C Ratio 0.25 0.032 (0.002)∗∗∗ 0.022 (0.002)∗∗∗

Sample Size 1200 × S/C Ratio 0.25 0.035 (0.002)∗∗∗ 0.027 (0.002)∗∗∗

Sample Size 100 × S/C Ratio 0.5 0.007 (0.002)∗∗ 0.002 (0.002)
Sample Size 600 × S/C Ratio 0.5 0.013 (0.002)∗∗∗ 0.010 (0.002)∗∗∗

Sample Size 1200 × S/C Ratio 0.5 0.015 (0.002)∗∗∗ 0.013 (0.002)∗∗∗

Sample Size 100 × Cut Off 0.1 0.002 (0.003) 0.000 (0.003)
Sample Size 600 × Cut Off 0.1 0.005 (0.003)∗ 0.006 (0.003)∗

Sample Size 1200 × Cut Off 0.1 0.005 (0.003)∗ 0.009 (0.003)∗∗∗

Sample Size 100 × Cut Off 0.3 −0.004 (0.003) −0.002 (0.003)
Sample Size 600 × Cut Off 0.3 −0.007 (0.003)∗ −0.013 (0.003)∗∗∗

Sample Size 1200 × Cut Off 0.3 −0.005 (0.003)∗ −0.014 (0.003)∗∗∗

Sample Size 100 × Cut Off 0.4 −0.008 (0.003)∗∗ −0.009 (0.003)∗∗∗

Sample Size 600 × Cut Off 0.4 −0.010 (0.003)∗∗∗ −0.027 (0.003)∗∗∗

Sample Size 1200 × Cut Off 0.4 −0.007 (0.003)∗∗ −0.029 (0.003)∗∗∗

S/C Ratio 0.25 × Cut Off 0.1 −0.004 (0.002) 0.003 (0.002)
S/C Ratio 0.5 × Cut Off 0.1 0.002 (0.002) 0.003 (0.002)
S/C Ratio 0.25 × Cut Off 0.3 0.007 (0.002)∗∗ −0.002 (0.002)
S/C Ratio 0.5 × Cut Off 0.3 0.002 (0.002) −0.004 (0.002)
S/C Ratio 0.25 × Cut Off 0.4 0.016 (0.002)∗∗∗ 0.000 (0.002)
S/C Ratio 0.5 × Cut Off 0.4 0.009 (0.002)∗∗∗ −0.002 (0.002)
Adj. R2 0.178 0.158
Num. obs. 172800 172800
RMSE 0.132 0.134
Note: ∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05
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The mean values are very similar for both groups, and rather close the 0.8

threshold. Looking at the main effects, it seems that the factor with the largest

influence on log conformance is sample size. As it increases, log conformance de-

creases. The decrease however is most dramatic when the sample size increases

from n = 20 to n = 100, about 0.08 points for both groups. Moving to n = 600 and

n = 1200 leads to a small decrease in conformance, and then to essentially a similar

value.

As expected, as classification accuracy increases, so does log conformance,

albeit in a very small way. Note, however, the difference in magnitude across both

groups. The impact of classification accuracy on log conformance is almost three

times higher for the High group, than for the Low group. This fact is most likely due

to the different group sizes and the fact that traces were misclassified without taking

into account group membership. Because the High group is four times smaller than

the Low group, the inclusion of a Low group trace in the High group will have a

higher impact in log conformance.

Somewhat paradoxically, log conformance seems to be negatively impacted

by a decrease in noise. However, the coefficients are so small that they may be

considered to be essentially zero, even if statistically significant. This last finding

is most likely related to the explanation to the low R2 values: it is not the amount

of noise that is predictive, but the way in which noise is present in each simulated

trace.
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Moving to the FM conditions it seems that S/C Ratio has essentially no effect

on log conformance, whereas the cut-off behaves as expected. Using a more stringent

cut off value leads to a decrease in log conformance, whereas a higher cut score leads

to an increase in conformance. The magnitude of these effects, however, is rather

small.

Focusing on the main effects exclusively would be misleading, however. Of the

ten largest coefficients for the Low Group, six are interaction effects that mostly go

in the opposite direction of the main effects. Even though a decrease in noise and an

increase in sample size, by themselves, have a negative impactive on conformance,

their interaction effect goes in the opposite direction, moderating the main effects.

The same happens with S/C ratio and sample size: when the S/C ratio gives a lower

weight to edge significance (e.g., S/C = 0.25), log conformance is improved when

data sets are larger (n = 600, n = 1200)

As for the High group, interesting patterns can also be observed for the largest

coefficients. The smallest noise condition interacts positively with sample size: es-

sentially more sample will result in better fit if the noise in it has the smallest value.

However, and almost paradoxically, an increase in classification accuracy and sample

size has a negative effect in log conformance.
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Research Question 1: Impact of SME classification on log confor-

mance.

Classification accuracy, taken by itself, impacts log conformance positively. Its

effect is almost three times larger on the High group, as its smaller size implies that

any trace from the opposite group will have an higher impact on log conformance.

Its interaction with other factors seems to mitigate their negative impact on log con-

formance. Almost all interaction effects are negative, but of small magnitude, with

an absolute range [.003, .053], being the higher absolute values related to Sample

Size and the High group. Generally, improving classification accuracy from 0.6 to

either 0.7 or 0.8 will have the same impact on the larger (Low) group. The smaller

(High) group is more sensitive, and therefore there are substantive differences in the

interaction effects for 0.7 and 0.8 accuracy. Note however, that interaction effects

for classification accuracy go in an unintuitive direction. For example, when sample

size goes from n = 20 to n = 100, an improvement in classification accuracy leads

to a decrease in log conformance. This is most likely due to the fact that because

fewer traces from the opposite group are included, when the FM eliminates edges

no edge exclusive to the opposite group is included, therefore forcing all traces from

that group to somehow misfit. When classification accuracy is lower, it is more

likely that the FM will include more edges that, although not reflective of that

group’s prototypical behavior, will nonetheless lead to better conformance, as they

accommodate the behavior of the misclassified traces.
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Research Question 2: Impact of sample size on log conformance.

As a main effect, increasing the Sample Size has a negative impact on log

conformance. Interestingly, moving from n = 600 to n = 1200 doesn’t seem to have

a substantive impact. As for its interaction effects, increases in Sample Size lead

to improvements in log conformance when accompanied with a decrease in within

group noise. Moreover, when the S/C Ratio favors Edge Significance, an increase

in sample size also leads to an improvement in log conformance. The interaction

with edge Cut-Off score, although mostly statistically significant, has very small

magnitudes.

Research Question 3: Impact of S/C ratio on log conformance.

The main effect of the Significance to Correlation ratio on log conformance

is essentially non-existent for both groups. It does however interact with other

effects in important ways. Recall that in this simulation, a smaller S/C ratio means

that the each edge’s Binary Significance is down weighted in relation to Binary

Correlation. Further recall that the latter is essentially random, as the marginal

distributions for all Binary Correlation values are, on expectation, the same. When

the Utility Score is computed using a ratio of .75, the default in the FM, usually log

conformance will be improved. By decreasing this ratio, and therefore upweighting

the somewhat random Binary Correlation component, log conformance is negatively

impacted, in almost all cases, as expected. The only exception is the interaction

with the Noise factor. In this case a decrease in both Noise and the S/C ratio leads
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to an improvement in log conformance, suggesting a mediating effect.

Research Question 4: Impact of edge cut off score on log conformance.

Finally, the effect of edge cut-off score seems to be consistent to what one

would expect: a more lenient cut-off almost inevitably leads to improvements in log

conformance. The few exceptions to this pattern, the interaction with Classification

Accuracy and Sample Size, are either not statistically significant, or of such a small

magnitude that they can be safely ignored.

Note that holding all other things constant, an increase in Noise does not seem

to lead to big changes in log conformance. For example, for the reference levels used

when fitting the regression models, an increase in Noise from .09 to .48 results on

mean conformance values of .733, .737, and .760, a pattern observed throughout

tables 6.6 and 6.7. This result is encouraging, as it suggests the FM method seems

to address noise in the data rather well, successfully addressing its main goal of

abstracting over rare and noisy behavior. In the following section, the ability of the

FM to identify the edge of interest in analyzed.
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Table 6.6

Mean Log Conformance for the Low Group.

Significance/Correlation Ratio 0.25 0.5 0.75
Cut Off 0.1 0.2 0.3 0.4 0.1 0.2 0.3 0.4 0.1 0.2 0.3 0.4

Noise Classification
Accuracy

Sample
Size

.09 .8 20 0.713 0.740 0.767 0.790 0.707 0.736 0.761 0.780 0.707 0.729 0.754 0.774
100 0.634 0.668 0.683 0.706 0.623 0.655 0.671 0.683 0.603 0.628 0.661 0.672
600 0.627 0.642 0.655 0.688 0.611 0.634 0.640 0.645 0.553 0.603 0.638 0.642

1200 0.620 0.631 0.645 0.686 0.610 0.626 0.629 0.632 0.542 0.597 0.628 0.632

.7 20 0.710 0.741 0.769 0.791 0.699 0.728 0.758 0.780 0.694 0.719 0.743 0.765
100 0.630 0.665 0.693 0.722 0.621 0.652 0.670 0.688 0.604 0.629 0.657 0.670
600 0.628 0.662 0.700 0.743 0.604 0.631 0.644 0.683 0.554 0.601 0.633 0.638

1200 0.633 0.657 0.716 0.756 0.622 0.634 0.642 0.693 0.552 0.611 0.640 0.644

.6 20 0.709 0.743 0.773 0.804 0.701 0.734 0.766 0.796 0.695 0.724 0.754 0.782
100 0.643 0.677 0.714 0.739 0.621 0.653 0.683 0.714 0.597 0.623 0.653 0.679
600 0.660 0.711 0.743 0.758 0.616 0.653 0.700 0.735 0.563 0.607 0.644 0.673

1200 0.660 0.722 0.754 0.773 0.625 0.646 0.710 0.743 0.552 0.613 0.644 0.670

.3 .8 20 0.698 0.720 0.747 0.767 0.696 0.719 0.741 0.759 0.700 0.716 0.735 0.752
100 0.624 0.643 0.661 0.681 0.616 0.636 0.650 0.661 0.618 0.631 0.642 0.650
600 0.585 0.592 0.598 0.622 0.584 0.586 0.589 0.593 0.581 0.584 0.588 0.590

1200 0.569 0.573 0.581 0.606 0.565 0.567 0.569 0.573 0.564 0.567 0.569 0.572

.7 20 0.702 0.727 0.749 0.773 0.700 0.721 0.745 0.768 0.695 0.717 0.738 0.757
100 0.613 0.634 0.657 0.682 0.610 0.629 0.647 0.664 0.608 0.621 0.634 0.649
600 0.578 0.590 0.615 0.648 0.571 0.577 0.584 0.607 0.571 0.574 0.576 0.580

1200 0.582 0.599 0.631 0.669 0.576 0.580 0.587 0.622 0.577 0.580 0.581 0.584

.6 20 0.708 0.728 0.751 0.776 0.699 0.721 0.746 0.772 0.700 0.718 0.740 0.764
100 0.627 0.653 0.683 0.707 0.616 0.638 0.664 0.693 0.614 0.626 0.642 0.665
600 0.583 0.614 0.644 0.660 0.565 0.579 0.609 0.640 0.560 0.563 0.570 0.595

1200 0.583 0.619 0.646 0.655 0.562 0.575 0.612 0.639 0.562 0.564 0.566 0.593

.48 .8 20 0.714 0.734 0.752 0.768 0.718 0.735 0.752 0.768 0.717 0.737 0.749 0.763
100 0.627 0.643 0.658 0.669 0.634 0.643 0.651 0.657 0.636 0.642 0.646 0.651
600 0.596 0.600 0.608 0.620 0.596 0.597 0.599 0.604 0.596 0.597 0.598 0.599

1200 0.595 0.599 0.603 0.615 0.594 0.594 0.596 0.600 0.594 0.594 0.595 0.596

.7 20 0.710 0.728 0.749 0.771 0.712 0.732 0.751 0.769 0.711 0.729 0.746 0.761
100 0.632 0.649 0.665 0.681 0.633 0.642 0.652 0.670 0.630 0.639 0.645 0.655
600 0.596 0.608 0.620 0.643 0.594 0.598 0.605 0.620 0.595 0.596 0.597 0.602

1200 0.590 0.599 0.617 0.646 0.586 0.589 0.596 0.616 0.587 0.589 0.589 0.592

.6 20 0.712 0.727 0.750 0.767 0.716 0.728 0.747 0.766 0.711 0.727 0.745 0.763
100 0.645 0.671 0.688 0.703 0.644 0.664 0.678 0.693 0.644 0.656 0.666 0.680
600 0.600 0.617 0.637 0.652 0.590 0.601 0.617 0.638 0.588 0.591 0.601 0.620

1200 0.587 0.611 0.638 0.650 0.581 0.590 0.615 0.638 0.579 0.580 0.586 0.619
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Table 6.7

Mean Log Conformance for the High Group.

Significance/Correlation Ratio 0.25 0.5 0.75
Cut Off 0.1 0.2 0.3 0.4 0.1 0.2 0.3 0.4 0.1 0.2 0.3 0.4

Noise Classification
Accuracy

Sample
Size

.09 .8 20 0.779 0.812 0.836 0.856 0.792 0.825 0.848 0.862 0.801 0.827 0.851 0.866
100 0.728 0.753 0.771 0.781 0.735 0.756 0.772 0.782 0.726 0.746 0.771 0.780
600 0.707 0.728 0.743 0.751 0.697 0.727 0.743 0.750 0.670 0.704 0.740 0.748

1200 0.729 0.747 0.755 0.761 0.718 0.747 0.755 0.759 0.662 0.717 0.754 0.758

.7 20 0.743 0.772 0.804 0.831 0.745 0.780 0.809 0.836 0.747 0.779 0.812 0.839
100 0.705 0.738 0.761 0.777 0.711 0.740 0.760 0.770 0.708 0.738 0.761 0.775
600 0.713 0.735 0.749 0.763 0.698 0.722 0.739 0.751 0.658 0.695 0.725 0.732

1200 0.714 0.738 0.750 0.759 0.693 0.715 0.734 0.749 0.637 0.680 0.714 0.721

.6 20 0.715 0.745 0.776 0.805 0.709 0.743 0.773 0.805 0.700 0.733 0.769 0.796
100 0.665 0.710 0.738 0.761 0.653 0.702 0.735 0.751 0.627 0.674 0.725 0.754
600 0.711 0.738 0.750 0.763 0.688 0.721 0.728 0.739 0.608 0.692 0.726 0.732

1200 0.711 0.733 0.746 0.760 0.699 0.718 0.723 0.735 0.609 0.688 0.722 0.725

.3 .8 20 0.774 0.801 0.822 0.839 0.786 0.816 0.834 0.848 0.794 0.818 0.835 0.848
100 0.679 0.705 0.724 0.743 0.688 0.710 0.728 0.743 0.696 0.715 0.728 0.741
600 0.661 0.672 0.682 0.691 0.661 0.671 0.681 0.688 0.657 0.666 0.674 0.679

1200 0.642 0.655 0.661 0.665 0.642 0.649 0.658 0.663 0.634 0.641 0.650 0.656

.7 20 0.742 0.766 0.791 0.813 0.748 0.771 0.798 0.820 0.746 0.772 0.798 0.819
100 0.669 0.696 0.719 0.737 0.682 0.705 0.725 0.738 0.698 0.711 0.727 0.737
600 0.654 0.665 0.671 0.677 0.652 0.658 0.665 0.670 0.650 0.656 0.660 0.662

1200 0.640 0.649 0.657 0.661 0.631 0.638 0.646 0.654 0.631 0.633 0.635 0.637

.6 20 0.711 0.737 0.764 0.791 0.711 0.737 0.765 0.793 0.710 0.737 0.764 0.787
100 0.657 0.687 0.715 0.733 0.654 0.687 0.715 0.732 0.647 0.676 0.706 0.726
600 0.646 0.663 0.673 0.679 0.640 0.658 0.663 0.667 0.628 0.654 0.663 0.666

1200 0.636 0.649 0.656 0.662 0.629 0.640 0.643 0.650 0.621 0.638 0.642 0.643

.48 .8 20 0.796 0.810 0.829 0.846 0.806 0.824 0.839 0.854 0.816 0.831 0.846 0.855
100 0.688 0.707 0.723 0.735 0.699 0.716 0.727 0.739 0.708 0.719 0.730 0.738
600 0.659 0.672 0.678 0.681 0.660 0.670 0.677 0.681 0.663 0.667 0.673 0.675

1200 0.656 0.663 0.669 0.672 0.655 0.662 0.666 0.671 0.655 0.658 0.661 0.663

.7 20 0.753 0.774 0.791 0.813 0.760 0.782 0.798 0.817 0.765 0.784 0.800 0.815
100 0.671 0.694 0.713 0.724 0.678 0.699 0.716 0.727 0.694 0.705 0.718 0.725
600 0.650 0.660 0.666 0.668 0.651 0.658 0.662 0.665 0.655 0.658 0.659 0.661

1200 0.657 0.662 0.668 0.670 0.655 0.659 0.662 0.665 0.656 0.658 0.659 0.661

.6 20 0.738 0.758 0.780 0.801 0.739 0.762 0.785 0.803 0.742 0.760 0.780 0.795
100 0.653 0.674 0.697 0.713 0.655 0.674 0.694 0.708 0.658 0.676 0.691 0.706
600 0.637 0.654 0.662 0.666 0.631 0.649 0.658 0.662 0.638 0.653 0.657 0.659

1200 0.642 0.657 0.662 0.664 0.640 0.653 0.658 0.660 0.646 0.653 0.655 0.657
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6.2 Effects of manipulated variables on inference

The goal of using the FM conditionally on data for each group is to test the

hypothesis that a certain event transition, depicted by an edge, is present in the

hypothesized group and on it alone. Figure 6.3 illustrates such a situation, which

would lead an analyst to conclude that one of the differences between the Low

and High groups is the presence of the event sequence 〈‘config’, ‘config-if’〉 on the

High group. The dataset used to create this graph was generated with low noise,

high classification accuracy, and 1200 cases. The FM was fit using ProM with its

default settings: a weight of .75 for Binary Significance and a cut score of .2 for

edge selection. Log conformance was about .6 for both models. Because in this

data set the focal edge is only present in the model for the hypothesized group, this

particular dataset was marked as leading to correct inference in the simulation.

Table 6.8 presents the percentage of cases, for each simulation cell, in which the

correct inference was reached. The results are encouraging. In many circumstances

correct inference was reached in all replications. However, in some cases the power

was around 0.2, suggesting that the model for at least one of the groups did not

correctly represent typical task solving behavior at the population level. The main

drivers seem to be sample size and classification accuracy, with stark differences

across values. Sample sizes of n = 600 and n = 1200 lead to perfect power in many

conditions, whereas an improvement in classification accuracy also leads to dramatic

increases in power.
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(a) Low Group (n = 820). (b) High Group (n = 380).

Figure 6.3. Example of mined FM for Low and High groups belonging to the same

data set.
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Table 6.8

Percentage of Cases in Which Correct Inference Was Reached When the FM Was
Applied Separately to Each Student Group, by FM Parameter Settings and Data
Generation Conditions.

Binary Significance Weight 0.25 0.5 0.75
Cut Off 0.1 0.2 0.3 0.4 0.1 0.2 0.3 0.4 0.1 0.2 0.3 0.4

Noise Classification
Accuracy

Sample
Size

.09 .8 20 72.25 76.25 77.25 74.25 87.75 92.00 91.75 87.25 95.75 97.25 98.50 97.75
100 86.50 86.75 83.75 71.75 98.75 96.50 92.75 89.25 100.00 100.00 100.00 99.50
600 99.75 98.50 92.25 64.75 100.00 100.00 99.75 97.50 100.00 100.00 100.00 100.00

1200 100.00 100.00 95.00 61.25 100.00 100.00 100.00 99.25 100.00 100.00 100.00 100.00

.7 20 40.25 45.50 50.25 50.50 41.75 51.25 61.50 61.50 40.00 53.00 68.25 73.75
100 66.75 70.50 66.00 49.00 80.25 87.75 87.00 75.00 89.00 97.00 98.75 96.25
600 91.50 74.00 40.75 8.25 100.00 98.75 88.75 52.00 100.00 100.00 100.00 100.00

1200 98.50 81.50 31.50 2.25 100.00 100.00 95.75 44.75 100.00 100.00 100.00 100.00

.6 20 27.25 33.25 34.75 33.50 22.25 32.25 37.00 40.00 12.25 21.75 36.00 43.50
100 44.75 46.25 37.00 22.50 43.50 59.75 59.25 40.50 24.50 51.50 73.25 75.50
600 64.25 32.75 7.00 0.75 87.00 85.00 40.00 6.00 50.25 96.00 99.75 73.50

1200 73.00 21.75 2.00 0.00 97.50 93.00 29.50 1.00 65.50 99.50 100.00 77.75

.3 .8 20 64.50 71.00 72.00 71.50 72.00 79.25 80.50 81.75 77.50 82.75 85.00 88.75
100 81.50 83.50 80.50 72.00 91.25 93.75 93.50 87.75 98.50 99.00 100.00 98.25
600 99.50 97.25 90.00 68.25 100.00 100.00 99.25 95.50 100.00 100.00 100.00 100.00

1200 100.00 99.75 94.25 68.50 100.00 100.00 100.00 97.75 100.00 100.00 100.00 100.00

.7 20 36.75 43.00 45.25 47.75 39.25 45.25 50.50 54.00 40.00 49.00 56.50 60.50
100 56.75 62.25 60.00 49.00 68.75 75.50 76.75 68.00 80.75 88.50 93.50 88.50
600 90.00 83.50 56.25 20.50 98.75 97.50 89.25 60.75 99.50 100.00 100.00 99.00

1200 96.75 83.75 48.75 7.00 100.00 99.75 93.50 53.50 100.00 100.00 100.00 100.00

.6 20 26.75 30.75 35.50 36.25 25.00 30.25 36.50 38.25 19.25 26.00 34.00 40.75
100 42.00 47.00 41.75 30.25 37.50 54.50 56.50 42.75 32.75 48.25 63.50 65.75
600 65.00 44.00 16.00 2.00 74.50 80.25 47.25 10.75 63.75 92.25 95.25 68.50

1200 72.50 33.50 3.00 0.00 90.25 86.25 36.75 1.75 77.25 98.25 99.25 65.50

.48 .8 20 58.25 62.25 65.50 67.75 64.00 67.00 72.25 73.25 65.75 72.00 75.25 78.00
100 71.75 78.75 77.75 74.00 80.00 86.50 89.75 87.25 93.50 95.50 97.25 95.50
600 96.25 97.00 89.75 72.50 98.00 99.25 98.25 92.75 100.00 100.00 100.00 99.50

1200 99.50 99.00 95.00 77.75 100.00 100.00 99.50 96.00 100.00 100.00 100.00 100.00

.7 20 32.75 37.75 40.75 44.50 31.00 36.75 42.25 47.00 30.50 38.00 43.75 47.75
100 50.00 54.00 55.00 49.50 55.50 64.25 68.50 65.75 72.00 76.25 81.50 81.25
600 79.50 81.25 66.75 31.50 90.75 93.25 87.00 65.75 99.00 100.00 99.50 93.25

1200 94.75 89.25 68.25 26.25 98.00 98.25 91.75 66.75 100.00 100.00 99.75 98.00

.6 20 23.50 26.50 28.75 31.50 20.75 24.50 29.25 30.50 19.00 22.00 26.25 30.75
100 36.25 39.00 41.00 31.75 33.75 42.00 46.75 42.75 34.00 42.75 50.25 53.50
600 55.00 54.00 31.75 10.25 58.25 67.00 56.75 26.00 65.75 87.00 82.75 55.25

1200 66.25 54.50 19.50 2.50 76.25 80.00 48.25 12.50 86.00 97.25 91.00 45.00

In order to more formally investigate the effect of the manipulated variables on

the ability to correctly identify the group reference, three logistic regression models

were fit to the data: main-effects only, two-way effects and saturated. The models

regressed a binary indicator variable denoting that the target edge was present on

the model for the High group alone on the manipulated variables. In a similar
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fashion to log conformance, only a small fraction of the deviance could be explained

by the logistic models. The saturated model was able to explain only about 35% of

the deviance.

Table 6.10 presents the coefficients, in log-odds, for the main and two-way

effects models. As in the previous section, the reference levels mimic the case in

which an analyst uses ProM’s default values in conjunction with what would be

assumed to be a worst-case scenario data set. The coefficients for the main effects

only model seem to be sensible. A decrease in noise is accompanied by a very

small improvement in power. Similarly, improvement in classification accuracy and

sample size lead to substantive improvements in power. As for the FM conditions,

up weighting Binary Correlation and deviating from the default cut-score leads to

a loss of power. In the following the coefficients for the two-way effects model are

used, as this model accounts for a larger portion of deviance and illustrates the

subtle interactions between the manipulated variables.

Table 6.9

Data to Model Fit Statistics for Logistics Regressions of Inference Indicator on Sim-
ulation Variables.

Model Res. Dev. AIC Per. exp. d.f. Pr(>Chi)

(null) 214100
Main Effects Only 162665 162700 24.0 12 <.001
Two-Way Effects 142161 142300 33.3 57 <.001
Saturated 138000 138900 35.5 362 <.001
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Research Question 1: Impact of SME classification on correct infer-

ence.

In almost every circumstance, an improvement in human classification of the

traces leads to improvements in power. The improvement can be quite dramatic,

as is the case of the main and interaction effects for accuracy = .8. The only cases

in which an increase in classification accuracy leads to a decrease in power is when

the S/C ratio favors the noisy component of the utility score or the cut off score is

increased. This result is expected and encouraging: accuracy levels at or above .7

will lead to large increases in power across all conditions.

Research Question 2: Impact of sample size on correct inference.

Sample size is the strongest driver of power. Of the 10 largest coefficients, nine

are either a main or interaction effect for size. Generally speaking, larger samples

will lead to an increase in power, or even perfect power. In several circumstances is

not only power perfect, there is no difference in having samples of size n = 600 or

n = 1200, a welcome result when designing expensive data collection efforts. The

only circumstance in which an increase in sample size will not lead to an increase in

power is when it happens simultaneously with a decrease in classification accuracy.
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Table 6.10

Regression Coefficients for the Main Effects only and Two-Way Effects Logistic Mod-
els Predicting the Effect of Simulation Factors on Correct Inference.

Coefficients (log odds) Main effects Two-way effects
(Intercept) −0.337 (0.021)∗∗∗ −2.015 (0.055)∗∗∗

Noise 0.09 0.298 (0.015)∗∗∗ 0.952 (0.051)∗∗∗

Noise 0.3 0.193 (0.015)∗∗∗ 0.632 (0.050)∗∗∗

Class. Acc. 0.8 2.736 (0.018)∗∗∗ 3.099 (0.065)∗∗∗

Class. Acc. 0.7 1.245 (0.014)∗∗∗ 1.273 (0.051)∗∗∗

Sample Size 100 1.013 (0.017)∗∗∗ 1.591 (0.052)∗∗∗

Sample Size 600 1.553 (0.018)∗∗∗ 3.988 (0.066)∗∗∗

Sample Size 1200 1.635 (0.018)∗∗∗ 5.184 (0.080)∗∗∗

Bin Sig Weight 0.25 −1.476 (0.016)∗∗∗ 1.234 (0.055)∗∗∗

Bin Sig Weight 0.5 −0.669 (0.016)∗∗∗ 0.888 (0.057)∗∗∗

Cut off 0.1 −0.186 (0.018)∗∗∗ −1.097 (0.061)∗∗∗

Cut off 0.3 −0.303 (0.018)∗∗∗ 0.821 (0.057)∗∗∗

Cut off 0.4 −0.951 (0.017)∗∗∗ 1.232 (0.056)∗∗∗

Noise 0.09 × Class. Acc. 0.8 0.791 (0.048)∗∗∗

Noise 0.3 × Class. Acc. 0.8 0.251 (0.044)∗∗∗

Noise 0.09 × Class. Acc. 0.7 0.252 (0.037)∗∗∗

Noise 0.3 × Class. Acc. 0.7 0.076 (0.036)∗

Noise 0.09 × Sample Size 100 0.073 (0.040)
Noise 0.3 × Sample Size 100 0.020 (0.039)
Noise 0.09 × Sample Size 600 −0.471 (0.047)∗∗∗

Noise 0.3 × Sample Size 600 −0.183 (0.046)∗∗∗

Noise 0.09 × Sample Size 1200 −0.717 (0.052)∗∗∗

Noise 0.3 × Sample Size 1200 −0.460 (0.051)∗∗∗

Noise 0.09 × Bin Sig Weight 0.25 −0.962 (0.043)∗∗∗

Noise 0.3 × Bin Sig Weight 0.25 −0.543 (0.042)∗∗∗

Noise 0.09 × Bin Sig Weight 0.5 −0.340 (0.044)∗∗∗

Noise 0.3 × Bin Sig Weight 0.5 −0.245 (0.043)∗∗∗

Noise 0.09 × Cut off 0.1 0.058 (0.048)
Noise 0.3 × Cut off 0.1 0.063 (0.046)
Noise 0.09 × Cut off 0.3 −0.214 (0.046)∗∗∗

Noise 0.3 × Cut off 0.3 −0.141 (0.045)∗∗

Noise 0.09 × Cut off 0.4 −0.408 (0.046)∗∗∗

Noise 0.3 × Cut off 0.4 −0.244 (0.045)∗∗∗

Continued on next page
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Table 6.10 – continued from previous page
Coefficients (log odds) Main effects Two-way effects
Class. Acc. 0.8 × Sample Size 100 0.427 (0.045)∗∗∗

Class. Acc. 0.7 × Sample Size 100 0.520 (0.037)∗∗∗

Class. Acc. 0.8 × Sample Size 600 2.355 (0.067)∗∗∗

Class. Acc. 0.7 × Sample Size 600 1.370 (0.045)∗∗∗

Class. Acc. 0.8 × Sample Size 1200 3.779 (0.083)∗∗∗

Class. Acc. 0.7 × Sample Size 1200 2.028 (0.053)∗∗∗

Class. Acc. 0.8 × Bin Sig Weight 0.25 −1.915 (0.058)∗∗∗

Class. Acc. 0.7 × Bin Sig Weight 0.25 −1.117 (0.042)∗∗∗

Class. Acc. 0.8 × Bin Sig Weight 0.5 −1.157 (0.060)∗∗∗

Class. Acc. 0.7 × Bin Sig Weight 0.5 −0.718 (0.042)∗∗∗

Class. Acc. 0.8 × Cut off 0.1 0.151 (0.059)∗

Class. Acc. 0.7 × Cut off 0.1 0.214 (0.045)∗∗∗

Class. Acc. 0.8 × Cut off 0.3 −0.145 (0.058)∗

Class. Acc. 0.7 × Cut off 0.3 −0.025 (0.043)
Class. Acc. 0.8 × Cut off 0.4 −0.240 (0.057)∗∗∗

Class. Acc. 0.7 × Cut off 0.4 −0.064 (0.043)

Sample Size 100 × Bin Sig Weight 0.25 −1.252 (0.043)∗∗∗

Sample Size 600 × Bin Sig Weight 0.25 −3.187 (0.057)∗∗∗

Sample Size 1200 × Bin Sig Weight 0.25 −4.389 (0.070)∗∗∗

Sample Size 100 × Bin Sig Weight 0.5 −0.773 (0.044)∗∗∗

Sample Size 600 × Bin Sig Weight 0.5 −1.815 (0.056)∗∗∗

Sample Size 1200 × Bin Sig Weight 0.5 −2.464 (0.066)∗∗∗

Sample Size 100 × Cut off 0.1 −0.067 (0.046)
Sample Size 600 × Cut off 0.1 0.117 (0.060)
Sample Size 1200 × Cut off 0.1 0.657 (0.070)∗∗∗

Sample Size 100 × Cut off 0.3 −0.125 (0.046)∗∗

Sample Size 600 × Cut off 0.3 −1.262 (0.057)∗∗∗

Sample Size 1200 × Cut off 0.3 −1.934 (0.064)∗∗∗

Sample Size 100 × Cut off 0.4 −0.600 (0.046)∗∗∗

Sample Size 600 × Cut off 0.4 −2.880 (0.057)∗∗∗

Sample Size 1200 × Cut off 0.4 −4.049 (0.068)∗∗∗

Bin Sig Weight 0.25 × Cut off 0.1 1.080 (0.051)∗∗∗

Bin Sig Weight 0.5 × Cut off 0.1 0.600 (0.053)∗∗∗

Bin Sig Weight 0.25 × Cut off 0.3 −0.605 (0.051)∗∗∗

Bin Sig Weight 0.5 × Cut off 0.3 −0.570 (0.052)∗∗∗

Bin Sig Weight 0.25 × Cut off 0.4 −0.819 (0.051)∗∗∗

Bin Sig Weight 0.5 × Cut off 0.4 −0.838 (0.051)∗∗∗

Note: ∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05
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Research Question 3: Impact of S/C ratio on correct inference.

As expected, deviating from the default ProM value leads to a decrease in

power, as a low S/C ratio up weights the random component of the utility score

(i.e., Binary Correlation). The decline can be rather substantive for the lowest value

of .25. However, when the S/C ratio is .5, all other things being equal, the decline

is small, suggesting that in a situation in which the analyst can not justify a choice

for S/C ratio, an equal weight will be robust to noise in one of the components.

Research Question 4: Impact of edge cut off score on correct inference.

Finally, the impact of the cut score to be used with edges’ Utility Score is, at

first glance, somewhat contradictory. Its main effect suggests that a higher cut-score

will result in an improvement in power. Recall that for inference to be correct it

is necessary for the focal edge to be included in the model for the High group and

not in the model for the Low group. Because the same FM parameters are used

across bot subsets, this requires balancing maximizing power in one subset of the

data while minimizing Type I error on the other. A too stringent cut score risks

not identifying the edge on the High group, while too liberal a value may lead to

inclusions on the Low group.

In order to investigate the impact of the choice of values on achieving the

correct result, logistic regressions models were conditionally estimated for each sub-

set. The models regressed a binary indicator variable denoting correct inference on

the simulation factors. Note that for the Low group correct inference requires not
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keeping the focal edge, whereas for the High group the opposite is true.

Just as for the joint inference model, the two-way and saturated models ac-

counted for about a third of the deviance. Table 6.11 presents the coefficients for

the two-way effects models. Note that the main effects for the cut off behave as

expected: a more stringent cut-off leads to a a reduction of false positives for the

Low group model, and to a loss of power for the High group model. The opposite

is true when the cut-off value is increased above the default of 0.2. This pattern

is also true for the interaction effects with the Noise condition. As expected, when

Classification Accuracy improves, the use of a lenient cut off score does not seem

to affect the false positive rate for the Low group. In general, it seems that if no

rationale can be provided for using different cut offs for each score, the default value

of 0.2 is a conservative and close to optimal default setting. Changing it will impact

the larger group more than the smaller group. This is particularly true if the cut off

value is increased, leading to a higher number of false positives and therefore failing

to observe a difference in event order across groups.
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Table 6.11

Regression Coefficients (log odds) for the Two Way Effects Models for the Low and
High Groups.

Coefficients (log odds) Low Group High Group
(Intercept) 1.615 (0.074)∗∗∗ −1.071 (0.058)∗∗∗

Noise 0.09 1.433 (0.075)∗∗∗ −0.336 (0.063)∗∗∗

Noise 0.3 0.727 (0.068)∗∗∗ −0.051 (0.058)
Class. Acc. 0.8 2.054 (0.111)∗∗∗ 2.394 (0.073)∗∗∗

Class. Acc. 0.7 0.722 (0.070)∗∗∗ 0.842 (0.057)∗∗∗

Sample Size 100 0.647 (0.071)∗∗∗ 0.941 (0.056)∗∗∗

Sample Size 600 2.252 (0.089)∗∗∗ 2.938 (00.096)∗∗∗

Sample Size 1200 3.699 (0.106)∗∗∗ 4.381 (0.161)∗∗∗

binSigWeight0.25 −0.413 (0.080)∗∗∗ 0.815 (0.060)∗∗∗

binSigWeight0.5 −0.242 (0.082)∗∗ 0.301 (0.062)∗∗∗

Cut off 0.1 0.539 (0.109)∗∗∗ −0.240 (0.064)∗∗∗

Cut off 0.3 −0.545 (0.082)∗∗∗ 0.276 (0.067)∗∗∗

Cut off 0.4 −1.177 (0.077)∗∗∗ 0.555 (0.071)∗∗∗

Noise 0.09 × Class. Acc. 0.8 0.686 (0.059)∗∗∗ 1.875 (0.077)∗∗∗

Noise 0.3 × Class. Acc. 0.8 0.421 (0.057)∗∗∗ 0.450 (0.057)∗∗∗

Noise 0.09 × Class. Acc. 0.7 0.265 (0.044)∗∗∗ 0.762 (0.049)∗∗∗

Noise 0.3 × Class. Acc. 0.7 00.095 (0.043)∗ 0.339 (0.046)∗∗∗

Noise 0.09 × Sample Size 100 0.219 (0.049)∗∗∗ 0.741 (0.051)∗∗∗

Noise 0.3 × Sample Size 100 0.033 (0.048) 0.409 (0.045)∗∗∗

Noise 0.09 × Sample Size 600 −0.200 (0.054)∗∗∗ 1.485 (00.094)∗∗∗

Noise 0.3 × Sample Size 600 −0.059 (0.054) 0.952 (0.086)∗∗∗

Noise 0.09 × Sample Size 1200 −0.402 (0.059)∗∗∗ 1.197 (0.123)∗∗∗

Noise 0.3 × Sample Size 1200 −0.333 (0.059)∗∗∗ 0.870 (0.120)∗∗∗

Noise 0.09 × binSigWeight0.25 −1.975 (0.066)∗∗∗ 0.389 (0.052)∗∗∗

Noise 0.3 × binSigWeight0.25 −1.004 (0.059)∗∗∗ 0.189 (0.048)∗∗∗

Noise 0.09 × binSigWeight0.5 −1.326 (0.066)∗∗∗ 0.526 (0.053)∗∗∗

Noise 0.3 × binSigWeight0.5 −0.691 (0.059)∗∗∗ 0.257 (0.049)∗∗∗

Noise 0.09 × Cut off 0.1 0.230 (0.068)∗∗∗ −0.440 (0.056)∗∗∗

Noise 0.3 × Cut off 0.1 0.114 (0.066) −0.238 (0.052)∗∗∗

Noise 0.09 × Cut off 0.3 −0.339 (0.056)∗∗∗ 0.340 (0.063)∗∗∗

Noise 0.3 × Cut off 0.3 −0.153 (0.055)∗∗ 0.123 (0.057)∗

Noise 0.09 × Cut off 0.4 −0.595 (0.056)∗∗∗ 0.725 (0.071)∗∗∗

Noise 0.3 × Cut off 0.4 −0.298 (0.054)∗∗∗ 0.296 (0.063)∗∗∗

Continued on next page
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Table 6.11 – continued from previous page
Coefficients (log odds) Low Group High Group
Class. Acc. 0.8 × Sample Size 100 0.485 (0.057)∗∗∗ 0.774 (0.061)∗∗∗

Class. Acc. 0.7 × Sample Size 100 0.474 (0.045)∗∗∗ 0.677 (0.043)∗∗∗

Class. Acc. 0.8 × Sample Size 600 2.865 (0.076)∗∗∗ 2.507 (0.228)∗∗∗

Class. Acc. 0.7 × Sample Size 600 1.526 (0.052)∗∗∗ 1.828 (0.102)∗∗∗

Class. Acc. 0.8 × Sample Size 1200 4.648 (00.098)∗∗∗ 3.834 (0.712)∗∗∗

Class. Acc. 0.7 × Sample Size 1200 2.429 (0.062)∗∗∗ 2.557 (0.208)∗∗∗

Class. Acc. 0.8 × binSigWeight0.25 −1.301 (0.101)∗∗∗ −1.574 (0.064)∗∗∗

Class. Acc. 0.7 × binSigWeight0.25 −0.651 (0.060)∗∗∗ −0.998 (0.048)∗∗∗

Class. Acc. 0.8 × binSigWeight0.5 −0.873 (0.104)∗∗∗ −0.734 (0.067)∗∗∗

Class. Acc. 0.7 × binSigWeight0.5 −0.458 (0.061)∗∗∗ −0.548 (0.048)∗∗∗

Class. Acc. 0.8 × Cut off 0.1 0.002 (0.092) −0.054 (0.065)
Class. Acc. 0.7 × Cut off 0.1 0.007 (0.063) 0.041 (0.051)
Class. Acc. 0.8 × Cut off 0.3 0.071 (0.074) 0.016 (0.074)
Class. Acc. 0.7 × Cut off 0.3 0.162 (0.051)∗∗ 0.029 (0.055)
Class. Acc. 0.8 × Cut off 0.4 0.189 (0.072)∗∗ 0.077 (0.083)
Class. Acc. 0.7 × Cut off 0.4 0.224 (0.051)∗∗∗ 0.086 (0.061)

Sample Size 100 × binSigWeight0.25−10.090 (0.061)∗∗∗ −0.459 (0.048)∗∗∗

Sample Size 600 × binSigWeight0.25 −3.327 (0.080)∗∗∗ −0.230 (0.089)∗

Sample Size 1200 × binSigWeight0.25 −4.981 (0.100)∗∗∗ −0.019 (0.123)
Sample Size 100 × binSigWeight0.5 −0.759 (0.063)∗∗∗ −0.206 (0.049)∗∗∗

Sample Size 600 × binSigWeight0.5 −2.037 (0.077)∗∗∗ −0.027 (0.088)
Sample Size 1200 × binSigWeight0.5 −2.988 (00.090)∗∗∗ 0.311 (0.120)∗∗

Sample Size 100 × Cut off 0.1 0.208 (0.067)∗∗ −0.329 (0.048)∗∗∗

Sample Size 600 × Cut off 0.1 0.950 (0.081)∗∗∗ −1.462 (0.088)∗∗∗

Sample Size 1200 × Cut off 0.1 1.609 (00.095)∗∗∗ −2.136 (0.155)∗∗∗

Sample Size 100 × Cut off 0.3 −0.271 (0.058)∗∗∗ 0.435 (0.054)∗∗∗

Sample Size 600 × Cut off 0.3 −1.075 (0.065)∗∗∗ 1.629 (0.188)∗∗∗

Sample Size 1200 × Cut off 0.3 −1.800 (0.074)∗∗∗ 13.543 (87.034)
Sample Size 100 × Cut off 0.4 −0.580 (0.055)∗∗∗ 1.100 (0.066)∗∗∗

Sample Size 600 × Cut off 0.4 −2.310 (0.067)∗∗∗ 14.771 (86.273)
Sample Size 1200 × Cut off 0.4 −3.708 (0.083)∗∗∗ 13.116 (83.969)

binSigWeight0.25 × Cut off 0.1 −0.384 (0.112)∗∗∗ 0.085 (0.054)
binSigWeight0.5 × Cut off 0.1 −0.292 (0.116)∗ 0.041 (0.055)
binSigWeight0.25 × Cut off 0.3 0.334 (0.084)∗∗∗ −0.043 (0.060)
binSigWeight0.5 × Cut off 0.3 0.209 (0.085)∗ 0.031 (0.061)
binSigWeight0.25 × Cut off 0.4 0.663 (0.079)∗∗∗ −0.069 (0.066)
binSigWeight0.5 × Cut off 0.4 0.474 (0.081)∗∗∗ 0.004 (0.067)
∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05
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6.3 Summary of simulation results

The simulation investigated the performance of the FM under plausible use

conditions for an analyst applying the method to GSBA data in order to identify the

presence of a particular event sequence in a single subset of the data. The conditions

included using varying parameters to mine the models, as well as varying degrees of

noise in the data, human rater classification accuracy and sample size. Two aspects

of the FM performance were investigated: its ability to identify the relevant event

transition on the hypothesized group alone, and conformance of the mined model

to the generating data.

Analysts should not use the general rule of thumb of accepting logs with 80%

or better conformance, as it would lead to very low power. As with any decision

based on thresholds, the arbitrary nature of the threshold and the realities of the

data should be taken into account. Although the median conformance values are

quite close to the threshold, the lack of any relation between the two groups means

that analysts should be ready to accept conformances as low as .5 for at least one

of the models in order achieve the correct decision.

As for the ability to identify the focal event transition on the hypothesized

group alone, the method proved to be quite robust to all varying conditions. Even

when almost half of the data is composed of noise, perfect or near perfect power

is possible, when large enough sample sizes are available, along with reliable rater

scores. More importantly, it is possible for the analyst to improve power by judi-

ciously using the FM settings, by setting an S/C ratio that up weights a less noisy
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component and setting an edge elimination cut-score that is not so lenient as to

create false positives.

Generally speaking, the FM is quite robust to noise and even sub par human

classification accuracy when samples of a moderate size (n >= 600) are available

and if one is willing to accept model to data conformance as low as .5.
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Chapter 7: Discussion

As stakeholders increase their demand for feedback that focuses on task-solving

behavior, it is reasonable to expect an increase in the use of GSBAs as educational

and assessment tools. From an analytical perspective, the most immediate implica-

tion is the explosion in the volume and complexity of the data with which analysts

must deal in order to provide psychometrically sound results. The reported study

aimed to contribute to the extension of the analytical tool set used in psychometrics

by integrating concepts and analytical tools created with the specific purpose of

supporting the analyses of general purpose event data.

The field of BPM provides not only tools, of which the FM is but an example,

but more importantly the conceptual apparatus that psychometricians need in order

to create and utilize what still seem to be atypical, and even daunting, data sets.

In conjunction with the guidance that the ECD framework provides, it is possible

to bring these new tools to bear when exploring the evidentiary value that event

logs potentially contain. The path from item score to events, event order and event

properties does not require the reinvention of the wheel, but rather the integration of

already existing concepts and tools into the methodological practices of educational

assessment.
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7.1 Summary of Results

The results from the applied study suggest that the proposed approach can

lead to useful and defensible results, if one takes into account the variable nature of

student and teacher populations, the realities of available event data, and the poten-

tial new sources of unsystematic variance that exploratory approaches to event data

bring. From the focus groups sessions it resulted clear that even though the personae

approach does seem to be useful in focusing instructors’ attention on archetypal

behaviors, there are large differences in instructor expectations. Not only did in-

structors seem more able, and even willing, to distinguish between high performing

students, the nature of the instructor’s academy seemed to mediate their expecta-

tions on personae distribution. Generally speaking, instructors in high-performance,

magnet-school academies assumed that most if not all of their students would fall

into the Advanced persona, at least eventually. Conversely, instructors in lower-

performing academies assumed that most of their students would fall into the lower

band of performance, and remain there.

Focus groups were used with the purpose of maximizing validity by incor-

porating instructors’ beliefs on student types and observable behavior. The first

instrumental goal was to perform a check on the task-creator’s intuition about the

number, ordering and nature of student types. A measurement model that reliably

produces student classifications that are not meaningful to instructors would hardly

be useful. The second goal was to elicit information that could guide the definition

and selection of behaviors that would be predictable of persona membership. A
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third, yet unaccomplished goal, was to use the instructor’s beliefs as guides in the

creation of BNs, and perhaps the estimation of the CPTs.

However, due to difficulties in operationalizing data collection, it was not pos-

sible to align the information collected through the focus groups with that of the

event logs. Combined with the paucity of the data, this fact led to the difficult

circumstance in which the distinctions that some instructors made about Advanced

students, for example, could not be tested by the research task, as it either did not

address such distinctions, or the number of Advanced students was just too low (and

their behavior too variable) to confidently identify discriminant behavior.

The conceptual and methodological tools of BPM played a key role in under-

standing, transforming and using the event data. Even for such a small data set,

any trace beyond trivial examples from completely disengaged students required

a disciplined approach to data collection and transformation. It would have been

very difficult to conduct the analyses reported in Chapter 5 without the conceptual

apparatus that BPM provides.

The most important implication is that the atomic unit of meaning is the

event, and that all analyses build on events and their relations: with preceding or

succeeding events, environment properties, attributes of other events. Once one

embraces this principle, it immediately follows that an event can be any action

within a system that an analyst understands to be germane to the investigation.

Events can be user generated, like inputing a command, or system generated, like

updating a score variable. Events can also be derived from sequences of events, like

a device entering a certain state after a particular set of operations was executed on
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it. Rather than daunting, given the nature of pre-processing steps such data require

in comparison with more traditional psychometric data, the flexibility of event data

is a powerful tool that must be judiciously leveraged when designing data collection

mechanisms and subsequent analyses.

The choice of the FM as an analytical tool for exploratory data analysis was

based on its ease of use, relaxed process semantics and computational efficiency.

Other methods exist in the field of BPM that could be brought to bear to fulfill

the FM’s role. Such methods however not only require much larger samples, but

are usually quite inflexible when dealing with noisy and rare behavior, which was

expected in the available sample. Not withstanding its short track record, it was

possible to use the FM to explore the data under the guidance of hypothesis gen-

erated by the SMEs. An important insight from the FM analyses is that if the

investigated ‘process’ is defined within boundaries that translate to semantically

well-defined sub-tasks (e.g., how do students move between device modes within a

particular device), the FM provides the mechanisms to assess the potential utility of

any identified group differences. When data conformance is low, due to large within

group variability, or similar paths exist across groups, it is reasonable to expect that

a PIV based on such group differences will be of little, if any, predictive ability. The

BN analyses showed that indicator variables based on such distinctions did not add

any evidence beyond what was POs and other PIVs already bared.

The choice of BNs as the model for evidence accumulation and inference was

based on the hope that expert knowledge would be integrated into model construc-

tion and selection, both when defining structure and setting structural parameters.
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Moreover, BNs can accommodate conditional independence structures that a latent

class model, for example, can not. Ultimately, the fitted BNs had a structure simple

enough that they could be replaced by other statistical models. However, it was

important to illustrate how model critique can be easily done in BNs when choosing

between competing sets of variables. The use of WoE, which are easily computed,

allowed to quickly and efficiently investigate the marginal predictive power of candi-

date PIVs, a particularly important factor when the results from the FM exploratory

analyses did not always hint at clear-cut group differences. This check is an eco-

nomic and robust check on potential false positives that the FM could generate,

facilitating rapid iteration.

It is important to reiterate the importance of economically generating PIVs

that are defensible from a substantive standpoint, predictive from a statistical one,

and therefore constitute warrants for a validity argument. The results comparing

the predictive accuracy of holistic, human generated, PIVs with those of PIVs based

on strict rules derived from FM analyses showed that both sets seemed to perform

in generally similar ways. Considering the small size of the available sample, the

impact on prediction accuracy did not meaningfully change when either set of PIVs

were combined with POs. This is an encouraging result. Human scoring is error

prone and, more importantly, hard to scale. If FM analyses in conjunction with

automated scoring mechanisms can provide inferences about student behavior with

similar reliability to that of human raters, it becomes much easier to expand the

number and nature of PIVs used in measurement models, potentially reaching better

coverage of the construct and generability of evidence and measurement models
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across tasks.

It should be noted however that no analytic method, or mixture of methods,

constitutes by itself a warrant for validity. The work reported herein is no exception.

The purpose of BPM methods was to economically explore the data in search of

differences in behavior across groups. Such differences must not only be predictive

of class membership, they must also align with expectations about process execution

by SMEs and instructors. When integrating the results from such analyses into an

argument for the construct validity of an assessment, methods such as BPM have

the potential to extend and solidify such arguments, but at the cost of adding a

non-negligible layer of complexity.

In simple terms, BPM analyses were used not accumulate evidence into a score,

or even to score artifacts produced by the student, but to identify what should be

scored. In this sense it is important for assessment developers to clearly report what

principles guided the selection of BPM analyses, how they were parameterized, how

were results reconciled with theoretical expectations, which heuristics were used

when deciding which PIVs to include in the evidence accumulation model, as well as

what procedures were in place to reconcile incongruences between analytical results

and theoretical expectations.

Even in the limited circumstances of this study, the above implications were

at play. In some circumstances, different sets of experts suggested that opposite

behaviors were predictive of membership to a given persona. In other cases, behavior

expected to be discriminating was present in more than one persona. From the

standpoint of building a validity argument, this fact alone should raise questions
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about the meaning of the personae, the representativity of the consulted SMEs, or

both. The challenge was further compounded by the fact that the analytical method

itself could not resolve the contradictions.

This should not be taken exclusively as a limitation of the BPM approach, or

the specific method itself, but rather of the entirety of the proposed evidence iden-

tification procedure. In this particular context, the BPM method and the available

data were not sufficient to empirically resolve uncertainty about expected student

behavior. It is conceivable that a different set of SMEs would provide more coherent

descriptions of personae and associated behavior. Or that other data sets could bare

if not an unequivocal answer, at least an argument towards accepting one type of

behavior over another. However, it is unclear how much the analytical method is do-

ing more than simply reifying SME and analyst expectations. An argument for the

use of BPM (or any other exploratory) methods to identify evidence sources must

address the method’s ability to not only clearly recognize expected differences when

they do exist, but to also identify aspects of process execution that can challenge

SME expectations while reliably representing behavior at the population level.

In summary, the proposed approach seems to have the potential to be useful,

and even defensible. SME input can guide exploratory FM analyses which in turn

lead to the generation of PIVs that are not only predictive of class membership,

but also based on meaningful learning and behavioral goals. The use of BNs allows

for a quick and flexible way to aggregate such PIVs, investigate their predictive

power, as well as to check their alignment with a theory of process execution. The

simulation study demonstrated that, in somewhat controlled circumstances, the FM

226



is quite robust to noisy behavior and capable of identifying systematic differences in

behavior that may prove to be discriminant. Even in circumstances in which almost

half of the data does not provide any information (e.g., a random time distribution

for all event pairs, and half of events being non-systematic behavior), the FM was

in fact able to detect the key group distinction at an useful rate.

If analysts are willing to accept the fact that event data generated in the

context of GSBAs are most likely too variant for any FM to raise to a high level

of model-to-data conformance, the FM can in fact provide meaningful results. In

summary, the FM is a flexible, powerful and robust tool for the initial exploration

of event data. Its flexibility comes at the cost of a wide number of choices that the

analyst must understand and justify. More importantly, it is not by itself a sufficient

tool to extend an evidence model. It takes on a intermediary role that must be

understood in the larger context of defining and revising evidence identification and

accumulation models that can reliably provide valid inferences.

7.2 Limitations of the Applied Study

The first and most important limitation of the applied study was the nature

and size of the data. This is true for both the event data and the focus groups.

Naturally, a sample size of 20 is too small for any generalizations to be done at

a population level. More importantly, as mentioned above, is the fact that it was

not possible to align that sample with the instructors included in the focus groups,

themselves a rather small and unrepresentative convenience sample. Ideally, the
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same instructors guiding personae definitions and the identification of discriminant

behavior would have provided access to students, maximizing the likelihood that the

hypothesized behaviors would in fact be present in the sample. Subsequent studies

could investigate the generalization of findings to broader populations.

Second, it is clear that any effort to create a reliable and valid assessment

that can classify students into archetypes will require a rather expansive effort to

identify, or propose, such archetypes that the entire instructor population can use.

It was striking how instructors in the focus groups varied in their prioritizing of

behavioral indicators and learning goals. Moreover, their beliefs and values at times

departed from those of the Cisco assessment team in rather striking ways. This was

particular evident when instructors related their student populations to the social

and economical context of the institution. This observation has vast implications

not just for the CNA effort, but for any assessment program the aim of which is

to provide student classifications that instructors can use to easily guide decision-

making. It is possible that no single set of personae will be equally useful across

all circumstances, or that personae, grounded as they are in archetypes, can be

differentially interpreted in subtle, yet impactful, ways.

Third, the size and structure of the BN also acted as a limitation. Operational

measurement models commonly have to accommodate several latent variables, which

can have intricate conditional dependence relations among themselves and with indi-

cator variables. In an initial stage, the envisioned approach was to classify students

into latent classes in a single latent, exogenous variable, while using intermediate

latent variables corresponding to constructs that were general enough to be used
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across tasks and even be measured using distinct sets of PIVs. However, the dif-

ficulty in eliciting coherent interpretations of such constructs (e.g., fluency) from

the instructors and the limited nature of the data, made it all but impossible to

incorporate these constructs. This inability to relate observed behaviors to class

membership through an intermediate layer does not only limit the generalizability

of the model across a potential family of similar tasks, it hinders an argument for

the construct validity of the assessment, as it is not possible to relate the observed

behaviors to meaningful instructional concepts shared by practitioners.

Fourth, the novel and still untested track-record of the FM is a central limita-

tion. Because little to no guidance exists on how to combine the FM metrics, all of

the analyses in the FM used default values, which have been informally tested across

domains and applications and shown to provide ‘interpretable’ results. However, it is

not immediately clear how changes to the plethora of parameters in the FM impact

its outcome. A clear example was the presence of logically impossible transitions in

some mined models, most likely due to the fact that Binary Frequency Significance

takes into account occurrences up to lag-3, not just lag-1. In absence of clear guide-

lines, the default option of using up to lag-3 was used, as in previous exploratory

analysis of Cisco event data (as well as unrelated analyses reported in the literature)

it provided interpretable and defensible results. However, the presence of logically

impossible results begs the questions of whether other patterns present in the mined

models are in fact representative of systematic, and discriminant, behavior in the

population, or just an artifact of arbitrary parameterization choices.

Another limitation of the FM analyses is that it is not clear how to conduct
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comparisons between mined models. Even though the method is non-parametric

and all results are normalized to each data set’s size, it is unclear how defensible

across groups comparisons given the fact that the method was not designed to

serve this particular inferential goal. If anything can be said, it is that not all

models are equally trustworthy, as could be observed from highly disparate values

for log conformance. It is unclear then how one can defend the inclusion of a PIV

in an evidence accumulation model when the conditional analyses that identified

the difference essentially have disparate levels of quality, as measured by model

conformance. Again, subsequent checks on the predictive quality of such PIVs are

essential.

Finally, the way in which the FM was used to identify group differences may

be too stringent a rule to make a decision about group differences. The heuristic was

the presence versus the absence of an edge between two event nodes. A more careful

look at edges’ binary significance and correlation metrics can also lead to important

insights, the least of which is that even though there seems to be a difference across

groups, it may be too tenuous to justify the creation, inclusion, and validation of

a new predictor variable. Conversely, it is possible to overlook group differences

simply because a particular edge is present in both groups. Edge elimination is a

result not only of the edge’s utility score, but also of that of all other edges in the

same node and the selected cut-off score. Two groups may in fact differ in the way

two events are ordered, in the sense that it is more likely to observe the transition

in one group than others. An heuristic as simple as the presence or absence of

the transition in fact overly simplifies the stochastic nature of group differences.
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Moreover, an important feature of the FM is its ability to aggregate low occurring

but highly correlated events into event clusters, or meta-events, leading to model

simplification and increase in interpretability. This feature could also be used to

generate PIVs, if for example certain types of events cluster on some groups and

not others.

7.3 Limitations of the Simulation Study

With respect to the simulation study, the most important limitations relate to

the circumscribed exploration of the FM parameter space, as well as the nature of

the data generation simulation factors. The data generation approach made three

simplifying assumptions that may have impacted the results in non-trivial ways.

First, the event dictionary was rather small. This was done in order to maintain the

simulation manageable, as well as to keep the simulated process in line with those

of the applied analyses. There is, after all, a cognitive ceiling to the complexity of

an interpretable model. That ceiling is directly related to the number of nodes, as

well as of edges per node. Therefore, in both the applied and simulation studies,

processes were defined in terms that would not require large event dictionaries.

Although the result was process models that are easier to interpret, it is possible

that the results do not map to either cognitive processes, or even to sub-tasks that

SMEs can recognize as important, and therefore generalizable, in the domain (e.g.,

“configuring the Router”, troubleshooting). In that sense, it is unclear how the

artificial process used to generate the data is in fact representative of task-solving
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processes, and consequentially how the FM performs with real assessment data.

The second assumption related to the number of allowed event transitions.

Only nine event classes were used to generate the logs, almost all of which tran-

sitioned to no more than two other classes. This feature alone already simplifies

the problem space by limiting the number of potentially non-informative edges that

the FM had to correctly eliminate, improving the likelihood that it would correctly

elide noisy event transitions. It is important to understand how the edge simplifica-

tion algorithm behaves when source and target nodes of the focal edge have a large

number of edges, the utility scores of which are distributed over the full range of

possible values.

The third assumption was that the distribution for time elapsed between is-

suing each event was equal for all event pairs. This assumption simplified the data

generation process, as it was not necessary to develop, justify and implement dif-

ferent distributions based on particular event pairs. However it made the result for

the impact of the S/C ratio on correct inference ungeneralizable outside this con-

text. Because one of the components of that ratio is essentially noise (the temporal

correlation) it must follow that when that component is down-weighted the model’s

performance, in terms of its conformance to the data, will improve. On the other

hand, by including a source of noise in the S/C ratio it was possible to evaluate

the method’s robustness when one such element is random and the analyst fails to

check and account for that fact.

The limitation of the simulation design with the potential to have the largest

impact in the results is the choice of weights when combining primitive metrics. The
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simulation design essentially ignored this feature of the method, which is not just

incidental, it is at the core of the FM’s flexibility and potential, when compared to

other BPM methods. Strictly speaking there is no single FM: models mined from

the same data set can have substantively distinct results conditional on the choice

of metrics’ weights. This is a design feature of the method, which distinguishes it

from other BPM methods, by allowing for a family of miners, tailored to analysts’

understanding on how metrics relate to one another given the nature of the target

process, or particular analytical goals.

The simulation study intended to emulate an uninformed analysis, guided by

no more than the default parameters provided by the method’s author, and assess

its performance. This approach would be expected in a preliminary analysis, given

the lack of clear guidelines, established practices known to provide reliable results,

or at least intuitive justifications. If any conclusion can be drawn from the study

is that a näıve analyst can still use the FM with high levels of power if factors

beyond the analyst’s control, such as sample size and reliability of human raters, are

favorable. These conditions hardly constitute an endorsement of the method, and

beg the question of its robustness to a range of weighting schemes when aggregating

metrics. Clearly a more extensive investigation on the impact of weighting schemes

in results is warranted. The question is then to identify the heuristics that should

guide an analyst when establishing the relative value of metrics in the context of

particular research questions, data sets generated under varying conditions (e.g.,

different GSBAs), and how those choices play into an argument for the assessment’s

overall validity.
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7.4 Lessons Learned and Future Research

There are three lines of future research that this study suggests. The first re-

lates to establishing well-defined practices for the design, collection, transformation,

sharing and analysis of event data generated in the context of GSBAs. The sec-

ond line concerns the investigation of how exploratory and non-parametric methods

from BPM can be integrated in a useful and valid manner in assessment develop-

ment cycles that require the quick iteration between hypothesis generation, data

exploration, PIV generation and inclusion in a evidence accumulation model. The

third line relates to the behavior of the FM model itself across a range of data

generation conditions and analytical choices. Each line is discussed in turn.

The nature of behavioral data generated and captured through computer in-

terfaces is such that analysts engaged in assessment design must have more than

just a cursive and informal understanding of data structures and technologies. The

nature of “conventional” assessment data, that which is usually referred to as “prod-

uct data”, is such that its collection and dissemination can be done through rather

simple mechanisms: a comma-delimited file, in which a column represents an item,

a row a student, and the datum takes on a single property (correctness). Behav-

ioral data are by necessity more complex, precisely because stakeholders demand

the production of insights that go beyond that of simple correctness.

It is therefore necessary to establish clear concepts and procedures that facil-

itate the collection and dissemination of event data. This priority does not stem

solely from the necessity to settle on economical practices that free resources to
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engage in actual productive analyses. It is a sine qua non for the establishment of a

community of practice that can freely and effectively communicate, therefore build-

ing its expertise. It is important to reiterate the importance of free, as in freedom,

communication. Data sets may be proprietary, or contain potentially sensitive per-

sonal information. Those however are not barriers rather than parameters for data

sharing and dissemination. What is important is that data formats are themselves

unhindered by barriers to dissemination. The first obvious barrier is the simple

existence of a shared understanding of what event data are, the data ontology. The

second barrier is the establishment of a formal format that maps the ontological

entities to data structures. These two challenges are not trivial, and can only be

addressed through the open sharing of accumulated expertise. However, a third

challenge exist: economic control over the data format.

This concern was not clear, or as prevalent, in the past as “product” data

can be usefully disseminated through informal, and even unspecified, data formats

such as comma-delimited files. The richness of event data obviates the use of any

informal means, and it is essential that whichever formats practitioners settle on

when sharing event data are unencumbered by patents or copyright limitations, lest

the entire community of practice wants to find itself paying a “data format tax”

to whichever entity has the ability to impose a proprietary format in the guise of

a common standard. This is an important area for research and development in

GSBA, which can not be sidestepped or dismissed as low-level engineering: the

shared, conscientious, deliberated and open inquiry into event data ontologies and

representations.
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Once researchers across institutions are able to efficiently share event data, it

will be possible to more easily expand research into how analytical methods from

other fields can be used with GSBA data. Because many methods hinge on graphi-

cal representations of event sequences, it is particularly important to investigate the

interpretability, from the standpoints of a psychometrician and SME, of such graph-

ical outputs, like the FM, and how their interpretation and use impact assessment

development, and ultimately its validity. It would be rather useful to understand

where the cognitive limits lay when it comes to model complexity, particularly in

what relates to dictionary size and number of event transitions. How many unique

event types should be used such that, say, a FM graph can be easily communicated

to, as well as reliably interpreted by, team members with distinct backgrounds?

A related implication of the reported study is that the analysis of event data

must likely be done at different levels of representation. Most of the analyses re-

ported in Chapter 5 were done at the same level at which data were collected. Put

in another way, the semantics of recorded events were not only interpretable but

also meaningful for most purposes. That is because PT happens to collect data at

a level that is itself in alignment with notional entities. For example, “ping 1.1.1.1”

translates directly to “the student pinged the server in an attempt to verify connec-

tivity”, which in turn is a notion that is important for SMEs assessing a student’s

task-taking behavior. However that is not always the case. For some analyses event

sequences were abstracted into meta-events which had a semantic in the context of

that particular analysis but were not recorded in the log as a single event (i.e. “en-

tered device configuration mode”). Therefore, if event recasting and transformation
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are required in order to maximize model interpretability, which general guidelines,

and computational tools, can be used in order to economically and reliably transform

such data? Recall that the purpose of methods such as the FM is not to accumulate

evidence, but to quickly iterate through prototypes for evidence sources. It will only

be feasible for an assessment team to iterate through several candidate sources if

the output of the exploratory methods can be created and interpreted economically.

As for the FM method in particular, it is not only important to understand

how its many parameters influence the output, it would be interesting to extend

its nature. As hinted in the preceding section, a thorough exploration of the FMs

parameter choices is justifiable and desirable. Such exploration however should be

informed by a solid understanding of a family of GSBA event data, as well as of the

goals of using the FM within the context of differing assessment development efforts.

Unfortunately, currently there are no easily accessible and well-documented data sets

that can be used with the explicit purpose of comparing exploratory methods, and

modeling choices.

Finally, there are several extensions to the FM method that could greatly im-

prove its utility in GSBA research. The first would be the computation of statistics

that can identify the relative contribution of each event transition to model (non-

)conformance. This would greatly facilitate the investigation of model conformance

and the identification of event pairs that although not representative of systematic

behavior are common enough in a particular student group to warrant further in-

vestigation. Another extension is the facility to test, or even constrain, the model

to check the data to model conformance of event sequences of an arbitrary length.
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Currently model conformance only considers event sequences of length two. How-

ever it is easy to consider situations in which it is informative to investigate the

presence, or the possibility of, longer event sequences.

In summary, the integration of event data into assessment practices is an area

with abundant research opportunities, ranging from conceptual and instrumentation

needs to the expansion of the nature and scope of validity arguments. Progress in

the field demands that assessment practitioners be open to a fair amount of “retool-

ing” effort, which includes a more formal knowledge, if not use, of computer science

concepts and tools, as well as the repurposing of analytical methods born in other

disciplines to the goals of evidence identification and accumulation. Although the

challenge may seem vast in its scope, the principled practices of Evidence Centered

Design provide the grounding for the rehearsal and integration of disparate method-

ologies into assessment practices. So long as assessment developers are willing to

expand its conceptual and methodological repertoire, while securely grounded in

the requirement for coherent and defensible validity arguments, GSBAs may in fact

achieve its potential as transformative educational tools.
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