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Abstract

A proxy object is a surrogate or placeholder that controls access to another tar-
get object. Proxies can be used to support distributed programming, lazy or paral-
lel evaluation, access control, and other simple forms of behavioral reflection [19].
However,wrapper proxieqlike futuresor suspensionfor yet-to-be-computed re-
sults) can require significant code changes to be used in statically-typed languages,
while proxies more generally can inadvertently violate assumptiotramm$parency
resulting in subtle bugs.

To solve these problems, we have designed and implemented a simple frame-
work for proxy programming, which employs a static analysis based on qualifier
inference [16], but with additional novelties. Code for using wrapper proxies is
automatically introduced via a classfile-to-classfile transformation, and potential vi-
olations of transparency are signaled to the programmer. We have formalized our
analysis and proven it sound. Our framework has a variety of applications, includ-
ing support for asynchronous method calls returning futures. Experimental results
demonstrate the benefits of our framework: programmers are relieved of managing
and/or checking proxy usage, analysis times are reasonably fast, and overheads in-
troduced by added dynamic checks are negligible, and performance improvements
can be significant. For example, changing two lines in a simple RMI-based peer-
to-peer application and then using our framework resulted in a large performance
gain.



1 Introduction

A proxy object is a surrogate or placeholder that controls access to another object. One
example of a proxy is &uture, popularized in MultiLisp [27]. In MultiLisp, the syntax
(future e) designates that expressiershould be evaluated concurrently. Since the
result is not immediately available, the current thread is given a placeholder for it, called
a future. Because MultiLisp is dynamically typed, the runtime system can manipulate
futurestransparently the programmer is not required to write code to wait for and extract

the actual result from the futufeThis makes the use of futures simple and lightweight.

In contrast, proposals to add futures to statically-typed languages [32, 28, 37] make
futures manifest to the programmer. For example, JSR 166 [28] defines a future with the
following Java interface:

public interface Future<V> {
V get();
V get(long timeout, TimeUnit unit);

}

The programmer mustlaim the underlyingV manually withget, which can require
considerable programming effort when adapting a program to use futures (discussed in
detail in Section 5.2).

Moreover, futures are not transparent, since they are represented as an object separate
from their contents. Thus a programmer could distinguish a future from its underlying
object unintentionally. For example, a Java programmer could mistakenly store both in
the sameSet because the defaulbject . equals method uses= for comparisons, and
typical equals methods usenstanceof, both of which depend on an object’s iden-
tity. Avoiding these situations requires a careful understanding of how futures and their
underlying objects could interact in a program.

Motivated to support futures in Java with the same ease-of-use and transparency as
dynamically-typed MultiLisp, we have developed a framework to simplify proxy pro-
gramming in general. At the core of the framework is a static analysis that tracks how
a proxy might flow through the program, coupled with a transformation that implements
how proxies are manipulated at runtime. We have used our framework for a variety of
applications:

¢ We have implemented support for asynchronous method calls which could return
futures. Adding or removing asynchrony is extremely lightweight, as the frame-
work generates the code for spawning or delegating to threads as well as the code
for managing futures returned as results. Programmers can influence performance
by specifying athread manageto handle an invocation, including global thread
pools, per-object thread pools, and others. Programmers can also influence where
futures are claimed. In essence, the framework drastically simplifies programming

1There is the possible need for synchronization due to side effeets in



with JSR 166 futures, which is timely given JSR 166’s impending inclusion in the
Java standard.

e A future is an example of rapperproxy, in which a container wraps an under-
lying object. We have also implemented support for lazy evaluation in Java using
suspensionsvhich are wrapper proxies that encapsulate lazy computations. Sec-
tion 5.3 describes how we profitably used futures and suspensions together in an
RMI-based peer-to-peer application: changing two lines resulted in a large perfor-
mance gain.

¢ Interface proxiesshare an interface with their target object, as specified by the
proxy design pattern [19]. As with wrapper proxies, incorrect usage of these prox-
ies could violate transparency. Section 5.4 describes how we used our framework to
discover possible transparency violations arising from the introduction of interface
proxies in large programs.

Our static analysis is based gualifier inferencg16], but improves on it in two ways.

First, we support dynamic coercions, needed to claim futures and other wrapper proxies.
Second, we use a simple form of flow-sensitivity to avoid coercing the same expression
more than once. While our framework was developed for proxy programming, these
advances apply to qualifier systems in general. As described in Section 3.7, they enable
a number of new or improved applications, including tracking security-sensitive data in a
program [41], and supporting non-null types [13].

1.1 Contributions

This paper describes the design, theory, implementation, and evaluation of a framework
for proxy programming. We make the following contributions:

e We formalize the problem of transparent proxy programming as one of qualifier in-
ference, extending existing algorithms to support dynamic coercions and a form of
flow-sensitivity. We have formalized our analysis as an extension of Featherweight
Java (FJ) [25], and proven it sound (Section 3). We are the first to consider qualifier
inference in an object-oriented setting, and our approach enables new or improved
applications of qualifier systems (Section 3.7).

e We present a design and implementation of asynchronous and lazy method invo-
cations for Java. Because handling of futures is automatic, our approach is sub-
stantially easier to use than approaches that require manipulating futures manu-
ally [32, 28, 37]. At the same time, performance can be easily tuned by the pro-
grammer. Our approach combines nicely with other Java features, like RMI and
the JSR 166 concurrency libraries. (Section 4.)

e We present a performance evaluation of our implementation on a variety of appli-
cations, including uses of futures and suspensions, and checking for transparency
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Specification Introduction Coercion

Policy Expression forms Expression forms that
that introduce| must operate on non-
proxies proxies

Implementation Code to create a Code to implement run-
proxy (if any) time coercions (if any)

Table 1: Input Specification

violations (Section 5). Analysis times are comparable to those of similar static
analyses. For futures and suspensions, the overhead of inserted dynamic coercions
is negligible, while the performance benefits can be substantial. The analysis was
also able to discover a number of potential transparency violations arising from the
introduction of interface proxies in large programs.

2 Overview

In this section, we present an overview of our framework, including the API seen by the
user, and the basic flavor of our static analysis.

2.1 User API

As inputs, our framework takes (1) application and library classfiles to analyze, and (2)
a proxy policy andimplementatiorspecification (gpspecandispec respectively). As
outputs, the framework produces modified application and library classfiles which form
the new application. Thespecandispecallow the user to customize the framework
to support different kinds of proxies. In particular, thepecdefines syntactic patterns
in the program that indicate where proxies should be introduced and coerced, while the
ispecindicates how proxy introduction and coercion are implemented at runtime. These
specifications are summarized in Table 1.
The framework itself consists of two parts: a static analysis (which usgssiie}
and a program transformation (which usesije2q. The static analysis discovers where
proxies are introduced in the program, and then tracks their flow throughout the program.
The analysis observes when a proxy could flow to a location requiring a non-proxy, thus
requiring acoercionto convert the proxy to a non-proxy. Based on the results of static
analysis, the program transformation generates a modified program. In particular, the
code at each proxy introduction site is modified to actually create the proxy at runtime,
and code is inserted at each coercion site to implement the proxy-to-non-proxy coercion.
As an example, consider how we implement asynchronous method calls in Java using
this API (more details are in Section 4). The prggpecandispecare as follows:



Policy Spec Proxies are introduced by method calls marked by the user as being asyn-
chronous. All expressions that are identity-revealing, e.g., dynamic downcasts or
subexpressions dihstanceof, must operate on non-proxies (thus necessitating a
possible coercion). Moreover, any concrete usage of an object, such as invocations
of its methods or extractions of its fields, requires that it be a non-proxy.

Implementation Spec Calls marked as asynchronous are replaced by code that (1) exe-
cutes the original call in a separate thread, and (2) retuFnsare as a placeholder
for the eventual result. Coercing a possible future requires checking that it is in-
deed aFuture (the analysis may have been imprecise), and if so, callingeits
method to extract the underlying object. This may entail waiting until the result is
available.

Lazy method calls are supported similarly, and other applications are described in Sec-
tion 3.7 and 5.4. Further implementation details are presented in Section 4.1.

Our goal is for the framework to be used during normal software development: the
programmer develops the annotated files, and the framework generates the final bytecode.
Alternatively, the framework could be used to add needed features to a Java program; the
annotated files would simply direct the transformation, and development would proceed
with the modified files This would allow programmers to manually optimize the com-
piled code, but would eliminate the benefits of the lighter-weight, specification-based use
of proxies during development. So far we have not found such manual optimizations
necessary.

We now turn to an overview of our analysis.

2.2 Proxies as Qualifiers

Conceptually, whether or not a particular program variable refers to a proxy is indepen-
dent of that variable’s type. As such, we can think about proxies ugmg qualifiers

which refine the meaning of a particular type. A qualified type is wri@en whereQ is

a qualifier and is a type. A familiar use of a type qualifierfimal: a variable with this
qualifier must be immutable, whatever the variable’s actual type may be. Proxies can be
annotated in the same way. A variable with qualifienproxy is definitelynot a proxy,

while one with qualifieiproxy may or may not be a proxy. Qualified types admit a natural
subtyping relationship. In particulaponproxy T < proxy 1. That is, at object that is
definitely not a proxy can be used where that may or may not be a proxy is expected.

The problem solved by our framework is akingoalifier inferencg16]. As with our
framework, when using qualifier inference the programmer annotates expressions that
introduce values with a particular qualified type. The inference algorithm determines
how these values flow through the program to ensure they are used correctly. However,
existing qualifier inference systems are not sufficient to model wrapper proxies like fu-
tures because they treat qualifiers as having no runtime effect. Creating a future requires
spawning a thread and creating a placeholder for its result. Moreover, using a wrapper
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proxy in a context expecting aonproxy should not signal an error, but rather should
induce a runtimelaimto acquire the underlying result.

Our analysis augments qualifier inference to suppogrcions In particular, our
formal target language (Section 3) includes an expression éarencee, where ife's
type has qualifieQ, thenproxy < Q. The effect of this expression is to coere¢o be
anonproxy. As an optimization, in the case thats a local variable, thenx is treated
flow-sensitively by the analysis: uses offrom then on treat it as being @onproxy.
During qualifier inference, expression forms in the user’s coerpgpeccould cause
dynamic coercions to be inserted. These coercions are implemented following the user’s
ispec For example, for wrapper proxies, a dynamic coercion is implemented by code that
extractsx’s underlying object. Moreover, to justify the flow-sensitivity of the analysis,
code for a coercion assigns the coerced value back to source vatiable

We can easily generalize our support for flow-sensitive coercions to apply it to tra-
ditional qualifier systems. This leads to new or improved applications, as described in
Section 3.7.

3 Formal Development

This section describes our analysis formally and proves it sound. We model the analysis
as an extension to Featherweight Java)([25], a purely-functional object calculus. We
define an implicitly-typed calculus, which we c&D}, and an explicitly-typed calculus,
calledFJg. Source programs are written Iﬁfﬂ'Q and these are translated into programs

in FJgq, making manifest operations for manipulating proxies. This translation occurs in
two stages, inference and transformation, formalized as follows:

e The judgmenf +j e: T;I’ defines proxy inference for an expressmim the lan-
guageFJ{?. A derivation induces two sets of subtyping constraifitand|. The
S constraints capture how proxies flow through the program, ant ¢bastraints
indicate where coercions may need to be inserted. The judgment states that, assum-
ing the generated constraints have a solution, expresdias typerl in contextl .
Flow-sensitivity is modeled witlbutput contexf’, which has the same domain as
I", but for which some variables may hawenproxy qualifiers rather thaproxy
qualifiers, as a result of evaluating expresséonvalid solutionso and t to the
constraints are denoted}= Sando,L = |. Constraints are solved using standard
techniques.

e The judgmentZ [e] = e defines the transformation of the original implicitly-typed
FJ(i2 program into an explicitly-typed program in the langudg®,. The 7]
function uses the solutiors L to add coercions where needed, and to fill in needed
qualifier and type annotations. The resultfd, expressiore can be typechecked
in an explicitly-typed system, described by the judgniente: T;I". We can show
that our system isound thoseFJ(‘g programs for which inference is successful



will always type-check, which in turn implies that they will not “go wrong” during
execution.

We present the syntax of the implicitly-typed Iangud@%, define the process of
inference and transformation described above, and conclude with the relevant soundness
theorems. Additional details and proofs can be found in the Appendix.

3.1 Syntax

The syntax of the implicitly-typed caIcuIU‘sJ(i? is shown in Figure 1. Expressioesre
annotated with a unique labkl used to designate where coercions should be inserted
following inference. Note that there is no explicit coercion expression; these are only
present in the target languagég.

Terms: L
CL == classCextendsC{T f;KM }

K == C(T f){super(f); this.f =f; }

M = TmTXx) {return &}

E == x|ef|leme)|newC(e)|(N)e
| letx=-ein e]if einstanceofN then eelsee
|  makeproxye

e = ¢

Types:

Q 1= proxy | nonproxy | K

(I) = {Cl,...Cn}|0(

N == ¢€

T == QN

Figure 1: Syntax ofF J,

As in FJ, programs consist of alass table CT which maps class names to class
definitionsCL. Each class definition defines a list of fieldsf, a constructoK, and a
list of methoddVl. Constructor& merely assign their arguments to fields, either directly
or by invoking the superclass constructor. Method bodies consist of a single expression.
We write x as shorthand foxg, ..., x, (similarly for C,f, etc.) and writeM for M .. -Mn
(no commas). We abbreviate operations on pairs of sequences similarly, writfing
for Ty f1,...,Tn fh, wheren is the length ofT and f. Sequences of field declarations,
parameter names, and method declarations are assumed to contain no duplicate names.
Note thatthis is not syntactically different than any other variable, but we typeset it in
bold for emphasis, and similarly f@bject.

Expressiong are as inFJ, with a few extensions. The syntamakeproxy e des-
ignates where a proxy should be introduced. Our formalism treats proxies generically,



without considering how particular proxies might be implemented. In particular, the op-
erational semantics merely “tags” the result of evaluatras being a possible proxy.
We also have support for local variabldst$) andif then else expressions to illustrate
effects of flow sensitivity, described below.

TypesT consist of a qualifieQ and aset type N Set types are a sét of class
names{C;,...,Cy} coupled with aupper bound Gvhich must be a supertype of all the
Ci. Set types are technical device to allow inference to be more precise; we do not expect
programmers to use them directly. In essence, the set type’s upper bound is what one
would write in a normal Java program, and the set provides a more precise refinement
which will be determined by inference. For example, assume we have defined dasses
B, andC, whereB andC are subclasses & If some variable: could be assigned objects
of either classB or C, in a normal Java program we would gixeype A. In FJ{?, we
can givex type {B,C}4, indicating thatx will only ever be assigned objects of clas&s
and/orC, but not objects of typé. Note that checked casts refer to set typesather
than typesT—no qualifier is necessary because it is assumed t@iygroxy.

The proxy analysis should take a normal Java program and infer the necessary qual-
ifiers, set-types, and coercions. We model thi§i]é2 by extending qualifier® with
variablesk, and sets of class naméswith variablesa. These stand for as-yet-unknown
qualifiers and sets of class names, which will be solved for during inference. In the
simplest case, we could automatically decorate a normal Java program with fresh vari-
ables before performing inference. For example, a Java variable declaCatievould
be rewritten to bax a€ x, for freshk anda. In fact, the inference rules require explicit
types to have this form. In our implementation, we allow users to decorate Java types
with qualifiers manually, to implement coercion policies. For example, if a user wished
to ensure that no proxies are stored in $lee class, she could decorate all relevaat
methods to require that input arguments have qualii@proxy.

As with FJ, FJ}Q does not support mutation (although the flow-sensitivity of coercions
updates local variables’ types implicitly): all objects are purely functional. This avoids
unnecessary complication, and is further justified below. Our implementation handles the
full Java language.

3.2 Subtyping

Rules for subtyping are shown in Figure 2. TheseRds subtyping rules extended to
consider set typell and qualified typed. The (SubN) rule indicates that a set tylde

is a subtype oM if N's bound is a subtype dfi’s, and if N's set is a subset df1’s.
Moreover, we include a well-formedness condition, stating that all of the typds iset
must be subtypes df’'s bound. Subtyping between qualified types using the (SubTyp)
rule is natural. For example, B andC are subclasses & given thatproxy < nonproxy
thennonproxy {B}® < proxy {B,C}A. That is, an object that is definitely not a proxy of
classB can be used where a possible proxy of either ciesC, both subtypes o, is
expected.



SubRef—~———

c<cC
C<D DX<E
SubTrans C<E
SubDef CT(C) =classCextendsD{ ...;... }
ubDef C<D

Co<Dg Dj<Dg GCG<Cy foralli>0

{C1,...Cq}% < {Dy,...Dy}Po

SubN

SubQConst

nonproxy < proxy

Q<Q@ N<N
SubTyp ON<QN

Figure 2: Subtyping Rules

3.3 Inference

Inference is expressed as the judgmerL for class definitions;; M for method defi-
nitions, and™ I e: T; I’ for expressions. The rules are in Figures 4 and 5. The judgment
I i e: T;I" indicates that in context, expressiore has typ€el and output context’.

The rules specify when@onproxy is required by appealing to tlemercion judgment
I ce: T;I" (notice the subscript on - rather thar). For example, the (I-Field) rule,
which checks an expressidg. f;)', indicates that the receivermust be aonproxy by
including the requiremerit ¢ e: nonproxy N; I’ in the premise. In our implementation,
which expressions requirenproxy are determined by the usegspec For simplicity,
the rules presented in Figure 4 are specialized for the case of wrapper proxies. In this
case, anonproxy type implies that operations must occur on the underlying object, rather
than on a wrapper proxy.

The coercion judgment is used to note the labels of expressions that may need an
inserted coercion. It has two forms. The (I-CoerceExp) rule creates an implication con-
straint that if the qualifier of the given expressieis not nonproxy, thene's labell is
included in a set.. The output type of this judgment always hasaaproxy qualifier;
this will be witnessed by inserting coercions during transformation. The (I-CoerceVar)
rule is similar, except that the variabtan the input environment is rebound in the out-
put environment to its coerced type. This flow-sensitive treatment allows expressions in
the continuation to recognize that the variable has already been coerced, and need not be
coerced again.



Fields-Object
IS I fieldg Object) —

CT(C) =classCextendsD { T f;K M }
fieldgD) =U
g,

fieldgC) = J_

Fields-C g
T7

fieldgC) =
fieldg{.. .}C =

CT(C) = classC extendsD { T f;K M }
Um(TX {return g} eM

mtypém,C) =T — U

Fields-N

MType-C

CT(C) =classC extendsD { T f;K M }
m not defined irvi

MType-CSub
yperst mtypem,C) = mtypem,D)

mtypeC;,m) =T, —U; foralli
mtpr{Cl, .. Cn}CO) = -Fl — Ul, .. -Fn — Un

CT(C) = classCextendsD { T f;K M }
m(T x) {return e} ¢ M

MType-N

MBody-C =
o mbodym,C) = (X, €e)
CT(C) = classC extendsD { T f;K M }
MBody-CSub m not defined iVl

mbodym,C) = mbodym, D)

strip(mtypém, D)) = ({.. }Dl...{...}Dn) —{...}Do
strip(T —U) = ({...}% ... {..}&) — {...}%
C=D Co=Co

Override - —
overridgm,D,T — U)

Figure 3:FJq andFJiQ: Auxiliary Definitions

Most inference rules thread the output context of one subexpression to the input con-
text of another. When typing - e: T;[’, the output contexft; from typing expression
g is used as the input context when typi&g;.

Here are highlights of the other interesting rules:

e In the (I-Let) rule, the output contexy; of the binding expressiog; is extended
with the bindingx — T when used as the input context of the begdyWhen type-
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I-Var

Fx— T H X T;T[x— T]
Me TN
Mx—TlHe:T;Mx— T

I-Let -
MH (letx=e ine) : T/’

¢ e1:nonproxy N; M1
Mkie:Tlh MFie3:Tsl3
T,<T T<T T =embedstrip(T))
" =mergdrs,ls)

I-If
I H; (if e; instanceofN then e; elsees)' : T/; T

e e:nonproxy N; T’ fielddN) = Tf

I-Field
Fhi(ef):mr
I k¢ ep : nonproxy N; T’ I Fi e:Sr”
_mtypgm,N) =Ty — Q1 ¢%7 . Tn— Qn 05
S<T Qi ¢C<ka® foralli k,afresh
I-Invoke

M (eo.m(€) 1k aC;r”

fieldf{C}°)=Tf Tr+Heé&:Sr’ S<T
I ki (newC(€))' : nonproxy {C}C; T’

I-New

I ¢ e: nonproxy ¢'2;T”’

¢’ C subtypefD)
o C (subtypefC)n¢’)  afresh

i ((a®)e) : nonproxy aC; T’

|I-Cast

I Fc e: nonproxy N; T’

I-MakeProxy
[+ (makeproxye)' : proxy N;T”’

FrHZo:QN;I’  E#x lofresh
proxy <Q=1¢€L
¢ E' : nonproxy N; T’

I-CoerceExp

FEixo:QN;IT  lofresh
[ =[x~ QN]

< el
I-CoerceVar proxy < Q=1 ¢

I ¢ X' 2 nonproxy N;T’[x — nonproxy N]

Figure 4:FJ(5: Inference for Expressions
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X T,this : nonproxy CHe:U;I" U<S

CT(C) =classCextendsD{ ...;... }
overridgm,D,T — §)
S—=ka T:Klo((l:l,...Knaﬁn

K,Ki,d,d;fresh

I-Method —
H SmMTX) { return €;}

K=C(Tg, S__f_) { super(g); this.f = f; }

fieldlyD)=Tg T =kia%,...KyaSn

S=kjat,. . K o ki, k!, fresh
i M

ki classC extendsD { T f;K M }

I-Class

Figure 5:FJ(5: Inference for Classes and Methods

checking of the body is completed, tRebinding is removed from output context
" when returned as the result of the entire let expression.

In the (I-If) rule, the output context is a merging of the output context of each of
the branches of thié. In particular, the functiomergél 1,I2) is the environment

" such that for eaclx in dom("'1) Nndom(T2), I''(x) = T wherel1(x) < T and
rz(X) <T.

The (I-Invoke) rule uses the auxiliary functiontypém, N) to extract the types of

the individual methods of the classes in the seNofmtypeand other auxiliary
functions are shown in Figure 3). Subtyping constraints between the arguments
passed to the method are only imposed on these methods, rather than all methods
that are the subtypes of the bound, as would be the cdsé ifhis allows overrid-

ing methods to have arguments with different qualifiers than the methods they are
overriding, improving the precision of the analysis. For example, the argument

to classA's methodm might by anonproxy, while the argument to its subclaBs
overriding methodn could be aproxy. This is sound because all calling contexts

of mare considered.

The (I-Cast) rule places two conditions on a cast expression. First, the target set-
type a© must only contain class names that are subtypes of the bBuntihe
predicatesubtypefC) is the set of all subtypes @& defined in the class tabeT.

In addition, these types should be intersected with the current typetbét is,

¢’. There are three possible outcomes. FirdD) if a supertype of, thend’ may
contain classeB such thatC < B. These will be pruned from the solution, since
this is a downcast Second,[is a subtype o€, then the intersection will have no
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effect, since all the class namesdnwhich are bounded b, are also bounded
by C. Finally, if neither situation holds, which is to say tlaandD are unrelated,
then the solution oft will be empty, signaling that we have type error.

e The (I-MakeProxy) rules requires thatn makeproxy e be anonproxy. This pre-
vents proxies of proxies. While not technically necessary, it simplifies our imple-
mentation of coercions. For example, for a wrapper proxy, the underlying object
can always be extracted directly; otherwise a coercion would have to iterate until it
reached a non-wrapper.

Finally, we use auxiliary functioembeds) to annotate a Javé () type s with fresh
qualifier and set-type variables as described above. We d#fip€T) as the converse.

In the standard parlance, our inference system is monomorphic: it is field-insensitive
and context-insensitive. Context- and field-sensitivity could be supported by adding class
and method parameterization, as with Generic Java (GJ) [6]. We are planning to do this
as part of future work.

3.4 Constraint Solving

S U {Q¢¢<Q¢Pt=

S U {Q<Qiu{dcé’iu
{6 C subtypeéC)} U {¢’ C subtypetD) juU
{C<D}

S U {oC (subtypeC)no)} =
S U {aCsubtypefC)}uU{a C ¢}

Figure 6: Subtype Constraint Reduction

Proxy inference generates subtyping/subset constraints of the Torad anda C
(subtype€C) N ¢), and implication constraints of the forproxy < Q= | € L. Call the
set of subtyping constraini& and the set of implication constraintsWe can solve these
constraints as follows.

We can reduces by continuously applying the rewriting rules shown in Figure 6.
When finished, all constraints will have the following forn&< D, ¢ C ¢/, andQ < Q'.

The first form consists of subtyping requirements determined by the program; if these do
not hold then the program would not have typechecked using dhtgpe system.

The remaining two forms can be solved by standard techniques. In particular, the
qualifier constraints i form anatomic subtyping constraint systefivenn such con-
straints, the fact thairoxy andnonproxy form a finite lattice allows us to solve them in
O(n) time [38]. The set-type constraints fhare subset constraints, as occur Andersen-
style points-to analysis. Givemsuch constraints, these can be solve®in®) time [2].

13



Note that our rules are set up to favoleastsolution to the qualifier constraints, which
effectively delays a coercion until absolutely necessary.

A solutiono to constraints inS is a mapping from qualifier variablesto constants
proxy andnonproxy, and set-type variablesto sets of class namé€;,...C,}. The solu-
tion ensures that for each constraiit < Q. € S we haveo(Q1) < 0(Q), and similarly
for set-type constraints. We write}= $ if o is a solution ofs.

Given a solutiono to constraintss, we can solve the implication constrairts In
particular, we apply to the left-hand-side of each implicationlinand then solve. The
resultis a sett of all program labels that require a runtime coercion to properly typecheck.
We writeo, L = | for the set and substitutior that satisfies implication constrairits

3.5 Transformation

T[classCextendsD { T f;KM}] = = classCextendsD { o(T) f;T[K] Z[M] }
T[C(T g,Sf) {super(g); this.f =f; }] = C(ao(T)Qg,a(S) f) { super(g); this.f = f; }
T[S ™MT x) { return € }] = o(S m(o(T)x) { return T[e];}

T[x] = X

Tlletx=erin ] = letx=T[ei] in T[e]

Tlefi] = T[e].fi

T[em(e)] = T[e]m(7T[e])

TnewC(e)] = newC(T[€])

T(N)e] = (o(N))Z]e]

T[if e; instanceofN then e; elsees] = if T[e1] instanceofo(N) then 7 [ey] else7 [es]
7 [makeproxy €] = makeproxy 7 [e€]

Te] = coerc€e)

coercd ") = { coe;:ﬂeg]][[z]] Ltehle_rwise

Figure 7: Transforming E\](ig expression to & Jg expression following inference

We can now transform EJ(S program to aFJg program, using- and o resulting
from inference. FJq differs from FJ{g only in the addition of expressions of the form
coercee, and in the absence of all qualifier and set-type variables (this are substituted out
by their solutions). The expressiamoercee takes a possible proxg, and coerces it to
a non-proxy at runtime. Likenakeproxy e, our semantics treats coercions generically,
merely changing the tag @to benonproxy.

The transformation is shown as the functigif-] in Figure 7, whereL ando are
“global” to avoid clutter. This function simply inserts coercions where directed by
rewrites the types on method declaration parameters and field declarations as directed by
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o. To avoid clutter, it strips off all labels In the case that we are doing a completely
static analysis, e.g., to look for transparency violations, the fact.tlsaton-empty would
signal a possible violation. Rather than insert a coercion, the transformation stage would
signal an error, as directed by the user.

3.6 Properties

We wish to prove thaF Jg is sound with respect to an operational semantics, and that a
transformed:J{g program is sound with respect to the semantids &f. For the first, the
proof follows the standard syntactic approach of ugirggressandpreservatiolemmas.

The second is done by proving well typedness of the transformed program given the well
typedness of the sourtFeJiQ program.

Well typedness oF Jo programs is expressed as the judgnte@il for class defini-
tions, M for method definitions and - e: T;I" for expressions. The typing rules are in
Figures 9 and 10 in the Appendix. Typecheckidy is straightforward, and similar to
inference orF Jp,.

The operational semantics B are set up as an abstract machiReagramsconsist
of a storeSand an expression to evaluaend the transition relatior> maps programs
(S e) to programs(S,€). The complete transition rules are presented in the Appendix
(Figure 12).

Since this is a qualified system, the store maps variablepadified store valugs
which are store valudspaired with a run-time representation of its qualifigr A store
value is simply an object of the formewC(y), where the variablegindex other qualified
store values irs. All qualified store values that are used concretely must have qualifier
nonproxy, indicating that the actual value is available.

We can now state thgrogressandpreservatiolemmas forF Jg:

Lemma 3.1 (Progress)Given thatl - (Se) : T;["’, then either
e eisavariable x.
e (Se) — (S,¢€) for some Sand é.
e (Se)is stuck due to a failed dynamic downcast.

Lemma 3.2 (Preservation) Given thatl” - (Se) : T;I’, and that(S,e) — (S,€), then
M+ (S,€):U;MsuchthatU< T.

Note that the typ&) of the program after it takes a step may be a subtype of its original
typeT due to both coercions (to downcast @rexy qualifier) and dynamic downcasts.
Using the above lemmas, the following theorem follows.

Theorem 3.3 (Type SoundnessiGivenl - e: T;I’, then either
e (0,e) —* (Sx) forsome S and x.

e (0,e) —* (S €) for some S and'esuch that(S,€) is stuck due to a failed dynamic
downcast.
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e (0,e) executes forever.

Here, we define~* to mean the reflexive, transitive closure of the transition relation
Implicit in all of these statements is the presence of the well-formed classGabl&he
proofs of progress and preservation are by induction on the typing derivation, and type
soundness follows from them.

Finally, we can show that our proxy transformation frﬁrﬂi? to FJq is sound.

Theorem 3.4 (Inference Soundnessiiven

A class table CT for which; CT,

A substitutiono and label set L,

Either[ H ' : T:",s.t. 1L, orT . E' : T;I, generating constraints and |.
o= Sando,L =1.

e T[E']=e,andT[CT] = CT.

Thent CT’, and using class table CTo(I") Fe: a(T);o(l")

The proof is by induction on the inference derivation. All proofs can be found in the
Appendix.

Notes Compared to past work in flow-sensitive type qualifiers, flow-sensitivity in our
system is significantly simpler. The approach of Foster et al. [17] allows arbitrary mem-
ory locations to be treated flow-sensitively, which is complicated by the combination of
aliasing and mutation. In particular, allowing the qualifier of a value to change flow-
sensitively requires proving that the value is not aliased (is “linear”). In contrast, our
approach only treatecal variablesflow-sensitively, and since Java has no “address-of”
operatorg, the contents of a local variable can only be accessed through that variable.
Thus, we get linearity “for free,” trading expressive power for simplicity. The caveat is
that the implementation afoercex provided by the user must only operate on viagi-
able x, not on theobjectx refers to. For wrapper proxies, this is what happenss
overwritten to point to the underlying object instead of the wrapper. If coercions do not
meet this criteria, then they are not treated flow-sensitively.

It is because we are flow-sensitive only for local variables that we opted not to model
field and variable updates in tf&lg. While adding updates would be straightforward (it
is modeled in MJ [5] and existing qualifier systems [16, 17], for example), it would not
change the character of our approach, adding only unnecessary complication.

3.7 Other Applications

While the formal presentation of our analysis is specific to proxies, our added support
for coercions can easily be folded into more general qualifier systems, admitting new or
improved applications. For example, Shankar et al. [41] describe an application of type
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qualifiers in which untrusted data, e.g., arriving from a user login prompt or a network
connection, is given the qualifiesinted, while trusted data is given qualifiantainted.
Qualifier inference is used to ensure thaihted data does not flow to functions requir-

ing untainted data. A similar analysis is supported in Perl programs, except that checks
for tainted data are performed dynamically. This has the drawback of the potentially-
significant added runtime overhead of dynamic checks, but has the benefit that it is pre-
cise, and will thus avoid the false alarms generated by the purely static approach.

We can use our framework to implement a blending of these two approaches. In
particular, thepspecwould specify which routines returnedinted data, and which ex-
pecteduntainted data, while théspecwould implement coercions as a check to determine
whether the data came from an untrusted source, e.g., by reading a required field from the
object. This approach blends the two prior approaches by using static analysis to avoid
many, but not all, runtime checks.

Another application would the use ofill andnonnull qualifiers to characterize ob-
jects that are possibly null, or definitely not null, respectively [13]. This would provide a
simple way of specifying the standard null-check elimination optimization as a qualifier
system, and would allow users to manually annotate fields or method arguments as being
nonnull, to avoid explicit null tests.

To implement this in our framework, thespecwould indicate that all occurrences
of the constantull have qualifiemull (including default initialization of fields), and
that concrete object usages, e.g., to call a method, require that the object qualifier be
nonnull. Theispecwould implement coercions as null-checks (throwing an exception on
failure), with flow-sensitivity naturally eliminating redundant checks. Of course, to be
truly useful, we would the cooperation of the JVM to avoid checks proven redundant by
our framework.

4 Asynchronous Method Calls

Having described our proxy framework formally, we now describe our implementation,
and how we used it to implement asynchronous method invocations in Java.

4.1 Framework Implementation

Our analysis is implemented as a bytecode-to-bytecode transformation. The static anal-
ysis is based on the Spark framework [31] for implementing points-to analysis for Java,
both for the task of tracking proxies and for generating the set types based on points-to
information. Spark uses Soot [44] to transform class files into an intermediate represen-
tation, similar to SSA, called Jimple. Spark’s constraint graph representation uses a node
(corresponding variously to a qualifier varialdl@r a set type variabla) for each local
variable and method parameter. We extended this to be flow-sensitive by incorporating
multiple nodes, one per use of a possible proxy.
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Programmers implement thespecandispechby providing three classes and linking
them into the analysis:

1. The AsyncGen class implements the introduction portion of thepec¢ defining
syntactic patterns that indicate where proxies are introduced. Introduction patterns
must, of course, be legal Java (or more precisely Jimple) syntax that could have
been compiled to bytecode.

2. ThePolicy class implements the coercion portion of fepecusing a visitor to
specify which expressions require non-proxies.

3. TheClaimTransformer class implements thispec defining how call sites that
create proxies are rewritten, and how coercions are implemented. It may direct that
additional classes, like theroxyHandle class described below, should be linked
into the transformed application.

Because Jimple represents typed bytecode, coercions that assign back to the original
variable must be well-typed. Therefore, for each Jimple varialteat could be a proxy,
having program typé\, we give it typeObject instead. Whenevet is coerced, we
assign the result to a newly-introduced variapleith type A, and replace all subsequent
occurrences af in the continuation witly. This transformation is sound because proxies
are treated transparently, and because there is no way to alias and mutate the storage of
the original variable.

4.2 Asynchronous Invocations
Programmers invoke methods asynchronously using the syntax

result = Async.invoke(t,0.m(e;,e,...));

Thepspedndicates that the above syntactic form means that invoking mettmudobject
o should be asynchronous, and that the result (if any) returned to the caller will be a
future. The method’s argumenrgs, e, ..., e, are evaluated in the current thread, and the

asynchronous invocation is handled btheead manager {described below).

The ispecspecifies that the implementation of an asynchronous call is as follows.
First, the program creates a new object to encapsulate the method invocatiorrais
object is a subclass @froxyHandle, having the following signature:

public class ProxyHandle implements Runnable, Wrapper {
public void runQ); // executes the invocation
public Object get(); // acquires the result

}

TheWrapper interface simply defines a singéet method:

public interface Wrapper { Object get(); }
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The ProxyHandle's run method, when invoked, will execute the method invocation
o.m(ey,e,...), storing its result in a private field. Next, tReoxyHandle object is passed
to the given thread managemhich implements the JSR 1@&ecutor interface:

public interface Executor {
void execute(Runnable command) ;

3

The thread manager will call ttrroxyHandle’s run method to invoke the stored method.

Finally, theProxyHandle is returned to the caller (azsult).

If some variablex, whose type in the program Is could contain a future, and the
analysis signals it must be coerced, thigecimplements the coercion with the following
check

() (x instanceof Wrapper 7 ((Wrapper)o).get() : x)

The call toget will extract the result, synchronizing anchit if the result is not yet
available. The result of the coercion is treated flow-sensitively as described above.

Any implementation ofExecutor can be used as the thread manager. For exam-
ple, the JSR 166hreadPoolExecutor class provides an extensible thread pool imple-
mentation. We have used variants of this class, as well as ouFovkExecutor and
BoundedForkExecutor, which create new threads for each invocation, alitk@adPer0bjectExecutor,
which keeps a map of objects to executors, delegating an invocation to its object’s per-
sonal executor, as withctive objectd30]. We implement lazy method invocation by
using aLazyExecutor that simply stores the captured invocation in thepper, and
then implementget (called when the wrapper is claimed), to perform the invocation and
return the result.

Note that programmers can influence where claims occur by performing “null” casts.
That s, the expressiaiN)erequirese’'s qualifier to benonproxy, so casting it to its known
type will have the effect of forcing a claim.

This design is both lightweight and flexible. Programmers can very easily specify
that a method should be asynchronous, or undo a previously asynchronous invocation. In
contrast, doing this work by hand can require extensive code changes, either requiring
an adapter class or per-call site modifications; we show an example in Section 5.2. Pro-
grammers also have control over how the invocation is handled, by specifying a thread
manager.

4.3 Fine-grained Parallelism

Because the cost of thread creation and synchronization can be high, asynchronous method
invocations should be used judiciously. In particular, asynchronous calls will likely im-
prove performance only for potentially blocking or long-running operations, like remote
method invocations, accesses to a database or the file system, etc. Our framework could
handle more fine-grained parallelism given runtime support for faster and/or lazy thread
creation, as discussed in Section 6.
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4.4 Exceptions

If an asynchronous method call throws an exceptigrthat exception is stored in the
call’s future. We the future is claimed, the exceptibis re-thrown? This presents some
challenges to the analysis.

The fact that claims could throw exceptions can be modeled as a simple extension to
FJo. We first must extend the language to model exceptions. We extend expressions
to include the forntry ecatchE =- e, whereE is the name of the exception being han-
dled, and we extend method declarations to inchitleows clauses. We also add a form
throw E for throwing an exception of typE (throw could take arbitrary expressions of
exception type, but this simplifies the presentation). We extend the typing judgment from
Figure 10 to include théhrow setT of exceptions that could be thrown by evaluating
an expression.

The typing rule for try-blocks is:

MEe: Tl T The: Tyl
T, <T T <T M= mergt{rl, rz)
7' = handlesE, T;) U ‘%

M~try egcatchE=e:T;[; T’

The functionhandle$E, 77) prunes those exceptiofi8 € ‘7; which are subtypes dt.
The resulting throw set is this pruned set and the set from the handler. This rule conserva-
tively assumes any flow-sensitive effectsepfeflected in 1 will not be seen ire;. When
checking a method consisting of expressépmwe make sure thafs resulting throws set
is covered by thehrows clauses the method declares.

Now we must reflect into a proxy’s type what exceptions it might throw. To do this we
expand theproxy qualifier into a family of qualifiers, where each mentions an exception
E that could be thrown if the qualified value is coerced. These form a lattice based on the
subtyping relationship between exceptidhisFor example, we havgroxyE < proxyE;
if E < Ep. For allE, we haveproxy < proxyE.

The rule formakeproxy e becomes

I e:nonproxy N;I"; T E =Ilub(7T)
I = makeproxy e : proxyE N;I"’;0
That is, the exceptions thatould throw are reflected into its qualifier. For this rule to be
sound, we must modify the operational semantics to capture any exception thrown when
evaluatinge in the proxy, and then re-throw the exception when doing the coercion. The
typing rule forcoercereflects that an exception could be thrown:
Fr~e:QN;I'";7 Q< proxyE
I F coercee: nonproxy N;I'"; T U{E}

2This differs from a JSR 166Future, whose get method declares it could throw an
ExecutionException, encapsulating any exception thrown by the computation. As such, the program-
mer is required to handExecutionException each time that a future is claimed. Our implementation of
claim essentially catches this exception, and then re-throws the exception it encapsulates.
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In our implementation, we must extend the definition ofWlrepper interface to define
get methods that could throw the various expressigrietermined by the analysis, and
adjustProxyHandle and claim code accordingly (which is easy to do automatically).

Given this formulation, we ensure that proxy inference deals with exceptions properly
in a couple of ways. In the simplest case, we avoid creating a value having qualifier
proxyE, by ensuring that expressiorsn makeproxy e never throw exceptions. This is
done allowing the programmer to provide a handler for possible exceptions when creating
the proxy. In particular, users can useBecutor that handles exceptions in a user-
specified way inside spawned threads. The user can also specify a default value for the
object to be returned by a claim. Our experience is that this approach works quite often.

In the second case, we let inference determine where proxies could flow, signaling an
error only if an inserted coercion could throw an exception not covered byhthews
clause for the method in which it occurs. Many applications we have considered result
in no errors because an unclaimed proxy will not flow outside the scope of a reasonable
exception handler. This is frequently true for event-style server applications which have
an outermost exception handling block coupled with the event loop to catch exceptions
raised by event handlers. In the case that a proxy does flow to an unexpected location,
the user learns exactly where the offending claim was inserted, and can manually alter
the code to insert a handler. Alternatively, when the user specifies a method call should
be asynchronous, she can provideasadler objectvhosehandle method is called with
argumente when a claim would causeé to be thrown. Any exceptions thrown by this
handler (e.g., to delegate to an outer-scope handler) are reflected in the type of the proxy.

Even when the surrounding context can handle an exceftibnrown due to a claim,
it could be incorrect to do so. Some exceptions, suchG&sception, are thrown by
many methods and the exception generated by the claim may violate some invariant ex-
pected by the programmer. Though we have not yet done so, we should be able to ensure
that a proxy can only throw to handlers that were present in its original context. To do
this, rather than track the exceptions possibly thrown by an expregsios could track
all of the handlers that would catch exceptions throwrebVhese would create a similar
partial order that would be folded into tipeoxy qualifier. At the same time, the typing
judgment would keep track of tHeandler contextwhich is the set of all handlers that an
exception could possibly throw to (including those in method callers). Typechecking a
coercion would require that the handler context be a superset of the handlers mentioned
in the proxy. We plan to experiment with this idea to see how useful it is in practice.

Note that all of this discussion need only applycteckedexceptions. As unchecked
exceptions typically signal disastrous (unrecoverable) situations, we can choose to ignore
them.

4.5 Synchronization

Concurrent programs must balance safety and liveness, by guarding against race con-
ditions and invariant violations, and preventing deadlock. When using asynchronous
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test tot (s) | per-check (ns) % ovr

no claim 2.154 n/a n/a
spurious claim| 2.401 35 10%
necessary claim 3.567 141 65%

Table 2: Overhead of inserted clailé= 107

method calls, programmers must use synchronization, immutability, and other techniques
to achieve these goals—no automatic support is provided. This makes our approach no
worse, and no better, than standard Java thread programming.

Ideally, ensuring a program is safe and live could be as lightweight as introducing an
asynchronous invocation. In Lisp, this is trivial because programs are written in a mostly-
functional (if not purely-functional) style, which means that added concurrency will not
affect the program’s safety. We contemplated approaches to inserting synchronization
automatically, as is done in some past work [30, 7, 26, 18], but rejected this idea because
of its potentially negative impact on performance. We discuss this issue more in Section 6.

Instead, we feel a more promising approach is to have programmers specify syn-
chronization requirements declaratively. Declarative specifications should change infre-
guently, even as the programmer changes various method invocations to be or not be
asynchronous. Therefore, the proper synchronization code could be generated from the
specification as changes are made. Work in aspect-oriented programming [33, 29, 8] and
language-level transactions [21] aim to realize this goal. By not making any assumptions
about synchronization, we can readily incorporate good results from these projects.

5 Evaluation

We evaluate our framework in terms of (1) analysis effectiveness (how does it impact the
run-time of the instrumented program), (2) analysis performance (how fast is the analy-
sis), and (3) programming benefit (how does our framework simplify the programming
task). We present a number of applications of both wrapper proxies and transparency
checking to show the costs and benefits of our approach.

5.1 Claim Overhead

Wrapper proxies can flow to potentially many parts of the program, causing our analysis
to instrument classes with unnecessary claims. To measure the performance overhead of
necessary as well as spurious claims, we constructed a simple microbenchmark:

Object o,p = ...
for (int i = 0; i<N; i++) { p = o; p.mO; }

The methodn simply increments a volatile counter. We variedo be either a normal
object, an already-claimed wrapper proxy, and an unclaimed wrapper proxy (in this last
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case, the copy fromato p ensures it will be claimed each time, sinceever gets claimed,
so will never be rewritten to be the enclosed object). The results are shown in Table 2 for
N = 10’ (other values oN showed a similar relationship).

Spurious claims consist of essentially two instructions at runtimeinatanceof
check and a cast. Our measurements show this to add 10% to the loop running time. Nec-
essary claims require an additional method call and assignment, and cost more. However,
these are unlikely to appear frequently because the future is overwritten after the under-
lying object is acquired, inducing only spurious claims from then on. The overhead is
artificially bad because in actual applications (1) all method calls will not require claims,
and (2) method calls will perform real work, dwarfing the cost of claims to program run-
ning time.

5.2 Non-blocking Work Service

A simple application of futures is converting a blocking service into a non-blocking ser-
vice, as suggested by the following example taken from the JSR 166 API documenta-
tion [12]. Here we go through this example to show how our framework greatly simplifies
the programming process.

Consider the following interface:

interface BlockingService {
public Response serve (Request req)
throws ServiceException;

}

Using JSR 166 utures, a nonblocking variant of this interface can define gheve
method to returrFuture<Response> instead. The programmer must then build an
adapter class to wrap the blocking service, as shown in Figure 8.

Old clients ofBlockingService objects must rewrite their code, first to wrap the
original object with the adapter, then to claim thesponse objects from their corre-
spondingFuture<Response> wrappers. Futures should be claimed at the last possible
program point before their values are needed. Clients of the new non-blocking service
must therefore sprinkle claims into their code directly before Rbgponse object is
used. This can be tricky Eesponse objects were stored in containers that could be ac-
cessed by many methods or threads throughout the program. Moreover, the programmer
must decide when a now-futuriz&&sponse object is passed to a method, whether to
modify the method to accept a future as a parameter, or claim the future before invoking
the method. The first option can be difficult or impossible if futures flow into library
routines or third-party components, while the second option is unattractive because the
client may pass theesponse into a method that performs a large amount of work before

touching theResponse object.

This is a fair amount of programming overhead for a simple conceptual change.
Moreover, a similar overhead is required to undo the change. Using our framework,
we can achieve the same results in the best case by simply changing existing method calls
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class NBSAdapter implements NonBlockingService {
public NBSAdapter (BlockingService svc) {
this.blockingService = svc;
this.executor = Executor.newFixedThreadPool(3);

}
public Future<Response> serve (final Request req) {
Callable<Response> task = new Callable<Response>() {
public Response call () {
try {
return blockingService.serve(req) ;
}
catch (ServiceException e) {
e.printStackTrace();
// more exception handling
}
}
};
FutureTask<Response> ftask =
new FutureTask<Response>(task);
executor.execute(ftask);
return ftask;
}
private final BlockingService blockingService;
private final Executor executor;

3

Figure 8: ABlockingService adapter class

bs.serve(request)
to be

Async.invoke (executor,adapter.serve(request))

The analysis will infer where claims are required and insert them directly into the byte-
code of both applications and library classes, based on user input. Assuming claims occur
whereServiceExceptions can be caught, we are finished. Otherwise, we can modify
invocations to include a wrapping exception handler, or add handlers to claim locations,
as described in Section 4.4.

We wrote a simple implementation BlockingService whoseserve method ex-
tracts information from a database. Performance measurements for the analysis are shown
in Table 3. These were performed on a 2 GHz dual-processor Xeon with 2 GB RAM,
running RedHat Linux 8.0 (Linux kernel version 2.4.20). Here we show the results of
both our flow-sensitive analysis (FS), and a flow-insensitive variant of it (FI). The results
show the benefit of flow-sensitivity to precision: fewer classes are polluted with potential
futures.
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Analysis | Time classes

analyzed| w/ fut. | re-written | claims
Fl 88 1010 25 1 3
FS 131 1010 16 1 2
spark 96 1010 n/a n/a n/a

Table 3: Proxy Analysis Performance on BlockingService

We experimented with a field-sensitive variant of our analysis, but treating fields dif-
ferently per allocation site is useless unless instance methods are also treated context-
sensitively, taking into account the receiver that called the method. Since our algorithm
is not context-sensitive, and since it is rare for one method to directly access the fields of
another object, field-sensitivity never showed a benefit for our applications, and so we do
not consider it further.

The flow-sensitive analysis takes somewhat more time to run than the flow-insensitive
version, since both process the same number of classes, but the flow-sensitive version
generates more constraints. Indeed, the flow-insensitive analysis is virtually identical to
the cost of just running the Spark without modification. Our implementation currently
incorporates nodes for flow-sensitive qualifiers into the same graph used by the points-to
analysis for set types. This causes unnecessary propagation during constraint solving.
Therefore, we could reduce the total running time by separating the two graphs. In this
way, we would process fewer total classes with regard to qualifiers (16 rather than 25
in this case), and reduce the total time of the analysis. We plan to make this change
straightaway.

5.3 Asynchronous RMI

For an asynchronous method call to be worthwhile, the added parallelism must overcome
the added overheads, such as thread creation time and synchronization, to realize a per-
formance gainRemotemethod calls are a natural candidate, because they must pay the
cost of a network round-trip time for each invocation. Indeed, asynchronous RPC was the
initial motivation for Liskov and Shrira’s promises [32], and recent work has considered
the idea for Java [37, 43].

To illustrate this benefit, we have applied our framework to a RMI-based peer-to-
peer service sharing application developed for a class at the University of Matyland
Each peer can perform text processing using a humber of compasaiees which
are simply references to objects implementingeavice interface. If the application
does not have all of the services it wants, it can ask for them from the network, and will
receive remote references for each in messages from peers. These are stored with the
local services in a table.

3Seehttp://www.cs.und.edu/class/fal12003/cmsc433-0201/p5/p5. htm.
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Analysis | Time classes

analyzed| w/ fut. | re-written | claims
Fl 139 1319 17 3 3
FS 218 1319 9 2 1
spark 126 1320 n/a n/a n/a

Table 4: Proxy Analysis Performance on Asynchronous RMI benchmark

The code to find a (potentially remote) service looks like roughly as follows:

Service findService(LocalPeer self, String serviceName) {
Service s = self.getService(serviceName);
if (s != null) return s;
else {
self.forward(new FindServiceMessage (serviceName));
return getRemoteService(self, serviceName);

}
}

If the service is present in the local table, the method immediately returns it. Otherwise,
the forward method will use RMI to send messages to the node’s peers, asking for the
service. The first thing we did was make this method call asynchronous (though no future
is returned)

The getRemoteService call will block (usingwait) until it observes that the de-
sired service has been installed in the table. This is problematic in the case that the client
application wishes to invokéindService n times to create a composed service, be-
cause each call will wait until the prior service is found. Therefore, the network will
not be used to search for services in parallel. To address this issue, we made the call to
getRemoteService lazy, changing it to b&.azy . invoke (getRemoteService (self,
serviceName)). The analysis recognizes this syntax as introducing a wrapper proxy,
and rewrites the caller’s class to delay the invocation of the method until the proxy is
unwrapped. Thus, afi calls togetService will proceed in parallel, and will only block
when the service is used concretely. The analysis times for this benchmark are shown in
Table 4.

We ran some experiments on a two-node network connected by 100 Mbps Ethernet.
The application attempts to acquireservices, for X< n < 10, all of which are non-local.

We compare the original application (Orig) to our changed version (Async). In addition
to normal RMI messaging, we ran a version that inserts am&@elay for each message
send, to simulate a wide area message. The results are shown in Table 5, with all times in
milliseconds.

We can see that for local area traffic, the added parallelism nets little performance
gain, due to the rapid round trip times, as compared to the cost of thread management.
However, for the delayed case, the running time of the original application tracks the num-
ber of services times the round trip delay, while the async version significantly amortizes
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Version Services requested and used
1 2 3 4 5 6 7 8 9 10
Orig 11 | 22 | 30 | 41 | 54 | 60 | 85 | 78 | 96 | 104
Async 11 | 24 | 32 | 43 | 53 | 61 | 76 | 81 | 90 | 101
Orig +delay | 100 | 192 | 282 | 370 | 462 | 562 | 647 | 738 | 828 | 914
Async + delay| 100 | 107 | 110 | 120 | 124 | 137 | 138 | 143 | 151 | 156

Table 5: Elapsed time (s) of Peer-to-Peer RMI application with varying workload

this cost.

Of course, these results could have been achieved by rewriting the application by
hand to capture the invocation, and acquire it before applying the result. Our framework
made it significantly easier to do this: we only had to annotate two method calls, and the
framework did the rest automatically.

5.4 Transparency Checking

We have also used our framework to search for possible transparency violations of through
the use of interface proxies. In this application, we consider a programmer that might
like to specialize an object implementing interfdgee.g., to count how often a partic-

ular method is called. Following the proxy design pattern, the programmer could use
a dynamic proxy clas$9] to create a method-counting object that also impleménts
which forwards calls to the original object. Our framework can ensure that the program
will never distinguish between the proxy and the underlying object by using an identity-
related operation, like=, instanceof, etc. This is done with following policy and
implementation specification:

Policy Calls toProxy.newProxyInstance(...) introduce proxies. All expressions
that are identity-revealing must operate on non-proxies. Note that unlike futures
and other wrapper proxies, method calls do not require the object be a non-proxy.

Implementation No code is needed to generate proxies (that is already being done by the
program), and any requirement of a coercion signals a possible transparency viola-
tion, since it suggests that a proxy is used an identity-revealing context. Therefore,
the analysis signals that the coercion point is a potential transparency violation.

We ran our checker on two examples: an XML-based implementation of SOAP over RMI
that uses dynamic proxy classes [42], and the Soot bytecode analysis framework [44].
In the former case, we simply instructed the analysis to track all proxies created with
Proxy.newProxyInstance. In the latter, we selected three different methods that return
interfaces, and told the checker that calling these methods might return proxies. This
would simulate a user wishing to proxy an object returned by one of these methods, e.q.,
to perform profiling, but wanting to ensure that transparency will not be violated.
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Version | Time (s) # of classes Errors
FI | FS | analyzed| with proxies

Orig | 227|289 | 2087 3 0/0
Error | 226 | 300 | 2087 4 11
Spark | 230 | n/a 2087 n/a n/a

Table 6: Analysis Performance for SOAP/RMI (Dynamic Proxy) Example

Example| Time (s) # of classes Errors
FI | FS | analyzed| with proxies
1 366 | 510 | 2510 24 0
2 368 | 522 | 2510 24 7
3 361|526 | 2510 1 1
spark | 354 | n/a 2510 n/a n/a

Table 7: Analysis Performance for 3 Soot Examples

We ran the flow sensitive and a flow insensitive analysis to detect possible errors. For
the SOAP/RMI example, we ran the checker over the code as is, and found no trans-
parency violations. Then we inserted a single violation and re-ran the test, which dis-
covered the violation. Table 6 summarizes the results. Once again, the flow-insensitive
analysis had essentially the same running time as Spark points-to analysis (not shown),
and the flow-insensitive version added some overhead. Interestingly, the flow-sensitive
analysis adds no value in this case. It could potentially reduce false positives due to
spurious flows, but does not do so.

The Soot examples for the three different methods are shown in Table 7. We looked
at the reported violations, and verified in all cases that at least one was a genuine trans-
parency violation that could lead to potential bug, though we did not verify them all. Once
again, it was interesting to see that flow-sensitivity added no precision (only overhead!),
and that our flow-insensitive analysis added little overhead to the original Spark analysis.

6 Related Work

6.1 Proxies

Gamma et al. [19] present many uses of the proxy design pattern, including remote refer-
ences, lazy evaluation, and access control. Othef* ulselside memoization, delegation,
synchronization addition, generic event listeners, and views for abstract data types. Java’s
dynamic proxy classes [9] permit the simple construction of interface proxies, and have

4See, for examplattp: //blog.monstuff . com/archives/000098 . html.
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been used in a variety of applications [42, 4].

6.2 Static Analysis

Our analysis draws upon techniques developed in other static analyses, including constraint-
based analysis [1] and points-to analysis [10]. A points-to analysis tracks how aliases to
a particular allocated data object are propagated throughout the program via assignments,
dereferences, method calls, and so on. Our analysis uses the same constraint generation
and solving machinery (in particular borrowing the framework of Spark [31]), but instead
tracks how proxies flow throughout the program. This is similar Foster et al.’s qualifier
inference [16], and propagation of changed types in CLA [22]. Indeed, we frame our
analysis as a qualifier inference problem, and extend qualifier inference with support for
coercions that implement checks at runtime, e.g., to claim a future. These coercions are
treated flow-sensitively. Foster et al. also define a flow-sensitive variant of their anal-
ysis [17], but their approach allows heap locations, and not just variables, to be treated
flow-sensitively. This adds expressive power but significant complication.

Most work on points-to analysis has been for C [23]. For Java, most points-to analyses
build on Andersen’s analysis for C [2], which is flow-insensitive and context-insensitive [39,
31]. Recent work in points-to analysis has explored efficient context-sensitive versions of
this analysis [14, 35], as well techniques for improving efficiency overall, such as by us-
ing on-demand constraint resolution rather than solving all the constraints in advance [22,
14, 20]. Allowing the analysis to be incremental, so that only changed classes are consid-
ered (and any ones on which they depend), can also improve analysis times [22, 40]. We
intend to explore how these techniques could apply to our approach.

However, direct application may not be straightforward. In particular, our analysis is
different than most applications of points-to-style analyses, which tend to be concerned
with program optimization or safety checking. Our program transformation for wrapper
proxies, consisting of rewriting of program types and introducing dynamic checks, adds
new functionality. As a result, increasing the precision of the analysis using context-
sensitivity would permit finer tracking of the flow of wrappers, particularly into container
classes, but any user of a modified container class will be penalized by any added dynamic
checks, even if a particular container instance will never contain wrappers. This could be
avoided by “splitting” the class into a checked and non-checked version, but doing so
would be difficult, since shared static data and proper typing must be preserved.

6.3 Asynchronous Method Calls and Futures

The notion of a future was popularized by Halstead in MultiLisp [27]. The syntax
(future e) designates that expressiercould be evaluated in a separate thread. The
result of the expression isfature object. As MultiLisp is dynamically typed, the inter-
preter checks whether a value is a future when it is used concretely, and if so it extracts
the actual value, or waits until it is available. This is caltedchingthe future. Because
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futures are known to the runtime system and hidden from the application, their use is
transparent to the program. MultiLisp’s garbage collector safely replaced futures with
their actual values once available; our flow-sensitive analysis approximates this behavior.
Flanagan and Felleisen [15] developed a whole-program static analysis for reducing the
number of touches required; our analysis conversely adds needed touches based on the
possibly flow of futures.

Liskov and Shrira developed a notion of a future for statically-typed languages, called
a promise[32]. A promise, similar to a JSR 166 future for Java [28] mentioned in the
introduction, is a type parameterized by the type of object it will ultimately compute.
We found a number of applications of futures to statically-typed, object-oriented lan-
guages [34, 28, 24, 37, 11].

Halstead and others develodady task creatiomo dynamically adaptuture-annotated
programs to the runtime architecture and workload. Rather than create a new thread, each
future expression is optimistically evaluated in the current thread. If the thread blocks
or another processor becomes idle, then the caller’s continuation is evaluated, establish-
ing a future for the to-be-returned value. Alternatively, another processor can become
idle, and steal the parent continuation. Similar techniques are employed by Cilk [18], and
others. As future work, we are considering a similar scheme for Java.

A number of languages support so-calidive object$30], such as the SCOOP ex-
tension to Eiffel [7] and lo [26], which return futures. SCOOP inserts synchronization
automatically, based on method preconditions. When a method is called, the invoking
thread must wait until the conditions are satisfied before it can enter the object. Concur-
rent requests to enter the object are queued, and processed one at a time. While simple
to use, programmers have less control. All concurrency occurs on a per-object basis, as
opposed to per activity, which could severely limit performance without potentially unnat-
ural program restructurings. Since many applications use concurrency for performance
reasons (e.g., in multi-threaded server applications), imposing this restriction would be
too onerous. Indeed, we allow programmers to indicate which thread manager they wish
to use when executing a method asynchronously for exactly this reason.

Polyphonic C# [3] adds concurrency abstractions to C# based on the join calculus.
Method declarations annotated async are always invoked asynchronously. These
methods never return results, hence there is no need for futures. Many aspects of their
work are complementary with ours.

There has been some interest in developing asynchraematemethod invocation,
to batch remote calls and thus amortize the delay of round-trip times. Promises were
developed in this context. Raje et al. [37] propose an approach in which the returned
future is made manifest to the programmer, adding to the programming burden. Sysala
and Janecek [43] require that remote calls be providedllback to be invoked the
result is available. This simplifies exception handling but obscures the control flow of
the program, making debugging more difficult. It also forces programmers to distinguish
between remote and local references, eliminating the transparency afforded by RMI.
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7 Conclusions

We have presented a flexible and easy-to-use framework for transparent programming
with proxies in Java. Our framework recognizes this problem as one of qualifier infer-
ence, using improvements to qualifier inference algorithms to automatically introduce
proxies, like futures, with a minimum of effort from the programmer, and ensure they
are used transparently. We have formalized our framework and proven it sound. Our
improvements to qualifier inference admitting new or improved applications. Using our
framework, we have implemented a means for asynchronous and lazy method calls in
Java, and have checked for possible transparency violations due to uses of the proxy
design pattern. In the former case, applying asynchronous method calls to RMI nets sig-
nificant performance gains with little programming effort, and in the latter case, a number
of possible violations were detected.

Our analysis extends the Spark [31] points-to analysis, which is context-insensitive,
and operates on the whole program. We are in the process of generalizing our framework
to support arbitrary qualifiers, to support applications such as those mentioned in Sec-
tion 3.7. In doing so, we plan to support more sophisticated context-sensitive analysis.
We are also exploring how to make our analysis incremental, to avoid whole-program
analysis when possible, easing software development. This should be a straightforward
application of our explicitly-typedF Jg to all of Java, to allow reusing past results.

Acknowledgments We thank Jeff Foster, Nikhil Swamy, and James Rose for helpful
comments on drafts of this paper.
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A Proxy Calculus FJq

Here we include more details on the explicitly-typed calcidg, introduced in Section 3, in-
cluding its typing rules and operational semantics.

A.1 Typing

The syntax of Jg is the same aEJ(‘g (Figure 1), minus qualifier and set type variables, plus ex-
pressiongoercee. The typing rules for classes, methods, and expressions are shown in Figures 9
and 10. We have stripped labels from expressions for clarity, since they are not used. We extend
typing to the abstract machine as described below.

The rules are basically straightforward analogues of the inference rules. Note that there are
three rules for typing casts; these all come fleth The (UCast) rule types an upcast, the (DCast)
rule types a dynamic downcast, and the (SCast) rule types a “stupid” cast. The last is a technical
device to allow all possible casts to be considered well-typed, which is necessary to prove type
soundness via the property of type preservation (theorems are stated in Section 3.6). The Java
compiler would reject programs containing stupid casts.

A.2 Operational Semantics

The operational semantics Bflg are set up as an abstract machiReogramsconsist of a store
Sand an expression to evaluaeand the transition relatior» maps programséS e) to programs
(S,€). We use a call-by-valuallocation-stylesemantics [36], in which all objects are allocated
and looked up in the store, rather than being substituted into the term. This allows us to model the
flow-sensitivity of coercions on variables. The store essentially represents a hybrid of the stack
and the heap. The complete transition rules are presented in Figure 12.

Since this is a qualified system, the store maps variablgsatfied store valuesvhich are
store valued paired with a qualifieQ. A store value is simply an object of the formew C(y),
where the variableg index other qualified store values $ Qualified store values are allocated
by the following annotation rule, which replaces a store valwéth a fresh variable, and then
maps that variable th in the storeS.

(SnewC(y)) — (SW{x+— (nonproxy,newC(y))},x)

The other computation rules always operate on variables indexing the store, and so must “look up”
the corresponding value for evaluation. For example, the following invocation rule is between two
variablesx andy; it looks upx in the store to discover a function, and then continues by evaluating
the function’s bodye, having updated the store to map the function’s parameterthe actual
argument pointed at by

S(x) = (nonproxy,newC(y)) mbodym,C) = (z )
(Sxm(y)) — (S {z— Sy)},efthis — X))

Note that we encode freshness by not adding variables to the domain of the store if they are
already present; this is illustrated by the usesofWe can always enforce this condition using
alpha conversion.

All qualified store values that are used concretely must have qualiigiroxy, indicating
that the actual value is available. This is illustrated in the premise of the invocation rule above.
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These conditions match those in the type rules. Relaxing a requirement in the type rules (e.g., as
would happen for interface proxies) would require relaxing it here.
The coercion rule handles flow-sensitive coercions:

(SwW{x+— (Q,h)},coercex) — (SW{x — (nonproxy,h)},x)

Here, when a variabla is coerced, we remap in the output store such that it's qualifier is
nonproxy. Therefore, subsequent usesxafill not require coercions. This will have little effect
unlessxwas a variable in the original program. Otherwise it was a constant expression, which will
never again be reused. Note that above coercion rule is well-definad tpralified store values,
not just those with qualifieproxy; this is critical because the subtyping rulenproxy < proxy
employed by the type system allows non-proxies to be used wherever proxies are expected.
We extend the typing judgment to progra(®e) as shown in Figure 11. Here, the (Check-
State) rule requires that the st@ean be characterized bylasufficient to typecheck. Notice
that the (CheckStore) rule only checks values mapped to by variables in the donhairatifer
than the domain o6 This allowsI” to refer only to variables in the transitive closure of the
variables appearing ig; any other indices in the store are essentially garbage, and could be re-
moved. Also note that (CheckNewQ) returns the exact (dynamic) type of objects that it finds.
Because these objects could be given “higher” type in the programe allow T < I'(x) in the
(CheckStore) rule.

X: T,this : nonproxy {C1°+e:U U<S
CT(C) =classCextendsD{ ...;... }
overridgm,D, T — S)

Method —
FSmMTX) {return €}

K =C(T g,Sf) { super(@); this.f = f; }
fieldgD) =T § - M

Class - —
FclassC extendsD { T f;KM }

Figure 9:F Jo: Typing Classes and Methods
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Var

FMx—TIEX:T;Fx—T]

e :T;M
Mx—TlFe:T;Mx—T"]
M-letx=eine : T I’

Let

" - eq :nonproxy Np; M1
MEe:Tlh Mkes:TsM3
T <T Tz3<T M= mergérz, F3)

I Fif e instanceofN thene elsees : T; I’

I+ e:nonproxy N;I’  fieldgN) =T f
M-ef: T’

Field

I+ep:nonproxy N;I"  ke:Sr”
nltypgm, N) =T — Ula ... Th—Up
S<T; U<T foralli

I+-ep.me):T;r”

Invoke

_ fieldg{C)%) =Tf rresr s<T
v I - newC(€) : nonproxy {C}C; T’

I~e:nonproxy M;I" M <N
I+ (N)e: nonproxy N; I’

UCast

He:nonproxy M;T"  N<M N=#M
I+ (N)e: nonproxy N; T’

DCast

FFe:nonproxy N;T’  NgLM M<«ZLN
stupid warning

SCast
= (N)e: nonproxy N; T’
Fe: o
MakeProxy " Fe: nonproxy N;I
I - makeproxy e: proxy N; I’
rNFe:QN;I" e
CoerceExp QN 7 X
I - coercee: nonproxy N; T’
FEx:QN;T T=Tr'[x N
CoerceVar Q x—QN

I - coercex : nonproxy N; ' [X — nonproxy N]

Figure 10:F Jqo: Expression Typing
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fieldf{C})=Tf Tr(x=U U<T

CheckNewQ M (Q,newC(X)) : Q {C}¢

FNESx): T T<I(x) allxe domT)

CheckStore FST
FS:IT TFe:T;[’

CheckState
F(Se:T

Figure 11:F Jo: Program Typing
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Transitions:

TransAnnot

(SnewC(x)) — (SW{x+ (nonproxy,newC(x))},x)

S(x) = (nonproxy,newC(y)) mbodym,C) = (ze)
(Sxm(y)) — (Sw{z— S(y)}, efthis — x])

Translnvoke

S(x) = (nonproxy,newC(x)) field§{C}¢) =

TransField (S,X fi) . (SXI)
S(x) = (nonproxy,newD(y)) {D}P <N
TransCast
(S (N)x) — (Sx)
TransLet

(Sletx=yin ) — (S&{x— Sy)}.¢

S(x) = (nonproxy,newD(y)) {D}P <N

Ti IfTrue
ransitiru (S,if xinstanceofN then e, elsee;) — (S, e1)

S(x) = (nonproxy,newD(y)) {D}P ZN

T IfFalse r—
ransitFals (S if xinstanceofN thene; elsee;) — (S &)

S(X) = (nonproxy, h)
(S makeproxy x) — (Sw{y — (proxy,h)},y)

TransProxy

TransCoerce

(Sw{x— (Q,h)},coercex) — (SW{x— (nonproxy,h)},X)

Congruence rules:

o - (Se) — (S.€)
-CongruenceE
(Sem(y)) — (S,€.m(y))
(Sefi)— (S,€.f)
(S (N)e) — (S,(N)€)

(Sletx=eine) — (S,letx=¢€in &)
(S if einstanceofN then e; elsee;) —
(S,if € instanceofN then e; elsee,)
(S makeproxy e) — (S, makeproxy €)
(S,coercee) — (S, coercee)

(Se)—(S,€)
(SnewC(e)) — (S,newC(€))
(Sxm(§) — (S, xm(@))

C-CongruenceBark
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B Proofs

B.1 Progress

Lemma B.1 (Progress) Given that- (S ep) : T, then either gis a variable x, or elséS ey) —
(S,€,) for some Sand €, unless the program reaches an erroneous state due to an impossible
cast.

Proof The proof is by induction on the syntax of expressions that satigf§iep) : T can take a
step using a transition rule. For every non-value expression, we prove that it either can

e take a reduction step directly (base cases), or

e given that, if a sub-expression typechecks, then it can reduce, the whole expression can
reduce (induction step).

Case analysis of the possible forms of expressipn
Case ey = (X): In this case the lemma is true by definition, the expression is a value.
Case gg=e.f: Froml g : T and [Field] we gef I e: nonproxy N; . Alsofield§C) = T f.
Case eg=x.f: FromrS:T andrl - x: nonproxy N; I’ we deduceé(x) = (nonproxy, newC(y))
for a{C}c < N. So,ey reduces by [TransField].
Case gg=e.f: From[ F e: nonproxy N;I" and the induction hypothesig; reduces by
[C-CongruenceE].
Case gy = (e1.m(€)): FromT ey : T and [Invoke] we gef - e; : nonproxy N;I™.

Case ey = (x.m(y)): Froml" -x: nonproxy N; ', and- S: " we haveS(x) = (nonproxy, newC(y))
for some{C}c < N. Moreover by definition, fronrmtypém,C) =T — U we get that
mbodym,C) = (z,en). So,ey can reduce by [Transinvoke].

Case e = (e1.m(€)): From[ e : nonproxy N; " and the induction hypothesis, — €]
and the whole expression reduces by [C-CongruenceE].

Case g = (xm(€)): FromT I ey : T and [Invoke] we gef’ - &: T, so by induction
hypothesise — & and the whole expression reduces by [C-CongruenceBarE].
Case g = (newC(€)):

Case g = (newC(x)): Reduces by [TransAnnot].
Case ey = (newC(€)): From [New] and™ - ey : T we getl - &: ST’ So, by the induction
hypothesisy can reduce by [C-CongruenceBarE].
Case g = ((C)e):

Case eg = ((N)x): From [DCast], [UCast] or [SCast] we have tHat X : nonproxy M,
therefore from- S: I we have tha§(x) = (nonproxy, newD(X)), for aD that satisfies
{D}p < M. So, if{D}p < N thenep reduces by [TransCast], otherwise we have an
erroneous stuck program.

Case gy = ((C)€): From [DCast], [UCast] or [SCast] we haVie- € : T, so by induction
hypothesisgy reduces by [C-CongruenceE].
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Case gp = (letx=eyin &):

Case gy = (letx=yin e): The term reduces by [TransLet].
Case ep = (letx=ejin &): Givenl ey : T we have from [Let] e, : T/;[;. From
induction hypothesis, we get that — €|, thereforegy reduces by [C-CongruenceE].
Case ey = (makeproxy €):

Case ey = makeproxy x: e typechecks, so from [MakeProxy] we det X: nonproxy N; T,
Fromk S: T we get thatS(x) = (nonproxy, newC(y)), for someC such tha{C}c <
N. So, we can reduce by [TransProxy].

Case ey = makeproxy €: Froml ey : T and [MakeProxyCheck] we get that- € : T’,
therefore from the induction hypothesis, it reduces by [C-CongruenceE].

Case g = (coerce€):

Case ey = (coercex): From[ - ey : T and [CoerceVarCheck] we get tHatan be written
asl [x+— Q N] such thatT’/[x+— Q N] - x: Q N;'[x+— Q NJ|. From this and+- S: T we
get thatScan be written aS W {x+— (Q,newC(y))} for someC such thafC}c < N.
So, e reduces by [TransCoerce].

Case g = (coerce€): Froml ey : T and [CoerceExpCheck] we get tHat- € : Q N; ™.
Therefore, by induction hypothesis, reduces by [C-CongruenceE].

Case e = (if einstanceofN then e elsee)

Case g = (if xinstanceofN then e, elsees) Froml F e : T and [If] we get thaf” - x:
nonproxy Ni. From this and- S: I we get thatS(x) = (nonproxy, newC(y)) where
{C}c < N1. So,ep reduces by [TransIfTrue] or [TranslfFalse].

Case e = (if e instanceofN then e; elseez) Froml™ ey : T and [If] we getthal - ey :
nonproxy Ny;I’. Therefore, by induction hypothes@,reduces by [C-CongruenceE].

O

B.2 Preservation
Lemma B.2 (Preservation) Given that- (S &) : T, and that(S ey) — (S, &), then (S, &) : U
suchthatU<T.

Proof Induction proof:

e The lemma either holds for the progrd® ep) directly, or

o if the lemma holds for all non-value sub-expressionsgothen it holds for(S, &y).

Case analysis of the possible forms of progr@rep):

Case (S &) = (Sx): In this case the program cannot take an evaluation step, therefore by defi-
nition the lemma is true.

Case (Se) = (Sef): Froml ke : T;I" and [Field] we getl - e: nonproxy N;I". Also
field§C) =T f.
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Case e = x.f: Then(S &) reduces by [TransField}:S x.fi) — (Sx). Givent (S ep),
we have from [Field] thafield§C) = T f. By hypothesis- S: I', which gives by
[CheckState] that S(x) : '(x). So from [New],I % : §;T whereS <T;.

Case g = e;.f: From the induction hypothesi§S e;) — (S, €)) andt (S ;) : Ty mean
thatt- (S, €)) : T{ whereT] < Ty. So,fieldgT1) C fieldsT, and therefore; (S, €,.f):

_|

Case (S &) = (Se1.m(e)): Froml F ey : To and [Invoke] we gef I e; : nonproxy N; ™.
Case ey = (0.m(y)): From [Invoke] we have:
FFo:nonproxy N;I  Tky: 'ITy; r

mtypém,N) =Ty — Uq,...Th — Uy
Ty <T U <V foralli

I+ey.me):Vv;r”

Invoke

For all the classeS; that belong to the s&, mbodym,C;) = (x,&). Moreover, from
I 0 nonproxy N;I’, and- S: I we haveS(0) = (nonproxy,newC(y)) for some
{C}c < N. Therefore, we get thahbodym,C) = (x,e) for thatC.

From [MBody-C] and [MBody-CSub], we get that for some ancegiasf C < D,
we havembodym,D) = (x,e) andmis declared irM of D: U m(T x) { return e; }.
Therefore, forD we have by [Method] that : T, this : nonproxy {C}c I e: Te and
Te <U.

We know that(S, &) reduces by [TransInvoke] (& {X— S(y)}, e[this — 0]). Since
X ¢ dom(S) we can create B’ ='W {X+— T} ¥ {0~ nonproxy {Clc}. Then,S(0):
nonproxy {C}c which meansS(o) : I'(0). Furthermoref- S: T, and the only new
elements irS arex, for which S(x;) = S(y;), andS(y;) : ['(yi). But, I'(y) = Ty and
Ty <T, so, by [CheckStore], we have thaS : I"".

Finally, we also have thdt' + e[this — 0] : Te andTe < U from [Method], andJ <V
from [Invoke]. Thereforel, < V.

Case ey = (e1.m(€)): + (S ey) andep reduces by [C-CongruenceE], so by the induction
hypothesist- (S, &).

Case g = (x.m(€)): - (S &) andey reduces by [C-CongruenceBarE], so by the induction
hypothesist- (S, &).

Case (S &) = (S newC(e)):

Case ey = (newC(y)): Reduces by [TransAnnot] W {x — (nonproxy,newC(y))},x).
Fromt (S &) : To and [New] we havé + e : nonproxy {C}c; . MoreoverS(x) =
(nonproxy,newC(y)). So, for[’ = [[x — nonproxy {Cl}¢c] we have:S(z) : ['(z) for
everyze dom{), S(x) : ' (x), anddom(I"") = dom(") U{x}. Therefore|- S : T".

Also, " F x: nonproxy C andnonproxy {C}c < Top.

Case e = (newC(€)): ey reduces by [C-CongruenceBarE], so by the induction hypothe-

sis,- (S,€) : T"andT’ < To.

Case (Se) = (S (N)e):
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Case gy = ((N)x): In this case, the program either takes a step by [TransCast] or we
have a stuck program due to a bad cast. If the program takes a step, it will reduce
to (S (N)x) — (Sx). The fact that the program takes a step means 3bgt =
(nonproxy,newD(y)) and{D}p < N, by [TransCast]. Soin the resulting program
will have typenonproxy {D}p where{D}p < N.

Case ey = ((N)e): From [DCast], [UCast] or [SCast] we haVe- e: T, andey reduces
by [C-CongruenceE] t¢S, (N)€). So, by induction hypothesis,(S,€) : T’ where
T’ < T. Thereforeey will typecheck with [UCast], [DCast] or [SCast] with type
nonproxy N.

Case (Se) =(Sletx=ejin e):

Case gy = (letx=yin e): Then(S ep) reduces by [TransLet] t¢S letx =yin &) —
(Sw{x— S(y)},e2). Given that- (S ep) : T, we know thal” F ey : T and from [Let]
we have thal Fy: Ty andli[x— Ty|F e : T. So, forl" = 1 [x+— Ty|, we have that
S(z2) : T'(z)vze domT) and thatS (x) = S(y) : ['(y). Butl’(x) =T (y), so-S: T,
Moreover, from [Let] we know that’ e, : T.

Case eg = (letx=¢e1 in &): Givenl - gy : T we have from [Let] ey : Ty; 1. From hy-
pothesisgy reduces (by [C-CongruenceE]) sp— €. By the induction hypothesis,
F(S.€): T/ andT] <T1. So,;- (S,e&,) : T".

Case (S &) = (S makeproxy €):

Case g = makeproxy x: ey typechecks, so from [MakeProxy] we get- ep : proxy N
andl” - x: nonproxy N
FromE S: T we get thatS(x) = (nonproxy,h), whereh = newC(y) for someC
such tha{C}c < N. Reduction by [TransProxy] giveSw {y — (proxy,h)},y). For
" =T[y~ proxy N], we have- S : T, Also, I’ -y : proxy N.

Case g = makeproxye: FromT + ey : T and [MakeProxyCheck] we get thath- e:
Te. Also, by hypothesis, it reduces by [C-CongruenceE]Soey = makeproxy €)
where-S: ', "+ € : T{ andT{ < Te. So,[" - makeproxy € : T’ andT’ < T.

Case (S &) = (S coercee):

Case ey = (coercex): From[l - ey : T and [CoerceVarCheck] we get tHatan be written
aslix— Q N] such that:T1[x — Q N] F x: Q N;[1[x — Q N]. From this and
FS: T we get thaScan be written aS'w {x— (Q,newC(y))} for someC such that
{C}C <N.
By hypothesis,g reduces by [TransCoerce[Sw {x — (Q,h)},coercex) — (SW
{x+— (nonproxy,h)},x).
So, forl’ = I'1[x +— nonproxy N| we have- S : " andl™ F x : nonproxy N, where
nonproxy N < Q N.

Case ey = (coercee): By hypothesis: (S coercee) — (S,coerce€) and+ (Sep) : T,
which gives from [CoerceExpCheck] that S e) : Te.
So, by induction hypothesis we get that(S,€) : T, and T{ < Te. Therefore,-
(S,coerce€) : T' whereT’ < T.

Case (S ) = (S if einstanceofN then eelsee)

43



Case g = (if xinstanceofN then e; elsees) FromT - ey : T and [If] we get that” - x:
nonproxy Ni. From this and- S: ' we get thatS(x) = (nonproxy, newC(y)) where
{C}c < N;1. Also, (S ey) reduces by [TranslfTrue] or [TranslfFalse], {6 &) or
(Se).

So, forl" =T, we have that S : I’ sinceSdid not change, and that - e : T, and
I I e3: T3, where from [If] we had thal, < T andTz < T. Therefore, in either case
Mtey: T andT’' <T.

Case ey = (if e instanceofN then e, elseez) Froml™ ey : T and [If] we get thal - ey :
nonproxy Np;I’. Also by hypothesisgy reduces by [C-CongruenceE], 68 e;) —
(S,€)). By the induction hypothesis, there i§ asuch that- S : " andl" - €, : T/
whereT; < nonproxy Ni. It follows thatT] = nonproxy Nj andN; < Nj.

Therefore["F e, : T andT’ <T.
g

B.3 Inference Soundness
Theorem B.3 (Inference Soundness)siven
e Aclasstable CT,
e A substitutiono and label set L,
e Eitherl H £ : T;I",s.t. 1L, orT ¢ E' : T;I’, generating constraints and .
e 0=Sando,L=1.
T[Z'] = e, andT[CT] = CT".
Then using class table CTo(I") - e: o(T); o(I").

Proof
e The theorem either holds fe& directly, or
¢ ifthetheorem holds fofy, . .., E,, then it holds forE whose subexpressions kg, . .., E

Given that thd + E' : T;" or T . E' : T; I, the last step of the typing derivation will be
one of:

Case [I-Var]: Then, £ = x andl[x+— T] i X : T;[x— T]. The expression transformation is
T[8] = x. Then,o(F[x— T]) = o(T")[x— o(T)]. If T =T’, thenT [§'] typechecks with
[Var]: o(M)[x— T'|Fx: T 0(F)[x— T7].
There are two cases faF[Z'].
e | ¢ L: Then,7[£'] = T[E]. Obviously, the theorem holds.

e | € L: Then,T[£'] = coerceT[E] = coercex. From [CoerceVarCheck] we have
thatcoercex typechecks if 1[x+— Q NJ F x: Q N;1[x+— Q N]. This is satisfied for
M=o()andQN=T".

In both casesy(I") - T[E'] : o(T); a().
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Case [I-Let]: Then £ = letx = e;in & and the transformed expressionIgZ] = letx =
T[ei] in T[ez] From [I-Let] we have thaf ey : T;Fp andlMi[x— T]Hi e : T/, [x+—
T”]. Therefore, by induction hypothesis, we get tlodf' ) - T[e1] : 6(T);0(1) and
o(Fix— T]) F T[er] : o(T');a(I"[x — T”]). The latter can be written agr(I"'1)[x —
o(T)|F T[e] : o(T');0(I")[x+— o(T")]. Therefore, by [Let] we get that:

oM Fletx=T[ei] in T[ex] : o(T');0(I") (1)
There are two cases faF[£']:

e | ¢ L: Then,7[£'] = T[£] and the theorem holds.
e | €L: Then, T[£'] = coerceT[£] = coercee. In that case, from [CoerceEx-
pCheck] and equation (1) we have tlcaercee typechecks.
Therefore, in both cases(I') - T[£'] : o(T); o(I).
Case [I-If]: Then
E = if 1 instanceofN then e elsees
and the transformed expression is

T[E] = if T[e1] instanceofa(N) then T [ey] elseT [e3]

From [I-If] we have that” ¢ e : nonproxy N;Iq, T1 Hj e : To;To andlMy Hj e3 @ Ts; 3.
So, by inductive hypothesis we gefl") - 7 [e1] : nonproxy o(N); a(l 1), o(l1) - Z[er] :
0(T,);0(l2) ando(lM1) - T [es] : 0(T3); a(l3). Furthermore, [I-If] giveS, <T andTzs <T
which means that(T,) < o(T) ando(T3) < o(T). Also, [I-If] gives I’ = mergdl,, 3),
which means thalf2(x) < I'"(x) andl3(x) < I'(x) for all x € dom'2) Ndom(I'3). This
implies thato(I"’) = mergéa(l,),o(l3)). Therefore, from [If] we get

o() I if T[] instanceofa(N) then 7T [e;] elseT [es] : o(T);o(l") (2)
As in the previous cases,liic L, 7[£'] from equation (2) and [CoerceExpCheck] we get
thate typechecks. If ¢ L thenT[£'] = T[£] which typecheks from equation (2).

Case [I-Field]: ThenE = e.f; and the transformed expressiorfi§E] = T [€]. fi. From [I-Field]
we havd - e: nonproxy N; I, so by inductive hypothese(I") - 7[€] : nonproxy a(N); a(I").
[I-Field] also givesfieldyN) =T f. So, sinceZ [CT] does not change the declared fields,
this impliesfieldgo(N)) = o(T) f. Therefore, from [Field] we have

o(l) - T[e].fi: o(Ti); o) €))
If | ¢ L from equation (3) the theorem holds. liE L then from [CoerceExpCheck] and
equation (3) we have thatT') - T[£'] : o(T);0(I").

Case [I-Invoke] thenE = e;.m(€), and the transformed expressiorZi§Z] = 7 [er].m(Z[€]).
From [I-Invoke] we have ¢ e; : nonproxy N; T’ " €: S I" so, by induction hypothesis,
o(lMN) F T[e] : nonproxy a(N);a(I'") a(T'") - 7[€] : o(S);0(")
Also, from [I-Invoke]: mtypém,N) = Ty — Q1 ¢&,...Th — Qn ¢2 andS< T, Qi ¢k, <
K dc. By definition ofmtypewe have

o(mtypgm,N))mtypém, o(N)) = 0(T) — 0(Q1) 6(92),---0(Tn) — 0(Qn) 0(92)
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anda(S) < o(T), o(Q)) o(¢%) < a(k) o(ac) Therefore, from [Invoke] we get
o(F) - Te]- m(7[e]) : o(k) a(ac); a(T™) (4)

In the case thalt ¢ L thenT[£'] = T[Z], so from equation (4) the theorem holds. If
| € LthenT[£'] = coerceT [£]. From equation (4) and [CoerceExpCheck] the theorem
holds.

Case [I-New]: £ =newC(e), soT[E] = newC(T[€]). By hypothesis and [I-New] we know
thatl I e: ST’ so by inductive hypothesis(I") - T[€] : o(S);0(I")
Also, from [I-New] we havefield{C}c) = T f andS< T so, from the properties of
0: 0(S) < o(T) and becaus€ [-] does not change field declaratiori@ldga({C}c)) =
o(T) f
Therefore, from [New] we get

o(l) - newC(T[€]) : nonproxy a({C}c);o(l"") (5)

BecauseT [£] typechecks, it follows either directly (if¢ L) or indirectly from [Coerce-
ExpCheck] (ifl € L) thatT[£'] typechecks.

Case [I-Cast]: ThenE = (N)e and T[£] = (o(N))Z[e]. From [I-Cast] we know . e:
nonproxy §p; [’ so by induction hypothesis(I") - 7 [€] : nonproxy o(¢p); a(I”’) There-
fore, one of [UCast], [DCast] or [SCast] always applies.

Case [I-MakeProxy]: ThenE = makeproxy eandZ [£] = makeproxy 7 [€]. From [I-MakeProxy]
we getl” k¢ e: nonproxy N; T’ so, by induction hypothes®™) - Z[€] : nonproxy o(N); o(I").
Therefore, [MakeProxy] applies, and we hax(€ ) - makeproxy T [€] : proxy a(N); o(I").

Case [I-CheckExp]: Then given [I-CheckExp] we have tHat-¢ E' : nonproxy N; [’ andT
Zlo: QN; I, From the induction hypothesis, the latter giggE ) - T[£] : 6(Q) o(N); a(I™).
In order for the theorem to hold, we must show théf) - T[Z'] : nonproxy a(N);a(I)
There are two cases.

e | ¢ L. Then [I-CheckExp] gives thdt¢ L = proxy £ Q. Moreover,o(Q) is either
proxy Or nonproxy, 0(proxy) = proxy andc(nonproxy) = nonproxy. Finally, since
proxy # nonproxy, we derive that(Q) = nonproxy. This is proved by contradiction;
if 0(Q) = proxy, then we would haveroxy £ proxy.

In this caseT [£'] = T[], so the theorem holds, SincgQ) = nonproxy.

e | €L. Inthis caseT [E£'] = coerceT [E]. Therefore, from [CoreceExpCheck] and

o(lN +T[E] : o(Q) a(N);o(I"") we get that the theorem holds.

Case [I-CheckVar]: In this caseE = x, SOT[£] = x. [I-CheckVar] gives [x — Q N] - X0 :
Q N; '[x+— Q N] which, by induction hypothesis, implies

o(M)[x—0(Q) o(N)| - T[x] : 6(Q) o(N); o(I)[x— a(Q) o(N)] (6)
Similarly with [I-CheckExp], there are two cases:

e | ¢ L Then as beforeg(Q) must benonproxy, otherwise we would have a contra-
diction proxy £ proxy from proxy < Q = | € L. In this case equation (6) becomes
o(I") [x— nonproxy a(N)] = T [X] : nonproxy 6(N); o(I") [X— nonproxy 6(N)], so the
theorem holds.
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e | €L ThenT[E'] = coercex. Therefore, from [CoerceVarCheck] and equation (6)
we have that the theorem holds.

Case [I-Method] Given that [I-Method] holds and typechecks methtd we will show that
T [M] typechecks given the solutian L.

The transformation giveg [S m(T X) { return & }] = o(S) m(a(T) X) { return T[e]; }.

[I-Method] gives:x: T, this : nonproxy CHje:U;I""U < SCT(C) =classC extendsD{ ...;... }
overridgm,D, T — S) By induction hypothesix : o(T),this : nonproxy o(C) - T[e] : _
o(U);o(r") Alsoo(U) <o(S) T[CT(C)] =classC extendsD { ...;... } overridgm,D,o(T) —

a(S)) Therefore by [Method} o(S) m(a(T) X) { return T[e]; }
Case [I-Class] Given that [I-Class] holds and typechecks cl@sa/e will show thatZ [C] type-
checks given the solutiom, L.
The transformation give® [classC extendsD { T f;K M }] = T'[classC extendsD { o(T) f; T[K] T[M] }]
[I-Class] g|ves K=C(T g,Sf) { super(g); this.f = f; } fieldgD) =T gT =K1 0} ,...kh O,
S=«} o,k a@ i, K,a',a" freshi M
By induction hypothesis, we have thatZ [M]. Also, o(field{D)) = o(T) g. Moreover _
T[K] givesT[C(T g,Sf) { super(g); this.f = f; }] = C(o(T) g,0(S) f) { super(g); this.f =
f; } So, [Class] implie$- classC extendsD { o(T) f; T[K] T[M] }
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