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As Artificial Intelligence (AI) has grown in use, so too have the computational, memory,
and data resources required to train state-of-the-art AI models. Al models, and the data they are
trained on, are traditionally stored centrally, in-house. However, data is increasingly collected by
decentralized devices, like smart sensors and mobile phones, which are at the edge of a network.
Primarily due to privacy constraints, via impending laws and regulation, it is increasingly difficult
to transfer user data from such edge devices to a central, in-house server.

This emerging impediment has spurred interest and research into edge learning, a dis-
tributed and collaborative paradigm, where Al models are trained closer to, or on, the devices
where data originates. While promising, edge learning faces obstacles to overcome before attain-
ing widespread adoption.

Part I of this dissertation addresses the first obstacle, the ability of participating devices,
known as edge devices, to learn Al models. Edge devices lack access to large memory and com-

putational power sources that are common in traditional, centralized settings. To solve these is-



sues, Part I proposes: (i) an asynchronous decentralized edge-learning algorithm that removes the
training-time dependence on the slowest device, improving training speed, (ii) a locality-sensitive
hashing framework that allows devices, with the help of a server, to train a large-scale Al model
without storing the entire model, and (iii) a compressed-sensing algorithm that shrinks the size
of both training data and Al models, with minimal performance degradation, while improving
training and inference runtime.

Part II of this dissertation addresses the second obstacle, the inability to successfully deploy
both fair collaborative edge-learning frameworks and safely trained, compliant Al models. Cur-
rent edge-learning frameworks lack incentives. Thus, edge-learning participants may not always
be incentivized to act in accordance with how the designee intended their frameworks to func-
tion, resulting in unfair and unintended outcomes. To solve these issues, Part II proposes: (i) two
separate mechanisms to eliminate device free riding, one to incentivize device truthfulness when
reporting information to a central server and a second to incentivize greater training contribution
than by training alone, and (ii) a rigorous framework for Al regulation that incentivizes devices

to both deploy compliant models and participate in the regulation process.
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Chapter 1: Introduction

The rise of Arti cial Intelligence (Al) models re ect humankind's use of a digital machine
to discern vast and complex patterns, undetected by the human eye, as a means to solve compli-
cated tasks. The fuel for this machine is data; increased quantity and quality of training data (Big
Data) have unlocked unforeseen Al model capability, with some models exhibiting human-level
ability [5, 6, 7]. Coupled with the development of new model architectures, Al in the age of
Big Data has revolutionized the elds of healthcare, natural language processing, and computer
vision among others [8, 9, 10].

This initial success of Al has led to widespread Al adoption across a variety of industries.
Currently, industry-grade Al models are built using a concentrated approach: models, as well as
the data they are trained on, are stored and managed in-house [11]. However, within the past
few years, this concentrated approach has faced a conundrum. The spike in size of Al models,
coupled with exponential data growth, have made it dif cult and costly to store everything in-
house. Of greatest concern is the proliferation of data that increasingly stems from decentralized
sources, namely mobile phones, sensors, and other internet of things (IoT) devices [12]. Data
is no longer being collected by a single entity at the center of a network. Instead, user data is
increasingly collected and generated by many devices located atitfeef a network [13, 14].

Data collection at the edge causes functional impediments when training Al models. These



Figure 1.1:The Rise of Big Data Total data creation worldwide from 2010-2028 [1].

include, without limitation, data security [15, 16, 17], network latency [18, 19], network band-
width [20, 21], and general transmission costs [22, 23]. However, an emerging impediment poses
the greatest threat: it may be dif cult or impossible for data to be transferred from devices at
the edge, known asdge devicedo the in-house center of the network for model training. This
impediment occurs where data-privacy constraints exist. For example, many users may decline
to send their private health data from a smartwatch to an online server. Issues surrounding the
transfer of private data is only expected to grow [24, 25]. Laws and regulation to protect users'
data privacy and security have begun to emerge from around the world. Most notably, in January
2024, the European Union enacted laws, the General Data Protection Regulation (GDPR) and
Data Act, to improve data privacy and security protections [26, 27, 28, 29]. Impending laws and
regulation to protect users' data privacy and security will prompt industries to move away from a

concentrated approach and towards privacy-preserving methods compatible with edge devices.



With data increasingly emanating from the edge, and private-data transfer becoming more
constricted, a new approach for training Al models has evolved to rival the traditional con-
centrated approach. This approach, knowredge learningis a distributed and collaborative
paradigm where models are trained closer to, or on, the devices where data originates [13, 14].
The bene ts of this approach arg) lower bandwidth consumption and reduced latency (no need
to transmit data back to a serve(i)) increased data privacy and security (personal data remains
on-device)(iii) improved scalability and computational power (hundreds of thousands of devices
can assist in training, boosting total resource pow@r),resource ef ciency (the server of oads
computational costs to edge devices), anjdf ine operation (devices can function with limited
or no internet access). A surge of research into edge learning over the past decade has produced
algorithms and frameworks that have proven effective, ef cient, and are competitive with the
performance of traditional, concentrated approaches [30, 31, 32, 33].

Although its future possesses promise, edge learning faces obstacles to overcome before at-
taining widespread adoption. The rst obstacle is the ability of edge devideaitn Al models.

Edge devices lack access to large memory and computational power sources found in traditional,
concentrated settings. In fact, many edge devices suffer severe memory and computational con-
straints [34]. As a result, edge devices inef ciently store and train Al models with billions of
parameters, such as smaller-scale large-language models (LLMs). For instance, Meta's smallest
open-source LLM, Llama 3, is eight billion parameters in size. This corresponds to approxi-
mately 32 gigabytes (GB) of memory if using 32-bit storage. Furthermore, simply running in-
ference on these models, let alone training and back-propagation, is computationally expensive:
billions of oating point operations (FLOPS) are required. Finally, as edge devices have widely
varying computational power, training can be slow and often proceed at the pace of the slowest
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device [31, 35].

The second obstacle that edge learning faces is the inability to succeskdpltyy both
fair collaborative edge-learning frameworks and safely trained Al models. Current edge-learning
frameworks lack incentives. Thus, edge-learning participants may not always be incentivized to
act in accordance with how the designee intended their frameworks to function, resulting in unfair
and unintended outcomes. In realistic settings, edge-learning participants often act in their own
best interest. Consequently, when undertaking multi-device edge-learning frameworks, many
participants are incentivized to take actions that either (a) reduce the total social welfare, or (b)
are dishonest in order to attain greater bene t for themselves [4, 36, 37, 38, 39]. At a higher level,
Al model deployment on the edge, as well as in general, is unguided, unsavory, and unregulated.
Those who build Al models have limited incentive to produce and deploy safe, compliant Al
models for public and private use.

My dissertation seeks to convert the promise of edge-learning frameworks into realistic
performance. Its overarching goal is to improve the ability of edge learning leea() powerful
Al models in constrained settings and @@ploy frameworks that are fair in practice and improve

Al safety. Particularly, | solve the following two questions:

In the age of Big Data and large-scale Al ...

(1) How can memory- and computation-constrained edge devices more ef ciently

train large, high-performing Al models?

(2) How can edge-learning frameworks incorporate mechanisms to promote out-

comes that bene t participants while simultaneously ensuring fairness and Al safety?



1.1 Edge-Learning Preliminaries

The preeminent edge-learning method is currently federated learning (FL) [32]. Within
federated learning, an assortmennoédge devices collaboratively train an Al moael2 RY,
of dimensiond, with their own local data. Formally, federated learning solves the following
optimization problem:
X
min f (w) := ifi(w): (1.2)

w2Rd i=1
The goal of federated learning is utilitarian, to nd an optimal solution (mogethat
performs well on all devices. The global objective functiorshown in Equation 1.1 is the
weighted sum of each device's local objective functipnwhere ; is the weighting of device
i's local objective functionl? i i = 1). Each local objective functiofy often is non-convex.
The local objective function consists of a loss functiahat uses data produced from devitse

underlying distributiorD; to train the Al model,

fiw):=Ep, (w; ): (1.2)

Local objective functions differ only between devices when there exists a difference be-
tween their data distributions. When the data distribubdofor all devices is identical, and thus
D; = D 8i, then all local objective functions are identical as well. This scenario is de ned in

federated learning literature as the independent and identically distributed (1ID) scenatrio.



Algorithm 1 Federated Averaging (FedAvg) [32].

Input: n devicesP; is each device's local datasét;is the device participation % each roumd;
is the batch sizek is the total epochsy, is the initial model, are device weights (proportional
to dataset size), andis the learning rate.

Server Executes:

for eachround =1;2;:::;do DeviceUpdate(; w):
m maxfF n;lg B  (split P; into batches of siz#)
S (random set o devices) for each local epockfrom 1 toE do
for each device 2 S; in paralleldo for batchb2 B do
w*t _ DeviceUpdate(w) w w r (wb
witt nooawitt returnw to server

1.1.1 Centralized Federated Learning

The most commonly implemented and studied federated learning setting is the centralized
federated learning (CFL) setting. In the centralized federated learning setting, a group of edge de-
vices work together to train a model under the command of a centralized host. The foundational
paper on federated learning, McMahan et al. [32], solves Equation 1.1 in an iterative centralized
federated learning approach through (i) local gradient computations and (ii) gradient or model
averaging amongst devices. This process is detailed algorithmically in Algorithm 1 and may be
summarized by the following stepgt) each devicé computes a local gradient updaté; (w')
during roundt, obtaining local model'**, (2) once nished, each device sends its local model
w!*t (or gradient f;(w')) to the central serve(3) after receiving all device models, the central
server averages them togethert'! = P W', (4) the central server sends the resulting av-
eraged modeh'*? back to all devices, an¢b) steps (1)-(4) are repeated until convergence to a
local optimum.

While centralized federated learning performs well in many applications [32, 40], it has

drawbacks. The rst drawback is that the central server is a single point of failure in the network
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Algorithm 2 Decentralized Parallel SGD (D-PSGD) for ttik device [30].
Input: n deviced; C is the weight matrix[T is the total iterations; andis the learning rate.
1: for eachround =0;1;:::;T 1do
2: Randomly sample local batch of dafa
3: Compute local SGD update with model and databt: rfi(wt; !
4: Compute neighborhood weighted averaujé1 2= jn:1 Ci; th
5. Update Jocal modeM™**  w™ ™ r fi(w; !

i i
6: Output: £ L, wf

(i.e. training stops if the central server fails). The second drawback is the inef cient scalability

of centralized methods. Requiring a single server to send and receive messages can result in high
communication latency that severely slows the run-time performance of an algorithm [30]. As
the size of datasets and number of training devices multiply, central servers become inef cient

due to increasing communication latency and scale poorly.

1.1.2 Decentralized Federated Learning

Within decentralized federated learning (DFL), thedge devices are represented as the

E V V [30]. Each device communicates with one-hop neighboring devigesuch that
(i;J) 2 E. Each device has a set of neighbors, de nedNas= fjj (i;j ) 2 Eg. Itis important
to note that every device is de ned to be included within its own neighborfddb®l ;. Similar
to centralized federated learning, each deviperforms (i) local gradient updates and (ii) model

averaging during each rounaf decentralized federated learning,

t+1=2 _

X t+1=2
=w orfiwh); ! owtt= Gjw (1.3)

j2N



Unlike centralized federated learning, neighboring devices communicate and average amongst
themselves. Instead of a central server that averages all device updates, each alesfiages

the local model updates @& neighbor'sN;. Therefore, it is possible in the decentralized setting

for devices to have differing local models in the same rowdé w!; i 6 j. The model
communication coef cient;; for each devicg in devicei's neighborhoodF() N, G = 1)
denotes the weighting that devicplaces on devicg's model. All of the model communication

coef cients can be represented as a non-negative communication matrix, dendie? B ".

A positive ;] )th entry signi es that devicesandj communicate with one another. Typically

is symmetric and doubly-stochastic to ensure that models are equally exchanged between devices.
An example of a foundational decentralized federated learning algorithm, Decentralized Parallel
Stochastic Gradient Descent (D-PSGD), is detailed in Algorithm 2.

Decentralized federated learning allays concerns found within its centralized counterpart
by allowing devices to communicate with one another. Consequently, the high-communication-
latency central server is discarded. By removing the central server, decentralized federated learn-
ing algorithms no longer have a single point of failure, can achieve superior run-time performance

[30, 31, 41], and are shown to have improved data privacy [42, 43].

1.2 Summary of Contributions

The following dissertation is broken up into Parts | and Il. Part | provides an answer for the
rst question | pose on Page 4. Part Il answers the second. Below, | detail the organization of

both Parts and then summarize their respective contributions.



1.2.1 Partl: Ef cient Learning on Resource-Constrained Edge Devices

In Part I, | propose new algorithmic advancements within edge learning that improve the
scalability as well as memory and computational ef ciency over existing methods. For edge
learning to become practiced, Al models must be smaller, training must be less expensive, and
communication bottlenecks must be removed.

Chapter 2 proposes the rst wait-free, asynchronous decentralized edge-learning algorithm.
This algorithm, known as\BIFT, allows devices to conduct training at their own speed without
having to pause for slower devices. Allowing wait-free, asynchronous training greatly improves
training speed. Theoretically, as proven within the chapterF$ matches the gold-standard
iteration convergence ra@(l:IO T) of parallel stochastic gradient descent for convex and non-
convex smooth optimization (total iteratiody. Furthermore, theoretical results for 11D and
non-IID settings are providedithout any bounded-delay assumption for slow devices. Such
assumptions are required by previous asynchronous decentralized edge-learning algorithms. Fi-
nally, experimental results demonstrate that'Sr reduces runtime speed while simultaneously
matching or outperforming baseline algorithms.

Chapter 3 proposes a novel locality-sensitive hashing framework, PGHash, that may be
deployed in edge-learning settings to dynamically prune model weights, thereby reducing both
model size and total computations. Existing frameworks require the full model weights to be
hashed, which is expensive to store and impractical for edge devices. Furthermore, conducting
locality-sensitive hashing is unrealistic in a centralized edge-learning setting, since the process (i)
is slow if the number of devices is large and (ii) requires access to input data that is forbidden in an

edge-learning context. PGHash, on the other hand, allows for private, personalized, and memory-



ef cient on-device locality-sensitive hashing. Hash tables are generated with a compressed set of
the full weights, and can be serially generated and discarded if the process is memory-intensive.
This allows devices to avoid maintaining (i) the fully sized model and (ii) large amounts of hash
tables in local memory for locality-sensitive hashing analysis. Several statistical and sensitivity
properties of PGHash are proven, and empirical results show that PGHash effectively trains large-
scale recommender networks compared to baselines.

Finally, Chapter 4 presents a novel compressed-sensing method for training deep Al models
with a large number of labels. Traditionally, the nal output layer of these deep classi ers scales
linearly with the size of the label set, which is often in the millions for realistic settiagg,the
number of products on Amazon). In order to deploy such recommender systems on-device, the
training and storage of models must be more ef cient and compressed. To address this; the D
CLARE algorithm is proposed to rst compress labels, via a pairwise label similarity preserving
process, into a smaller dimension. Then, a deep neural network is trained to map features into the
compressed label space. Consequently, this reduces training time and model-storage size. Since
pairwise similarity is approximately preserved in the compressed spa&m®,ARE can infer the
closest labels in the original space from a compressed label prediction. EmpiricattyARE
can compress labels by multiple magnitudes while maintaining uncompressed performance in

certain instances.

1.2.2 Part Il: Mechanism Design for Edge Learning Fairness & Al Regulation

The beginning chapters of Part 1l center on designing mechanisms, implemented by a cen-

tral server, to incentivize devices to fully participate in edge-learning frameworks, thereby elim-
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inating device free riding. The goal of this line of research is to develop superior edge-learning
frameworks that successfully deal with realistic challenges arising post-implementation, like free
riding. Part Il ends by describing an initial push into the area of Al regulation.

Chapter 5 proposes a novel mechanism to eliminate federated free riding even when edge
devices can be untruthful with a centralized server. Standard federated learning approaches are
vulnerable to the free-rider dilemma: participating devices may contribute little to nothing, yet
receive a well-trained aggregated model. While prior mechanisms attempt to solve the free-
rider dilemma, none have addressed truthfulness. In practice, adversarial devices may provide
false information to the server in order to avoid contributing to federated training. The proposed
antidote, ACT, carefully designs a contract fee that penalizes devices from not contributing
towards training. Furthermore AET implements a post-training reward payment system that
awards participating devices, that have a median cost compared to its peers, the contract fees of
other devices. It is theoretically proven, via a Nash Equilibrium, that the contract fees coupled
with the new reward system dissuade free riding. Empiricalh¢iFavoids free-riding when
devices are untruthful, and reduces device loss by over four times.

Chapter 6 likewise addresses the obviation of free riding via federated learning. Unlike
Chapter 5, the mechanism proposed hemealR-M, provably incentivizes devices to contribute
more towards federated training than they would by training solo. In effeepALRM elimi-
nates free riding because devices will never contribute less than what is optimal for them when
training locally. Compared to previous federated mechanisragLRM allows for a non-linear
relationship between model accuracy and utility, which improves the utility gained by the server
and participating devices. On real-world dat&ARFM improves device and server utility, as
well as data contributiory over three and four magnitudesspectively compared to baselines.
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Finally, Chapter 7 proposes a rigorous framework for Al regulation. In an era of “moving
fast and breaking things”, regulators have moved slowly to pick up the safety, bias, and legal
debris left in the wake of broken Al deployment. While there is much-warranted discussion
about how to address the safety, bias, and legal woes of state-of-the-art Al models, rigorous and
realistic mathematical frameworks to regulate Al are lacking.

This nal chapter of my dissertation takes on this challenge to propose an auction-based
regulatory mechanism that provably incentivizes devices (i) to deploy safe, compliant models and
(i) to participate in the regulation process. Theoretical guarantees, via derived Nash Equilibria,
showcase that the best strategy for each device is to submit a model more compliant than a
prescribed minimum-compliance threshold. Empirical results show that this regulatory auction
boosts compliance and participation rates 2006 and 15%r respectively, to outperform simple

regulatory frameworks that merely enforce minimum compliance standards.

12



Part |

Ef cient Learning on Resource-Constrained Edge Devices
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Part | Preface

Edge devices posses widely varying computational power and memory. Mobile devices
provide an example of this; the new iPhone 16 has 6@8and315%greater computing per-
formance than the iPhone 12 and iPhone 8, respectively [44]. This comparison excludes further
differences in memory and battery life. Even as edge devices are heterogeneous with respect to
computational and memory constraints, the majority of edge-learning frameworks require syn-
chronization during model training.€., devices must wait to communicate with their neighbors
until everyonenishes their work). This is problematic, because training time is proportionate
to the speed of the slowest device in a network. Realistic edge-learning settings leverage tens of
thousands, if not more, edge devices. The probability that one of these devices may be slow is
high. Thus, in order to ensure edge-learning frameworks will not experience slowdown or break
at scale, asynchronous frameworks must be implemented.

Along with runtime and scalability concerns, edge devices often lack the memory to t
current state-of-the-art machine learning models. As detailed in Chapter 1, even the smallest
industry-grade open source LLMs can require around 32GB of memory storage. Consequently, it
is impossible for many edge devices to store Al models locally for training, ne-tuning, or of ine
usage. As such, it is imperative to develop methods to enable ef cient, personalized, and private
learning on the edge. Part | of my dissertation is dedicated to tackling these dif culties issues of

learning on the edge
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Chapter 2: ®vIFT: Rapid Decentralized Federated Learning

via Wait-Free Model Communicatién

As detailed within Chapter 1.1, federated learning is an effective edge-learning method that
allows edge devices to collaboratively train a powerful Al model using only their local data. Re-
cent research [2, 30, 45] has focused on constructing decentralized federated learning algorithms
to overcome speed and scalability issues found within classical centralized federated learning
[32, 46]. While decentralized algorithms have eliminated a major bottleneck in the distributed
setting, the central server, their scalability potential is still largely untapped. Many are plagued
by high communication costs [41]. Shortening the amount of communication per round allows
more devices to connect and then communicate with one another, thereby increasing scalability.

Due to the synchronous nature of current decentralized federated learning algorithms, com-
munication time, and consequently run-time, is ampli ed by parallelization delays. The slowest
device in the network causes parallelization delays. To circumvent these delays, asynchronous
decentralized federated learning algorithms have been proposed [31, 47, 48, 49]. Unfortunately,
these algorithms still suffer from high communication costs. Furthermore, their communication
protocols either do not propagate models well throughout the network, due to inef cient gossip

algorithms, or require partial synchronization. Finally, current asynchronous algorithms rely on a

1A version of Chapter 2 has been published in ICLR 2023 [35]
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deterministic bounded-delay assumption, which assumes the slowest device in the neatork is
most iterations behind. This assumption is often unrealistic [50], and degrades the convergence
rate by adding a sub-optimal reliance an
To remedy these drawbacks, tBharedWalt-Free Transmission (®1FT) algorithm is

proposed. @IFT is an ef cient, scalable, and high-performing decentralized federated learn-
ing algorithm. Unlike other decentralized federated learning algorithmvsr Sobtains minimal
communication time per round due to its wait-free structure. Furthermuere13s the rstasyn-
chronous decentralized federated learning algorithm to obtain an opiﬁ(ﬂlaP T) convergence
rate (aligning with stochastic gradient descemithout a bounded-delay assumptiomstead,
SWIFT leverages the expected delay of each device. Experiments validata's ef ciency,
showcasing a reduction in communication time by nearly an order of magnitude and run-times
by upwards of 35%. All the while, BIFT remains at state-of-the-art (SOTA) global test/train
loss for image classi cation compared to other decentralized federated learning algorithms. In
summary, the main contributions of\$F T are as follows:

Propose a novel wait-free decentralized federated learning algorithm (called sand prove

its theoretical convergence without a bounded-delay assumption.

Implement a novel pre-processing algorithm ensuring non-symmetric and non-doubly stochas-

tic communication matrices that are symmetric and doubly-stochastic under expectation.

Provide the rst theoretical device-communication error bound for non-symmetric and non-

doubly stochastic communication matrices in the asynchronous setting.

Demonstrate a signi cant reduction in communication time and run time for image classi ca-

tion in heterogeneous data settings compared to synchronous decentralized federated learning.
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Table 2.1: Rate and Complexity Comparisons for Decentralized Federated Learning Algorithms.

Algorithm | Iteration Convergence RateClient () Comm-Time Complexity Neighborhood Avg| Asynchronous Private Memory
D-PSGD o= 1) O(T max v, G) X 7 X
PA-SGD o= T) O(jC max;an, ;) X 7 X
LD-SGD o@= T) O(jCsj maxon, Cj) X 7 X

AD-PSGD o(="T1 o(TG) 7 X 7

SWIFT oa= T O(jGiC) X X X

(1) Notation: total iterationd , communication se€s (jGsj < T ), clienti's neighborhood\;, maximal bounded delay, and clienti's communication time per
roundG;. (2) As compared to AD-PSGD, 8 FT does not have a convergence rate term due to using an expected client delay in analysis.

2.1 Preliminaries

2.1.1 Problem Formulation

Decentralized Federated Learning. The same decentralized federated learning notation
presented in Chapter 1.1.2 is utilized within this chapter. The objective function to be optimized
within federated learning is restated as,

min f (w) := X ifi(w); fiw):=E,p, (w;); i =1; i O (2.1)

2 Rd
w i=1 i=1

The global objective functioh(w) is the weighted average of all local objective functibp(sv).

In Equation 2.1, ;;8i 2 [n] denotes the device-in uence score. This term controls the in uence
of devicei on the global consensus model, forming thevice-in uence vector = f g, .
These scores also re ect the sampling probability of each device. Each local objective function
fi(w) is the expectation of loss functionwith respect to potentially different local data=

f i 91M=1 from each device's distributionD;, i.e., ;; D ;. The total number of iterations is

denoted ad .
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2.1.2 Inter-Device Communication in Decentralized Federated Learning

All devices balance their individual training with inter-device communications in order to
achieve consensus while operating in a decentralized manner. The core idea of decentralized
federated learning is that each device communicates with its neighbors (connected devices) and
shares local information. Balancing individual training with inter-device communication ensures
individual device models are well-tailored to personal data while remaining (i) robust to other
device data, and (ii) able to converge to an optimal consensus model.

The predecessor to decentralized federated learning is gossip learning [51, 52]. Gossip
learning was rst introduced by the control community to assist with mean estimation of decen-
tralized data distributions [53, 54]. Now, SGD-based gossip algorithms are used to solve large-
scale machine learning tasks [31, 55, 56, 57, 58, 59]. A key feature of gossip learning is the pres-
ence of a globally shared oracle with whom devices exchange parameters at the end of training
rounds [51]. While read/write-accessible shared memory is well-suited for a single-organization
ecosystemi(e.,all devices are controllable and trusted), this is unrealistic for more general edge-
based paradigms. Below, newer decentralized SGD algorithms, such as D-PSGD [30], PA-SGD
[45], and LD-SGD [2] are reviewed. These algorithms theoretically and empirically outperform
their centralized counterparts, especially under heterogeneous data distributions.

Algorithms such as Periodic Averaging SGD (PA-SGD) [45] and Local Decentralized SGD
(LD-SGD) [2], detailed further below, reduce communication time by perforrmngiplelocal
updates before synchronizing. This process is accomplished through the use of a communication

setG, which de nes the set of iterations where a device must perform synchronization,
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G=ft2Njtmod(s+1)=0;t Tg: (2.2)

As used later on in the Chapt€lg (C,) means that communication occurs every (other) iteration.
Decentralized Parallel SGD (D-PSGD) [3Q] One of the foundational decentralized fed-

erated learning algorithms is Decentralized Parallel SGD. In order to minimize Equation 2.1,

D-PSGD orchestrates a local gradient step for all devices before performing synchronous neigh-

borhood averaging. The D-PSGD process for a single dev&de ned as,
t+1 X1 t t t
W = Ci wj  alw; j): (2.3)

The termg(w;; |) denotes the stochastic gradientvgf with mini-batch data sampled from
the local data distribution of devige The matrixC is a communication matrix, whef@; is the

*1 which will be made up of devicg's local model after one local gradient step

fraction ofw,
(e.g. ifCy =1=2, then half ofw!** will have been composed of devigs model after its local
gradient step). The weighting matrix only has a zero valye= 0 if devicesi andj are not
connected (they are not within the same neighborhood). The vali@&s afe generally selected
ahead of time by a central host, with the usual weighting scheme being uniform. In D-PSGD,
model communication occurs only after all local gradient updates are nished. These gradient
updates are computed in parallel.

Periodic Averaging SGD (PA-SGD) [45]. The Periodic Averaging SGD algorithm is an

extension of D-PSGD. In order to save communication costs when training with a large number

of devices, PA-SGD performs model averaging after an additionlalcal gradient steps. Thus,
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Figure 2.1: Depiction of Varying Local Updatésand Averaging Stepls [2].

the communication set for PA-SGD is de ned as,

G,=ft2Njt mod(,+1)=0g: (2.4)

In the special case that = 0, PA-SGD reduces to D-PSGD. The PA-SGD process for a single

devicei is de ned as,

P
= Ci Wogwis ) t2G,

it+1 — (2.5)

Twhoog(wh D); otherwise

W

Like D-PSGD, PA-SGD suffers from having to wait for the slowest device for each update. How-
ever, PA-SGD saves communication costs by reducing the frequency of communication.
Local Decentralized SGD (LD-SGD) [2]. Continuing to generalize the foundational de-

centralized federated learning algorithms is Local Decentralized SGD. LD-SGD generalizes PA-
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SGD by allowing multiple chunks of singular D-PSGD updates, as described in Equation 2.3, in
between the increased local gradient steps seen in PA-SGD. The number of D-PSGD chunks is

dictated by a new parameter. The communication set for LD-SGD is de ned as,

SP
12t 2 Njt mod (i+1)=0g  ifl,> 0,

i=|1

G, = (2.6)

wW o AW 0o

”ft2 Ng if1,=0.

For example, in the cade = 3;1, = 2, LD-SGD will take three local gradient steps and then
perform two D-PSGD updates (which consists of a local gradient step and then averaging) as
shown in Figure 2.1. The special casd of 1 reduces to PA-SGD. The LD-SGD process for a
single device is de ned as,
8
E P w t t. t .
Perform i=1 Cj W g(w; t2GC,.,;

Wit = " (2.7)

Twhoogwh b otherwise

In the edge-learning literature, there also exist other asynchronous decentralized learning
methods such as Cao and Basar [60], Bedi et al. [61, 62], but they are limited to convex objectives

and hence not applicable to modern Al models that are non-convex.

2.1.3 Related Works

Asynchronous Learning. HOGWILD! [58], AsySG-Con [55], and AD-PSGD [30] are
seminal examples of asynchronous algorithms that allow devices to proceed at their own pace.

However, these methods require a shared memory/oracle from which devices grab the most up-
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to-date global parameters (e.g. the current graph-averaged gradient). By comn&st r&8ies

on a message passing interface (MPI) to exchange parameters between neighbors, rather than
interface with a shared memory structure. To circumvent local memory overload, common in [oT
clusters [63], devices inBIFT access neighbor models sequentially when averaging. The recent
works of [64, 65] have improved asynchronous SGD convergence guarantees which no longer
rely upon the largest gradient delay. Like these worka/|FS similarly proves convergence
without bounded-delay assumptions. Howevenr, St differs as it functions in the decentralized
domain as well as the federated learning setting. Decentralized SGD algorithms are reviewed
above in Chapter 2.1.2.

Communication Under Expectation. Few works in federated learning center on com-
munication uncertainty. In Ye et al. [66], a lightweight, yet unreliable, transmission protocol is
constructed in lieu of slow heavyweight protocols. A synchronous algorithm is developed to con-
verge under expectation of an unreliable communication matrix (probabilistic link reliability).
SWIFT also convergences under expectation of a communication matrix, yet in a different and
asynchronous setting W8FT is lightweight, reliable, and does not consider link reliability.

Communication Ef ciency. Minimizing each devica's communication time per round
Ci is a challenge in federated learning, as the radius of information exchange can be large [67].
MATCHA [41] decomposes the base network imaisjoint matchings. Every epoch, a random
sub-graph is generated from a combination of matchings, each having an activation probability
p«. Devices then exchange parameters along this sub-graph. This requires a total communication-
time complexity ofO(T P v, kMaxoy, Cj), whereN; are devicei's neighbors. LD-SGD
[2] and PA-SGD [45] explore how reducing the number of neighborhood parameter exchanges

affects convergence. Both algorithms create a communicatio@ sde ned in Chapter 2.1.2,
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Figure 2.2: SvIFT Schematic withC, = G (i.e.,Devices Aggregate Every Two Local Updates).

that dictate when devices communicate with one another. The communication-time complexities
are listed in Table 2.1. These methods, however, are synchronous and their communication-
time complexities depend upon the slowest neighax; oy, Cj. SWIFT improves upon this,
achieving a complexity depending on a device's own communication-time per round. Unlike AD-
PSGD [31], which achieves a similar communication-time complexiw,FS allows for periodic

communication, uses only local memory, and does not require a bounded-delay assumption.

2.2 Shared Wait-Free Transmission($T) Federated Learning

Below, the SharedWalt-Free Transmission (&IFT) algorithm is presented. V&@FT is
an asynchronous algorithm that allows devices to work at their own speed, thereby removing
dependency on the slowest device (a major drawback of synchronous methods). Moreover, unlike
other asynchronous algorithmsw8 T does not require a bound on the speed of the slowest

device in the network and allows for neighborhood averaging and periodic communication.
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A SwIFT Overview. Each device runs SWIFT in parallel, receiving an initial model;,

communication sef, and countey; 1. SWIFT is summarized in the following steps:

1) Determine device-communication weigletszia Algorithm 4.

2) Broadcast the local model to all neighboring devices.

3) Sample a random local data batch of dize

4) Compute the gradient update of the loss functievith the sampled local data.

5) Fetch and store neighboring local models, averaging them with one's local mede! @s.
6) Update the local model with the computed gradient update, as well as the cquntes +1.

7) Repeat step&)-(6) until convergence.

A diagram and pseudocode oG T are depicted in Figure 2.2 and Algorithm 3 respectively.
Active Devices, Asynchronous Iterations, and the Local-Model Matrix Each time that

a device nishes a pass through stép¥(6), one global iteration is performed. Thus, the global

iterationt is increased after the completionariy device's averaging and local gradient update.

The device that performs theth iteration is called the active device, and is designated(@ame

5 of Algorithm 3). There is only one active device per global iterati@l other device models

remain unchanged during tih iteration (Line 15 of Algorithm 3). In synchronous algorithms,

the global iteratiort increase®only after all devices nish an updateSwIFT, which is asyn-

chronous, increases the global iterattoafter any device nishes an update. In the theoretical

analysis, the local-model matriw! 2 RY " is de ned as the concatenation of all local device

models at iteratiom for ease of notation,

W =[wt w2 RE (2.8)



Algorithm 3 SharedWal t-FreeTransmission (SWIFT).
Input: Vertex setV, Total stepsT, Step-size , Device In uence Vector , Distributions of
device datdD;, Communication set;, Batch sizeM , Loss function’, and Initial modeiw®.

1: Initialize each device's local update countgr 1; 8i 2V

2: Obtain each device's new communication veafousing Algorithm 4

4: if network topology changeken update communication vectdfrvia Algorithm 4

5: Randomlyselect an active devicé according to Device In uence Probability Vector
6: Broadcast active device's modeW, to all its neighborsk j ¢, 6 0;k 6 iig

7: Sample a batch of active deviés local data | ;= f | ., gh_, from distributionD;,
8: Compute the gradient update g(w; ; | Mi Mo Wi b))

9: if current step falls in the prede ned communication set, vie.2 Cs then
10: Fetch and store the latest model$w, g fromi;'s neighborsk j ¢ ., 6 0;k 6 i;g
11: Model average for the active devicew; "~ K CloacWi + G W
12: else
13: Active device model remains the same’" ™~ w!
14:  Model update for the active devicew!™ ~ w/™™? g(w!; |

15: Update other devicesz\'/jt+1 wi; 8] 6 i
16: Update the active devic%'s countgr v, +1

17: Output: Consensus modél L, w/

Inspired by PA-SGD [45], &IFT handles multiple local gradient steps before averaging models
amongst neighboring devices (Line 9 of Algorithm 3). Periodic averaging WarF$, governed
by a dynamic device-communication matrix, is detailed below.

Wait Free. The backbone of BIFT is its wait-free structure. Unlike other decentral-
ized federated learning algorithmsy8-T does not require simultaneous averaging between two
devices or a neighborhood of devices. Instead, each device fetches the latest models that its
neighbors have sent, and performs averaging with those available (Lines 10-11 of Algorithm 3).
There is no pause in local training waiting for a neighboring device to nish computations or
average with, making BIFT wait-free.

Update Rule. SWIFT runs in parallel, with devices performing local gradient updates and

model communication simultaneously. Collectively, the update rule is written in matrix form as,
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wtt = w'ct G (W ; ) (2.9)

it’ it 4

where denotes the step size parameter and the méifiad ; ') 2 RY " is the zero-padded

t? it

gradient of the active modal{ . Entries ofG(w] ; ! ) are zero except for thg-th column, which

Tt

contains the active gradiegfw; ; {,). The device-communication matrf, is detailed below.

Device-Communication Matrix. The backbone of decentralized federated learning al-
gorithms is the device-communication matfix (also known as the communication matrix).
To remove all forms of synchronization and to become wait-freg|F$ relies upon a novel
device-communication matri€] that is neither symmetric nor doubly-stochastic, unlike other
algorithms in federated learning [2, 31, 45, 68]. The result of a hon-symmetric and non-doubly
stochastic device-communication matrix, is that averaging occurs for a single activeigewvide
not over a pair or neighborhood of devices. This curbs super uous communication time.

Within SwIFT, a dynamic device-communication matrix is implemented to allow for pe-
riodic averaging. The active device-communication matrix is denGfeth SWIFT, wherei; is

the active device which performs theh global iteration.C{ can be one of two forms: (1) an

identity matrixC{, = |, if v, 2Cs or (2) a communication matrix ifi, 2 Cs with structure,

X
Cl=1,+(d, eyel;d =[c;;:::d; 2R, g =1;6; 1=n8ii (2.10)
j=1

The vector, 2 R" denoteshe active device-communication vectbiterationt, which contains
the communication coef cients between devigand all devices (including itself). The device-

communication coef cients induce a weighted average of local neighboring models. Gftisn,
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sparse since devices are connected to few other devices in most decentralized settings.

Novel Device-Communication Weight SelectionWhile utilizing a non-symmetric and
non-doubly-stochastic device-communication matrix decreases communication time, there are
technical dif culties when it comes to guaranteeing convergence. One contribution of this chapter
is the careful design of a device-communication ma€fx such that it (i) is symmetric and
doubly-stochastieinder expectation of all potential active devigesind (ii) contains diagonal

values greater than or equallen.
X
i, Cl = Dt (d e)el =1+ (¢ eel = ¢t (2.11)

it
i=1 i=1

Let C! denote thexpected device-communication matsith the following form,
[C'ly =1+ i(c; 1); and[C']y; = jq;;fori@ | (2.12)

Note thatC! is column stochastic, as all columns sum to onéCtitan become symmetric, then

it will become doubly-stochastic. By Equation 2.12,becomes symmetric if,

To achieve the symmetry of Equation 2.13y1®T deploys a novel pre-processing algorithm,
the Communication Coef cient Selection (CCS) Algorithm. Given any device-in uence vector

i, CCS determines all device-communication coef cients such that Equations 2.10 and 2.13
hold for all global iterationg. Unlike other algorithms, CCS focuses on #agecteddevice-

communication matrix, ensuring its symmetry. For a xed network topology, CCS only needs to
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Algorithm 4 Communication Coef cient Selection (CCS).
Input: Device In uence Score (DIS); 2 R, Device Degreal, 2 R, Device Neighbor Set
Ji = f8] : clientj is a one-hop neighbor of clieng; 8i.

1: for i =1 : nin paralleldo

2 if DIS are non-unifornthen

3 Initialize Device-Communication Vectar = [Cy;i; Cp:i; iCi]l  (A=n)e

4 else

5: Initialize Device-Communication Vectay = [Cy;; Cy:i; iCil O

6 Exchange DIS and degree with all neighbors

7 StoreNeighbor DIS VectoA?  [f gj25]2 RY

8 Construct Neighbor Subsefd, JSE, JE  J; as subsets dfs neighbors with degree

larger than, no larger than and equabtaespectively
9: for 8j 2 J* do Wait to fetch ¢; from neighbor clienf with a degrg,e larger thaah

10: Determine the sum of th®tal coef cients assigned (TCA), m=1 Cmii

11 if jJJS5 > Othen P

12: Determine the sum of all remaining neighbors' B¥S j23se A

13: if jJ&j > Othen

14: Exchanges! ands' with all neighborg 2 JE, storing all exchangesl,; ¢
15: Stores, maxfs.;s.gands maxfs ;s g 8§ 2 JE

16: Setgy AL 58 2 9° 5

17: Recompute;' = =1 O ands' = |, jse g A

18: Setg;i Gi + @ _sA) 8j 2 fJSE[ ignJE for all remaining neighbors
19: Sendg; = ¢ zf)A' to all waiting neighborg 2 JSEnJE

20: else _

21: CGi =1 s

22: Output: Device-Communication Vectax 2 R"; 8i 2 [n]

be run once before runningA8FT. In the event that the underlying topology changes, CCS can
be run again during the middle of training.
The CCS Algorithm, shown in Algorithm 4, is a waterfall method: devices receive coef -

cients from their larger-degree neighbors. Devices run CCS concurrently in the following steps:

1) Receive coef cients from larger-degree neighbors. If the largest, or tied, skif).to

2) Calculate the total coef cients already assigrsg@s well as the sum of the device in uence
scores for the unassigned devises

3) Assign the leftover coef cientd s, to the remaining unassigned neighbors (and self) pro-
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portional to each unassigned devitepercentage of the leftover in uence scoress .
4) If tied with neighbors in degree size, ensure coef cients do not sum to larger than one.

5) Send coef cients to smaller-degree neighbors.

Device-communication vector initializations differ in uniform and non-uniform settings.
This ensures that the self-weight for each deviag; , is at least as large ds-n. This naturally
occurs when the in uence scores are uniform, but does not when they are non-uniform. In Algo-
rithm 4, the terms. ands play a pivotal role in satisfying Equations 2.10 and 2.13 respectively.
Equation 2.13 is satis ed by assigning weights amongst devaral its neighborg as follows,
(1 so) i _ i(l Sc) i

I s B s

(2.14)

Assigning weights proportionally with respect to neighboring device in uence scores and total

neighbors ensures higher in uence devices receive higher weighting during averaging.

2.3 SWIFT Theoretical Analysis

Major Message from Theoretical Analysis. As summarized in Table 2.1, the ef ciency
and effectiveness of decentralized federated learning algorithms depend on both the iteration
convergence rate and communication-time complexity; their product roughly approximates the
total time for convergence. In this chapter, it is proven thatr§ improves the SOTA con-
vergence time of decentralized federated learning as it obtains SOTA iteration convergence rate
(Theorem 1) and outperforms SOTA communication-time complexity. Before presenting the the-

oretical results, standard assumptions [67] required for the analysis are rst detailed.
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Assumption 1(L-smooth objective functionskr f (w) r f(y)k Lkw yk:
Assumption 2 (Unbiased stochastic gradieng o , r "(w; ) = r fi(w) foreachi 2 V.

Assumption 3(Bounded inter-device gradient varianc&he variance of the stochastic gradi-
ent is bounded for amy with devica sampled from probability vector and local device data
sampled fronD;. This implies there exist constanis 0 (where =0 in IID settings)

such that:E kr f(w) r fi(w)k®  28i;8x,E p kr fi(w) r “(w; )k*  28w:

As mentioned in Chapter 2.2, the use of a non-symmetric, non-doubly-stochastic @atrix
causes issues in analysis. In Appendix A.2.1, properties of stochastic matrices are discussed,
including symmetric and doubly-stochastic matrices, an@ network-connectivity-related con-

stant is de ned. Utilizing the symmetric and doubly-stochastic expected device-communication
matrix (via Algorithm 4), Equation 2.9 can be reformulated by adding and subtracting

Wt = wict+ WY(C  CY) G (w; {): (2.15)

it? it/

The rsttheoretical result, Lemma 1, establishes a device-communication error bound.

Lemma 1 (Device-Communication Error Boundollowing Algorithm 4, the product of the

difference between the expected and actual device communication matrices is bounded by,

Xt oY 1, 2 2 Xt .
E G(w ; ) (c? Cq)(W e) =0 Tk E ke fj(w)k® : (2.16)
j=0 g=j+1 =1
Remark. One novelty of SVIFT is that it is the rst to bound the device-communication error

in the asynchronous decentralized federated learning setting. The upper bound in Lemma 1 is

30



unique to the analysis, as other decentralized works are not wait-free [2, 30, 31, 45]. Now, the
main theorem can be presented, establishing the convergence rateraf. S
Theorem 1(Convergence Rate ofBFT). Under assumptions 1, 2 and 3 (with Algorithm 4),

let ;:=f(w° f(w),step-size, total iterationT, and average model' be de ned as,

p M2 J ——— X
ne ¢ Mn< 2.4 2 i 1 t
= p—P— ;T 19FLM ¢ 2n* 25 wii= = wh
L+ M TL 1 g
Then, for the output of Algorithm 3, it holds that,
P — P
1 X1 o Zp — 2 L ¢ 1+ % 2+6 2 M
— E rf + p—— : 2.17
T rTw) T T £

t=0

Iteration Convergence Rate Remarks. (1)SWIFT obtains 60(1=p T) iteration conver-
gence rate, matching the optimal rate for SGD [30, 31, 69, (2)Unlike existing asynchronous
decentralized SGD algorithmsw&T's iteration convergence rate does not depend on the max-
imal bounded delay. Instead, any delays are bounded by takingxtiectatiorover the active
device. The probability of each devicebeing the active device is simply its sampling prob-
ability ;. Therefore, each devideis expectedo perform updates at its prescribed sampling
probability rate ;. Devices which are often delayed in practice can be dealt with by lowering
their inputted sampling probability3) SwIFT converges in fewer total iteratiorfswith respect
to n total devices compared to other asynchronous methods 13 (( n* 2_,) in SWIFT
versusT = ( n?%) in AD-PSGD). Similar to AD-PSGD, ®IFT achieves a linear speed-up in
computational complexity as the number of devices increase.

Communication-Time Complexity Remarks. (1)Due to its asynchronous natureysT
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achieves a communication-time complexity that relies only on each device's own communication
time per roundC;. This improves upon synchronous decentralized SGD algorithms, which rely
upon the communication time per round of the slowest neighboring devéog,y, Ci. (2)

Unlike AD-PSGD [31], which also achieves a communication-time complexity relian€on
SWIFT incorporates periodic averaging which further reduces the communication complexity
from T rounds of communication t&>j. Furthermore, @IFT allows for entire neighborhood
averaging, and not just one-to-one gossip averaging. This increases neighborhood information
sharing, improving model robustness and reducing model divergence.

Corollary 1 (Convergence under Uniform Device In uencdh the common scenario where
device in uences are uniform,; = 1=n 8i =) max = 1=n, Swift obtains convergence
improvements: total iteration$ with respect to the number of total devicesmproves to

T = ( n?) as compared t@ = ( n*) for AD-PSGD under the same conditions.

2.4 Experiments

Image classi cation experiments are performed, using CIFAR-10 [71], for a range of de-
centralized federated learning (DFL) algorithmsvi8T is compared to the following baselines:

The most common synchronous DFL algorithm: D-PSGD [30] (also notated as D-SGD).
Synchronous DFL communication reduction algorithms: PA-SGD [45] and LD-SGD [2].

The most prominent asynchronous DFL algorithm: AD-PSGD [31].
Finer details of the experimental setup are in Appendix A.1. Throughout the experiments,
two network topologies are tested: standard ring and ring of cliques (ROC). RD€gni es a

ring of cliques withx clusters. The ROC topology is a realistic network, as networks usually have
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Table 2.2: Comparison of Average Epoch and Communication Times.

Decentralized FL 16 Device Ring
Algorithms Epoch (s)| % Change| Comm. (s)| % Change
SWIFT (&) 1.019 -34.60 0.086 -86.28
D-SGD &) 1.558 — 0.627 —

AD-PSGD (G) — -15.86 — —
SWIFT (G) 1.016 -34.79 0.064 -89.79
LD-SGD (G) 1.320 -15.28 0.428 -31.74
PA-SGD () 1.281 -17.78 0.358 -42.90

" AD-PSGD results come from Table 4 in [31].

pockets of connected devices. These topologies are visualized in Appendix A.1 (Figure A.1).

2.4.1 Baseline Comparison

To compare the performance oW&-T to all other algorithms listed above, including AD-
PSGD, the experiments within Lian et al. [31] are reproduced. With no working code for AD-
PSGD to run on except for a super-computing cluster (Section 5.1.2 of [31]), reproducing this
experiment allows a relative comparison betweanrs to AD-PSGD.

Table 2.2 showcases thaw8-T reduces the average epoch time, relative to D-SGD, by
35% (G andG,). This far outpaces AD-PSGD (as well as the other synchronous algorithms), with
AD-PSGD only reducing the average epoch time by 16% relative to D-SGD. Finally, Figure 2.3
displays how much fasterV@FT achieves optimal train and test loss values compared to other
decentralized baseline algorithmsy & T outperforms all other baseline algorithms even without
any slow-down (which is examined in Chapter 2.4.2), where wait-free algorithms WkeTS

especially shine.
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Figure 2.3: Baseline Performance Comparison on CIFAR-10 for 16 Devices (Ring).

Table 2.3: Average CIFAR-10 Epoch & Communication Times for 16 Device Ring (Slowdown).

Decentralized FL No Slowdown 2x Slowdown 4x Slowdown

Algorithms Total (s) | Epoch (s)| Comm. (s)| Total (s) | Epoch (s)] Comm. (s)| Total (s)| Epoch (s)] Comm. (s)

SWIFT (&) 2.69 1.033 0.087 2.451 0.964 0.064 3.054 1.117 0.091
D-SGD &) 3.110 1.45 0.564 3.972 1571 0.616 6.137 1.666 0.651
SWIFT (G) 2.44 0.996 0.061 2.152 0.928 0.040 2.847 1.074 0.065

LD-SGD (G) 3.323 1.353 0.413 3.762 1.389 0.428 5.917 1.412 0.448
PA-SGD C) 3.183 1.270 0.331 3.557 1.262 0.309 5.743 1.270 0.318

2.4.2 \Varying Heterogeneities

Varying Degrees of Non-lIDness.The second experiment evaluates8T's ef cacy at
converging to a well-performing optimum under varying degrees of non-lIDness in a 3-cluster
ROC network topology. The degree (percentage) of each device's data coming from one label
is varied. The remaining percentage of data is randomly sampled (lID) data over all labels. Ten
devices are used for ease of label distribution: CIFAR-10 has 10 labels. As expected, when data
becomes more non-IID, the test loss increases. Howevelr1Sconvergesnuchfaster, and to a
lower average loss, than all other synchronous baselines, even in non-IID settings (Figure 2.4).

Thus, SWIFT outperforms synchronous algorithms across all settings.
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(a) 1/4 degree non-1ID data. (b) 1/2 degree non-1ID data.

(c) 7/10 degree non-1ID data. (d) 9/10 degree non-IID data.

Figure 2.4: Average CIFAR-10 Test Loss for Varying non-lIDness on 10 Devices (ROC-3C).
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(@) Test loss slowdown. (b) Train loss slowdown.
Figure 2.5: SvIFT vs. D-SGD for CIFAR-10 in 16 Device (Ring) with Varying Slowdown.

Varying Heterogeneity of Devices.In this experiment, the performance olv8-T under
varying heterogeneity, or speed, of devices (causing different delays) is investigated. This is
done with 16 devices in a ring topology. An arti cial slowdown is added, suspending execution
of one of the devices such that it takes a certain amount of time longer (slowdown) to perform the
computational portions of the training process. Tests are performed in the case where a device
is two times (2x) and four times (4x) as slow as usual. Then, the performance of decentralized
algorithms under these circumstances is compared to the normal setting with no added slowdown.

In Table 2.3, the average epoch, communication, and total time is displayed. Average to-
tal time includes computations, communication, and any added slowdown (wait time§.T S
avoids large average total times as the slowdown grows larger. The wait-free structuwverof S
allows all non-slowed devices to nish their work at their own speed. All other algorithms require
devices to wait for the slowest device to nish a mini-batch before proceeding. At large slow-
downs (4x), the average total time fow8-T is nearlyhalf of those for synchronous algorithms.

Thus, SVIFT is very effective at reducing the run-time when devices are slow within the network.
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(&) communication time. (b) Epoch time.
Figure 2.6: Average Communication and Epoch Times for Increasing Numbers of Devices.
Figure 2.5 shows how \BIFT is able to converge faster to an equivalent, or smaller, test
loss than D-SGD for all slowdowns. In the case of large slowdowns (4x)F € signi cantly
outperforms D-SGD, nishing in better than half the run-time. Other baseline algorithms are not
included in order to avoid overcrowding of the plotting space. HowevenfF$ also performs
much better than PA-SGD and LD-SGD as shown in Table 2.3. These results show that the

wait-free structure of @IFT allows it to be ef cient under device slowdown.

2.4.3 Varying Numbers of Devices & Network Topologies

Varying Numbers of Devices.In the fourth experiment, the performance oS8T per-
forms versus other baseline algorithms is analyzed as the number of devices is vavied. S
reduces the time per epoch in a near-linear manner as the number of devices grow in size. For all
baselines, there is parallel overhead when the number of devices is small. However, this overhead
reduces as the number of devices grow. In comparison to the synchronous algorithrisas-
tually decreasests communication time as the number of devices increases. This allows the

parallel performance to be quite ef cient, as shown in Figure 2.6.
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Table 2.4: Average CIFAR-10 Epoch & Communication Times with Varying Devices (Ring).

Decentralized FL| 16 Client Ring 8 Client Ring 4 Client Ring 2 Client Ring
Algorithms Epoch (s)] Comm. (s)| Epoch (s)| Comm. (s)| Epoch (s)] Comm. (s)| Epoch (s)| Comm. (s)
SWIFT (G) 1.019 0.086 2.003 0.172 3.964 0.314 6.971 0.251
D-SGD (&) 1.558 0.627 2.459 0.525 3.970 0.439 7.62 0.393
SWIFT (G) 1.016 0.064 1.970 0.112 3.862 0.232 6.83 0.176

LD-SGD (&) 1.320 0.428 2.217 0.345 3.946 0.300 6.712 0.179
PA-SGD G) 1.281 0.358 2.093 0.285 3.871 0.220 7.303 0.180

(a) ROC-2C (1 = 16). (b) ROC-4C (1 = 16). (c) Ring ( = 16).
Figure 2.7: Average Test Loss for Varying Network Topologies on CIFAR-10.
Varying Topologies. The fth, and nal, experiment analyzesv@FrT's effectiveness ver-
sus other baseline decentralized algorithms under different, and more realistic, network topolo-
gies. In this experiment setting, 16 devices are trained on varying network topologies (Table 2.5
and Figure 2.7). @IFT is robust to network topology. Regardless of the layout or sparsity of the

network, SVIFT outperforms its baselines in terms of test loss and communication time.

Table 2.5: Average CIFAR-10 Epoch & Communication Times for Varying Topologies.

Decentralized Fi 16 Client ROC-2C 16 Client ROC-4C 16 Client Ring
Algorithms Epoch (s)] Comm. (s)| Epoch (s)| Comm. (s)| Epoch (s)| Comm. (s)
SWIFT (G) 1.793 0.416 1.291 0.124 1.367 0.121
D-SGD &) 2.799 1.479 2.813 1.464 2.241 0.962
SWIFT (G) 1.611 0.295 1.494 0.174 1.348 0.085
LD-SGD (&) 2.408 0.987 2.525 1.105 2.172 0.517
PA-SGD () 2.639 0.765 2.216 0.708 1.982 0.500
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Chapter 3: Large-Scale Distributed Learning

via Private On-Device Locality-Sensitive Hashing

This chapter focuses on alleviating the memory constraints that many edge devices face
when training large-scale Al models. The methodology utilized to accomplish this goal, locality-
sensitive hashing (LSH), has already been proven to be a remarkably effective tool for memory-
and computationally-ef cient data clustering and nearest neighbor search [73, 74, 75]. Locality-
sensitive hashing algorithms, such as SimHash [73], are used to search for vectors in a big collec-
tionW RY " that form a large inner product with a reference veat@ RY. This procedure,
known as maximum inner product search (MIPS) [76], has been applied to neural network train-
ing. In neural network training, the weights of a dense layer that are estimated to produce a large
inner product with the inputi.€., a large activation) are used while the remaining weights are
pruned, or removed.

While LSH-based pruning greatly reduces training costs associated with large-scale mod-
els, popular frameworks such as SLIDE [77] and Mongoose [78] cannot be deployed in dis-
tributed settings on memory-constrained devices such as GPUs or mobile phones for the follow-
ing reasons:(a) required maintenance of a large target layer in memory(ah@ccess to the

input is necessary to conduct locality-sensitive hashing.

1A version of Chapter 3 has been published in NeurlPS 2023 [72]
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With many modern neural-network architectures reaching billions of parameters in size,
requiring resource-constrained devices to conduct LSH analysis over even part of such a large
model is infeasible. Doing as such requires many linear projections of massive weights. The hope
of of oading this memory- and computationally-intensive task to a central host in the distributed
setting is equally fruitless: LSH-based pruning cannot be conducted by a central host because it
requires access to either local device data or hashed mappings of such data. Both of these violate
the fundamental host-device privacy contract, especially in a federated setting [67]. Therefore, in
order to maintain privacy, devices are forced to conduct LSH themselves, returning back to the

original drawback in a vicious circle. Thus, the following question is raised:

Can a resource-constrained device conduct LSH-like pruning of a large dense layer

without ever needing to see the entirety of its underlying weight?

This chapter makes the following contributions to positively resolve this question:
Introduce a novel family of hash functions, PGHash, for the detection of high cosine similarity
amongst vectors. PGHash improves upon the ef ciency of SimHash by comparing binarized

random projections dbldedvectors.

Present an algorithmic locality-sensitive hashing framework, leveraging our hash functions,
which allows for private, personalized, and memory-ef cient distributed training of large-scale

recommender networks via dynamic pruning.

Showcase that PGHash can ef ciently train large-scale recommender networks. This approach
is competitive against distributed SLIDE [77] using full-scale LSH. Furthermore, where entry-
magnitude similarity is desired over angular similarity, the DWTA [79] variant of PGHash,
PGHash-D, empirically matches the performance of using full-scale DWTA.
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3.1 Preliminaries

3.1.1 Problem Formulation

LetW = fw;;ws;:::;whg  RY be the weights of a dense hidden layer an@ RY be
the input. For brevityWw 2 RY " is referred to as theveightof the layer. In particulany; 2 R
corresponds to th&" neuron of the layer. It is assumed that the layer contdinparameters.
Within PGHash, MIPS is performed, as the weights that produce large inner productsaveh
selected. Lep = maxw’xforl i n. ForO< < 1the goalistoselece W, such
that for8w; 2 S, w7 x > p . The weights ofS will pass through activation while the rest are
dropped out, reducing the computational complexity of the forward and backward pass through
this layer. As detailed in Chapter 3.2 and illustrated in Figure S.i,determined by estimating

angles with a projectioBW = fBw;g",, with B 2 R® 9 such that << d.

3.1.2 Locality-Sensitive Hashing

Locality-sensitive hashing [75] is an ef cient framework for solving th@approximate

nearest-neighbor search (NNS) problem:

similarity funcionSim : M M ! R over this space, nd a poinp 2 P, such that for a

query pointg2 X and allp®2 P, Sim(p;d (1 + )Sim(p®0).

It is important to note that the similarity functi@®im( ) need not be a distance metric, but
rather any general comparison mapping. Popular choices include Euclidean distance and cosine
similarity, the latter of which is the primary focus of this chapter. Cosine similaritx;fgr2 R®
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is de ned ascosf;y) , X y=|jjXji2iyii2 - The MIPS problem described previously can be
framed as an-NNS problem if the weights; 2 W are assumed to be unit length. Thus, the aim
is to search for-nearest neighbors W of the queryx according to cosine similarity.

Consider a familyH containing hash functions of the form: M !' S |, whereS is a
co-domain with signi cantly lower feature dimensionality thi#h. H is locality-sensitive if the
hashes of a pair of pointsy in M , computed by am 2 H (selected uniformly at random),
have a higher collision (matching) probability $1the more similarx andy are according to

Sim. Now, this notion is formally de ned following the work of Indyk and Motwani [74]:

De nition 2 (Locality-sensitive Hashing)A familyH is called(Sy; So; p1; p2)-sensitivef for

any two points;y 2 RY andh chosen uniformly at random froht satis es the following,
1. ifSim(x;y) So) Pr(h(x)= h(y)) pu,

2. ifSim(x;y)  So) Pr(h(x)= h(y)) p.

For effective locality-sensitive hashing, < p, and < 1is required. An LSH family provides

an avenue to conduct a similarity search over a collection of vectors through a comparison of
their hashed mappings. Of course, locality loss is inevitabtinfi is a dimension-lowering
projection. Through a mixture of increased precision (raising the output dimensidn ahd
repeated trials (running several trials over independently chosehe correspondence between

Sim and matches ovedl can be tightened following the Johnson-Lindenstrauss Lemma [80].

wherek is thehash length De ne hy : RY!  R¥ by[hy (X)]i = hy,(x), whereh,, 2 H 5™,

1 i k. Thehashtablehy (X) 2 R¥ "is abinary matrix with columnby (x;),1 j n.
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3.1.2.1 SimHash

A popular LSH algorithm for estimating cosine similarity is SimHash, which uses signed
random projections [73] as its hash functions. Speci cally, for a collection of ve®tbrs RY,
the SimHash familyHS™ consists of hash functiorts,, each indexed by a random Gaussian
vectorv N (0;1,), i.e., ann-dimensional vector with iid entries drawn from (0;1). For
x 2 R", the hash mapping is de ned &s(x) := sgrn(v” x). Here, sgix) is modi ed to return 1
if x> 0, else it returns 0. For Gaussiarchosen uniformly at random and xedy 2 RY, the

following holds:

X7y
PG = hy) =1 o). (3.)

This hashing scheme was popularized in [81] as part of a randomized approximation algorithm
for solving MAX-CUT. Notice that the probability of a hashed pair matching is monotonically
increasing with respect to the cosine similaritiaindy, satisfying De nition 2. More precisely,

if Sp = cos(x;y) thenHSM is Sy: So; 1 arccosf?) : 1 arccosEe) -sensitive [73, 82].

The above discussion considers the sign of a single random projection, but in practice, multiple
projections are performed.

Following the notation above, the similarity between an inp@ R and a collection of
vectorsX  RY can be estimated by measuring the Hamming distances (or exact sign matches)
betweenhy (g) and columns ohy (X). SimHash is now more discriminatory, &°™ can
separateR? into 2¢ buckets corresponding to all possible lengtiinary vectors (which are
referred to ahash codes Finally, counting the frequency of exact matches or computing the

average Hamming distance over several independently generated hash tables further improves
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our estimation of closeness. Implementations of the well-known SLIDE framework [77, 83],

which utilize SimHash for LSH-based weight pruning, require upwards of 50 tables.

3.1.2.2 Densi ed Winner-Take-All (DWTA)

Another popular similarity metric is to measure how often high-magnitude entries between
two vectors occur at the exact same positions. The densi ed winner-take-all (DWTA) LSH family
[84] estimates this similarity by uniformly drawirigrandom coordinates ov&/ and recording
the position of the highest-magnitude entry. Similar to SimHash, this process is repeated several
times, and vectors with the highest frequency of matches are expected to have similar magnitude

ordering. This type of comparative reasoning is useful for computer vision applications [85].

3.1.3 Related Works

LSH Families. Locality-sensitive hashing families are often used to ef ciently solve the
approximate nearest neighbors problem [74, 75, 86]. SimHash [73], based on randomized hy-
perplane projections, is used to estimate cosine similarity. Each SimHash function requires a
signi cant number of random bits if the dimensionality of each target point is large. However,
bit reduction using Nisan's pseudo-random generator [87] is often suggested [88, 89]. MinHash
[90], a competitor to SimHash [82], measures Jaccard similarity between binary vectors and has
been used for document classi cation. The Winner Take All (WTA) hash [91] compares the
ordering of entries by magnitude (corresponding to Kendall-Tau similarity); such comparative
reasoning has proven popular in vision applications [92]. However, it was observed that WTA

was ineffective at differentiating highly sparse vectors leading to the development of Densi ed
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WTA (DWTA) [79]. Since MinHash, WTA, and DWTA are better suited for binary vector com-
parison, and comparison over real-valued vectors is required, PGHash is founded on SimHash.
Hash-based Pruning.One of the earlier proposals of pruning based on input-neuron an-
gular similarity via LSH tables is in [93], where a scheme for asynchronous gradient updates
amongst multiple threads training over a batch along with hashed backpropagation are also out-
lined. These principles are executed to great effect in both the SLIDE [77] and Mongoose [78]
frameworks for training extreme-scale recommender networks. Mongoose improves SLIDE by
using an adaptive scheduler to determine when to re-run LSH over a layer weight, and by utiliz-
ing learnable hash functions. Both works demonstrated that a CPU using LSH-based dynamic
dropout can achieve competitive training complexity against a GPU conducting fully-dense train-
ing. Reformer [94] uses LSH to reduce the memory complexity of self-attention layers.
Distributed Recommender Networks. Several works which prune according to input-
neuron angular similarity estimations via locality-sensitive hashing utilize multiple workers on
a single machine [77, 78, 83, 93]. Federated training of recommender networks is an emerging
topic of interest, with particular interest in personalized training [95, 96] malicious devices [97,
98], and wireless unreliability [99]. D-SLIDE [100], which is the federated version of SLIDE,
eases local on-device memory and computational requirements by sharding the network across
devices. However, in the presence of low device numbers, the proportion of the model owned per
device can still be taxing, whereas our compression is independent of the number of federated
agents. In Xu et al. [101], devices query the server for weights based on the results of locality-
sensitive hashing conducted using server-provided hash functions. This complete server control
over the hashing family, and thus access to hash-encoding of local device data, is non-private and

potentially open to honest-but-curious attacks.
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(a) SimHash

(b) PGHash

Figure 3.1:Hash-based Dropout. Two procedures for conducting cosine similarity estimation
between full weight matrixv 2 RY " (columnw; denotes the weight of neuroijsand an input

x 2 RY. (a) SimHash generates a hash table via left-multiplication by a randomized rectangular
Gaussian matri& N (0;14) onto thefully-sizedW. (b) PGHash generates a hash table via
left-multiplication by a randomized square Gaussian m&rixN (0;1.) onto a base projection

BW 2 R¢ " of W. In both procedures, weight; is selected for activation if its signed hash
matches the signed hashxaf
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3.2 PGHash

Below, a family of hash functionid P ¢ allowing memory-ef cient serial generation of hash
tables using a dimensionally-reduced sketcMbfs proposed. This is in contrast to traditional
LSH frameworks, which produce hash tables overdghsretyof W. First, an overview of the
Periodic Gaussian Hash (PGHash) is presented, including its algorithm for distributed settings.
Then, several statistical properties regarding the local sensitivig/Gf are explored.

PGHash Motivation. As detailed in Chapter 3.1, the goal is to ef ciently estimate co-
sine similarity between an input to a layar,2 RY, and the columns of a large weight matrix
W 2 RY ", SimHash performs hash table generation by rst multiplying a matrix of uni-
formly drawn Gaussian hyperplan&s 2 R® ¢ with W. The full hash table is computed as
hy (W) = sgrn(Ty W). Then, thg ™ neuron is activated if sgfiy x) = hy (w;) for layer inputx.

Generation of a new hash taliig (W) requires both(i) computation ofT, W, which re-
quires access to the fully-sized weights, diifl the storage off, to compute sgfT,, x9 for
further inputsx® This is problematic for a memory-constrained device, as it would need to main-
tain bothW andT,, to generate further tables and perform dynamic pruningsolve this issue,

a family of hash functions generated from a single projedBdvt of W is introduced.
De nition 4 (Periodic Gaussian Hashl.et sketch dimensiorc << d divided for simplicity.
LetB =[l¢lej jle 2 RC 9. Icisthec cidentity matrix and denote§; concatenations.
LetS 2 Rk ° be a random Gaussian matrix with iid entries drawn frdhg0; 1). A Periodic
Gaussian Hash (PGHashfunction is de ned a®if® : R4 ! R* by [hEC¢(x)]; = [sgn(SBX)]i

for1 i k. Letthe family of all such hash functions HE ©(c; d).
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3.2.1 Theoretical Analysis

The term “periodic” is used to describe the hash functions described in De nition 4. Un-
like SimHash, which projects a point via a fully random Gaussian vector as in SimHash, the
projection is accomplished using a repeating, or periodic, concatenation of a te@gilrssian
vector. Furthermore, fdnf¢  HPS(c;d), the matrix representatidBB is a tiling of a single
Gaussian matrix. Notice that one may easily extend the notion of a PGHash of one vector to an
entire hash table over multiple vectors following De nition 3. In this manner, a sequence of hash
tablesf h§©(W)g,_, is generated over a weight matii simply by drawing random Gaussian
matricesS; 2 Rk ¢for1 i (wherek is the hash length) and computing $§§BW ).

Extension to DWTA (PGHash-D) Remark. When DWTA (described in Chapter 3.1) is
preferred over SimHash for similarity estimation, one may modify De nition 4 as folldsvs:

D,P whereP isad drandom permutation matrix, af2j isac drectangular diagonal matrix
with D; =1 forl i c These new hash functions are denoteth@® ° : R ! RX by

hE® P(x) = max;[SBx]iforl i k,withk c, whereS is now a rectangular permutation
matrix which select& rows of Bx at random. This scheme is referred to as PGHash-D, whereas
PGHash refers to De nition 4.

Local Memory Complexity Remark. When generating a new table using PGHash, a
device maintain$ and only needs acceB3V , which cost9(kc) andO(cn) space complexity
respectively. This is smaller than tkgkd) andO(dn) local memory requirements of SimHash,

thereby allowing resource-constrained devices the ability to run locality-sensitive hashing locally.
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3.2.1.1 Sensitivity Analysis

In this chapter, the sensitivity of PGHash functidh8®(c; d) is explored.
De nition 5. Letx 2 RYandc 2 R such thatgjd. De ne the(d; d-folding x. 2 R of x as

P
[Xcli = =1 [X]is; ¢ Equivalentlyx. = Bx, withB as speci ed in De nition 4.

Theorem 2. Letx;y 2 RY. De ne the following similarity functiorSimd(x;y) , cosic;Yc),

wherex,; y. are (d; 0)-foldings ofx;y. HP€(c; d) is an LSH family with respect t8im?¢.

Proof. Leth, 2 HP®. Thus, for a randomly chosed N (0;14), v is ac-times concatenation

S p IR oS . i
0 = Vi S CliXell v Xo -
of v°. One can see that s@ri x) = sgn TG SN Gk e - Since sgn is unaf

fected by the positive multiplicative factors, itis concluded tha{sgyr) = sgrn(v® x.). Through
symmetric argument, s¢wy) = sgn(v®?y.). Sincev® N (0;1.), comparing the sign of” x

to v’y is equivalent to a standard SimHash oxgandy, i.e., estimation o€os.; y.). O

Corollary 2. Letx;y 2 RY thenHP®(c;d)is S¢; S¢; 1 arccos€) ; 1 arccose)

sensitive wher&, = cos(Xc; Ye),-

Proof. This follows directly from the well-known sensitivity of SimHash [73]. O

The main result of Corollary 2 is th&tP© is LSH with respect to the angle betwe@h d)-
foldings of vectors. The use of periodic Gaussian vectors restricts the degrees of freedooh (from
to d=qg of the projections. However, the usage of pseudo-random or non-IID hash tables has been
observed to perform well in certain regimes [102, 1089thoughHP ¢ (c; d) is LSH, iscosfc; Y.)
necessarily an acceptable proxy foos; y), in particular, for high angular similarityHeuris-
tically, yes, for highly-cosine similar vectors: assumingndy are both unit (since scaling does
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Algorithm 5 Periodic Gaussian Hash (PGHash).
Input: batched inpuX 2 RY M| projected weighBW 2 R® ", compression rat€R, hash
tables, hash lengtk, sketch dinc.

1: Set =[]

2. fori=1;2:::; do

3:  Draw random Gaussia® 2 Rk °©

4 for each sampl& in X do

5: forj =1;2;:::;ndo

6: if sgn(SBx) = [sgn(SBW)].; then

7: :addj)

8 if j j> bCR ncthen

9 Randomly remove selected neurons from tabletilj j = bCR nc

10: Output:
11: Output:

not affect angle), thejjx  vyjj2 =2 2cosk;y). If *, similarity betweerx andy is already
high, then the , similarity of their (normalized)d; ¢)-foldings will also be high, and thus their
cosine similarity as well. Now, a characterization of the angle distortion (af, §-folding is

provided.

Theorem 3. Letx;y 2 S* 1. Assume that neither nor y vanish under multiplication b
and de ne the se$,., := fv 2 spanf;y) :jjvjj =19.Let = d=¢ := %arccos(cos(; y),
=inffc>0jjjBvjj ¢;8v2 S, g, and = = .Assume> 0. Thencosf;y) lives

2 tan? tan? 2 2
between—an,— and 2.

Proof sketch. Without loss of generality, assumeandy are unit. Consider the unit circle
Sxy contained in spawx;y). The linear distortiorBS,., is an ellipse containing. = Bx and
ye = By. The length of the axes of this ellipse is determined by the eigenvalugs Bf The
bounds follow from further trigonometric arguments, by considering when the aXS,gf are
maximally stretched and shrunk respectively. These distortions are strongly relataddo .

One can see that aosk;y) ! 1, thencosikc;y.) ! 1. Itis natural to consider the
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Algorithm 6 Distributed Periodic Gaussian Hash (PGHash).
Input: weightsf W,g"_, , objectiveF , N devices, target laye?, T iterations, folding matrixg,
hash tables, hash lengthsketch dinc, comp. ratiocCR.
1: Server Executes:
2. fort=1;2;:::;Tdo
3 Compile pre-target weightt/a = fW, ¢_,*
4 Compile post-target weighit/s = fW, g 5.,
5: for each device in parallel do
6:
7
8
9

i DeviceLSH(i, Wa, BWF, CRg ;k;c)
W1 DeviceUpdatdi, WP ( ;)  Wp)
W1 Average the active weightd/;.q
. across all devices
10: Output: fW;gt,

11: DeviceLSH(i; WA;BW;CR; ;k;c):

12: Sample input from local data distributiom;
13: P 1= F(W,a; ) W, is stored locally

14: ; PGHash ? % BW;CR; ;k;c)

15: Output:

16: DeviceUpgate(i;WB):
172 W WA WB
18: Output: W rwkF(W; )

51



distribution of in Theorem 3 as how extreme shrinking By(the folding matrix) can greatly

distort the angle. This statistical distribution can be characterized exactly.

Proposition 1. Letu 2 S® * be drawn uniformly at randonjjBujj?  Beta($; 95¢;0; 9), the

four parameter Beta distribution pdif(x) = (ZXZC)(C;C;((tﬁz.’((;")s:;:z *, andEjjBujj2 = 1.

The proof of Proposition 1 is deferred to the Appendix B.4.3. Since the folded magijBud§?
is unit in expectation, the distortion tern?= 2 in Theorem 3 will often be close to 1, greatly

tightening the angle distortion bounds.

3.2.2 PGHash Algorithm

Below, the protocol for deploying PGHash in a centralized distributed setting is detailed
and presented algorithmically in Algorithm 6. Over a networlk\bfdevices, the central host
identi es a target layeP whose weightv” 2 RY " (at iterationt) is too expensive for memory-
constrained devices to fully train or host in local memory. Neurons (columwéofare pruned
by devices according to their estimated cosine similarity to the oufput of the previous layer.

The central host begins each round of distributed traihibg sending each devidd) all
weightsf W, ng11 required to generate the inpit * and(2) the compressed target laygw,” .

Using these weights, each device conducts PGHash analysis (via Algorithm 5) using its current
batch of local data to determine its activated neurons. The central host sends each therice

set of activated neuron®/,”( ;), and each device performs a standard gradient update on their
new modef W, g7_,* > WP () > fW, g-_ ., . Finally, the central host receives updated models

from each device and averages only the weights that are activated during training.

The on-device PGHash analysis (Algorithm 5) consists of rst performing a forward pass
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Table 3.1: Extreme Multi-Label Dataset Overview.

Dataset Feature Dimensionality Label Dimensionality Number of Train Points Number of Test Points
Delicious-200K 782,585 205,443 196,606 100,095
Amazon-670K 135,909 670,091 490,449 153,025

WIkiILSHTC-325K 1,617,899 325,056 1,778,351 587,084

up to the target layer to generate the inglt *. Devices generate personal hash tables by per-
forming left-multiplication ofBW andx” ! by a random Gaussian matr& N (0;1),
as described in Chapter 3.1. The number of tablés speci ed by each device. A neurgn
is marked as active if the input hash code (@x¥ !) is identical toj -th weight's hash code
sgn(SB[W].j). In Chapter 3.3.2.1, adapting PGHash to use Hamming distance for neuron
selection is discussed.
Computational Complexity Remark. Through the use of dynamic pruning, PGHash sig-
ni cantly reduces both the forward and backward training computational complexities. PGHash
activatesat mostCR n neurons per sample as opposed for full training. In practice, PGHash
activates only a fraction of théR n neurons (as shown in Figure 3.6a). Therefore, the number
of oating point operations within forward and backward training is dramatically reduced.
Communication Complexity Remark. By reducing the size of the model needed in lo-
cal memory and subsequently requesting a pruned version of the architecture, communication
ef ciency is improved. For a xed number of rounds and target weight sizén, the total com-
munication complexity, with respect to this data structur (¥ CR dn). This is signi cantly
fewer bits than the vanill® (T dn) communication cost of vanilla federated training. In Chapter
3.3, itis shown that PGHash achieves near state-of-the-art results wit @iy 0:1 (i.e.,10%

of a massive weight matrix).
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3.3 Experiments

The goals of this chapter are () gauge the sensitivity of PGHash a(®) analyze the
performance of PGHash and its DWTA variant (PGHash-D) in training large-scale recommender
networks. PGHash and PGHash-D require only 6.28% (8) of the nal layer sent by the
server to perform on-device LSH in the experiments. In PGHash, devices receive the compressed
matrix BW 2 R®¢ " via the procedure outlined in Chapter 3.2. In PGHash-D, devices receive
c out of d randomly selected coordinates for allneurons in the nal layer weight. Usinlg
of the ¢ coordinates, ensuring privacy since the server is unaware of the coordinates used for
LSH, PGHash-D selects neurons that, within kheoordinates, share the same index of highest-
magnitude entry between the input and weight. PGHash is tested on Delicious-200K [104] while

PGHash-D is tested on Amazon-670K [105] and WikiLSHTC-325K [106].

3.3.1 Sensitivity Analysis

The rst experiment measures the abilitytldf ©(c; d) to estimate cosine similarity. A xed
unit vectorx 2 R% and random set of 180 vectdrs gi° of the same dimension are generated.
Both the Gaussian vector and collection of vectory are fed through varying numbers of
SimHash and PGHash tables. A resulting scatter plot measuring the correlation between the angle
and average Hamming distance is plotted in Figure 3.2. Figure 3.2 provides the following insight:
(1) PGHash is an effective estimator of cosine similarity. Like SimHash, PGHash successfully
produces low average Hamming distances for vectors that are indeed close if2yfgéecting
neurons with exact hash code matches (vanilla sampling) effectively nds neurons close in angle

to the input vector(3) Increasing the number of hash tables indeed reduces variance.
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(a) SimHash (10 tables). (b) PGHash (10 tables).

(c) SimHash (100 tables). (d) PGHash (100 tables).

Figure 3.2:Correlation Between Angle and Hamming Distance.The average Hamming dis-
tance (x-axis) between a PG/SimHash hashed xed vectamd collection of vector¥ versus
their true angles (y-axis) is plotted. Vectors are unit, length 100, and hashed to dimersitin
binary vectors via = 10 or 100hash tables. PGHash's sketch dimension s 25. PGHash
and SimHash show strong correlation between Hamming distance and angular similarity.
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3.3.2 Large-Scale Recommender Network Training

The second experiment tests how well PGHash(-D) can train large-scale recommender net-
works. These networks are trained ef ciently by utilizing dynamic neuronal dropout as done in
[77]. Three extreme multi-label datasets are used for training recommender networks: Delicious-
200K, Amazon-670K, and WikiLSHTC-325K. These datasets come from the Extreme Classi -
cation Repository [107]. Both the feature and label dimensionalities of these datasets are large.

Table 3.1 details the size of the extreme multi-label datasets tested in the experiments.

3.3.2.1 Experimental Setup

The feature and label sets of these datasets are extremely sparse. Akin to [77, 78, 108],
a recommender network is trained using a fully-connected neural network with a single hidden
layer of size 128. Therefore, for Amazon-670K, the two dense layers have weight matrices of size
(135909 128)and(128 670 091) The nal layer weights output logits for label prediction,
and PGHash(-D) is used to prune its size to improve computational ef ciency during training.

Unlike [77, 78, 108], PGHash(-D) can be deployed in a federated setting. Within these
experiments, the ef cacy of PGHash is demonstrated for both single- and multi-device settings.
Training in the federated setting (following the protocols of Algorithm 6) allows each device
to rapidly train portions of the entire neural network in tandem. Data is partitioned evenly (in
an 11D manner) amongst devices. Finally, the neural network is trained using TensorFlow. An
Adam [109] optimizer with an initial learning rate of 1e-4 is used. A detailed list of the hyper-
parameters used within the experiments can be found in Appendix B.1. Test accuracy referenced

in the gures refers to thé®> @1metric, which measures whether the predicted label with the
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Table 3.2:Average LSH time for PGHash over a range of tables.The average time (and
standard deviation) it takes for PGHash to perforranilla sampling(exact matches) between
the hash codes of sampteand each weighty; in the nal dense layer. Times are sampled for
PGHash on Delicious-200k for batch sive = 128, k = 9, andc = 8 for one device.

Method 1 table (seconds) 50 tables (seconds) 100 tables (seconds)
PGHash| =0:0807 =0:0076] =3:1113 =0:0555| =6:2091 =0:1642
SLIDE =0:0825 =0:0099| =3:2443 =0:1671| =6:2944 =0:0689

highest probability is within the true list of labels. These experiments are run on a cloud cluster
using Intel Xeon Silver 4216 processors with 128GB of total memory.

Sampling Strategy.One important aspect of training is how activated neurons are selected
for each sample through LSH. Like [77], vanilla sampling is utilized. In the vanilla sampling
protocol, a total ofCR n neurons are selected across the entire sampled batch of data. As
detailed in Chapter 3.2 and Algorithm 5, a neuron is selected when its hash code exactly matches
the hash code of the input. Neurons are retrieved until effer n are selected or all tables
have been looked up.

Speed of Neuron SamplingTable 3.2 displays the time it takes PGHash and SimHash to
perform LSH for a set number of tables. These times were collected locally during training. The
entries in Table 3.2 denote the time it takes to compute hashing of the nal layer weigatsl
each sampl& in batchM as well as vanilla-style matching (neuron selection) for each sample.

Table 3.2 shows that PGHash achieves near sub-linear speed with respect to the number of
tables and slightly outperforms SLIDE. PGHash edges out SLIDE due to the smaller matrix
multiplication cost, as PGHash utilizes a smaller random Gaussian matrixg(size). The
speed-up over SLIDE becomes more signi cant when the input layer is largdr{d<28 in the

experiments). Therefore, PGHash obtains superior sampling performance to SLIDE.
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(a) 90% Compression. (b) 75% Compression. (c) No Compression.

Figure 3.3: Compressed PGHash. Model accuracy of a large recommendation system is
recorded on an extreme classi cation task (Delicious-200K) using PGHash for varying com-
pression ratesGR). Compressed PGHash, even at 90% compression, is competitive with full
training (ithout even including effects of sparsity-induced neuronal drop out

Hamming Distance Sampling. An alternative method to vanilla sampling is to instead
select nal layer weights (neurongy; which have a small Hamming distance relative to a given
samplex. As a refresher, the Hamming distance simply computes the number of non-matching
entries between two binary codes (strings). If two binary codes match exactly, then the Hamming
distance is zero. In this sampling routine, eitfigthe top-k weightsv; with the smallest Ham-
ming distance to sampbeare selected to be activated(ay all weightsw; with a Hamming dis-
tance of or smaller to samplg are selected to be activated. Interestingly, the vanilla-sampling
approach implemented is equivalent to using 0 in (ii).

In either of the scenarios listed above, hash codesvfandx are computed as done in
PGHash(-D). From there, however, the hash code fercompared to the hash codes for all nal
layer weights in order to compute the Hamming distance for @aciihe process of computing
n Hamming distances for each samglés very expensive (much harder than just nding exact

matches). Therefore PGHash, as well as [77, 78], use vanilla sampling instead of other methods.
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(a) 1 Device Results. (b) 4 Device Results. (c) 8 Device Results.

Figure 3.4:Federated PGHash on Delicious-200KModel accuracy of a large recommendation
system on an extreme classi cation task (Delicious-200K) trained in a federated setting is plotted.
PGHash achieves competitive accuracies compared with Federated SLIDE and FedAvg. In fact,
PGHash converges quicker to near-optimal accuracy.

3.3.2.2 PGHash Performance

Compression PerformanceFirst, the performance of PGHash when varying the compres-
sion rateCR is analyzed. Figure 3.3 showcases how PGHash performs for compression rates of
75% and 90% as well as no compression. Interestingly, PGHash reaches near-optimal accuracy
even when compressed. This demonstrates the effectiveness of PGHash at accurately selecting
fruitful active neurons given a batch of data. The difference between the convergence of PGHash
for varying compression rates lies within the volatility of training. As expected, PGHash experi-
ences more volatile training (Figures 3.3a and 3.3b) when undergoing compression as compared
to non-compressed training (Figure 3.3c).

Distributed Performance. In Figures 3.4 and 3.5, the performance of PGHash(-D) in
federated settings is analyzed. PGHash(-D) is compared to a federated version of SLIDE [77] that
is implemented (using a full SimHash or DWTA respectively), as well as fully-dense Federated
Averaging (FedAvg) for Delicious-200K. One can immediately see in Figures 3.4 and 3.5 that

PGHash(-D) performs identically to, or better than, Federated SLIDE. In fact, for Delicious-
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(a) 1 Device Results. (b) 4 Device Results.

Figure 3.5:Federated Amazon-670K PGHash-DModel accuracy of a large recommendation
system is recorded on Amazon-670K trained in a federated setting. PGHash-D matches the
convergence of Federated SLIDE without requiring LSH to be performed by the central server.

200K, PGHash and Federated SLIDE outperform the dense baseline (FedAvg). In Appendix B.2
the dif culties of PGHash-D and SLIDE in matching the dense baseline as well as the failure of
SimHash to achieve performance akin to DWTA for Amazon-670K are detailed.

PGHash(-D) and Federated SLIDE smartly train portions of the network related to each
batch of local device data, via LSH, in order to make up for the lack of a full output layer.
However, unlike Federated SLIDE, PGHash(-D) can perform on-device sy as little as
6.25% of the full weightw (c = 8) for both Delicious-200K and Amazon-670K experiments.
Furthermore, for Delicious-200K, PGHash generates a dense Gaussian that is only&=28Y56 (
the size of that for Federated SLIDE. In summary, PGHash(-D) attains similar performance to
Federated SLIDE while storing less than a tenth of the parameters.

Induced Sparsity. PGHash(-D) induces a large amount of sparsity through its LSH pro-
cess. This is especially prevalent in large-scale recommender networks, where the number of

labels for each data point is a minuscule fraction of the total output layer esigel¥elicious-
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(a) Average Activated Neurons(b) Sampled Softmax (Delicious).(c) Sampled Softmax (Amazon).

Figure 3.6:PGHash(-D) Computational Ef ciency. In Figure3.6a PGHash(-D) activates only

a fraction of the total nal layer neuroreen without compressiofihrough this induced sparsity,
PGHash(-D) greatly reduces the computational complexity of forward and backward training
compared to full training. In Figures.6band3.6Gg PGHash(-D) is compared with the Sampled
Softmax heuristic [3] (randomly sampling 10% of the total neurons). PGHash(-D) outperforms
the Sampled Softmax baseline, selecting a better set of activated neurons, via LSH, to more
ef ciently train the recommender system.

200K has on average only 75.54 labels per point). PGHash(-D) performs well at identifying this
small subset of neurons as training progresses. As one can see in Figure 3.6a, even when PGHash
is allowed to select all possible neuromg(no compressio€R = 1), it still manages tselect

fewer than 1% of the total neurons after only 50 iterations of training on Delicious-260K
Amazon-670K, PGHash-D requires less than 30% of the total neurons for the majority of training.
Therefore, PGHash(-D) greatly increases sparsity within the NN, improving the computational

ef ciency of the algorithm by reducing the number of oating point operations required in the

forward and backward training.
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Chapter 4: Shrinking the Size of Deep Extreme Multi-Label Classi cdtion

Many online services use recommender systems to foster a personalized customer experi-
ence by assigning each product an individual label. These systems have grown to extreme sizes
as online services have expanded the past two decades. For example, there are over 600 mil-
lion products for sale on Amazon alone [111]. The output dimension of recommender systems
is equivalent to the number of recommended products, so the computational and memory costs
become extreme when these methods are applied to systems with millions of products. Fittingly,
the name for this situation is Extreme Multi-Label Classi cation (XMC) [112].

Summary of Contributions. Similar to the previous chapter, the goal of this chapter is to
alleviate the computational- and memory-constraints of XMC when training recommender sys-
tems that leverage modern deep-learning methods. Here, ERE: Deep Extreme Compressed
Labeling And Recovery Estimation, a novel deep learning XMC algorithm is proposed. The
main contribution of ECLARE is that it reduces the computational and memory costs of training
large-scale recommender systems. NamebBGCIhRE:

Compresses the label dimension u@8075%by capturing key information within the com-

pressed space that other compression methods fail to utilize,

Trains a small neural network to learn the compression mapping from the feature space to the

1A version of Chapter 4 has been published in NeurlPS 2024 Compression Workshop [110]
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compressed label space,

Implements a recovery method to transform compressed predictions back to the uncompressed

label space during inference time, without the need to train multiple networks,

Closely matches uncompressed performance while reducing the label dimension by several

orders of magnitude on ve common XMC datasets.

4.1 Preliminaries

4.1.1 Problem Formulation

The objective of XMC is to train a classi er that maps text samples to labels within an

parameters of a deep classi ér,( ) as the deep classi er parameterized hyand™ as the loss
function.
1 X
minf( ;x;y):= = " h (X)) : (4.1)
n i
While Equation (4.1) can be solved through gradient descent approaches, the major issue at
hand is that the label dimensioh, is large. As a result, the number of parametérsfor the

deep classi er is also large, resulting in expensive storage, inferler{gg, and gradient back-

propagatiorr h (x).
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4.1.2 Related Works

Deep XMC. Similar to the contents of this chapter, existing literature is concerned with
memory constraints [72, 77, 78]. In Chen et al. [77], a locality-sensitive hashing scheme (SLIDE)
is used to prune the nal classi cation layer of an XMC network. However, the full-scale weight
structure must be maintained in memory and the extent of pruning will vary batch-to-batch. Chen
et al. [78] considers a staggered update of hashes to avoid continuous batch-to-batch re-hashing,
but the full weight structure must still be occasionally restored, resulting in memory blowup.
Rabbani et al. [72] designs a modi ed family of hashing functions to avoid the need for restoring
or maintaining the full weight structure on a low- delity local device, but it requires the assistance
of a centralized server to host the original weight. Yan et al. [100] proposes model splitting to
alleviate the size of XMC layers across multiple nodes, though in the presence of few workers, the
per-client share of the model is memory infeasible and thus inapplicable to standalone training.

Compressed SensingA subset of existing XMC literature focuses on compression of a
large label space into a smaller one, known as compressed sensing [113, 114, 115, 116]. Zhou
et al. [114] and Tai and Lin [115] utilize a random and SVD-based compression matrix to reduce
the dimensionality of their label space. In Bhatia et al. [113], a low-rank embedding is optimized
to preserve nearest-neighbor distances and sparsity. Uniike ARE, the methods above are not
deep learning methods. As a result, these methods require a large number of training instances,
because each input-class pair needs its own classi cation model. As the number of recommended
products grows, so too do the number of training instances. This growth results in larger training

and storage costs for large-scale recommender systems.
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Algorithm 7 Deep Extreme Compressed Labeling And Recovery Estimati@t (BRE).
Input: Data(Xgn ; Yen ) & (Xt Yist), Number of training sampleas, original label dimension
L, compressed label dimensiong neighbors, tofk, andT iterations.

1: Compute the truncated SV ; 7;(V.")T  TSVD(Yin ;€

2: Generate new compressed lab&lg, US [

3: Train NN h for T iterations (or convergence) on the compressed @&¢a ; Zim )
4: for each test data samptg;y; 2 (Xist; Yist) dO

Predict compressed labe®  h (x;)

Compute similarity scoresP?  Zy, zP =
Findg-closestindices ay,: 1°  argmax yjij=q i21 S|~

Weight the true labels ih® by their relative distances:P lgsFS;,Z)TY,s
Select the tofk largest label classd$  argmax =k 2 fr

10: Compute and store the R@ccuracy

4.2 Compressed Labeling & Recovery Estimation

DECLARE performs information-aware compression of the original labels to produce com-
pressed labelgs 2 R®, wherec << L . Then, DECLARE trains a feed-forward neural network,
h , to learn the mapping from to z. Finally, DECLARE uses a recovery-estimation scheme
(Chapter 4.2.2) that takes a compressed laba$ input and outputs the most-likely predicted

label classes from its corresponding original lapéWwhich is unknown during inference).

4.2.1 Label Compression via SVD Approximation

Because the labelg, are sparse, one can conjecture that the information stogedam be
distilled down into a much smaller, dense vecomMNamely, the aim is to preserve the similarity
between each labg};, and all labels in the label sgf; 8] 2 [n]. In matrix form, this is denoted
asY YT. The following optimization problem is solved in order to determine the best low-rank

approximatiorZ 2 R" “toY,
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argmin YYT zzT _: (4.2)

ranKZ) c F
The best ranlcapproximation ofY YT are the rstc singular vectors and values (via the Eckart-

Young-Mirsky Theorem [117]),

argmin YYT ZzzT _=argmin U *UT ZzZT _=U ¢ (4.3)

ranKZ) c¢ ranKZ) c F

From Equation (4.3), the optimal method for label compression is to compute the truncated sin-
gular value decomposition (SVD) of, select the tog left singular vectors and singular values,

and then perform the matrix product to obtain the compressed IZbdls DECLARE, the orig-

inal labels are compressed via Equation (4.3) to receive compressed4alagld train a neural

network to learn the mapping between the feature and compressed labells{aceks z;.

4.2.2 Label Recovery

As the output of the neural netwolk () is within the compressed space, a label-recovery
mechanism is necessary to recover the most-likely true predicted label classes in the original label
space. As detailed in Chapter 4.2.1, the compressed |Zbate optimized to best approximate
the similarity between each labelYh Thus, by computing the inner product between a predicted
compressed label’ and all existing compressed lab&lsthe similaritys between the original,

and unknown, uncompressed predictydhwith all labelsY is approximated,

sP?=7ZzP YyP=sP¥: (4.4)
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Table 4.1: DECLARE's Test Performance vs. (Un)compressed Baselines.

Dataset DECLARE _ Unstructured Prun?ng Uncompressed_
P@1 OutputDim| P@1 OutputDim| P@1 Output Dim.
BibTex 62.43% 100 62.73% 100 62.86% 159
EURLex-4.3K | 83.24% 200 83.15% 200 86.65% 4,271
AmazonCat-13K 87.55% 200 82.52% 200 89.74% 13,330
Wikil0-31K | 83.04% 100 55.01% 100 83.85% 30,938
Delicious-200K | 46.17% 50 19.55% 50 46.99% 205,443

Equation (4.4) not only de nes a relationship betwegnandy,, it directly relates the true
and low-rank similarity vectorsPY;sP* 2 R". The indicesl ® of the q largest values irs"*
approximate the indices of thegmost similar labelsy,s := Y[l %;:] within the dataset to the

unknown true predictiogP,

X
|°:=argmax  sP% (4.5)
I [n]:jlj=q i21

In summary, the togrindices ofsP* are computed and their corresponding labels are used within
Y as the closest approximate lab¥]s to yP. Once the closest labels are found, they are scaled

element-wise by their similarity scores and summed to determine the most frequent label classes,

X
fP:=(sP)TVYs; 1Y:=argmax  fP (4.6)
: | LEli=k

The indiceslY are the topk largest label classes and are thus selecteddgcU2RE as thek
most-likely true label classed.Y is used to compute the PrecisioR@ccuracy metric widely
used within XMC settings. This metric gauges the percentadepredicted label classes that

are indeed found within a target labgl
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4.3 Experiments

DECLARE is compared with the original, uncompressed neural network as well as a neural
network trained with unstructured pruning, one of the best deep-learning compression techniques.
DECLAREIs run on ve common XMC datasets [112].

Datasets Five publicly available datasets are tested: BibTex [118] (159 labels), EURLex-
4.3K [119] (4,271 labels), AmazonCat-13K [105] (13,330 labels), Wiki10-31K [120] (30,938
labels), and Delicious-200K [104] (205,443 labels). Success across this variety of datasets (see
Table 4.1) indicates that EC LARE will scale to real-world applications.

Unequal Baselines DECLARE is at a disadvantage when compared to the uncompressed
neural network or a neural network pruned via unstructured pruning. The uncompressed network
is much larger and contains many more parameters tlBgLBRE. As a result, one would expect
the uncompressed network to be an upper bound on how vl BRE can perform.

However, DECLARE often matches, and is competitive with, the uncompressed network
on many of the XMC datasets. Unstructured pruning, likeCDARE, trains a reduced (pruned)
version of a model. Unstructured pruning serves as an upper bound for how well pruning-based
compression performs. Unlike its structured counterpart, unstructured pruning sets a given num-
ber of parameters to zero (irregular sparsity) and generally performs better [121, 122]. As a
result, the size of an unstructured pruning model is the same as the uncompressed network albeit
with many more parameters set to zero. That type of model incurs larger memory costEthan D
CLARE. Furthermore, due to its irregular sparsity, unstructured pruning is more dif cult to exploit
for ef cient computation [123]. Many modern deep learning packages, like TensorFlow and Py-

Torch, cannot handle irregular sparsity to speed up tensor computations. As a result, unstructured
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Figure 4.1:Simultaneous Performance and Ef ciency Improvement DECLARE outperforms
its uncompressed counterpart 528% and 18:36% on Delicious-200K (top) and Wiki10-31K
(bottom) while reducing the nal output dimension B$:975%and99.677%respectively. [E-
CLARE outperforms the baselines in terms of test accuracy (left) and convergence (right).

pruning does not provide much computational speed-up, as shown in Figure 4.1.
Hyper-parameters & Evaluation. A feed-forward neural network is trained with one

hidden layer having 256 neurons (following previous deep-learning XMC papers [72, 77, 78]).

For BibTex, EURLex-4.3K, Wiki10-31K, and Delicious-200K a batch size of 128 is used while

a batch size of 256 is used for AmazonCat-13K. The recovery scheme uses 25 nearest neighbors

for all experiments, and the network is trained using ADAM with a standard learning rate of 5e-4.

Each experiment is run three times, with the average results being shown in Table 4.1 as well as

the dark lines in all Figures. The test accuracies listed are Precigidti@ results provided use

k = 1), a metric widely used in XMC [72, 77, 78, 112, 113]. This metric gauges the percentage

of k predicted label classes that are indeed found within a targetyabel
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Computation and Memory Reduction Without Sacri cing Performance. The main
takeaway from the experimental results is th&#dDARE can dramatically reduce memory and
computational costs while reducing performance by no more 38aacross all datasets. 2
CLARE can maintain performance while simultaneously reducing memory and computational
costs by up t®9%975%versus an uncompressed neural network. On Delicious-20@i| BRE
achievesA6:17% P@1 accuracy compared 4®.99% for its uncompressed counterpart, while
only requiring an output dimension of 50 (compared to the original dimension of 205,443). D
CLARE also performs better as the output dimension grows (see Table 4.1). While unstructured
pruning is competitive on smaller dataset€dARE outpaces it on the larger AmazonCat-13K
and Delicious-200K datasets ERBLARE outperforms unstructured pruning on the larger datasets
due to its distance-preserving compression scheme.

Improved Convergence Speed Another advantage thatHZLARE has over its peers is
that it trains faster and converges quicker to peak performance. Figure 4.1 shmusRE
outperforming its baselines at the beginning of trainingCDARE trains faster than the uncom-
pressed network due its greatly reduced size (its nal layer weight is reduced by upwards of four
magnitudes). While unstructured pruning compresses the original network by a similar amount
as DECLARE, its irregular sparsity requires a full forward pass since PyTorch does not support

unstructured sparse matrix operations (as detailed above).
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Part Il

Mechanism Design for Edge Learning Fairness & Al Regulation
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Part Il Preface

Most edge-learning frameworks are susceptible to the free-rider dilemma: devices perform
only a few, or no, gradient updates during training, yet still receive the global well-trained model
by the end of training. Consequently, edge-learning frameworks do not ensure fairness. Free-
riding devices that contribute little or nothing towards training still receive the same resultant
model as those participatory devices that provide the bulk of training contributions.

Like fairness, Al regulation is another under-researched area within edge learning. Since
unchecked Al models, such as large-language models, proliferate misinformation and stoke di-
vision within our society, it is imperative to employ a framework to mitigate these dangers and
ensure user safety. While there is much-warranted discussion about how to address the safety,
bias, and legal woes of state-of-the-art Al models, what is lacking are rigorous and realistic math-
ematical frameworks to regulate Al.

Thus, Part Il of my dissertation tackles issuedaifness and Al regulation on the edge

and within Al at large.
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Chapter 5: KcT or Fiction: Can Truthful Mechanisms

Eliminate Federated Free Riding?

Truth is essential to the functioning of fair systems. In its absence, fraud and corruption
lead to negative effects on those left participating. This too is true within Al. Adversaries can
attack Al algorithms for insidious purposes [124, 125], and algorithms trained on poisoned or
unrepresentative data can lead to dangerous and unfair results [126, 127, 128].

Issues of truthfulness have bled into multi-device collaborative learning systems. Feder-
ated learning, the preeminent edge-learning framework, is susceptible to the free-rider dilemma:
devices can contribute little to nothing during training while still obtaining a well-trained nal
aggregated model [4, 129, 130]. Furthermore, Karimireddy et al. [4] proves that standard feder-
ated learning algorithms naturally yield catastrophic free-riding equilibria, where rational devices
contributenothing It is important to note that the possibility of malicious gradient updates from
adversarial devices, covered by recent works [131, 132, 133, 134], is not considered within this
chapter. Instead, itis assumed that devices share a common goal of reducing loss, and act sel shly
rather than maliciously.

Recent work has aimed to remedy the free-rider dilemma in federated learning through

contract theory [38, 135, 136, 137], collaborative fairness [138, 139, 140], and mechanisms that

1A version of Chapter 5 has been published in NeurlPS 2024 [39]
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incentivize contributions [4, 141]. The mechanisms presented in Karimireddy et al. [4] and Born-
stein et al. [141] are notable because they do not redjiicarefully optimized contracts (devices
will always participate because the mechanism is individually rationdl))calterations to stan-
dard federated learning training (simple FedAvg [32] can be run with no device reputation scores).
However, these mechanisms assume that devices are honest and truthful with a central server. If
devices lie, then the proposed mechanisms no longer guarantee elimination of free riding.

In this chapter, thé-ederatedAgent Cost Truthfulness (KCT) mechanism is proposed,
which provably eliminates free ridingven when devices are untruthfWnlike standard feder-
ated learning approaches, where devices are incentivized to use little to none of their own data,
devices participating in&A€T are incentivized to use as much data for federated training as they
would on their own. Furthermore, when devices use their locally optimal amount of datajd-
individually rational (IR): devices always receive greater bene t from participatinganimihan
by training alone. These results hold even if devices try to cheat the mechanism by misreporting
individual training costs to the central servend® ensures that the best strategy for each device
is to be truthful with the central server.

Summary of Contributions. In summary, the main contributions of this chapter are,

Creating a novel penalization scheme that shifts the catastrophic free-riding optimum back to

each device's local optimum (thereby eliminating free riding).

Constructing a truthfulness mechanism (competition) that dissuades devices from lying about

their individual costs with the central server.

Showcasing the ef cacy of AT empirically in eliminating device free riding under untruth-

fulness, consequently improving federated training performance.
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5.1 Preliminaries

5.1.1 The Challenge of Free Riding in Federated Learning

Federated Setting This chapter, like Chapter 3, explores the setting of centralized feder-
ated learning (CFL), whene devices collectively train a model under orchestration of a central
server. Within each iterationof centralized federated learning, the server sends down the cur-
rent aggregated model' to each device. Devices then perfomiocal gradient updates (with
their own local data) to generate an updated medé! 8i 2 [n]. Models are aggregated by
the server and this process is repeated until convergence. Each device is assumed to have access
to the same data distributidd, and thus the data is assumed to be independent and identically
distributed (1ID). The construction of truthful mechanisms in the non-IID setting if left for fu-
ture research. This chapter aims to bring truthful mechanisms to centralized federated learning,
as none have previously existed in either the 1ID or non-1ID settings. Below, the objective that
devices participating in federated learning seek to minimize is detailed.

Federated Objective The goal of federated learning is to train a global model, leveraging
the data and compute power of thousands of devices, that achieves low loss. To start, the conver-
gence of distributed stochastic gradient descent (D-SGD) [30] to rst-order stationary points in
non-convex settings is presented,

X1 2

1
= E rf(w)? R L (5.1)
t=0

The parameter ¢ is the difference between the optimal objective valueand starting value
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f (w°). The global objective functiof is the uniform sum over all device objective functidns
There areTl total iterations. The step-size isandL is the Lipschitz constant, where < 2.
The effective gradient variance i§:P jnzl m; . This stems from bounded variance assumptions,
formally de ned astE Mi P :\11 rf(w;, i) r f(w) Vz (for M batches of data).

Local Device Loss Each rational device seeks to minimize its loss. As shown in Equa-
tion 5.1, this can be accomplished by using more data, and thus a larger bataoh sigevell
as more rounds of gradient updafeés However, each device incurs a cagstfor collection,
sampling, and compute costs for each data sammplesed. The linear cogtm stems from the
cross-device setting that is considered. Within this setting, 10T devices are prevalent and data
is easy to collectd.g.,l0T sensors). Thus, it makes the most sense that, on average, there are
constant costs over time to collect and sample datg,the cost to power a sensor is usually
constant on average) [142, 143, 144].

Overall, each device must balance the bene t of using more data to achieve better model
performance with the costs of data collection, sampling, and computations. This trade-off is
formulated for each device by de ning a local loss functign(m;), that depends on the data
collectedm; by each deviceé. Each device minimizes its loss function, which is a combination
of data costs and convergence error terms. When training locally, or alone, a device loses the

: . P :
bene t of an increased batch size across all dewcé‘gl m;. Thus, after removing constants,

Equation (5.1) transforms into the local device loss,

2

2m;

S (M) = + ami (5-2)

The optimal amount of data each device uses for local training is derived via calculus.
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Theorem 4 (Optimal Local Data Usage)or an devicel with marginal costc, the optimal

q
amount of datan;, used for local training isn;, :=

2L
2c
Remark 1. Devices' optimal amount of local data is inversely proportional to its apst

Larger costs lead to less data used and vice versa. If costs are zero, devices use in nite data.

The Free-Rider Dilemma: Shifted Optima in Federated SettingsWhen devices collec-
tively engage in federated training, the effective batch size returns to the sum over all device data
jn:l m; . By participating in federated training, devices gain the bene t of an increased batch

size. As such, each devics loss function in the federated setting becomes,

2

L
= 3(m + P —— + cm;: (5.3)

e (my)

This transformation changes the optimal amount of data used by each device.

Theorem 5 (Free-Riding: Optimal Federated Data Usader a devicei with marginal cost

9 P

G, the optimal amount of data, - used for federated training i®, = TzL m ;.

Remark 2. By patrticipating in federated training, each device is incentivized to use fewer

data samples. This explicitly demonstrates the free-rider dilemma mathematically: it may be

P 99— . . .
optimal for a device to use no dama,- =0 (if m 2ciL) and still possibly achieve

P
lower cost overall (if m ;  my).

The proofs of Theorems 4 and 5 are found in Appendix C.2.
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5.1.2 Related Works

The research area of incentives and mechanism design in federated learning is now grow-
ing. There are a few surveys [145, 146, 147] that overview federated learning mechanisms,
current research directions and challenges, and future opportunities. Below, a few of these re-
search directions are summarized, namely device contribution and truthful federated learning
mechanisms, as well as fairness and device selection mechanisms.

Edge-Learning Mechanisms for Device Contribution An important line of mechanism
research in distributed learning regards mechanisms that incentivize device contributions for fed-
erated training [4, 141, 148, 149, 150]. Some of the rst papers in this area were application-
based, namely in mobile crowdsensing and smart sensors in vehicles.

Within Zhan et al. [149], an iterative Nash bargaining solution is proposed where mobile
devices bargain with a server over the amount of data to contribute and the payments it should
receive. The server dynamically alters the payment price to adjust its gap between desired sup-
ply of data and the given demand. Liu et al. [148] designs a reverse-auction approach, with
subsidized or “endowment” compensation, that incentivizes non-participating vehicles to reduce
roadside server congestion by of oading its data. Both works deal with data exchange and do not
consider federated learning, where models are collaboratively trained together. Furthermore, it
is not guaranteed in either that devices and the server will both always achieve higher payoff for
participating than not (in Liu et al. [148] the server attains smaller payoff by participating).

Zhan et al. [150] is one of the rst works to de ne device and server utility when data is
shared amongst devices and the server to train a global model (including device-training costs).

The server announces a total reward, and devices determine how much data to contribute in order
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to maximize their reward. A deep reinforcement learning method is used by the server to learn
the optimal announced reward.

An accuracy-shaping mechanism is proposed in Karimireddy et al. [4], which also follows
a similar data sharing and IID setting. This mechanism does not require the use of contracts or
learning of a reward, but rather guarantees that a device will receive an improved reward when
participating in the mechanism than by not participating. In the accuracy-shaping mechanism, the
server degrades model performance for a device if it does not contribute as much data as locally
optimal. Bornstein et al. [141] propose a similar accuracy-shaping mechanism. However, unlike
Zhan et al. [150] and Karimireddy et al. [4], device utility is modeled in a non-linear and more
realistic manner. Additionally, the accuracy-shaping mechanism is generalized to the federated
setting (no data sharing) where data can be non-IID. Unlike the majority of the works above,
the mechanism proposed in this chapter seeks not just to incentivize device contribution, but to
eliminate free riders. Moreover, unlike [4, 141], it is not assumed that devices are truthful. The
proposed mechanism ensures that devices contribute what is locally optimal, thereby eliminating
free-riding, and punishes devices for lying to the server about their costs.

Truthful Distributed Learning Mechanisms . Similar to the device contribution mecha-
nisms above, many existing truthful distributed learning mechanisms exist within the crowdsens-
ing setting [151, 152, 153, 154]. Xu et al. [153] deals with devices submitted untruthful bids
to a server, speci cally where a device can lie about sensing time windows and costs. The pro-
posed mechanism leverages a Vickrey-Clarke-Groves auction, thereby ensuring truthfulness in
bid price. Time-window truthfulness is ensured via trusted time stamping. Similarly, the remain-
ing crowdsensing works leverage auctions to ensure device bid truthfulness. Zhang et al. [154]

introduces a double auction mechanism, MobiAuc, for proximity-based mobile crowdsensing.
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MobiAuc addresses issues of dynamic mobility patterns (device matching) while maintaining
device truthfulness surrounding its bid.g., service valuation or arrival time). In Wang et al.
[152], a distributed truthful mechanism is proposed, where devices send bids for their services
(usually data) to buyers. Gao et al. [151] designs a reverse auction mechanism that ensures vehi-
cles report their true costs when crowdsensed. Again, the works above do not consider federated
settings where models are trained collaboratively by many devices. Thus, these works do not
solve the free-rider dilemma, which only exists in federated settings. Furthermore, the mecha-
nism proposed in Chapter 5.3 is able to ensure device truthfulness without the use of an auction.
More recent works [143, 144, 155] examine truthful mechanisms within traditional feder-
ated learning. Lu et al. [143] explores truthful mechanisms in vertical federated learning, where
features are split up amongst devices. Speci cally, a truthful mechanism is designed (via a novel
transfer-payment rule) to maximize social utility, without use of an auction, even when devices
can lie about their costs. Within horizontal federated learning (the standard approach), Le et al.
[155] designs a randomized auction for resource-constrained wireless devices, which achieves
approximate-truthfulness in expectation. The server receives bids from devices to perform train-
ing, and selects a winning bid (device) for each uplink sub-channel. The server pays a reward
designed to minimize device social cost, and does not take into account the server's utility. Wu
et al. [144] builds on the auction idea in Le et al. [155], instead using a federated-auction bandit,
which learns to select bidding devices that maximize the server's utility. The mechanism ensures
truthfulness and individual rationality. Like the works above, the mechanism in this chapter en-
sures truthfulness and individual rationality of participating devices. In contrast;, 5 applied
to horizontal federated learning and does not require an auction or bandit method to ensure truth-

fulness. As such, any willing device can participate in training (no bids are rejected), an optimal
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server reward does not need to be learned, and devices do not need to have a private valuation.
Finally, this mechanism requires no direct payment from the server (all reward payments come
from other devices) and provably eliminates the free-riding dilemma.

Fairness Federated Learning MechanismsRecent work within federated learning has
focused on device fairness [36, 37, 138]. These works seek to fairly allocate model performance
to devices depending upon how much they contribute during federated training. Lyu et al. [138]
computes a “reputation” metric for each device (measures the amount of device contribution).
A better reputation leads to improved model performance. Both Blum et al. [36] and Murhekar
et al. [37] seek to nd device contribution equilibria that improve the welfare of all devices.
Within [36], the existence and stability of equilibria which avoid free riding and device envy. In
[37], a mechanism is proposed to alter device strategies in order to maximize the net utility of all
participating devices. Unlike the works aboved is a truthful mechanism.

Mechanisms for Federated Device Selectiormhere exists recent literature which aims to
incentivize high-quality devices to participate in federated training [38, 137, 156]. Devices are
deemed as high quality if, for example, they have valuable data or are very willing to participate
in training. In Liu et al. [137], a two-dimensional contract model is created to consider device
willingness and data quality when designing contract fees. Kang et al. [38] introduces a scheme
where device reputations are calculated (from previous interactions or other server interactions)
and leveraged to select reliable devices for federated training. Zhou et al. [156] designs an auction
method that incentivizes a diverse set of devices to participate in training. Truthfulness and
individual rationality are ensured by properties of the constructed auctiort &oes not select
devices based on a given quality or willingness criteria. All devices are able to participate if they

choose. Instead AET solves device free riding when devices are truthful as well as untruthful.
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Figure 5.1: ARCT Schematic.

5.2 Eliminating Free Riding via Penalization

The natural equilibrium of traditional federated learning is free riding: devices use less
data than is locally optimal in proportion to how much data other devices use (Theorem 5). This
necessitates the construction of a mechanism to restore the equilibrium of federated learning back
to what is locally optimal for each device. In this chapter, penalization is introduced to enforce
this restoration.

Penalized Federated Learning (PFL) To disincentivize devices from straying from their
locally optimal data usage;,, the central server can use contract theory to ensure each device
I uses its locally optimal amount for a reported agstNamely, when agreeing to participate in
federated learning, each devicagrees to pay the following free-riding penaRy if they do

2
notusem, = - data samples,
’ i
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. 2
Pre (M) := i(Zii 4 i(m;, + P m 2 T M m;)*: (5.4)

The hyperparameter, > 0, chosen by the central server, denotes the harshness of the free-riding
penalty. The value of; is known by each devicewhile deciding whether or not to participate

in the mechanism. Since the penalty is levied on each device by the server, it is incorporated into

their federated loss function. This results in a new federated loss fungtipn(m;) de ned as,

2]
) = —P ~ + am; + Py (M;): (5.5)
F(ml + {9 i) }

iE (mi)

“ipeL (M

Theorem 6 (PFL Eliminates Free Riding)For a devicei with marginal costg;, the optimal

2L

amount of datan; ¢, used for federated training under Equati®5)is mipe = -

Remark 3. By utilizing the PFL loss in Equatiofb.4), devices patrticipating in federated
learning will use a locally optimal data amount(,-, = m;,). This eliminates the free-rider

dilemma seen in Theorem 5.

Devices participating in PFL (Algorithm 8) follow the amended loss shown in Equation (5.5).
Careful selection of ; is required to ensure that PFL is Individually Rational.

Ensuring Individual Rationality (IR) in PFL . As shown in Theorem 6, it is optimal for
devices participating in the penalized federated scheme (with a loss function shown in Equation
(5.5)) to contribute what is locally optimak., m;-, = m;,;. To ensure individual rationality,
it must be true that participating in federated training will generate at least as much reward for a

device than by not participating. The selection pfs crucial in accomplishing this task.
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Algorithm 8 Penalized Federated Learning (PFL).

epochs, initial parameterg?, lossf , step-size , and constante_; ?; ).

2L

1: Server determines expected optimal data use for eachpdtﬂyice 5

2. Server computes each device's penalty scajar ';” (ZL'B)m -G P zihmi 2 2

3. Server reg,eives free-rider penalty paymepnt(m;) from devices via Equation 5.4 using

4: S m;= jn:]_ m;

5. fort=1;:::;Tdo

6: Server distributesy! to all devices

7 for h local steps, each devicen parallel do

8: w!*t  Agent Updatef';i;m;;f;h) . DeviceUpdate is detailed in Algorithm 12
9wt siwitt

Output: modelwT.

=
Q

Lemma 2 (PFL Assurance of IR at Optimum).et ¢ be the marginal cost for a devide

q
m =

2|
2C;

= my, = m;pr, bethe device's locally optimal data usage, an@ [0; 2) be a

server-speci ed hyper-parameter. In order to ensure that the optimal penalized federated loss

is at least lower than the optimal local los§er. (m;) i (M;), one must select; such
that,
P 2
m m, 5 2L
= f : f : 5.6
Fe oy m o m, % 2 mormy o)

Selection of such; results in a loss gap betweépp . (m ) and i (m ) of,

P
2 .
im)=uim) Ger(m)= g m(PLm i (5.7)

Remark 4. Devices provably receive improved loss when using their locally optimal data

amountm;, participating in PFL (Algorithm 8) versus local training, thereby ensuring IR.
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Algorithm 9 Federated Agent Cost Truthfulness\().

epochs, initial parameterg?, lossf , step-size , and constante_; ?; ).

1: Output: modelw ™ and monetary rewand. b
. < 2 .
. Server receives contract fees:i(mF;; G) Zm(—mﬂ"mm—) P (Mi: ).

2
3: . (P cancels outin PFL, sgm(zﬁpmm—') is theeffectivecontract fee).

4: Run Penalized Federated Learnimg®  PFL(m;c;h; T;E;w;f; ;L; 2; ).

5. Compute each device rewargdvia the cost truthfulness game in Equation 5.10.

Remark 5. The parameters; and control the amount of bene t received by a deviceA
larger value of , and consequently;, results in a larger gap betweepeg, (m ) and i (m ).

Inversely, a smaller value of and ; results in a smaller gap between local and PFL loss.

The proofs of Theorem 6 and Lemma 2 are found in Appendix C.2. Now, the formal proof

that PFL both i) eliminates device free riding and)(is individually rational is presented.

Theorem 7(Elimination of Federated Free-Riding With Truthful DeviceBJ-L (Algorithm 8)

using ; from Lemma 2 is IR and eliminates the free-rider dilemma when devices are truthful.

Proof. The result of Theorem 6 is that each deviteoptimal strategy within the penalized

federated scheme is to use their locally optimal amount of oatas TZIL Furthermore,

Lemma 2 states that using; within the penalized federated scheme results in a reward, or

P
_ 2L m
4 m(m+ m ;)

improvement over local training, of ; = . Thus, by combining Theorem
6 and Lemma 2, truthful devices that choose to participate in PFL attain a reshaped and lower
loss at the same optimum. Individually rational devices would therefore prefer to participate in

PFL (Algorithm 8) over local training due to the reshaped optimum'’s lower loss. This optimum

achieves the same data usage as local training, thereby eliminating the free-rider dilemma.
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Remark 6 (Truthfulness Concernsparticipating in PFL, rational devices contribute as much
as they would locally (Theorem 6) and attain more benet (Lemma 2). The only remaining
issue is truthfulness: devices may lie about their costs in order to contribute less to training

under the guise of what looks to be an “optimal amount” (thereby avoiding |&g&

While PFL eliminates free riding when devices are truthful, this assumption is unrealistic
in practice. Untruthful devices can report in ated costs to the server in order to trick it into
expecting smaller data usage. In effect, devices can lie about their costs to free ride. Below, a
mechanism is proposed that incentivizes devices to be trutidultheir best strategy is not to

lie).

5.3 FAcCT: Eliminating Free-Riding With Untruthful Devices

When devices are truthful, PFL (Algorithm 8) provably eliminates the free-rider dilemma
(Theorem 7). However, an adversarial devioan still free ride by misreporting, or lying, about
their true marginal cost. As previously mentioned, the situation of malicious gradient updates
coming from adversarial devices, covered by recent works [131, 132, 133, 134], is not considered.
Instead, it is assumed that devices share a common goal of reducing loss, and act sel shly rather
than maliciously.

As seen in Theorem 5, an adversarial device can lie their way to a smaller data optimum

2L

by in ating their cost: m® = 3=

< mj, . Inthis case, an adversarial device i)l avoid
server penalty (since it will be contributing what looks like an optimum from the server's view),
(ii) incur smaller true costsm!® < c;m;, and(iii) still reap the bene ts of a larger batch size
P i

m ;+ mj°.
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De nition 6 (Truthful Mechanism) A truthful mechanism is one in which no device can reduce
its loss by reporting a cost different from its true cost, regardless of other devices' actions.

Overall, each device's dominant strategy is to report its true cost.

To counteract untruthful devices from lying to the server about their costs, the truthful
mechanism ECT: Federated Agent Cost Truthfulness (Algorithm 9) is proposed.TFensures
that each devicés dominant strategy is to report its true cas{thereby satisfying De nition 6).
Assumption 4 (No Collusion) Devices have no knowledge of other devices' costs or the dis-
tribution of device costsc. In the absence of information, each devideelieves that its cost

¢ is equally likely to be larger or smaller than any other device's cost.

The lone assumption about device knowledge is that devices are unknowledgeable about
the distribution of device costg or any other device's cost: device costs are private. Assumption
4 ensures that there is no collusion amongst devices. In the absence of knowledge about other
devices' costs, it is reasonable for a device to believe that its private cost is equally likely to be
greater or lesser than the cost for any other devieg the median cost). Now that devices can
report costs which differ from their true cost;, each device's PFL penalty (Equation 5.4) and
loss (Equation 5.5) becomes a multi-variable function,

2L N

C
Pt (Mi;0) = i(5— g +
fr( i ) |(2 i 4 i(vl i+ m i)2 2c

mi)?, (5.8)

wpEL (My;0) = 2(m; + P m ) + Gm; + Py (M;;0): (5.9)

Regardless of the reported caseach device will incur a true cost; m; locally in Equation 5.9.
Using a Sandwich to Incentivize Truthfulness The FACT mechanism s the rstto ensure
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Figure 5.2:Enforcement of Device Truthfulness. Average net improvement in loss over local
training is plotted for iid (dotted line) and two non-iid device distributions (D-0.6: dashed, D-0.3:
solid). For both CIFAR10 (left) and MNIST (right), devices maximize their net improvement in
loss when truthful (0% added) about their true cost. This matches the results in Theorem 8.

truthfulness while solving the free-rider dilemma in federated learningcTFensures device
truthfulness by fostering competition amongst devices. The competition begins at the end of
federated training by randomly grouping reported device costs into threes. The rules of this
competition are simple: each devictvins” the competition, and receives a reward, if its cgst
is sandwiched between the two other device costs in its group. If there is a tie, the server randomly

selects one of the tied devices as the winner. This mechanism is detailed mathematically below,

i6i2n] Ca;C, fc randomly sampled cost5.10)

8
§\ s P

i(m;o 7 i fCi<c<Cy,
Pct(mi;c) = E

“i(mj; ©) else

Lemma 3. The probability of a device “winning” in the truthfulness mechanism in Equation

(5.10) given a reported cost, is (¢) :=2Fc(c)(1 Fc(c)), whereF¢ is the CDF off ¢.
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Akin to Equation (5.7), multi-variate " isdened as “j(m;;c) := iy (M;j;C)  iprL (M;; C).
Since ; is computed by the server, it usesistead ofg; for the local loss; (m;; c). The crux

of the truthfulness competition is that each devicever receives its own reward’;. Instead,

as shown in Equation (5.10), each device pays to the server before training regardless of
the mechanism outcome. After training, if the device “wins” the competition, by having a cost

sandwiched betwee@, and C,, then it receives triple the average of all other device rewards

§P
n j6i2[n]

“j. The average reward is tripled, since two other devices will lose the competition
and receive no reward. By making the reward decoupled from a device's own rewgrdach
device can no longer increase or decrease its reward by altering how mucindttay use

for federated training. Now, they can only affect the likelihood of winning the competition by
choosing what cosg, to report to the server.

Incorporating the truthfulness mechanism into the PFL loss function results imttie F

loss function,

“iFact (Mj; C) = F(mi " Fz’Lm 3 ‘{';ZCimi + Py, (mi;?"'Pct(mi;C): (5.11)

“iprL (Misc)

Theorem 8 (Main Theorem) Each device's best strategy participating in Fact (Equation

q
5.11) is to report its true cost and use its locally optimal amount of @atac), = ( TZL c).

Corollary 3 (Individually Rational) When using their best strategy, devices participating in

FACT will never receive worse loss than training alongsace (M;; G ) i (Myy).
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Remark 7 (Truthfulness) FACT is a truthful mechanism: each device's best strategy is to
report its true cost;. Devices cannot reduce their loss by reporting a different cost (satisfying

De nition 6).

Remark 8 (Elimination of Free Riding) FACT eliminates device free riding: each device's
q__
best strategy is to use as much data as is locally optmmaf- TZL (Theorem 4). Thus, the

improved optimum for PFL (Theorem 6) is maintained even under device untruthfulness.

Remark 9 (Individually Rational) When using their best strategy, agents participating in
FACT either (i) receive loss equivalent to local training if they lose the competition or (ii)

reduced loss if they win (Equation 5.10). In fact, agents receive lower loss in expectation.

5.4 Experiments

Below, the effectiveness ofAET is analyzed afl) enforcing device truthfulnesg?) elim-
inating free riding, and3) reducing device loss compared to local training. True federated ex-
periments (no simulations) are performed using the CIFAR-10 [71] and MNIST [157] datasets to

train an image classi cation model.

5.4.1 Free Rider Elimination With Untruthful Devices

Experimental Setup. Within the following experiments, 16 devices train a model indi-
vidually (locally) as well as in a federated manner. Each device uses 3,125 and 3,750 data sam-
ples each for CIFAR-10 and MNIST respectivelyadT is analyzed under homogeneous and
heterogeneous device data distributions. For heterogeneous device data distributions, Dirichlet
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Figure 5.3: Reduction in Device Loss. The average device loss for baselines on CIFAR10
(top row) and MNIST (bottom row) under 11D (left), and two non-1ID data distributions (center:
D-0.6, right: D-0.3). Traditional federated learning (FL) is an upper bound on device loss (if
devices did not free ride). AT improves device loss over local training by up to a factor of 3x
for CIFAR10 and 4x for MNIST.

91



distributions with parameters = 0:3; 0:6 are used to determine the label ratio for each device
[158]. The sandwich-truthfulness competition de ned in Equation (5.10) is simulated by ran-
domly sampling 2,000 synthetic device costs from a Gaussian distribution with a mean centered
at each device's true cost (standard deviation of one-tenth of the true cost). One hundred thou-
sand simulation trials are performed. Then, the mean performance for each device over all trials
is computed. Further experiment details and hyperparameters are found in Appendix C.1.

Lack of Baselines FACT is the rst truthful horizontal federated learning method elimi-
nating free riding while simultaneously enforcing truthfulness without the use of an auction or
bandit (thereby all willing devices can participate). As such, the resultaof are compared
with the only available option: local training. It is showcased below thatTHeduces device
loss compared to local training while simultaneously avoiding free-riding and truthfulness issues.

FAcT Enforces Truthfulness The results of Figure 5.4 back the theoretical result of
Theorem 8, which states that each device maximizes its expected raweardet reduction in
loss versus local training) when truthfully reporting its cost. Across both homogeneous (1ID) and
heterogeneous (non-1ID) device data distributions, devices' net improvement in loss peaks when
reporting their true cost (0% added) and monotonically decreases as devices report an in ated
or de ated true cost. Thus, the sandwich-style truthfulness competition, whicht Employs,
disincentivizes devices from in ating or de ating their true costs. This is important, as devices
are no longer incentivized to lie to the server about their true cost in order to free-ride without
the free-rider penalty in Equation (5.4) being imposed. Net improvement in loss grows as data
distributions become increasingly non-IID. Federated learning is robust enough to deal with the
increasingly non-1ID datasets while local training suffers (Figures C.2 & C.3). Therefore, the gap
between federated learning and local training grows, and thus so too does the rewstd.in F
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Figure 5.4:Elimination of Free Riding via Penalty. The penalty ternP;, (m;) plus data col-
lection costg;m; is plotted for CIFAR10 (left) and MNIST (right) for varying data contributions
m;. These combined costs are minimized at the local optimym as predicted by Theorem 6.

FACT Reduces Device LossDevices participating in &ACT on average achieve a reduc-
tion in total loss compared to training on their own when using the same amount of data. Conse-
guently, participating in &CT is Individually Rational: a device at worst receives loss equivalent
to local training, and on average receives improved loss (Figure 5.3). Traditional federated learn-
ing achieves a lower average device loss thaaTonly whenall devices use as much data as
they would locally However, as shown in Theorem 5, this is unrealistic. Traditional federated
learning emits a catastrophic free-riding optimum. The results of traditional federated learning in
Figure 5.3 is an upper bound on achievable loss, only attainable if all devices refuse to free ride.
Thus, the gap in loss betweeadT and the upper bound of traditional federated learning
is the cost of device untruthfulness and their inclination to free ride. The gap is the direct result
of the penalty terms on free riding, and truthfulnes®.; found in Equation (5.11). Average
local loss increases as data distributions become increasingly non-11D, while traditional federated
learning remains robust to the distribution shift (Figures C.2 & C.3). Since the devicesin F

who lose the truthfulness competition receive a loss equivalent to local training, the losstof F
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Figure 5.5:FACT Eliminates Free Riding in Realistic Settings When training an image clas-

si er for diagnosing skin cancer, devices participating in FACT achieve much lower &8 (
less) than if they did not participate (left). Devices maximize their improvement in loss over
local training when they are truthful; reporting in ated or de ated costs diminishes improvement
in loss (middle). Devices minimize penalties when using their locally optimal amount of data
(m =801) for training (right).

also rises in proportion to the local training loss.

FACT Eliminates Free Riding. Within the experiments for CIFAR-10 and MNIST, a
marginal cost was carefully selected such that it is locally optimal for each device to use 3,125 and
3,750 data samples for training respectively. As shown in Figure 5.4, the free-rider pempalty
harshly penalizes devices for deviating from this locally-optimal amount. This result accounts
for the reduction (gain) in data-collection costs for using less (more) data during training. Thus,
as proven in Theorem 6, it is indeed suboptimal for a devtoeuse either more or less data than

is what is locally optimal (for a given reported cast when participating in &CT.

5.4.2 Real-World Case Study: Inter-Hospital Skin Cancer Diagnosis

Finally, the performance of &€ T is tested in a realistic situation, where a hypothetical
consortium of hospitals collaboratively train a model, privately in a federated manner, that can
diagnose skin cancer. One of the hospitals is smaller and resource-constrained. It is dif cult, but
not impossible, for this hospital to collect more data for training. Thus, in the absence of a truthful

federated learning mechanism, the smaller hospital could over-report its collection costs to the
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server in order to contribute little to no data towards training while still reaping the unjusti ed
rewards of a well-trained global model.

To test how RCT deals with this scenario, an image-classi cation model is trained on
the HAM10000 [159] dataset. HAM10000 consists of a collection of dermatoscopic images of
pigmented lesions. The goal is to train a model which can perform automated diagnosis of pig-
mented skin lesions, including melanoma (skin cancer). This setup is similar to the experimental
setup detailed in Chapter 5.4.1. One difference is that a ResNet50 model, pre-trained on Ima-
geNet [160], is ne-tuned on HAM10000 (a realistic approach for a hospital). HAM10000 is an
imbalanced dataset, and evenly partition8@96 of the data amongst 10 devices, as their local
training sets, further exacerbates the non-lIID-ness of the data. This too is realistic, as data is often
non-IID amongst federated devices. An Adam optimizer with a learning rate of 1e-3 and batch
size of 128 is used.

As expected, kCT provably dissuades any hospital from lying about its cost in order to
reduce its data-contribution level. Devices are incentivized to be truthful: reduction in loss is
maximized when devices truthfully report their costs (see the middle plot in Figure 5.5). As a
result, a smaller, resourced-constrained hospital would still contribute its locally optimal amount
of data, or face penalties (see the right plot in Figure 5.5). Finally, all participating hospitals are
still better off participating in ECT than by training alone. Participating-device loss is reduced
by nearly66% compared to local training (see the left plot in Figure 5.5). The effectiveness of
FACT to dissuade free-riding in the real-world setting of training a skin cancer classi er across

hospitals indicates that it will be successful in other real-world settings.
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Chapter 6: Towards Realistic Mechanisms That Incentivize

Federated Participation and Contribution

Like Chapter 5, this chapter focuses on the issue of free riding within federated learning.
Generally, it is generally assumed within federated learning literature that edge devices will (i)
always participate in training and (ii) use all of its local data during training. However, it is
irrational for devices to participate in, and incur the costs of, federated training without receiving
proper bene ts back from the server (via model performance or monetary rewards). Speci cally,
there are two major challenges:

(C1) Lack of Participation Incentives. Current federated learning frameworks generally
lack incentives to increase device participation. This leads to training with fewer devices and data
to compute local updates, which can potentially reduce model accuracy. Incentivizing devices to
participate in training and produce more data, especially from a server's perspective, improves
model performance (further detailed in Chapter 6.1.1), which leads to greater utility for both the
devices and server.

(C2) Lack of Contribution Incentives: The Free-Rider Dilemma. In realistic settings,
each device determines its own optimal amount of data usage for federated contributions. As

such, many federated-learning frameworks run the risk of encountering the free-rider problem:

1A version of Chapter 6 has been published in NeurlPS 2023 Federated Learning Workshop [141]
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devices do not contribute gradient updates, yet they reap the bene ts of a well-trained collabora-
tive model. Removing the free-rider effect, in federated learning frameworks, is critical because it
improves the performance of trained models [161, 162] and reduces security risks [129, 130, 163]
for devices.

To address these challenges, a handful of recent federated-learning literature [4, 146, 150,
164] consider devicaitility: the net bene t received by a device for participating in federated
training. Every rational device aims to maximize its utilityy;. Consequently, utility is the
guiding factor in whether rational devices participate in federated training. Devices will only
participate, fully, if the utilityu; gained, via its reward&y; R;), outstrips the maximum utility
gained from local trainingi?. In a step towards more realistic federated learning, the referenced
works [4, 146, 150, 164] design mechanisms, or systems, to maximize device utility and provide
greater utility than local training, when more data is contributed.

While previous federated-learning literature incorporates utility, they requirealistic
assumptionsuch as disallowingi) devices having utility that depends non-linearly on their
model accuracyii) heterogeneous data distributions across devi@@struly federated (non-
data sharing) methods, afigt) modeling of central server utility. In this chapter, a leap towards
realistic federated systems is taken by relaxing all four assumptions above while simultaneously
solving the key issues i1 andC2.

Summary of Contributions. Within this chapter, RALFM is proposed: a federated
mechanismM (i.e., system) that a server, in a federated-learning setup, implements to elimi-
nate(C1) and(C2) when rational devices participate.ERLFM is Individually Rational(IR):
participating devices and the server provably receive greater utility than traininguglones?.

The goal of REALFM is to design a reward protocol, with model-accuragyand monetanR
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Figure 6.1:Federated Mechanism Diagram. (A) Decision Phase for Device Participation

Each device decides whether it wants to participate in the mechanism. If so, the quantity of data
points used by each agemt is sent to the server (no data is shared). Note that rational devices
would participate in RALFM; the utility gained by participating iseverless than what agents
attain locally.(B) Federated Training Phase Devices upload their updates and receive feedback
from the server in an iterative mannéC) Accuracy & Monetary Reward Distribution Phase.

Upon completion of federated training, the server distributes both accar@my) and monetary

R(m;) rewards to device These rewards, the crux oERLFM, incentivize device participation

and data contribution.

rewards, such that rational devices choose to participate and contribute more Batacreas-
ing device patrticipation and data contribution, a server trains a higher-performing model and
subsequently attains greater utilityeR_.FM is a mechanism that,

Provably eliminates the free-rider dilemnf@1) by incentivizing devices to participate and

use more data during the federated training pro(€43than they would on their own.

Allows morerealistic settingsincluding: (1) a non-linear relationship between accuracy and

utility, (2) data heterogeneity3) no data sharing, an@d) modeling of central server utility.

Produces state-of-the-art results towards improving utility (for both the server and devices),

data contribution, and nal model accuracy on real-world datasets.
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6.1 Preliminaries

6.1.1 Problem Formulation

As covered extensively, within the federated-learning settinglevices collaboratively
train the parameters of an Al model. Devices compute local gradient updates/amsing their
own local data, with the server aggregating all local device updates to perform a single global
update. Each deviaehas its own local datas&; (able to change in size and distribution) which

can be heterogeneous across devices. The amount of data peridewieened asm; := jDjj

xed marginal costc, > 0 per sample, which represents the cost of collecting and computing the
gradient of an extra data poirg.{.,collectingm samples incurs a cost gfim). Linear costs are
considered, as data-collection and sampling costs are generally constant over time in the cross-
device setting€.g.,powering an loT sensor incurs a constant cost on average) [142, 143, 144].
Overall, each devicé determines the dataset sigg that best balances data cos{s; with

model performance.

Mechanisms To entice devices to participate in federated training, a central server must
incentivize them. Two realistic rewards that a central server can providéiamneodel accuracy
and(ii) monetary. The interaction between the server and devices is formalizet@shanism
M . When participating in the mechanism, a devigeerforms federated updates on a global
modelw, usingm; local data points, in exchange for model accuracy?2 R ( and monetary

Ri 2 R o rewards.

M (my;  smp)=((a;Ry); (@ Ra)): (6.1)
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A mechanism that provides rewards in proportion to the amount of contributipnsade
by each deviceis desirable. Without proportionality, federated-learning methods fall prey to the
free-rider dilemma, where devices are able to reap rewards without proper contribution.
De nition 7 (Feasible Mechanism)A feasible mechanisil (1) returns a non-negative re-

ward and accuracy for each device, and (2) is bounded in its provided utility.

De nition 8 (Individual Rationality (IR)) A mechanisnM is IR if devices always receive

better utility by participating than it can training by itself.

Rational devices are willing to participate in a server's mechamnif they can receive
(i) realistic rewardsféasible and (ii) greater utility than they can get by training alot )
Finally, it must be proven that mechanisms ful lling such qualities can reach a stable equilibrium
of device contributions.
Theorem 9 (Existence of Pure Equilibrium)Consider a feasible mechanisih providing
utility [M Y(m;;m ;)] to devicei. Devices receive no utility if no data is contributed, that is,

[M Y(0;m ;)]; =0. De ne the utility of a participating deviceas,

u(m;m ) :=[MYm;m )l cm;: (6.2)

If u (m;j;m ), is quasi-concave fan; m¢ :=inf fm;j [M “(m;;m ;)]; > Og and contin-

uous inm ;, then a pure Nash equilibrium wittm ©@ data contributions exists such that,

M) =[MYm)] eam@  [MUm;m*); am8m 0 (6.3)
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The proof of Theorem 9 is found in Appendix D.4. This proof amends and simpli es the
one within Karimireddy et al. [4], as it is now shown thatmust only be quasi-concave m;.
Remark 10. Under only mild assumptions on the utility provided by mechaMsitfeasibility,
guasi-concavity, & continuity w.r.t data), participating devices reach an equilibrium on local
data usage for federated training ®4. Deviating from such equilibrium contributiom >

results in a decrease in utility for devic€Equation 6.3).

In order for a mechanisidl to provide data and output utility, via model-accuracy rewards
(Equation 6.1), one must de ne a relationship between accuracy and data.

Accuracy-Data Relationship Data reigns supreme when it comes to model performance.
Model accuracy improves as the quantity of training data increases, premised on consistent data
quality [165, 166, 167]. Empirically, one nds that accuracy of a model is both concave and
non-decreasing with respect to the amount of data used to train it [168]. Training of an Al model
generally adheres to the law of diminishing returns: improving model performance by training
on more data is increasingly fruitless once the amount of training data is already large.

Assumption 5. Accuracy functiorg;(m) is continuous, non-decreasing, and concave with

respect to the daten. Bounded accuracg (m) := maxf &;(m); 0g has a root at 0.

For a learning task, each devicéas an optimal attainable accuraa‘%t = agp(Di) 2
[0; 1) given its data distributio®;. Assumption 5 captures the empirical relationship between
Al model accuracyg;(m) : Zz* ! (1 ;ai)pt) and datam in the wild: (continuous & non-
decreasing accuracy never decreases with more data anddavity) accuracy experiences di-
minishing returns with more data. Since negative accuracy is impossible, itis de rghgs.=

maxf & (m); Og. Contrary to previous work [4], accuraey(m) differs per device.
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Remark 11 (Attainability). An accuracy functiod (m) which satis es Assumption 5 is:

k 2K(2 +log(m=Kk)) +4
P :

= (6.4)

& (m) := ai)pt

The theory allows gener@l (m) as long as Assumption 5 is satis ed. However, like p4[m)
(as de ned in Equation 6.4) is used for experiments.> 0 denotes the hypothesis class

complexity. Equation 6.4 is rooted in a generalization bound found in Appendix D.3.

Remark 12 (Server Accuracy) The central serveC has its own accuracy functiof; (m)

: . : . P o
with optimal attainable accuracgopt := Eizpny @y = =y P Tabpr

fi 0l

E 2k(2 +log(m=Kk)) +4
P~ ;

= (6.5)

ac(m) := agpt

Remark 13 (Heterogeneous Distributionshhstead of assuming that each device's local data
is independently chosen from a common distribution (known as the IID setting), here it is
generalized to the heterogeneous and non-IID setting. This is a major novelty, as previous

mechanisms, like Karimireddy et al. [4], focus on identical device data distributions.

6.1.2 Related Works

Federated Mechanisms.Previous literature [146, 150, 164, 169] has proposed mecha-
nisms to solvgC1) and incentivize devices to participate in federated training. However, these
works fail to addres$C?2), the free-rider problem, and have unrealistic device utilities. In Chen

et al. [169], data sharing is allowed, which is prohibited in the federated learning setting due
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to privacy concerns. In Zhan et al. [146, 150, 164], device utility incorporates a predetermined
reward for participation in federated training without specifying how this amount is set by the
server. This could be unrealistic, since rewards should be dynamic and depend upon the success
(resulting model accuracy) of the federated training. Setting too low of a reward impedes device
participation, while too high of a reward reduces the utility gained by the central server (and
risks negative utility if performance lags total reward paid out). Overall, predicting an optimal
rewardprior to training is unrealistic. In contrast, the proposesARFM introduces a principled
mechanism to set the rewards.

The recent work by Karimireddy et al. [4] is the rst to simultaneously sqi€4) and
(C2). They propose a mechanism that incentivize devices to (i) participate in training and (ii)
produce more data than on their own (data maximization). By incentivizing devices to maximize
production of local data, the free-rider effect is eliminated. While this proposed mechanism is a
great step forward for realistic mechanisms, impediments remain. First, Karimireddy et al. [4]
requires data sharing between devices and the central server. This is acceptable if portions of local
data are shareabled. no privacy risks exist for certain subsets of local data), yet it violates the
key tenet of federated learning: privacy. Second, device utility is designed in Karimireddy et al.
[4] such that the utility improves linearly with increasing accuracy. This is unrealistic, as devices
likely nd greater utility for an increase in accuracy fro@8% to 99% rather than fron#8% to
4%%. Finally, Karimireddy et al. [4] assumes all local data comes from the same distribution,
which is unrealistic. The proposedRLFM mechanism addresses all issues above.

The works Tu et al. [145], Zhan et al. [146], Zeng et al. [170], Ali et al. [171] survey the
different methods of incentives present in federated learning literature. The goal of the presented

methods are solely to increase device participation within federated learning frameworks. The
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issues of free riding and increased data or gradient contribution are ignored. Sim et al. [139], Xu
et al. [172] design model rewards to meet fairness or accuracy objectives. In these works, as de-
tailed below, each device receives models proportionate to the amount of data each contributes.
However, each device is not incentivized to contribute more data. This chapter seeks to incen-
tivize each device to contribute more during training.

Contract Theory and Federated Free Riding.Contract theory in federated learning aims
to optimally determine the balance between device rewards and registration fees (cost of partici-
pation). In contract mechanisms, devices may sign a contract from the server specifying a task,
reward, and registration fee. If agreed upon, the device signs and pays the registration fee. Each
device receives the reward if it completes the task and receives nothing if it fails. Contract mech-
anisms have the ability to punish free riding in federated learning by creating negative incentive
if a device does not perform a prescribed taisi. (it will lose its registration fee). The works
Kang et al. [38], Cong et al. [135], Lim et al. [136], Liu et al. [137], Lim et al. [173], Wang et al.
[174] propose such contract-based federated learning frameworks. While effective at improving
model generalization accuracy and utility, Lim et al. [136], Liu et al. [137] focus on optimal-
reward design. The RaALFM mechanism does not require registration fees, thus boosting device
participation, and utilizes an accuracy-shaping method to provide rewards at the end of training
in an optimal and more realistic approach. Furthermore, like Karimireddy et al. [4], this mecha-
nism incentivizes increased contributions to federated training, which is novel compared with the
existing contract-theory literature and mechanisms.

Collaborative Fairness and Federated Shapley Value.Collaborative fairness in fed-
erated learning [138, 139, 140, 175] is closely related to this chapter. The works Lyu et al.

[138], Sim et al. [139], Xu and Lyu [140], Lyu et al. [175] seek to fairly allocate models with
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varying performance depending upon how much devices contribute to training in federated learn-
ing settings. This is accomplished by determining a “reputation” (a measure of device contribu-
tions) for each device, using a hyperbolic sine function, to enforce devices converge to different
models relative to their amount of contributions during federated learning training. Thus, devices
who contribute more receive a higher-performing model than those who do not contribute much.

There are key differences between this line of work a =M, namely:(1) REALFM
incentivizes devices to both participate in training and increase their amount of contributions.
There are no such incentives in collaborative fairng@sDevice and server utility is modeled.
Unlike collaborative fairness, it is not assumed that devices will always participate in federated
learning training. (3) The mechanism design in this chappgovably eliminates the free-rider
phenomena unlike collaborative fairness, since devices who try to free-ride receive the same
model performance as they would on their own (Equations 6.9 and 6(8))No monetary
rewards are received by devices in current collaborative fairness methods.

Federated Shapley Value (FSV), rst proposed in Wang et al. [176], allows for estimation
of the Shapley Value in a federated-learning setting. This is crucial to appraise the data coming
from each device and possibly pave the way for rewarding devices with important data during the
training process. While this chapter allows devices to have heterogeneous data distributions, data
valuation is not performed to further ne-tune rewards for each deviegfrovide more accurate
models or more monetary rewards to devices who provide more valuable data). The overarching
goal of this chapter is to incentivize and increase device participation, through mechanism design,
within federated learning. However, further reward ne-tuning via FSV remains the subject of

future research.
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6.2 Modeling Realistic Utility

Utility powers the performance of a mechanism. If utility is modeled incorreetly,,
unrealistically, a mechanism will guide participants towards unrealistic and suboptimal results.

A More Generalized Accuracy Payoff Unlike previous federated mechanisms, such as
[4, 146, 164], a non-linear accuracy payoff compositional function is introdugéa(m)) :
[0;1)! R o, which allows for a exible de nition of the utility device receives from having a
model with accuracya(m). In Karimireddy et al. [4], it is assumed that the outer functigns
linear, j(a(m)) = a(m), for all devices, which is restrictive. For example, accuracy improve-
ment from48% to 49% should be rewarded differently than frd®®8% to 99%. Therefore, here
the outer function ; is generalized to be a convex and increasing function (which includes the
linear case). These requirements (summarized in Assumption 6) ensure that increasing accuracy

leads to enhanced utility for rational devices.

Assumption 6. (a(m)) : [O; agpt) I R o is continuous and non-decreasing for each de-
vicei. The outer function ;(a) is convex and strictly increasing w.et( {(0) = 0). The
compositional function j(a;(m)) remains concave and strictly increasing wmt (for all

m such that;(m) 0).

Many realistic choicesfor ; which satisfy Assumption 6 exist. Fef(m) as in Equa-

tion 6.4, one reasonable choice j¢a) = 1. This choice captures how utility increasingly

T

grows as accuracy approachHeE¥»b, especially compared to the linear relationshifa) = a.

After de ning the accuracy-utility relationship, the server and device utilities can be de ned.
De ning Server Utility . The overarching goal for a central servéris to attain a high-

performing Al model from federated trainind\s discussed at the beginning of Chapter 6.1.1,
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Figure 6.2:Local Optimal Data Contribution for Varying Payoff Functions. The optimal data
contribution across different payoff functions are compared. Realistic power payoff functions,
i(@ = ﬁ 1, result in greater optimal contribution compared to linear payoff functions,
i(a) = a. The accuracy functio;(m) used is de ned in Equation 6.4, wit:lai,pt = 0:95and

multiple k values.
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(a) Marginal Cost; = 1e 4. (b) Marginal Cost; = 1le 3. (c) Marginal Cost; = 1e 2.

Figure 6.3: Utility Functions for Varying Cost and Payoff Functions. Using both linear,

i(a) = a, and power, j(a) = ﬁ 1, payoff functions, the change of device utilities with
rising costs is analyzed. Once marginal castsecome too high, the utility is always negative
and devices will not collect data for training. The accuracy funcéigm) used is de ned in
Equation 6.4, witha},,, = 0:95andk = 1.

Al model accuracy generally improves as the total amount of data contributioiscrease.
Therefore, server utilityc is a function of model accura@e (Equation 6.5) which in turnis a
function of data contributions,

X
Uc(M)=pm c a m (6.6)

The xed parametep,, 2 (0; 1] denotes the central server's pro t margin (percentage of
utility kept by the central server). Singg, is xed, server utility in Equation 6.6 is maximized
whenac ! 100% However, server accuracy is upper bounded by the optimal attainable accu-
racyaep: 2 [0;1). Thus, to maximize Equation 6.6, the server wants to jaash a,,:  100%
Accomplishing this requires closing the gap between bigta anda,,; as well asif) a,p: and
100%. The gap inif can be reduced by increasing the total amount of contribu'lt?omls 'l
(via Equation 6.5). The gap i) can shrink by receiving more contributions from devicesth
high optimal attainable ac:curacia"gbt (Remark 12). Thus, an optimal mechanisn from the

server's viewpoinwould be one which incentivizes more data used for federated contributions,
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with a larger proportion coming from devicesvith greaterai,pt. Finally, it is important to note
that onlyp,, of the total collected utility is kept by the server in Equation 6.6. The valys,aé
posted by the central server, and thus known by all devices, during the participation phase (Figure
6.1). In Chapter 6.3, it is detailed how the mechanism distributes the remdining,,) utility
as a reward in proportion to how much data each participating device contributes.
De ning Local Device Utility . The utility u; for each device is a function of data con-
tribution: devices determine how many data pommgo collect in order to balance the bene t
of model accuracy j(a(m)) versus the costs of data collectiorcim. Thus, device utility is

mathematically de ned as,

ui(m) = i(a(m)) cm: (6.7)

Theorem 10(Optimal Local Data Collection)Consider devicé with marginal cost;, accu-
racy functiong; (m) satisfying Assumption 5, and accuracy pay@ifonforming to Assumption
6. Then the optimal amount of data® devicei should collect is

8
E 0 if maxy, oui(m;) O else,
m? = 3 (6.8)
“m; st (&(m)) &m)=g:
Theorem 10 details how much data a device collects wraning on its own and thereby not
participating in a federated training schem#ltility curves are plotted for both non-linear and
linear accuracy payoff functions, with varying marginal castén Figure 6.3. Figure 6.3c shows

how utility peaks at a negative value whgrtbecomes too large. In this case, as shown in Theorem

10, devices do not contribute data. The proof of Theorem 10 is found within Appendix D.4.
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6.3 REALFM: A Step Towards Realistic Federated Mechanisms

Again, the goal of the proposedeRLFM mechanismM g (Algorithm 10) is to design
a reward protocol, with model-accuraay and monetanR rewards, such that rational devices
choose to participate and contribute more data than is locally optimal (Theorem 4) in exchange

for improved device utility. Let thetility REALFM provides to devicebeM g, := [M g(m)];.

8
%aa(mi);o if mi  mp;

MR(Mim 0= o g mp + o(m); rm)(m md) it m2[mem;J; (6.9)
gac(P m); rm)(m me)  itm m:
8
%iai(mi) it m;  mp;

Mai =5 amd+ (m) +r(m)m m) ifm2mim] (610

%

iaC(P m) +r(m)(m mP) ifm m;:

As described mathematically aboves R FM eliminates free-riding by returning a model
with accuracy equivalent to local trainirgg(m;) for a devicei that does not contribute more
than locally optimalih;  m?). This is accomplished in practice by degrading the nal model
with noisy perturbations, or continued training on skewed data. Importartly. RM ensures
Individually Rationality, as devices receive at least as good performance as if they had trained lo-
cally (incentivizing participation). Devices which contribute more than what is locally optimal
receive boosted accuracy(m;) and monetary rewardgm)(m; m?) up to a new federated

equilibriumm; (detailed in Theorem 11). This process ensures that devices are incentivized to
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Algorithm 10 Realistic Federated MechanismgR.FM).
Input: Datam , marginal costg, pro t margin py,, payoff/shaping/accuracy functiong /a, h
local stepsT_total iterations, total epocHs, initial parametersv!, loss’, and step-size.

s om= [ m DeviceUpdatdi; w):
fort=1;:::;T do B  batchm; data points
Server distributes/! to all devices for each epocle=1;:::;E do
for h local steps, each devicen parallel do for batchb2 B do
wi*t  DeviceUpdate(w') W w r(w;b
witl sw

P
a My
r(m) (@ py)-<telm))
fori =1tondo
Computem? andm; usinga;; G; i, and j(m;)
Output: (a; R;) to devicei using Equation 6.9

contribute more than what is locally optimah¢entivizing contributions). Finally, if devices
contribute more than the new equilibrium, the server cannot provide accuracy greater than that of
the trained global modeiC(P m) as well as monetary rewardém )(m; m?) (feasibility).
Below, it is detailed how the accuracy and monetary (m) rewards are constructed to ensure
devices receive greater utility even when they contribute more than what is locally optimal.
Accuracy Rewards: Accuracy Shaping Accuracy shaping is responsible for incentiviz-

ing devices to collect more data than locally optimgl. Accuracy shaping incentivizes each
devicei to use more datan; my for federated training by providing improved model accuracy
whose utility outstrips the marginal cost of collecting more @atém; m?). Unlike the linear
approach in Karimireddy et al. [4], BALFM performs accuracy shaping with non-linear accu-
racy payoffs . To overcome issues with non-lineas, an accuracy-shaping function(m) is
constructed for each deviceDevices participating iM g sharec; ; with the server.

Assumption 7. For a given set of device contributions, the maximum accuracy attained by

P
the server must be greater than that of any single dedgé, m) a(m?) 8i 2 [n].

Assumption 7 states that the globally-trained model outperforms any locally-trained model

111



from the participating devices. This is valid if the direction of descent taken by the server ben-
e ts all participating devicesife., the inner product between local gradients and the aggregated
gradient is positive). This assumption may be violated in certain non-1ID settings, where a par-
ticipating device's local data distribution greatly differs from the majority of devices. In Chapter
6.4, various non-11D data distributions are tested, none of which violate Assumption 7.
Theorem 11(Accuracy Shaping Guaranteeg§jonsider a device with marginal costc; and
accuracy payoff function; satisfying Assumptions 6 and 7. Denote devie®ptimal local
data contribution agn? and its subsequent accuraay := a(my). De ne the derivative of

i(a) with respect tom as %a). Forany ! 0" and marginal server reward(m) O,

devicei has the following accuracy-shaping functioffm) form  m?,

8
2 o(ary P WaE Waa Tmy Xm mo).
Nai) J
i = 2 (6.11)
- (@ f(m)i;(aggm m?) if Ra)=0
Given the de ned ;(m), the following inequality is satis ed fom 2 [m?; m, ],
i@+ i(m) i(@)>( r(m)(m mp): (6.12)

P
Now,m; := fm mpjac(m+ 4, mj)= a+ i(m)gisthe optimal contribution for each

devicei. Devicei's data contribution increases), my for any contributiorm ;.

Theorem 11 de nes an accuracy-shaping functip(Equation 6.11) that ensures devices receive
more gain in utility than loss by contributing more than is locally optimal (Equation 6.12) up to

P
a feasible equilibriunm; (the server cannot provide an accuracy beyan@ m)).
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Remark 14. For a linear accuracy payoff,i(a) = wafor w > 0, Equation 6.11 relays; =

(ci_r(m)+ )(m mp)
w

. The accuracy-shaping function in Karimireddy et al. [4], Equation (13),
is recovered with their no-reward(m) = 0 andw = 1 linear setting. Thus, this accuracy-

shaping function generalizes the one in Karimireddy et al. [4].

Remark 15 (Proportional Shaping)At low local accuracya;, the values of a); °{a) are
smaller (Assumption 6) and thugm) grows faster w.r.m (Equation 6.11). Thus, for a low-
accuracy device, ; reaches its accuracy limit at a smaller optimal contribution. The result

is proportional shaping contributions are incentivized in proportion to device performance.

Theorem 12 (Existence of Improved Equilibrium)RealFM,M r (Equation 6.9), performs
accuracy-shaping with; de ned in Theorem 11 for each devic [n]and some ! 0". As
such,M g is Individually Rational (IR) and has a unique Nash equilibrium at which device
will contributem;  mp updates, thereby eliminating free riding. Sirdex is IR, devices are

incentivized to participate, as they never receive more utility by not participating.

The proofs of Theorems 11 and 12 are found within Appendix D.4.
Monetary Rewards. As detailed in Chapter 6.2, the server keeps a fragijpof its utility
gained at the end of training (Equation 6.6 AR FM disburses the remainirfy py, utility as

a marginal monetary rewardm ) for each data point contributed more than locally optimal,

X X
rm)=1 pn) c a m = m! Ri:=r(m)(m; m?): (6.13)

The marginal monetary rewardm ) is dynamic and depends upon the total data used by devices
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during federated training. Thereforgm ) is unknown to devices wheM g is issued. However,
the server computes and provides the monetary rewards once training is complete.

Since REALFM (i) returns model accuracy equivalent to local training if devices do not
contribute more than what is locally optimal, arid €nsures that devices are provided improved
utility when contributing more than locally optimal (Theorem 11), th&nRFM is Individually
Rational. Furthermore, sindd g is feasible and the utility provided is continuous and quasi-
concave (Equation 6.10), there exists a Nash Equilibrium (Theorem 9). The use of accuracy
shaping (Theorem 11) also ensures that devices contribute more data than is locally optimal,
eliminating the free-rider effect. Experiments in Chapter 6.4 provide backing tbat IRV

indeed incentives devices to contribute more data and improves both device and server utility.

6.4 Experiments

To test the ef cacy of RALFM, its performance is analyzed @t improving utility for the
central server and devices, afiigl increasing the amount of data contributions to federated train-
ing on image classi cation experiments. Experiments f@aRFM are performed on CIFAR-10
[71] and MNIST [157].

Experimental Baselines. Few federated learning mechanisms eliminate the free-rider
dilemma, and with none doing so without sharing data. Therefore, the mechanism proposed
by Karimireddy et al. [4] is adapted as the baseline to compare against (it is denotedcar L
REALFM). REALFM is also compared to a local training baseline where the average device util-
ity attained by devices if they did not participate in the mechanism is measured. Server utility is

inferred in this instance by using the average accuracy of locally trained models.
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Figure 6.4:Improved Server Utility on CIFAR-10 & MNIST. REALFM increases server util-

ity on CIFAR-10 (top row) and MNIST (bottom row) fol6 devices compared to baselines.
REALFM achieves upwards of 5 magnitudes more utility than a FL version of Karimireddy et al.
[4], denoted as INEAR REALFM, across both uniform and various heterogeneous Dirichlet data
distributions (left: uniform, center: D-0.6, right: D-0.3) as well as non-uniform costs (C) and
accuracy payoff functions (P).
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