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The modern visual recognition system has achieved great success in the past decade.
Aided by the great progress, instance localization and recognition has been significantly
improved, which benefit many applications e.g. face recognition, autonomous driving,
smart city etc.

The three key factors play very important roles in the success of visual recognition,
big computation, big data, and big models. Recent advances in hardware have increased
the computation exponentially, which makes it feasible for training deep and large learning
models on large-scale datasets. On the other hand, large-scale visual datasets e.g. ImageNet [1],
COCO dataset [2], Youtube-VIS [3], provide accurate and rich information for deep
learning models. Moreover, aided by advanced design of deep neural networks [4-7],
the capacity of the deep models has been greatly increased.

On the other hand, instance localization and recognition as the core of modern

visual system has many downstream applications, e.g. autonomous driving, augmented



reality, virtual reality, and smart city. Thanks to the successful advances of deep learning
in the last decade, those applications have achieved such great progresses recently.

In this thesis, we introduce a series of published work that improves the performance
of instance localization and addresses the issues in modeling instance localization and
recognition by using deep learning models. Moreover, we will introduce the future

direction and some potential research projects.
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Chapter 1: SaccadeNet

1.1 Introduction

The human visual system is accurate and fast. As the first gate to perceive the
physical world, our visual system glances at a scene and immediately understands what
objects are there and where they are. This efficient and effective vision system enables
human to perceive the visual world with little conscious thought. In machine intelligence,
similarly a fast and accurate object detector is essential, which can allow machines to
perceive the physical world efficiently and effectively, and unlock subsequent processes
such as understanding the holistic scene and interacting within it.

Many recent algorithms have been proposed to advance object detection. On the
one hand, anchor-based methods [9-13] proposed to pre-define a large amount of anchor
locations, and then either directly regress object bounding box locations, or generate
region proposals based on anchors and decide whether each region contains a certain
object category. These methods usually achieve competitive performance since they
aggregate detailed image features within each region. However, the time-consuming
region proposal stage is an bottleneck of inference speed.

On the other hand, researchers proposed anchor-free detectors [14-17]. This type

of methods proposed to directly regress object locations by utilizing features at certain
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Figure 1.1: Performance comparison on COCO test-dev.

pre-defined object keypoints, either in the object center or on the bounding box edges.
Most edge keypoints based methods are not fast because of the time-consuming grouping
process that combines multiple detected keypoints to form a single object bounding box.
The recent proposed center keypoint based detectors [17] avoid the complex grouping
process and run much faster.

Most existing object detection algorithms steadily attend to certain object areas only

once and then predict the object locations. During this one time of scanning for objects,



different algorithms attend to different areas, either to the anchor boxes, to the proposed
object regions, to the center keypoint, or to the edge keypoints. However, neuroscientists
have revealed that [18], to understand an object’s location, human do not look at the
scene steadily. Instead, our eyes move around, locating informative parts to understand
the object location.

Inspired by such mechanism, we propose a fast and accurate object detector, named
SaccadeNet, which effectively attends to informative object keypoints, and predicts object
locations from coarse to fine. Our SaccadeNet contains four main modules: the Center
Attentive Module, the Corner Attentive Module, the Attention Transitive Module, and the
Aggregation Attentive Module. The Center Attentive Module predicts the object center
location and category. Meanwhile, for each predicted object center, Attention Transitive
Module is used to predict the rough location of corresponding bounding box corners.
To extract informative corner features, the Corner Attentive Module is used to enforce the
CNN backbone to pay more attention to object boundaries, so that the regressed bounding
boxes are more accurate. Finally, the Aggregation Attentive Module utilizes the features
aggregated from both the center and the corners to refine the object bounding boxes.

SaccadeNet adopts multiple object keypoints including the center point and the
corners, which encode and extract multiple levels of rich-detailed objects features. Moreover,
it barely has speed loss comparing to the fastest center keypoint based detectors, since
we predict object center and its corresponding corners jointly. Thus we do not need
a grouping algorithm to combine them. Extensive experiments on the PASCAL VOC
and MS COCO datasets have shown that SaccadeNet is fast and accurate. As shown in

Figure 2.1, on COCO dataset when using ResNet-18 [4,19] as the backbone SaccadeNet



achieves mAP of 30.5% at 118 FPS. With DLA-34 [20], SaccadeNet achieves 40.4%

mAP at 28 FPS, which is much better than other real-time detectors [17,21].

1.2 Related Work

Modern object detectors can be roughly divided into two categories: anchor-based

object detectors and anchor-free object detectors.

1.2.1 Anchor-based Detectors

After the seminal work of Faster R-CNN [9], anchors have been widely used in
modern detectors. It usually contains two stages. The first-stage module is a region
proposal network (RPN), which estimates the objectness probabilities of all anchors and
regresses the offsets between object boundaries and anchors. The second stage is R-CNN,
which predicts the category probability and refines the boundary of bounding box.

Recently, anchor-based one-stage approaches [10-13,22,23] have drawn much
attention in object detection because the architectures are simpler and usually run faster
[10]. They remove the RPN and directly predict the categories and regress the boxes of
candidate anchors. However, the performance of anchor-based one-stage detectors are
usually lower than multi-stage detectors due to the extreme imbalance between positive

and negative anchors during training.



1.2.2  Anchor-free Detectors

Recently, anchor-free detectors have become more and more popular [14-17,21,
24-29]. They avoid the complex design of anchors and usually run faster. The object
detection is usually formulated as a keypoint detection problem so that the techniques of
fully convolutional network (FCN) used in semantic segmentation [30] and pose estimation
[31] can be applied for detection [17].

YOLOV1 [21] is one of the most popular anchor-free detectors. On each location
of final layer of network, it predicts the bounding box, confidence of the box, and the
class probability. In DenseBox [24], Huang et.al extend the FCN [30] for face and car
detection. The ground truth is a 5-channel map where the first one is a binary mask for
the center of object and the other four are for the bounding box size.

After the seminal work of CornerNet [14], keypoint based anchor-free object
detectors have drawn much attention. In CornerNet, the FCN directly predicts the corner
heatmap, an embedding and a group of offsets for each corner. The embeddings are used
to group the pairs of corner to form bounding boxes and the offsets remap the corners
from low-resolutional heatmap to the high-resolutional input image. A corner pooling
layer is proposed to better localize corners. ExtremeNet [15] introduces a method that
predicts the extreme points instead of the corners of bounding box, and the centerness
heatmap is introduced for grouping step. In [16], Duan et.al. extend CornerNet by adding
a center keypoint. The center keypoint is used to define a central region heuristically and
then they use this region to refine the grouped corners.

To avoid the complex grouping process, CenterNet [17] directly predicts the center



Figure 1.2: In SaccadeNet, we utilize 5 keypoints as informative parts for detection: the
object center and 4 bounding box corners.

keypoint and the size of object. Furthermore, it replaces loU-based Non-Maximum
Suppression (NMS) by peak keypoint extraction which can be run on GPU to reduce
inference time. In [26] centerness is used to represent the objectiveness of the bounding
box predicted at each location. In RepPoints [32], a set of sample points is learned to

bound the spatial extent of an object under the keypoint prediction framework.

1.3 SaccadeNet

It has been discovered that human eyes pick up informative parts to understand
object locations instead of looking at every detail of objects [18], which makes it fast
and accurate. To balance the trade-off between speed and accuracy, on top of the object
center point, we use four object bounding box corner points as the informative keypoints
in SaccadeNet since it naturally de nes the bounding box position. SaccadeNet attends
to these informative keypoints sequentially and then aggregates their features to infer
accurate object locations. In this section, we will introduce four main modules of SaccadeNet
respectively: the Center Attentive Module (Center-Attn), the Attention Transitive Module (Attn-

Trans), the Aggregation Attentive Module (Aggregation-Attn), and the Corner Attentive



Module (Corner-Attn) used in training.

1.3.1 Center Attentive Module

Center-Attn provides SaccadeNet the rst sight of an object at its center and predicts
object center keypoints. It takes the feature from CNN backbone as input and predicts the
centerness heatmap. The centerness heatmap is used to estimate the categories and the
center locations of all objects in the image. The number of channels in centerness heatmap
is the number of categories. Figure 3.2 shows Center-Attn together with its output. In
Center-Attn, it contains 2 convolutional layers. This 2-convolutional structure is called
head module. It is a basic component for building other modules of SaccadeNet. We will
describe it in details in Section 1.4.

We use the Gaussian heatmap as ground truth [14]. The ground-truth heatmap for
keypoints is not de ned as either 0 or 1 because locations near the target keypoint should
get less penalization than locations far away. Suppose the keypoint is at lo¢atitme
value at locatiorX on the ground-truth heatmap is de nedcakgTX#. is set to1=3 of
the radius, which is determined by the size of objects to ensure that all locations inside the
area could generate a bounding box with at I€&st with the ground-truth annotations.

We follow the previous work [14,16,17] and 4eds0:3.
Besides, a variant of focal loss [11] is applied to assist the Gaussian heatmap:

(1 py) log(p); ifyi; =1
Li" =

W AW 0o

“ (1 i) (py) log(l pi) otherwise



wherep;; is the score at locatio(i;j ) of heatmap ang;; is the corresponding ground

truth value.

1.3.2 Attention Transitive Module

Attn-Trans predicts the corners for all locations of the deep feature map. The output
shape isvy  hy 2 for a single image, where ; h; indicate the width and the height
of feature map, respectively. The last dimension is designed to be 2 meaning the width
and height of the bounding box. After we get the width and height of bounding box for
each center at locatidir j ), we can compute the corresponding corners asvi; =2; |
hij =2); (i wij =2;j +hiy =2); (i+w;; =2 hy =2); (i+wi; =2;] + h;j =2). Intraining, we
adopt the L1 regression loss. With Center-Attn and Attn-Trans, SaccadeNet can generate

object detections with coarse boundary.

1.3.3 Aggregation Attentive Module

Aggregation-Attn is proposed to attend to object center and bounding box corners
again to predict a re ned location. As shown in Figure 3.2, it aggregates CNN features
from corner and center keypoints using bilinear interpolation and outputs more accurate
object bounding boxes. As shown in the experiments Section 1.4.3.1, Aggregation-Attn is
essential for us to obtain more accurate boundary.

Aggregation-Attn is a light-weight module for object boundary re nement. Let
w;; ; hi; indicate the width and height prediction(a ). Then, we calculate the corresponding

top-left, top-right, bottom-left, bottom-right corners centering at positipn) by (i



Wij =2]  hig =2);(i+ wig =2]  hig=2); (1 wig =23 + hig =2); (i + Wiy =2;] + hij =2).
Since previous work [33] shows that bilinear sampling is helpful for the downsampled
feature map, Aggregation-Attn takes the corners and center from the output of Attn-Trans,
Center-Attn and samples features from the backbone output by bilinear interpolation. The
structure of Aggregation-Attn is a revised head module. We change the input of the rst
convolutional layer and let it take features of center and corners of object as input.
Finally, Aggregation-Attn regresses the residual offsets to re ne the boundary of
objects by incorporating both the features from the corners and the center. The output
of Aggregation-Attn consists of residual width and residual height. We adopt L1 loss to

train this module.

1.3.4 Corner Attentive Module in Training

To extract informative corner features, we propose an auxiliary Corner-Attn branch
(only in training) to enforce the CNN backbone to learn discriminative corner features.
As shown in Figure 3.2, Corner-Attn uses one head module to process feature and output
4-channel heatmap including top-left, top-right, bottom-left, bottom-right corners. Note
that this branch is used only during training so that it is a free lunch for the increased
inference accuracy.

The training of Corner-Attn is also based on the focal loss and Gaussian heatmap.
We tried agnostic and non-agnostic heatmaps, meaning whether different object categories
share the same corner heatmap output or not. In our experiments, there is no signi cant

difference between their performance. For shorter training time and easier implementation,



we use agnostic heatmaps for Corner-Attn in our experiments.

1.3.5 Relation to existing methods

We will compare our work with other related work to address one of our contributions:
SaccadeNet solves the issue of lacking holistic perception existed in edge-keypoint-based
detectors and the issue of missing local details presented in center-keypoint-based detectors.

Edge-keypoint-based detectorsnfer objects by assembling edge-keypoints, like
corners [14] or extreme keypoints [15]. They rst predict edge keypoints and then use
the grouping algorithm to generate object proposals. There are two possible problems
that may make corner-keypoint-based fail to model holistic information: (a) Feature of
corner encodes less holistic information since most corner-keypoint-based detectors [15,
16] still need feature of centers to assemble corner keypoints. (b) Corner keypoints often
locate at background pixels which may encode less information than center keypoints do.
Although SaccadeNet also utilizes corner keypoints for bounding box estimation, it is
still able to capture holistic by inferring bounding boxes directly from center keypoints.
Meanwhile, SaccadeNet is very fast since it avoids the time-consuming grouping.

Center-keypoint-based detectorpropose objects from center points [17]. It outputs
center heatmap and regresses boundary directly. However, center point may be far from
the boundary of object so they may fail to estimate accurate boundary on some cases,
especially for the large objects (as shown in Figure 1.3). On the other hand, corner
keypoints are naturally proximal to the boundaries, so it may encode more local accurate

information. Lack of modeling corners may be harmful for the center-keypoint-based
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detectors. Therefore, SaccadeNet utilizes corner keypoints to alleviate this issue so that it
can estimate more accurate boundary.
SaccadeNet bridges the gap between edge-keypoint-based detectors and center-

keypoint-based detectors.

1.4 Experiments

The experiments are conducted on 2 datasets, PASCAL VOC 2012 [34] and MS
COCO [2]. MS COCO dataset contains 80 categories, including 105k images for training
(train2017) and 5k images for validation (val2017). Pascal VOC consists of 20 categories
and it contains a training set of 17k images and a validation set of 5k images. This setting

is the same as previous work [14,16,17,33]. ™

1.4.1 Implementation

Backbone Our backbone consists of down-sampling layers and up-sampling layers.

The down-sampling layers are from the CNN for image recognitom|4, 20]. The up-
sampling layers use a couple of convolutional layers and skip connections to fuse high-
level and low-level featureg.g[35]. We choose DLA-34 [20] and ResNet-18 [4] as

the down-sampling backbone and use the up-sampling layers adopted in CenterNet [17],
where deformable convolutions [19] are used. The size of the backbone output is 1/4
of the input. The high-resolution output help SaccadeNet recognize and locate small
objects. For fair comparison and to illustrate the effectiveness of SaccadeNet, we keep all

the settings of backbone the same as [17].
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Head module The head module is the basic component of building four modules
of SaccadeNet as illustrated in Figure 3.2. We use the uni ed structure of 2 convolutional
layers for all the head modules. The rst convolutional layer is followed by a ReLU layer
with a kernel size 08 3 and 256-dimension output channels. The second convolutional
layer uses d 1 kernel without activation function. Center-Attn contains one head
module. The number of output channels of this module depends on the number of
categoriese.g20 for Pascal VOC, 80 for MS COCO. Corner-Attn contains one head
module which outputs a 4-channel heatmap representing the agnostic heatmap of 4 corner
keypoints. Corner-Attn contains 2 head modules with 2-channel output, indicating the two
directional center offset and the width and height of object, respectively. Aggregation-
Attn contains one module with output of 2 channels denoting the residual offsets of width
and height of object. The number of parameters of each head module is less than 200k.

Training. Our experiments were conducted on a machine with 4 GPUs of Geforce
RTX 2080 Ti. Ittakes 10 days to train SaccadeNet-DLA34 and 5 days to train SaccadeNet-
Res18. We use Adam [36] for network optimization. For data augmentation, we apply
random ipping, random scaling (range from 0.6 to 1.3), cropping and color jittering. On
MS COCO dataset, the size of input to the networkli2 512 We use a batch size of 32
(8 images on each GPU) with the initial learning ratd @5 10 “ for 210 epochs. The
learning rate is dropped tb25 10 ° at the 181-th epoch. The same training settings are
used for CenterNet [17]. We use different loss weights for the losses. The loss weights
for Lcomer Atn » Lcenter atn @nNdL aggregaion awn are 1, 1, 0.1, respectively. Corner-
Attn outputs center offsets and the center-corner offsets. We use 0.1 for the loss weight
of center-corner offsets and 1 for the loss weight of center offsets. On PASCAL VOC

12



Backbone FPS AP ARy AP75 APg APy AP_

TridentNet [37] ResNet-101-DCN 0.7 48.4 69.7 53.5 31.8 51.3 60.3
SNIPER [38] DPN-98 2.5 46.1 67.0 51.6 29.6 48.9 58.1
MaskRCNN [33] ResNeXt-101 11 39.8 62.3 434 221 43.2 51.2
RetinaNet [11] ResNeXt-101-FPN 5.4  40.8 61.1 44.1 24.1 44.2 51.2
YOLOv3 [10] DarkNet-53 20 33.0 57.9 34.4 18.3 254 41.9
HSD [39] ResNet101 21 40.2 58.2 44.0 20.0 444 54.9
HSD [39] VGG16 23 38.8 58.2 42.5 21.8 41.9 50.2
ExtremeNet [15] Hourglass-104 3.1 40.2 55.5 43.2 20.4 43.2 53.1
CornerNet [14] Hourglass-104 41 405 56.5 43.1 19.4 42.7 53.9
CenterNet [17] DLA-34-DCN 52/28 37.4/39.2 -/57.1 -/42.8 -/19.9 -/43.0 -/51.4
CenterNet [17] ResNet-18-DCN 142/71 28.1/30.0 44.9/47.5 29.6/31.6 -/- -/- -/-
SaccadeNet DLA-34-DCN 50/28 384.4 55.6/57.6 41.4/43.5 19.2/20.4 42.1/43.8 50.6/52.8
SaccadeNet ResNet-18-DCN  118/67 30.5/32.5 46.7/48.9 32.6/34.7 12.0/13.9 33.9/36.2 45.8/47.9

Table 1.1: The experiments are conducted on MS COCO test-dev.

Figure 1.3: Qualitative Results of SaccadeNet and CenterNet.

2012, we use a batch size of 32 on single GPU for training and the input shape of the
network is384 384 We set the initial learning rate tb25 10 # for 70 epochs. The

learning rate is decreased1®5 10 °, 1:25 10 © at the 46-th epoch, 61-th epoch,
respectively. All the other settings are kept the same as our experiments on MS COCO
dataset for training. We use the parameters pretrained on ImageNet [1] dataset to initialize
the down-sampling layers. The parameters of up-sampling layers of backbone and head
modules are randomly initialized.

Inference. On MS COCO dataset, the size of input imag®1®2 512 Flipped
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MAP@50 mMAP@70 mMAP@90 mMAP@S mAP@M MAP@L

Baseline 70.69 55.50 16.48 8.15 23.74 57.86
Corner-Attn 71.02/+0.33 56.42/+0.92 13.51/-2.979.75/+1.60 24.45/+0.71 58.84/+0.98
Aggregation-Attn 70.64/-0.05 55.85/+0.35 17.34/+0.86 8.30/+0.15 24.30/+0.56 58.39/+0.53

Corner-Attn + Aggregation-Attn  70.94/+0.257.84/+2.34 21.07/+4.599.69/+1.54 25.17/+1.43 60.40/+2.54

Table 1.2: This table shows the results of SaccadeNet with or without Aggregation-Attn
and Corner-Attn.

Backbone Aggregation-Attn Flip NMS FPS mAP

DLA PP 52 379
DLA X PP 50 38.8
DLA X PP 28 39.9
DLA X X PP 28 40.7
DLA X lou 45 39.3
DLA X X loU 27 40.9

Table 1.3: All experiments are conducted on MS COCO val2017.

testing is optional for better performance. When the ipped and the original images are
both used as inputs, we average the outputs of Center-Attn, Corner-Attn, Aggregation-
Attn. For higher speed, we use peak-picking NMS proposed in [17] instead of loU-based
NMS for post-processing. Peak-picking NMS i8a 3 pooling-like operator, which
eliminates all non-peak activation. After NMS, we select the object proposals with top-
100 centerness scores provided by Center-Attn. For Pascal VOC, we do not apply data

augmentation for testing. We use Peak-picking NMS instead of loU-based NMS.

1.4.2 Comparison with State-of-the-art Methods

Table 1.1 shows the comparison results of our approaches with previous work.
SaccadeNet achieves state-of-the-art performance with higher speed.

SaccadeNet-DLA34 achieves 40.4 mAP at 28 FPS. It outperforms CenterNet-DLA34 [17]
by 1.2% AP without visible speed loss due to the light-weight head modules. Besides, our
approach outperforms the classic two-stage detector, MaskRCNN [33]. Meanwhile, we

achieve approximately 3 times speed of it. Compared with RetinaNet [11], SaccadeNet-
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DLA34 performs approximately 4 times faster with only 0.4% drop in accuracy. As
shownin Table 1.1, SaccadeNet-DLA34 is faster and much more accurate than YOLOv3 [10].
We compare the results of SaccadeNet-DLA34 and CenterNet-DLA34 [17] with different
loU thresholds and of different sizes. The average precision gfirs +0:7 of loU@0.5,
loU@0.7 and gains0:5, +0:8, +1:4 of objects with small, medium, large size, respectively.
SaccadeNet bene ts more for high-loU and large object proposals than others. We will
study how Aggregation-Attn and Corner-Attn affect the object proposals of different
quality and various size in Section 1.4.3.1. Figure 1.3 shows the qualitative results of
SaccadeNet and CenterNet. With the help of Aggregation-Attn, SaccadeNet is able to
locate more accurate boundaries of objects.

Another version of our approach is based on ResNet-18 with deformable convolutions.
SaccadeNet-Res18 is the rst real-time anchor-free detector that achieves more than 30%

mMAP on MS COCO val2017 with speed faster than 100 FPS.

1.4.2.1 Efciency Study

We will discuss 4 main factors of ef ciency: backbone, head modules, data augmentation,
non-maximum suppression.

Backbone We use DLA-34 [20] and ResNet-18 [4] with additional up-sampling
layers used in CenterNet [17] as backbone. DLA-34 runs at 18.4 ms per image. ResNet-
18 runs at 6.8 ms per image. The total inference time of SaccadeNet with DLA-34 and
ResNet-18 is 20 ms, 8.5 ms per image, respectively. The ef ciency of backbone is the

major bottleneck of speed.
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Head modules There are64 256 3 3+ 256 C,, parameters for each
head module, wher€,,; denotes the number of output channels. There are only 3 head
modules during inference. The largest head module is the predictor of Center-Attn, which
only contains 168k parameters. The only concern is that the inputs of Aggregation-
Attn depend on the outputs of Center-Attn and Corner-Attn. It may cause sequential
execution that may increase the inference time. Fortunately, the execution turns out to be
very fast. The inference time of all the head modules is much smaller than the backbone,
which only cost 1.5 ms and 1.6 ms for SaccadeNet-DLA34 and SaccadeNet-Res18. The
performance of SaccadeNet with and without Aggregation-Attn is illustrated in Table 1.3.
Obviously, Aggregation-Attn is important for the performance improvement.

Data augmentation For better performance, we feed the network with both the
ipped image and the original image. Although this technique will double the inference
time theoretically, it signi cantly improves the performance. Figure 1.3 illustrates the
performance of SaccadeNet with and without ip testing.

Non-maximum Suppression In SaccadeNet, we replace the popular loU-based
NMS with peak-picking NMS. Peak-picking NMS perforr@s 3 pooling on the output
heatmap of Center-Attn. The inference time of it is less than 0.1ms. In comparison,
the loU-based NMS needs 2 ms for post-procession. Table 1.3 shows the comparison

between loU-based NMS and peak-picking NMS.
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1.4.3 Ablation Study

In this section, we will study the characteristics of SaccadeNet. We conduct the
experiments with SaccadeNet-Res18 on Pascal VOC.

Evaluation metrics. For detailed evaluation, we use 6 metrics for different loU
thresholds and size: AP@50, AP@70, AP@90, AP@S, AP@M, AP@L. AP@50, AP@70,
AP@90 represent the average precision using loU thresholds of 50%, 70%, 90%, respectively.
For evaluating objects of different size, we de ne AP@S, AP@M, AP@L as the average
precision of small objects, medium objects, and large objects. Small, medium, large

objects contain objects with area[0f 64°], [64%; 12&], and[12&; 1 ], respectively.

1.4.3.1 Bene ts of Aggregation-Attn and Corner-Attn

Our proposed Aggregation-Attn and Corner-Attn are designed to improve the quality
of boundary. To study how much they affect high-quality/low-quality and large/small
object proposals, we use different loU thresholds to compute the mean average precision
and evaluate it on the objects of different sizes. As shown in Table 1.2, larger objects and

high-quality bounding boxes gain more bene ts with Aggregation-Attn and Corner-Attn.

1.4.3.2 Keypoint Selection

Although our proposed SaccadeNet reveals that corners are very important for
accurate boundary localization, it is still unknown whether other keypoints are helpful
for bounding box regression. We try different kinds of points: middle-edge points and

other inner-box points.
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Figure 1.4: Purple points and yellow points denote centers and corners, respectively.

The middle-edge points of an object are the 4 points in the middle of 4 edges of
a bounding box. We also replace corners with points on the orthogonal lines of the
bounding box. Figure 1.4 describes the keypoints mentioned above. We change the
corners to other keypoints as inputs of Aggregation-Attn and the annotations from corners
to other keypoints for Corner-Attn. Table 1.4.3.2 illustrates the results on Pascal VOC.

We nd that the corners are the most helpful keypoints for SaccadeNet among all
other keypoints except centers. We also nd that keypoints closer to corners leads to
higher performance for both Aggregation-Attn and Corner-Attn. One possible reason
is that corners de ne the extent of the object and we use the bounding box for loss

calculation.

1.4.3.3 Does lIterative Re nement Help?

An intuitive idea for improving SaccadeNet is to apply Aggregation-Attn iteratively.
In the experiments, we use a couple of sequential modules of Aggregation-Attn. The

outputs of the previous module are used as inputs in the next module. Table 1.5 shows the

18



Num of iter. mMAP@50 mAP@70 mAP@90

0 71.02 56.42 18.96
1 70.94 57.84 21.07
2 71.09 58.18 21.32
3 71.12 58.42 20.70

Table 1.5: The table shows the results of applying iterative re nement on SaccadeNet
with different loU thresholds.

results on PASCAL VOC.

The results show that iterative re nement works for more accurate boundary. The
ner bounding boxes get more improvement by iterative re nement. However, as a result
of more sequential execution, the iterative re nement is not very ef cient. Due to speed-

accuracy trade-off, we only use one Aggregation-Attn in all the other experiments.

1.4.3.4 Does Aggregation-Attn also Help Classi cation?

Object detection is the step to understand “what is where”. We have validated
that Aggregation-Attn improves the localization of object by fusing feature of corner and
center keypoints, namely it helps in terms of “where”. Now we want to study whether
such information aggregation also helps in terms of “what”. We add another module,
namely Aggregation Attentive Classi er (Aggregation-Attn-Cls) to re ne classi cation
scores. lIts structure is the same as Corner Attentive Module. We use the classi cation
scores to replace the original object classi er output. Table 1.6 illustrates the results.
Unfortunately, the performance is degraded by Aggregation-Attn-Cls. One possible reason
is that the feature of corner keypoints encode little high-level discriminative information

for classi cation.
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Aggregation-Attn-ClsmAP@50 mAP@70 mAP@90
70.92 57.49 18.96
X 52.26 43.23  19.80

Table 1.6: This table shows the results of using Aggregation-Attn-Cls for classi cation
with different loU thresholds.

1.4.3.5 Impact of the Center and Corner Keypoints in Aggregation-Attn
module

The experimental results in Section 1.4.3.1 have shown that the aggregation of
features from corners and center in Aggregation-Attn is of great importance for the performance
improvement. However, is the feature fusion of the corners and center necessary and
helpful? How much improvement does it gain by using center-only or corner-only feature?

To address these questions, we change the inputs of Aggregation-Attn into feature
of center keypoints or feature of corner keypoints. Table 1.7 shows that it is useful to
fuse feature of corner and center keypoints together. Comparing to the rst row where
Aggregation-Attn module is not used, by using the center feature alone it barely improves
the performance since previous Center-Attn module already use center feature. By using
corner features alone, the performance is improved signi cantly. By incorporating feature
of both corner and center keypoints, the detection result is further improved, especially in

high-10U thresholds.

1.5 Conclusion

We introduce SaccadeNet, a fast and accurate object detection algorithm. Our

model actively attends to informative object keypoints from the center to the corners, and
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Corner Center mMAP@50 mMAP@70 mAP@90

71.02 56.42 18.96

X 70.89 56.55 19.01

X 71.04 57.53 19.78
X X 70.94 57.84 21.07

Table 1.7: This table shows the results of using different inputs for Aggregation-Attn with
different loU thresholds.

predicts the object bounding boxes from coarse to ne. SaccadeNet runs extremely fast,
because these object keypoints are predicted jointly so that we do not need a grouping
algorithm to combine them. We extensively evaluate SaccadeNet on PASCAL VOC and

MS COCO datasets, which both demonstrates its effectiveness and ef ciency.
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Chapter 2: InfoFocus

2.1 Introduction

With growing interests in autonomous vehicles, 3D object detection has received
considerable attention. Due to the superior capability of modeling 3D objects, point
cloud is the most popular type of data source. Most existing 3D detectors are point-
based [40-44] and voxel-based [45-49]. Point-based approaches generate features from
raw point cloud data directly. Although achieving promising performance, these methods
suffer from high computational complexity which discourages their application in real-
time scenarios. Voxel-based approaches [45—-49] rstly convert point cloud into voxels
and then employ deep convolutional neural networks (DCNN) to conduct object detection.
Taking advantage of the advanced DCNN architecture, voxel-based approaches achieve
the state-of-the-art performance with low computational cost. Our work follows the
setting of voxel-based methods for their advanced balance of ef ciency and effectiveness.

Although much progress has been made in improving the performance of voxel-
based detectors, an important characteristic of point cloud is not well explored: input data
points are usually not uniformly distributed over the space. The density of point cloud can
be affected by different factors, e.g., the distance of objects from LIiDAR sensor and object

self-occlusion. As illustrated in Fig. 2.1, the density of point cloud over objects highly
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Figure 2.1: Left: we calculate the average point density across different parts of objects
in BEV of nuScenes training seE1-E4 indicate four edges sorted by their normalized
density scores (sum to 100%) aathersdenotes areas inside objects. We set each edge
width as 10% of the length along the object size and only objects over more than 100
points are counted. Middle and right: we visualize an example of the LIDAR point cloud
in 2D image and its corresponding bird's eye view (BEV). Clearly, most of the point
clouds locate on the contour of the object

depends on the relative locations of different parts. It is also intuitive that the amount of
information is highly related to the point density. However, existing voxel-based detectors
extract features from uniformly divided sub-regions, regardless of the actual distribution
of the points. We believe that this will lead to loss of useful information and ultimately
result in sub-optimal detection performance.

To fully exploit the non-uniform distribution of point cloud, we propose a novel 3D
object detection framework, to adaptively model the rich feature of 3D objects according
to the information density of points. lllustrated in Fig. 3.2, our framework contains two
stages. Coarse detection results are obtained in the rst stage via voxel-based region
proposal network. In the second stage, we introduce InfoFocus, to model and extract
the informative features from regions of interest (Rol) (formed by the coarse predictions)
according to the distribution of point cloud, and the predictions are improved with the

help of the re ned features.
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The InfoFocus is the core structure of our framework which contains three sequentially
connected modules including the Point-of-interest (Pol) Pooling, the Visibility Attentive
Module, and the Adaptive Point-wise Attention.

Pol Pooling. Unlike 2D objects which contain densely distributed information over
the whole Rol, more of the points of 3D objects locate on the their surfaces. Therefore,
we hypothesize that most informative feature concentrates on the edge of Rol. Motivated
by this intuition, we propose Pol Pooling which densely samples features on the edge
and sparsely samples feature in the middle of Rol to accommodate the non-uniform
information distribution of point cloud.

Visibility Attentive Module. Heavy self-occlusion is presented because of the
nature of LIDAR data that is no point cloud exists on the backside of object relatively
to the sensor. To mitigate this issue, our proposed Visibility Attentive Module applies
hard attention to emphasize the visible parts of objects and eliminate the features from
invisible points.

Adaptive Point-wise Attention. Pols may contain different amount of information,
although they are all visible. We introduce Adaptive Point-wise Attention to re-weight the
features to improve the modeling of 3D objects.

We conduct extensive experiments on the largest public 3D object detection benchmark,
i.e, nuScenes [50]. Experimental results show that our approach signi cantly outperforms
the baselines, achieving@:5% mAP with 31 FPS. Results of comprehensive ablation
studies demonstrate the effectiveness of our InfoFocus and that each sub-module makes

considerable contributions to our framework.
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2.2 Related Work

Point-based DetectorsInspired by the powerful feature learning capability of PointNet
[51,52] and the advanced modeling structure of 2D object detectors [9, 53, 54], Frustum
PointNets [40] extrude the 2D object proposals into frustums to generate the 3D bounding
boxes from raw point cloud. Lan et al. [42] add a decomposition-aggregation module
modeling local geometry to extract the global feature descriptor of point cloud. Limited
by initial 2D box proposals, those methods yield low performance when objects are
occluded. In contrast, POIntRCNN [43] generates 3D proposals directly from point cloud
instead of 2D images. The recent STD [44] attempts to re ne the detection boxes in a
coarse-to- ne manner. However, all those methods are computationally expensive due to
the large amount of data points to be processed.

Multi-view 3D Detectors. MV3D [55] is proposed to fuse multi-view feature maps for

the generation of 3D box proposals. Following [55], Ku et al. [56] explore high resolution
feature maps to compensate the information loss for small objects. These methods address
the feature alignment between multi-modality in a coarse level and are typically slow.
Liang et al. [57] design a continuous fusion layer to deal with the continuous state of
LiDAR and the discrete state of images. Later, [58,59] leverage different strategies to
jointly fuse related tasks to improve feature representation.

Voxel-based Detectors Recently, there is a trend of using regular 3D voxel grids to
represent point cloud such that the input data can be easily processed by the 3D/2D
convolution networks. Among those, VoxelNet [46] is the pioneering work of performing

voxelization on the raw 3D point cloud. To improve its ef ciency, Second [47] adopts
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Sparse Convolution and speeds up detection process without compromising the detection
accuracy. PointPillars [45] dynamically converts the 3D point cloud into a 2D pseudo
image, making it more suitable for the application of the existing 2D object detection
techniques. In [48], Ye et al. design a new voxel generator to preserve the information
loss along the vertical direction. Building upon voxel-based detectors, our model captures
richer information of objects by re ning their feature representations at a second stage
guided by the point cloud density and ultimately improves the detection results.

There are several recent studies [60,61] focusing on fusing the voxel-based features
with PointNet-based features in order to extract more ne-grained 3D features. InfoFocus
is complementary to these techniques and can be further applied on top of them. WYSIWYG [49]
is the most related method to our approach since we both drive the model to encode
visibility information. However, instead of using a separate branch to generate the hidden
invisibility representation, our method directly aggregates the valuable point-wise features

together from existing backbone network to re ne the proposals in an end-to-end manner.

2.3 Proposed Approach

The proposed framework is illustrated in Fig. 3.2, which consists of a deep feature
extractor followed by a two-stage architecture. The deep feature extractor containing
a Pillar Feature Network and a DCNN, converts the input point cloud to representative
feature maps. Speci cally, the Pillar Feature Network divides the whole space into equal
pillars and generates the so-called pseudo images [45]. The pseudo images are then

processed by the DCNN to obtain the feature maps which are shared by the two stages,
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Figure 2.2: The proposed 3D object detection framework. It consists of three parts:
Deep Feature Extractor(DFE), Region Proposal Network, and InfoFocus. InfoFocus
contains three modules: Pol Pooling, Visibility Attentive Module, and Adaptive Point-
wise Attention Module

i.e., Region Proposal Network (RPN) and InfoFocus. The RPN generates the initial
coarse bounding box proposals that are re ned by InfoFocus, with dynamic information

modeling. Note that our Deep Feature Extractor and RPN follow the setting of [45].

2.3.1 Deep Feature Extractor

Deep Feature Extractor is composed of two parts: 1) voxelization using Pillar
Feature Network that converts the orderless point cloud into a sparse pseudo image via
a simpli ed PointNet-like architecture and 2) feature extraction using DCNN to learn
informative feature maps.

Pillar Feature Network. The Pillar Feature Network operates on the raw point cloud,
and learns point-wise features for each pillar. After voxelizing raw point cloud into evenly
spaced pillars, we randomly samepoints from each non-empty pillar and then obtain

a dense tensor with the sizedf P N, where D indicates the information dimension

of each point, P denotes the number of non-empty pillars, and N denotes the number of

points in each pillar. The Pillar Feature Network utilizes a PointNet-like block to learn a
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multi-dimensional feature vector for each pillar. The pillar-wise features are encoded into
a 2D pseudo image with the shapadf L C, whereW andL indicate the width and
length of the pseudo image, a@dis the channel of the feature map.

Deep Convolution Neural Network (DCNN). DCNN learns feature maps from the generated
pseudo 2D image. The DCNN uses conv-deconv layers to extract features of different

levels, and concatenates them to get the nal features from different strides.

2.3.2 Region Proposal Network (RPN)

The RPN takes the feature maps provided by DCNN as inputs and produces high-
quality 3D object proposals. Similar to the proposal generation in 2D object detection,
anchor boxes are prede ned at each position and proposals are generated by learning the
offsets between anchors and the ground truths. To handle different scales of objects, a
dual-head strategy is adopted. Speci cally, the small-scale head takes features from the
rst conv-deconv phase of the DCNN, while the large-scale head takes the features from

its concatenation phase.

2.3.3 InfoFocus

The InfoFocus serves as the second stage of our framework, which takes the candidate
proposals from RPN and extracts features of objects in a hierarchical manner from the
feature maps produced by the DCNN. Speci cally, given each 3D object proposal, InfoFocus
dynamically focuses on the informative parts of the feature maps by gradually emphasizing

the representative Pols in the following three steps: 1) the edge points are selected out
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from the whole proposal region by Pol Pooling; 2) Visibility Attention module emphasizes
on the informative points according to their relative visibility to the LIDAR sensor and 3)
in the Adaptive Point-wise Attention module, the features of the visible points are further
weighted adaptively. The re-weighted features of the visible points are then fused to form
the nal representation of the proposal, on top of which two fully-connected layers are
utilized to predict the re ned box.

Pol Pooling. When representing a 3D proposal, the most intuitive way is adopting the
commonly used strategy in the two-stage 2D object detectors, i.e., Rol Pooling (see
Fig. 2.3 left). However, unlike the 2D images that have densely distributed information
over the region proposals, the 3D point cloud mostly resides on the object surface which
results in non-uniform information over the regions (most information locates on the
edges of proposals).

The proposed Pol pooling is illustrated in Fig. 2.3 (right). Instead of equally
sampling points over a region of the feature maps, we focus on sampling the points on
the informative parts including four corners, the center point and key-points on the edges.
Note that we consider the center position as an additional useful signal since it is likely to
capture the semantic-level information.

We rst project the 3D proposal to the birds' view coordinate system.ggep;; p.
andps represent the positions of top-left, top-right, bottom-right, and bottom-left corners
of a proposal on the pseudo image, respectively@ndenotes the center point. Along

each edgen more key-points are uniformly sampled. For example, for the top edge

n+l j
n+1

betweerp, andp;, the position of a sampled key-poky;, = ( po-ir+ pa

n+1

), whergj
isanintegerand | n. Tothisend(5+4 n) Pols are obtained. A high-dimensional
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Figure 2.3: Rol Poolings. Pol Pooling. The grid represents the feature map, and the
dots denotes sampling points of interest. Rol Pooling samples the whole box, while Pol
Pooling focuses on the key-points from edge-of-interest

feature is extracted for each Pol according to its relative position on the feature map and
then we obtain a feature sBp,; = ffP*;f5%; :::;fﬁopli g, WhereNp,i = (5+4 n)
representing the number of selected Pols within the considered region.

Visibility Attentive Module . Severe self-occlusion typically occurs in point cloud, but

is ignored by most of the existing methods. The Visibility Attentive Module (see Fig.
2.4 left) is proposed to mitigate this issue by focusing on the information provided by the
visible parts of objects. We argue that visible regions contain more useful information
than the occluded ones. Formally, we propose to re-weight features of Pols according
to their corresponding visibility by exploiting the geometric relationship between the
proposals and the LiDAR sensor in bird's eye view. As shown in Eq.R,l,denotes

the updated feature set, Wheli’\E.’i indicates the visibility score of theh Pol. Different
weighting strategies can be used and we use a hard attention strategy in this work for its
simplicity, that is assigning™ = 1 if the ith Pol is visible and/"* = 0 otherwise. In

other words, we only take Pols on the visible edges to represent the proposal.

Fus = FFP% VRO £00 W% R Vi g (2.1)
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For the consideration of model ef ciency, a simple yet effective method is used to
estimate the visibility of points in the bird's eye view. To gure out the sides of proposals
facing to the sensor, we rst compute the distance of each corner to the LiDAR sensor and
determine the one that is closest to the sensor. Then, we consider the two edges passing
this closest corner as the visible edges and the other two as the occluded ones.
Adaptive Point-wise Attention Module. Pol Pooling and Visibility Attentive Module
are motivated by the nature of the non-uniform density of point cloud. However, two
points may offer different amount of information even though they are all visible by the
sensor. Adaptive Point-wise Attention Module provides the exibility for the visible Pols
to contribute unequally to the prediction. Suppésg = ff})s;fys; :::;fmijs g indicates
the feature set of visible Pols. Adaptive Point-wise Attention Module learns an attention
weight, w;, for eachf Vs adaptively for the next-step feature aggregation. Speci cally,

a shared fully connected (FC) layer with sigmoid as the activation function is used to
learn the attention weights, formally expressedvds = Sigmoid(Wf\"s + b). We
useFq = fF; 3% 180 g to represent the re-weighted feature set of visible Pols
updated using,is and the attention weights, whefr@* = fVs yVis,

The nal representation of each proposal aggregates the features of its visible Pols.
Let ey; €1; & ande; denote the top, right, down, left edges of a proposal, respectively.
We rst computef £ by applying max pooling to all the visible points @n Then, the

nal representation is obtained Byjjf {jjf 5jjf 5jf £, wheref P indicates the feature of the

center point angj indicates concatenation.
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2.3.4 Loss Function

Given the output Pol feature representation from the aforementioned three modules
topped by fully-connected layers, the head network consists of three branches predicting
the box class, localization and direction. The ground truth and anchor boxes are parameterized
as(x;y;z;w;l; h; ), where(x;y; z) is the center of boxw; |; h) is the dimension of box,
and is the heading along the z-axis in the LIDAR coordinate system. The box regression

target is computed as the residuals between the ground truth and the anchors as:

3 th Xa' 3 ygt ya. B th Za.
4 x = F 4y = F 4z = ha
wet ot hat
4w =log(_ )41 =log(17)i4 h=log(+2); (2.2)
4 = gt a

wherex9 and x? refer to ground truth and anchor box respectively, dhd=
(wa)2 + (12)2. To deal with severe class imbalance problem in the dataset, we adopt the
focal loss [11] for the classi cation loss. Smooth L1 loss [53] is used for the regression
loss. In addition, to compensate for direction prediction missing in the regression, we
adopt a softmax classi cation loss on orientation prediction.
Similar with that of the vanilla PointPillars network [45], we formally de ne a

multi-task loss for both stages as threefold,

1

Lstage,i = N_( cIsI—cls,i + regl-reg,i + i I—dir ,i); (23)
pos

32



Figure 2.4: Left: illustration of the Visibility Attentive Module. We compute hard
attention for each sampled point depending on whether it is visible to the sensor. We
also show the visibility map on the bottom left. Points on the blue line are visible while
points on the orange line are invisible. Right: the architecture of the Adaptive Point-wise
Attention Module. The point-wise attention is generated using a fully connected (FC)
layer followed by a Sigmoid function. The input of FC layer is the feature of each point

where i could be either RPN or InfoFocus stafg,s refers to the number of
positive anchors andys; reg; dir are chosen to balance the weights among classi cation

loss, regression loss and direction loss.

2.3.5 Comparisons with Existing Approaches

Point-based ApproachesOur framework uses PointNet to extract features from equally
divided sub-grids and employs a DCNN to generate 2D feature maps while point-based
techniques [40—43] only use PointNet as its backbone. Both our approach and point-based
approaches apply two-stage architecture to infer objects. Meanwhile, we both sample
features considering the distribution of point cloud. However, compared to PointNet,
InfoFocus is more computationally ef cient without performance degradation.
Fusion-based Approaches Fusion-based detectors [60, 61] make use of both RGB
images and point cloud data for 3D object detection. InfoFocus is much faster than fusion-

based approaches, since they contain two backbones to process multi-view sources and
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are heavily engineered. On the other hand, InfoFocus also achieves competitive results
compared to fusion-based approaches.

Traditional Voxel-based Approaches Our method shares the similar backbone as the
existing voxel-based architectures [45—-48]. However, previous voxel-based detectors
pay less attention to the distribution of LIDAR data that most 3D point cloud locates
on the surface of the objects. Our proposed Pol Pooling, Visibility Attentive Module,
and Adaptive Point-wise Attention model the non-uniform point cloud using dynamic
information focus. First, the Pol Pooling decreases the sampling from the inside of objects
where few points locate. Next, the Visibility Attentive Module eliminates the noise from
the back of objects where points are occluded. Last, we apply the Adaptive Point-wise
Attention to learn the focus on each sampled points. Jointly, these modules contribute

signi cantly to the superior performance of InfoFocus.

2.4 Experiments

Our method is mainly evaluated on the nuScenes dataset [50] which is considered as
the most challenging 3D object detection benchmark. We rst present our implementation
details. We compare with the existing approaches both quantitatively and qualitatively.
Then, extensive ablation studies are conducted to demonstrate the effectiveness of each
designed module. Last, we analyze the inference time and the desired speed accuracy

trade-off provided by our method.

34



2.4.1 Dataset and Evaluation Metric

NuScenes [50] is one of the largest datasets for autonomous driving. There are 1000
scenes of 20duration each, including 23 object classes annotated with 28,130 training,
and 6,019 validation samples. We use the LIiDAR point cloud as the only input to our
method and all the experiments follow the standard protocol on the training and validation
sets. Of cially, nuScenes evaluates the detection accuracy across different classes, based
on the average precision metric (AP) which is computed based on 2D center distance
between ground truth and the detection box on the ground plane. In details, the AP score
is determined as the normalized area under the precision recall curve above 10%. The nal
mean AP (mAP) is the average among the set of ten classes over matching thresholds of

D = f0:5; 1; 2; 4g meters.

2.4.2 Implementation Details

We integrate InfoFocus into a state-of-the-art real-time 3D object detector [45]
to improve the detection performance without largely compromising speed. Closely
following the codebaseecommended by the authors of PointPillars [45], we use PyTorch
to implement our InfoFocus modules and integrate it into vanilla PointPillars network.
More details will be introduced in the supplementary materials.

RPN. For each class of objects, the RPN anchor size is set by calculating the average of all
objects from the corresponding class in training set of nuScenes. In addition, the matching

thresholds are based on the custom con guration following the suggested codebase. 1,000

https://github.com/traveller59/second.pytorch.
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proposals are obtained from RPN, on which NMS with a threshold of 0.5 is applied to
remove the overlapping proposals for both training and inference. The nal top-ranked
300 proposals are kept for the InfoFocus stage to simultaneously predict the category,
location and direction of objects during both the training and inference.

InfoFocus. The second stage is our proposed InfoFocus. The three novel modules process
object-centric feature sequentially based on the initial bounding box proposals from RPN.
The number of sampled key-points for each edgés set to be 2. Thus, the total number

of Pols,N,qi, is 13, including a center, 4 corners and 2 key-points on each edge. Similar
to RolAlign [33], bi-linear interpolation is used to compute the deep feature from four
neighboring regular locations of each point.

As mentioned before, we apply a max-pool layer to summarize the features of points
along each edge, resulting in 5 features for each proposal, including features from top,
right, down, left edges and the center. When concatenating these features, we always
treat the edge that is closest to the sensor as the top edge. A fully connected layer with a
single node is used to generate point-wise attention weight for each point.

The feature of each proposal is transformed by two consecutive FC layers with
512 nodes each and passed to three sibling linear layers, a box-regression branch, a box-
classi cation branch and a box-direction branch. For the regression target assignment,
anchors having Intersection over Union (loU) bigger than 0.6 with the ground truth are
considered positive, and smaller than 0.55 are assigned negative labels.

Training Parameters. Experiments are conducted on a single NVIDIA 1080Ti GPU.
The weight decay is set to be 0.01. We adopt the Adam optimizer [36], and use a one-

cycle scheduler proposed in [62]. We train our model with a total of 20 epochs as a
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default choice, taking about 40 hours from scratch. For the rst 8 epochs, the learning
rate progressively increases from 3e-4 to 3e-3 with decreasing momentum from 0.95 to
0.85, while in the remaining 12 epochs learning rate decreases from 3e-3 to 3e-6 with
increasing momentum from 0.85 to 0.95. The focal loss [11] with0:25and = 2:0

is adopted for the classi cation loss. The balancing weights for the classi cation, box

regression, and direction losss; req; dir Of both stages are 1, 2 and 0.2, respectively.

2.4.3 Main Results

First, we compare our framework with the state-of-the-art methods on the nuScenes
validation set, including the vanilla PointPillars [45] as our baseline, and recently published
WYSIWYG [49]. As can be seen from Table. 2.1, the baseline has an mAP of 29.5%
with a single stage, while InfoFocus improves it by a massive 6.9%. This demonstrates
the effectiveness of InfoFocus. We also visualize the detection results of our framework
on 2D and 3D BEV images in Fig. 2.5. As shown in Fig. 2.6, compared to the vanilla
PointPillars qualitatively, InfoFocus helps remove the false positives signi cantly and

obtains better results.

Table 2.1: Object detection results (%) on nuScenes validation set
Method car peds. barri. traff. truck bus trail. const. motor. bicyc. mAP
PointPillars [45] 70.5 59.9 33.2 296 250 343 16.7 45 20.0 1.6 29.5
WYSIWYG [49] 80.0 66.9 345 279 358 541 285 75 18.5 0 354
Ours 776 61.7 434 334 354 505 256 83 25.2 2.586.4

In addition, we submit the detection results of test set on the nuScenes test server.
The results show that our method achieves the state-of-the-art performance with inference

speed of 31 FPS, improving the baseline performance by 7% mAP. Note that all methods
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listed in Table. 2.2 are LiDAR-based except that MonoDIS [63] and CenterNet [64] are
camera-based methods. Without bells and whilstles, our approach works better than
WYSIWYG [49]. Considering that our model contains more parameters than the vanilla
PointPillars, we empirically increase the number of the training epoch by 2 times. With
all the others settings the same, our method is improved by 2% mAP on the nuScenes test
set as shown in Table. 2.2 (Ours 2 In total, our method outperforms WYSIWYG [49]

by 4.5% mAP on the nuScenes test set. In the rest of paper, the default setting of training
epochs is adopted. To the best of our knowledge, our framework is superior than all the

published real-time methods with respect to mAP.

Table 2.2: Object detection results (%) on nuScenes test set. Note that MonoDIS and
CenterNet are camera based methods, and the rest are LIDAR based. GQuodscates

2 training time with other settings being the same with Ours
Method car peds. barri. traff. truck bus trail. const. motor. bicyc. mAP

MonoDIS [63] 478 37.0 511 487 220 188 176 7.4 29.0 245 304
PointPillars [45] 68.4 59.7 389 308 230 282 234 41 27.4 11 305
SARPNET [48] 599 694 383 446 187 194 180 116 298 142 324
CenterNet [64] 536 375 533 583 270 248 251 86 29.1 20.7 338
WYSIWYG [49] 79.1 65.0 347 288 304 466 401 7.1 18.2 0.1 350
Ours 772 615 453 404 315 441 359 938 25.1 4.B87.5
Ours 2 779 634 478 465 314 448 373 107 29.0 6.139.5

2.4.4 Ablation Studies

To understand the contribution of our major component to the success of InfoFocus,
Table. 2.3 summarizes the performance of our framework when a certain module is
disabled, including Pol Pooling, Visibility Attention Module and Adaptive Attention
Module.

Pol Pooling. To investigate the effect of Pol Pooling, we simply add the Pol Pooling on
top of the vanilla PointPillar. This baseline introduces 3.0% mAP improvement. However,
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Table 2.3: Ablation studies on nuScenes validation set. "Vis. Att” and "Adp. Att.” refer
to Visibility Attention Module and Adaptive Attention Module, respectively

PolPool Vis. Att.  Adp. Att. mAP
29.5
X 325
X X 34.8
X X 34.8
X X X 36.4

when we vary the number of pooling key-points on each edge, we see that our framework
with four key-points (i = 4) on each edge degrades slightly by 0.8% mAP than that of
two key-points (| = 2). A possible reason is that the higher number of samples along
each edge might bring more noise which harms the detection performance.

Visibility Attention . We further add the Visibility Attention module to Iter out invisible
edges before Pol pooling. Table. 2.3 shows that when using the features from two visible
edges, the mAP resultis improved by 2.3% mAP comparédseline+PolPoal Generally,

the visible parts of objects correspond to their sides closer to the LIDAR sensor, thus they
may capture richer information. By applying visibility attention, our method focuses
more on the representative information which results in better performance.

Adaptive Point-wise Attention. Without the Adaptive Point-wise Attention module, the
framework naturally allows the same weight for each Pol feature. As we can see in
Table. 2.3, when adding this module, the resulba$eline+PolPooimproves by 2.3%

MAP and that obaseline+PolPool+Vis.Att.improves by 1.6%. These results suggest
that the Adaptive Point-wise Attention module helps emphasize on useful points which
leads to a better performance.

Rotated RolAlign Comparison. One widely considered way to extract the region-wise
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Table 2.4: Inference time of 3D object detectors. Note that inference time for the baseline
here is the network reproduced by ourselves

Method Input Format mAP Inference Time (ms)
Baseline [45] LiDAR 30.5 26.9
MonoDIS [63] RGB 30.4 29.0
SARPNET [48] LiDAR 32.4 70.0
Ours LiDAR 37.5 32.9

Figure 2.5: We visualize the detection results on nuScenes with 2D and 3D BEV images.
On the top, we demonstrate the 2D images with the 3D bounding box annotated, while
the BEV of LIiDAR with ground truth (red) and detection (blue) box are shown on the
bottom. Note that the line in the frame denotes the direction of the object

features in the two-stage architecture is RolAlign [33]. So, it is intuitive to compare with
this strategy under the setting of 3D object detection. We implement rotated RolAlign
(RRol) operation [65] to compensate for the rotated bounding box, since in our case they
are often not axis-aligned. We conduct experiments exploring two different pooling sizes,
4 4 (pooled length and pooled width), aBd 4 with 4 sampled points in each bin. One

of the reasons that we u8e 4 is that most of the objects like car and bus's length is
larger than their width. With all other implementations the same as InfoFocus, Table. 2.5

presents detection results utilizing the rotated-Rol with different pooling sizes. Compared
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