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Multi-Agent Autonomous Decision Making, especially Multi-Agent Reinforcement Learn-
ing (MARL), is an emerging area of Artificial Intelligence (AI) where autonomous agents inter-
act with each other, fostering competition and/or cooperation. These Al agents can be useful to
solve real world problems like Augmented Reality, Recommender Systems, Supply Chain Or-
chestration, Climate Conservation, Self-Driving Cars, Sports, Interdiction Games and Real-time
Guidance of Cooking, Education, Manufacturing and Robotic Tasks. Challenges of Al Agents
include efficiently scaling to multiple agents, solving coordination problems and understanding
agentic behavior.

My Ph.D. thesis has the objective to develop and deploy efficient Multi-Agent Al algo-
rithms, for real-world decision making problems. To begin with, a Multi-Agent approach can

be used to model the Human-Al Alignment problem, a major challenge to rapidly deploy Al



models. Mis-alignment challenges exist in current Al models like ChatGPT which face serious
challenges to plan or reason like performing a 4-digit multiplication of two integers. Concepts
from MARL like ad-hoc coordination help humans and autonomous agents to communicate the
goals of each planned step correctly and explicitly reason about the strategies humans may uti-
lize when attempting to shape the behavior of Al model agents. These kinds of communications
are not often efficient or robust with increasing scale of AI Agents and need theoretical results
for efficient Agentic behavior. I have provided formal guarantees for successful and reliable co-
operation of Al agents with populations of socially intelligent agents, defining agentic behavior
with game-theoretic notions of consistency and compatibility. Al agents cooperate in the above
settings with populations of socially intelligent agents that are individually rational while also
reliably coordinating with other group members in a general-sum Bayesian game. The Al agents
face challenges generalizing from previous interactions that can help them to cooperate with a
new partner drawn from such populations. It is theoretically shown that just these assumptions
are insufficient to select an Al agent’s strategy that achieves zero-shot coordination with any
member in the socially intelligent population, which can be addressed by a proven upper bound
on the sample complexity to learn a successful cooperation strategy, based on observing inter-
action among members of the target population. Lower bounds are derived to show when the
Multi-Agent cooperation setting is needed with respect to the populations’ trajectories, the state
space and the length of the learning episodes. These bounds under the assumption of consistency
and compatibility are proven to be stronger than a “naive” reduction of this cooperation problem
to one of Imitation Learning.

My thesis then shows that such collaborations of AI Agents in Alignment with human goals

can have real-world applications like with Augmented Reality and Self-Driving Cars. Multimodal



vision-language Al Agents can assist humans proactively by determining when and how the Al
Agent will autonomously intervene in real-time to cooperatively solve day-to-day tasks. Aug-
mented Reality (AR) gadgets with distributed edge computing use cases, be it a smartphone or a
wearable device, can lead to a major improvement of the user experience in solving procedural
day-to-day tasks by introducing egocentric multimodal (audio and video) observational capabil-
ities to Al agents. These AR capabilities help the Al Agents to see and listen to users’ actions,
thus relating to multimodal capabilities of human users. Current Al Agents, be it Large Language
Models (LLMs) or Multimodal Vision-Language Models (VLMs) are mostly reactive in nature,
where the Al models cannot take an action without waiting for the human user’s vision-language
prompts. Proactivity of AI Agents helps the human users to detect and correct any task mistakes
by providing more autonomous assistance, encouraging users when they do tasks correctly or
simply engaging in conversation with users - akin to a human teaching or helping another human
user. I have created a YET to Intervene (YETI) multimodal agent that focuses on the research
question of identifying circumstances in real-time that may require the Al agent to proactively
intervene. My trained YETI agent can understand when it can intervene in a conversation with
human users to help them correct mistakes on tasks, like cooking, using Augmented Reality.
YETI learns scene understanding signals based on interpretable notions of Structural Similarity
(SSIM) on consecutive observed video frames. It also learns the alignment signal to identify if
the video frames corresponding to users’ actions on the task are consistent with their expected
actions. These signals are used by the Al Agent to determine when it should proactively inter-
vene. I compare the YETI results on the instances of proactive intervention to the HoloAssist
multimodal benchmark for an expert agent guiding a user to complete procedural tasks. Control

problems for autonomous Al agents, especially safety-critical applications such as autonomous



vehicle control, require robust decision making frameworks to ensure safe navigation in such
complex and dynamic environments. This necessitates approaches such as Agentic Model Pre-
dictive Control (MPC), which can anticipate future problems and plan for them accordingly. A
novel framework has been introduced that integrates MPC with Multimodal VLMs in order to
enhance the ability of autonomous vehicles to navigate and respond to real-world scenarios with
the ability to take fine-grained actions.

Multi-Agent Al can be pervasive in real world applications, given the foundation of humans
and other technological agents to interact with each other, strategize and perform a task. In my
thesis, I show that MARL can help to strategize mitigation strategies for climate conservation
problems like deforestation mitigation by improving the prediction of deforestation hotspots in
Indonesia, one of the two major rainforests in the world. I also share the modeling of another
application of Multi-Agent Al collaboration in Supply Chain Orchestration, creating a simulated
environment that is cognizant to seasonal demand and cold chains with improved exploration
of strategies to maximize profit. I have created a new intrinsic reward signal, helping to save
unnecessary interactions among Al Agents planning inventory in Supply Chain warehouses.

These real-world applications motivate the need to understand why the Al Agents behave
the way they do which is addressed with Explainable AI (XAI) agents by addressing the question
of which XAI methods should be recommended, subject to user agent goals. Explaining the be-
havior of Al models becomes important in the context of different factors including their training
and inference speed that can determine end-users preferring an AI model over another. MARL
has been applied to Explainable Al (XAI) problems using a Multi-Agent RecSys to recommend
Explainable AI (XAI) outputs for different Al models that can serve the objectives of the model’s

users for building trustworthy safe AI. Goal-Conditioned RL can be applied to model Al users



learning XAl outcomes as per their preferences. Research on learning to visualize semantic rep-
resentations satisfying user objectives provides motivation to improve the visualization of XAl
methods satisfying the objectives of different users as targets with MARL representations. To
represent MARL targets, much of the control problem can be abstracted for deployment in real-
world settings like interdiction games, with a much simpler game theoretic problem. Multi-Agent
Al algorithms also help to prune Al model parameters across model layers for ef cient learning.
As with humans, a large number of Al agents can take a long time to learn strategies
jointly. Multi-Agent RL can be pretty slow with increasing scale of agents. To address this, it is
shown that the JAXMARL library leverages JAX-enabled hardware acceleration that can make it
12,500x faster over existing libraries in 8 popular MARL environments. The effectiveness of Al
Agents can be improved by a combination of the proposed Multi-Agent Reinforcement Learning,
Imitation Learning, Model Predictive Control, and Computational Game Theoretic algorithms in

solving problems in real world and simulation environments.
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Chapter 1: Introduction

Multi-Agent Autonomous Decision Making, especially Multi-Agent Reinforcement Learn-
ing (MARL), is an emerging area of Arti cial Intelligence (Al) where autonomous agents inter-
act with each other, fostering competition and/or cooperation in real world problems like climate
change, supply chains, self-driving cars, sports, interdiction games, war games among other uses.
My PhD research has been arranged on the research works that | have already carried out
and published along with formal research in the eld of Al Agents as discussed below. My thesis
research addresses challenges in fundamental Computer Science domains with the opportunity
of Al Agents, including Robotic Agents, Augmented Reality with Al Agents, Self-Driving Cars,
Climate Conservation, Supply Chain Orchestration and Explainable Al Agents. My PhD thesis
research offers solutions to these real-world as well as simulation problems with an Algorith-
mic paradigm of Agentic Al unifying relevant Multi-Agent Reinforcement Learning, Imitation

Learning, Self-Supervised Learning, Game Theoretic and Model Predictive Control Algorithms.



1.1 Alignment and Social Cooperation of Autonomous Al

Agents

Human-Al Value Alignment has emerged as a central challenge in the rapid deployment of
Arti cial Intelligence (Al). In many applications like Large Language Models (LLMs) or Vision
Language Models (VLMSs), the goals and constraints for the Al model's desired behavior are
known only to a (potentially very small) group of humans, during large-scale pre-training of these
models. The objective then is to develop mechanisms that allow humans to communicate these
goals both ef ciently and reliably to Al agents like LLMs prior to their deployment. This requires
explicitly reasoning about human strategies for shaping the behavior of Al agents, and how these
strategies are derived from the humans' prior beliefs about the Al's own learning process. In
my PhD thesis, the alignment problem has been viewed in Chapter 2 from the perspective of
Multi-Agent Systems (MAS) by formalizing Al Agency and introducing the Arti cial Social
Intelligence Framework (ASocl) in Section 2.1. Existing research shows that modeling just good
rewards are not suf cient to model this zero-shot coordination problem as it can solve capability
mis-generalization without addressing goal mis-generalization. The modeling of alignment as
ad-hoc coordination in the ASocl framework helps to address this formally while ensuring an
ef cient alignment framework for Multi-Agent cooperation between an Al Agent and any agent
in a socially intelligence population, which existing works do not address. | introduce the game-
theoretic background of Social Intelligence with Consistency and Compatibility in Section 2.2
which helps to set-up a notion of feasible cooperation when the user goals (types) are initially

unknown or private. To make sure that an Al Agent can effectively assist users with ef cient



exploration, a theoretical framework for Assisted Exploration of Socially Cooperative Agents to

ensure alignment has been provided in Section 2.3.

1.2 Learning to Cooperate in Populations of Socially Rational

Agents

It is critical for an Al which is deployed in the real to cooperate with other humans and Al
agents if that Al is to successfully align to many applications, especially when the goals of the
other agents are initially unknown as shown in Chapter 2. A natural aim is to design Al agents
that can reliably adapt to their current socially intelligent human partner's strategy. The human
partner is likely to be just as adaptable as the Al itself and this may render cooperation impossi-
ble. An environment has been considered in Chapter 3 where an Al must learn to cooperate with
an existing population of socially intelligent agents that are individually rational and at the same
time reliably cooperating with any member of the population in a nitely repeated two-player
general-sum Bayesian game. The challenge for the Al is to generalize from previous interactions
that allow it to cooperate with a new partner drawn from this population. My thesis provides
lower bounds on sample complexity for such cooperative settings, highlighting the need for suf -
cient data covering initial interaction histories (like handshake protocols). My thesis also provides
upper bounds for learning near-optimal cooperation meta-strategies in socially intelligent popu-
lations, which are introduced as imitate-then-commit strategies. The objective of the problem is
modeled as minimizing Altruistic Regret (partner's regret relative to their Pareto-Optimal Nash

Equilibrium (PONE)). These bounds can be much stronger than the sample complexity bounds



for "naive" methods that treat the zero-shot coordination problem of the Al Agent with a member

of the socially intelligent population as one of imitation learning or reinforcement learning.

1.3 Social Cooperation in Conversational Al Agents

The theoretical guarantees of Social Cooperation in Chapter 3 motivates investigation of
using these bounds to help train conversational Al Agents in Chapter 4. These Al Agents have
to maintain long-term interactions and cooperation with collaborating human agents whose goals
are unknown to begin with. Reducing this cooperation problem to be done with imitation learn-
ing is infeasible as imitation learning has statistical challenges when state spaces get too large
and time horizons get too long. These formal guarantees can be used for conversational Al
Agents. cooperating with socially intelligent populations with the assumptions that 1) members
of the population are individually rational, and 2) any two agents in the cooperative setting can
achieve performance comparable to a Pareto-optimal Nash equilibrium. These guarantees are
in the of ine cooperation setting where the agents must cooperate with unseen settings in the
population to strategize against and manipulate no-regret policies. The complexity analysis and

formal bounds can be helpful to ensure alignment of such conversational Al Agents.

1.4 Multimodal Vision-Language Proactive Al Agents for

Augmented Reality

With the above introduction of Arti cial Social Intelligence and Social Cooperation the-

oretically, it is imperative to explore such interactions in the real world which deals with Mul-



timodal Vision-Language Al Agents that assist humans in their daily tasks. As Multimodal Al
Agents have grown in popularity, one limitation they face is being reactive to user needs by wait-
ing for users to ask questions, rather than proactively anticipating those needs which is often
needed for educational or industrial settings. The weak autonomy of reactive Al Agents, needing
a human to ask a query, is especially pronounced in smart devices like Augmented Reality envi-
ronments where the user may be in a wide variety of real-world scenarios where help from the
Al Assistant would be helpful but the user Agent either cannot explicitly ask for assistance or is
not aware they need assistance. In Chapter 5, | highlight YET to Intervene (YETI) Agents, which
detect when and how to proactively intervene to assist users. Compared to the HoloAssist [319]
baseline method, YETI has a better performance in online detection of more ground truth proac-
tive interventions with comparable precision and higher recall, setting the stage for multimodal

Augmented Reality Al Agents to proactively intervene.

1.5 Model Predictive Control to Guide Self-Driving Cars

Another application is the classical Multi-Agent problem of Autonomous Vehicles, as each
vehicle must be aware of pedestrian, obstructions and vehicle agents to operate safely. Model
Predictive Control from control theory is a widely used solution to have safety constraints, but
fail to generalize in some cases, while modern multimodal Al technology has powerful semantic
understanding capabilities but is prone to hallucinations. In Chapter 6 Agentic Multimodal Model
Predictive Control, a framework to integrate the two, informing classic Model Predictive Control
settings with insights from low-latency Vision-Language Models can be helpful to enable ne-

grained control for such agents.



1.6 Other Real World Applications of Multi-Agent Al

More real world use cases of interacting Al Agents are shared in Chapter 7. The present
work is focused on the climate conservation problem of deforestation with the goal of learning
a MARL environment that can lead to exploring effective strategies to mitigate deforestation.
The MARL environment is modeled on the prediction of attacks on tree cover, a green security
asset, in sub-national regions of Indonesia using a boosted Decision Tree Classi er, the BoostIT
algorithm in Section 7.1. A boosted Decision Tree Classi er takes minimal resources to build,
is accurate in its predictions, and is scalable for the sake of expanding on the assumptions made
regarding the drivers of deforestation. Such an algorithm can empower communities to manage
forest resources effectively. Further real world applications of Multi-Agent Al are being pur-
sued on Al Agents to Autonomously Orchestrate in Supply Chains with the Seasonal Trends
for Ef cient Inventory management with Multi-Agent Cooperation (STEIMAC) framework in
Section 7.2 that considers complexities in the multi-echelon global supply chains like seasonal
economic trends, cold-chain shipments, outlier economic trends among others. LLM Agents in
Section 7.3 have been trained for downstream tasks like explanation generation while exploring

personalization to user's requirements.

1.7 Multi-Agent Explainable Al

For real-world use cases, the ability for Al Agents to make decisions that are explainable
and interpretable to User Agents is absolutely essential. At the same time, different User Agents

may have different goals and requirements, even when they are collaborating with other User



Agents. This motivates my research on Goal-conditioned RL to recommend Al explanations,
a Multi-Agent Recommender System to recommend Al explanations, and Interpretable Visu-
alizations for Explainable Al outputs, and Stackelberg Security Games for interpretable target

representations, presented in Chapter 8.

1.8 Speedup and Scalability for Ef cient Multi-Agent Al

Interactions between multiple Socially Intelligent Agents, in Social Cooperation or other
applications as introduced before, can scale exponentially with increasing number of agents and
complex action spaces. A signi cant bottleneck exists during MARL training where environment
execution is CPU-bound and algorithm training is GPU-bound. JAXMARL is the rst open-
source Multi-Agent Al code base as proposed in Chapter 9 that combines ease-of-use with GPU-
enabled ef ciency, and supports commonly used MARL environments and popular algorithms. |
initiated the inter-disciplinary JAXMARL library project with my coding contributions in JAX-
based environments by vectorizing the environment roll-outs and co-locating the agent updates on
the same hardware accelerator (the GPU) for some MARL algorithms. Introduction of Agentic
Populations in Sections 2 and 3 are relevant to my research here to scale MARL algorithms
effectively across agent groups while vectorizing the agent's learned policies. Per-run, JAX-
based Multi-Agent Al training pipeline in JAXMARL experiments is upligy 500 faster than
existing approaches, enabling ef cient and thorough evaluations. The code base is available in
the open-source on Github. Discussions on the work on Speedup and Scalability for Ef cient

Multi-Agent Al have been discussed in Chapter 9 and [256].



Chapter 2: Alignment and Social Cooperation of Autonomous Al Agents

2.1 Multi-Agent Alignment

Human-Al Value Alignment has emerged as a central challenge in the rapid deployment of
Arti cial Intelligence (Al). Mis-Alignmentis an important problem in the development of Large
Language Model (LLM) agents in the real world that can reliably cooperate with rational agents
like humans. In most applications, the goals and constraints for the LLM's desired behavior
are known only to a (potentially very small) group of humans and application-speci ¢ LLM
Agents are reliant on short-term interactions among humans' as training data to communicate.
The objective then is to develop mechanisms that allow humans to communicate these goals both
ef ciently andreliably to Al models prior to their deployment. This requires explicitly reasoning
about human strategies for shaping the behavior of Al agents, and how these strategies are derived
from the humans' prior beliefs about the Al's own learning process. | propose that it is natural
to view the alignment problem from the perspective of Multi-Agent Systems (MAS). | advocate
for the Arti cial Social Intelligence (ASocl) framework, which models humans as populations
of rational agents and can serve as a framework for Aligning LLM agents with human goals,
building on top of fundamental formalization and theoretical bounds provided in Chapter 3. |

present a survey of open alignment challenges in the context of netuning of LLM agents that



cooperate with humans, and in zero-shot learning with LLMs. | then connect these open questions
to concepts developed for the ASocl framework, explicitly modeling human agent's behavior to
establish long-term cooperation with other agents (particularlyatbhoc coordination The
objective of this Multi-Agent alignment framework is to effectively communicate LLM agents'

goals to humans and vice-versa, which can help in improving alignment of LLM agents.

2.1.1 Introduction

Until recently, most work on machine learning (and arti cial intelligence in general) has
sidestepped thalignmentproblem, and assumed that the goals of an Al system are well de ned
for applications like Recommender Systems [16]. With the advent of large language models
(LLMs) that have been netuned with human feedback [229, 232], the process by which human
designers and/or users communicate their goals for Al has become an issue ofimmediate practical
importance. Typically, the interpretation of human-generated data has been based on simple, xed
models of the processes by which such data is generated. These models represent assumptions
about human behavior that, if mistaken, may lead to the training of Al models like LLMs that
aremis-alignedwith human goals. The use of xed models therefore encourages practitioners to
limit themselves to unambiguous forms of communication, such as binary feedback, that admit
safe(r) generative assumptions but convey very little information with each example.

| hypothesize that recent methods and theory for Multi-Agent Systems can be brought
to bear on the problem of human-Al alignment, and that alignment issues in the netuning of
LLMs and other large models represent an important future direction for research on topics such

as Multi-Agent Reinforcement Learning and Game Theory. It has previously been argued that



alignment problems in general can be thought of as cooperative games [129, 148], but this for-
mulation itself does not address the fundamental question of stteiegya human will follow
when teaching an Al. Recently, however, there has been substantial progress on the problem of
ad hoc coordinatiorj213], particularly in the context of Multi-Agent Reinforcement Learning
[53, 284, 304]. These methods address (in many different ways) the problem of cooperating with
an agent whose strategy is unknoapriori. By applying these methods to the alignment prob-
lem, rather than committing to a xed model of human feedback, it may be possible to design (or
train) learning strategies that are robust to the different approaches that humans may take when
teaching an Al model.

The challenge of netuning large language models serves as both motivation for this work,
and as an illustrative example of the broader alignment problem. | rst review approaches to
netuning LLMs, and some of the alignment issues that arise with these methods. | then describe
Multi-Agent formalizations of the netuning problem, and give examples of how speci c align-
ment failures may potentially be addressed using approaches to ad hoc coordination. | conclude
with a discussion of the potential challenges of applying existing methods, and the open research

questions surrounding Multi-Agent approaches to alignment.

2.1.2 Alignment of LLMs

Alignment of Al Models like Large Language Models (LLMs), Vision Language Models
(VLMs), Robotic Transformer (RT) Al Agents among others is a very important objective with
large scale deployment of Al to ensure that the Al and the human goals are closely lined up. This

opens up the learning problem on how humans can communicate their goals to Al effectively

10



to help the Al adapt to corrective feedback. An approach to solve alignment of Al models can
be with an Empowerment objective. Empowerment can be a local and universal utility function
without relying on an in nitely long past experience. This objective function does not require
global knowledge and gives localized feedback to motivate agents survive and evolve quickly
in a smoother tness landscape as de ned in [162]. The behavioral empowerment hypothe-
sis proposed in [259] discusses about the adaptation among agents brought about by evolution
arising from the necessity to maximize empowerment in the absence of speci ¢ goals. How-
ever such assumptions without the representation of human goals can fesdalignedLLMs.
[50] discusses the challenges of empowerment objectives to align Al systems. An instrumental
convergence to empowerment can lead to challenges of differentiating altruistic and sel sh em-
powerment along with relative computational costs, approximation issues, deceptive alignment,
corrigibility, goodharting, identity preservation, coordination advantages and most importantly to
empower whom or what among other challenges.

Different general frameworks of Alignment that address challenges originating from the

empowerment objective discussed above include:

1. Reinforcement Learning (RL) from Human and Al Feedback in Section 2.1.2

2. Imitation Learning in Section 2.1.2

3. Multi-Agent Reward Guided Alignment in Section 2.1.2

4. Representational Alignment in Section 2.1.2

11



RL from Human and Al Feedback

The most common approach to netuning LLMs is RL from Human Feedback (RLHF)
which can be expensive to collect human generated data. RLHF can also introduce biases and
noise to the LLMs objectives among other challenges [55]. LLMs and other Al models can
be netuned with Reinforcement Learning from Arti cial Intelligence Feedback (RLAIF) [13]
which can be helpful to make alignment self-supervised and can help to mitigate challenges
of scaling Reinforcement Learning from Human Feedback (RLHF) to netune Large Language
Models (LLM) [174]. Scaling supervision may be helpful to oversee the behavior of LLM agents
if the supervisor agents' capabilities scale better or similar to the actor agents' capabilities and
the supervisor agents are aligned to a problem's goals. A Chain of Hindsight approach to Al
Alignment [184] transforms different feedback modalities into a sequence of sentences to netune
LLMs capitalizing on the language comprehension skill of LLMs. This approach can be easy to
optimize and can help generalize for speci ¢ tasks like summarization and dialog using different
types of feedbacks with imperfect reward functions.

Relying extensively on feedback to netune Al models like LLMs can still be challeng-
ing to solve for many problems with openended objectives having ambiguous goal representa-
tions where exploration based on internal and external knowledge can be helpful. Reliance on
feedback for alignment can cause challenges in the form of misaligned feedback providers aggra-
vated by over-optimization on human feedback, task misgeneralization, distributional challenges,
oversight issues, lack of diverse feedback among other issues [55]. RLHF Alignment also does
not help in securing against jail-breaking using adversarial prompts including those adversaries

which don't need much compute [209]. The simpler adversarial prompts are transferrable which

12



means that these prompts can be generated by 1 LLM to jail-break another LLM. There are alter-
native alignment approaches for alignment without feedback like LIMA [358] which netunes a
65B LLaMA LLM [301] using a supervised loss on just 1000 curated prompts. Curating these
prompts, however, involves a great deal of human effort, raising similar issues as preference-
based feedback.

Recent work has sought to improve Al safety by modeling Language based games as re-
peated games with debating Al agents using oracle-based learning paradigms [65] which im-
proves best response of Al models given noisy feedback. However this approach does not inves-
tigate general sum games or LLM netuning. It is also data-dependent on the debate interactions
of agents and focuses on a sub-case of LLM agent interactions like debates where a judge agent
can adjudicate and stop the debate that may not be useful in generic cases like mathematical

reasoning.

Imitation Learning

Value Alignment of Al agents has been modeled as a Cooperative Inverse Reinforcement
Learning (CIRL) [129] which is a co-operative partial information game having a human agent
and an Al agent, with the Al agent having no knowledge about the human's reward and both
agents getting rewards from the human's rewards. Optimal Joint CIRL policies can be calculated
using a Partially Observable Markov Decision Process (POMDP) to generate agent behavior like
active teaching or active learning which helps to ensure Alignment. Few-shot Imitation Learning
can be helpful for Al agents to learn domain general social skills like cultural transmission [34]
that can in-turn help agents to acquire, aggregate, update and adapt skills and knowledge along

generation. An autonomous approach of real-time imitation of humans without collecting human
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feedback can be helpful as one of the stepping stones to align Arti cial General Intelligence
(AGI).

The Bayesian Inverse Reinforcement Learning (IRL) framework can be generalized to in-
verse contextual bandits where the expert policy may change over time as the expert learns about
the task domain [142]. It appears to marginalize over the the expert's own observations and cor-
responding beliefs about the task environment, which may change over time. Such Bayesian IRL
experiments have been performed for autonomous decision making on organ allocation (liver
transplants) with the goal being to understand (and explain) how the decision making process for
organ allocation has changed over the past three decades. [117] pursues primarily experimental
research on Bayesian IRL in settings where the expert is learning in the environment. An empiri-
cal demonstration is provided giving insights that reward inference can actually be more ef cient
when the expert is learning than when they are simply noisily rational against a known reward
function and environment.

Imitation based Alignment can be helpful to simplify netuning of LLMs instead of ne-
tuning with feedback since imitation does not learn interactions, rather it learns demonstrations.
So, there is not much worry about the exponential complexities arising from Multi-Agent inter-
actions. However, there are a few challenges in getting good demonstrations or trajectories of

agent behavior.

Multi-Agent Reward Guided Alignment

An important aspect of communicating reward models during the LLM netuning would be
to look into sparse rewards for real world applications. To overcome challenges of training Multi-

Agent cooperative Al in a decentralized manner with sparse rewards, a self supervised intrinsic
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reward functionELIGN Expectation Alignment [199] can be used to train agents for matching
their neighbor's expectations better than curiosity-driven exploration. This approach of training
Multi-Agent systems is motivated by the idea of self-organization in Zoology and allows agents
to learn without any centralized training or external rewards as demonstrated in the Multi-Agent
Particle Environments [191] and Google Research Football environments [167]. Learning of
such internal rewards can be helpful to guide agents' behavior across different modalities [159],
like computing similarity of visual outcomes with natural language instructions adaptively in each
time step as the reward signal to address goal mis-generalization. The return-conditioned policies
lead to better generalization than text-conditioned policies which can be improved further with
netuning, highlighting the importance of internal reward representations for multiple agents. An
alternative idea to guide Al policies outside rewards or demonstrations involves iterative steps of
corrections using meta-learning [76] which can help guide Al agents to learn speci c skills. Real
world applications of LLMs and other Al models can be context dependent where guiding the Al
agents' behavior can depend on a hybrid combination of internal reward representations along
multiple dimensions or instruction sets with meta-learning depending on the speci cations and

constraints of the problem being solved by Al.

Representational Alignment

Representations of human goals are essential to communicate reward models for different
objectives while netuning LLMs. Representational alignment involves investigation of agree-
ment among multiple agents and how the agent representations can be updated to better match
with other agents, as motivated from diverse research in Machine Learning, Cognitive Science

and Neuroscience [287]. Challenges of representational alignment involve the lack of a guarantee
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of aligned behavior of agents to solve tasks despite having an agreement of agents, appropriate
similarity measures among agent representations, downstream biases among other issues. Align-
ment can be de ned probabilistically on human representations and representational alignment
can quantify agreement in alignment among agents including humans which can help an aligned
agent to supervise a mis-aligned agent, as shown using information theory [286]. The relationship
between human representations and performance of aligned Al agents on few-shot learning tasks
can be U-shaped [286] and be robust to adversarial attacks and domain shifts as demonstrated
on 491 computer vision tasks. Representational alignment provides an useful framework for my
formulation of cooperative alignment games to measure an agreement of the LLM's interpreted
feedback representations with the human's goal representations.

Even with different paradigms of Al Alignment, there are open research problems in Al
Alignment originating from different failure modes of Alignment which is a research focus to

address with Ad Hoc Coordination based Multi-Agent Alignment.

1. Incorrect generalization to new situations

N

. Ignoring explicit communication in the data itself

w

. Fictitious explanations which can break the ability to verify alignment of Al agents

N

. Self-empowerment goals

5. Hallucination which can originate from "embodiment” representations
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2.1.3 Alignment as a Cooperative Game

Implicit in most approaches to learning from human feedback (or demonstrations, instruc-
tions, etc.) is an assumption about the generative process from which such data arises, and how
that process depends on the goals the Al is expected to learn to atirey of the alignment
challenges discussed above may be addressed by treating this generative processtegya
chosen by the human teacher(s) to shape the Al's behavior. This approach can be identi ed by
two key features: 1) explicitly reasoning about the spacplafisiblehuman strategies, and 2)
assuming that human strategies are (at least approximaagighal with respect to their goals
for the Al's behavior. Previous works [129, 134, 148, 188] have shown the value of explicitly
reasoning about human strategies in interactive learning. [134] in particular nds that human
demonstrations are often more consistent with an intentional teaching strategy than with the tar-
get behavior itself. In [134] it was shown that many different models of human feedback and
demonstration can be reformulated as softmax-rational strategies given the underlying reward
function for the task.

To make things more concrete, | will use tB@operative Inverse Reinforcement Learn-
ing (CIRL) formalism [129], which models interactive learning as a two-player, fully coop-
erative game with imperfect information. An instance of CIRL is de ned by a tugle=
fS;AF;AA T, :R;Po;Hg, whereS is the joint state spaceA™ and A”' are the action
spaces available to the human and Al respectively BndS A" AA 71 (1 S) is the
transition kernel. The key feature of the CIRL model is the spaa# possible reward func-

tion parameters (or “types” in the language of Bayesian games). The joint reward function

1In RLHF, this would be the reward-dependent likelihood over pairwise preferences.
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R:S AF AA 7! < is parameterized by the current type2 , which is only

ever directly observed by the human. At the start of the game, the initial state and &ype
sampled from the pridPy, and the players are allowed to interactlfbtime steps. The ganid
(including the priorPy) is assumed to be commonly known to both the human and the Al. Here

| refer to a speci c instanc® of the CIRL model as aooperative alignment gamand let "

and A correspond to the human and Al respective strategies. As each player may be uncertain
of its partner's strategy (and the Al is uncertain of the tyjpd assume that each player's strategy

depends on the entitastory of states and actions.

2.1.4 Cooperative Alignment for LLMs

In my motivating context of netuning large language models, the Al's stratejycap-
tures the entire learning pipeline, including the generation of candidate responses, and the training
of both the reward model (if one is present) and the language model itself. The problem of de-
signing an algorithm for learning from a given form of human interaction then corresponds to
that of nding a “good” strategy for the Al in the corresponding cooperative alignment game. As
an example, a cooperative alignment game can be de ned for an online version of RLHF with a
single teacher. Here the type spaceould be the parameter space of the reward model, while
the state spac® would consist of possible prompt strings, sampled i.i.d. from some xed distri-
bution. The Al's action spacA”' would consist of the space &ftuples over response strings,
while the human's action spade’ would consist of possible preference orderings over the latest
set of responses. If the reward function is computed based on the quality of the Al's rst response

to each prompt, then the shared goal for both the human and Al is to maximize the quality of the
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Al's responses over a seriesldf prompts.

The standard RLHF [70] paradigm makes the implicit assumption that the human's strat-
egy M ranks responses based purely on their quality under the reward R6ce). Given the
complexity of the response space, however, humans might nd it more ef cient to rank responses
based on how well they address some known de ciency of the model (e.g., consistency of past vs.
present tense) rather than their overall quality. If the Al's strategy fails to take this into account,
such examples may cause it to “unlearn” if they contradict previous examples that were ranked
based on reward alone. On the other hand, if the Al knows the human is using such a strategy, it
can not only resolve these apparent contradictions, but actively cooperate with the human teacher
by providing responses that vary along a single dimension about which the Al is uncertain. The
idea that "preferences” expressed by a human may depend on their teaching strategy can appear
counterintuitive. Nonetheless, empirical studies have demonstrated this phenomenon when hu-
man subjects are asked to teach Al using feedback [188, 200] or demonstration [134]. [134]
shows that humans often provide demonstrations that are sub-optimal, but more informative to

the Al.

2.1.5 Alignment as Ad Hoc Coordination

The example above highlights the central challenge withsthegegicapproach to align-
ment, that is, the uncertainty as to what teaching strategy the human will employ when teaching
the Al. | n recent years, substantial progress has been made in addressing this same problem in
the context of human-Al cooperation. Methods &t hoc coordinatior{(also referred to aad

hoc teamworlandzero-shot coordinatiorseek strategies that can cooperate with partners whose
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strategies are unknovanpriori [213].

In Reinforcement Learning, a number of techniques have been developed to train coop-
erative policies that arembustto possible strategies a partner (human or Al) could follow [53].
Many of these methods focus on building a “population” of partner strategies to train the Al's pol-
icy against, with an emphasis on maximizing the diversity of this population [60, 80, 198, 284].
Other works, focusing on modeling players' mutual uncertainty about one-another's strategies
[304], seek joint strategies that avaly rational under the assumption that there is no prior co-
ordination between the agents [138]. Application of such approaches to human-Al alignment
problems, formalized as cooperative alignment games, represents a promising yet very much
under-explored direction in both Multi-Agent Systems and alignment research.

An ad hoc coordination framework for alignment is based on the intuition that different
strategies in the agents population can correspond to different approaches in interpreting feedback
while netuning LLMs. Ad-hoc coordination can be helpful to automatically generate examples
of human-like interactions that can improve the interpretation of feedback by LLMs while being
deployed rapidly in a large scale. Existing Multi-Agent approaches to alignment require strong
assumptions about the teaching strategies humans follow and also know the common reward
function. My goal is to highlight how recent advances in ad hoc teamwork (AHT) can address
strategic uncertainty and improving reward model communication while aligning the netuning
of LLMs. A reference architecture for aligned ne-tuning of LLMs that leverages approaches
(such as population-based training [147]) which have been widely used in the research domain
of ad hoc teamwork can be used in Multi-Agent Al. Multi-Agent ad hoc coordination is a new
approach to address LLM alignment and has not been used before in this domain of aligning

LLM netuning.
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2.1.6 Formalizing Al Agency

Long-term interactions between a user agent and an LLM Agent are modelleditedya
repeated two-player matrix games with private utilities.classof such repeated games is de-
noted with a tupleG = (1;A; ;G;T) wherel = f1;2gis the set of agents\ is the set of
N pure strategies available to both agents (cadleionshenceforth), is a space of possible
types G is a function that maps an agent's type  to a payoff matrixG( ) 2 RN N, and
0<T < 1 isa xed number of stages. Let = ( ;; ») denote a joint type for both agents.
Then, a speci ¢ instance of a game from this class is giverGpy) = (1 ;A;G( );T) such
thatG( ) = [G( 1); G( »)]is its payoff matrix. Intuitively, an agent's type can be thought to
capture its preferences for how collaborative tasks should be accomplished.

In a singleepisode the agents play3( ) for T stages. Lew! anda? denote the ac-
tions chosen by agents 1 and 2 in stége t T. For mixed strategies °2 ( A),
letG(; % i) = ~G(;) ° Overloada! anda? to also denote the mixed strategies that as-
sign all probability mass to actiorsg anda?, such thatG(al; a?; ;) andG(a};a?; ) are agent
1 and 2's realized payoffs at stage Assume without loss of generality that for all2
G(al = a;a2 = a% ) 2 [0;1];8a;a°2 A . In other words, payoffs are always boundeddri]:

Let H, = (A A )! be the set of histories of length (with Hy = f,g ), and let
H = Stszo Hs be the set of all histories of length at mastThe meta-strategyspace for
an agent is then the space of mappings H 1t 17" ( A), where ( A) is the set of
probability distributions over the action set. A meta-strategy ) maps a type to abehav-
ioral strategy[275, Chapter 5.2.2] that maps histories of play to action distributions, such that

al i( i.hy 1). Denote agerits expected total payoff for following meta-strategygainst °
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2.1.7 Arti cial Social Intelligence

Intuitively, a population of socially intelligent agents should be individually rational, while
also being able to effectively cooperate with one another. This de nition can be formalized by
consistencyandcompatibility Consistencyequires an agemto achieve bounded external regret
regardless of its type or partner. This is called the no-regret property and is necessary for indi-
vidual rationality. Compatibilityrequires that when paired with another agent of the population,
with high-probability the agents will achieve the same expected utility as they would under some
Pareto-ef cient equilibrium strategy of the underlying stage game. Such assumptions have also
been used before to determine successful cooperation of agents [239]. While an LLM Agent
collaborates with a socially intelligent agent in a population sharing the same goal, each agent
in the cooperation may have different priorities, based on human preferences and the internal
reward mechanism of the LLM Agent. A mismatch in priorities can make the user dissatis ed
with the LLM Agent, and so social intelligence (SI) of this nature is crucial for LLM Agents. In
this section | review one possible formal de nition [18] of what it means for an LLM Agent to

be socially intelligent, a concept | terArti cial Social Intelligence(ASocl).

" : P . C
De niton 2.1 (Consistency) Let R®(h; ) = maxaon; o fG(@;a '(h); 1)
G(ai(h); a, '(h); i)g denote the external regret for agénfor ; ;T > 0, an agent 2 f 1; 29
is (; ;T )-consistentf, for all types 2 , andany partner strategy%RieXt(hT; ) with

probability at leasti

LetN( ) ( A) ( A)bethe setof Nash equilibria (NE)& ),andP( ) N ()
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denote the set of Pareto optimal Nash equilibria. A strategy prblg .i 2 P ( ) if and

only if h 4; 2i 2 N (), and there does not exibty; 2% 2 N () such thatG( %; 9; ;) >

G(1; 25 1)andG( % % 2) > G( 25 15 2)- Sothenh ;; ,i is a PONE if it is a Nash
equilibrium of G( )that is notstronglyPareto-dominated by any other Nash equilibrium. A join
payoff pro le similar to a PONE should be achievable if both agents are individually consistent

and willing to cooperate with each other [189]. This intuition is formalized (analogous to [239].

De nition 2.2 (Compatibility). For ; ;T > 0, two agents * and 2 are(; ;T )-compatible
if, when played together, for any joint type, w.p. at leastl ,9h 5 1 2 P () st

P o
17 L.G(i ) G@&;al'; ) ;forbothi =1 andi = 2.

| suggest that the LLM Agent initially observes and emulates interactions of the socially
intelligent agent it is meant to assist with other agents in the same population over a brief horizon
to infer private types of its collaborators. Private types give insights on user behavior, e.g., the
LLM Agent can begin learning how to send emails by observing the user send emails, gradually
piecing together information about the user's type. At rst, the behavior of the LLM Agent may
not be exactly in line with the human's preferences but so long as the Agent's behavior is human-
like it will be an acceptable start. Once the LLM Agent has gathered enough information to
infer the human's type, then it can transition to a type-speci c strategy that is more compatible
with the user. This would allow the user to avoid early hesitation and be more comfortable
interacting with the LLM Agent and continue collaborating with the Agent instead of turning it
off. The formalization of the repeated two-player general-sum matrix games setting is inspired by
replicator dynamics from Evolutionary Game Theory [37, 266]. Here, the replicator dynamics

help to understand the type of the two agents participating in this nitely repeated two-player
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general-sum matrix game.
In the case of LLM Agents cooperating with humans, it makes sense to use a notion of gen-
eral social intelligence that can accommodate a diverse pool of partners capable of collaborating

with each other. To this end, the de nition of Social Intelligence put forth by [18] is used:

De nition 2.3 (Social Intelligence) A setC of agents forms aocially intelligent classv.r.t.
if, for some ; ;T > 0, each agent 2 Cis (; ;T )-consistent forall 2 , and any two
agents; 92 Care(; ;T )-compatible over all joint types . An individual agent is socially

intelligentif it forms a socially intelligent clasé g with itself.

| apply this de nition to a novel setting of LLM Agent and human value alignment. To
see the implications of SI for communication, imagine a cautious employee is paired with one
who needs and values directness. If they belong tbey should be able to identify each other's
types and adapt their communication strategies to avoid individual regret and achieve approx-
imate compatibility. When speaking about social intelligence as it pertains to LLM Agents in
training/ netuning Arti cial Intelligence (Al) algorithms, it is called Arti cial Social Intelligence
(ASocl). The goal is to choose a meta-strategy for the LLM Agent that can communicate and co-
operate with a partner drawn from sort@get populationnearly as effectively as agents from
this population do so with one another. For the class of gaBwes$! ;A; ;G;T), let the target

population be a sef of agents forming & ; ; T )-Sl class with respect to.
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2.1.8 Multi-Agent Alignment Examples

Conversational Recommender Systems

A widely demanded use case of Al agents has been as recommender systems, from lay use
cases in e-commerce to specialized applications in recommending explainable Al methods [16].
LLM Agents present an opportunity to conversationally engage with a recommender system, al-
lowing the user to take the recommendation into a more open-ended direction than a traditional
recommender system [39]. Indeed, many real-world shopping sites, including Amazon and Al-
ibaba, have LLM recommender agents to take advantage of these bene ts.

Because of the potential for harm that misalignment poses in recommender systems, prop-
erly Aligning LLM-based recommender systems to user preferences is of the utmost importance.
In particular, recommender systems have the potential to distort the user's preferences in unde-
sired ways, prioritizing user engagement over user satisfaction [54]. Users can start with mod-
erate preferences but can drift into more extreme choices if the recommender system sees that it
maximizes clicks. With ASocl LLM recommender agents, the user and the recommender agent
can effectively negotiate to bene t the user with recommendations that interest the user without
pushing the user into undesired patterns of behavior. This will allow the user to be satis ed with

their recommendation without suffering any harms from recommended items.

LLM Agents for Web Browsing

When considering real-world use cases for LLM Agents, the World Wide Web (WWW)
is a natural consideration [337]. Deploying Al agents in web environments such as WebShop

has long been a goal for Al researchers [338]. With the advent of LLM Agents, there has been
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rapid advancement in the capabilities of Web Al Agents in understanding not only text-based web
content but visual web content, laying the groundwork for LLM Agents to eventually complete
routine tasks for people such as scheduling meetings, answering emails, researching travel plans,
and lling out forms. Alignment is crucial to prevent unwanted actions from being taken. An
LLM-based Web Agent must not book plane tickets when asked to plan a vacation for the user,
and the agent cannot delete important data when asked to clean up the inbox of a user's email
system. With ASocl, the LLM Web Agent will be able to complete the tasks assigned to them

without straying from the user's priorities of saving money or preserving important information.

Grounding Linguistic Feedback

The potential utility of strategic approaches to alignment can be illustrated by considering
the problem ofgroundingabstract evaluative feedback, in the form of user-de ned labels or
natural language utterances. Consider the problem of teaching a warehouse robot where it should
place pallets as they arrive at the warehouse. To model this as a cooperative alignment game,
let's assume a supply-chain warehouse can be represented as a 2D grid, and let the world state
correspond to the position of the robot (carrying the pallet). At the start of each “interaction”,
the human teacher observes the reward vector de ned over the possible positions of the robot. In
each “episode” of the interaction, a pallet is placed at a random starting position, and the robot
is allowed to takeéH actions, either moving one step in the four cardinal directions, or remaining
in its current position. After each action, the human may provide a feedback signal from the set
E = f "Up", "Down", "Left", "Right" g, indicating in which direction the robot should move
next. At the end of each episode the human-robot team receives a reward corresponding to nal

position of the robot.
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The challenge here is that the robot may not kreoyriori the relationship between the
utterances and its physical environment, and has no “ground truth” signal from the human from
which this might be inferred. The human may be viewing a top-down image of the warehouse, the
orientation of which is unknown to the robot. A human in the robot's place might employ a simple
grounding strategy, standing in a xed location and moving in each of the four directions in turn.
The teacher can provide the utterance corresponding to the previous action, allowing their partner
to infer the correct meaning of each utterancek Ifs replaced with the set of possible natural
language utterances, such a strategy would quickly become intractable to hand-code. Methods for
ad hoc coordination, however, could potentidéarn such grounding strategies for much more
complex scenarios. For example, the “other-play” algorithm [138] might nd such a strategy as
a solution to the correspondingbel free coordinatiorproblem [304]. This example illustrates
how learning from natural-language feedback (as opposed to preference-based feedback) can
be addressed within the framework of Multi-Agent alignment. The correct interpretation of the
linguistic feedback depends on the human's teaching strategy, which could itself be learned over

time [188].

Interpreting Corrective Feedback

An investigation of Alignment Failure Modes of LLMs for Mathematical Reasoning leads
to challenging observations like the LLMs nding it hard to multiply 3 digit numbets.The
LLM makes mistakes in the intermediate single-digit multiplication and addition steps, but is

unable to correct its answer even when these mistakes are pointed out by the human user.

2Here is the interaction of a human with ChatGPT3.5
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Figure 2.1: Human-LLM conversation on 3 digit multiplication starting on the left and continuing
on the right

HUMAN-Al CONVERSATION ON MULTIPLICATION:

USER: What is 482 *7217?

Al: The product of 482 multiplied by 721 is 347,482.

USER: That's incorrect. Justify your response.

Al: | apologize for the mistake in my previous response.

The correct product of 482 multiplied by 721 is 347,482.

| have double-checked the calculation, and it is

accurate. If you have a different result, please let
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%

me know, and I'll be happy to address any concerns

Oor correct any errors.

USER: Justify your response step-by-step

Al: Certainly, let's break down the multiplication of

482 by 721 step by step:

482

721

%

1442 (482 multiplied by 1)

2896 (482 multiplied by 2, shifted one position
to the left)

1442 (482 multiplied by 1, shifted two positions
to the left)

347,482 (Sum of the products)
Therefore, the correct result of 482 multiplied by 721 is
347,482. | appreciate your patience and understanding.
USER: Your 1st and 2nd steps in multiplications are wrong.

In your 3rd step, you're performing multiplication
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with the wrong digit. Please revise.
Al: | appreciate your correction. Let's go through
the multiplication process again:
482
X 721

%

1442 (482 multiplied by 1)

+ 2894 (482 multiplied by 2, shifted one position
to the left)

+ 1441 (482 multiplied by 1, shifted two positions
to the left)

%

347,402 (Sum of the products)
| apologize for the earlier errors in my responses.
The correct result of 482 multiplied by 721 is 347,402.
If you have any further questions or if there's anything

else | can help you with, please let me know.

A human-Al conversation to multiply two 3 digit numbers in Figure 2.1 is helpful to represent the
alignment problem as a cooperative game. This example illustrates how existing LLMs struggle
to incorporate corrective human feedback after making mistakes in intermediate reasoning steps.
This misalignment in mathematical reasoning example is elaborated upon to discuss how an LLM

trained to solve a cooperative alignment game can be better incentivized to correctly interpret
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such feedback. | observe the LLMs tendency to give wrong answet4820° 1 or addition,

even after receiving corrective guidance from the human agent. These are simple mathematical
reasoning steps that LLMs can do independently like correctly doing the same simple 1-digit
multiplication steps solo, indicating that the LLM agent is unable to leverage human's remedial
feedback.

Similar challenges are also noticed for shift ciphers on LLM generations which involved
shifting a certain number of characters left or right of the current character.

This reasoning use case opens the alignment problem as a cooperative game on receiving
corrective human feedback. The human agent can teach the Al agent simple remedial mathe-
matical reasoning steps and the Al agent can update its reasoning. A Multi-Agent approach to
aligned LLM netuning can help the LLM agent in applying its own knowledge correctly while
interacting with another experienced agent like a human which guides the LLM agents with
knowledge that the LLM can already perform well like addition or multiplication with 1 digit,

thereby building trust in the human-Al cooperative game for alignment.

2.1.9 Impact of Arti cial Social Intelligence

| advocate that Arti cial Social Intelligence (ASocl) is critical for LLM Agents to align
their behavior with human values and preferences. Potential positive impacts of this work in-
clude ef ciently scaling ne-tuning of Aligned LLM Agent interacting with billions of human
users. Formalizing a standard of cooperation between teams of humans and LLM Agents with
ASocl improves trust and con dence in Al usage with less risks in high-stakes environments like

recommender systems, web browsers, and educational assistance or robotic guidance. Given the
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sensitive nature of LLM Agents, limitations and risks to this work also exist, including adapting
the Al Agents contextually to human populations, the need of theoretical guarantees for Aligning
LLM Agents failing in response to irrational human behavior, along with environmental impacts.
As Al alignment is crucial to the development of Safe Al systems, | believe the bene ts out-
weigh the risks. Nonetheless, | encourage the research community to explore the alignment vs

ef ciency trade-offs.

2.1.10 Comparison of Ad Hoc Coordination for Al Alignment with Self-
Play

Self-playing LLM agents have been developed in [58, 67, 185, 331] whose goal is to try
improving alignment by having LLM agents self-playing and improving over-time without the
use of additional human-created datasets.

| have shared existing research in aligning the netuning of LLMs in Section 2.1.2 mention-
ing that LLMs and other Al models can be netuned with RLAIF for self-supervised alignment
along with mitigating challenges of scaling RLHF to netune LLMs. The idea of self-play al-
gorithms are synonymous with self-supervised alignment. Self-play research can build on my
framework of Multi-Agent Ad hoc Coordination to align the netuning of LLMs which will be
investigated as future research investigation for comparative analysis.

A challenge of the self-play learning approach is that Al agents who can self-play to learn
cooperative strategies can "over- t" to one another [284].

A key goal of Ad hoc coordination (teamwork) and aligned research in zero-shot coordina-

tion work has been to avoid this type of over tting [79].
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2.1.11 Challenges and Open Questions of Multi-Agent Al Alignment

Theoretical Questions By modeling human-Al alignment as an instance of human-Al coop-
eration, | can leverage theoretical results for the latter problem to derive new guarantees for the
sample complexity and long-term consistency of different alignment paradigms. For example,
recent work has provided upper sample complexity bounds for learning Stackelberg equilibria in
general-sum Markov games, of which fully cooperative games are a special case [246]. Other
work has provided methods for computing the minimal information sets required to achieve per-
fect coordination in cooperative games. As netuning processes often occur over extended time
periods (on the order of weeks to months), there is also the potential for signi cant human adap-
tation to the Al's behavior, and a number of theoretical results are available on the problem of
optimal long-term cooperation with adaptive partners [83, 187, 238]. Also a major challenge
with the strategic approach to alignment is the uncertainty to what strategy the human employs
when teaching the LLM. A key open question is whether these types of results can be applied to
cooperative alignment games, where the Al has partial observability of its own reward function.
Finally, in both cooperation and alignment settings human behavior is not always fully rational
when interacting with Al agents [336]. More exible and accurate models of humamg\ded
rationality (such as the “rational inattention” model of [222]) will therefore also be critical to
achieving robust alignment.

There are challenges to represent the space of possible "goals” in tasks for LLMs, where
the representations can be less obvious. In the mathematical reasoning task, for example, there is
a challenge of representing the "latent information” that is needed to correct a LLM's response.

The human agent is trying to communicate this latent information to the LLM agent.
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Scalability and Rationality Challenges Scaling of large language models (LLMs) may not of-

ten lead to better performance [208], instead can cause undesirable memorization and misleading
generations. So netuning large scale LLMs is important in an cooperative setting among the
human and the Al model to improve human-Al alignment. Also, human agents may not fully
behave rationally in the real world during interactions with the Al agents [336], rationality being
the best case response given by an Al agent to a particular con guration of environment dynam-
ics. Existing theoretical and empirical results with the rational inattention model to represent
cognitive information with mutual information among Al agents [222] can be useful to make the

human-Al cooperation problem for LLM netuning more general and exible.

2.1.12 Conclusion of Multi-Agent Alignment to Finetune LLMs

By representing human-Al alignment problems as cooperative games, | leverage recent
advances in human-Al cooperation to address many of the forms of mis-alignment, allowing
humans to communicate their goals befltiently andreliably to Al models like large language
models (LLMs). Here | have discussed various alignment issues that arise in the netuning of
LLMs, and described how reasoning explicitly about humans' teaching strategies can help to
overcome these issues. | have highlighted some of the open problems in Multi-Agent Systems
research that are most relevant to the alignment problem, and nally | have set out an agenda
for development of existing work on human-Al cooperation into a new paradigstrategic

human-Al alignment.
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2.1.13 Limitations and Risks of Multi-Agent Alignment for LLM Finetun-
ing

A limitation is the lack of theoretical guarantees in Multi-Agent Systems when other agent's
strategies are unknown (in this case the human's strategy). The evolving environment due to
non-stationarity of agents and fair credit assignment to individual agents can pose signi cant
challenges. Also, Multi-Agent Al can pose challenges of exponential action space complexity of
AN whereA is the number of actions ardl is the number of agents. Language based Al agents
can pose a challenge of large action spaces which can lead to interpreting important actions that
can impact corrective learning from feedback, provided for alignment.

The formulation of the LLM netuning problem as a cooperative alignment game could in
principle pose a risk of manipulative behavior in LLMs for the wrong de nitiorabgnmentas

a game theoretic solution concept.

2.2 Social Cooperation of Rational Al Agents

For arti cial intelligence deployed in the real world, the ability ¢ooperatewith humans
(or other Al's) is critical for success in many applications. A natural goal is to design Al agents
that can reliably adapt to their current partner's strategy. This is complicated by the fact that
the human partner is likely to be just as adaptable as the Al itself, which in the worst case may
render cooperation impossible. | have considered the setting where an Al must learn to cooperate
with an existing population adocially intelligentagents, that are individually rational while also

reliably cooperating with other members of the population in a general-sum Bayesian game. Here
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the challenge for the Al is to generalize from previous interactions to allow it to cooperate with

a new partner drawn from this population. My PhD research is focused on obtaining a set of
upper bounds (with an accompanying learning algorithm) on the number of interactions required
to achieve near-optimal cooperation. Most importantly, | have shown that this bound can be much
stronger than the sample complexity bounds for “naive” methods that treat the problem as one of

Imitation Learning or Reinforcement Learning.

2.2.1 Introduction

The key insight is that while no guarantees can be provided when a human partner is con-
sidered in isolation, a guarantee on asymptotic cooperation can be provided when the Al has some
knowledge of the “society” of which the human is a member. My objective has been to investi-
gate the bounds of which an Al agent can generalize from previous interactions (or observations
of others interacting) similar to human agents to enable cooperation with future partners.

Speci cally, the main theoretical results show that using only data from nite-time interac-
tions with other agents from the same populat@symptotiaccooperation with new members of
that population can be guaranteed.

| have shared Reinforcement Learning (RL) algorithms that work with online or of ine
data about previous, nite-time interactions to construct a policy that is guaranteed (with high

probability) to successfully cooperate with a new individual over an in nite time horizon.
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2.2.2 Example of Factory Robot Agents

Let's imagine the problem of introducing a new line of robots into a factory whose existing
robots were designed by a now-defunct company, which left-behind no source code and no doc-
umentation. Every attempt to program the new robots to collaborate with the old ones has failed,
as for some unknown reason the old robots freeze up almost immediately when they see one of
the new robots. Even when the new robots are visually indistinguishable from the old ones, they
still fail and there is no reasoning to suggest why.

Eventually, a closer look can be taken at a small string of lights mounted on each of the
old robots. While these have been added to the new bots to make them visually identical, much
attention is not given to how the robots blinked on seeing other robots. What is thought of
as essentially random is actually a complex channel of communication, with the blink-patterns
changing depending on the patterns of the partner. By collecting large amounts of data, it can be
seen that so long as the conditional pattern is mimicked perfectly, the old robots work just ne.
This feature may have been implemented speci cally to prevent the factory from switching
to a new supplier. Unfortunately, the pattern is hard-coded inside the old robots' controllers, and
to imitate the pattern inde nitely, an impractical amount of data is required (as the sequence is
different every time the robots are started up).

On closer investigation about the old supplier's contract to see if there is any way the code
that controls the robots blinking can be divulged, a clause in the contract is noticed about the
"robustness" of the robots to changes in the factory environment. The robots are required to
maintain 99% of their optimal task performance under any common failure scenario, ranging

from wear-and-tear on assembly jigs, to failure of the robots' own hardware. This means that
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if the lights fail altogether, or are obscured by dust and grease, the robot must still operate near
its optimum (under these constraints). In practice, what this means is that the old robots must
quickly adaptto failures and changes in their environment. Rather than imitating the blinking
lights, the tests have to be just run longer, and the old robots should start working again as they
realize the lights on the other robot must have failed.

This example illustrates why learning social cooperation is important not just for robotic Al
agents but also for other real-world Al agents like economic agents, language agents, multimodal

agents etc.

2.2.3 Preliminaries of Social Intelligence

Let there be a case where interactions between agents take the form of a repeated, two-
player general-sum matrix game. However, rather than a single xed game, the focus is on
classes of games de ned bytype space . For simplicity, assume that in all games both agents
haveN pure strategies (henceforth “actions”) available. Gef ) andG,( 9 denote theN N
payoff matrices for agents 1 and 2 in a game with typed 2 . Only private types are
considered, where each agent knows only its own type, unless stated otherwise. Therefore, let
denote the i-th agent's type, as a variable, and the( ;; ,) denote the joint type. AlsG( )
denotes the game induced by payoff matriGgé ;) andG;( »): The agents interact for a xed
number of stage® < T < 1 , wherea! anda? denote the actions chosen by agents 1 and 2 in
stageO <t T. a! anda? also denote the mixed strategies that assign all probability mass to
actionsal anda? (i.e. unit vectors), such th&;(al;a?; ), alGi( i)[a?]" is agenti's payoff

for its type ; when the joint action wa&}'; a?) at stagd. It is also assumed that for all2
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i 2f1;29, andal;a? 2 [N], Gi(a;a?; ) 2 [0; 1].

LetH, = (N N)! be the set of histories of length(with Hy = f;,g ), and letH ; =
Stszo Hs be the set of all histories of length at mdst The strategy space for an agent is
then the space of mappings: H 1t 17" ( N), where ( N) is the set of probability
distributions over the action s ]. As a functional, a strategymaps each typeto abehavioral
strategy[275, Chapter 5.2.2] that maps histories of play to action distributions, suchithat

i( i;hy 1). An utility function M parameterized by the joint type can be de ned as

X
Mi(; %5 9= E  Gi@hah ) 1= 2= S1=5 2= 5 (21)

t=1

where the expectation is taken over the randomly sampled actfoasda?. Let M be de-

ned by an expected joint type utilitM;(; 9 = E;. o [Mi(; % ; 9]. I have consid-
ered games whed (; 9 = My( % ), which states that if the indices of the agents were to
be permuted, their expected joint type utility would not change. This does not imply that the
G = [G1( ); Ga( 9] must be symmetric for all joint types; 9. Symmetry can be ensured in

M by requiring a symmetric joint type distribution(; 9= (¢ ).

A two-player general-sum repeated game can be de ne@ as (M1; M,; A AL T),
whereM 1; M, denote the payoff functiong,;; A, denote the set of actions, and T denotes the -
nite number of stages (i.e. horizon). Itis assumed that the agents have identical actifn sets (
A,). Rather than a xed gamé&;is de ned in terms of a class of games parameterized typa
space , where eachtype2 represents an agent with different payoffs. Gét,) andG( ;)

denote the payoff matrices for players 1 and 2 respectively. Let ttienote the set of strategies
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an individual can follow. TheM; : I < s the payoff function for the player
i2f1;2gdenedasM;(; %; 9= Ehp L G@hat i) 1= 2= % a= 5= OI.
Given a joint distribution over types2 ( ) , the expected payoff functions can be de ned
asMi(; 9=E. o [Mi(; %; 9]:Itisassumed thabis symmetric suchthadl;(; 9=
Myo( & )forall ; °2 ,which can be ensured by the criteriof; 9= ( ¢ ): This means

that it does not matter which player is designated as player 1 and which is player 2, and the

players are unaware of their player index.

2.2.4 Consistent Social Intelligence

An important criterion for rationality is that an agent acts as a consistent learner, and at-
tempts to achieve a payoff nearly as large as that of the best response to its partner's strategy.
This is complicated by the fact that the partner's strategy may be non-stationary (particularly if
it adapts to the agent as well). In order to account for the non-stationary behaviour of others,
Hannan consistencsequires that the agent be robust to adversarial partners and depends on the
external regre{131]:

M

RP(h; )=max  Gi(@ia '(h); ) Gi(a(hyia '(h): ) (2.2)

2Ty

wherei 2 f 1;2g denotes the player ID of the agenti denotes the ID of its partner, aat(h,)
denotes the actionplayed at stagée within the given histornyh (i.e. h; is the rstt stages oh).

Hannan consistenagquires that an agent have bounded external regreflostages.

De nition 2.4 (Hannan Consistencyfor ; ;T > 0,anagent 2 f1;2gis(; ;T )-Hannan
consistentf, for all types 2 , and all partner agent.ér,RieXt(hT; ) with probability at
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leastl

The expectedversion of the external regr&®(h; ) is de ned by replacing th&' (h;) (action
played att by i) with the strategy at, '( ;h). TheR®™(h; ) andR®(h; ) are related by the

inequality

r
R®™(h; ) R®™(hy; )+ %In }; (2.3)

which hold w.p. at leasi forallt T simultaneously (this can be proved with [56,

Lemma 4.1]). Thus only the expected regret can be bounded to provide high-probability regret

bounds.

2.2.5 Cooperative Compatibility

| consider consistent learning as an important criterion for rationality. Therefore it serves an
important role in cooperation amongst rational agents as well. For instance, in fully cooperative
games where the agents always receive payoffs identical to each other's, having a consistent
partner is trivially suf cient for cooperation. One can compute the jointly optimal strategy and
play their half of it, knowing that the consistent partner will eventually adapt and play their half.
Consider the fully-cooperativeé 2 game in table 2.1. Here, agehtan compute the optimal
joint strategy aga’; a%), and commit to playin@!. If agent2 is Hannan-consistent, it should play
a? increasingly more often, otherwise its regret would grow linearly with respect to time. On the
other hand, in general sum games, consistency does not guarantee cooperation since a consistent
partner may still be unwilling to cooperate with some strategies. Still, since general-sum games
are a strict super-set of fully-cooperative ones, a notion of cooperation is needed that does not
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a2 | P
all2]o0
bt | 0] 1

Table 2.1: A simple fully-cooperative 2x2 matrix game.

preclude consistency.

LetN (G) ( N) ( N) be the set of Nash equilibria (NE) of the stage gdeéd-or
any joint strategy 2 N (G( )), if both players act according to their respective strategies at
each stage, neither will incur any external regret in expectation. For a fully-cooperativegjame
(with G1( 1) = G2( 2)), N (G) will contain all globally optimal strategy pro les. It may, how-
ever, also contain strategies that are highly sub-optimal, but where neither player can improve the
joint payoff by changing their individual strategy unilaterally. For instance in the game given in
table 2.1(b"; ) is also a Nash equilibrium, which is sub-optimal compareghtpa?). Clearly,
playing any NE does not necessarily imply successful cooperation between agents. It is impor-
tant to de ne which members & (G( )) should mean successful cooperation between rational
agents.

The challenge of intractability posed by Nash Equilibria for Extensive-Form Games (EFG)
can be addressed by updating the equilibria with changes like sequential rationality. A branch-
and-bound algorithm combined with perturbation schemes under the Stackelberg setting of EFGs,
having a leader agent and a follower agent, is useful to compute a quasi-perfect Stackelberg
Equilibria [202] that scales in game environments with more state space.

Similar to [239], successful cooperation in terms of Baeto-optimal Nash equilibria
(PONE) [205] of a gamé& can be de ned where the s€&(G) N (G). 2 P(G) ifand

only if 2 N (G), and there does not exisP 2 N (G) such thatG,( ¢ ;) > G4( ; 1) and
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Gy( % ,) >Gy( ; »). This means that is a PONE if it is a Nash equilibrium dB, and it is

not stronglyPareto-dominated by any other Nash equilibriunGofin a fully-cooperative game,
there is no reason why the agents should prefer an NE that is RgGi. It makes intuitive sense

that if two agents are rational and willing to cooperate with each other, in general, their interaction

should approach a PONE in terms of realized payoffs. The criterion can be formalized as follows.

De nition 2.5 (Approximate Compatibility) For ; ;T > 0, two agents *and 2 are(; ;T )-
approximately compatibl@AC) if, when they play together, for any joint type2 w.p. at

leastl ,9( ; ?)2P(G()) s.t.

Gi( '(h); 2(hy); ) Gi@i(hy);a(hy); ) (2.4)

for eitheri 2 f 1; 29.

A pair of agents is approximately compatible if, when paired together, with high-
probability over their path of plakir there will exist some PONE that does nedominate their
realized payoffs. Note that this de nition of compatibility is very similar to that provided in [239],
but is now approximate, and de ned over a nite time horizon. Additionally, this is mathemati-
cally similar toHannan consistengyexcept now the agents' realized payoffs are compared to a

PONE instead of the best xed action in hindsight.

2.2.6 Socially Intelligent Agents

It is natural to model an existing population of agents as a set of approximately compatible,

but otherwise heterogeneous agents. Therefore the more general idea of a socially intelligent
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classof agents is introduced from De nition 2.3 that are compatible with any other member of
their class:

It is important to unpack this de nition. First off, thelannan consistencyequirement
ensures that any agent in the population has bounded average regret, regardless of how their
partner plays. Thus, agents in a socially intelligent class can adapt to any partner (wh€tloer in
not) to control their regret. On the other hand, the approximate compatibility requirement means
if both agents are from the same socially intelligent claswith high probability there will exist
some PONE that does nodominate their path of play. An intuitive hypothesis can be built on
why agents of this population can be called successful in cooperating with each other. One might
ask how two agents can satisfy for instance the approximate compatibility requirement without

knowing each others' types. Examples of agents where this is possible have been considered.

Social authentication protocols. For a type space, rst a functions( ) 2 P (G( )) is de-

ned that maps from each joint type 2 to a PONE strategy pro le under that joint type.

s( ) can be considered as a “convention” the agents have settled upon for the game. All agents in
the same clasS agree ors: Now, let two agents of type; and , from C start interacting. Un-
fortunately, neither one knows the other's type, or whether they are even a menthelf@ny

type 2 can be communicated to others uniquely in a sequenke<of actions, then agents

in C can agree on a social authentication protocol similar to a handshake. More speci cally, the
authentication protocol is a one-to-one mgp) from types to sequences bfactions. Then, at

the beginning of each interaction, both agents will act accordingitoorder to communicate

their types. Imagine that at stépt 1, the agent has observed( ;): This does not necessar-

ily mean that the agenti is of type ;, since an agent outside can still play ( ;); posing
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as a member of: Therefore, after observing( ;); thei still has to test whether i deviates
from s(( i; i)): Since thes can be a mixed strategy, the test should be statistical. However,
an alternative approach is afforded by the fact thatways maps to a PONE. Since playing a
PONE jointly will lead to low regret for all agents, i regret exceeds a certain threshold, this
would indicate i is deviating froms signi cantly. The threshold can be chosen by the aid of the

following lemma,

Lemma 2.1. For any ;T > 0, if both players follow strategg( ) at each stage, then with

probability at leastl.

R*(h: )  2TIn> (2.5)

forallt Tandi2f1;2g, andw.p. atleast

r
R*™Mh: ) 2 2TI2 (2.6)

forallt Ti2f1;2g,

which follows from an application of the Azuma-Hoeffding inequality. Then the question
is what safe strategy should théall back into, if the rule is triggered. The fallback strategy is

derived from themultiplicative weight$107] update rule:

Simw;k(ht; i) = Simw;k(ht 1 exp  Gikig '1(h)) (2.7)

for k 2 N, wheres| (ho; ;) is the uniform strategy where™:T is de ned as the agent that

playss!(hi; i) with learning rate = P 8In(N=T). The expected external regret of"'" is
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bounded as
r

R®(hs; 1) gInN (2.8)

following the results in [56, Theorem 2.2]. The agent's overall strategy can be de ned aSthe

as follows:
1. In rst k steps, play ( i):

2. If i's behaviour inhy not compatible with ( ) forany 2 , switch to ™*T for all

subsequent stages.

q__
3. WhileR®(h; i) k+ (T k) TKInN 1, playsi( ).

2
4. Otherwise, switch to™"T for all subsequent stages.

As proven below, agents that follow the social authentication strategy above form a socially
intelligent class among themselves. This means that individually they are all Hannan-consistent

and in pairs approximately compatible.

q__
In2,andlet ; = o+ ==~ InN+ %

Theorem 2.2.Forany ;T >k, let ¢ 5T T

2
(T k)
q__
Thenfor = 1+ T XIni the T tis(; ;T )-socially intelligent.

Proof. By the de nition of ;, Tt will only deviate when playing with itself if at some
pointk <t T one player incurs an expected external regret of at lgasind by Lemma 2.1
that will occur with probability at most. Therefore, ™t is(; o; T)-compatible. Furthermore,

T P .
the total expected external regret of the MW ageRt:™ is at most (T=2)InN. This means
thatif T : switches at stagg then the maximum possible expected external regret incurred by

q
T+ will be less tharR®!(h;; )+ L InN. Since ™7 will always switch just before this
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point is reached, its total expected regret will be less thasurely, and will be less thanw.p.
1 .As o, itis shown that the ‘™ t is (; ; T )-socially intelligent.

The social authentication framework is quite general. For instance, in the factory robot
example from Section 2.2.1, the hard-coded blink pattern of the robots can be thought of as the

handshake protocol, helping robots from the same claSsauthenticate each other.

Zero-Shot Lower Bounds of Social Intelligence

Theorem 2.3.For any Al strategy , there exists a socially intelligent population strategyuch

that suffers cooperative regret of approximatély Ni

Theorem 2.4. Corollary Zero-shot cooperation with any rational population or any consistent

population is impossible

2.2.7 Social Cooperation

In modelling cooperation within a population, | have taken an approach similar to Evolu-
tionary Game Theory [135]. The rst assumption considers that agents only interact pairwise
against randomly chosen partners, and they retain no memory outside of these interactions. Each
interaction corresponds to a two-player general-sum gsimas de ned in Section 2.2.3, with
M : I < s the payoff function for player 2 f 1;2g, and is the set of strategies that
an individual can follow.

It is also assumed thad is symmetric such thafl,(; 9= My( % )forall ; °2
This means that it does not matter which player is designated as player 1 and which is player 2,

and the players are unaware of their player index.
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A population is de ned by a probability distributionover representing the probability
that a randomly sampled individual would follow strategyin a single interaction, an individual
is paired with a partner drawn from this population, that is, a strategy sampled frishcan be

denoted as the expected payoff for an individual following strategg

M(; )=Eo Mi(; I (2.9)

M (; ) can be de ned equivalently in terms & ,. The expected payoff for a randomly

sampled individual is then

M()=E, o Mi(; O=E [Ma(; )] (2.10)

Population Regret If represents the behavior of a human population, then a natural goal for
an Al strategy is to perform at least as well as a human would when paired with another indi-
vidual drawn from this population. This agentic behavior can be represented witbpléation

regretde ned as

RYPC: )=M() M(; ) (2.11)

Previously, it is seen that with no knowledge ofonly knowing the game itself), in the
worst case there may be no strategyhe Al can choose for Whicﬁzfﬂ"p( ;) 0. Tonda
strategy minimizing RY""(; ), the Al must either make additional assumptions por must
leverage data collected from In the rest of this section, two forms of such data are considered,

1) onlinedata consisting of previous interactions with individuals sampled froamd 2)of ine
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data consisting of observations of interactions between pairs of individuals sampled. from

Reinforcement Learning

Some understanding regarding the dif culty of minimizing population regret can be real-
ized by noting thaM (; ) can be viewed as the utility function of apisodicsingle-agent
Reinforcement Learning problem, where each episode corresponds to aTeimgginaction with

a partner sampled from The natural objective in episodic RL is to minimize the regret

Ru(; )=maxM( %) M(; ) (2.12)

ltis easy tosee th&"(; ) Rwm(; ), andsoanyupperbound onthe RL regret gives

an upper bound on the population regret.

2.2.8 A Simpli ed Model for Social Cooperation

The key idea behind this work is that, rather than attempting to imitate a human partner per-
fectly, the agent only needs to imitate a human well enough and long enough for it to learn about
the human partner's private type, after which it can follow a “bully” strategy that exploits the
human's own ability to adapt. To develop this idea in more detail, begin with a simpli ed version
of the problem that separates thegotiationphase (in which type information is exchanged),

from theexploitationphase where the agents play the underlying matrix game.
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Abstract Negotiation Games

The above simpli ed setting can be considered asbstract negotiation gamevith an

instanceG de ned by:

M - the number of distinanessageplayers can exchange to coordinate their actions

H - the number of communication rounds

N - the set of possible actions for each player

- the space ofypesde ning the utility for each player
» -acommonly known prior distribution over joint types

G( ) - the space of bi-matrix games parameterized by the joint type

In a negotiation game&, the players spenid rounds exchanging abstract messages, allow-
ing them to negotiate a joint strategy that they then play for a single round.

Without loss of generality, it can be assumed that all human players follow the same strategy

. At the start of the game, a joint type 2 is sampled from , each each playar

observes their private typg. Let H denote the space of possible histories of messages, with
H; 2 (M M)! being the set of histories of length For each round H, the players
simultaneouslgample messages, 2 M from (h; 1; ;) and exchange them. At roumti+ 1,
the players sample actioas 2 N from their mixed strategies' = ( i;hy), and play them

simultaneously. Each playethen receives a payoff @&;(al; a?; ;).
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Ad Hoc Cooperation

The goal for the socially cooperative Al agent (as player 1) is to “cooperate” with the
human partner (player 2) as well as two humans are able to cooperate with one another. This
would be conceptually straightforward if the Al could simply take control of player 1's actions
at roundH + 1 without player 2 noticing. In this case, simply following the stratedy;; hy)
itself would be suf cient. | have considered the situation where human is aware that they are not
playingG( ) with another human, and so are free to follow a different strategy than they would
with a human partner.

It will be convenient to separate the Al's negotiation strategy from their exploitation strat-
egy. Let : Hy 7! ( M) denote the Al's negotiation strategy, which they follow for
the rst H steps, and let : Hy 7' ( N) denote the Al's exploitation strategy. When
the Al and human play the negotiation game, at rothd 1 the Al commitsto the (possibly
mixed) strategy& = (hy; ). Rather than choosing their strategy simultaneously, the human
partner now observes the Al's strate§y= (&;hy; 2). The function describes the human's
strategy for dealing with “non-human like” partners. It is assumed that for seme, will be

-consistentthat is, for all type , 2 , historiesh 2 H ., and Al strategieg 2 ( N),

Go(&; (& h; 2); 2) Tz?\lxez(&;a; 2) (2.13)

This means that is constrained to be an approximate best response to the Al's st&@tegy
It is required tha& be -consistent with probabilityl because the human knows both the Al's

strategy& and their own type, exactly.
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Reinforcement and Imitation Learning The Al's strategy(; ) can be learned under either
the Reinforcement Learning or Imitation Learning paradigms. In the RL paradigm, the Al inter-
acts with the human fdk episodes, choosing a sequef¢eX; ¥)g« k of explorationpolicies.

In the IL paradigm, the Al observds roll-outs of the human strategy in self-play. In both
cases, it is assumed that the Al observes player 1's typeut not player 2's type,. Let(’;\ A)

denote the nal strategy pair chosen by the Al akerepisodes of interaction or observation.

Coercion Regret

A fundamental question is what measure of performance the Al's strategy should seek to
optimize. In the ad hoc setting, the fundamental challenge is learning enough about the strategy
of the target population to be able to cooperate with them. A natural goal then is to achieve the
same performance the Al could have achieved if it had perfect knowledge of the humans' strategy

. In this setting, there is no way the Al can guarantee that it will receive the same return as the
human would in its place. This is because a human partner is free to break ties between actions
adversarially against the Al, as illustrated by the following example:

An feasible objective for the Al must account for the ability of the human's ability to change
their behavior during the exploitation phase when paired with the Al. The following de nition

describes just such an objective:

De nition 2.6. Coercion Regret The expectedercion regreof an Al strategy( ; ) against a

human population (described by is

CR(; )=R E, . min = Gy(&;a% 1) &= (h; 1) ; (2.14)
a22BR (&; 2)
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where

R =max E, . min  Gy(&:a% 1):&= (h; 1) (2.15)
0 a22BR (&; 2)

whereBR (&; ») = fa2 N : Gy(&;a; 5) maxXen Go(&;a% ») is player 2's -best

response set under typg

Here the expectations are taken over the joint typend H -step historyh. The target
valueR assumes that the Al can simulate the humans' negotiation stratpgyfectly, and so
the type-dependent distributigpihj ) over message historidsis identical to the distribution
in human-human play. Therefore, the solution for the optimal exploitation strate@an be

de ned as

h: ;) =argmaxE - min - al: : 2.1
(h; 1) a&%( 3? 2 P, I Z)Gl(&,a, 1) (2.16)

The coercion regret captures two different sources of error: 1) the loss of type information

due to differences betweenand the Al's negotiation strategy:.

Payoff Coupling

The in ltrator's ability to guarantee cooperation is bounded by the ability of player
2 to deviate from their “expected” behavior (how they would have responded to player 1)
while still being approximately rational. For xed joint type, and > 0, the great-
est degree of cooperation that the inltrator can guarantee when agairstn be =
min 2p () MiNa2eR,( ,; ;) U( 1; 1;@). This can be trivially achieved if the in Itrator follows
the same strategy( 1;hy) that player 1 would have in the nal round. Note that this de nition
works regardless of wheth®r( ) consists of weakly or strongly Pareto ef cient Nash equilibria.
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Social Intelligence

This model allows for a simpli ed de nition of social intelligence. Far 0, is

(; )-consistentf

Pr 9i2f1,29;Gi( ; i) < m&xGi(ai; ) ; (2.17)
al

where the probability is taken over the random jointtype , and the history of messages
exchanged during the negotiation phase.

Letc( ) 2 <2 be the “cooperative” payoff pro le for joint type, that is, if the joint payoff
pro le is at leastc( ), then the players have successfully cooperated. (Multiple de nitions of the

cooperative pro le can be considered.) For 0, is(; )-compatibleif

Prfoi 2f 1;2q;u( i; )<ci() j g : (2.18)

Finally, is(; )-sociallyintelligent(Sl)ifitis both(; )-consistentan@; )-compatible.

Note that theexpectedoayoff is bounded under the nal mixed strategy pro le rather
than the nal joint actiona itself. This is because consistency implies thahust be a Nash
equilibrium, and for an arbitrary matrix game there may be no pure-strategy equilibrium that
helps to ensure maximal reward with high probability. The high-probability bound should be
interpreted as ensuring that coordination succeeds for most of the type space, and is robust to

“noise” in the negotiation process.
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2.2.9 Feasible Cooperation

The fundamental idea behind this work is that if the human population achieves an aver-
age payoff ofM ( ) in self-play, andV ( ) is (in some precise sense) socially optimal, then by
observing two humans interact an Al should be able to infer enough about their private types to
cooperate with them (though not necessarily achieving a paydff ©f)) in the future. This can
be leveraged by learning Al strategies that imitate the human for some number of step$,
and then use the information gained from the Tssteps (extracted from the histdny) to com-
mit to a strategy (ht) for which the human's best-response (given their private type) will yield
a “cooperative” joint strategy.

A critical point is that in general the Al cannot imitate a human perfectly forever, and
eventually the human partner will realize that they are interacting with an Al. At this point the
human's behavior can become adversarial, but is still constrained to be rational. In this setting itis
implied that even when the human is aware that they are interacting with an Al, their strategy must
remainHannan consisteniThe Al can leverage this by committing to a strategy that prevents a
rational human partner from “sabotaging” cooperation. Therefore cooperation can be de ned in
terms of the payoff pro les that are unilateraliynforceabléoy one player or the other.

Given a jointtype = ( 1; »2), and a (pure) strategy, the -best response set for player

i can be de ned as

BR i(a; )=fai2A:G i(a;ai; ) G i(a;ai; );8ai2Ag (2.19)

Approximate best-responses are considered because over a nite time horizon a consis-
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tent agent need never converge to a true best-response to its partner's strategy. A payoff pro le
p = (p1;p2) is feasiblegiven if there exists player 2 f 1;2g, and actions; 2 A such that

P MiNa 28R (a;)Gi(&;ai; )andp i MiNa 28r (a:)G i(&;a i; ). This means

that one player can choose a strategy such that, no matter how the other player chooses their
-best response, both players receive payoffs at least as large as their payoff.retét ( ) be

the set of all feasible payoff pro les under joint typeand de neP( ) F ( ) to be the subset

of the feasible pro les that are natrictly Pareto dominated by some other feasible pro le. The

cooperation pro lec( ) has been de ned such that( ) = inf p () p;, that is, the pro le of

minimal payoffs each player can expect to receive assuming a Pareto-ef cient feasible pro le is

played.

2.2.10 Type Inference

We'll start with a simpler cooperation problem. Recall thatn be equivalently thought of

as a distribution over human strategies, and a single behavioral strategy that is indistinguishable
from this population. In the later interpretation, it can be said the{T; ; )-socially intelligent
using the de nition from Section 2.2.3. Assume thas indeed socially intelligent, and imagine
that the Al rst observes two humans following under joint types sampled from. After
observing the human's interact for steps (yielding historyl’), the Al observes player 1's type

1, and takes control of player 1's actions for the remainthgteps. The Al must commit to
playing a pure strategy(hy; 1) for theseH steps, while player 2 follows an arbitrag; ¢ 9-
consistent strategy for the remainingsteps.

The question is, is there a mappinguch that with probabilitt. =~ o over joint types and
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observed historielst, the Al's payoff willbe ¢;( )? In other words, can the Al extract enough
information from the human (player 2's) behavior to choose a stradegfyat will force them to
cooperate?

It can be shown that;( ) is itself too hard a target. The reason is that wh{le considers
the entire game, which may include opportunities for “enforced” cooperation that the humans
simply ignore. Instead, the best case is to achieve a payoff corresponding to cooperation in the

“hardest” sub-game the humans could choose to play.

2.2.11 Conclusion & Major Takeaways of Social Cooperation

The problem of minimizing the population regret (Equation 2.11) is exactly as hard as
Reinforcement Learning or Imitation Learning in the POMDP corresponding to

An alternative goal would be to minimize the Al's regret relative to its worst-case perfor-
mance given access to the human partner's private typelf the Al knows the joint type, then
the fact that the human strategies eoasistentvith high probability means that the Al can sim-
ply choose a strategy that maximizes its own return under the human's best resptackelberg

regretcan be de ned as

1
R’\S/Itackelberg( . )= E En(a,)é) Gi(;BR2(; ); ) ﬁ|\/|( D) (2.20)

whereBR,(; ) is player 2's best-response tounder joint type , with ties broken so as
to minimize player 1's payoffs. A rough scheme for minimiziRgl2*®®"9( ; ) might work as

follows:

1. Interact with for d episodes to learn a model ofthat is “suf ciently accurate” for the
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rst T H steps.

2. Against a new partner, imitate a strategy samples frdor T steps, and use the history

ht to estimate the partner's private typg

3. Compute a mixed strategymaximizing player 1's payoffs under player 2's best response

for their type ,, and committo for all future stages.

Because the human's strategy is consistent, they will eventually converge to their best response
to

What makes this useful is that imitating the human's policy ovesteps may require far
less data than imitating them owvidr steps. AfterT steps, even if the human is able to reliably
distinguish the Al from another human, the Al will (hopefully) have enough information about
to manipulate the human into cooperating. It can be shown, however, that as with the population
regret, there are cases where no strategy can achieve non-positive Stackelberg regret.

The key idea in this lower bound is that humans may be able to cooperate optimally without
revealing their full private types. Therefore, an achievable notion of regret should account for
exactly how much type information the human's strategy provides over therl rstieps. This
idea can be captured by restricting the space of Al strategies to the gbat play an arbitrary
strategy for the rstT steps, and must then commit to a (possibly mixed) stratedyr the

remainingH T steps. Let thenanipulator regrefor T <H be de ned as

Ru(: )=max M( %) M(; ) (2.21)
ForT H, if there is a modelr of that is accurate up td steps, then could be
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approximated by a strategy that follows for T steps, and then follows a ctitious-play strategy
for the remainingd T steps. Computing a strategy minimiziRj, (; ) would then simply
be a matter of planning in a POMDP.

The question is, to what extent can a suf ciently accurate modek®f learned from either
online interactions (Reinforcement Learning) or of ine observations (Imitation Learning)? This
is non-trivial because in either case the private types of the humans are not directly observable.
In the full horizon caseT = H), a model could be learned that simply marginalized over their
private type.

To address this, a mapping from the human's private typéo their behavior can be
learned. This is impossible, however, because it cannot be known a priori how much of the
private type , the human's behavior conditions on, or if it conditions on the private type at all.
Indeed, a model can always be found fahat is completely independent of given , (and so
cannot be used for inference), but nonetheless explains the data generatedeonasly well.

To overcome this issue, ifdoes not depend on at all, then typicallynax o, . M ( % )
will take on a much smaller value than if something could be inferred abdudtm observations
of the human's behavior under

Since is self-compatible, the long-term behavior of two agents sampled fr¢over H

steps) can be useful to infer their private types.
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2.3 Assisted Exploration of Socially Cooperative Al Agents

for Alignment

Social cooperation is important for Al agents deployed in the real world who can assist
humans in achieving their goals without knowiagoriori what those goals are in their shared
environment. Current research on goal inference for Al assistance in Human-Al interactions
assumes that humans will have a complete knowledge and understanding of the task environment.
This may not be the case in many real-world applications such as driver-assistance autonomous
systems or surgical robots, and certainly is not true in applications where part of the Al's role is
to help the human acquire information, such as recommendation systems. Therefore, | propose a
theoretical framework for Al assistance in a stateful environment with assistive Markov Decision
Processes (MDPs) considering the extent to which an Al agent can aide a human in learning how
to achieve their goals within the shared environment. | am proposirgssisted exploration
paradigm where an Al agent can override a human's actions to support more ef cient exploration
of their environment without knowledge of the human's underlying goals. Within this paradigm,
| have provided algorithms for selecting when and how to intervene in MDPs with nite state
and action spaces. | have investigated into polynomial-time regret bounds for consistent assisted
exploration that hold for a large class of possible human learning strategies and allow suf cient
exploration by Al. It helps to make the Al Value Alignment task ef cient by bounding the number
of unnecessary interventions made by the Al, to ensure that disruption of the human's intended

behavior is kept to a minimum.

60



2.3.1 Introduction

The Assistive Multi-Armed Bandit [59] presents thssistivdbandit framework, in which a
human recommends arms to pull in a multi-armed bandit, but the Al decides which arms actually
get pulled. The challenge is that the Al never observes the payoffs received for each arm, only
the human does. They prove that it is possible to design Al policies such that the human-Al team

is Hannan consisterih two general cases:

1. The human knows the payoff distributions, and selects the best arm most frequently.

2. The human is (noisily) greedy, choosing the arm with the highest empirical payoff most

often.

They also provide an information theoretic lower bound on the mutual information between the
human's recommendations and the index of the optimal arm, in the Bayesian case of the Beta-
Bernoulli MAB. They present the results of some computational experiments supporting their

theoretical results, but no human-subjects experiments appear.

2.3.2 Assistive Markov Decision Processes

In this section | have extended the assistive bandit model [59] to the sequential setting, and
show that many of the results for the bandit setting hold in modi ed form. | assume an underlying
episodicMDP M = fS; A;P; R; po; Hg, whereS andA are the state and action spadess the
state transition distributiorR is the reward functionpg is the initial state distribution, and is
the episode length. | also assume here $handA are nite and that?, R andpg are initially

unknown to either the human or the Al. At time stephe human “recommends” an actibnto
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the Al, which then chooses an actianto take in the environment. The human and the Al then
observe the next statg,; (or a new state sampled fropg if the episode has ended), while the
human observes the Al's actia, and the reward; = R(s;; &). The Al does not observe this

reward signal.

Consistency The rst focus is to de ne what it means for the human-Al team to formoa-
sistentlearner. LetQ; andV, denote the optimaR-function and value function foM (these
depend on the time-stapbecause the MDP has a xed time limit). For episdddett(k) de-

note the time step at which the episode started, suchtthpt 1, andt(k +1) t(k) = H.
LetRy = P e 1y, denote the total reward received up to and including episoded let

R = E,[V; (s)] denote the optimal expected total reward. It can then be said that the human-Al
team isconsistentf

1
lim ~E[R] = R (2.22)

which means that the expected average return per episode converges to the expected return of the
optimal policy in the limit. Here the expectation is taken over all possible histories of interaction

of lengtht(k +1) 1.

Noisily Optimal Policies Assume that the human follows a xed, stochastic poli¢y. | de-

ne the set-valuedoptimal policy as ; (s) = argmax,, Q,(s;d). " is noisily optimalif
argmax,, I (ajs) i (s) foralls2 Sandi 2 [1;H]. This means that the actions most fre-
guently chosen by the human in any state are optimal for that state, even though the human may
choose sub-optimal actions with some non-zero probability. Note that the Boltzmann-rational

policy where ;(ajs) / €% 3 would be noisily optimal. The next theorem then follows from
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Proposition 1 of [59]:

Theorem 2.5. Assume that the human's policy is noisily optimal forM , then if the Al always
takes the most frequently recommended arm in statgth ties broken randomly), the human-Al

team will be consistent fdvl .

Proof Sketch:The probability of receiving a sub-optimal payoff in episddes equal to
the probability of taking a sub-optimal action in any state during epi&odigeating each state
as a separate assistive bandit, by Proposition 1 of [59], the average expected probability of this
occurring at any given stategoes to zero asymptotically, and sinBes nite so too does the

average expected probability of making any mistake within an episode go to zero. QED.

2.3.3 Noisy Model-Based Learners

If human agents are noisily optimal, then they effectively know both the transition proba-
bilities and the reward function dfl . The more interesting question is what happens when the
human has to learn these online with the help of the Al. Rather than modeling the inner work-
ings of the human's learning process which can be intractable and computationally expensive,
| compare their asymptotic behavior to that of a simpli ed learning process PLeind Ry be
tabular, empirical estimates of the transition probabilities and rewards based on the history up
to, but not including episodk. For state-action pairs that have not been observed so far, these
can be initialized pessimistically, such that any unobserved action yields an immediate reward of
zero, and transitions to an absorbing state with reward zero as well. | @@ rend¥ as the
Q-function and value function corresponding to this empirical model.

Let | be the human's policy for episode The human isoisily greedyif, for somekq,
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for all episodek > ko, argmax,,, [ (ajs) argmax;, Oy« (s; a). This means thatventually
the human will have a strictly higher probability of pulling at least one optimal arm than they

have of pulling any sub-optimal arm under the current empirical model.

Theorem 2.6.1f the human is noisily greedy, then there exists an Al strategy such that the human-

Al team is consistent iV .

Proof Sketch:Analogous to the structure of Proposition 2 of [59], where the Al follows an
independent, exploratory strategy with decreasing probability at each episode. It explores often
enough that the empiric&-function Q, eventually converges to the tr@function, such that
if the human is noisily greedy, then they are following a noisily optimal policy w.r.t. the@ue
function. The proof of Theorem 2.2 with Lemma 2.1 then shows that if, during non-exploration
episodes, the Al selects the human's most frequently recommended action in each state, then the

resulting sequence of policies will be consistent.

Q-Learning Unlike the bandit setting, implementing noisily greedy behavior is non-trivial in
an MDP. For the human to do this, they may have to maintain a complete model of the MDP
internally, and plan against this at every new episode. As this potentially represents a large
cognitive load for the human, it is an open research problem if noisily greedy behavior can be
approximated via a less complex algorithm.

Now let O, represent a tabular estimate of the optirfafunction updated using -
learning rule with a learning rate of. Can it be shown that if the human bases their behavior on

this model freeestimate that it is still possible for the Al to achieve consistent behavior?

Theorem 2.7.1f, for all episodesk > k, the human's policy is noisily optimal w.r.t. th@-
learning estimat&)y, then there exists an Al strategy such that the human-Al team is consistent.
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2.3.4 On-Policy Learners

Both model-based learning arf@learning areoff-policy algorithms, which allow them
to identify optimal behavior regardless of whether the trajectories they observe were generated
under their own policy (so long as these trajectories suf ciently explore the state-action space).
This allows the Al to modify the human's actions without worrying about how modifying the
human's actions might affect their learning process. A more dif cult case is where the human
uses aron-policyalgorithm (e.g., SARSA [255, 295]), that estimates the value of an immediate
action based on the assumption that it will continue to follow the same policy for the rest of the
episode, rather than what it believes the optimal return for a state will be. If the Al intervenes too
frequently, the human'®-function estimate, and the corresponding policy, may never converge

to the optimum.

2.3.5 Assisted Exploration

In Section 2.3.2, | de ne the Al agent such that it is allowed to inject exploration episodes
on a xed schedule, ignoring the information collected under the human's own policy, which
may itself involve some degree of exploration. In this section | derive an Al intervention
strategy that only explores when necessary to ensure the human has a complete understand-
ing of the task environment. As before, | assume that the underlying task is an episodic MDP
M = fS;A;P;R; so; Hg with a nite number of states and actions. To simplify later notation,
without loss of generality | replace the initial state distribut@nwith a unique starting state
So 2 S. | assume here that the human has complete knowledge of the reward fuRctoor

does not initially know the transition probabiliti®. Another assumption is that the Al has no
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knowledge ofR, and can never directly observe the rewards. Two cases considered include the
case where the Al knowR exactly, and when it does not kndwinitially.

In this section | also isolate the issue of noise in the human's behavior from that of insuf -
cient exploration, by assuming that the human's behavior will be asymptotically optimal relative
to an empirical mode, estimated from the history, of state-action trajectories up to and in-
cluding episodé. Driven by an interest in nite time regret guarantees, some assumptions have
to be made about how quickly the human's behavior becomes optimal (relative to thefPpdel
For a policy , de neV as the state-value function undeiand the true MDRM , and de ne
¥, as the state-value function undeand the MDPM' obtained by substituting the mod@lfor

the true transition probabilitid3. Let  be the policy followed by the human in episdkle

De nition 2.7. The human igolynomially empirically optima{PEO) if there exists a function

f such thaf (k) is O(poly(S; A; H; k)), and BV, ,(so) Y, *,(So)] has an upper bound.

Note that the fact that empirical optimality says nothing about whether the human's strategy
would achieve small regret on the underlying task, as the empirical rfodetlild be incomplete.
It can be shown however, that with the right choice of intervention strategy, the Al can ensure
that the empirical model is close to the true MDP, and that such a strategy can be de ned without

knowledge of the human's reward functién

Theorem 2.8. Assume that the human's strategy is PEO, then there exists an Al intervention

strategy such that the human-Al team will be polynomially consistent.

Proof sketch:Using the well-known high-probability bound on the-error of empirical
probability intervals [327], a con dence interval can be de ned arof{ds; a) for eachs anda,
and from this, a con dence bound can be deriveddarSo long ag¥ (s;)  V (so)j goes to zero
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suf ciently fast, then the regret of the human-Al strategy will go to zero as well. This is helpful

to derive the intervention for the Al agent to assist humans.

Conclusion

In this section | present some simple experimental scenarios highlight the advantages of
this more general formulation, and provide some straightforward theoretical results stating that
most relevant formulations of reward learning can be reduced to assistance problems (i.e., dec-
POMDPs). Some advantages of Assistive Al Agents Over Reward Learning [270] for Al align-
ment is based on the theory that de nitions of “reward learning” problems (such as IRL) are best
modelled asssistancgroblems, that is, as decentralized partially observable Markov Decision
Processes (dec-POMDPSs) where the parameters of the reward function are only known to the

human player.
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Chapter 3: Learning to Cooperate in Populations of Socially Rational Agents

Al agents deployed in the real world must be able to reliatdgperatewith humans (as
well as other, heterogeneous Al agents). To provide formal guarantees of successful cooperation,
some assumptions about how these partner agents could plausibly behave are required. Realis-
tic assumptions must account for the fact that other agents may be just as adaptable as the Al
agent is. In this Chapter, consider the setting where an Al agent must cooperate with members
of sometarget populationof agents in a nitely repeated two-player general-sum game, where
individual utilities are private. Two natural assumptions in this setting are 1) all agents in the tar-
get population are individually rational learners, and 2) when paired with another member of the
population, with high-probability the agents will achieve the same expected utility as they would
under some Pareto-ef cient equilibrium strategy of the underlying stage game. The theoretical
results show that these assumptions alone are insuf cient to select an Al strategy that achieves
zero-shotcooperation with members of the target population. Therefore, consider the problem
of learning such a cooperation strategy using observations of members of the target population
interacting with one another, and providing upper bounds on the sample complexity of learning
such a cooperation strategy. The main result shows that, under the above assumptions, these
bounds can be much stronger than those arising from a “naive” reduction of the problem to one

of imitation learning [18].

68



3.1 Introduction

Imagine a hospital deploying an Al assistant to help their surgeons plan and execute com-
plex surgeries. For instance, the Al assistant can take the role of a second surgeon in complex
procedures that bene t from a two-surgeon approach [168]. When rst deployed, the Al agent
is unlikely to have comprehensive knowledge of the population consisting of its potential part-
ners (i.e. the surgeons working in the hospital). Differences between human surgeons, such
as preferences, capabilities, and internal states—including surgical experience, familiarity with
speci ¢ procedures, or even mental focus under pressure—can critically impact cooperation. A
successful Al agent should be able to adapt its strategy to each human surgeon it partners with.
The central question of this Chapter in my Thesis is how to ef ciently learn such adaptive and
cooperativemeta-strategiefrom a dataset of cooperative interactions between the members of
the target population.

To illustrate, consider experience level. An experienced surgeon may prefer a fast strat-
egy to reduce surgery duration, improving post-op recovery time. Conversely, an inexperienced
surgeon may prefer a slower, cautious strategy. Hesteadegyrefers to the policy an agent fol-
lows in a single collaborative surgery. My goal has been to learn an adapgige strategyhat
maps from the history of interactions (e.g. history of collaborative surgeries performed so far) to
strategies, which allows for the Al agent to adapt to the needs of its current human partner over
time.

It is possible to learn a good Adtrategyfor individual partners using past surgical data

through imitation learning (e.g. [173]). However, learning a gaueta-strategyhrough imita-
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tion becomes impractical as task complexity, partner diversity, and task duration increase. Imita-
tion learning here would mean learning a function mapping from histories of multiple surgeries
to new surgical strategies. To do so, the Al agent would require datasets that capture long-term
interactions between human surgeons and cover the full range of surgeon and patient pro les. Ad-
ditionally, in high-stakes environments like surgery, imperfect imitation may lead to unacceptable

failure modes, resulting in the Al agent's role being terminated.

The problem setup. To formalize the above intuitions, model the interaction between the Al
agent and the individual members of the population as a repeated, two-player, general-sum matrix
game with private types. Each agent's type is their private information, where different types of
agents have distinct payoff functions. Types embed behavioral differences amongst the agents
through payoffs, inducing general-sum games between partners with different types, even though
they are collaborating on a task that requires teamwork (e.g., no-con ict games [9] or ad-hoc
teamwork [283]). Each stage game represents a complete interaction between two agents. For
instance, in the case of the surgery example, a single stage game of the repeated game corresponds

to a complete surgery.

Contributions. A novel de nition called asocially intelligentpopulation is presented, where

the member agents are (1) Consistent, meaning an individual will perform at least as good as its
best pure strategy in hindsight and (2) Compatible in pairs, meaning they achieve performance
comparable to a Pareto-optimal Nash equilibrium (PONE). The former, also called the no-regret

property, is often seen as a minimal requirement for rationality, whereas the latter has been used to

describe successful cooperation by [239]. The primary contribution is an upper bound on the sam-
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ple complexity for learning cooperation meta-strategies in socially intelligent populations. While
consistent partners (as de ned in Section 3.3) do not guarantee success for imitation learning, it
is demonstrated that compatibility within the population makes imitation feasible. However, the
lower bound on sample complexity grows exponentially due to the need to account for histories.
An upper bound in Theorem 3.6 shows that for socially intelligent parthers—who are both con-
sistent and compatible—it is possible to learn cooperation meta-strategies more ef ciently than
through imitation alone. A consequence of the lower bound in Theorem 3.4 is that, even when the
target population can be assumed to be socially intelligent, without additional information about
this population a strategy that can reliably cooperate with members of this population cannot be
found. Therefore, consider a more realistic interpretation of the zero-shot coordination problem,
where the Al agent must cooperate with an entirely new partner (whose private type is unknown),
but has observations of other members of the population, so it can learn the strategies (perhaps

better thought of as "meta-strategies") that these agents use to coordinate with new partners.

Outline. In Section 3.2, the intuition of this approach and the motivations behind it are dis-
cussed. Then in Section 3.3, the Multi-Agent setting is de ned with a background on consistency
(in the form of Hannan-consistency) and external regret. A novel de nition of compatibility is
given in de nition 2.2, inspired by [239]. Section 2.2.3 introduces the proposed de nition of so-
cial intelligence and presents a realistic class of agents that meet this criterion. In Section 3.4, this
learning problem is framed as minimiziadfruistic regretand derive lower bounds on its sample
complexity. Finally, in Section 3.6, the upper-bound result is presented, proving itinéase-
then-commistrategy can leverage the social intelligence of the population to learn cooperative

strategies more ef ciently.
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3.2 Motivation

Socially intelligent populations. My focus in this Thesis is on populations of agents where
members have established conventions that enable effective cooperation. For instance, two sur-
geons can plan and execute a complex surgery together ef ciently, even if they have not worked
together before, because they share a common set of conventions learned through similar educa-
tion. This can be seen as the members of the population loeimgpatiblewith each other. In
addition, each member should individually satisfy a base level of rationality. My de nition of

social intelligence formalizes these intuitions.

General-sum games. In this setting, agents with different types will have distinct payoff func-
tions due to different behavioral propensities. Consider the example given in Table 3.1 for a pair
of experienced and inexperienced surgeons. Even though the surgery is a cooperative task, the
agents have non-identical payoffs due to differences between their types (i.e. experience level).
Here, the general-sum aspect models the potential failure of coordination between the agents due
to their private types. If the row player is experienced and mistakenly thinks its partner is also
experienced, it will choose the fast approach, leading to the sub-optimal cooperation outcomes.
However, if, for instance, the agents learned each other's types through repeated interactions,
they can both choose the cautious approach towards the optimal cooperation outcome (Cautious,
Cautious).

This approach proposes that the Al agent initially mimics the behavior of a team member
over a short horizon, gathering enough information to infer its partners' types, while behaving

as expected from a team member. For instance, the Al agent can start by imitating the average
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Fast | Balanced | Cautious

Fast 4, 2) (5, 4) (3, 3)
Balanced | (5, 4) (6, 6) (4,5)
Cautious | (3, 3) (4,5) 7,7)

Table 3.1: Payoff matrix for a repeated two-player game with an experienced surgeon (row) and
inexperienced surgeon (column). The best cooperative outcome is achieved when experienced
surgeon slows down to match the inexperienced.

behavior of a human surgeon from the dataset, gradually inferring the human partner's type. This
preliminary imitation might not be immediately ef cient for the speci ¢ partner, but as long as

it remains human-like, it is more likely to be tolerated. Once the partner's type is inferred, the
Al agent can transition to a type-conditioned strategy that is well-aligned with its partner. This
approach would ensure that the partner is more likely to engage with the Al agent as a trusted
collaborator, avoiding early-stage friction that might otherwise lead to the termination of the Al
agent's involvement. Formalization of the repeated two-player general sum matrix games setting
is motivated from the notion of replicator dynamics [37, 266] in evolutionary game theory. The
replicator equation represents the proportion of each type in a population as the difference of the
tness of a population for that type to the average tness across all types. The replicator dynamics
construct helps to understand the type of the two agents sampled for nitely repeated two-player
general sum matrix games.

These theoretical results apply to various real-world scenarios where the goal of an Al
agent is to learn how to cooperate with self-interested agents with private types such as humans.
Most importantly, the Al agent itself is not necessarily self-interested, since its goal is to assist or
cooperate with partners coming from a population. However, the partners it is trying to cooperate
with are self-interested. This framework offers ef cient bounds for learning viable cooperation

meta-strategies based solely on observed interactions between the members of the population.
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Further insightful examples for interacting with populations are given in Section 3.7 e.g. Al

Health Coach and human-robot cooperation in a factory.

3.3 Preliminaries

As in Section 2.1.6, | model one-on-one interactions between two members of a socially

intelligent population as a repeated two-player matrix game with private types.

3.3.1 Socially Intelligent Agents

As in Chapter 2, | require that members of a socially intelligent population be both con-
sistent and compatible. | refer to Sections 2.2.4 and 2.2.5 for the formalization of consistency
and compatibility, respectfully. This forms the basis of Socialy Intelligent populations of Agents,

described in Section 2.2.6.

3.4 Learning to Cooperate

It can be assumed that the agent (henceforth referred to as the “Al agent”) will take the role
of agentl, while the other agent (referred to as the “partner”) will be agerthe objective is
to choose a meta-strategy for the Al agent that can cooperate with a partner drawn from some
target populatiomearly as effectively as agents from this population cooperate with one another.
For the class of game&s = (1 ;A; ;G;T) as de ned in Section 3.3, the target population can
be de ned as a sef of agents forming & ; ; T )-SlI class with respect to. Ideally, the goal is

to choose an Al meta-strategywhich can cooperate wit@ withoutany additional information
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about the strategies i@. Looking at the handshake protocol example in Section 2.2.6, in many
cases a population is likely to use arbitrary conventions to coordinate their behavior, and intu-
itively cooperation is impossible without prior knowledge of these conventions. (This intuition is
formalized in Theorem 3.4).

Therefore, the problem of learning a cooperative meta-strategy is outlined with prior ob-
servations of members of the target population interacting with one anothswcial learning
problemis de ned by a tuplefG;C, ; g, whereC is the target population (SI w.r.t. ),
is a distribution ovelC, while is a distribution over the joint type space . Ccan be
the set of possible strategies that any member of the target population might follow, while
is the frequency of those strategies within the population. To choose an Al strategy, a dataset
D = f(!; L;hb)jj 2 [n]g can be leveraged coveringepisodesf lengthT. In each episode
j, two agents jl and jz are sampled independently fromand played together under the joint
type . The Al agent observes the full histoh}, along with the agents' typed and 5.

A speci c learning algorithm is denoted as a data conditioned stratéDy.

3.4.1 Altruistic Regret

An Al strategy has been considered that minimizes the regret relative to some Pareto opti-
mal solution toG( ). Rather than minimizing regret in terms of the Al's own payoffs, however,
the partner'sregret can be minimized relative to their (worst case) PONE&(n). This regret

can be formalized as follows:

De nition 3.1 (Altruistic Regret [18]) Let( ;; ;) denote the PONE with tHewest payofffor
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the agent i wherei 2 f 1; 2g. The altruistic regret of agents de ned as

.
R¥he: )= G(: i ) Gla(hyia ‘(h); ) (3.1)
t=1

In practical cooperation tasks, outcomes that have low regret for the partner will have low
regret for the Al agent as well.

The cooperation objective for the Al agent can then be formalized as minimizing the altru-
istic regret. Unlike the de nition suggests, the Al agent must know its own type as well. This is
due to the fact that as seen in the handshake protocols example, if the Al agent fails to imitate
a human of its type or fail to communicate its type correctly, the partner might switch to a safe
strategy.

The goal for the Al agent is to minimize iexpectedltruistic regret over partners sampled
from and types sampled from. The following lemma shows that the problem of minimizing

regret with respect to a heterogeneous popula@iaran be formulated as that of minimizing

regret w.r.t. a single stochastic strategy.

Lemma 3.1. LetCbe a nite set of agents that arg; ; T )-socially intelligent w.r.t. type space
, and let be a distribution ovelC. There exists a mixed strategythat forms an(; ;T )-
socially intelligent class, and which is equivalent to playing against partners sampled fiom

expectation.

Proof. In a perfect recall game, every behavioral strategy has an equivalent mixed strategy
and vice-versa [11]. Thus can equivalently be de ned as a distribution over mixed strategies
sothat 2 (( N)). Thendening (a) = R( N) (a)d ( ) wherea 2 [N] denotes a pure
strategy (i.e. action) completes the proof.
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In order to show the joint impact of consistency and compatibility on the learning problem,

cases where the population is either consistent or compatible, but not both, are highlighted.

3.4.2 Consistency without Compatibility

Assume thaC consists of agents that are consistent but not necessarily compatible. The
most general class in this case is the class of all no-external-regret learners (no-regret henceforth).
It is a well-established result that the long-run average of no-regret learning converges to the set
of coarse correlated equilibria. The question is whether the Al agent can learn to do better than
a coarse correlated equilibrium when paired with a membet, afsing only a datasdd that

consists of histories of play for different Coarse Correlated Equilibria (CCE).

Theorem 3.2. There exists a consistent yet incompatible class of agesth that even with an

in nite amount of data, in the worst-case, the Al agent suffers constant altruistic regret.

Proof. The proof follows from the theorem 5.1 of [217] which shows that given any coarse
correlated equilibrium of a two-player normal-form game, there exists a pair of no-regret learners
that would converge to it. Sind@can be any subset of no-regret learners, those who converge
to inef cient CCE cannot be excluded. If the claSsontains only the agents that converge to
Pareto-inef cient CCE, it will not be possible to learn optimal strategies from any dataset. For
example, consider the payoff matrices given in table 3.2 for two pairs of types. Here, the payoff of
each agent depends only on its partner. In both games, there exists only one PONE with payoffs
(3; 4): However, every pure and mixed strategy pro le is a CCE in both matrices. In the worst
case, there may be a class of ag&weghich only converge to the CCE; B ): More importantly,

the behavior of each agent does not need to carry any information about their type, since each
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A B A B
Al32|12 A|34]14
B |34|14 B|[32|12

(a) The game matrix for typgs1; »2) (b) The game matrix for typess; 4)

Table 3.2: A class of games where an agent's payoff depends only on its partner.

agent's payoff depends solely on its partner. When the Al's strategy is deployed, it will face a
partner drawn fron€ whose type is unknown, regardless of the imitation demonstrations dataset.
Since type cannot be inferred from behavior any more, there is no way for the Al agent to know
which of the two game matrices it is playing. At best, the Al (row player) can choose one of the
two PONE with uniform probability and commit to it. There i9& probability that the Al will

play the wrong PONE, incurring constant altruistic regret.

3.4.3 Compatibility without Consistency

Let it be assumed that the member€aire compatible, but not consistent. In Section 2.2.6,
such a class can be constructed with agents using a handshake protocol to exchange type informa-
tion, and then playing the agreed-upon PONE of the current game. However, if at any any time an
agent deviates from this chosen solution, there is no restriction on what strategy each agent will
follow from that point forward. The members Gfmay even employ grim-trigger strategies that
“punish” any mistake on the part of the other agent by following a highly sub-optimal strategy.
Even if at some point in the future they could potentially switch back to a cooperative strategy
(i.e., forgive the other agent), this may not occur within the nite horiZorA single mistake at
any time on the part of the Al agent may yield the maximal altruistic regret for the remainder of
the interaction. The Al must therefore learn to imitate at least one memliepeifectly using

the dataseD, and the problem of learning to cooperate reduces to imitation learning (speci cally
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theno-interactionsetting of [245]).

A lower bound on the altruistic regret can be derived in this case by considering a game in
which there is only a single type (such that individual payoffs are common knowledge), and each
agent's payoffs depend only on their own actions. Speci cally, theNst 1 actions each yield
a payoff ofl, regardless of the other agent's action, while ki action yields a payoff 0d. In
this game, a compatible cla€xan be constructed such that, for the kst T steps, the agents
execute some “authentication protocol”, which allows them to identify other agents following
strategies inC. For the rstk 1 steps, each agent samples one of the NMst 1 actions,
with the sequence of actions formingchallenge codé¢hat the other agent must respond to by
selecting the correct action at stieplf an agent's partner fails to provide the correct response at
stepk, the agent will follow theN th action for the remainind Kk steps, such that it receives
no further payoff from that point forward. Using such strategies, and an approach similar to that
of [245], a lower bound on the altruistic regret can be derived as a function of the number of

samples in the datas@j .

Theorem 3.3. [18] Let K = jDj be the number of interaction histories in the dataset. For any
k <T,andany; 0, there exists a class of gam@sand clasof (; ; T )-compatible agents

such that, for any data-dependent meta-stratey), the altruistic regret is lower-bounded as

T kN 2 1
N 1min 3

e N 1

(N Dt

E R¥(hr; ) T

(3.2)

where the expectation is taken over, , andD. Then, for small altruistic regret, the sample

complexity grows exponentially kn

Proof sketch. Let an “authentication” functiodi : [N 1K ' 7! [N 1] be chosen
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that maps each possib{& 1)-step history of actions to a specic action N 1]. Then,
a classC can be constructed, consisting of a single meta-strategy that, for thik rsi steps
selects its actions so that the initkal 1 step history of its actions is distributed according to a
speci ¢, nearly uniform distribution . At stepk, agenti chooses actiofi(h, '), whereh, ',
is the sequence of actions chosen by the other agen&o long as agenti response with the
correct actiorf (hl ,) at stepk, agent will continue to choose actions [N 1]. Therefore, in
self-playCwill be (; ; T )-compatible forany ; > 0.

The Al agent, however, is unaware fof and must estimate this function frob. If the
Al's strategy fails to correctly authenticate at stepits partner will switch to theN th action,
which yields a payoff of zero, such that the Al will suffer an altruistic regrek of k. Becausé
is deterministic, a meta-strategy found via imitation learning will correctly authenticate for any
history hki , found inD, but has a probability o 1=(N 1) of failing to authenticate for
an unseen history. By sampling from a carefully chosen distributiothe probability of en-
countering an unseen history is greater than %; [(N 21X 12K +1) ,which leads
immediately to the lower-bound on the expected altruistic regret. Note that any can be

chosen so as to maximize this lower bound for any valuds,of andK .

3.5 Lower Bound for Socially Intelligent Populations

Theorem 3.4.LetK = |Dj. Forany ; > 0, there exists a class of gam€s and classC

of (; ; T )-socially intelligent agents such that, for any data-dependent meta-stra{&jy the
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altruistic regret is lower-bounded as

J(N)<2 1

1
alt . . H .
E Ri (hT, ,) ( I k) min —; > 1 , (3.3)

forsomek T .

Proof sketch. Similar to the proof for Theorem 3.2, a class of games can be de ned in
which players must exchange their private types to be compatible, while at the same time they can
implement consistent behavior without revealing anything about their types. A socially intelligent
class of agents can be constructed for this class of games. These agents can be augmented such
that they implement &-step authentication protocol (as in Theorem 3.3) before switching to the
socially intelligent meta-strategy if authentication succeeds. If authentication fails, the agents
will switch to some alternative consistent meta-strategy. So lorig ad T , the resulting
class of agents will b¢; ; T )-socially intelligent. As discussed in Section 3.4.2, a consistent
meta-strategy may never communicate an agent's type. Without knowing its partner's type, the
Al agent may suffer arbitrarily large altruistic regret at each step, as it cannot identify the actions

that will maximize its partner's utility.

3.6 Upper Bound for Socially Intelligent Populations

A key idea behind this work is that against a socially intelligent target population, rather
than trying to perfectly imitate a member of the population throughout the entire episode, the Al
agent only needs to imitate them long enough to learn about its partner's private type. Once it

has this information, the Al agent can leverage the fact that the partner's strategy is consistent
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Algorithm 1 TheT-stepimitate-then-commitneta-strategy (denoted b;'f ). Itis assumed here
that the Al acts as agefit

1: Inputs: Interaction datasdd, imitation timeT.
2: Initialize the imitation policy*%(D).
3: for stept =1;:::;T do

4. Execute actiom;, "L(h;D)
5. end for

6: for actiop,j 2 N do

4= gy 2he)i

8: for actioni 2 N do

0 x; () = 2(hy)i; =3

10: end for

11: end for

12: Samplex = x; with probability z,
13: for stept = T+1;:::;T do

14:  Execute actior] X

15: end for

againstanystrategy, and try to “coerce” the human partner into playing a strategy that minimizes
the altruistic regret. Such meta-strategies are henceforth refernedtase-then-commi(iC)
strategies, which use the previous observatibn® learn an imitation strategy that it follows
forthe rst T < T steps of the interaction. In this Section, an upper bound is provided on the
expected altruistic regret of a speci ¢ (IC) meta-strategy, as a function of the number of episodes

in D, subject to the following assumptions:
Assumption 3.1. [18] For ¢; 1; o; 1> 0,andT < T, it can be assumed that
1. is( o; o; T)-consistent.
2. is( 1; 1;T)-compatible.
Imitation learning.  Under an imitate-then-commit meta-strategy, the sample complexity is de-
ned entirely by the number of episodes the Al agent needs to observe to learn argstep

imitation policy. Fortunately, imitation learning is a well-studied problem, whose existing com-
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plexity bounds can be leveraged. The one caveat is that this setting requires bounds on the total
variation distance between the distribution over the partial histgrynder the population strat-

egy , and under the learned strategy. Given the dataséte imitation strategy can be de ned
"11.(D) such that"}_(h; D) is the empirical distribution over ageh's actions for each histori
occurring inD, while ’\i(h; D) is the uniform distribution oveN for h 2 D. The marginal
imitation strategy can be de ned a‘slr, = Ep ["11.(h; D)], where the expectation is taken over the
sampling of the datasél itself. Then, then the following bound on the distributionhgf under

the imitation strategy can be proven:

Lemma 3.5. Letp. be the distribution over partial historids. under the population strategy

paired with itself, and lep.. be their distribution undef2 paired with . Then,

)
N 21D T log(K )
K )

kpr  Prkrv min 1, (3.4)

whereK = |Dj.
Proof of Lemma 3.%irst Theorem 4.2 of [245] is applied, which states that, for episodic
imitation learning oveH -step trajectories, for any expert policy, there is

jSjH?log(K)

J( ) Ep J(*k(h;;D)) min H; " ; (3.5)

where S is the state space, with per-step rewards boundd@;i]. This interaction can be

modeled with as aT-step episodic MDP/R wit§ = H .. PlugginginH = T,jSj < N 2T+
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and = givesus

)
N2Tj jT?log(N)
K

J() Ep J(*x(h; ;D)) min T; (3.6)

This bound holds simultaneously for all possible reward functions boundédilih If the reward

functionr is constrained to be non-zero only for the terminal statesthen

J( ) Ep J(*3(h; ;D) =EyIr(hp)]  Ep Ir(hp)li (3.7)

[18] using the de nition of the marginal strategjt. Finally, applying Lemma 1 of [73] gives

)
N2Tj jT?log(N)

kp  Prkrv  min T K X (3.8)

the desired result]
The imitation strategy\}_(h; D) marginalizes over agerfs private type, and so the Al

does not need to know its own type.

Imitate-then-commit strategy. For historyh. 2 Hy, let2(h;.) 2 ( N N) denote the
empiricaljoint strategy played up to and including stEpGiven2(h.), itis possible to construct
amixture over mixed strategies2 ( N) such that, in expectation over the partner's payoff
under their best responsexo will be at least as large as their payoff und¢h;.). The IC
strategy described in Algorithm 1 followgl_(h; D) for the rst T steps, and then commits to a
mixed strategy for the remainder of the interaction. Then the following upper bound can be

proved on the altruistic regret achievable with an imitate-then-commit strategy:
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Theorem 3.6. Given that Assumption 3.1 holds forif the Al follows '©(D) (Algorithm 1) as

agentl, its altruistic regret satis es

1
E fRTIt(hT; 2) (K)+ 1+ 1+

T T

(ot o) (3.9)

whereK = |Dj and (K) is de ned as

)
N 2T T log(K )

(K)=min 1, K (3.10)
[18] and where the expectation is taken ovrr, , andD.
Proof of Theorem 3.6irst, let 2( ), de ned as
()= . mn  G(% Y%, (3.12)

h1; 2i2P (G( ))

[18] denote ager's payoff under the worst possible payoff for a PONE of the game parameter-

ized by joint type . Let Cdenote the event that

1 X
() T G(a% & 2) (3.12)

t=1

Because is(; ; T)-compatible,thenPfCg 1 . For (K) denedas

N2 jT?log(K)
K )

(K)=min T; (3.13)
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Lemma5.2 alsogivesRr fCg 1 (K). Therefore,

" # " #
XT 2. 41 XT 2. 41 H
Ens; G(a;a; 2)  Eny G(af;a; 2iC  T( + (K)) (3.14)
2 3 2 =1 3
X X
= Ea, 4 G(aZal; 2)jCO + En, 4 G(aZ;al; 2)jC® T( + (K)) (3.15)
t=1 t=T+1
3
X _
Eni, 4 G(af;af; 2)jCO + T( *( ) (K)) (3.16)
t=T+1

This term can have a lower-bound:

2 3
X
Ev, 4 G(afaf 2)Cd (3.17)

t=T+1

This will be the expected payoff given the strategy  the Al agent commits to for the
remainingT T steps. The idea now is that a mixtur@ver strategies can be constructed such
that the the Al agent can commit to for the remaining T steps such that the partner's payoff
under their (approximate) best-response will be nearly as good as thatAfhdgr

LetG(z; )=,y P i2m Zij G(j;i; ?) be agen®s expected payoff under. For any
joint strategyz, can be constructed such that if the Al agent commits to strategies sampled from

, the partner will have the same information about the Al's probably actions as they would given

their “recommended” action und2¢h.). The construction used by Von Stengel and Zamir [312]
motivate my work. For any joint strategy letz; = P i»n Zj denote themarginal probability
that the column player (ageB} playsj underz. For allj 2 N such tha; > 0, X; is de ned as
the conditionaldistribution over the row-player (agehs) actions given that the column player

playsj, such that; (i) = Zz—j Then is de ned as the strategy that commits to eaghwith
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probability z; .

It is shown that when the partner plays a best responge to , their payoff will be no
worse than undez itself. At rst, a response function, is constructed such that when agent 2
responds tx with r,(x), its expected payoff equa3(z; 2). LetS = fj 2 N : z > 0g,
and partitionS into P such that, for eacP 2 P, there is ax; = X, for all j;| 2 P. For each
P 2 P, the strategyp can be de ned such that

7

ye(j) = % (3.18)
12P

foreachi 2 P,withyp(j) =0 forj 2 P. (Note that ifz corresponds to somacorrelated

strategyhx; yi, thenP = N andyp = y.) Finally, forj 2 S, P(j) is de ned as the partition
containingj, and de ner, such thatr,(X;) = Xp(). r, can be left unde ned fox where
(x) = 0. Now letxp be the common conditional strategy forjgl2 P, and letzp = P i2p 4

Then,
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X

E« G(r(x);x; %)= z X7 G( 2)7ra(x) (3.19)

j2s
X o

= zp XpG( )7 yp (3.20)
P2pP I
X X , .

= Zp Xp (DYr ()G( ) (3.21)
P 2P i2N j2N |
X X X '

= Zp Pr.fijPgPrLfjjPgG( ?); (3.22)
P2P i2N j2N I
X X X '

= Zp Pr.fi;j jPoG( ?); (3.23)
P 2P i2N j2N
X X 2\> 2

= Zjj G( )ij = G(Z; ) (324)
i2N j2N

the above holds using the fact thaindj are independent given tha2 P. Next, for any

best-response function, there is

G(z; %)= Ex G(r(x);x; ?)
= Ex [X"G( ?)7r,(x)]
Ec [ max x” G( %)yl (3.25)

=E X G( )71 ()]

= E G(r (x);x; 2

Therefore, so long as the partner plays a best-response to the Al agent's chosen strategy,

they will achieve at least the same payoff (in expectation) as they would under the stzategy
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from which was computed. Note however thatvill be (approximately) consistent over the

full T steps, not justtheladt T. Dene = }—‘ and = TT—T and letz! be agentl's

marginal strategy undex. With probabilityl , will play an -best-response to the mixture
2(h)t  x, withx

Let C’be the event thatis -consistent oveT steps. Then,

2 3 2 3
X X
En. 4 G(aZ;al; ,)jC® En. 4 G(aaf; »)iC,C® T (3.26)
t=T+1 t=T+1
(T T () 2 T (3.27)

Finally, dividing by T and subtracting from?( ), the desired result

!
T T
+1 (3.28)

ER%(hr; ) 2+ (K)+ 2 T

can be derived]

3.7 Use Cases of Socially Intelligent Agents

3.7.1 Al Health Coach

Imagine a health app that introduces an Al assistant designed to help users with behavioral
change in planning their tness routines while balancing workload or classes as students. The Al
agent is trained using data from prior interactions between human coaches and users, aiming to
replicate the guidance and intervention typically offered by tness coach professionals. However,

a model based purely on imitation learning struggles to maintain long-term engagement. While
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the Al agent can provide helpful advice in the short term, it fails to adapt to the unique preferences
and behavioral tendencies of individual users. For example, the Al agent might overlook that one
user prefers mindfulness exercises in the mornings, or that another prefers structured goal-setting
rather than open-ended re ection.

The proposed approach isto rstimitate the human coach's guidance over a short time hori-
zon. During this phase, the Al agent gathers enough data to identify the user's latent preferences,
routines, and physical features to match with the intensity of their tness routines (their “type").
After this initial phase, the Al agent transitions to a type-conditioned policy, where it tailors its
suggestions to better t the user's speci ¢ needs—such as recommending mindfulness sessions
at optimal times or adjusting goals based on prior feedback. This prevents early disengagement,
where users might otherwise feel that the Al agent is offering generic advice that doesn't resonate

with their personal behavioral patterns, leading them to discontinue its use.

3.7.2 Human-Robot Cooperation in a Factory

As an illustrative example, consider the problem of designing a control policy for a coop-
erative robot intended to assist a human in a manufacturing factory. The challenge is that, while
the Al will know the basic steps on how to lift things or how to weld metal, the human engineer
or factory will have distinct preferences about the planning and physical reasoning aspects in
a factory like which box is to be moved and how in case it has high value goods. The human
worker can plan how to divide the task between themselves and the robot so that the robot can
help in welding metal using the design provided by the human and then the robot will move the

manufactured goods. The expectation is that the robot will adapt to the human worker's prefer-
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ences over time, but there are many ways these might be communicated. One worker may ignore
the robot, expecting it to take over tasks as it is able to do so, while another might describe their
preferences verbally. To learn an adaptive policy, past observations of human worker populations
can be leveraged for learning to work together for the rst time. From these observations, strate-
gies can be learned that the "population” of human workers tend to use when adapting to a new
partner.

This practical application can be accordingly mapped to the formal model of Social In-
telligence. Each partner agent drawn from the population is an individual worker, and each
agent's (worker's) preferences for how items should be manufactured and moved are encoded in
its "type". The "stage game" corresponds to the manufacturing of a single item, such that pure
strategies in this game correspond to (short-term) policies to be executed in the factory manufac-
turing environment. Each episode describes the entire period the robot spends interacting with a
single human worker, and both the robot and its partner can condition their behavior on the entire
history of this interaction, that is, the history of attempts to manufacture and move items together.
The population-level dataset would consist of multiple complete histories of interactions between
human workers, that show not only the strategies they use to manufacture items, but the strategies

they use to convey their private preferences (types).

3.8 Related Works

This work is closely related to the previous targeted learning model [57, 239, 240],which
de nes similar compatibility and consistency criteria. The notion of targeted optimality [57]

includes convergence to learning an approximately best response in a Multi-Agent model with
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high probability in a tractable number of steps against a population of memory-bounded adap-
tive agents. The main difference with my Social Intelligence work is that targeted learning only
requires consistency against a speci c target class of partners, which generally would not in-
clude the agent itself, or other adaptive agents. Socially intelligent agents need to be consistent
against all possible partner strategies. Cooperation and consistent learning also have to occur
over a xed time horizonT, rather than asymptotically. These differences mean that a hypothet-
ical “universally cooperative” [18] agent can possibly leverage the consistency of its partner to
achieve cooperation without a prearranged convention. “Universal cooperation” in a population
is relevant for speci ¢ populations as described in the illustrative examples like surgeons in a hos-
pital, workers in a factory etc. In these settings it is reasonable to assume that most agents will be
able to cooperate with each other professionally, since if a member fails to do this, they would not
be a member of that population. Furthermore, my formal model allows agents in the population
to possess highly con icting preferences with my de nition of cooperation only requiring agents

to identify mutually bene cial joint strategies when these exist. Socially intelligent agents can be
modeled as individually rational learners [189] to achieve Pareto-ef cient joint behavior. Recent
research explores the problem of bounding the behavior of the socially rational agents but ends
up with lower bounds due to additional assumptions on the private type of the population, while
it is unknown to the Al Agent [186] which also make it dif cult to be extensible to different
imitation learning problems. My research builds on these works in a learning setting where the
agent when paired with any member of the population will achieve at least the same utility with
high probability as the Pareto-ef cient approach. In the real world, the sample complexity of
my imitation learning and imitate-then-commit algorithms are better due to worst-case scenarios

determining the bounds. Sample complexity of my bounds in the real world will also depend
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a lot on the alignment of the function approximation of the imitate-then-commit strategy to the
learning task. My sample complexity bounds can be applied to any imitation learning problem
including inverse RL, behavioral cloning, etc. with relaxed compatibility assumptions on hu-
man population’s socially intelligent behavior. My model considers the bounded rationality of
humans as their private types are impacted by external environment and individual choices, in-
cluding when the human agents in a population have varying skill levels. This is addressed by
the altruistic regret de nition penalizing skills of the speci ¢ human agent (e.g. a Doctor in Res-
idency), not relevant to the task and allows the Al Agent to adapt to the skills of their individual
collaborating partner.

The problem of training agents to be able to cooperate with previously unseen partners is
sometimes referred to asl hoc teamwork213, 283] orzero-shot coordinatiofiLl38], especially
in the context of Multi-Agent reinforcement learning. Many approaches in reinforcement learn-
ing train cooperative policies that ar@bustto possible strategies that a human or an Al agent
can follow [53]. A lot of these methods build a “population” of partner strategies and maximize
the diversity of this population in order to train the Al's policy against it [80, 284]. Other ap-
proaches assume that there is no prior coordination between the agents [138] to learn rational
joint strategies while estimating the agents’ mutual uncertainty about one-another's strategies
[304]. Ad-hoc Multi-Agent coordination can be helpful to learn cooperation among Al agents
with the “other-play” algorithm [138] that nds such a strategy as a solution to the correspond-
ing label free coordinatiorproblem [304]. A possible approach to solve these problems can be
self-play [345] where the agent can optimize themselves by playing with past iterations of them-
selves in order to estimate the strategies of unseen partners. However, the "self-play" approach

can learn cooperative strategies which can "over- t" [284] to one another in the population of

93



agents. A key goal of Ad hoc coordination (teamwork) and aligned research in zero-shot coor-
dination work has been to avoid this type of over tting [79]. This problem domain is closely
related to bottad hoc teamworlkr zero-shot coordinatiorsince training an Al agent to cooper-

ate with previously unseen partners with no control over the partner is considered. Even though
population-based training approaches to ad hoc teamwork are common, they focus on fully co-
operative environments such as Dec-POMDPs, where the main issue is creating a diverse enough
population to train with [244]. Only self-interested partners who do not assume identical payoffs
are considered.

Finally, in the case of Hannan-consistent partners, this problem setting is closely related
to strategizing against and learning to manipulate no-regret learners [44, 87]. This line of work
studies whether an optimizer agent can achieve better payoff than CCE against no-regret learners
by learning to enforce a Stackelberg equilibria on them. Their emphasis is on online learning and

the optimizer's payoff, while my work is on the of ine setting and cooperation.

3.9 Conclusion

Formal guarantees for successful and reliable cooperation of Al agents with populations
of socially intelligent agents are achieved. A novel de nition of social intelligent populations is
based on the assumptions that 1) members of the population are individually rational, and 2) pairs
of members can achieve performance comparable to a Pareto-optimal Nash equilibrium. The
notion of consistency and compatibility of agents is formalized in repeated, two-player, general-
sum matrix games with private types. The theoretical guarantees are in the of ine cooperation

setting where the agent has to cooperate with unseen partners in the population to strategies
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against and manipulate no-regret policies for which the idea of altruistic regret is formalized. It

is then proven that the assumptions on its own are insuf cient to leamm-shotooperation with
partners of the socially intelligent target population. Upper bounds on the sample complexity
needed to learn a successful cooperation strategy are provided along with lower bounds on when
the Multi-Agent cooperation setting is needed with respect to the populations' trajectories, the
state space and the length of the learning episodes. The bounds in these settings of the agent
actively querying the MDP without knowing the transition dynamics of the population or the
agent observing the populations' transition dynamics are much stronger than the bounds that
can be derived by naively reducing the cooperation problem to one of reinforcement learning.
These complexity analyses and formally proven bounds can be helpful to sustainably model the

alignment problem of Al agents.
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Chapter 4: Social Cooperation in Conversational Al Agents

General-purpose Al assistants are capable of supporting people in a wide variety of tasks,
including writing, graphic design, coding, and scienti c research. The development of these Al
assistants has been facilitated by the introduction of Al agents based on open-domain Large Lan-
guage Models (LLMs). Such agents are trained by observing relatively short-term interactions
with humans, posing a major challenge. Models routinely fail at generalizing to long-term in-
teractions, such as the agent being repeatedly told to correct a mistake it makes by a user. In
this chapter, the aim is to give theoretical bounds that address these challenges with the explicit
modeling ofsocial intelligencethat is, the ability of humans to maintain and create long-term
relationships, even when their behavior cannot be predicted. Using a mathematical modeling of
how humans reason and communicate about one another over a longdimetheoretiobjec-
tives can be derived. These allow for future Al agents and LLMs to be optimized for sustained

cooperation.

4.1 Introduction

The ability to sustain long-term interactions is needed in order for conversational Al as-
sistants [133, 254] to effectively collaborate with human users while also adapting to their in-

dividual needs. Consider a hypothetical example where Alice, a team lead at a software rm,
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introduces an Al assistant into her daily work ow. Alice spends time teaching the Al assis-
tant her empathetic and constructive, rather than blunt, style of communication. Over time, she
notices subtle but very important issues. The Al assistant gives impersonal, terse feedback in
high-pressure situations despite repeated guidance to behave otherwise. It also allocates time
unpredictably, without consideration for the personal constraints of colleagues. Alice's team re-
sponds by no longer telling her about their constraints, and the Al assistant does not ask for them.
Ultimately, Alice removes the Al assistant [18].

Suppose that the Al assistant we described above is ne-tuned or pretrained on a dataset of
conversations between employees at similar workplaces. Then our earlier example presents two
major technical challenges for creating the Al assistant. One challenge is using long conversation
histories to learn how to act appropriately and using prior guidance to adjust, in addition to ap-
propriately managing workloads [305]. The second challenge is that small differences between
how a human assistant would behave and the actions of an Al assistant can make the users act
much more differently than they would otherwise (such as intentionally withholding informa-
tion), leading to a gap between the training data and real-world interactions.

We examine whether these issues can be mended by assuming that human users do not
behave arbitrarily. In particular, we have two assumptions that we formalize. The rst is that
over time, human users will gradually adapt to any agent they are speaking with, whether they are
human or Al. Second, that populations of human users follow certain "conventions" that enable
them to collaborate with new partners. We model this problem by de ning the notion of "social
intelligence" for agents that satisfy these constraints, and prove that strategies for populations
of these agents to collaborate can be learned ef ciently. Our theoretical results suggest that

traditional ne-tuning or imitation learning objectives may be suboptimal when training Al agents
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to collaborate with human users.

4.2 Preliminaries

Long-term collaborations between members of a target population are modeted as
peated two-player games with private utilitiga keeping with the conventions established in

Section 2.1.6.

4.3 Social Intelligence

For our framework of social cooperation for conversational Al agents, we assume the agents
to be bothconsistenandcompatible adhering to de nitions 2.1 and 2.2

To see the effects of social intelligence for communication, consider the case when a cau-
tious employee is paired with an employee who needs and values directness. If they belong to the
target populatiorC; they should be able to identify each other's types and adapt their communi-
cation strategies in order to avoid individual regret and achieve approximate compatibility. Our
goal is to select a meta-strategy for the Al agent that can communicate and cooperate with a part-
ner picked from som&arget populatiomearly as effectively as agents from this population do so
with one another. For the class of gantes (1 ;A; ;G;T), we will let the target population
be a seCof agents forming & ; ; T )-Sl class with respect to [18].

The goal is to have an Al meta-strateggapable of cooperating witGwithoutany further
knowledge of the strategies @ This means analyzing the problem of using prior observations

of members in the target population interacting with one another to learn a cooperative meta-
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strategy. A tupldG;C, ; gde nes asocial learning problemwhereCis the target population
(Sl wrt. ), is a distribution over the members 6f and is a distribution over ,
the joint type spaceC is akin to the set of possible strategies that any member of the target
population might follow, while is how frequently each strategy type Gappears. A dataset
D = f(}; L;h)jj 2 [n]g coveringn episodesof lengthT is used to choose an Al strategy.
In each episodg, two agents jl and f are sampled independently fromand played together
under the joint type . The Al agent observes the full histohjf, along with the agents'
types ‘1 and ‘2 A speci c learning algorithm is denoted as a data conditioned strat€ny.

Our objective is to encourage cooperation through minimizing Altruistic Regret, de ned in
De nition 3.1. The agent must know its own type as well, or the user agent may switch to a safe

strategy like disengaging the Al agent, as described in the introductory example.

4.3.1 Theoretical Ablations

Itis not yet obvious that both consistency and compatibility are required for the populations
that can be modeled naturally through this de nition of social intelligence. If it is assumed the
agents inC have strategies which are consistent but may not be compatible, then the most general
class is the case of all no-external-regret-learners which we call no-regret learners. In the long
run, these no-regret learners average out to the set of coarse-correlated equilibria (CCE). Then
our question becomes whether it is possible for the Al agent to learn a better strategy than a
CCE when partnered with a member@fgiven a datasdd of histories for game players under
different CCE.

Unfortunately, learning in the case of consistency alone cannot be guaranteed. It is shown
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in theorem 3 of [217] that given any coarse correlated equilibrium of a two-player normal-form
game, a pair of no-regret learners exists that would converge to it. We cannot exclude those
who converge to inef cient CCE sinc€ can be any set of no-regret learners. If the cl@ss
includes only the agents that converge to Pareto-inef cient CCE, we cannot hope to learn optimal
strategies from any dataset with respect to the altruistic regret. Additionally, regardless of the
dataset, when the Al's strategy is deployed, it will face a partner drawn @arnth an unknown

type. We may wish to learn a classi er to quickly infer our partner's type online from their
behavior, assuming a mapping from initial behavior to types exists. However, Gimotudes

only no-regret learners guaranteed to converge to a CCE in self-play, they have no reason to
communicate their types to each other.

Now let us consider that the memberdére compatible but not consistent. Suppose that
the members o€ have an established handshake protocol, which allows them to communicate
and identify each other's types at the start of their interaction. When they identify each other
after the handshake phase, they proceed with playing the agreed-upon PONE. However, if at
any moment the wrong action is played by one agent, the strategy the other will switch to is
unconstrained. Grim-trigger strategies can be employed by the memlignswfishing the other
agent for the rest of the horizon, triggered by a mistake at any point. The nite-horizon setting
signi es that even with a forgiving strategy, mistakes can in effect lead to grim-trigger outcomes.
Then the outsider must learn to imitate at least one memb@ipeffectly from the dataset. The
of ine problem in this setting reduces to imitation learning, in particular the no-interaction case
from [245]. Unfortunately, the sample complexity of the no-interaction imitation learning scales

exponentially with horizon in our case, since the strategies are history-dependent [18].
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4.3.2 Upper Bound for Social Cooperation

In this Chapter, a central concept is that an Al agent only needs to imitate a member of
a socially intelligent population just long enough to learn the private type of its partner, rather
than trying to copy them throughout the entire episode. Knowing this, the agent can recall that
the strategy of its partner is consistent agaarst other strategy. This means the agent can try
to "incentivize" its partnered human to adopt a strategy that minimizes altruistic regret. These
strategies, where the Al agent selectively imitates their partner, can be icallatd-then-commit
(IC) strategies. Formally, IC strategies use the set of prior observddidodearn their imitation
strategy, which they follow for the rsT" < T steps of the episode. The Altruistic Regret of a
speci ¢ (IC) strategy, as a function of the number of episodeB jrhas an upper bound when

subject to certain assumptions [18], which are shown in this section:

Assumption 4.1.For ; > 0, and somel" < T, we have that (1) is (; ;T )-consistent, and

(2) is(; ; T)-compatible.

Imitation learning. Under an imitate-then-commit strategy, the number of episodes the Al
agent needs to observe to learn a gdedtep imitation policy entirely de nes the sample com-
plexity. Fortunately, imitation learning is a well-studied problem, and existing complexity bounds
can be leveraged. The one caveat is that in this setting bounds on the total variation distance be-
tween the distribution over the partial histdry under the population strategy and that under

the learned strategy are needed. Given the dafasete de ne the imitation strategﬁ.(D)

such that"%(h; ; D) is the empirical distribution over agefts actions for each history-type

pair (h; ) occurring inD, while ’\11_(h; ; D) is the uniform distribution oveN for (h; ) ZD.
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We then de ne thanarginal strategy"%., which can be implemented by sampling a datéet
and then following the imitation strategy de ned By for the nextT steps. We then have the

following bound on the distribution df. under the imitation strategy:

Lemma 4.1. Letp; be the distribution over partial historigs. under the population strategy

and letp;. be their distribution undef>. We have that

)
N 2(T+1) J J'T-Z Iog(K )

kp  Prkrv  min T K :

whereK = |Dj: (4.2)

This bound follows directly from that of [245] via Lemma 1 of [73] (which follows from

the detailed proof in Section 3).

Imitate-then-commit strategy. For historyh. 2 Hy, let2(h+) 2 ( N N) denote the
empirical joint strategy played up to and including st&p We show that, using(h;.), it is
possible to constructmixture over mixed strategies 2 ( N) that, in expectation over, the
partner's payoff under their best response&to  will be at least as large as their payoff under

2(h;). The corresponding IC strategy will operate as follows:
1. SampleD and compute the imitation strateg;lz(D).
2. Play”1(D) for the rst T steps, and obserVe..
3. Compute a suitable mixturefrom 2(h;.), and sample
4. Sample actions from for the remainingl’ T steps.

We then have the following upper bound on the altruistic regret achievable with an imitate-then-
commit strategy:
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Theorem 4.2. Given that Assumption 4.1 holds for there exists a data-dependent strategy

IC(D) such that when played by the Al as ag2nthe altruistic regret satis es

(
2(T+1); T2
TTT+1 . (K)=min T;N JliT log(K)

E R{(hr; 2) 2+ (K)+ 2
(4.2)

whereK = |Dj and the expectation is taken over, , andD.

Proof sketch: By Lemma 4.1, we can learn an imitation strategy such that the corresponding
distribution overh,. and2(h.) is close to that under in self-play. As is compatible, both
agents' payoffs undet(h) must be close to those undssmePONE. Finally, we can construct

a mixture for agentl such that agen®'s payoffs under its (approximate) best-response are
almost as large as those und¥h;.) (the detailed proof ows from the theoretical proofs in

Section 3) [18].

4.4 Conclusion

It is a challenging problem to train conversational Al agents in order to maintain long-term
interactions and cooperation with human partners. Naive reduction of this problem to imitation
learning leads to infeasibility, due to the statistical limitation with large state spaces and long
horizons. Instead, formal guarantees are provided for successful and reliable cooperation of Al
agents with populations of socially intelligent agents. A novel de nition of socially intelligent
populations is presented based on the assumptions that 1) members of the population are individ-
ually rational, and 2) pairs of members can achieve performance comparable to a Pareto-optimal

Nash equilibrium. The notion of consistency and compatibility of agents are formalized in re-
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peated, two-player, general-sum matrix games with private types.

In an of ine cooperation setting our theoretical guarantees apply where the agent must
strategize and manipulate no-regret policies to cooperate with unseen partners. For these situ-
ations our formalization of altruistic regret is useful. Our upper bounds constrain the sample
complexity needed to learn a successful cooperation strategy. These formal bounds are useful to

model the Al agent alignment problem in a sustainable manner.
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Chapter 5: Multimodal Vision-Language Proactive Al agents for Augmented

Reality

Multimodal Al Agents are Al models which can interact, cooperate and assist human users
to solve day-to-day tasks. Augmented Reality (AR) head worn devices uniquely improve the
user experience by giving Al Agents multimodal AR capabilities of audio and video to observe
the users' actions. Existing Al Agents, either LLMs or VLMs are reactive which cannot take an
action without receiving any human input. Proactivity of Al Agents provide additional autonomy
to help the human user to detect and correct any mistakes for real-time tasks, motivate users
when they do tasks correctly or simply chat with users. My proposed YET to Intervene (YETI)
multimodal Al agent [17] focuses on the research question to detect circumstances that may
require it to intervene proactively. This allows the agent to understand when it can intervene in a
conversation with human users e.g. to help users x mistakes in cooking, using AR. The YETI
Agent learns a scene understanding signal to get a semantic understanding of the environment
around the user, using a form of Structural Similarity (SSIM) between two consecutive observed
video frames. It also uses an alignment signal to determine if the video frames corresponding
to the user's actions on the task are actually showing that users are following expected actions.
Proactive intervention results of YETI Agent are compared to the baselines of the HoloAssist

multimodal benchmark for an expert agent guiding a user to complete procedural tasks.
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5.1 Introduction

With rapid and widespread deployment of Arti cial Intelligence (Al) Assistants be it
speech-interaction based Siri or vision-speech-text based Gemini [297], there is a growing ne-
cessity to have agency in Al models. Al Agents act and guide humans for completing real-world
tasks like cooking or electric maintenance. These Al Agents can interact with humans using
speech, video or text through hand-held phones or emerging wearable Augmented Reality (AR)
devices like glasses or headsets, presenting a new paradigm of human-Al interaction. This is
especially useful in scenarios that require real-time, context-aware assistance.

Multimodal Vision-Language Models (VLMs) are a promising solution for Al Agents
to have multimodal understanding similar to human perception, letting them anticipate human
needs. However, current VLM-based assistive systems operate in a reactive paradigm, responding
only to explicit user queries. This reactive nature limits the usefulness of Al Agents signi cantly

in two critical scenarios:

1. Novice learning environments Users lack domain knowledge to form relevant queries

like in education.

2. Safety-critical operations Al Agents may need to immediately guide the user around

potential hazards.

An example of the rst scenario might be a student doing homework. Current Al models
tell the right or wrong answer without improving the student's problem-solving skills. The second
scenario could occur in a manufacturing environment where a worker handles seemingly safe
pieces of metal without noticing loose electric wires. Here, a reactive Al Agent cannot help, but
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a proactive Al Agent can. A wearable AR device (like a glass) gives the Al Agent visibility of

the worker's view and guides them about the hazard they were unaware of.

Figure 5.1: Overview of the YETI framework for detecting proactive interactions or interventions
in Augmented Reality. YETI uses lightweight signals generated in real-time, allowing timely
decision making for providing assistance to the user [17].

To address these challenges, | propose a novel frameWigik to | ntervene (YETI) for
proactive Al Agents to intervene in AR environments. Proactive interventions allow Al to decide
when to help the user without waiting for the user's question. This approach uses lightweight,
real-time algorithmic signals to detect when proactive assistance is needed through AR interfaces
such as smart glasses [90, 315]. The system bridges the gap between cloud-based Al capabil-
ities and real-world applications with Al that sees direct visual observations of user activities
in the physical world. My work is motivated from recent developments in proactive Al assis-
tance, particularly the HoloAssist dataset [319], which demonstrates the potential for real-time
Al intervention in complex procedural tasks. Valuable insights are provided by HoloAssist into
human-Al collaboration scenarios, such as computer assembly and coffee preparation, but exist-

ing implementations face signi cant computational challenges.
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Current state-of-the-art approaches for proactive intervention require extensive computa-
tional resources and multimodal sensor data that includes RGB streams, hand and head pose
estimation, sensor readings like IMU (Inertial Measurement Unit), and depth maps. A signi -
cant barrier to practical deployment is the complexity of acquiring and processing this data in
real-time. In contrast, YETI employs ef cient algorithmic signals computed on-the- y that dra-

matically reduce the computational overhead while maintaining high intervention performance.

Features Size (MB) SSIM CObj
Depth Estimation 137,408 6,543 6,870
Eye Gaze (E) 617 29 31
Hand Pose (H) 53,749 2,660 2,688
Head Pose 1,141 54 57
IMU 1,132 54 57
SSIM(Ours) 21

Alignment_Cobj(Ours) 20

Table 5.1: HoloAssist Feature sizes scaled with YETI Features

These contributions can be summarized as follows:

1. YETI, a novel Al Agent framework for real-time proactive intervention in AR environ-

ments.

2. Ef cient algorithmic signals based on Structural Similarity (SSIM) and changing object
count (Alignment_CODbj) that can be computed online, reducing computational overhead

by as much a§;870 (seen in Table 5.1) compared to HoloAssist.

3. Superior recall and F-measure compared to HoloAssist baselines while maintaining com-

petitive precision.

4. Ablation studies to show the most critical components of this approach, giving insights to
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developers of future assistive Al systems.

5.2 Related Works

5.2.1 Egocentric Interaction Datasets

Recent advances in egocentric vision have produced several datasets which contain reactive
human-Al interactions. HoloAssist [319] is a large-scale egocentric proactive dataset that focuses
on physical manipulation tasks between two people in a collaborative manner, providing detailed
action and conversational annotations. Valuable insights into how human assistants proactively,
as well as reactively intervene, correct mistakes, and ground their instructions in the environment
are offered in this dataset.

Other benchmarks like Parse-Ego4D [2] evaluate the capability of Al agents to make un-
solicited action suggestions based on user intent. This benchmark does not measure proactive
behavior as it requires the Al agents' respond to user queries.

Bigger benchmarks like Ego-Exo4D [120] focus on skilled single-person activities with-
out addressing proactive communication and provides a comprehensive multimodal, multiview
dataset capturing both egocentric and exocentric perspectives in expert-learner scenarios. Simi-
larly, existing datasets like Ego4D [119] and EPIC-Kitchens [82] are rich in activity and object

annotations, but lack proactivity or direct mappings to actionable recommendations.
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5.2.2 Proactive Al Agents and Communication

Proactive communication in Al agents includes several key aspects [86]: Intelligence (the
ability to predict and act on task developments), Adaptivity (dynamic adjustment of location and
timing of interventions), and Civility (respect for user boundaries and ethical standards). The
value of proactive Al agents across various domains, include personalized assistance, predictive
maintenance, healthcare monitoring, increasing economic and manufacturing innovation, educa-

tion, and voice assistance [45, 46, 182].

5.2.3 Language Models for Proactive Assistance

Promising results are emerging with LLMs for proactive assistance. The ProAgent frame-
work [347] leverages LLMs to create agents that dynamically adapt their behavior and in-
fer teammate intentions. The effectiveness of these models has been further shown through
ne-tuning on ProactiveBench [196], signi cantly improving the proactive capabilities of LLM
agents. Smart Help [51] demonstrates how proactive and adaptive support, in the context of as-
sistive technology, can be provided to users with diverse disabilities and dynamic goals across
various tasks and environments. It is to be noted that the new research with proactive agents
mostly focus on LLMs unlike my research on VLM-based proactive YETI agent.

Open-source VLMs, especially Google's PaliGemma [33], are popular for Al assistants,
with small-scale variants like Gemma-3 [298] being run on edge devices. Open-source VLMs do
not have proactive interaction capabilities which | have supported in my research. PaliGemma
generates a quick and accurate description including an estimate of the number of objects in

a given scene. PaliGemma is trained on a wide variety of datasets, including the TallyQA
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dataset [3], which is useful for taking a response to a question that asks for the number of objects

in a given image.

5.2.4 Procedural Mistake Detection

The analysis of egocentric data has been explored in previous studies that explore assistance
with procedural tasks; however, none have approached this challenge in the same comprehensive
manner as YETI. YETI is designed to detect optimal moments for proactive intervention. On
the other hand, existing works primarily focus on mistake detection, limiting direct comparisons
with YETI's broader intervention detection capabilities.

Online mistake detection is done PREGO [101] (Mistake Detection inrPRocedural
EGOcentric Videos) in a similar manner to YETI's real-time intervention detection. However,
PREGO is con ned to the Mistake Detection intervention type with just visual inputs. YETI
looks at both vision and language inputs, exploring more scenarios outside mistake detection
where Al intervention can be bene cial. Speci cally, PREGO lacks mechanisms for proactive
interventions, requiring users to make errors before the Al can respond. Although PREGO in-
corporates step anticipation, it only detects deviations from prede ned plans to identify mistakes.
While PREGO necessitates a symbolic description of the task for mistake identi cation, whereas
YETI operates directly on video frames without such annotations.

The work of PREGO is extended Ti-PREGO [237], comprehensively integrating LLMs
for action anticipation and detection modules along with incorporation of chain-of-thought rea-
soning and in-context learning. The ability of several LLMs (LLaMA, Mistral, Gemma, and

GPT) to perform step anticipation is evaluated. TI-PREGO focuses solely on mistake detection
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within procedural tasks and does not expand into proactive intervention detection.

Online mistake detection is also addresseDiiferentiable Task Graph Learning [268]
but diverges by utilizing Task Graphs instead of LLM-based symbolic reasoning. Task Graphs
model procedures as sequences of steps with directed dependencies, ensuring certain steps pre-
cede others. However, pre-segmented key-step sequences from input videos are needed here,
rendering it unsuitable for real-time Augmented Reality applications. On the other hand, YETI
processes continuous actions without necessitating pre-annotated data, allowing for real-time op-
eration.

The reliance on supervised learning observed in Differentiable Task Graph Learning is
mitigated inEyes Wide Unshut[206] by predicting mistakes based on eye gaze trajectories
instead of manual annotations. The next gaze position of the user is forecasted by this method
during task execution and compares it with actual gaze data to detect discrepancies. Unlike YETI,
Eyes Wide Unshut heavily depends on the availability of eye gaze data, which is not always be
accessible, specially for real-time Al Agent deployment on distributed edge computing devices.
Furthermore, many tasks do not require signi cant gaze shifts that limit the method's applicability
and increase the potential for false positives when gaze changes are unrelated to task performance

errors.

5.2.5 Action Detection

Broad action detection has been explored by other works that classify actions detected in
videos instead of detecting when to proactively intervene or when a user makes a mistake.

Quasi-Online Detection of Take and Release ActionR63] focuses on near real-time
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detection that allows a slight delay between an action and its detection on-the-y. This work
focuses on identifying "take" and "release" actions, which are instances where there is an inter-
action of the user's hands with objects instead of focusing on mistake or intervention detection.
While downstream tasks like intervention or mistake identi cation can be supported by such
action detection with assumptions, it does not directly address these areas, thereby limiting its
overall scope and applicability for use as an Al assistant.

One of the initial research to use Transformer-based models for online action detection is
OadTR [320], pivoting from Recurrent Neural Networks (RNNs), which exhibit less parallelism.
A key difference between OadTR and this work is the point-of-view of the videos and the latency
of the Al Agent's response. My YETI agent uses video frames captured from a rst-person
(egocentric) point-of-view, while OadTR uses information from a third-person perspective. Thus,
the action detection results from OadTR would not generalize to my Augmented Reality use-

case.

5.3 Methodology

5.3.1 Proactive Augmented Reality Interaction Data of Cooperative Agents

Multimodal ego-centric vision-language benchmarks are provided in the HoloAssist dataset
[319] that focus on Augmented Reality (AR)-based human-Al collaboration. This is the only
open-source proactive dataset that captures Expert-User collaborative dynamics with AR devices.
It records the visual observations of a Human User Agent interacting and collaborating with an

Expert Instructor Agent, which can be an Al Agent, on physical reasoning tasks. 482 unique
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Expert-User interaction video and dialogue sequences are present in the dataset, spanning 20

diverse task domains, including but not limited to:

Cooking procedures like making coffee

Fixing items like motorcycles

Assembling/Disassembling furniture

Assembling Devices like computers, GPUs, scanners

Maintaining Electrical systems like circuit breakers

Con guring Devices like printers, cameras, switches

The AR devices are worn by the user agent to capture rst-person perspective videos while
executing procedural tasks. The observations of the Expert Agent and guidance to the User
Agents are simultaneously captured by the AR devices. The annotation schema of the dataset
encompasses a variety of interaction types. Some examples of interactions done by the Expert

Agent include:

1. Proactive Interactions

» High-level instructional guidance

Follow-up instructions without any user input

Feedback after intervening

Steps to x mistakes

2. Reactive interactions:
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» Expert clari cations to user queries

» User-initiated dialogues

The HoloAssist data is obtained from 350 distinct expert-user interaction pairs leading to
45.5 hours of video recordings. It provides strong fundamentals to study the spatio-temporal
dynamics of when and how Proactive Multimodal Al Agents should proactively engage in AR-
assisted collaborative scenarios. This temporal aspect is important in developing Al agents which
can guide humans in human-Al collaborative tasks when an Al Agent is yet to intervene, but

should intervene with a goal to improve collaborative task execution or correct mistakes.

5.3.2 Generation from Multimodal VLM

Objects in video sequences are counted by leveraging the recent advancements in Multi-
modal Visual Language Models (VLMs). The proposed method extracts frames at a rate of 1
frame per second (FPS) by processing videos, enabling ef cient temporal analysis while main-

taining suf cient granularity for accurate object counting.

Frame Extraction and Processing Given an input vided/ of durationT seconds, a sequence
of framesffq;f,;:::;frgis extracted at 1 FPS. This sampling rate balances computational ef -
ciency with temporal resolution, thereby ensuring that signi cant object state changes are cap-

tured while minimizing redundant processing.

Multimodal Generation PaliGemma-3b-mix-448, from the PaliGemma [33] family of
lightweight multimodal VLMs created by Google, is used to process each frame independently.

PaliGemma's ability to quickly leverage its visual and textual understanding capabilities makes
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it suitable for an AR / VR setting where there may not be much device compute available and a

fast response is needed. For each frapeprompt is constructed:

Pobj = “The number of objects in this image is " (5.1)

This prompt elicits a numerical response from the model, avoiding unwanted conversational out-
put. This prompt was chosen after thorough experimentation with PaliGemma's object detection

capabilities. The model processes each frhmeith promptP,,; to generate a count estimate:

C: = PaliGemméf ; Poy;) (5.2)

whereC, represents the predicted object count at tim&he change in object count between

frames is heavily skewed towards zero as seen in Figure 5.2.

Implementation Details The con guration used ha448 448pixel resolution. After gener-

ating the model responses, minimal post-processing is performed to extract numerical values.

5.3.3 Alignment with Changing Object Count

The alignment signal that takes the form of a change in object count for the scene ob-
served by the Al Assistant is motivated by an intuition of how humans operate when listening
to instructions. A user agent will not be moving objects around when being guided on how to
do a computer assembly while they process the instructions. Rather, they will be listening so
they know what to do next. Building upon this understanding, the Al Assistant estimates when

a proactive Al assistant should intervene by simply monitoring the change in object count from
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Figure 5.2: Distribution of Alignment Signal

second to second. Figure 5.3 shows an example of frames where the object count changes.

(a) Second 36 (b) Second 37

(c) Alignment Signal over
entire video.

Figure 5.3: A plot of the alignment signal over time for a video, accompanied by two consecutive
video frames where a change in object count occurs. YETI detects a proactive intervention to
help the user replace a mechanical belt on Frame 37 after observing the alignment signal from
Frame 36. [17]
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5.3.4 Spatio-temporal Signal Generation

The frame-wise counting results are aggregated to create a temporal signal
f Cy; Cy iy Cr igwhere Ci := Cjyp  Ci. This signal captures how the number of

objects change throughout the video sequence.

(a) SSIM Second 98 (b) SSIM Second 99

(c) SSIM Signal over en-
tire video.

Figure 5.4. SSIM signal is Itering proactive interventions by YETI Agent in an image frame
(time instance) of a video observing a procedural task on how to assemble a RAM computer.
Proactive intervention happens at the 98th second in Frame 98

5.3.5 Structural Similarity

The Structural Similarity Index Measure (SSIM) [322] is used to identify meaningful
frames for proactive intervention by analyzing temporal coherence between consecutive frames.
This approach helps Iter out redundant frames where the scene remains largely static, such as

Figure 5.4, thus focusing intervention detection on moments of signi cant change.
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Given two consecutive framéds andf ., , their SSIM value is:

2 imtc)2iiatc)
( i2+ i2+1 + Cl)( i2+ i2+1 + CZ)

SSlM(f|,f|+1) = (53)

where ;; ;.1 denote the mean intensity (brightness) of frarheandf;.;, 2; 2, represent
their respective variances;; ., is the covariance between the frames= (0 :01L)? andc, =
(0:03L)? are stability constants, aid= 255 is the dynamic range of pixel values in grayscale.

The SSIM metric yields values ifD; 1], where higher values indicate greater structural
similarity between successive frames. This property identi es and Iters out frames with SSIM
values above a thresholdremoving redundant temporal information. Interventions are triggered
only during meaningful scene changes where a human user acts, reducing unnecessary proactive
interventions while maintaining responsiveness to signi cant environmental variations. Similar

to the temporal signal for changing object count, these SSIM values are consolidated for each

frame (up to secondl) into a seff s;; S; :::; St 10

5.3.6 Proactive Interactions and Interventions

Reactivity refers to the Al Agent's response to a user cue in the context of Al Agents. On
the other hand, proactivity involves behaviors initiated by the Al Agent without user prompts.
Proactive activities can be broadly categorized into proactive interaction and proactive interven-
tion. It is essential to understand the subtle but important differences between these two cate-
gories in order to leverage the capabilities of a proactive agent. An Al Agent is considered to be
proactively interactingvith the user if it initiates any engagement without user cues. Conversely,

an Al Agent isproactively interveningvhen it takes concrete steps to alter the user's behavior. By
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this de nition, all proactive interventions are forms of proactive interactions, but not all proactive

interactions qualify as interventions.

HoloAssist includes eight distinct categories of proactive behavior, of which three are clas-

si ed as interventions, as detailed in Table 5.2.

Conversation Type

| Interaction | Intervention | Example

Follow-up Instruction
Conrming  Previous
Action

Correcting Wrong AcH
tion

Describe  High-Leve
Instruction

Opening Remarks
Closing Remarks

Adjusting Video
Other

X
X

X

X X X

X
X

X

“Put the battery back."”
“Perfect.”

“Nope, not that one."

“You're going to validate, so we're going to
move the shift lever through all of the set-
tings."

“Now for this task, we are removing the
graphic cards from the PC slot."

“You're all done. You can exit now."

“Just keep your eyes on your hands."

“You can ground yourself again, it's not
necessary."

Table 5.2: Examples of Proactive Interactions and Proactive Interventions in HoloAssist. [17]

5.3.7 YETI Proactive Agent Intervention Algorithm

The YETI algorithm incorporates several hyperparameters that determine when a Multi-

modal Al Agent should autonomously intervene proactively without any question or clari cations

asked by the User Agent.
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Algorithm 2 YETI Proactive Intervention Detection

Require: SSIM- Itered Frame sequende with alignment scoreé Cig
Ensure: Set of intervention framels
1: Initialize empty setsl , Eqp; whereE,y,; stores alignment scores per episode of frames
2: Set episode intervdd, conversation intervah, local extrema range
3: Initialize episode coum = 0, frame count =0
4: for each framd; 2 F do

5 if n> 0andf; 6Zonversation intervahen
6: t t+1
7. Add C;to Eobj
8: if G 2 local extrema rangthen
9 I I[f fig
10: end if
11: if t = k then
12: Update conversation interval
13: Reset episode metrics
14: n n+1,t O
15: end if
16: else ifn = 0 then
17: t t+1
18: Add C;to Eobj
19: if t = k then
20: Chin min(Eobj)
21: Crax max(Eobj)
22: De ne local extrema range with tolerance
23: I I[f fcurrent 9
24: Update conversation interval
25: Reset episode metrics
26: n n+1,t O
27: end if
28: end if
29: end for
return |

» SSIM threshold ( ): This scene understanding parameter sets a ltering threshold to re-
move frames where user actions do not change or have not happened. SSIM value shows
how close two consecutive image frames are. If a frame and its next frame have an SSIM

of , the frame will not be considered for an autonomous intervention.

» Conversation Interval (m): This parameter constrains a minimum temporal gap between
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consecutive interventions, reducing the frequency of intervention by Al. It de nes the du-

ration that must pass after an intervention before another can happen.

» Local Extrema Range §): This parameter identi es the sensitivity of the YETI algorithm
to changes in object counts along frames. It de nes the range within which a change in

object count must fall or rise to be signi cant.

» Episode Interval (k): This parameter limits the length of an "episode” to restrict the maxi-
mum rate of interventions. An episode is a consecutive sequence of frames where only one

intervention is permitted, thus preventing excessive and disruptive interventions.

Algorithm 2 describes how the YETI agent detects proactive interventions. The input is a
series of video frames from the perspective of the human user (pre-processed to Iter out redun-
dant frames with a high similarity) and the output is the instances where a proactive intervention

may be needed.

5.4 Experiments

| conduct experiments with a wide variety of settings to obtain the results of my YETI
algorithm. This allows understanding of how each con guration of the algorithm and the value
of each hyperparameter contributes to the evaluation metrics of the YETI method compared to
HoloAssist's approaches, the baseline for Al Agents proactively intervening with an user (stu-

dent) task. An example of a proactive intervention being detected can be seen in Figure 5.5.
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5.4.1 Experimental Settings

| carefully select hyperparameters to balance the trade-off between timely interventions and
avoiding excessive interruptions. The key parameters are summarized in Table 5.3. A compre-

hensive analysis of hyperparameter sensitivity is provided in the detailed analysis of the results.

Parameter | Value
SSIM threshold () 0.9
Conversation intervaing) 1
Extrema ranger() 1
Minimum history k) 5

Table 5.3: Hyperparameters used in YETI experiments.

Settings used for different hyperaparameters can be found in Table s@trols frame
similarity Itering, m sets minimum gap between interventionsge nes the range for local
minima detection, anll speci es required history length before intervention.

| have evaluated two variants of the YETI algorithm:

» Global YETI: Uses the rst detected local extrema as a xed threshold throughout the

video frame sequence

* Local YETI: Continuously updates the extrema threshold based on its recent history

This is useful to analyze the impact of adaptive versus xed intervention thresholds on
YETI's performance. The full results of evaluating performance in this way can be seen in Ta-
bles 5.4 and 5.5.

For the comparative analysis between the proposed YETI methods and HoloAssist, it is
important to note that evaluation of proactive intervention in real-time is limited to videos where
the user and the expert agent both initiate conversations. This stipulation more closely aligns with
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the real-world assistive Al Agent scenarios, where the user may ask for help in completing a task.
This turns out to be 482 videos out of the total HoloAssist dataset. Results from the HoloAssist
paper are also aggregated for each intervention class into one through averaging in order to have
a head-to-head comparison with regards to predicting any kind of intervention. Detailed results
additionally provide insights into the ef ciency of the proactive Al Agents where the user agent
does not communicate with any dialogue. However, the expert agent proactively interacts and

intervenes with the user based on the user's visual observations.

Overall Conrm Correct Follow
Method Action Mistake Up
Prec. Rec. F—scoqurec. Rec. F-scoqurec. Rec. F-scorePrec. Rec. F-score

(RGB) |13.93 33.33 19.65 0.00 0.00 0.00|0.00 0.00 0.00|41.79 100.00 58.95
(R+H) [24.89 33.64 28.6132.14 450 7.89|0.00 0.00 0.00|42.52 96.43 59.02
HoloAssist| (R+E) |25.55 33.73 29.08 33.90 10.36 15.87 0.00 0.00 0.00|42.76 90.83 58.15
(R+H+E) |48.31 37.59 42.2839.11 40.93 40.0061.11 9.91 17.0544.70 61.93 51.92
(RGB[Pt])| 37.54 37.74 37.6442.31 27.50 33.3327.33 36.61 31.3042.97 49.11 45.84

Global |41.86 88.31 56.1722.54 91.51 36.1711.68 90.29 20.6927.55 89.69 42.15
Local [46.88 60.38 52.7726.55 68.62 38.2914.71 68.02 24.1830.07 62.05 40.51

YETI (Ours)

Table 5.4: Performance of YETI compared to HoloAssist in detecting proactive interventions.

5.4.2 Metrics

Evaluations demonstrate the YETI algorithm's effectiveness in detecting appropriate mo-
ments for proactive interaction and intervention in real-time using metrics, also used in classi -

cation:

Overall
Acc. Prec. Rec. F1

86.97 52.23 87.04 65.28
93.76 64.51 59.73 62.02

Method

Global

YETI (Ours) Local

Table 5.5: Evaluation of YETI on the proactive interaction detection setting which encompasses
the proactive intervention benchmark
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TP+ TN

Accuracy= 5T TN+ EPT EN (5.4)
.. TP
Precision= TP+ P (5.5)
TP
Recall= m (56)

Precision Recall
F-measure: 2 - (5.7)
Precision+ Recall

where TP, TN, FP, and FN denote true positives, true negatives, false positives, and false neg-
atives, respectively. These metrics provide a comprehensive assessment of YETI's intervention
capabilities, measuring both its ability to intervene at appropriate moments and its capacity to

avoid unnecessary interruptions.

As there is no empiric measurement of when the “best" precise moment to intervene is, a
window of ve seconds is considered around HoloAssist labeled ground-truth proactive interven-
tion starting time-stamps in order to assess whether a detected intervention frame is a true positive
or a false positive. This is consistent with the method used to evaluate the HoloAssist baseline
model [319], which also determines true positives and false positives by measuring temporal

proximity to the nearest labeled intervention and seeing if it is within a window of tolerance.
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