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Climate change is accelerating the frequency and intensity of extreme weather events such

as floods, heatwaves, and droughts. In 2019 alone, 4.5 billion people were exposed to extreme

weather events, marking a 12% increase from 2010, with South Asia as the hardest hit region

(Doan et al., 2023). These climate shocks affect various dimensions of a household’s well-

being, such as finances, livelihoods, and health, with the potential to reverse hard-won social

and economic gains. They have particularly severe consequences for women, who are often at

the frontline of climate crises due to existing social and economic inequalities.

This dissertation examines the ways in which climate change intersects with gender inequalities

across multiple dimensions: within the household, during critical life stages, and through policy

efforts to bridge gender gaps in educational attainment. Specifically, the three chapters explore

how climate shocks affect the distribution of household resources among members (Chapter

1), how extreme heat experienced by mothers during pregnancy affects children’s early-life

health (Chapter 2), and how government programs can close gender gaps in secondary education



attainment (Chapter 3). Chapters 1 and 2 directly investigate the economic and health impacts of

climate change, while Chapter 3 focuses on gender inequality in education—a barrier that affects

women’s economic opportunities and may indirectly influence their capacity to adapt to climate

shocks in the future. Together, these chapters highlight the interconnectedness of climate change,

economic vulnerability, and gender inequality in climate-vulnerable settings.

Chapter 1 examines how climate shocks can have heterogeneous effects on household

members’ well-being by examining the impact of floods on intra-household resource allocation

in Bangladesh, one of the countries most vulnerable to climate change. While much of the

existing climate-economy literature examines the effect of climate shocks on household-level

consumption (Karim and Noy, 2016), this chapter demonstrates that women’s and children’s

material well-being deteriorates relative to that of men in the same household as the share of the

household budget available to them declines, while the share allocated to men increases. As the

division of the household budget among members is not directly observable, I specify a structural

model to estimate the shares of the household budget allocated to men, women, and children

and leverage quasi-random variation in flood exposure to examine how these shares respond to

a flood shock over time. Using panel data on households combined with geospatial data on

flooding, I show that exposure to a flood leads to a reallocation of resources away from women

and children—primarily women—toward men, with effects persisting even four years after the

shock. As a result, women and children face a greater risk of falling below the poverty line

compared to men living under the same roof.

This reallocation of resources is driven by a decline in employment opportunities for women,

leading to a decrease in their earnings relative to men’s after the flood, as women are less able

to transition to alternative occupations. While both men and women are less likely to work in



farming after the flood, men can compensate by working as day laborers, an option less available

to women in this context. This limited adaptability for women highlights gendered economic

vulnerabilities that climate shocks exacerbate, underscoring the importance of integrating gender-

sensitive labor market support into climate resilience efforts to mitigate these hidden intrahousehold

inequalities.

Chapter 2 examines how exposure to extremely hot temperatures during pregnancy affects

children’s early-life health, which can contribute to long-term economic and social inequalities.

This chapter also focuses on the Bangladeshi context, and uses exogenous variation in prenatal

temperature experienced by cohorts of pregnant mothers who give birth in the same district

and month but in different calendar years. Combining household and child-level survey data

with reanalysis temperature data, I find that short-lived spikes in temperature during pregnancy

do not significantly impact health in early childhood. However, more prolonged exposure to

hot temperatures, especially during the third trimester, decreases their height-for-age z-score,

a measure of long-term undernourishment, by 0.186 and increases their probability of stunted

growth, a signal of chronic undernourishment, by 6.9 percentage points. This chapter demonstrates

that one channel through which the economic and health consequences of climate change materialize

is women’s exposure to extreme heat during pregnancy.

Chapter 3 shifts from the direct impacts of climate shocks to examining a policy intervention

aimed at reducing gender inequalities in education. In climate-vulnerable settings, improving

girls’ education can be an important step toward enhancing future resilience, as education expands

women’s economic opportunities and access to information. This co-authored chapter evaluates

a government-administered cash transfer program in Pakistan that offered households a monthly

stipend conditional on girls’ regular attendance in secondary school (grades 6 to 10). Using



administrative school-level data and a regression discontinuity design that exploits the program’s

eligibility cutoff based on district-level adult literacy rates, we find that the program increased

girls’ secondary school enrollment consistently over more than a decade (2004-2015). These

positive effects persisted despite the real value of the cash benefit decreases by more than 60%,

suggesting that the program may have influenced household attitudes or contributed to shifting

social norms around girls’ education. While this potential climate resilience benefit is not directly

tested in this chapter, the policy’s role in reducing gender gaps in education is directly relevant to

the broader inquiry into gender inequality in South Asia.

These three chapters collectively illustrate the multifaceted relationship between climate

change, economic impacts, and gender inequalities. Chapters 1 and 2 directly show how climate

shocks—floods and heat—worsen gendered economic and health vulnerabilities within and across

generations. Chapter 3 complements this by showing how policy interventions can reduce the

gender gap in education, which may have long-term consequences for women’s economic and

adaptive capacity in climate-vulnerable settings. Taken together, my dissertation highlights that

addressing gender inequality is a necessary element of effective climate adaptation strategies in

contexts where climate change and gender disparities are intertwined.
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Chapter 1: Deepening Intrahousehold Inequalities? Evidence from Floods in

Bangladesh

1.1 Introduction

Climate change has increased the frequency and intensity of weather extremes, including

heatwaves, �oods, and droughts (Seneviratne et al. 2021). In 2019, 4.5 billion people were

exposed to extreme weather events—12% more than in 2010—highlighting the growing global

vulnerability to climate-induced events (Doan et al. 2023). While the climate-economy literature

addresses the broader economic impacts of these climate shocks on the household's overall

budget and consumption (Karim and Noy 2016), less is known about their heterogeneous impacts

across individuals living under the same roof. Traditional measures of per-capita consumption

often overlook the realities of intra-household resource distribution, assuming equality where

it may not exist. This generalization is particularly problematic in regions where entrenched

cultural norms disadvantage certain types of household members. In such contexts, it becomes

important to study how resources are divided across members, and how these resource shares

respond to various shocks.

Within the cultural context of South Asia, women are particularly vulnerable to the effects

of climate shocks. Qualitative studies in the region show that these shocks place acute pressure

1



on women's daily workloads, reduce labor force participation, and increase dependency (Memon

2020; Rezwana and Pain 2020). Furthermore, entrenched gender norms can restrict their decision-

making autonomy and freedom of movement after these events, further hindering their recovery

(Nellemann, Verma and Hislop 2011). These constraints can weaken women's bargaining power,

potentially reducing their resource share—de�ned as the proportion of the total household budget

spent on goods and services they consume. Such a reduction can, in turn, diminish their material

well-being relative to other household members.

I investigate how climate shocks change the intra-household allocation of resources and,

by extension, the material well-being of individuals living under the same roof. I study this

question in the context of �ood shocks in Bangladesh.1 I seek to answer whether �ood events

divert resources away from women in favor of others, and if they are likely to become poorer than

others as a result. Building on recent work showing that Bangladeshi women on average have

6 percentage points or 16% lower resource shares than men (Brown, Calvi, and Penglase 2021),

this paper further examines whether exposure to a negative climate shock exacerbates existing

within-household gender inequalities up to four years after the event.

To account for potential differences in �ood anticipation, I focus on villages that are equally

at risk of �ooding ex-ante, where the timing of the �rst �ood during the study period (2012 to

2018) is as-good-as-random. Bangladesh experienced 20 �oods during this period, affecting 99

of the 275 villages in my sample. The quasi-random timing of �oods, among villages with similar

ex-ante risk, yields cohorts of villages that experienced their �rst �ood in different years. I focus

on the largest cohort: villages that experienced their �rst �ood in 2014. Using panel data from

1Globally, Hallegatte et al. (2016) document a stronger association between �ood exposure and extreme poverty
compared to other climate shocks. Bangladesh, being one of the most climate-vulnerable countries in the world, is
projected to experience “continuously increasing” exposure to �oods (Tellman et al. 2021), making it an appropriate
context for this study.

2



the Bangladesh Integrated Household Survey, conducted in 2011 (prior to the �ood), in 2015 (six

months post-�ood), and in 2018 (four years later), my research design allows me to examine both

the immediate effects six months post-�ood and the longer-term impacts four years afterward.

I specify a structural model of collective households to estimate the share of the total

household budget allocated to men, women, and children in un�ooded villages, given that the

division of household resources among members is not directly observable. Grounded in collective

household theory (Chiappori 1988, 1992), the model uses limited information on individual-

level consumption to estimate the share of thetotal household budget that is claimed by men,

women and children in the household. Speci�cally, it uses variation in expenditures on private

and assignable goods – goods consumed exclusively by a known member – and total household

expenditures, and recovers intra-household resource allocation by comparing the slopes of Engel

curves for these goods across different types of household members. This approach has gained

traction since the seminal paper by Dunbar, Lewbel and Pendukar (2013) who identify resource

shares in a nuclear family in a single period. I extend this approach to a longitudinal setting

to estimate the evolution of resource shares in un�ooded households. I then overlay exogenous

variation in �ooding to estimate anychangesin intra-household resource allocation with exposure

to a �ood in the short and longer run.

I �nd that exposure to a �ood triggers a reallocation of household resources away from

women —and, to a lesser extent, children—towards men of the household. Six months after

the �ood, women's resource shares decrease by 8.5 percentage points (30%) relative to women

in un�ooded households. Children's resource shares also decrease, though by a smaller 2.7

percentage points. These resources are redistributed to men, whose share increases by 11.2

percentage points, signi�cant at the 5% level. Four years later, women and children continue
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to experience decreases in resource shares: women's resource shares are 6.9 percentage points

lower (22%) compared to those in unaffected households, while children's shares decline by

4.6 percentage points. Men's resource shares remain signi�cantly higher, increasing by 11.5

percentage points (38%). This reallocation of resources away from women and towards men

becomes more pronounced with the number of �oods experienced.

Using predictions of resource shares from the structural model, I compute the material

well-being of men, women, and children by multiplying their resource shares by the observed

total household expenditure, yielding the shadow budget — the unobserved budget allocated to

each household member to maximize their individual utility. I �nd that men in �ooded households

see a boost in their daily shadow budget, while women and children experience a decrease. Six

months after the �ood, the daily shadow budget for a woman in �ooded households averages

$3.33 (in terms of 2017 PPP$), compared to $6.59 for a man, resulting in a daily difference of

$3.26. Given that the international extreme poverty line is $2.15 per day, an average woman

in a �ooded household is closer to extreme poverty compared to a man. On the other hand, in

un�ooded households during the same period, the average daily shadow budget for a man is $5.89

and the gender gap is only $0.61 per day. Four years later, the gender gap in �ooded households

is $3.18 per day, compared to just $0.16 per day in un�ooded households. Importantly, men in

�ooded households have a shadow budget that is $1.41higherthan men in un�ooded households.

To better contextualize these individual-level effects, I examine the �ood's impact on the

household's total budget. I �nd that exposure to a �ood reduces the total household expenditure

by approximately 14% in the months following the event, with this reduction persisting even four

years later. Therefore, the increase in men's shadow budget in �ooded households in both the

short and longer run occurs even though the household's total budget decreases.
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I show that the reallocation of household resources is driven by a decline in women's

earnings relative to men after the �ood, as women are less able to transition into alternative

occupations following the shock. In the months after the �ood, women's earnings relative to

men's earnings decrease by about 4 percentage points (53%). In the longer run, this decline

reduces but remains at about 2 percentage points (24%). This decrease in women's relative

earnings is linked to a reduction in female employment post-�ood. I �nd that women are 8.8

percentage points less likely to be employed six months after the �ood, leading to a signi�cant

drop in their earnings. In contrast, men's monthly earnings remain unaffected. This disparity

arises in my sample because women, who are less likely to work in farming or salaried positions

after a �ood, do not �nd employment in other sectors to compensate for their loss. Meanwhile,

men, though less likely to be employed in farming and self-employed activities after the �ood,

signi�cantly increase their work as day laborers. As pointed out by Afridi, Mahajan and Sangwan

(2022), this ability to substitute occupations helps men protect their income sources, while women's

earnings decline. Consequently, the relative earnings gap between women and men widens,

which drives a shift in household resources from women to men.2

My structural estimates are robust to the inclusion of different household covariates, changes

to the sample of villages, and extensions of the analysis to villages in the 2016 and 2018 cohorts.

Additionally, short-run results remain stable across variations in �ood intensity: as the intensity

of the �ood increases—measured by a larger share of the village being inundated—the effects on

women's resource shares remain consistent. However, in the long run, these effects diminish with

higher �ood intensity. The same pattern is observed in the relative earnings of women compared

2I do not �nd any signi�cant or economically meaningful changes in male migration or fertility in my sample as
a result of the �ood.
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to men within the household. As �ood intensity rises, men's earnings also decline in the longer

run, reducing the disparity between women's and men's earnings. This reduced disparity drives

the weakening of the long-term redistribution of household resources away from women and

toward men. Therefore, when the impact of the �ood on women's relative earnings subsides, the

impact on women's resource shares also diminishes in the longer run.

This paper expands and connects two strands of literature. First, it advances the literature on

the impact of climate shocks. To my knowledge, this is the �rst study, along with parallel work by

Aminjonov (2025), to disaggregate the impact of a climate shock on the intra-household division

of resources among household members, as well as their individual-level expenditures, which are

not directly observable. Existing research in the climate-economy literature primarily investigates

the effects of climate shocks on consumption for the household as a unit (Anttila-Hughes and

Hsiang 2013; Poaponsakorn, Meethom, and Pantakua 2015; Noy, Nguyen, and Patel 2021), and

does not delve into these effects within the household. Other research by Christian et al. (2018)

examines the effects of a climate shock on a limited set of observable private good expenditures.

However, it does not account for potential shifts in unobserved consumption across a broader

set of goods, and thus does not fully capture changes in an individual's total consumption. In

contrast, I use a structural model to recover the share of total household budget allocated to men,

women and children, and leverage exogenous variation in �ood exposure to provide a holistic

understanding of its effects on resource shares and individual-level expenditures.

This paper also contributes to the literature on resource share estimation by examining

not only how resource shares change in response to a climate shock but also how these effects

can persist over several years. Some existing studies use resource share estimation to measure

individual-level poverty in a cross-section (e.g., Lechene, Pendukar, and Wolf 2022), while
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others—such as Calvi (2020), Tommasi (2019), Sokullu and Valente (2021), and Hernandez-

de-Benito (2024)—apply it to analyze the effects of programs or policies, with the latter focusing

on local crime. This research extends these previous approaches by focusing on the impact of

climate-induced shocks on intra-household resource allocation, examining not only the immediate

effects but also how they evolve over time. While Aminjonov (2025) examines a related question,

this paper differs in key ways—most notably in tracing how resource shares evolve over time

following a climate shock, and in its focus on �ood shocks in rural Bangladesh rather than rainfall

shocks in Malawi.

The remainder of this paper is organized as follows. Section 2 discusses the background

and contributions of this study to the existing literature. Section 3 outlines the theory behind the

structural model used to identify resource shares over time and explains the estimation approach.

In Section 4, I describe the household and �ood data, explain how I predict the ex-ante probability

of �ooding at the village level, and use this measure to narrow my sample to villages with similar

�ood risk. I also demonstrate that, within this sample, exposure to a �ood can be considered as-

good-as-random. Section 1.5 presents the main results from the structural estimation of resource

shares and shadow budgets, including results by the number of �oods. Section 1.6 explores

potential mechanisms driving the results. Section 1.7 provides robustness checks and examines

how �ood intensity affects the stability of the results. Section 1.8 concludes.

1.2 Related literature

The collective household model has become the main framework through which household

allocation decisions are studied (see, for example, Browning, Chiappori, and Weiss 2014). This
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model characterizes the allocation problem for a collection of individuals assuming they all have

their own objective functions and bargain with each other to yield Pareto ef�cient allocations

(Chiappori 1988, 1992). A few studies have developed methods based on this model to estimate

the proportion of the total household budget allocated to each individual: their resource share.

Lewbel and Pendakur (2008), Browning, Chiappori, and Lewbel (2013), and Dunbar, Lewbel,

and Pendakur (2013) are some prominent studies in this area.3 The �rst two studies identify

resource shares in a child-free setting, whereas the latter allows for nuclear families.

Speci�cally, Dunbar, Lewbel, and Pendakur (2013) identify individuals' resource shares

by using Engel curves of private assignable goods and imposing semi-parametric restrictions

on preferences of household members. This model has been extended in recent years to allow

for complex household types and economies of scale (Calvi et al. 2023), linear re-framing of

previous non-linear models (Lechene, Pendakur and Wolf 2022), and relaxed restrictions on

preferences (Brown, Calvi, and Penglase 2021; Sokullu and Valente 2021).4

To my knowledge, Sokullu and Valente (2021) is the only paper that studies the evolution of

resource shares in a longitudinal setting, over one year.5 Their structural model relaxes the semi-

parametric restriction on preferences in Dunbar, Lewbel, and Pendakur (2013), but introduces an

identifying assumption that resource shares change from baseline values. Therefore, if resource

3Intra-household resource distribution not only gives us insight into the consumption dynamics within a
household, but also informs us of the bargaining power of individuals. Browning, Chiappori, and Lewbel (2013)
show that there is a monotonic correspondence between the fraction of total household expenditure allocated to an
individual (i.e. their resource share) and their bargaining power.

4Most of these papers use resource shares as a means to estimate individual-level poverty at a point in time. For
example, Dunbar, Lewbel, and Pendakur (2013) show that children have higher rates of poverty than their parents
in Malawi. A few studies utilize resource share estimation as a way to evaluate the effects of policies that improve
the status of women in the household. Calvi (2020) found that strengthening women's inheritance rights in India
increased the share of resources devoted to them. Similarly, Tommasi (2019) found that access to PROGRESA
redistributed resources away from fathers towards mothers in bene�ciary households in Mexico. Hernandez-de-
Benito (2024) shows that an increase in local crime in Mexico decreases women's resource shares in the household.

5Sokullu and Valente (2021) evaluate the effect of PROGRESA over 13 months. Contrary to Tommasi (2019),
they �nd that after one year, mother's share of household resources declined in treated households.
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shares change immediately after a climate event and then revert to baseline values in the next

period then the identi�cation of resource shares would not be possible. This makes it less suitable

for analyzing how resource shares evolve several years after a temporary climate shock, as in this

study. Therefore, I adopt a different set of identifying assumptions that I argue are better suited

for studying the effects of a temporary climate event over the longer-run. Speci�cally, I apply

the Similarity Across People semi-parametric restriction, as in Dunbar, Lewbel, and Pendukar

(2013), but extend it over different time periods to capture the evolution of resource shares over

four years.

Qualitative �eld research in South Asia suggests that �oods could disproportionately affect

the status of women in the household. Cultural norms in the region dictate that women are

responsible for household work such as providing clean drinking water and food in any climate

stressed situation. Memon (2020) interviews women in �ood prone areas of Pakistan and �nds

that when women are unable to ful�l their household duties in a satisfactory manner after a

�ood, they can be met with emotional or physical violence. In Bangladesh, Rezwana and Pain

(2020) discuss how women's household work and responsibilities increase after a �ood, making

it dif�cult for them to search and take-up new jobs. This increases their dependence on other

household members. Similarly, Mitchel, Tanner and Lussier (2007) �nd that women's livelihoods

are particularly affected by erratic monsoon patterns, with women expressing losses in crops,

animal fodder, poultry and livestock.

The new climate-economy literature is limited in its ability to characterize distributional

impacts of climate-induced shocks, such as �oods,within the household. Existing papers study

the effects on consumption and income at the household level (Anttila-Hughes and Hsiang 2013;

Poaponsakorn, Meethom, and Pantakua 2015) rather than for individuals. A few studies look into
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how effects could vary by sector of economic activity (Noy, Nguyen, and Patel 2021) and time

since the �ood shock (De Alwis and Noy 2019; Mueller and Quisumbing 2011). Some papers

delve into risk-coping strategies employed by affected households. For example, Gianelli and

Canessa (2022) �nd an increase in male migration in households exposed to a �ood.6

A number of studies have explored how these shocks impact proxies for women's status, but

this paper goes a step further by investigating how these changes in status trigger a reallocation

of household resources. For example, Afridi, Mahajan, and Sangwan (2022) show that exposure

to climate shocks reduced women's labor market opportunities more than men's, largely due

to gender norms that restricted women's ability to transition to other types of employment. In

contrast, Gianelli and Canessa (2021) �nd that a climate shock led to an increase in women's

labor supply as a coping strategy. Hoddinott (2006) provides evidence of lower body mass index

among women relative to male household members following a climate shock, while Miguel

(2005) �nds an increase in violence against elderly women. Dessy et al. (2021) highlight that in

some contexts, climate shocks have resulted in polygamous marriages, which can affect women's

bargaining power within households.7 Building on this literature, I focus speci�cally on how

shifts in women's status within the household following a climate shock translate into tangible

changes in their material well-being.

1.3 Intra-household allocation of resources

This section outlines the theory and estimation strategy for identifying the fraction of total

household consumption expenditure allocated to men, women, and children, referred to as their

6See Karim and Noy (2016) and Hallegatte et al. (2020) for a review of the literature on the effects of climate
shocks on household consumption and poverty.

7See Fruttero et al. (2023) for a review of the literature on gendered effects of climate change.
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resource share. Since household members consume both private goods and shared goods among

them, with the degree of sharing unknown, individual level consumption in households with

multiple members is not directly observed. I will describe the structural model developed in

Dunbar, Lewbel, and Pendukar (2013) to identify resource shares in the cross-section and extend

it to identify resource shares in a panel data setting. For simplicity, I focus on households

that have one man, woman, and child. The model can be generalized to nuclear households

with multiple children and extended households. Households can differ in terms of observable

characteristics such as their composition, socio-economic attributes, and exposure to the “treatment”,

i.e., a �ood. These differences could affect preferences and how resources are distributed within

the household. However, these covariates are notrequiredfor identi�cation of resource shares, so

I leave them implicit to simplify notation. These covariates will enter explicitly into the model in

the empirical estimation in Section 1.3.4 to allow for some �exibility in preferences and resource

shares across households.

1.3.1 The ef�cient collective household model

In any given period, all household membersJ come together to purchaseK goods at market

pricesp = ( p1; :::; pK ). The vector of total observable quantities of goods purchased by the

household isz = ( z1; :::; zK ), and the unobservable quantities of goods consumed by household

memberj is given byx j = ( x1
j ; :::; xK

j ). For ease of exposition, I omit time subscripts for now.

Since goods can be sharable or nonsharable, the quantities purchased by the household are

not necessarily equal to the sum of individual consumption. A linear consumption technology

transforms household-level purchased goodsz to individual-level consumptionx j , taking into
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account economies of scale and complementarities in consumption for all goods in the household,

except for those privately consumed by individuals. This technology is represented through a

K � K matrix A such thatz = A
P J

j =1 x j .8 Therefore, if there is one man, one woman and one

child, z = A(xm + xw + xc). Matrix A also allows us to express the unobserved shadow prices of

goods asA0p. This means that for shared goods with economies of scale like gasoline or heating,

the shadow price of that good will be less than the market price. If goods are not shared by

members, then the shadow price should equal to the market price. Intuitively, if we could solve

for the bundle of goodsx j and price it at shadow pricesA0p, we will get the individual-level

expenditure for personj . Dividing by the total household expenditure would give us the share of

total household consumption allocated to that individual.

Following the literature, I assume a collective household model in which every household

memberj has their own utility functionUj (x j ), the allocation of goods within the household

allocation is Pareto ef�cient, and the household does not suffer from money illusion.9 Uj (x j ) is

twice continuously differentiable, monotonically increasing and strictly quasi-concave over the

vector of consumption goodsx j . The household maximizes a joint social welfare functionUh in

which the preferences of each individual are weighted. These weights are called “Pareto weights”

and denoted as� j .10 To allow for caring preferences, each member's utility function is weakly

8A is a block diagonal matrix that allows for sharing or jointness of consumption for all good except a private
assignable good – a good that is consumed exclusively by a known member of the household. For any private
assignable good, there will be a 1 in the elements corresponding to this good and all off-diagonal rows and columns
for this good will be 0. This is because these goods do not have any economies of scale in consumption (since they
are not shared). The off-diagonal elements being 0 implies that there are no complementarities in consumption for
these goods. For all other goods, including any shared goods like shelter or gasoline, there are no restrictions on
complementarities and economies of scale.

9Recent work by Brown, Calvi and Penglese (2021) does not reject the assumption of Pareto ef�ciency in
the Bangladeshi context using a formal test based on distribution factors, which are variables affecting claims
to resources but not preferences for goods. Lewbel and Pendukar (2024) allow for some types of consumption
inef�ciencies in collective households and show that estimates of resource shares change at most by only 2.7
percentage points.

10� j = � j (p) is homogeneous of degree zero, so� j (pt ) = � j (pt =yt ) (Dunbar, Lewbel and Pendukar 2013).
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separable over the their own utility as well as the utility of other household members. Therefore,

utility for personj takes the following form:~Uj = ~Uj
�
Uj (x j ); :::; UJ (xJ )

�
. Household members

maximize the Bergson-Samuelson social welfare function:

Uh( ~Uj (x j ); :::; ~UJ (xJ ); p; y) =
JX

j =1

� j
~Uj ; (1.1)

where y is total household expenditure andJ is the total number of members. Browning,

Chiappori, and Lewbel (2013) show that there is a one-to-one correspondence between resource

shares and Pareto weights. Resource shares are often understood as measures of intra-household

bargaining power, but they are also in�uenced by altruism, particularly in the case of shares

claimed by children (Dunbar, Lewbel, and Pendukar 2019). If exposure to a climate shock

increases a member's Pareto weight, it will increase the weight of that person's utility in the

household's joint social welfare function. This will change the way the household optimally

allocates resources amongst its members. In what follows I will be using Pareto weights interchangeably

with bargaining power.

The household solves the following optimization problem:

max
z;x1 ;:::;x N

JX

j =1

� j
~Uj (x j );

s.t. z = A
JX

j =1

x j and y = z0p;

(1.2)

The solution of this optimization problem gives the private quantities for the vectorx j for each

memberj . Pricingx j at shadow pricesA0pand scaling byy yields the resource share of individual

j , which is denoted as� j below. This is the parameter of interest.
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By the second welfare theorem, the solution to the household's allocation problem above

can be equivalently represented as a two-step process. Household members �rst allocate resources

so that the shadow budget constraint� j y for each household member can be determined; and

then each memberj chooses bundlex j that maximizes their utility subject to shadow pricesA0p

(which are the same for all household members), and a shadow budget constraint� j y (which are

different across members).

The household's demand for a generic goodk can be expressed as follows:

zk = Ak
JX

j =1

hk
j (� j y; A0p); (1.3)

wherehk
j (� j y; A0p) is individual j 's Marshallian demand for goodk subject to the shadow price

and their shadow budget constraint. For example, if a household has one man, one woman, and

one child, the household demand for goodk would be:

zk = Ak(hk
m (� j y; A0p) + hk

w(� wy; A0p) + hk
c(� cy; A0p)): (1.4)

If a goodj is privately consumed by only personj , then the household's demand for that good

simpli�es because there are no economies of scale and goodj factors into only the utility function

for personj .

zj = hj
j (� j y; A0p): (1.5)

In what follows, to simplify notation, the Marshallian demand for a good consumed exclusively

by personj is represented ashj (� j y; A0p). Equations (1)-(5) apply in each time periodt.
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1.3.2 Engel curves of private assignable goods

Dunbar, Lewbel, and Pendukar (2013) show that resource shares for a personj where

j = m; w; c can be identi�ed in the cross-section by comparing the slopes of the household's

Engel curves for a private good that is assignable to each personj . An Engel curve captures the

relationship between the share of total household budget spent on a good and total household

expenditure, holding prices �xed. A private assignable good (PAG) is a good that is not shared

and is consumed exclusively by a known member of the household. Examples include food,

clothing or footwear, among others. The PAG in this paper is the food expenditure of personj .11

Food is private in the sense that a unit of food eaten by one person cannot also be consumed by

someone else. It is also assignable because the Bangladesh Integrated Household Survey (BIHS)

– the household data I am using for this analysis – has information on food expenditure of each

household member.12

The Marshallian demand for a private goodj that is assignable to person typej can be

derived from that individual's indirect utility function. Following Dunbar, Lewbel and Pendukar

(2013) I assume that resource shares are independent of total expenditures in poor households13

and that each person has PIGLOG preferences; however, I extend their cross-sectional approach

to multiple periods, with each personj having their own PIGLOG indirect utility function in each

11There are several reasons for preferring food over clothing expenditure shares. One key reason is that food
is more private and assignable compared to clothing, which can be shared among different household members.
Additionally, food expenditures are likely to be larger than clothing expenses because food is less durable, which can
contribute to relatively steeper Engel curves. For a detailed discussion of these advantages, see Lechene, Pendukar,
and Wolf (2022).

12If the BIHS did not have information on individual level food consumption, food would still have been a private
good but not assignable and could not have been used for estimation.

13This assumption implies that, for low levels of total expenditure, if a household's total expenditure increases,
resource shares across household members would not change. This is a strong assumption, but there is some
empirical support for it (Menon, Perali, and Pendakur 2012). Most importantly, this restriction does not apply
to variables closely related to household expenditure, such as household income, or member's wages, or measures
of wealth (Dunbar, Lewbel and Pendukar 2013).
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periodt:

Vjt (pt ; yt ) =  jt

"

ln

"

ln
� yt

Gjt (pt )

�
#

+ Fjt (pt ); ~pt

#

; (1.6)

wherept is the price of all goods including the PAGs,~pt is the price of all goods except the PAGs.

Gjt is an individual-speci�c expenditure de�ator function, that is non-zero, differentiable and

homogenous of degree 1.Fjt is individual-speci�c, differentiable, and homogenous of degree 0.

 jt is differentiable and strictly monotonically increasing. The price of the PAG for personj is

pjt .

To derive personj 's Marshallian demand for the PAG in a given time period, apply Roy's

identity, such thathjt (pt ; yt ) = � @ jt (:)
@pjt

=@ jt (:)
@yt

. This gives the following expression (surpressing

arguments ofGjt andFjt for conciseness):

hjt (pt ; yt ) = yt

� G0
jt

Gjt
+ F 0

jt lnG jt

�
� F 0

jt yt lny t ; (1.7)

whereG0
jt andF 0

jt are �rst derivatives with respect topjt . As an individual makes a consumption

decision based on their shadow budget constraint� jt yt , and shadow pricesA0pt , thehjt (pt ; yt ) in

equation (1.7) can be expressed ashjt (A0pt ; � jt yt ).

To express as budget shares of the PAG, multiply both sides bypjt

yt
, and rearrange terms:

Wjt = � jt � jt + � jt � jt ln� jt + � jt � jt lny t ; (1.8)

where� jt = pjt

�
G0

jt

Gjt
+ F 0

jt lnG jt

�
, and� jt = � pjt F 0

jt . Wjt is the share of the total household

budget that is spent on goodj . � jt and� jt can be interpreted as preference parameters because

they determine the intercept and slope of this curve.� jt can be loosely interpreted as the marginal
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propensity to consume the PAG as household expenditure increases.

Importantly, the budget share spent on a PAG for personj , Wjt , and their resource share,

� jt , capture different information and one cannot substitute for the other. For instance, differences

in preferences for goods can lead to cases where an individual holds the highestWjt but has the

lowest resource share in the household. I provide an example in Appendix A.1 to illustrate this

argument.

1.3.3 Identi�cation of resource shares

To estimate the resource shares of personj at any given timet, I would ideally like to

estimate a system of Engel curves, one for each personj :

Wwt =
h
� wt � wt + � wt � wt ln� wt

i
+ � wt � wt lny t ;

Wmt =
h
� mt � mt + � mt � mt ln� mt

i
+ � mt � mt lny t ; (1.9)

Wct =
h
� ct � ct + � ct � ct ln� ct

i
+ � ct � ct lny t :

With data on budget shares and total household expenditure, we could regressWjt on yt , and

the slope would estimate� jt � jt , while the constant would estimate the term in the brackets in

equation (1.9). However it is not possible to identify� jt from this system, as there are only 6

moment conditions (3 slopes and 3 intercepts) and 9 unknowns for any periodt. If we account

for the restriction that� mt + � wt + � ct = 1, it brings the number of unknown parameters down to

8, but the model is still under identi�ed.

Therefore further restrictions are needed on the unknown parameters to identify� jt . One

possible assumption is that� jt = � t , which implies the marginal propensity to consume the
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private assignable good varies across time, but is the same across individuals within a given time

period. This is equivalent to applying the Similarity Across People (SAP) restriction in Dunbar,

Lewbel, and Pendukar (2013) for each time periodt.

Since� jt = � pjt F 0
jt , this restriction has two components: �rst, the price of the PAG (pjt )

should not vary across household members, and second, that the derivative ofFjt (pt ) with respect

to pjt must not vary with personj . In this paper, the private assignable good is food expenditure,

and food prices do not vary based on who consumes the good, satisfying the �rst condition. The

latter restriction implies that the shape of the Engel curves for the PAG should be the same across

j . It does not imply that preferences for the PAG are identical acrossj , as they can still vary

across individuals through an intercept shift (i.e. through the� jt ). Importantly, this restriction on

preferences is only for the PAG, not any other good. In Appendix A.3, I provide a fully speci�ed

example of an indirect utility function that satis�es this requirement.

With � jt = � t , the number of unknown parameters reduces to 6 in a given time periodt

and matches the number of moment conditions, allowing the identi�cation of� jt by taking the

ratio of the slopes and solving for� jt . If the slope of the Engel curve is steeper for men relative

to women, then it means they have a higher share of household resources devoted to them.

There are alternative assumptions that can be considered on� jt . For example, Sokullu and

Valente (2021), who also use longitudinal data to see how resource shares evolve over one year,

propose a Similarity Over Time (SOT) restriction that implies� jt can vary across individual, but

not over time – i.e.� jt = � j . However, a key identifying assumption in this approach requires

some change in the resource shares of household members since baseline.14 If resource shares do

14Under SOT, assumption 4 in Sokullu and Valente (2021) simpli�es to the requirement that the following matrix
needs to be non-singular, where� j 2 =� j 1 is the resource share of personj in t = 2 relative to baseline (i.e.t = 1 ),
and� j 3 =� j 1 is the corresponding ratio fort = 3 .
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not change over time, or if they change and then revert back to original levels, then SOT cannot

be imposed. Given that I am studying the effects of a �ood up to four years after the event,

and considering the temporary nature of this shock, it is possible that resource shares change

immediately after the �ood and then revert back. This possibility makes the SOT restriction less

viable in the context of this study. The SAP restriction, on the other hand, is agnostic about

resource shares changing over time.

1.3.4 Estimation of resource shares

I follow Calvi (2020) and adjust the system of Engel curves in equation (1.9) to allow for

extended households, pool data from all three rounds of the Bangladesh Integrated Household

Survey, and estimate the following system of equations for a householdh:

Wwht = � wht � wht + � ht � wht ln
� � wht

Fh

�
+ � wht � ht lnyht + � wht ;

Wmht = � mht � mht + � ht � mht ln
� � mht

M h

�
+ � mht � ht lnyht + � mht ; (1.10)

Wcht = � cht � cht + � ht � cht ln
� � cht

Ch

�
+ � cht � ht lnyht + � cht :

0

@
1 1 1

� m 2 =� m 1 � w2 =� w1 � c2 =� c1

� m 3 =� m 1 � w3 =� w1 � c3 =� c1

1

A

If resource shares do not change since baseline, or if they change back to original levels int = 3 , then this
matrix would be singular. Also, if they do not change substantially, the matrix can be near-singular, which can cause
numerical instability and lead to dif�culties in achieving convergence and reliable parameter estimates in iterative
procedures (Yuan and Chan, 2008).

Results from my estimates in Table 1.3 show that, in the reference household, resource shares for women do not
change substantively since baseline, and the determinant of the matrix above is near-zero (-0.128). Therefore, when
I tried to estimate resource shares using the SOT restriction, the model produced unreliable results.
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Fh, M h, andCh refer to the numbers of women, men, and children in the household, respectively.

They are added to allow for the possibility of an extended household, with multiple male and

female adults, as is common in many developing countries like Bangladesh. If there is just one

man, one woman, and one child, this model reverts to equation (1.9). Since exposure to a �ood

could potentially affect the number of men, women, and children in the household,Fh, M h, and

Ch are numbers at baseline. I categorize adults as those aged 16 or above at baseline in 2011,

adjusting the threshold in subsequent surveys to ensure the same individuals are consistently

de�ned as men, women, or children across all survey rounds. Further details are provided in

Appendix A.4.

As errors could be correlated across equations, I estimate the model using Nonlinear Seemingly

Unrelated Regression (NLSUR). To allow preferences and resource shares to vary �exibly across

households, I model each unobservable parameter—� jht , � ht , and � jht —as a combination of

observable household socioeconomic characteristics, time variables, and exposure to �ooding.

Speci�cally, the resource share� jht for person typej = m; w; c at time t in householdh are

modeled as:

� jht = � 0j + � 1j Midline + � 2j Endline + � 3j F loodh � Midline

+ � 4j F loodh � Endline + � 5j X h + � 6j Wht ; (1.11)

whereF loodh is an indicator variable for whether the household was exposed to a �ood,Midline

andEndline are indicator variables referring to the second and third rounds of the BIHS survey

(the �rst survey conducted in 2011/12 is the baseline),X h refers to household covariates that

are time invariant, andWht are covariates that can vary with time. Standard errors allow for the
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arbitrary correlation for error terms within the village, which is the level of treatment assignment.

It should be noted that� jht represents the resource share that is allocated collectively to people of

that category. Within each person category, resource shares are assumed to be evenly distributed,

as in Calvi (2020). For instance, if the household allocated 30% of its resources to children and

there are two children in the household, then each child would get 15%.

In the preferred speci�cation,X h includes the the numbers of men, women and children in

the household (centered around the mean at baseline), whether the household had a woman with

at least primary education, and a child under the age of 5 – all measured at baseline.Wht includes

six binary variables for whether the numbers of men, women, and children in the household

increased or decreased since baseline. Given the �ndings in Calvi (2020) about how women

in India approaching post-reproductive ages experience a decrease in the household resources

allocated to them,Wht also includes a binary variable for whether the household has a woman

over the age of 40.15 I check the robustness of the main estimates by adding additional covariates

in Section 1.7.

The parameters of interest,� 3j and � 4j , along with the constant term� 0j , provide key

insights into resource allocation. The constant term re�ects the resource share for person typej in

a reference household at baseline—speci�cally, an un�ooded household with the average number

of men, women, and children, where all binary covariates in equation (1.11) are zero. Meanwhile,

� 3j and� 4j indicate whether resources shift towards or away from person typej after exposure to

a �ood in 2014, with the former capturing the short-run effect and the latter the longer-run effect

compared to unaffected households. Appendix A.2 provides a graphical illustration of how these

15Calvi (2020) shows that in households with children, women's resource shares begin to decrease approximately
after the age of 40.
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parameters are identi�ed within the Engel curve framework.

Since exposure to the �ood could affect preferences, I model� ht and� jht similarly and I

allow them to change with time, exposure to a �ood, and the household covariates in equation

(1.11). This approach is intended to account for the �ndings in De Rock, Potoms, and Tommasi

(2022), which provide evidence of changing preferences following the receipt of a cash transfer

program.16

1.4 Data and sample selection

1.4.1 Flooding data

My source for �ood maps is the Global Flood Database (GFD) which uses daily satellite

imagery at 250-metre resolution to estimate �ood extent for 913 large �ood events documented

by the Dartmouth Flood Observatory (DFO) from 2000 to 2018 (Tellman et al. 2021). For each

�ood event, the GFD provides a map that shows the maximum observed surface-water extent, the

start and end date of the �ood, as well as an estimate for the total population that was exposed.

The DFO catalogue is compiled largely from news reports, so �ood event maps provide a lower

bound of maximum �ood extent.

From the GFD, I map 97 �oods that affected Bangladesh between 2000 to 2018.17 As an

example, Appendix Figure B.2 shows the �ood map for one event that occurred from August 20

to September 8 in 2014 that impacted around 11 million people. The GFD also allows me to

generate a satellite-based �ood plain that outlines all areas that have experienced a �ood from

16Put differently, I do not use �ood exposure as a distribution factor – de�ned as variables that affect the
distribution of resource but not preferences for goods —because a �ood, as a signi�cant event, could in�uence
preferences, invalidating it as a distribution factor.

1791 of these �oods were due to heavy rain, 2 due to dams, and 4 due to a tropical storm.
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2000 to 2018. This is one of the variables I use to predict the probability of �ooding in villages

that will be described in more detail later in Section 1.4.4.

1.4.2 Household level data

I use all three waves of the Bangladesh Integrated Household Survey (BIHS), which is a

household panel survey nationally-representative of rural Bangladesh conduced by International

Food Policy Research Institute (IFPRI) in 2011/12, 2015, and 2018/19 (Ahmed, 2013; IFPRI,

2016; IFPRI, 2020).18 Households are located in all of Bangladesh's 64 districts and in 275

villages.19 The dataset provides detailed socio-economic information, including demographics,

household expenditures, employment, agricultural activities, and migration.

The BIHS stands out because it contains information on food intake of each individual

household member, unlike most household panel surveys. As explained in Section 3, this disaggregated

information, even if it is just for the food module, provides crucial information on a private

assignable good (PAG) – a good consumed exclusively by a known member of the household –

that is necessary for estimating resource shares. I focus on a balanced panel of 1,596 households

that had at least one man, one woman, and one child in each round of the survey, and had usable

information on their food expenditure shares. Details about data cleaning are in Appendix A.4.

18The BIHS de�nes a household as a group of people who live together and take food from the “same pot”. If two
brothers stay in the same house with their families but they do not share food costs and they cook separately, then
they are considered two separate households.

19There are 323 total geo-located villages across all rounds of the survey, but households were repeatedly surveyed
in 275 of them.
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Figure 1.1:Number of times each village has been hit by a �ood from 2000 to the �nal round of the BIHS
survey in 2018/19. Villages in green-shaded unions did not get hit by any �oods from 2000 to 2018. Gray
lines show inland perennial water. The unions in which the villages are located are presented in this graph
instead of village GPS coordinates, to protect the identity of individual villages.

1.4.3 Exposure to �oods

To determine whether households in my sample were exposed to �oods, I obtain data from

IFPRI on average village GPS coordinates, with households located within 5km. I create a buffer

of 5km around these village GPS coordinates, overlay it with each of the 97 �ood maps for

Bangladesh from 2000 to 2018, and compute the share of area within 5km of the village that was

inundated during each �ood event. I binarize this treatment as equal to 1 if more than 15% of

the area around the village is �ooded and 0 otherwise. Treatment is assigned at the village level,

and all households in the village are considered �ooded (or un�ooded).20 The threshold is set at

15% because during the study period – i.e. the time between the baseline and endline surveys –

15.3% is the average area around the village that was inundated by water across all �ood events

20I do not have access to household GPS coordinates, which are kept con�dential.
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(see Figure B.3). I perform sensitivity checks to this threshold in Section 1.7.4.

From 2000 until the last BIHS survey conducted in 2018, villages experienced up to 42

�oods. Figure 1.1 illustrates the cumulative number of �oods experienced by the 275 villages

in my sample. To protect the identity of individual villages, the graph depicts the union (a level

4 administrative boundary) in which each village is located. About 65% of the villages were

exposed to at least one �ood, with an average of 11.02 �ood occurrences per village from 2000-

2018 (see Figure B.4).

Between the �rst and last BIHS survey, there were 20 �ood events in Bangladesh. These

�oods affected 99 villages in the sample at various points in time. Figure 1.2 shows villages

based on the year they experienced their�rst �ood since the baseline BIHS survey was conducted.

Among them, 84 villages faced their initial �ood event in 2014, 2016, or 2018. Speci�cally, in

2014, 51 villages were exposed to their �rst �ood event since the baseline BIHS survey, forming

the largest cohort of �ooded villages.

1.4.4 Ex-ante probability of �ooding

Villages do not have a uniform risk of �ooding. This can be seen in Figure 1.1, which shows

that villages located in certain parts of the country experience a higher frequency of �ooding than

others. For example, villages closer to inland waterbodies experienced a greater number of �oods

relative to areas further away. Villages also differ in terms of other geographic characteristics

that can in�uence their probability of being exposed to a �ood, such as rainfall, topography and

vegetation cover, among others (USGS). Figure A.3 illustrates differences in rainfall, Normalized

Difference Vegetation Index (NDVI), �ood zones, and elevation across villages in my sample (see
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Figure 1.2:Cohorts of villages based on the year they were hit by their �rst �ood since the baseline BIHS
survey. 99 villages were hit by �oods from 2012-2018 at different times. The unions in which the villages
are located are presented in this graph, to protect the identity of individual villages.

Appendix A.4 for details).

I estimate a probit model to predict a village's probability of �ooding at baseline. The

outcome variable is one if a village experienced any �ood by the time of the �rst household

survey in 2011 and zero otherwise. Village-level regressors include time variant and invariant

characteristics. The former category includes village-level trends for annual rainfall, NDVI,

and land surface temperature from 2001 until 2011. Time invariant characteristics include the

village's elevation, climate zone, distance to inland waterbodies, administrative division, whether

the village is located in a �ood plain, is close to a major river or stream, or in an area prone to

tidal, �ash, or river �ooding.

To see how well this measure of ex-ante �ood risk is associated with future �oods, I

examine its relationship with the actual number of �oods experienced by villages during the

study period between 2012 and 2018. Figure B.5 illustrates that villages with higher ex-ante

26



Figure 1.3:Number of villages (�ooded and un�ooded) in each cohort after narrowing sample based on
ex-ante �ood risk and geographic area.

probabilities experienced a greater number of �oods during this period.

1.4.5 Villages with similar ex-ante �ood risk

I limit my sample to households located in villages that have similar geographic characteristics

and ex-ante �ood risk. To accomplish this, within each cohort, I narrow down the sample to

�ooded and un�ooded villages that are located within the same geographic area and have a

maximum allowable difference in ex-ante �ood risk of 0.3. For instance, if a �ooded village has

an ex-ante �ood probability of 0.9 then selected un�ooded villages in the same geographic area

must have a baseline probability of 0.6 or higher. This ensures a comparison of �ooding effects

between villages with similar baseline risk of �ooding, differing only in treatment status, while

maintaining geographic similarity among villages. Further details can be found in Appendix A.4.

In Section 1.7.3, I demonstrate that the main results are robust to different thresholds of baseline
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�ood risk.

Based on these selection criteria, I narrow the sample from 275 to 118 villages, of which 49

experienced a �ood during the study period (2012 to 2018), and 69 shared a similar ex-ante �ood

risk and were geographically close but did not experience a �ood during the study period. The

2014, 2016 and 2018 cohorts constitute 75% of the villages in this sample, as shown in Figure

1.3.

I focus exclusively on the 2014 sample for the main results, as it is the largest cohort of

villages (see Figure 1.3), and draw on the 2016 and 2018 samples only for robustness checks.

Households in these cohorts are balanced in terms of socio-economic characteristics at baseline

– including household composition, education attainment, total household expenditure, and food

expenditure shares, as illustrated in Appendix Figure B.7. They are also balanced in terms of

ex-ante �ood probability and geographic region, and are equally likely to be in a �ash �ood or

river �ood zone. Furthermore, these covariates are not jointly signi�cant in determining treatment

status.21

To illustrate further that the timing of the �rst �ood during the study period is arguably

random, I plot the difference in annual rainfall between �ooded and un�ooded villages in the

selected sample in the years preceding and following the �ood (Figure 1.4). High rainfall was

cited as the cause for 19 of the 20 �oods that occurred in Bangladesh during the study period, but

after narrowing down the sample based on ex-ante �ood risk and geographic location, there are

no pre- or post- trends in annual rainfall in �ooded compared to un�ooded villages (Panel A in

Figure 1.4). The graph is �at, and the estimates are statistically indistinguishable from zero. For

example, the point estimate at the time of the event is 0.23 standard deviations, which amounts to

21F statistic: 0.64; pvalue 0.85
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Figure 1.4: Differences in standardized annual rainfall in �ooded and un�ooded villages in the years
before and after their �rst �ood during the study period. Panel A shows these differences for the 2014,
2016, and 2018 cohorts in a selected sample of villages that have a similar ex-ante probability of �ooding
and are located in the same 100km grid. Households in this sample of villages are used to produce the
main results. Panel B is based on a further restricted sample of villages, excluding three treated villages
(and associated control villages) in the Sylhet division that experienced some of the highest rainfall during
the study period relative to surrounding villages. This reduced sample is used for robustness checks only.
Shaded area represents 95% con�dence intervals.

only 14.7 cm of rainfall in a year. Given that the 20-year average annual rainfall for a village is

235.34 cm, this difference is economically insigni�cant. Further details are provided in Appendix

Section A.4, including the speci�cation used to produce Figure 1.4.22

To address any lingering concerns about rainfall differences, I restrict the sample further

by removing seven villages, including three �ooded villages that experienced exceptionally high

22Prior to narrowing the sample based on ex-ante �ood risk and geographic location, there existed systematic
differences in rainfall between �ooded and un�ooded villages in the full sample, see Figure A.4 in Appendix.
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rainfall compared to their surrounding villages. This subsample is used only for robustness

checks. Panel B presents rainfall differences in this robustness sample, where the point estimates

along the event timeline are even closer to zero. Figure A.5 in the Appendix plots the differences

in land surface temperature between �ooded and un�ooded villages, showing similar results.

1.4.6 Descriptive statistics for the 2014 sample

Only the 2014 sample in Figure 1.3 is used to produce the main results in Section 1.5.

These households are observed in the baseline survey conducted in 2011/2012, then six months

after their �rst �ood in 2014 (corresponding to the midline survey in 2015), and �nally, four years

post-�ood, in the endline BIHS survey conducted in 2018/19. From the initial �ood in 2014 until

the endline survey in 2018, villages experienced up to 11 �oods.

The average household is nuclear with two children, as shown in Table 1.1. Children have

the highest food budget share at 21%, followed by men at 18% and women at 16%.23 In terms

of employment and earnings, 86% of households had a working woman, 98% had a working

man, and children's labor participation increased from 12% at baseline to 43% by 2018.24 Also,

note that men's average monthly income is substantially higher than that of women and children.

On average, women's earnings are 8.26%, and children's earnings are 6.12% of men's monthly

earnings.

These villages are not representative of rural Bangladesh and are likely poorer and more

�ood-prone. The average baseline risk of �ooding is 95% and �ood-affected households experienced

an average of 2.1 �oods since their initial �ood in 2014 until the time of the midline survey and
23Table B.1 in the Appendix has other household characteristics and shows that the mean age of both women and

men increases from baseline to endline, which is encouraging as it reinforces the idea that the same individuals are
being tracked in each person category.

24The legal age of employment in Bangladesh is 14 years.
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Table 1.1: Summary of household characteristics

All Baseline Midline Endline

Number of men (16+ years at baseline) 1.16 1.19 1.16 1.12
(0.42) (0.46) (0.43) (0.38)

Number of women (16+ years at baseline) 1.20 1.21 1.20 1.17
(0.44) (0.46) (0.43) (0.43)

Number of children (� 15 years at baseline) 2.16 2.03 2.20 2.26
(0.97) (0.98) (0.96) (0.97)

Men's food budget share 0.18 0.19 0.19 0.16
(0.08) (0.09) (0.08) (0.07)

Women's food budget share 0.16 0.16 0.17 0.14
(0.07) (0.07) (0.08) (0.07)

Children's food budget share 0.21 0.18 0.24 0.23
(0.11) (0.11) (0.10) (0.10)

Total annual household exp. (1000 Taka) 178.56 113.03 181.69 240.97
(123.95) (76.21) (112.74) (139.39)

1(Household below extreme poverty line) 0.16 0.27 0.12 0.09
(0.37) (0.44) (0.33) (0.29)

1(Woman worked in last 7 days) 0.86 0.82 0.87 0.90
(0.35) (0.39) (0.34) (0.30)

1(Man worked in last 7 days) 0.98 0.98 0.97 0.97
(0.15) (0.12) (0.16) (0.17)

1(Child worked in last 7 days) 0.26 0.12 0.20 0.43
(0.44) (0.33) (0.40) (0.50)

Women's monthly earnings (Taka) 423.03 333.78 434.09 500.69
(956.90) (768.14) (968.31) (1,099.15)

Men's monthly earnings (Taka) 7,858.52 5,594.24 7,843.52 10173.33
(5,746.82) (3,987.57) (5,468.43) (6,569.12)

Children's monthly earnings (Taka) 309.21 63.97 276.36 537.49
(1,276.41) (486.72) (1,177.02) (1,698.67)

Ratio of women's to men's monthly earnings (%) 8.26 10.56 6.47 7.75
(27.00) (38.84) (14.78) (21.25)

Ratio of children's to men's monthly earnings (%) 6.12 2.00 8.53 7.24
(32.73) (18.55) (46.29) (25.03)

1(Access to relief program) 0.06 0.09 0.06 0.03
(0.24) (0.29) (0.23) (0.17)

1(Flooded) 0.32 0.32 0.32 0.32
(0.47) (0.47) (0.47) (0.47)

Number of �oods if treated 2.59 0.00 2.12 5.65
(2.95) (0.00) (0.76) (3.03)

Annual rainfall in cm (20 year average) 235.34 235.34 235.34 235.34
(63.70) (63.75) (63.75) (63.75)

Probability of �ood risk at baseline 0.95 0.95 0.95 0.95
(0.08) (0.08) (0.08) (0.08)

Observations 1173 391 391 391

Notes: Descriptive statistics for households in selected �ooded and un�ooded villages in the 2014 sample.
Mean with standard deviations in parentheses.
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5.65 �oods by the endline survey. Additionally, 27% of households in the sample live in extreme

poverty, based on the World Bank's international extreme poverty line ($2.15 per day per capita in

PPP terms). The poverty headcount ratio is approximately 28.1%, which is higher than the World

Bank's estimate of 18% one year prior to the baseline survey.25 Furthermore, across all survey

rounds, an average of only 6% of households reported having access to a �ood relief program.

There is also a clear division of labor on gender lines at baseline, with women's main

occupations concentrated in farming, while men's are spread across a wider range of sectors.

Figure B.8 illustrates the percentage distribution of main occupations for men and women, excluding

non-earning roles such as students or housewives. I grouped earning occupations into 10 broad

categories, �ve of which are related to farming (including raising livestock, raising poultry,

farming one's own land, sharecropping, and other types of farming). About 90% of women

with earning occupations were engaged in farming, predominantly in raising poultry, livestock,

or dairy farming, while the remaining 10% worked in salaried jobs, non-agricultural day labor,

or in trade and production. On the other hand, around 40% of men were involved in farming, but

primarily as sharecroppers or cultivating their own land.26 The division of labor is particularly

evident in farming, where men do not engage in livestock, poultry, or dairy farming, and women

have minimal participation in sharecropping or cultivation of own land. Furthermore, nearly 15%

of men worked as agricultural day laborers, a category where no women were represented, and

around 20% of men were self-employed, with another 20% employed in trade, production, or

salaried positions.

25https://data.worldbank.org/indicator/SI.POV.DDAY?locations=BD
26Other farming includes less common types such as �sh farming or homestead farming, where small-scale

farming is done for personal use or local trade.
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1.5 Results

1.5.1 Effect of �oods on intra-household resource allocation

I estimate the model outlined in Section 1.3.4 and �nd that exposure to a �ood led to a

redistribution of household resources. In Columns 1 and 2 of Table 2, I show the effects of

exposure to a �ood on the resource shares of men and women, as shown in equation (1.11). The

interaction between the binary treatment and post-treatment time dummies reveals how resource

shares shift when households are hit by a �ood. Six months following the �ood, women's

resource share decreases by 8.5 percentage points (hereafter pp), on average, compared to women

in unaffected households (Column 1). This effect is statistically signi�cant at the 10% level. Four

years later, the decrease in women's resource share reduces marginally to 7 pp. In contrast, men's

resource shares increase by 11.2 pp in the short run and by 11.5 pp four years later, with both

estimates remaining statistically signi�cant (Column 2). The model estimates parameters directly

for men and women only, and estimates for children can be backed out given that resource shares

for all household members add up to one in a time period.

Notice that in the absence of a �ood, men's resource shares decrease over time, as indicated

by the negative, large, and signi�cant time �xed effects for men. The implications of this will

be explored further in Table 1.3, but it suggests that men gradually cede around 13 pp of their

resource shares, primarily reallocating them to children as they grow older. Table B.2 in the

Appendix reports estimates for all resource share parameters in equation (1.11), including the

constant and changes in resource shares with the other observable household characteristics.27

27Figure B.10 validates the structural model by illustrating that the estimated resources shares are independent of
total household expenditures, among this sample of low-income households.
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Table 1.2: Effect of �oods on resource shares of men and women

(1) (2) (3) (4)
Women Men Women Men

1(Midline) 0.001 -0.134��� 0.046 -0.188���

(0.043) (0.040) (0.048) (0.049)

1(Endline) 0.036 -0.134��� 0.011 -0.164��

(0.045) (0.048) (0.057) (0.064)

1(Flood)� 1(Midline) -0.085� 0.112��

(0.046) (0.049)

1(Flood)� 1(Endline) -0.069 0.115�

(0.053) (0.066)

# Flood2015� 1(Midline) -0.069��� 0.088���

(0.012) (0.019)

# Flood2018� 1(Endline) -0.015��� 0.025���

(0.003) (0.005)

Observations 1173 1173 1173 1173
Total parameters 102 102 102 102

Notes: Estimates from the system of Engel curves from Section 1.3.4, controlling nonlinearly for 17
covariates: a constant, time �xed effects, interactions of the �ood variable with post-treatment time
dummies, the demeaned number of men, women, and children at baseline, six dummies for changes in
household composition since baseline, and binary variables indicating whether the household had a child
under �ve at baseline, whether at least one woman had completed primary education at baseline, and
whether at least one woman was over the age of 40. The sample size is 391 households across 59 villages.
A total of 102 parameters are estimated. The constant, taste parameters and changes in resource shares
with other household observables in eq (1.11) are omitted from this table for brevity. Standard errors are
clustered at the village level and are reported in parentheses. *** p< 0.01, ** p< 0.05, * p< 0.10.

Conclusions based on the number of �oods further support the main �ndings from Columns

1 and 2, indicating a similar diversion of household resources from women to men. This speci�cation

is the same as in equation (1.11), replacing the binary �ood variable with the number of �oods

experienced by these survey periods. As the timing of the �rst �ood is as-good-as-random for

this sample of villages, so would be the number of �oods accumulated up until a set point in time.

Columns 3 and 4 in Table 1.2 show that for each additional �ood experienced before the midline

survey in 2015, women lose 6.5 pp of their household resources while men gain 8.8 pp, both of

which are statistically signi�cant at 1% level. Four years after the �rst �ood, women's resource
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Figure 1.5: Average resource shares of men, women and children, as predicted by the model, at the
time of the endline survey in households that experienced the number of �oods indicated on the x-axis.
Estimates at zero correspond to resource shares in untreated households at the time of the endline survey.
Shaded areas represent 95% con�dence intervals. Sample size: 391 households.

share decreases by 1.5 pp and men's increases by 2.5 pp, which remain statistically signi�cant at

1%. Therefore, if a village in the 2014 cohort experienced just one �ood during the study period,

it would have a relatively larger effect in the short-run than in the longer run, on average. If

there are additional �oods, then the effect on resource shares would be additive.28 These shifts in

resource shares are not driven by the most �ood-exposed villages, as results remain robust even

after excluding villages with the highest �ood exposure (see Table B.3).

As �ood exposure accumulates, the redistribution of household resources becomes increasingly

skewed in favor of men. Figure 1.5 plots the average resource shares of men, women, and children

28Table B.4 in the appendix shows that if the treatment effects in Columns 3 and 4 Table 1.2 are multiplied by
the average number of �oods experienced by midline and endline surveys (2.1 and 5.6, respectively), the resulting
resource shares for �ooded villages are similar to those reported in Columns 4 and 5 of Table 1.3.
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Table 1.3: Resource shares in reference households and the effect of �oods

Reference household Flooded household

(1) (2) (3) (4) (5) (6) (7)
Women Men Children Women Men Children� Children's share

Baseline 0.272��� 0.438��� 0.289��� 0.272��� 0.438��� 0.289��� ...
(0.037) (0.052) (0.042) (0.037) (0.052) (0.042) ...

Short-run 0.273��� 0.305��� 0.422��� 0.189��� 0.416��� 0.394��� -0.027
(0.041) (0.034) (0.046) (0.038) (0.058) (0.050) (0.040)

Long-run 0.308��� 0.305��� 0.387��� 0.239��� 0.420��� 0.341��� -0.046
(0.050) (0.035) (0.041) (0.035) (0.068) (0.050) (0.037)

Notes: Estimates for resource shares of men, women, and children in reference households and �ooded
households. A reference household is located in a control village, with one man, one woman and two
children, and all binary household covariates in Table B.2 set to zero. Columns 4-6 report the resource
shares in a reference household in a treated village. Column 7 reports the effect of exposure to a �ood on
children's resource shares. Standard errors are clustered at the village level and are reported in parentheses.
*** p < 0.01, ** p< 0.05, * p< 0.10.

at the time of the endline survey (as predicted by the model) against the cumulative number of

�oods experienced by the time of the last household survey. Each point represents the average

resource share allocated to a person type in villages that experienced the cumulative number of

�oods on the x-axis. Estimates at zero correspond to resource shares in un�ooded households at

the time of the endline survey. It shows that women's resource shares start to decline consistently

after the �rst �ood, but children's resource shares start to drop after the sixth �ood. This drop in

resource shares of women and children is absorbed by men of the household. In households that

experienced 11 �oods by the endline survey, men have a resource share of 63.4%, which is 22.7

pp higher than that of men in households with only one �ood.

In discussing the remaining results, I will focus on Columns 1 and 2 in Table 1.2 (and Table

B.2), as these offer a more concise view of the overall effects of �ood exposure. It follows that

the effects would be more pronounced in villages that experienced a greater number of �oods.

I show the predicted resource shares of men, women, children in reference households over
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time in Columns 1 to 3 in Table 1.3. A reference household is a household in an un�ooded village

where the numbers of men, women and children are set at the sample mean and binary household

covariates, mentioned in equation (1.11), are set to zero. Therefore, in terms of household

composition, the reference household is nuclear with two children, and its composition remains

unchanged over time. In each time period, the resource shares for women (men) in reference

households can be derived using estimates of the constant term and the corresponding parameter

values for time effects for women (men). At baseline, the resource shares for women, men, and

children in a reference household are 27.2%, 43.8% and 29%, respectively. The gap between

men and women's resource shares at baseline is 16.6 pp. Over time, the disparity between men

and women in these reference households narrows. This is partly due to a marginal increase in

women's resource shares in un�ooded villages from baseline values, but the primary reason is

that men transfer around 13 pp of their resource shares to children as they age.

I then bring in exogenous variation from �oods and show the predicted resource shares if a

reference household experiences this climate shock in Columns 4 to 5. Resource shares in �ooded

villages can be derived using predicted resources shares from Columns 1 to 3 and incorporating

the average effect of a �ood on men and women's resource shares from Columns 1 and 2 in Table

1.2. Six months after the �ood, women in �ooded households have a resource share of 18.9%

which is 30.8% less than that of women in a reference household. Four years after the �ood,

women experience a drop of 22.4% in their resource shares. Men's resource shares improve by

about 37% in both post-�ood periods.

The resource shares for children can be backed-out as all resource shares must sum to one in

each time period. The effect of exposure to the �ood on children's shares is reported in Column

7. In the short-run, children in �ooded households lose 2.7 pp of their resource shares. This
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effect increases to 4.6 pp four years after the �rst �ood, although these effects are statistically

insigni�cant.

Taken together, the results show that women and children experience a decrease in the share

of household resources allocated to them after a �ood, but these effects are stronger for women. It

is important to note that resource shares are assumed to be evenly distributed among individuals

within each person category. On average, households have two children, so the reduction in

children's total resource shares is distributed across two individuals. In contrast, the decline in

women's resource shares is borne by one individual, as the average household has one woman.

This drop in resource shares of women and children is absorbed by men of the household, who

experience a sustained and statistically signi�cant increase in their resource shares after the �rst

�ood.

Importantly, Table 1.3 suggests that even if there are no changes in household composition

since baseline, there is still evidence for a reallocation of household resources away from women

and children towards men of the household after a �ood. This helps alleviate concerns about the

potential impact of changes in household composition on the results. A more detailed discussion

of the mechanisms behind these shifts will be provided in Section 1.6.

The stark reallocation of household resources away from women toward men is evident

in Figure 1.6, which plots the distributions of the predicted resource shares of men, women,

and children in all �ooded and un�ooded households at each time period. The distributions

at baseline are quite similar for �ooded and un�ooded households – any minor differences

observed at baseline are attributed to differences in observable household characteristics used to

model heterogeneity in equation (1.11). After exposure to the �ood, the distribution of women's

resource shares in �ooded households is shifted to the left compared to those in un�ooded
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Figure 1.6: Distribution of resource shares of men, women, and children in all households in the 2014
sample, obtained as predictions from equation (1.11). Blue and gray histograms correspond to �ooded and
un�ooded households, respectively. Sample size: 391 households.
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households, indicating a decrease in resource shares for women in treated households. The

distribution for children's resource shares follows a similar pattern, but the shift is less prominent.

In contrast, the distribution of men's resource shares in �ooded households is shifted to the right

compared to those in un�ooded households, suggesting an increase in resource shares for men

in �ood-affected households. Appendix Table B.5 reports descriptive statistics for the predicted

resource shares in �ooded and un�ooded households.

A closer look at Figure 1.6 shows that women in �ooded households appear to be providing

insurance for men's consumption by compensating them for their transfers to children. Notice

that in �ooded households, men's resource shares remain stable between 44-46% in all years,

whereas in un�ooded households men yield about 13 pp of their resources to their children as

they grow older, which can be attributed to their growing needs. This is also re�ected in the

time �xed effects in Table 1.2. On the other hand, women's resource shares in un�ooded villages

remain consistently between 32-35% across years, but in �ooded households, women experience

a drop in their resources of around 10 pp compared to their average baseline values. It is these

transfers from women that allow men to maintain their resource shares in �ooded households

while women end up with a lower share.

Note that food expenditure shares remain unchanged across �ooded and un�ooded households,

and the underlying effects of the �ood on intra-household resource distribution become apparent

only through changes in the slopes of Engel curves for person-level food expenditure. Appendix

Figure B.9 shows that the distributions of observed food expenditure shares for men, women, and

children remain consistent in �ooded and un�ooded households in all time periods. This suggests

that naively using only observational data on food expenditures would likely show no discernible

effect from the �oods, potentially leading to the mistaken conclusion that the �ood had no impact
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on intra-household inequalities.

Additionally, a higher share of food expenditure does not necessarily correspond to a higher

resource share, as these are distinct entities and one cannot proxy for the other. Appendix Figure

B.9 and Table 1.1 show that children consistently hold the largest food expenditure share, around

20% in all periods, but Figure 1.6 and Table 1.3 show that men have the largest resource share,

exceeding 40%. This emphasizes the need to use the structural model to uncover the effects of

the �ood shock on the distribution of the household budget, rather than relying solely on limited

observational data for a private good.

1.5.2 Shadow budget and individual-level poverty

Using the predicted resource shares from the structural model, I calculate the shadow

budget by multiplying the predicted shares with the observed total household expenditure at time

t—i.e., �̂ jht � yht . The shadow budget represents the unobserved individual-level budget allocated

to men, women, or children, which they use to maximize their utility. Comparing these values

to benchmarks such as the international extreme poverty line of $2.15 per day (in 2017 PPP$)

allows for assessing how close individuals are to reaching the minimum threshold required for a

decent standard of living.

The redistribution of resources away from women and children in the household results

in an increase in the material well-being of men in �ooded households. Table 1.4 presents the

descriptive statistics for the shadow budget. Panel A shows the total shadow budget allocated to

each person category. Six months after the �ood, men in �ooded households had a mean daily

shadow budget of $7.46, which was about $3.55 higher than the average for women and $1.92
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Table 1.4: Shadow budget of men, women and children in 2017 PPP$

Un�ooded Flooded

Women Men Children Women Men Children

Panel A: By person type
Baseline 4.71 6.59 3.16 4.95 6.94 3.36

(3.66) (4.79) (2.52) (3.26) (4.92) (2.80)

Short-run 6.29 6.77 6.81 3.91 7.46 5.54
(4.41) (5.54) (4.43) (2.45) (4.35) (3.26)

Long-run 7.39 7.35 6.31 5.20 8.49 4.66
(4.80) (5.67) (3.88) (3.02) (5.68) (3.04)

Panel B: By individual

Baseline 3.91 5.75 1.58 4.25 6.07 1.69
(2.91) (4.27) (1.20) (2.84) (4.20) (1.10)

Short-run 5.28 5.89 3.33 3.33 6.59 2.72
(3.04) (4.21) (2.09) (1.53) (3.38) (1.61)

Long-run 6.31 6.47 2.99 4.70 7.88 2.27
(3.45) (4.13) (1.97) (2.78) (5.06) (1.43)

Observations 798 798 798 375 375 375

Notes: Descriptive statistics of the shadow budget of men, women, and children in all households in
the selected sample. Panel A presents the shadow budgets by person type, whereas panel B presents
the shadow budget by individual in each person type category. Means are reported in 2017 PPP$ terms.
Standard deviations are in parentheses. Sample size: 391 households.

higher than the average allocated to children in these households. It was also approximately

$0.69 higher than the average budget for men in un�ooded households. By the time of the �nal

household survey, four years after the �rst �ood, the shadow budget allocated to men in �ooded

households was $1.14 higher than the average for men in un�ooded households, while the budgets

for women and children were $2.19 and $1.65 lower, respectively.

To compare these shadow budgets to the $2.15-a-day international extreme poverty line

using PPP exchange rates, I compute the shadow budget per individual within each category.

The descriptive statistics are shown in Panel B of Table 1.4. The median household typically

consists of one man, one woman, and two children. Within each group, the shadow budget is
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Figure 1.7:Kdensity of the daily shadow budget per man, woman and child in each time period. All
shadow budgets are in terms of 2017 PPP$. Vertical dashed line is the current extreme poverty line of
$2.15 a day in 2017 PPP terms. Sample size: 391 households.
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assumed to be evenly split among members if there are multiple individuals of the same type.

When comparing �ooded and un�ooded villages, the average daily shadow budget per individual

is lower for women and children in �ooded areas, while the shadow budget per man is relatively

higher. This indicates that women and children are particularly vulnerable to falling below the

extreme poverty line.

This is illustrated further in Figure 1.7, which plots the distributions of daily shadow

budgets per man, woman, and child compared to the international poverty line. At baseline,

the distributions are similar across both treated and untreated households, with children being the

most likely to fall below the extreme poverty line. This observation is consistent with previous

estimates from Bangladesh and other lower-income countries, which indicate that children are

the most vulnerable to extreme poverty (Lechene, Pendukar, and Wolf, 2022). Following a �ood,

within a given time period, women and children in �ooded households are more likely to fall

below the extreme poverty line compared to their counterparts in untreated households, while the

distribution for men shifts slightly to the right.29

1.5.3 Effect of the �ood on the household's total budget

To contextualize the changes in individual-level budgets and to provide a clearer understanding

of what is happening to the household as a whole, I explore the effects of exposure to a �ood on

29Figure B.11 in the appendix plots the distributions of the total shadow budget allocated to each person type. By
the endline survey, the distributions for the shadow budget allocated to all women, men, and children in un�ooded
households align more closely. This alignment occurs primarily because, in the absence of a �ood, resources are
transferred from men to children, without a compensatory adjustment from women.
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the household's total budget. I use the following speci�cation, which mirrors equation (1.11):

Yht = � 0 + � 1Midline + � 2Endline + � 3F loodh � Midline

+ � 4F loodh � Endline + � 5X h + � 6Wht + � ht (1.12)

Since exposure to a �ood is as-good-as-random,� 3 and� 4 represent the effects of the �ood on

the outcome six months and four years after the shock.X h andWht are household observable

characteristics that are not required for identi�cation of causal effects, but are included to improve

precision. As villages experienced up to 11 �oods between their �rst �ood in 2014 until the

endline survey in 2018, I additionally study effects based on the number of �oods.30 As the

timing of the �rst �ood is arguably random, so is the number of �oods experienced by any given

time period. For all outcome variables, I report results both with and without household-level

controls (X h andWht ), with the former being the preferred speci�cation. As a robustness check,

I also reproduce results for the more restrictive set of villages in Panel B in Figure 1.4. Standard

errors are clustered at the village level since that is the level of treatment assignment.

I �nd that exposure to a �ood had a negative and lasting effect on the total household

budget. Column 2 in Table 1.5 presents results from equation (1.12). Six months after the �ood,

the total household budget in �ood-affected households decreased by 0.23 standard deviations,

on average, relative to households not exposed to a �ood, as shown in Column 2 in Panel A.

This represents a decrease of about 14% relative to the average household budget in the midline

survey.31 This negative effect endures over time, with affected households having a total budget

30To do this, I modify equation (1.12), replacing the binary �ood indicator with the number of �oods experienced
by the midline and endline surveys.

31Table 1.1 shows the mean total household expenditure is 181,690 Taka at midline with standard deviation of
112,740 Taka.
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that is 0.26 standard deviations below that of un�ooded households even four years post-�ood.

These �ndings, when combined with those in Section 1.5.2, show that men in �ooded households

experienced an increase in their individual-level budget, even though the total household budget

declined.

The observed decrease in the total household budget is re�ected in an increased incidence

of extreme poverty and a decrease in the value of consumption assets owned by the household.

Using the World Bank's current extreme poverty line of $2.15 per day per person (in 2017 PPP

terms) as a benchmark, Column 5 shows that experiencing a �ood increases the likelihood of a

household falling below the poverty line by 11.9 pp in the short run, a result that is statistically

signi�cant at the 5% level. In the long run, the likelihood increases by 5 pp, but is no longer

statistically signi�cant.32 The value of consumption assets decreases by 0.08 standard deviations

in the months following a �ood and by 0.114 standard deviations in the longer-run (Column 8

in Panel A). Panel B shows that experiencing one additional �ood by the midline survey reduces

the value of consumption assets by 0.04 standard deviations in the short run, which is statistically

signi�cant at the 10% level, and by about 0.02 standard deviations in the long run.

The persistent reduction in the overall household budget may be linked to a decline in

productive assets, though the evidence is suggestive. Column 11 shows that the value of agricultural

assets decreases by approximately 0.09 standard deviations shortly after the �ood and by 0.126

standard deviations four years later. Non-agricultural productive assets decrease by around 0.17

standard deviations in both periods. The direction of these effects is corroborated in Panel B,

which examines the impact of experiencing an additional �ood by the midline and endline surveys

32If a household has 3 members, for instance, then the total household budget needs to be at least $6.45 ($2.15� 3)
per day to not be categorized as extremely poor.
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on household budget and assets.

1.6 Mechanisms

I �nd that women's employment is disproportionately affected after the �ood, while male

employment remains relatively stable. Table 1.6 focuses on changes in female and male employment

and earnings within the household. Using equation (1.12), Column 2 shows that �ood exposure

decreases the likelihood of women being employed by 8.8 pp in the short run, signi�cant at the

10% level. This effect reduces to 1.2 pp in the longer-run. In contrast, Column 5 shows that men's

employment is not signi�cantly affected: they are 1.5 pp less likely to be employed immediately

after the �ood and 1.6 pp more likely in the long run, but both effects are small and statistically

insigni�cant.

This disparity arises because women, who are less likely to work in farming or salaried

positions after a �ood, do not �nd employment in other sectors to compensate for their loss.

Figure 1.8 shows the effect of a �ood on women and men holding the main occupations listed

on the y-axis. As described in Section 1.4.6, there is a clear division of labor at baseline:

women primarily work in poultry and livestock farming, while men are more concentrated in

sharecropping, farming their own land, and a broader range of non-farming occupations. Figure

1.8 illustrates that men are 5.2 pp less likely to work in sharecropping and own farming and

4.6 pp less likely to work in self-employed activities after a �ood. However, they are able to

compensate by increasing their wage labor, particularly as agricultural day laborers (6.04 pp

more likely, signi�cant at 1% level). In contrast, women face a 11.5 pp reduction in raising

poultry and a 2 pp drop in salaried work, both signi�cant at the 10% level, yet they do not move
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to roles like agricultural day labor, which is could be more labor-intensive and may be considered

inappropriate for women in this context depending on the nature of the work. Recall no women

had agricultural day labor as their main occupation at baseline. This lack of substitution provides

some context behind the observed shock to women's earnings in the short run, as they do not

replace the loss of farming and salaried work with another occupation. This aligns with �ndings

in Afridi, Mahajan, and Sangwan (2022), which emphasize how cultural barriers limit women's

employment �exibility after a climate shock.

The reduction in women's employment after the �ood also has a direct impact on their

earnings, which has been shown to in�uence women's intra-household bargaining power (see

Doss 2013). Column 8 indicates that women's monthly earnings in �ooded villages decreased by

0.2 standard deviations in the months following the �rst �ood, compared to women in un�ooded

villages. This effect is statistically signi�cant at the 10% level. Four years after the �rst �ood, the

reduction in women's monthly earnings decreases to 0.138 standard deviations. Although this

effect is statistically insigni�cant in the long run, it represents a decrease of approximately 30%

of the mean monthly earnings of women at the time of the endline survey (as reported in Table

1.1).33 In contrast, male monthly earnings decrease by a smaller magnitude, with reductions of

0.012 standard deviations in the short run and 0.02 standard deviations in the long run. These

reductions are both statistically and economically insigni�cant.

As women lose out on earnings more than men, there is a change in the monthly earnings

of women relative to men in the household. This is the most likely explanation for what is

driving the change in resource shares, and this has been used as a proxy for bargaining power

33Given the relatively high standard deviation of women's monthly earnings, a change of 0.13 standard deviations
corresponds to a reduction of 142 Taka, compared to an average monthly income of 500.69 Taka at the endline
survey.
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in existing research (e.g., Hoddinott and Haddad 1995). Column 14 shows that exposure to

a �ood leads to a decrease of 4.2 pp in female earnings as a percentage of male earnings, on

average. In this context, the average ratio of female to male earnings is 10.56% at baseline. A

4.2 pp decrease represents a 40% reduction in the average ratio prior to the �ood, highlighting

a signi�cant negative impact on gender earnings parity. In the longer-run, the magnitude of this

effect reduces to 2 pp, which is close to a 20% reduction in the average ratio at baseline.

Alternative mechanisms, such as transportation and housing expenses, are unlikely to explain

the reallocation of household resources. Column 8 in Appendix Table B.6 shows that men

are approximately 7 pp less likely to work outside the village six months after the �ood and

4.1 pp less likely in the long run. This reduction coincides with a decrease in transportation

expenses (Column 11). Additionally, housing-related expenses (such as rent and maintenance

costs) decrease by 0.157 standard deviations in the short run and 0.246 standard deviations in the

long run (Column 14), further indicating that these factors do not drive the changes in resource

allocation.

I also consider whether changes in household composition, such as male migration or

fertility, drive the observed effects on intra-household resource allocation, but these factors appear

unlikely.34 Column 2 in Appendix Table B.6 shows no signi�cant increase in male migration in

�ooded households.35 Similarly, Column 5 indicates no noticeable changes in fertility, as the

34Recall that the structural model already controls for changes in household composition since the baseline.
Results considering a reference household as shown in Table 1.3 indicate that even in the absence of changes in
household composition, a decrease in female resource shares is still observed. Consequently, channels such as
fertility and male migration are examined here largely because they are commonly considered in the literature,
although no signi�cant �ndings are expected from these channels.

35This is contrary to �ndings in Gianelli and Canessa (2022), who show that �oods in Bangladesh led to signi�cant
increases in male migration.One possible explanation for this difference is that the selected sample in this paper
is restricted to households in �ood-prone areas that have at least one man, one woman, and one child, whereas
Gianelli and Canessa (2022) studied a broader rural population in Bangladesh, which may have included more
diverse household structures and migration patterns.
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Figure 1.8:Effect of exposure to a �ood on a binary variable for whether a household has a man or woman
whose main occupation is listed on the y-axis, following equation (1.12). The speci�cation controls for
household composition, the outcome variable, and woman's educational attainment (completion of at least
primary education)—all measured at baseline—as well as whether she was over the age of 40. Bars
represent 90% con�dence intervals, with standard errors clustered at the village level. Sample size: 391
unique households.
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age of the youngest child in �ooded households is marginally higher, suggesting no increase in

fertility rates post-�ood. Thus, neither migration nor fertility seem to account for the observed

redistribution of resources.36

Lastly, there may be concerns that the �ood could affect agricultural markets by altering

food prices, but I show that they remain unchanged. Figure B.12 compares food prices for over

300 commodities between �ooded and un�ooded villages across all three survey rounds. It can be

seen that price differences are economically and statistically insigni�cant across food groups and

time periods. For prepared foods—i.e., food purchased outside the home—there is more variation

in prices between �ood affected and unaffected villages, likely re�ecting differences in the types

of prepared foods available. However, these items constitute only 0.58%, 0.69%, and 1.07% of

food costs for men, women, and children, respectively, making it unlikely that they signi�cantly

affect the estimates. In Section 1.7, I re-estimate the model excluding prepared foods from the

dependent variable (food expenditure shares), and the results remain consistent.

1.7 Robustness checks

This section presents results from a series of robustness checks that examine how the

estimates change when additional covariates are included in the model, when the model is estimated

using data from a completely different set of villages, or when stricter criteria are used for

categorizing �ood-affected and unaffected villages.

36Regarding concerns that the �ood may have led to fatalities, there were 34 households in the sample where a
death occurred during the study period. Of these, 5 households experienced the death of a child, while most of the
adult deaths involved men and women over the age of 60.
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1.7.1 Adjusting the model

To keep the model parsimonious, I did not include household covariates that were not

essential. However, I check the robustness of the effects of the �ood by adding optional covariates.

In Figure B.13, Model 1 re�ects the preferred estimates from Columns 1 and 2 from Table 1.2. In

Models 2-4, I introduced one of the following binary variables: whether the household had only

sons, whether the household head was female, and whether the village experienced more than

the mean number of �oods before 2011.37 Model 5 incorporates region �xed effects. Model 6

re-estimates the preferred model by adjusting food expenditure shares to exclude food prepared

outside the home. Lastly, Model 7 uses the preferred speci�cation but using the robustness sample

in Panel B of Figure 1.4.

Short-run results remain consistent across all speci�cations, as shown in Figure B.13. In

some cases, standard errors increase, such as when a binary variable indicating whether all

children are male is introduced. This variable does not signi�cantly in�uence the determination of

resource shares in this context, adding noise to the model. This �nding aligns with Brown, Calvi,

and Penglase (2021), who note that son preference is less prominent in the rural Bangladeshi

context. Additionally, including region �xed effects does not alter the estimates, suggesting that

the observed effect is not in�uenced by regional factors. Even when prepared foods are excluded

or when the sample of villages itself is reduced, the short-run estimates remain unchanged.

In the long run, effects are robust for men and remain between 10 to 13 pp. Effects for

women also remain negative and stable across Models 1 through 6, ranging from 5 to 7 pp. In

Model 7, however, while the effects for women remain negative, the magnitude decreases to

37From 2000, the �rst year for which the Global Flood Database provided data, until the �rst household survey,
villages in the sample experienced an average of 8 �oods.
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3.3 percentage points. Section 1.7.4 will discuss in more detail the robustness of the effects on

women's resource shares in the long run and the factors that contribute to its reduction in some

cases.

1.7.2 Effect of a �ood on resource shares in out-of-sample villages

To determine whether the changes in resource shares observed in the 2014 cohort are unique

to that group or consistent across other �ood-prone villages, I re-estimate the model for an out-

of-sample group of villages that experienced their �rst �ood in 2016 or 2018. This sample does

not overlap with the 2014 sample and is smaller, comprising 225 households after combining the

2016 and 2018 cohorts.38 To reduce the number of parameters to be estimated, the model utilizes

only the midline and endline surveys, with the midline survey serving as the base, as it is the most

recent survey prior to households in the 2016 and 2018 cohorts being exposed to a �ood.

Estimates for this new sample of villages are presented in Table B.7 and show a continued

redistribution of household resources, primarily away from women and towards men. Exposure

to a �ood reduces women's resource shares by 6.6 pp, while men's resource shares increase by

8.1 pp. Note that the magnitude of this effect is very similar to the short-run effects observed

for one additional �ood in Columns 3 and 4 in Table 1.2.39 These results remain consistent even

when the sample is restricted to villages used in Panel B of Figure 1.4.

38There are 18 �ooded villages in this sample, out of which 8 are are from the 2018 cohort and 10 from 2016.
39Flooded households in the 2016/2018 sample experienced an average of 1.2 �oods by the time of the endline

survey.
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1.7.3 Stricter criteria for un�ooded villages

I examine how the effects change when the threshold for the allowable difference in ex-

ante probability of �ooding between �ooded and un�ooded villages is reduced. The main sample

used for the estimates of the 2014 cohort permits a maximum difference of 0.3 in ex-ante �ood

risk. I investigate whether the effects of a �ood are robust to tightening this threshold, gradually

reducing it from 0.3 to 0.1, and excluding un�ooded villages that no longer meet the revised

criteria. If a �ood-affected village does not have a nearby unaffected village that satis�es the

stricter probability cutoff, then that �ooded village is also excluded from the sample.

The results, presented in Figure B.14, show that both the short-run and long-run estimates

remain stable. At the most stringent cutoff of 0.1, 9 villages are removed from the main sample

(1 �ooded and 8 un�ooded).

1.7.4 Stricter criteria for �ooded villages

Lastly, I examine how the estimates change when the criterion for de�ning �ooded villages

is made more stringent. In the main sample used to produce the main results for the 2014 cohort,

a village is categorized as “�ooded” if at least 15% of the area around the village is inundated

during a �ood event. I gradually increase this threshold and remove �ooded villages that no

longer meet the revised criteria. For example, if the new threshold is set at 20%, villages that

initially had between 15% and 20% of their area �ooded will be excluded from the sample. I

re-estimate the model if the threshold for the �rst �ood experienced by a village in the 2014

cohort increases from 15% to 33%, with results presented in Figure 1.9.40 Panel A reports the

40After 33%, the model ceases to converge at the starting values used to produce the main set of estimates in
Columns 1 and 2 in Table 1.2.
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robustness of short-run effects based on the new threshold used to de�ne �ooded villages, while

Panel B presents the long-run estimates.

The short-run effects of �ood exposure on women's resource shares remain stable, but as

the �ooding threshold rises, the positive effect on men's resource shares increases. For instance,

when the threshold is set at 25%, men's resource shares increase by 20 pp compared to 11 pp

when the threshold was 15% in the main results. This suggests that the short-run effect on

women's resource shares is stable regardless of the intensity of the initial �ood, but men gain

more resources as the �ood intensity increases. The difference is compensated by children, who

give up more resources as the severity of the �ood increases, relative to their counterparts in

un�ooded villages. In the long run, the effect on men's resource shares is stable at around 11 pp

as �ood intensity increases, but the impact on women is less consistent. At lower levels of �ood

intensity, women experience a decrease in their resource shares with exposure to a �ood, in line

with the main results in Columns 1 and 2 in Table 1.2. But as the intensity of the initial �ood

increases, women no longer experience a negative effect on their resource shares.

The stability of the �ood's impact on women's resources in the short run, contrasted with

the variation in the long run, is closely linked to changes in women's earnings relative to men as

the �ood intensity increases. Panel A in Figure 1.10 highlights this relationship, showing that,

six months after the �ood, as more of the village area is �ooded, women's monthly earnings

as a percent of men's earnings consistently drop by around 4 pp relative to men (as in Table

1.6). This consistent drop suggests that regardless of �ood intensity, women's relative earnings

are negatively impacted. However, in the longer run, as the intensity of the �ood increases, the

relative earnings gap between women and men decreases. Once this gap diminishes, the negative

effect of the �ood on women's resource shares also fades.
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Figure 1.9:Effect of a �ood on men's and women's resource shares. Results vary with the threshold
used to categorize a �ooded village. As the threshold for the minimum village area �ooded increases, the
number of treated villages decrease. There are 391 households in 59 villages when the threshold is set at
15%. This drops to 338 households in 51 villages at 33%. Beyond 33% the model ceases to converge.
Standard errors are clustered at the village level. Shaded area represents 90% con�dence intervals.
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Figure 1.10:Effect of the �ood on monthly earnings of women and children relative to men, following
speci�cation in equation (1.12). The outcome variable in Panel A is women's monthly earnings as a
percent of men's monthly earnings in the household. In Panel B, its children's monthly earnings as a
percent of men's monthly earnings in the household. Controls to increase precision include the number of
men, women, and children at baseline, the baseline outcome variable, a binary variable indicating whether
a woman had completed at least primary education at baseline, and whether she was over the age of 40.
Bars are 90% con�dence intervals.
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The �ood's decreasing effect on the women-to-men earnings ratio is partially attributable

to the fact that as the intensity of the initial �ood increases, men's monthly earnings also begin to

decline more. At lower levels of �ood intensity, exposure to a �ood does not have a substantial

impact on men's earnings, as shown in Table 1.6. However, with greater �ood intensity, men's

earnings start to decrease, as shown in Figure B.15 in the Appendix.

The increasing impact of �oods on the resource shares of children is similarly re�ected in

their relative earnings compared to men in the household, as shown in Panel B of Figure 1.10.

Recall that children can be up to age 15 at the time of the baseline survey, age 18 by the midline,

and up to the age of 21 by the last household survey. Therefore, it is possible that some children

in the household are of working age, as the legal age of employment in Bangladesh is 14 years.41

In the short run, exposure to a �ood decreases the relative earnings of children by 4.8 to 8.8

pp as �ood intensity increases. In the long run, this effect remains at around a 10 pp decrease,

regardless of the �ood's intensity.42

Overall, the patterns observed in the reallocation of household resources as the intensity of

the �rst �ood increases, as illustrated in Figure 1.9, closely mirror the relative earnings of women

and children compared to men in the household. This reinforces the idea that changes in relative

earnings due to �ood exposure are changing the status of women and children in the household,

ultimately triggering a redistribution of household resources.

41https://www.npr.org/sections/goatsandsoda/2016/12/07/504681046/study-child-laborers-in-bangladesh-are-
working-64-hours-a-week

42This reduction in children's relative earnings, particularly in the long run, is likely due to a decrease in their
employment, as illustrated in Figure B.16 in the Appendix. As �ood intensity increases, Panel A in Figure B.16
shows that the probability of a child being employed reduces by about 20 pp in the long run. Although changes are
observed across multiple occupations, self-employment experiences the most signi�cant decline (Panel B).
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1.8 Conclusion

In 2019, 87% of South Asia's 2 billion people were exposed to climate-induced shocks,

making it the hardest-hit region globally (Doan et al. 2023). Within this vulnerable context, I

estimate how a climate shock affects the distribution of household resources among men, women,

and children living together, as well as their unobserved individual-level expenditures. In rural

Bangladesh, where existing gender disparities and cultural norms are already skewed against

women, I �nd that women bear the brunt of a climate shock.

I specify a structural model of collective households to estimate the shares of the total

household budget allocated to men, women, and children living under the same roof and how

they change in the years after a �ood shock. To account for differences in �ood anticipation, I

restrict my sample to villages with similar ex-ante risk of �ooding, where �ood exposure can be

considered as-good-as-random. I show there is a reallocation of household resources away from

women—and, to a lesser extent, children—towards men following a �ood shock. Six months

post-�ood, women's share of the household budget drops by 8.5 pp (children by 2.7 pp) relative

to counterparts in un�ooded households, and four years later, the decline is 6.9 pp for women (4.6

pp for children), while men consistently experience an increase of about 11 pp. Additionally, I

show that as the number of �oods experienced increase, so does the gender divide within the

household.

To connect these changes in resource shares to material well-being, I use the predicted

resource shares and calculate each person's unobserved individual-level budget within the household.

Six months post-�ood, the daily shadow budget for a woman in a �ooded household averages

$3.33 (in 2017 PPP terms), compared to $6.59 for a man—a daily gap of $3.26. With the extreme
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poverty line at $2.15/day, these numbers reveal a greater vulnerability for women in �ooded

households. For context, in un�ooded households, the difference between men's and women's

shadow budgets in this period is just $0.61. Four years later, this gap narrows only slightly

to $3.18 in �ooded households, while it remains negligible in unaffected ones. In both post-

treatment periods, men in �ooded households have higher shadow budgets than men in un�ooded

households. This disparity underscores how climate shocks increase women's vulnerability,

pushing them closer to poverty, while men in �ooded households move further from it.

The widening gap in intra-household resource allocation is driven by the decline in women's

relative earnings compared to men after a �ood. Although both men and women suffer losses

in farming-related occupations, men are able to transition into agricultural day labor to protect

their earnings, but women are unable to substitute into other employment. As a result, women's

employment falls by 8.8 pp in the short run, while men's employment remains largely stable.

Women's earnings as a percentage of men's decrease by 4 pp, deepening the gap in earnings

between them, which ultimately drives the shift to a more unequal division of the total household

budget.

While this is the �rst study to use resource share estimation to examine the intra-household

effects of a climate shock, a few other studies have used this methodology to evaluate the effects

of government programs or local crime. To put these results in context, Calvi (2020) found

that an inheritance policy for women in India improved women's resource share by 0.8-2.3 pp.

In Mexico, Tommasi (2019) found that access to PROGRESA increased the resource share of

mothers by 2.6 pp, and Hernandez-de-Benito (2024) shows that an average increase in local

crime reduced women's resource shares by 5-8 pp. These studies do not examine the evolution

of resource shares over time, but the redistribution effects of a �ood are towards the higher end
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of these estimates.

As Bangladesh is one of the 32 countries in the world where �ood exposure is projected

to “continuously increase” in the near future (Tellman et al. 2021), the costs and impact of these

shocks on the material well-being of women and children are likely to multiply. To explore

this further, I conduct a counterfactual exercise, calculating the poverty headcount ratio – the

percentage of people whose daily shadow budget is less than the $2.15 a day international extreme

poverty line – ifall villages in the 2014 sample experienced a �ood in 2014. I predict resource

shares assuming all households had been �ooded and calculate their individual-level budgets.

Based on these shadow budgets, I compute the total number of people living on less than $2.15

per day, divided by the total sample population. Under the actual treatment status, the poverty

rate was 22% at the midline survey in 2015 and 25% at the endline survey. In the counterfactual

scenario, where all villages experienced a �ood, the poverty rate increases to 26.5% in the short

run and 30% in the long run. This increase is driven by more women and children falling into

extreme poverty.

This paper makes a strong case to incorporate intra-household inequalities into climate

adaptation policies and �nancing goals. Current policy approaches generally overlook this important

dimension of inequality. In the case of Bangladesh, while their National Adaptation Plan and

Climate Change and Gender Action Plan acknowledge that climate change exacerbates gender

disparities, the primary focus is community-level inequalities (MOEF 2022; BCCT and UN

Women Bangladesh, 2024). I show that, on average, women and children lose $1.95 and $0.61

per day, respectively, six months after a �ood, and $1.61 and $0.72 four years later. For individuals

living near or below the international extreme poverty line, these losses are substantial, severely

undermining women's and children's ability to meet even their most basic needs and further
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entrenching their vulnerability.

Given the signi�cant impact of climate shocks on intra-household resource allocation and

its growing importance, it is important to develop policies that address these inequalities. Since

the decline in women's relative earnings drives these disparities, diversifying women's employment

opportunities could help mitigate the income losses they face after a �ood. Before the �ood,

women in my sample were predominantly engaged in poultry, livestock, and dairy farming, with

limited involvement in other sectors, making them particularly vulnerable to income loss. I show

that this loss in women's employment is largely driven by a reduction in poultry farming after

the �ood. Expanding employment in other sectors could provide greater resilience against future

shocks. Additionally, there is a need to strengthen existing livelihoods to make them more secure

in the face of climate shocks. For example, building �ood-protected shelters to safeguard poultry,

livestock, and animal fodder could help them maintain their income during extreme weather

events (Mitchell, Tanner, and Luisser, 2007).

The policy response after these shocks needs to account for the changes in bargaining

power within households, as demonstrated in this paper. Implementing cash transfer programs

targeted speci�cally toward women could be promising, as they may strengthen women's income

during climate shocks. However, there is a risk, as suggested by Solluku and Valente (2021)

in their analysis of PROGRESA, that these transfers could reduce men's altruistic behavior

toward women. Therefore, their impact on resource allocation remains uncertain, as reduced

husbands' altruism could counteract the transfer's intended bene�ts. Further research is needed

to evaluate the effectiveness and implications of these interventions in mitigating the adverse

effects of climate shocks on intra-household inequalities.
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Chapter 2: Impact of Exposure to Hot Temperatures In-Utero on Child Health

Outcomes

2.1 Introduction

Increasing temperatures pose serious risks to human health as climate change progresses

(Mora et al., 2017). Given the potentially lasting consequences for health and economic productivity,

there has been a growing interest in economics to study the effects ofdirect exposure to extreme

heat on a number of outcomes, including mortality (Deschenes and Greenstone, 2011), worker

productivity (Adhvaryu et al., 2020), labor supply (Somanathan et al., 2021) and cognitive performance

(Garg et al., 2020; Graff Zivin et al., 2018).

However, less is understood about the perils ofindirect exposure to heat stress on health

and socioeconomic outcomes. For example, only a few papers have explored the causal impact of

in-utero heat exposure on child health outcomesat birth, such as birth weight (Deschenes et al.,

2009; Andaĺon et al., 2016), dehydration (Kim et al., 2019), length and Apgar score1 (Andalón et

al. 2016). Some studies estimate the effects of heat stress on long-run adult outcomes including

earnings (Fishman et al. 2019; Isen et al. 2017), education attainment (Wilde et al. 2017) and

height (Hi and Li, 2019). To my knowledge, there is only one existing study on the causal effects

1The Apgar score is a measure of the child's overall health recorded 5 minutes after birth.
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of prenatal exposure to heat on the health of children under the age of �ve (Bratti et al., 2021).2

The effects of prenatal heat exposure on early childhood health warrant further attention.

A large number of epidemiological studies document a positive association between prenatal

exposure to heat stress and likelihood of premature and low birth weight deliveries (Strand et

al. 2011). These infants are at a greater risk of poor health and developing disabilities over time

(Goldenberg and Culhane, 2007). Preterm birth and low birth weight are also strong predictors for

reduced height (Farooqi et al., 2006; Stein et al, 2013), which has been linked to poor cognitive

performance, low adult wages, and serves as a channel for inter-generational transmission of

poverty (Grantham-McGregor et al., 2007). To make matters worse, catch-up growth in height

is unlikely after a child's second birthday, and whether such growth meaningfully reverses the

functional consequences of early-life nutritional de�ciencies is unclear (Leroy et al., 2015).

Taken together, early childhood health is a pathway through which disparities in economic well-

being persist across generations, contributing to the persistence of inequality.

This study contributes to the literature by examining the causal effect of in-utero heat stress

on children's height-for-age and the probability of stunted growth, de�ned as having suf�ciently

low height-for-age, in early years of life. I study this question in Bangladesh, which is among the

countries most vulnerable to climate change, and focus on height-for-age of children under �ve

as it is a signal of long-term malnutrition and likely to capture effects of elevated temperatures

during the pregnancy. Alternative outcomes such as weight-for-age are signals for short-run

malnutrition. To my knowledge, there are only two economic studies on the causal effects of

prenatal heat exposure on measures of height in the developing world: Hu and Li (2019) on China,

2Other related studies include Skou�as and Vinha (2012) and Baker and Anttila-Hughes (2020), but these do not
focus on prenatal heat exposure.
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and Bratti et al. (2021) on Sub-Saharan Africa. The former investigates the long-run effects into

adulthood while the latter focuses on a region that is quite different from Bangladesh in many

dimensions, including female labor force participation, quality of prenatal health services, and

climate.3

More broadly, this paper builds on a long-standing literature on the fetal origins hypothesis

on how conditions in the womb can be attributed to chronic conditions later in life (Barker,

1990). Economic literature on this topic exploits random and unanticipated changes in a pregnant

woman's environment to disentangle the causal effects of those environmental factors on the

health and well-being of the child. For example, Almond et al. (2009) study the effects of prenatal

exposure to radiation from the Chernobyl nuclear disaster on cognitive ability of children, Almond

and Mazumder (2011) on diurnal fasting in the month Ramadan on birth weight, and Currie and

Rossin-Slater (2013) on prenatal exposure to hurricanes on abnormal conditions of the newborn.4

The identi�cation strategy in this study relies on exogenous differences in a pregnant

woman's environment. The ideal experiment to examine the effects of in-utero exposure to heat

stress would compare women giving birth to a child within the same narrowly-de�ned geographic

area around the same time in the calendar year, but who experience different temperatures during

their pregnancy. I implement this idea empirically by exploiting variation in temperature experienced

by cohorts of pregnant mothers who give birth in the same district and month but in different

calendar years. This variation in temperature within the same district and month is plausibly

unrelated to maternal characteristics or household decisions, making it “as good as random”.

While I cannot test this assumption explicitly, I provide support for it using randomization

3Randell et al. (2020) study the association between heat stress during pregnancy on the height of children in
Ethiopia, but their speci�cation does not account for time-invariant seasonal factors that could be different across
geographic areas, such as seasonality in birth weight that could vary by geographic region (Strand et al., 2011).

4Please see Almond et al., (2018) for recent review of this literature.
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inference.

Unlike other studies on the effects of in-utero heat exposure, I distinguish between the

effects of relatively short-lived “spikes” in temperature and more prolonged exposure to elevated

ambient temperatures during the course of the pregnancy. A number of studies explore the effects

of an additional hot day during the entire pregnancy and �nd that it can have signi�cant effects

on socioeconomic outcomes later in life (Isen et al., 2017; Hu and Li, 2019; Kim et al., 2019;

Deschenes et al., 2009). Following this literature, one measure of heat exposure in this study is the

number of heat-wave days days during a pregnancy, as it would help elucidate how vulnerable

a child's health is to short spells of high temperature. On the other hand, Wilde at al. (2017)

and Fishman et al. (2019) use average temperatures during the pregnancy to gauge impacts on

education attainment and adult earnings, respectively. This measure re�ects a more persistent

increase in the temperature, and it is the second indicator I use to measure heat exposure.

I use data from the Bangladesh Integrated Household Survey, a household survey that

contains detailed information on health, parental characteristics, and other household attributes.

From this, I construct a child-level dataset, which I merge with temperature data from the ERA5

reanalysis dataset. Contrary to studies largely conducted in the US and China, I �nd that one

additional hot day does not have a statistically signi�cant effect on child health in Bangladesh.5

However, more prolonged exposure to heat stress, manifested by a higher average temperature

during the pregnancy, does have a statistically signi�cant impact on a child's height-for-age

5This could be due to differences in the context. One prominent factor could be differences in female labor
force participation. Over the past two decades, the US and China have maintained an average female labor force
participation rate of approximately 58% and 68%, respectively, whereas the average in Bangladesh has been only
29% (World Bank, 2021). In my data, only 30% of mothers are working. Therefore, it is possible that mothers in
my sample have more �exibility to adapt to short-term spikes in temperature by, for example, rescheduling outdoor
tasks around the hottest time of the day so that they are less exposed to heat. However, this would be harder to do
for more prolonged increases in temperature, and this could explain why there is a signi�cant effect when there is a
one standard deviation increase in average temperature.
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and probability of stunted growth. On average, a one standard deviation increase in average

temperature during the gestation period resulted in children having a height-for-age that was

0.186 standard deviations lower than what it would have been without the temperature increase.

Additionally, their probability of stunting increased by 6.9 percentage points. Examining whether

these effects are heterogeneous based on the timing of exposure during pregnancy, I �nd that they

are primarily driven by heat stress in the third trimester.

I explore the potential role of various confounding factors to further establish that the

observed effects on children are indeed caused by heat stress during pregnancy. One potential

confounder is changes in fertility patterns, but I �nd no evidence supporting this explanation.

There are no differences in the observed characteristics of mothers or households for children

born in different seasons. Additionally, I �nd no evidence that mothers adapt the timing of their

pregnancies to avoid heat stress during pregnancy. I also examine whether heat stress affects

children's health outcomes through reduced agricultural yields, but I do not �nd support for this

channel either.

My results are robust to sensitivity checks. I repeat the analysis on a subsample of children

for whom birth location data is available, and the suggestive evidence from this smaller sample

aligns with my main �ndings. To ensure that the model is correctly speci�ed and not detecting a

result by chance, I conduct a placebo test by randomly reassigning the “treatment” (i.e., average

in-utero temperature) 1,000 times across children within the same district-birth month cell. The

results further strengthen my interpretation that the effects are causal.

The rest of this paper proceeds as follows. Section 2.2 describes the data on households and

daily weather in Bangladesh as well as the different de�nitions of heatwaves applied, followed by

Section 2.3 which graphs the variation of temperature and its correlation with childhood stunting
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in the Bangladeshi context. Section 2.4 outlines the identi�cation strategy and investigates the

relevance of possible confounding factors. Section 2.5 presents the main �ndings of the paper

on heatwaves and the prevalence of stunting among children under 5 years, followed by the

conclusion in Section 2.6.

2.2 Data

Household and child level data

I use all three waves of the Bangladesh Integrated Household Survey (BIHS), which is a

panel survey nationally-representative of rural Bangladesh conduced by International Food Policy

Research Institute (IFPRI) in 2011/12, 2015, 2018/19 covering around 6,500 households (Akhtar,

2013; IFPRI, 2016; IFPRI, 2020). Households are located in all of Bangladesh's 64 districts and

in 259 of 544 sub-districts. It contains detailed information on anthropometry of all children

under the age of 5, their age, child nutrition practices before and after birth, and other household

characteristics.

I �rst assembled the panel so I could track each household over time, then using the

mother's ID for each child, I was able to match a mother's characteristics (such as her education

and age) to each child. As joint families are the norm in Bangladesh where different sets of

parents could reside in the same household, I required the parents' ID to match each child to the

right mother and father. Father's ID was available in the data only from 2015 onward, so I was not

always able to match a child to their father's characteristics because of the prevalence of missing

values. Therefore, I match the household head's characteristics to each child to complement the

mother's characteristics.

70



Once I matched each child to the characteristics of their mother and household head, I

constructed a child-level panel of 5,916 children born between 2007 and 2018. Using information

on a child's height, age, and sex, I computed their height-for-age z-score (HAZ) for children

under the age of 5 using the WHO Child Growth Standards (WHO, 2006), which is the standard

in the literature on child nutrition. This is my primary outcome of interest as measures of height

are used to re�ect long-standing malnutrition, whereas measures of weight signal shorter-term

nutritional de�ciencies. Therefore, if there are detrimental effects of high temperatures during

the pregnancy, they are likely to be picked up in measures of height rather than weight. The

height-for-age z-score compares a child's height to the median height of a reference population

of children of the same gender and age, weighted by the standard deviation of the same reference

population. A child is considered stunted if their height-for-age z-score is two standard deviations

below the median of the reference population.

I dropped children who had a height-for-age z-score that was 6 standard deviations below

or above the median of the reference population,6 as well as children who had a birth weight

greater than 6,500 g, as these values are medically implausible. I also dropped children who

showed inconsistencies in the reported sex in the panel data, or whose date of birth was missing.

This left me with a resulting sample of 5,837 children, 2,061 of whom were followed in all three

waves of the panel survey. For this analysis, however, I use only the cross-section of the 5,837

children. See Table 2.1 for descriptive statistics.

I obtained licensed con�dential data from IFPRI on each child's exact date of birth, so that

I could best approximate the pregnancy period, as well as the village GPS coordinates that would

6As well as other standard nutrition indicators such as weight-for-age and weight-for-height z-scores that were 6
standard deviations above or below the median.
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allow me to merge this household survey with data on temperature and precipitation which I will

describe next.7

Temperature and rainfall data

Given the presence of only 35 ground weather stations that provide sparse ground coverage

for Bangladesh's 64 districts, I collect daily temperature and precipitation data from ERA5

(Herbach et al., 2020). This is a type of reanalysis data constructed by the European Centre for

Medium-Term Weather Forecasting that uses observational data combined with a physics-based

model to produce estimates for weather/climate on a 31 km grid. The use of such reanalysis

products has been supported in the literature where observational data is sparse or of low quality

(Auffhammer et al. 2013) and are commonly used in economics (see for example, Garg et al.,

2020 and Adhvaryu et al.,2020). From this data I am able to compute variables for temperature

and precipitation at the district level from 1980 to 2020, by weighting a pixel based on how much

it covers (or “masks”) the geographic area of a particular district.8 Weather variables are matched

to households based on the district of residence.

Unlike Wilde et al. (2017) and Fishman et al. (2019) that use monthly temperatures, I

extractdaily rather than monthly temperature (and precipitation) data to maximize the variability

of the heat exposure variables across pregnant mothers within a district-month cell for a given

birth year.

De�nitions of heat exposure

I construct two measures for heat exposure nine months before a child's date of birth, as

7This data was provided by the IFPRI. IFPRI bears no responsibility for the analyses or interpretations of the
data presented here.

8If a district is covered by 60% of pixel 1, 80% of pixel 2, 20% of pixel 3, and 3% of pixel 4, the mean for
variableX will be calculated for the district using the relative weights of each pixel. The pixel that masks the district
the most will be given the highest weight.
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well as during each trimester of the pregnancy. Figure 2.1 illustrates the non-linear relationship

between these two measures.

The �rst measure is the number of “heat-wave days” during the pregnancy. Many studies

on temperature shocks report the effect of an additional hot day on long-term outcomes. Different

criteria are used to de�ne what constitutes a hot day depending on the context. For example, Hu

and Li (2019) use a threshold of 29.4� C (85� F), and Isen et al. (2017) use multiple cutoffs from

24 to 32+� C. In a study conducted speci�cally on Bangladesh, Nissan et al. (2017) are the �rst to

de�ne a heat wave in the context of Bangladesh and �nd that “elevated minimum and maximum

daily temperatures over the 95th percentile for 3 consecutive days” have signi�cant impacts on

human health. Keeping in line with this de�nition, I categorize a day as a “heat-wave day” if it

is the third consecutive day when the mean temperature that day exceeds the 95th percentile of

daily values from 1980 to 2020, which is 29.8� C.9 Heat-wave days could occur consecutively or

separately and would re�ect the effect of a relatively short-lived heat shock during the course of

the pregnancy. Women in my sample experience a varying number of heat-wave days, ranging

form 0 to as high as 109.

The second measure is the average temperature during the gestation period in degrees

Celsius, following Wilde et al. (2017) and Fishman et al. (2019). This measure would signify the

effects of a more persistent change in the temperature experienced during pregnancy.

Table 2.1 shows that, on average, a pregnant woman in the sample experiences roughly 30

heat-wave days during the gestation period, and an average temperature of 25.5� C. In terms of

variation in the temperature variables, the standard deviation in average temperature in my setting

9This threshold of 29.8� C applies to the whole country. To determine this threshold for the whole country, I used
temperature data at a national level, not the district level. For everything else in this study, I use district-level daily
temperature.
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Figure 2.1:Scatter depicts mean number of heatwave days by average temperature during the pregnancy,
where each bin is 0.02� C. Each point re�ects the average number of heat-wave days that fall in each bin.
Dotted lines indicate the 95% con�dence interval. The dash line represents a Lowess smoothing line.

(1.43� C) is generally more than that reported by Wilde et al. (2017) and Fishman et al. (2019)

in Sub-Saharan Africa and Ecuador, respectively. But the variation in the number of heat-wave

days is lower than in other studies such as Hu and Li (2019). That could be because I employ a

relatively stronger measure for what constitutes a hot day: unlike other papers, temperatures need

to be consistently high for threeconsecutivedays in my setting to be categorized as a heat-wave

day.

The mean height-for-age z-score (HAZ) is less than 0, implying that the average child in

the sample is shorter than the median height of the reference population of the same age and sex,

as determined by the WHO Child Growth Standards. Around 40% of the children less than 5 are

stunted, which is close to the 41.3% stunting rate in 2011 (World Bank, 2021).

In terms of mother's activities, only 30% of the mothers in the sample worked.10 This

number is not far from Bangladesh's overall female labor force participation rate which ranged

1081% of the mothers that worked were involved in raising poultry or livestock.
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Table 2.1: Descriptive statistics for children under age 5

Mean Min Max SD N

Weather variables

No. of heat-wave days during pregnancy 29.47 0.00 109.00 18.33 5,837
No. of heat-wave days in �rst trimester 9.35 0.00 69.00 11.35 5,837
No. of heat-wave days in second trimester 10.38 0.00 65.00 11.85 5,837
No. of heat-wave days in third trimester 9.75 0.00 66.00 11.71 5,837
Total precipitation during pregnancy (cm) 18.41 4.48 58.49 8.11 5,837
Avg daily temperature during pregnancy (°C) 25.48 21.45 29.04 1.43 5,837
Avg daily temperature in �rst trimester (°C) 25.27 16.45 31.18 3.53 5,837
Avg daily temperature in second trimester (°C) 25.73 16.55 31.50 3.45 5,837
Avg daily temperature in third trimester (°C) 25.44 16.32 31.30 3.54 5,837
Avg daily precipitation during pregnancy (cm) 0.07 0.02 0.22 0.03 5,837

Outcome variables

Height-for-age z-score -1.63 -5.97 5.88 1.42 5,605
Stunted (0/1) 0.40 0.00 1.00 0.49 5,605

General child and household-level characteristics

Male (0/1) 0.51 0.00 1.00 0.50 5,837
Age in months 25.50 0.03 59.97 15.24 5,832
Muslim (0/1) 0.91 0.00 1.00 0.29 5,837
Household head's years of education 3.70 0.00 16.00 3.91 5,825
Household size 5.26 2.00 20.00 2.01 5,837
No. of girls under 5 years 0.66 0.00 4.00 0.66 5,837
No. of boys under 5 years 0.68 0.00 4.00 0.63 5,837
Mother's years of education 5.49 0.00 16.00 3.62 5,714
Mother's age at �rst birth 19.70 13.00 37.00 2.96 4,051
Mother works (0/1) 0.30 0.00 1.00 0.46 5,713
Monthly per-capita food expenditure (Taka) 1,747.65 215.11 11,893.68 953.08 5,837
Monthly per-capita nonfood expenditure (Taka) 1,271.25 144.00 11,452.21 994.14 5,837
Access to water supply (0/1) 0.85 0.00 1.00 0.36 5,837
Access to electricity (0/1) 0.62 0.00 1.00 0.49 5,837
Avg NDVI during pregnancy 0.54 0.06 0.80 0.08 4,212
Geographic place of delivery 1.41 1.00 3.00 0.58 2,635

Note: These summary statistics are reported for the full sample of 5,837 children under the age of �ve
years. Any difference between the number of observations for a variable and the sample size is due to
missing values.

from 30-36% between 2011 to 2019 (World Bank, 2021).

Information on geographic place of delivery was available for only 2,635 children in my

sample, and 1,683 of these children werecertainlyborn in the same district where the household

was located. The remaining children mainly reported they were born in their mother's hometown,
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Figure 2.2:Correlation between height-for-age z-score (HAZ) and heat exposure during pregnancy, for
children under 2 years. Scatter depicts mean HAZ by number of heat wave days in-utero, where each bin
is 2 days. Each point re�ects the average HAZ of children under age 2 that fall in each bin. Dotted lines
indicate 95% con�dence interval. The dash line represents a Lowess smoothing line. See Figure B.17 in
the appendix for the average HAZ over the full range of heat-wave days.

but it is unclear if that is within the same district or not. The main analysis in this paper uses

information available for all 5,837 children under the age of 5, but I supplement my �ndings by

restricting to this sub-sample of 1,683 children later in the paper.

2.3 Descriptive analysis

Figure 2.2 below plots the relationship that exists in the raw data between the height-for-

age z-score for children under the age of two and the number of heat-wave days during the

pregnancy. The relationship is negative, as expected, which provides credence to the hypothesis

that hot temperatures during pregnancy may have a role to play in a child's nutritional status in

early years of life. The magnitude of the slope is modest, which is also in line with expectations.

For comparison, nutrition interventions and conditional cash transfer programs lasting 6 to 24
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months have been shown to change height-for-age z-scores by 0.161 to 0.41 (see Table B.8 in

the appendix for examples). Since the slope re�ects the change in z-score for each additional

heat-wave day, it is reasonable that the change would be relatively small.

In-utero heat exposure would depend on season (or month) of birth. The winter season in

Bangladesh stretches from October to February, during which temperatures are low and there are

few hot days. Children born in March, for example, would be exposed to less heat during the

pregnancy relative to children born in September, as the latter would be exposed to the summer

heat. Figure 2.3 illustrates the number of heat-wave days a woman was exposed to during her

pregnancy, across districts, separated by the child's season of birth. The premonsoon/summer

season stretches from March to May, monsoon from June to September, followed by the winter

season.11 Figure 2.3 illustrates variation in prenatal heat exposure across districts and shows that

children born in the winter were exposed to a greater number of heat-wave days than those born

in the summer.12

Children born in the winter season experience stronger heat exposure in-utero, which may

be associated with their height. To explore this, Figure 2.4 plots the relationship between the

height (in cm) of children under the age of two and their season of birth.13 The difference is

quite subtle, but it appears that overall the height for children born in the winter, who generally

experience a greater number of heat-wave days as shown in Figure 2.2, is slightly less than that of

children born in the pre-monsoon season. The magnitude of the effect is small, but this is in line

with expectations, as Table B.8 in the appendix shows that other interventions typically change

height by less than 2 cm. The fact that children born in the winter appear to be relatively shorter in

11Categorizing months into season is based on Nissan et al (2017).
12A similar pattern can be seen using average temperatures instead. See Figure B.18 in the appendix.
13I used height (measured in cm) instead of height-for-age z-score for illustrative purposes so that this subtle

relationship is easier to see graphically.
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Figure 2.3:Variation in number of heat-wave days across Bangladesh's 64 districts, by season of birth.

Figure 2.4: Variation in height (cm) across Bangladesh's 64 districts, by season of birth. Gray and
blue error bars re�ect the 95% con�dence intervals corresponding to heights of children born in the pre-
monsoon and winter seasons, respectively. Overall, across all districts, the average height for children (less
than two years) born in the pre-monsoon was 71.9 cm, while it was 68.2 cm for children born in the winter
season.
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the raw data adds more credibility to the hypothesis that hot temperatures could negatively impact

a child's nutritional outcomes, even a few years after birth. To test this hypothesis rigorously, I

develop the identi�cation strategy described next.

2.4 Empirical strategy

I estimate the following reduced-form linear relationship between heat exposure during the

pregnancy and the outcomeYidmy , for child i in district d, born in monthm and yeary:

Yidmy = � + �Temp idmy + �Rainfall idmy + X 0
i 
 + � d;m + � y + � idmy (2.1)

The main outcome variables are the height-for-age z-score for children under �ve and a

dummy variable indicating whether a child is stunted – that is, whether their height-for-age is at

least 2 standard deviations below the median of the reference population for the same gender and

age.Tempidmy refers to one of two measures of heat exposure – either the number of heat-wave

days or the average temperature (in degrees Celsius) during the pregnancy.� is the coef�cient of

interest.

I control for precipitation in a household's district during the gestation period,Rainfall idmy .

As temperature and rainfall have been shown to be highly correlated (Auffhammer et al. 2013)

and rainfall around the time of birth can impact later-life health (Maccini and Yang, 2009),

omitting it could bias the coef�cient onTempidmy . To be consistent with the literature, when the

temperature measure used is the number of heat-wave days,Rainfall idmy is the total precipitation

(in cm) in a household's district during the gestation period. In speci�cations where I use average

temperature,Rainfall idmy is the average precipitation during the gestation period.X i is a vector
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of characteristics of childi such as child's age (in months), sex, number of boys and girls in the

household under the age of 5 years, household head's educational attainment, and access to water

and electricity at the time of the survey.

The ideal experiment to address this question would compare women giving birth to a child

within the same narrowly-de�ned geographic area around the same time in the calendar year, but

who have somehow been exposed to different temperatures during their pregnancy. I take this

idea to the data and exploit variation in temperature experienced by cohorts of pregnant mothers

who give birth in the same district and month but in different calendar years.

As parents can sort into different parts of the country because of their preferences for hot

or cold temperatures that could be associated with the health of their children, comparing women

across districts would allow these unobservable differences to bias the coef�cient of interest.

Similarly, the season or month of birth is associated with multiple socioeconomic outcomes

(Buckles and Hungerman, 2013) and parents can plan to conceive and give birth in certain

seasons. For example, women may be aware of the consequences of high temperatures during

pregnancy and prefer to give birth in the pre-monsoon season, as they would be exposed to less

heat during the gestation period. These preferences could make them systematically different

from women who prefer to give birth in the winter season in ways that could be correlated with

the outcomes of interest. The extent of this type of sorting could vary across different parts of the

country – women who experience harsher summers could have more reason to plan pregnancies

this way, than women who reside in cooler parts of the country (Wilde et al., 2017; Bratti et

al., 2021). To mitigate these sources of bias, I include district-by-month �xed effects,� d;m ,

to control for time-invariant factors within a district-month cell, and exploit variation in heat

exposurewithin this cell over different calendar years. I replace this with district-by-season �xed
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effects in some of the less stringent speci�cations.

I would also want to control for trends in the dependent variable over time, to better identify

the changes in the outcome variables that can be attributed only to prenatal hot temperatures. As

trends in the primary outcome of interest (height-for-age) are highly non-linear within a district-

month cell (see Figure B.19 in the appendix) and cannot be captured accurately by linear or

quadratic trends, I include year �xed effects in equation (2.1),� y. Figure 2.5 illustrates residual

variation in the temperature variables, after netting out the �xed effects.

The identifying assumption is that within a district-season or district-month cell, and controlling

for time-varying differences in the outcome variables that are common in all parts of the country,

exposure to higher temperatures is exogenous. While I cannot test this assumption explicitly,

I provide support for it later using randomization procedures. Standard errors are clustered at

the level of treatment assignment, following Abadie et al. (2021). In this case, the treatment is

assigned at the district level, since everyone residing in the same district at a given point in time

is exposed to the same temperature. As a robustness check, I also estimate the same speci�cation

using Conley standard errors, which account for potential spatial correlation in the error terms.

To study whether the timing of heat exposure matters, as suggested by the epidemiological

literature (Strand et al., 2011), I estimate the following regression where I breakdownTempidmy

by trimester:

Yidmy = � +
3X

T =1

� T TempT
idmy + �Rainfall idmy + X 0

i 
 + � d;m + � y + � idmy ; (2.2)

whereT refers to the trimester,TempT refers to heat exposure during each trimester.

Possible confounding factors
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Figure 2.5:Variation in the two measures of in-utero heat exposure (the number of heat-wave days and
average temperature� C during the pregnancy) after taking �xed effects into account.

I examine the role of potential confounding factors—fertility patterns, the possibility that

heat affects child health through reduced agricultural yields, and uncertainty about pregnancy

start dates—to assess whether they raise concerns for interpreting the results.

1. Fertility : If parents become more cognizant about the effects of prenatal heat stress on

child health, there could be a change in fertility trends over time in a given season.14 To

check whether this is a concern in my data, I plot the share of all births in a given calendar

year, by season (see Figure 2.6). For example, in 2007 around 20% of all births were in the

pre-monsoon season, compared to 42% in the winter season. Keeping the season �xed, the

share of births remains fairly constant across birth years in the sample, showing there was

14Barreca et al. (2018) �nd evidence in the US from 1931-2010 suggesting that temperature shocks can alter birth
rates in certain seasons.
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Figure 2.6:Share of births by season. Shares calculated by dividing the number of births in a particular
season in a given birth year, by the total number of births in that birth year.

no consistent change in fertility trends in a season.

There is a difference in levels, but it could simply be because the pre-monsoon season is

three months long, whereas winter is from October to February. In Figure B.20 in the

appendix, I adjust the duration of all seasons to four months. The difference in levels

narrows signi�cantly but does not disappear completely. I explore differences in observable

characteristics across households and mothers that could account for this minor difference

in levels. Figure 2.7 graphs household observable characteristics that could in�uence

fertility decisions: monthly per-capita food and non-food expenditure15 (as a measure of

household income), mother's age at �rst birth, and mother's education, by season and year

of birth. Changes in these characteristics over time is similar across birth season – children

born in a given year seem to have a similar family background, regardless of season of

birth.
15I use information on monthly per-capita expenditure if it was collected in the same year as the birth year of the

child, or one year before or after, to be able to approximate of �nancial well-being close to the time of birth.
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To add to this evidence, I check for adaptive behavior in the timing of births – speci�cally,

whether heat stress during pregnancy in�uences the timing of subsequent pregnancies. If

women experience high temperatures during a pregnancy, they might plan their next child

to avoid the hot summer months, for example by timing the next birth for the pre-monsoon

season instead of winter. To explore this, I transform the child-level BIHS data into a

mother-level dataset, tracking up to �ve births per woman over different years. Panel A

in Figure B.21 shows that heat exposure remains fairly constant across births by the same

woman, and Panel B shows no evidence of adaptive behavior. This brings me to conclude

that fertility behavior is not a cause of concern in this setting.

2. Agricultural incomes: As rural Bangladesh is heavily reliant on agriculture, a potential

concern is that higher temperatures could reduce agricultural yields, thereby affecting

household incomes, which could in turn in�uence children's health outcomes. Since agricultural

productivity itself may be affected by hotter temperatures, it is not explicitly controlled for

in the speci�cations. However, resource-poor households are likely to be more vulnerable

to this channel. To assess the importance of this channel in this setting—without introducing

a bad control—a proxy for household income or resources is used: mother's education:16

Yidmy = � + �Temp idmy + �Temp idmy � LowEduci + �Rainfall idmy (2.3)

+ X 0
i 
 + � d;m + � y + � idmy

LowEduci is a dummy variable indicating whether childi 's mother's education was below

16In Table B.10 in the appendix, I report results for equation (2.3) but explicitly control for agricultural
productivity during the pregnancy with the normalized difference vegetation index (NDVI) in the household's
vicinity, instead of mother's education.
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Figure 2.7: Factors possibly affecting fertility decisions. Dotted lines represent the upper and lower
bounds of the 95% con�dence intervals. Panels report the mean per-capita household expenditure,
mother's age at �rst birth, and mother's education for all children born in a particular year. Expenditures
were de�ated to the baseline value.
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the median in the sample: 5 years.� would indicate whether resource-poor households face

any additional impact of heat exposure, possibly through the agricultural income channel.

3. Uncertainty about start date of pregnancy: Unfortunately, the survey does not include

information on the start date of the pregnancy. Therefore, similar to many other studies on

the impact of temperature shocks during pregnancy, in-utero heat exposure is measured by

assuming a full-term pregnancy, with the approximate date of conception reverse-engineered

from the reported date of birth. This raises two complications. First, there could be some

measurement error in heat exposure if a child was born prematurely. However, this is

unlikely to pose a major concern in this study. In rural Bangladesh, approximately 20% of

births are preterm, but around 70% of these preterm births occur between 8.5 to 9 months

(Baqui et al., 2013). For these children, the measurement error would be less than two

weeks. Applying these rates to the sample suggests that only about 6% of the children are

likely to have been born before 8.5 months.

Secondly, medical literature indicates that the likelihood of a preterm delivery can increase

with exposure to adverse environmental conditions, including high temperatures (Strand

et al., 2011). Unfortunately, there is no way in the data to ascertain the actual start of the

pregnancy to determine the extent to which this could be an issue in this study. This must

be taken into account when interpreting the results.

2.5 Empirical �ndings

Estimates of equation (2.1) showing effects on height-for-age z-score and stunting are

reported in Table 2.2. Panel A reports effects of short-lived “spikes” in temperature, whereas
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Table 2.2: Effects of prenatal heat exposure

HAZ Stunted

(1) (2) (3) (4) (5) (6)

Panel A

Heat-wave days during pregnancy -0.024 -0.037 -0.031 0.001 0.002 0.000
(0.037) (0.043) (0.045) (0.013) (0.016) (0.017)

Panel B

Avg temperature during pregnancy -0.010 -0.197* -0.186* -0.005 0.072* 0.069*
(0.044) (0.111) (0.109) (0.014) (0.037) (0.038)

Observations 5602 5602 5590 5602 5602 5590

District-birthmonth FE No Yes Yes No Yes Yes
District-season FE Yes No No Yes No No
Year FE Yes Yes Yes Yes Yes Yes
Covariates No No Yes No No Yes
Sample Full Full Full Full Full Full

Note: *** p< 0.01, ** p< 0.05, * p< 0.10. Table reports results of equation 2.1. Temperature variables
are standardized to mean 0 and unit standard deviation. Standard errors clustered at the district level.
All regressions control for rainfall during the pregnancy, the child's age in months and sex. Additional
covariates include number of boys and girls under the age of 5, the household head's years of education,
and the household's access to water and electricity at the time of the survey.

Panel B re�ects the impact of a more prolonged exposure to elevated temperatures during the full

nine months. For ease of interpretation, both measures of heat exposure have been standardized to

have mean 0 and unit standard deviation. All regressions control for rainfall during the pregnancy,

the child's age and sex, as well as year �xed effects and district-by-season or district-by-month

�xed effects. Columns (3) and (6) include additional controls to improve precision, including the

number of boys and girls under the age of 5, the household head's years of education, and the

household's access to water and electricity at the time of the survey.

Contrary to studies done in other countries measuring the effects of an additional hot day

(see, for example, Hu and Li (2019) for the effects observed in China), results from panel A

show that a one standard deviation increase in the number of heat-wave days (� 18 days) during
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Table 2.3: Heterogeneous effects of prenatal heat exposure by trimester

HAZ Stunted

(1) (2) (3) (4) (5) (6)

Panel A

Heat-wave days in �rst trimester -0.015 0.025 0.027 0.008 -0.000 0.000
(0.034) (0.044) (0.046) (0.013) (0.015) (0.015)

Heat-wave days in second trimester -0.000 -0.024 -0.019 -0.012 -0.017 -0.018
(0.026) (0.044) (0.044) (0.010) (0.017) (0.017)

Heat-wave days in third trimester -0.043 -0.074 -0.071 0.019 0.027 0.026
(0.036) (0.046) (0.047) (0.011) (0.017) (0.017)

Panel B

Avg temperature in �rst trimester -0.084 -0.138 -0.138 0.015 0.054 0.054
(0.059) (0.128) (0.124) (0.017) (0.043) (0.043)

Avg temperature in second trimester 0.006 -0.091 -0.080 -0.004 0.036 0.033
(0.039) (0.104) (0.105) (0.014) (0.041) (0.041)

Avg temperature in third trimester -0.036 -0.302** -0.285** 0.001 0.101** 0.097**
(0.044) (0.132) (0.135) (0.013) (0.039) (0.040)

Observations 5602 5602 5590 5602 5602 5590

District-birthmonth FE No Yes Yes No Yes Yes
District-season FE Yes No No Yes No No
Year FE Yes Yes Yes Yes Yes Yes
Covariates No No Yes No No Yes
Sample Full Full Full Full Full Full

Note: *** p< 0.01, ** p< 0.05, * p< 0.10. Table reports results of equation 2.2. Temperature variables
are standardized to mean 0 and unit standard deviation. Standard errors clustered at the district level. All
regressions control for rainfall during the pregnancy, the child's age and sex. Additional covariates include
number of boys and girls under the age of 5, the household head's years of education, and the household's
access to water and electricity at the time of the survey.

the pregnancy does not have a statistically signi�cant effect on the height-for-age z-score, or

probability of stunted growth. On the other hand, panel B indicates that, on average, a one

standard deviation increase in average temperature (� 1.4� C) during the course of the pregnancy

decreases the height-for-age z-score by 0.186, and increases the probability of a child being

stunted by 0.069 (or 6.9 percentage points). These estimates become more precise after adjusting

88



for spatial correlation using Conley standard errors (see Table B.11 in the appendix).17 As the

average age of child in the sample is 25-26 months, this effect translates into a decrease in height

of approximately 0.6 cm relative the median height of children that age. To give this result some

context, theFamilias en Accionconditional cash transfer program in Colombia improved the

height-for-age z-score by 0.161 and decreased the probability of stunting by 0.069 for children

less than 2 years, after being exposed to the intervention for one year (Attanasio et al., 2005).

Taken together, the results in Table 2.2 suggest that child health outcomes in Bangladesh are

sensitive to a persistent increase in temperature during the course of the pregnancy rather than

temporary spikes in temperature.

As epidemiological literature suggests the effect of environmental factors could depend

when they occur during a pregnancy (Strand et al., 2011), I compute heat exposure in each

trimester and report results of equation (2.2) in Table 2.3. As before, all temperature variables

have been standardized. Comparing the size of the coef�cient across trimesters, both panels

A and B indicate that child health outcomes are most sensitive to heat in the third trimester.

However, only elevated average temperatures in the third trimester have a statistically signi�cant

impact: a one standard deviation increase in the average temperature during this time decreases

the height-for-age z-score of children by 0.29, and increases the probability of being stunted by

9.7 percentage points.

While there is no consensus in the literature aboutwhenelevated temperatures matter the

most (Strand et al., 2011), there are some studies documenting the detrimental effects of heat

stress later in the pregnancy. Deschenes et al. (2009) �nd the effects of higher temperatures on

low birth weight to be the strongest in the second and third trimesters when the fetus undergoes

17To see effects without standardizing the temperature variables, see Table B.9.
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rapid growth. In a more recent study, Ha et al. (2017) �nd that heat stress in the third trimester,

but not in the �rst or second trimesters, signi�cantly increases the risk of a low birth weight

delivery. As low birth weight is a predictor of reduced height in later years (Farooqi et al., 2006;

Stein et al., 2013), it is consistent for the effects in the last trimester to be the strongest.

As a sensitivity check, I restrict the sample to the 1,683 children who reported they were

born in their district of residence.18 Children who were reportedly born close to where their house

is located are more likely to be present there during the third trimester when the effects of heat

exposure appear to be the greatest. As expected, the absolute value of the coef�cients in both

panels A and B increase, but the estimates are noisier because of the reduced sample size.19 Even

though the results from Table 2.4 are not conclusive, they provide suggestive evidence in line

with the main results in Table 2.2.

A potential concern is that hotter temperatures could affect pregnant mothers through

changes in agricultural productivity, rather than just by the temperature itself. As rural Bangladesh

is largely agrarian, changes in agricultural productivity could affect household incomes and food

security, and ultimately fetal development. One way to proxy for local agricultural productivity is

the normalized difference vegetation index (NDVI) in a household's vicinity, to provide a measure

of plant greenness.20 However, NDVI, or any other measure of agricultural productivity, would

itself be a potential outcome so it would be problematic to control for this variable directly. But

if this channel is important, it will most likely affect resource-poor households the most. I use a

proxy of permanent household income or resources – mother's education – which is unlikely to

18As mentioned in section 2.2, there was information on geographic place of delivery in the data for 2,635 of
the children in my sample, and 1,683 of these children were born close to their home. For the remaining children,
nothing can be said with certainty about their district of birth.

19Figure B.22 in the appendix plots the residual variation in the temperature variables for this reduced sample.
20NDVI is measured on a scale from -1 to 1. Areas with more dense vegetation would have a higher value for

NDVI.
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Table 2.4: Results for subsample of local births

HAZ Stunted

(1) (2) (3) (4) (5) (6)

Panel A

Heat-wave days during pregnancy -0.086 -0.149 -0.135 0.024 0.043 0.039
(0.066) (0.120) (0.117) (0.019) (0.039) (0.039)

Panel B

Avg temperature during pregnancy -0.230* -0.301 -0.282 0.069** 0.083 0.079
(0.121) (0.283) (0.272) (0.028) (0.074) (0.073)

Observations 1666 1666 1661 1666 1666 1661

District-birthmonth FE No Yes Yes No Yes Yes
District-season FE Yes No No Yes No No
Year FE Yes Yes Yes Yes Yes Yes
Covariates No No Yes No No Yes
Sample Local Local Local Local Local Local

Note: *** p< 0.01, ** p< 0.05, * p< 0.10. Table reports results of equation 2.1, but only for a sub-sample
of children whose location of birth was the same as their district of residence. Temperature variables are
standardized to mean 0 and unit standard deviation. Standard errors clustered at the district level. All
regressions control for rainfall during the pregnancy, the child's age and sex. Additional covariates include
number of boys and girls under the age of 5, the household head's years of education, and the household's
access to water and electricity at the time of the survey.

be affected by the “treatment”. The interaction of heat exposure with mother's education would

help shed light on whether this channel is important in the context of this study.21

Table 2.5 reports the results of equation (2.3). Temperature variables are again standardized

and have a mean of 0. Panels A and B show that mothers who are less educated in my sample but

are exposed to mean levels of heat exposure are more likely to have children who are malnourished,

on average. Effects on children of women who are relatively more educated but experienced a one

standard deviation increase in average temperatures are very similar to those reported in Table 2.2

on the full sample. The coef�cient on the interaction is small and statistically insigni�cant across

21In Table B.10 in the appendix, I perform the same analysis but interact with the average NDVI in a household's
vicinity during the pregnancy period instead of mother's education, and the results are consistent with those in 2.5.
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Table 2.5: Exploring the agricultural productivity channel (controlling for mother's education)

HAZ Stunted

(1) (2) (3) (4)

Panel A

Heat-wave days -0.038 -0.051 0.013 0.016
(0.042) (0.049) (0.014) (0.017)

Low Educ -0.287***-0.306***0.085*** 0.090***
(0.048) (0.049) (0.014) (0.015)

Heat-wave days� Low Educ 0.029 0.024 -0.025* -0.026
(0.042) (0.045) (0.014) (0.016)

Panel B

Avg. temp 0.010 -0.193* -0.002 0.076*
(0.046) (0.115) (0.016) (0.039)

Low Educ -0.286***-0.307***0.084*** 0.089***
(0.049) (0.049) (0.014) (0.016)

Avg. temp� Low Educ -0.041 -0.034 -0.008 -0.010
(0.030) (0.036) (0.011) (0.012)

Observations 5484 5484 5484 5484

District-birthmonth FE No Yes No Yes
District-season FE Yes No Yes No
Year FE Yes Yes Yes Yes

Note: *** p< 0.01, ** p< 0.05, * p< 0.10. Table reports results of equation 2.3. Temperature variables
are standardized to mean 0 and unit standard deviation. Standard errors clustered at the district level.
LowEduc is a binary variable equal to 1 if mother's education was below the median (5 years). All
regressions control for rainfall during the pregnancy, the child's age and sex.

speci�cations, indicating that the effects of heat arenot compounded by whether a household is

resource-poor. These results provide suggestive evidence that the agricultural yield is unlikely to

be a primary driver of the observed effects in this context.

To ensure the model has been speci�ed correctly and the effects of prenatal average temperatures

do not occur by chance, I randomly reassigned prenatal average temperature and rainfall across

children in a district-month cell. Therefore, a child is randomly matched to the in-utero “treatment”

received by another child, who could be born in a different year. This random reassignment
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Figure 2.8: Distribution of the coef�cient on average temperature in equation 2.1, after randomly
reassigning prenatal average temperature and rainfall across children within a district-month cell 1000
times. Vertical lines represent the coef�cients in columns (3) and (6) in Table 2.2 for height-for-age (left)
and stunting (right), respectively.

was repeated 1000 times, and each time I computed the coef�cient of interest,� in equation

(2.1). Figure 2.8 plots the distribution of these coef�cients using the false temperature and

rainfall measures assigned to each child. The vertical lines correspond to the coef�cient estimates

reported in columns (3) and (6) of Table 2.2. The distribution of the� s using the false “treatment”

is centered around 0. Moreover, the results reported in Table 2.2 appear highly unlikely to have

occurred by chance: the fraction of the 1000 coef�cient estimates that were more extreme than

the results in Table 2.2 were 0.007 for height-for-age and 0.004 for stunting. This strengthens

con�dence that the observed relationships are not driven by spurious correlations.

2.6 Conclusion

This study contributes to understanding how climate change can reinforce existing inequalities

through its effects on early-life health. Building on the long-standing literature on the fetal origins
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hypothesis, which links conditions in the womb to chronic health outcomes later in life (Barker,

1990), I investigate whether hot temperatures during pregnancy affect the health of children up to

�ve years after birth. I use variation in temperature experienced by cohorts of pregnant mothers

who give birth in the same district and month but in different calendar years, after netting out

year speci�c effects. Because this residual variation in temperature within a narrowly de�ned

district-month cell over time is plausibly exogenous, I am able to estimate the causal effects

of prenatal heat exposure on children's height-for-age z-score and their probability of stunted

growth—two well-established indicators of long-term undernourishment with consequences for

later-life well-being.

The results show that short-lived spikes in temperature during the pregnancy – the number

of heat-wave days – do not have a statistically signi�cant impact on the health of children

in early years of life. However, more prolonged exposure to hot temperatures – the average

temperature during the gestation period – signi�cantly reduced the height-for-age z-score. On

average, mothers who experienced a one standard deviation increase in average temperature

during pregnancy (� 1.4� C) gave birth to children that had a height-for-age that was 0.186 standard

deviations below what it would have been had they not been exposed to this increase in temperature.

The probability that these children are stunted also increased by 0.069. To give this result some

context, theFamilias en Accionconditional cash transfer program in Colombia decreased the

probability of stunting by the same magnitude in children younger than 24 months after families

had been exposed to the program for a year (Attanasio et al., 2005).22

This �nding is in contrast to other studies primarily in the US and China that �nd statistically

22But it came with a cost – families with children less than 6 years received a minimum stipend of $188.16 during
this time (2002$).
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signi�cant effects of one additional hot day during the pregnancy on child or adult outcomes

(including birth weight, and long-term adult earnings and height). However, this inconsistency

could be due to differences in the context. One prominent factor could be differences in female

labor force participation. Over the past two decades, the US and China have maintained an

average female labor force participation rate of approximately 58% and 68%, respectively, whereas

the average in Bangladesh has been only 29% (World Bank, 2021). In my data, only 30% of

mothers are working. Therefore, it is possible that mothers in my sample have more �exibility

to adapt to short-term spikes in temperature by, for example, rescheduling outdoor tasks around

the hottest time of the day so that they are less exposed to heat. However, this would be harder to

do for more prolonged increases in temperature, and this could explain why there is a signi�cant

effect when there is a one standard deviation increase in average temperature.

This study has important implications for policymakers in the wake of changing global

temperatures under climate change, particularly in resource-constrained countries. The fact that

children born in unusually hot years have a greater probability of being stunted and that the

biological time-frame for catch-up growth is only two years (Leroy et al. 2015), cohorts of

children born in hot years could be permanently disadvantaged, unless parents and policymakers

�nd sustainable ways to adapt. Since stunting has been linked to lower educational attainment and

lower wages later in life (Grantham-McGregor et al., 2007), these climate-related health shocks

have the potential to reinforce existing inequalities. While increasing access to air conditioners

has been found to reduce the adverse effects of heat on human health in high-income countries

like the US (Barreca et al., 2016), this may not be a viable solution in some low-income countries

with limited access to reliable electricity. This highlights the need for research alternative adaptation

strategies, such as early heat warning systems.

95



Chapter 3: Effects over the Life of a Program: Evidence from an Education

Conditional Cash Transfer Program for Girls

Fatima Najeeb, Dhushyanth Raju, Esha Chhabra

3.1 Introduction

How do the effects of a program evolve over many years of its life, over successive cohorts

of bene�ciaries? We examine this question in relation to an education conditional cash transfer

(CCT) program targeted to girls of secondary school age in Punjab province, Pakistan. Speci�cally,

we examine how the effects on girls' secondary school enrollment evolved over a decade of the

program's existence, from its launch in 2004 until 2015.

While there is extensive evaluative literature on education CCT programs in developing

countries, most studies examine effects on the likelihood of school participation—and, to a lesser

extent, the likelihood of class attendance—one or two years after the program has been introduced

(Fiszbein et al. 2009; Baird et al. 2014; Garcia and Saavedra 2017). We are unaware of any

evaluations of education-only interventions in developing countries that examine how effects on

enrollment outcomes evolve over an extended period of a program's implementation and across

multiple cohorts of bene�ciaries.1

1Most evaluations of long-term education CCT programs (e.g., in Cambodia, Malawi, and Colombia) assess
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The question is of interest for two reasons. First, effects on bene�ciary cohorts could

change over time because of changes in relevant environmental, institutional, or intervention-

speci�c factors. In the CCT program that we examine, a key intervention-speci�c factor that

changed was the real value of the program bene�t, which was not indexed to in�ation. Indeed,

the value of the bene�t declined substantially over the study's observation period not only in

real terms but relative to average household consumption spending, weakening the program's

economic incentive as observed by households. As a result, standard economic theory would

predict that program effects should fall over the study's observation period.

Second, the effects of a program could change after the �rst few years of implementation as

different agents have time to reoptimize their behavior in response to the program's introduction—in

the case of an education program, such agents as households, school staff, and education system

administrators (Glewwe and Muralidaran 2016). Most evaluations that examine effects in the �rst

few years after a program's introduction are unlikely to capture such reoptimizing of behavior,

which can dampen or amplify program effects (Das et al. 2013). Our investigation, by looking at

the evolution of enrollment effects over the extended life of the program, allows us to converge

on the program's “full” effect.

The CCT program that we study, the Punjab Female School Stipend Program, is aimed

at stimulating household demand for education where that demand is particularly weak, by

targeting cash transfers on the basis of gender, age, and location. The school participation

rate (the percentage of children attending school) is lower for girls than for boys, and this

gender gap widens marginally when children reach preadolescence. In addition, the gender gap

individuals who were exposed for a limited period and follow them years later, rather than tracking successive
cohorts throughout a program's implementation (see Molina Millán et al. 2019 for a review).
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in school participation is greater in areas of the province with poorer overall socioeconomic

outcomes. The program, initiated by the Punjab government in 2004, offers households cash

bene�ts tied to girls' regular attendance in secondary grades in government schools. The program

was targeted to districts in the province with low adult literacy, which is correlated with poor

overall socioeconomic status. And because the program offers the CCT bene�t only to students in

government schools (which provide free education), it implicitly also targets poorer households.

Richer households in the province are more likely than poorer ones to send their children to

fee-based private schools (Nguyen and Raju 2015).

Assignment of the program is based on a clear rule. Of the 34 districts in Punjab at the time

of its launch in 2004, the program was offered to the 15 districts with the lowest adult literacy

rates, which results in a cutoff literacy rate of 40 percent. Data from the 1998 census, six years

before the program's conception, were used for the assignment variable. Thus, there is no risk of

manipulation of the assignment variable by program administrators or bene�ciaries. And to our

knowledge, this variable (or correlated variables) and, importantly, the cutoff have not been used

in assigning any other programs.

Exploiting the program assignment process that generates a cutoff, we evaluate program

effects on the basis of a sharp regression discontinuity (RD) design. Because the program

assignment variable is not continuous but discrete, with 34 mass points (given 34 districts), local

randomization-based RD (Cattaneo, Idrobo, and Titiunik, 2020, 2024) is a better �t than the

parametric and continuity-based nonparametric methods typically used in RD applications. Local

randomization-based RD uses the smallest window that yields two consecutive mass points (two

districts), one on either side of the cutoff. We apply this approach to government administrative

data from annual censuses of government schools. These data are independent of those used
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by the government to administer the CCT program. Constructing a school-level panel with the

census data, we examine program effects in the RD program district on school-level changes in

girls' enrollment in secondary grades across different subperiods from 2003 (before the program)

until 2015, as well as potential spillover effects on boys.

The Punjab Female School Stipend Program has been evaluated in multiple studies (Population

Council 2007; Hasan 2010a, 2010b; Chaudhury and Parajuli 2010; Alam, Baez, and Del Carpio

2011). These evaluations have used various sources of data, covering periods extending as far

as 2009. The evaluations tend to �nd signi�cant, positive effects on girls' secondary school

enrollment, among other measures. While our research questions align with those in previous

studies, a key distinction is that our observation period extends several years further, evaluating

effects up to 2015 following the program's launch in 2004.

Another key difference is that our study employs an identi�cation strategy more appropriate

to the context and data. Chaudhury and Parajuli (2010) use a triple-differences RD model,

comparing outcomes before and after program onset, between boys' and girls' schools, and

between program and nonprogram districts. However, Hasan (2010a) provides evidence that

boys may not be a valid counterfactual for evaluating the effects of the program on girls' school

enrollment. In a different study, Hasan (2010b) estimates effects using difference-in-differences,

comparing outcomes before and after program onset and between program and nonprogram

districts, but relies on nonrepresentative data. Moreover, all previous evaluations of the program

use parametric or continuity-based nonparametric methods, which are susceptible to bias—parametric

estimations incorporate observations far from the cutoff, while nonparametric estimations treat

the assignment variable as continuous, though it is not in this case.

Our local randomization-based RD estimations suggest that the program had signi�cant,
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positive effects on girls' secondary school enrollment throughout the observation period. The

average gain in the number of girls per school in the RD program district ranges from 33 to 53,

equivalent to an average gain in girls' secondary enrollment at the school level of 25–41 percent.

These effects are on the higher end of the range of effects documented in previous evaluations of

the program. There is also a positive spillover effect on boys, with schools in program districts

experiencing an additional 33–48 boys per school in secondary enrollment across different sub-

periods, compared to schools in non-program districts.

Program effects remain stable over the study's observation period, though measured with

substantial imprecision, yet remain statistically signi�cant. The results suggest that effects were

robust to a large decline in the real value of the program bene�t over the observation period and

to potential reoptimization by agents in later years of the program. Our calculations of cost-

effectiveness, using the estimated program effect over the full observation period (2003–15),

indicate that for every $100 spent annually, the program induced the enrollment of 0.2–2.3

bene�ciary girls.2

As suggested, the stable effects on girls' secondary school enrollment over time despite

the large decline in the real value of the program bene�t are inconsistent with what standard

economic theory would have predicted. The observed pattern does suggest potential behavioral

explanations, however. For example, as Benhassine et al. (2015) argue in explaining the effects

they �nd in evaluating an unconditional cash transfer program in Morocco, “labeling” a program

as support for education can affect perceptions of the importance of schooling. Similarly, the

2As additional questions, we examine whether the effects on girls' secondary school enrollment numbers are
re�ected in girls' secondary school participation rate and whether they translate into an effect on female education
attainment. To answer these questions, we use data on school participation status for adolescent girls and years of
education for young women from district-representative household sample surveys for 2003 and 2014. But we fail
to �nd balance in means for selected covariates between program and nonprogram RD districts, a key validity check
for applying local randomization-based RD estimation.
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program we evaluate may have signaled the government's commitment to girls' secondary education—or

to secondary education more generally—making it more salient to households and communities

and inducing girls' enrollment independent of the bene�t size. This mechanism may also explain

the positive spillover effects on boys.

Alternatively, greater exposure of households and communities to girls' secondary education

in the early years of the program, induced by the economic incentive of the program bene�t, may

have generated a durable, positive change in the “taste” for girls' secondary education or helped

correct for preexisting biases in beliefs or preferences (Kremer, Rao, and Schilbach 2019). And

these adjustments in beliefs and preferences may have catalyzed a positive shift in social norms

around girls' secondary education.

3.2 Related literature

Most evaluations of education CCT programs in developing countries assess program effects

on the likelihood of school participation, typically in the �rst few years after the program has

been initiated (Fiszbein et al. 2009; Baird et al. 2014; Garcia and Saavedra 2017). A meta-

analysis of the effects of education CCT programs �nds a signi�cant, positive average effect on

the likelihood of school participation, at both the primary and secondary school levels (Garcia

and Saavedra 2017). The study also �nds a larger average effect on the likelihood of participation

at the secondary level than at the primary level. Effects found by studies included in the meta-

evaluation sample vary substantially, however.

Among education CCT programs that, like the one we evaluate, are targeted to girls and

condition cash bene�ts on secondary school participation, almost all those that have been evaluated
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are in Asia. Here too, evaluations generally �nd that the programs have signi�cant, positive

effects on the likelihood of school participation. For example, the Japan Fund for Poverty

Reduction scholarship program in Cambodia, which awarded scholarships to girls from poor

households who were in their last grade of primary school, increased the likelihood of school

participation by 30 percentage points (Filmer and Schady 2008). Similarly, a CCT program

in Turkey increased the likelihood of secondary school participation for girls from very poor

households by 11 percentage points (Ahmed et al. 2007). And the Female Secondary School

Assistance Project in Bangladesh, targeted to rural girls of secondary school age, increased the

likelihood of girls' school participation by 8 percent (Khandker, Pitt, and Fuwa 2003). Similar

evidence is available for Pakistan. For example, Cheema et al. (2016) examine the effects of

a CCT program introduced in 2012 for bene�ciaries of the Benazir Income Support Program

(BISP). The CCT program bene�t for households was conditioned on regular school attendance

by children of primary school age. Using household survey data collected in 2016, and propensity

score matching of BISP households in non-CCT program areas to BISP+CCT program households

in CCT program areas, they �nd that the CCT program increased the likelihood of school participation.

The program that we study also has been the subject of earlier evaluations (Population

Council 2007; Chaudhury and Parajuli 2010; Hasan 2010a, 2010b; Alam, Baez, and Del Carpio

2011), including some based on the same data that we use—annual rounds of government school

censuses. In contrast to our study, however, these evaluations examine effects on girls' education

outcomes only in the early years of the program.

For example, using government school census data and a parametric triple-differences RD

approach,3 Chaudhury and Parajuli (2010) �nd that the program increased female enrollment in

3The triple-differences approach compares outcomes before and after program onset, between boys' and girls'
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grades 6–8 in government schools by an average of 6 girls per school (or by 9 percent relative to

initial enrollment) over the period 2003–05. Using government school census data and difference-

in-differences estimation,4 Hasan (2010a) �nds that the program increased female enrollment in

grades 6–8 in government schools by an average of 11 girls per school over the period 2003–08.

Hasan also �nds that the program increased corresponding male enrollment by an average of 10

boys per school. In another study, using nonrepresentative panel household sample survey data

for three districts (one program district, two nonprogram districts) and within-family difference-

in-differences estimation,5 Hasan (2010b) �nds that the program had no effect on the likelihood

of government school participation by girls ages 10–14 in 2005 or 2006 but had a signi�cant

positive effect of 3 percentage points on this outcome in 2007. Finally, using government school

census data from 2003–09 and parametric RD estimation, Alam, Baez, and Del Carpio (2011)

�nd that the program had signi�cant positive effects on girls' enrollment in grades 6–8 from 2005

to 2009. They �nd average gains in girls' enrollment by grade ranging from 10 to 32 percent.

3.3 Program context and design

Pakistan, a lower-middle-income economy with a per capita income in 2018 of $4,928 (in

2011 PPP$), is the sixth most populous country in the world (World Bank 2019). The country

is divided into four large provinces (Balochistan, Khyber Pakhtunkhwa, Punjab, and Sindh) as

well as small territories. Punjab is a major province. It accounted for 53 percent of Pakistan's

population of almost 208 million in 2017 (Pakistan Bureau of Statistics 2017a) and for 55 percent

middle schools (grades 6–8), and between program and nonprogram districts.
4The difference-in-differences approach compares outcomes before and after program onset and between

program and nonprogram districts.
5Here, within-family differences are those between siblings of different genders.
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of the country's annual output in 2015/16 (PERI 2017). Sixty-three percent of the province's

population lives in rural areas (Pakistan Bureau of Statistics 2017b).

Government schools in the province provide education at �ve levels: preprimary, primary

(grades 1–5), middle (grades 6–8), high (grades 9–10), and intermediate (grades 11–12). In this

study, we de�ne secondary school as grades 6–10 (middle and high school), and secondary school

age as ages 11–15. Punjab tends to perform better than the other provinces in girls' and boys'

school participation rates (see Figure 3.1 for net enrollment rates in 2014/15). Nevertheless,

within Punjab, there is a large gender gap in school participation rates. In 2014, near the end of

our study's observation period, the school participation rate for girls of secondary school age (66

percent) was 7 percentage points lower than that for boys (73 percent) (Table 3.1).

Government schools provide free education, and most students in Punjab attend government

schools. In 2014, among students of secondary school age, 65 percent of boys and 67 percent

of girls attended government schools, while most of the rest attended private schools. School

participation rates vary substantially across districts within the province. In 2014, for girls

of secondary school age, they ranged from a low of 28 percent in Rajanpur to a high of 89

percent in Gujrat (Figure 3.2). While the levels differ across time, preprogram patterns in school

participation are qualitatively similar to the patterns discussed here.

The Punjab government initiated the Female School Stipend Program in 2004 with the aim

of increasing the rate of girls' participation in secondary education in parts of the province with

the poorest education outcomes.6 The selection of districts for the program was based on the

literacy rate (among those age 10 and above), as measured by the 1998 Pakistan Population and

6The �rst distribution of cash bene�ts was initiated in January 2004, based on enrollment and attendance
information for the October–December 2003 quarter.
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Housing Census. Of the 34 districts that Punjab had at the time, the 15 with literacy rates below 40

percent were selected for the program (Table 3.2). Over time, as the number of districts in Punjab

increased from 34 to 36,7 the number of program districts increased to 16, and the number of

nonprogram districts to 20. The program assignment status in Table 3.2 remains constant during

the study period.

Districts selected for the program had poor school participation outcomes (see Table 3.1).

Measured in 2003, preprogram school participation rates for children of primary and secondary

school ages were lower in program districts than in nonprogram districts, for both boys and

girls. Moreover, the gender difference in preprogram school participation rates was greater in

program than in nonprogram districts, particularly among children of secondary school age. In

program districts, 59 percent of boys of secondary school age were enrolled in school, while

it was 18 percentage points lower for girls. In nonprogram districts, the corresponding gender

difference was only 4 percentage points. By 2014, near the end of our observation period, school

participation rates had increased for both boys and girls and in both program and nonprogram

districts, but large gender differences in school participation rates remained for children of secondary

school age in program districts (Figure 3.3).

When initiated in 2004, the program covered girls enrolled in government schools in grades

6–8. In 2005, it was expanded to also cover girls enrolled in grades 9–10. Under the program,

households were offered a cash bene�t of 200 Pakistan rupees (PRs) a month (3.40 US$) for each

girl enrolled in grades 6–10 in a government school, conditional on an attendance rate of at least

80 percent in the preceding academic quarter.8 At baseline, the value of the per-girl bene�t was

7Nankana Sahib was formed from the division of Sheikhupura in 2005, and Chiniot from the division of Jhang
in 2009.

8Currency conversion is at the average exchange rate of PRs 58 per U.S. dollar in 2004. The bene�t amount
was estimated to cover safe travel to a government school with secondary grades, which in rural areas was typically
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14 percent of average monthly household consumption spending per adult equivalent in Punjab

(or 15 percent of the corresponding average in rural Punjab).9 Program bene�ts were transferred

to households on a quarterly basis, with bene�ts for a given quarter delivered in the following

quarter. The maximum individual transfer per quarter was PRs 600 (= PRs 200� 3 months),

offered for four quarters in a year.

Key steps in program administration began at the government school, where the head

teacher was responsible for recording female students' attendance for the quarter in a standard

register as well as for determining their eligibility and the amount of their bene�t. The teacher

also �lled in a money order form for each female student bene�ciary. The school sent a copy of

the completed register and the individual money order forms to the district education department,

which transmitted the money orders to the government post service. The post service then

delivered cash to bene�ciary girls and households, typically at either the girls' school or their

home. In addition, district education departments would transmit data and documentation on

bene�ciary girls and cash delivery to the provincial education department.

A sample-based process evaluation conducted during the �rst year of the program by a

government-contracted consulting �rm �nds that while program implementation suffered from

delays and was burdensome for different parties (including bene�ciaries), all sample teachers

and virtually all sample students and parents were aware of the attendance condition for program

eligibility, and all sample bene�ciary households reported receiving the full bene�t amount (Innovative

located some distance from the girl's village. While the program bene�t is small in absolute terms compared with
those in samples of CCT programs in developing countries that have been evaluated (Garcia and Saavedra 2017), the
level of the bene�t as a percentage of household consumption spending is within the range of bene�t sizes in these
samples (Baird et al. 2014; Benhassine et al. 2015).

9Based on statistics from the 2004/05 Pakistan Household Income and Expenditure Survey. We are unable to
estimate the program bene�t level as a percentage of average household consumption spending per adult equivalent in
program districts because available household sample surveys that gather data on income and consumption spending
are not representative at the district level.
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Development Consultants 2005).

In 2017, the Punjab government adjusted the value and delivery of program bene�ts to

households. Renaming the program Khadim-e-Punjab Zewar-e-Taleem, it raised the bene�t

value, which had remained constant in nominal terms since the program's introduction, to PRs

1,000 a month ($9.50).10 The new bene�t level is equivalent to 18 percent of average household

consumption spending per adult equivalent in Punjab (or 21 percent of the corresponding average

for rural Punjab).11 The government also began modifying how program bene�ts are delivered

to households by requiring parents of bene�ciary girls to register for an ATM card called the

Khidmat Card. This card allows them to withdraw program bene�ts from branches of the Bank

of Punjab, which is a commercial bank. Our study's observation period ends in 2015, before the

introduction of these adjustments to the program.

3.4 Data and empirical strategy

3.4.1 Data

We use data from the Punjab government's Annual School Census from 2003 to 2015.

These data are independent of those used by the government for administering the girls' stipend

program. Initiated in 2003, the census is an annual �eld survey of government schools that gathers

basic information on schools and teachers, including student enrollment by grade and gender,

with a reference date of October 31.12 Its main purpose is to monitor the status of government

schools.
10At the average exchange rate of PRs 105 per U.S. dollar in 2016.
11Based on the 2015/16 Pakistan Household Income and Expenditure Survey.
12The government school year runs from April to March.
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The provincial education department has primary responsibility for managing all stages of

the census and sole responsibility for designing the census questionnaire. At the school level,

teachers complete the questionnaires delivered to them. These questionnaires are collected by

district government of�cials and returned to the provincial education department, where the

information is digitized.

Using the annual censuses, we construct a school-level panel.13 On the basis of this

panel, we construct the outcome measure—the absolute change in school-level girls' enrollment

in secondary grades for six subperiods of different lengths originating from baseline (2003):

2003–05, 2003–07, 2003–09, 2003–11, 2003–13, and 2003–15. Table B.12 presents baseline

comparisons (in 2003, one year before the program's launch) between schools in program and

non-program districts. On average, total enrollment in secondary grades is approximately 83

students higher per school in non-program districts compared to schools in program districts.

This pattern holds for both boys' and girls' secondary school enrollment. Schools in non-

program districts also tend to have more teachers, a lower student-to-teacher ratio, and better

infrastructure. For example, they are more likely to have access to electricity and to be enclosed

by a boundary wall, which could be important for girls' safety. For the empirical strategy, it is

therefore important to compare districts that are similar. This motivates the use of a regression

discontinuity (RD) design, which is described in the next section.

13While government schools are assigned unique identi�cation (ID) numbers, school ID protocols were adjusted
by the provincial and district education departments in certain years and assigned school IDs were not strictly
adhered to during data collection, entry, and processing. Consequently, to construct an accurate school-level
panel, we worked closely with provincial education department of�cials, speci�cally the Programme Monitoring
and Implementation Unit (PMIU), with intimate working knowledge of the Annual School Census data and ground-
level knowledge of schools.
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3.4.2 Empirical strategy

We estimate program effects on the basis of a sharp RD design. One of two outcomes is

possible for schoolS, conditional on the district literacy rateX D . Schools in districts with a

literacy rate below 40 percent are covered by the program. These schools have a potential girls'

secondary school enrollment outcome ofYS(1). Schools in districts with a literacy rate equal

to or above 40 percent are not covered by the program and have a potential outcome ofYS(0).

In theory, the expected outcomes, givenX D , are two functions:E[YS(1) j X D ] if X D < 40

andE[YS(0) j X D ] if X D � 40. The sharp RD program effect at the cutoff,� RD , re�ects the

difference between the potential outcomes:

� RD � E[YS(1) � YS(0) j X D = 40] (3.1)

Parametric methods approximate the global shape of these functions, but observations far from

the cutoff can distort the approximation close to the cutoff and misrepresent the RD effect

(Gelman and Imbens, 2014; Cattaneo, Idrobo, and Titiunik, 2020, 2024).

A common nonparametric solution is a continuity-based RD design, which approximates

the conditional expectation functions as polynomials within an optimal bandwidth close to the

cutoff. This design is less sensitive to extreme features of the data generation process or outliers

far from the cutoff (Cattaneo and Vazquez-Bare, 2016; Imbens and Kalyanaraman, 2012).

However, the continuity-based RD design does not �t key de�ning features of our data. The

design requires the program assignment variable—the district literacy rate—to be a continuous

random variable. Because program assignment is at the district level while our outcome indicator
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is at the school level, our assignment variable is discrete, as schools within the same district have

the same assignment score. With 34 districts at baseline in 2003, the score has that many “mass

points.”

Considering these data characteristics, we adopt the local randomization-based RD design

as the only practical and valid approach for estimation and inference, following recommendations

in Cattaneo, Idrobo, and Titiunik (2024), as there are only 34 mass points. This design formalizes

the idea that treatment is as-if randomly distributed within a small window close to the cutoff,

by imposing randomization-type assumptions that are stronger than the assumptions under the

continuity-based RD design. It requires the existence of a windowW0 close to the cutoff where

the distribution of the program assignment variable is known and uncorrelated with potential

outcomes. WithinW0, potential outcomes do not depend directly on the program assignment

variable; they are associated only through program assignment. In other words, the design

requiresE[YS(1) j X D ] andE[YS(0) j X D ] to be constant functions ofX S within W0, and the

vertical distance between these functions would re�ect the local randomization-based RD effect,

� LRD (Cattaneo, Titiunik, and Vazquez-Bare 2017; Cattaneo, Idrobo, and Titiunik 2020, 2024).

Following Cattaneo, Idrobo, and Titiunik (2024), because we have only 34 mass points,

the window that we select for local randomization is the smallest window,WLRD , with two

consecutive mass points, one on either side of the cutoff. The two districts within this window

are Khushab and Khanewal (see Table 3.2).

Within WLRD , we assume complete randomization—or �xed-margins randomization—under

which the numbers of program and nonprogram schools are �xed. Using this mechanism, we

apply two inference methods.

The �rst is Fisherian inference, which tests the sharp null hypothesis of no program effect
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for any given school and leads to correct inference even when the number of observations within

WLRD is very small. Fisher'sp-value is calculated using randomization inference through the

permutation of the program assignment status of observations under the sharp null hypothesis of

no program effect.

The second isNeyman inference, which is based on the large-sample approximate behavior

of the statistic and tests the null hypothesis of no program effect. While the Fisherian framework

focuses on testing the sharp null hypothesis, one of the main purposes of the Neyman framework

is to estimate the sample average program effect. The difference in average outcomes between

program and nonprogram observations is an unbiased estimator of this parameter, assuming

complete randomization withinWLRD . Because our sample of schools withinWLRD is suf�ciently

large, we use the Neyman method to obtain unbiased estimates of the sample average program

effect.

Manipulation of program assignment status can undermine the identi�cation of program

effects. In our case, program assignment is based on district literacy rates obtained from 1998

data, while the program was initiated in 2004. Thus, we can consider districts to be plausibly

exogenously sorted around the cutoff of 40 percent.

Migration between program and nonprogram districts could pose a threat to identi�cation;

however, available evidence suggests this is unlikely. Since the Annual School Census does not

include information on children's addresses, we examine migration patterns using the 2012–13

Pakistan Labor Force Survey (LFS), conducted near the end of the evaluation period. Among

male household heads, 86.2% reported residing in their district of birth. The primary reasons for

migration were employment or returning home. Only 1.3% cited education, though it is unclear

whether this referred to their own or their family members' education. Given the low incidence
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of education-related migration, systematic bias in our estimates due to migration across program

and nonprogram districts is unlikely.14

Identi�cation of program effects can also be undermined if the program assignment variable

and cutoff were also used for other programs. To our knowledge, no other government program,

in education or in any other sector, has used district literacy rates and this program's cutoff for

assignment.

Finally, while the enrollment data in government school censuses may not be fully accurate,15

we have no reason to suspect that the quality of data varies systematically between program and

nonprogram observations withinWLRD .

3.5 Results

3.5.1 Validity of the local randomization-based RD window

The validity of local randomization-based RD estimation requires that there be at least one

covariate whose preprogram value is correlated with the program assignment variable (the district

literacy rate) everywhere except withinWLRD . This test is comparable to the baseline balance

test in randomized controlled trials.

We select two important school-level covariates whose preprogram values should be associated

with the district literacy rate: number of teachers and number of classes. We test the null

hypothesis of no effect on the program assignment variable for each covariate. The window

14Other major household surveys, including the Multiple Indicator Cluster Survey (MICS) (2011, 2014) and
the Pakistan Social and Living Standards Measurement Survey (PSLM) (2014), do not contain migration-related
variables, limiting further analysis.

15Reported enrollment data may not be accurate if school enrollment records are not up to date as of the reference
date for the government school census or if reported enrollment data become high stakes (and thus subject to
manipulation) because they are used by government education authorities for decisions affecting the interests of
stakeholders in the public education sector.
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would be invalid if the null hypothesis is rejected for at least one covariate within it.

We fail to reject the null hypothesis within the smallest windowWLRD of 0.6 percentage

points (as well as within the next smallest window of 2.6 percentage points), which contains our

RD program and nonprogram districts, Khanewal and Khushab (Table 3.3). The results indicate

that the preprogram values for the covariates are balanced within the selected small window

around the cutoff, but not in larger windows.

3.5.2 Program effects on secondary school enrollment

Effect on girls' enrollment

Before discussing the local randomization-based RD results, we illustrate the RD effect

on girls' secondary school enrollment for the subperiod 2003–05 in Figure 3.4, according to

continuity-based nonparametric RD estimation. While this estimation method does not yield a

valid estimate of the program effect because of the structure of our data (as discussed in Section

3.4), it does allow us to graph the program effect. The �gure �ts fourth-order local polynomials

to bin-speci�c averages of our school-level measure of the change in girls' secondary school

enrollment in the subperiod 2003–05 on either side of the cutoff (depicted by the vertical line).

Program districts are located to the right of the cutoff. The �gure clearly shows a positive program

effect on girls' secondary school enrollment at the cutoff.16

The local randomization-based RD results are presented in Table 3.4. We �nd that the

program produced statistically signi�cant gains in girls' secondary school enrollment across all

subperiods between 2003 and 2015, whether we apply Fisherian or Neyman inference. Program

16Continuity-based nonparametric RD plots for other subperiods show similar results and are available upon
request.
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effects over the different subperiods range from an average gain of 33 to 53 girls per school. Given

an average preprogram secondary school enrollment of 130 girls per school in the RD program

district, the effects are equivalent to an average gain of 25–41 percent in girls' secondary school

enrollment. These effects are on the higher end of the range of effects previously documented for

the program we examine, which may re�ect, among other things, differences across the studies

in the data, sample, and estimation strategy.

We also aimed to examine differences in program effects between rural and urban areas.17

While the sample of schools in rural areas withinWLRD is large enough to apply the Neyman

approach to estimate the program effect, the corresponding sample of schools in urban areas is

too small. The Fisherian approach could provide valid inference for such a small sample, but not

the program effect. Therefore, we do not examine program effects in urban areas. In rural areas,

results show that the average gain in girls' secondary school enrollment is statistically signi�cant

across all subperiods and ranges from 10 to 31 girls per school (see column 2 of Table 3.4).

While overall program effects differ somewhat in size, they are statistically similar across

all subperiods, according to an examination of Fisherian con�dence intervals (Figure 3.5). The

size and statistical signi�cance of the program effects are sustained over the study's observation

period despite a decline in the real value of the annual program bene�t of more than 60 percent

over the period, from PRs 2,400 in 2004 to PRs 860 in 2015 (Figure 3.9). As a result of this

decline in the real value of the bene�t, along with an increase in average real household income

over the period, the relative bene�t level decreased from an amount equivalent to 14 percent of

17On the one hand, program effects may be larger in rural communities than in urban areas because the economic
incentive (in terms of bene�t size relative to average household consumption spending) is marginally stronger in
rural communities. On the other hand, program effects may be smaller in rural communities because government
secondary schools that girls can attend are fewer and on average farther away, or because social stigma may be
associated with travel by socially disadvantaged girls to schools outside their own rural community (Jacoby and
Mansuri 2015).
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average household consumption spending per adult equivalent in Punjab to 4 percent.18

Effect on boys' enrollment

With the program inducing parents to send their daughters to school, spillover effects on

boys may have occurred as well. Figure 3.6 presents the estimated local randomization-based

RD effects of the program on boys' secondary school enrollment across different subperiods.

As in the analysis for girls, this estimation relies on local randomization within a small window

around the literacy rate cutoff, where program assignment is treated as as-if random. The outcome

variable measures the absolute change in boys' secondary enrollment between the 2003 baseline

and each subsequent period. However, as shown in Table 3.3, the window validity check for

boys indicates marginal covariate imbalance in the smallest window. This should be kept in mind

when interpreting the results.

The results show a consistent and positive impact throughout the decade following the

program's launch. Between 2003 and 2005, schools in program districts experienced an average

increase of 40 boys per school in secondary enrollment compared to schools in non-program

districts. These effects remained stable over time, ranging from 33 to 48 additional boys per

school across different subperiods. The �ndings indicate that, while the program was speci�cally

designed to improve girls' secondary school enrollment, it also had a positive spillover effect on

boys' enrollment, possibly due to increased household awareness of education and shifts in social

norms.

Program anticipation effects for girls in government primary schools

While the program provides cash bene�ts to girls enrolled in government secondary schools,

it can indirectly induce girls to complete their primary education and transition to secondary

18Based on statistics from the 2004/05 and 2015/16 Pakistan Household Income and Expenditure Surveys.
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education. We aimed to examine the existence and evolution of “program anticipation effects,”

by estimating the local randomization-based RD effects on the school-level change in girls'

enrollment in grade 5 (the terminal primary grade) in government primary schools in each of

the subperiods.19 But when performing our window validity check, we �nd that two of the

covariates for primary schools with enrolled girls—the number of teachers and the number of

classrooms—had preprogram values that were signi�cantly correlated with the program assignment

variable within our selected window,WLRD , precluding the use of our estimator.

Program effects on girls' education attainment

Gains in girls' secondary school enrollment may not necessarily translate into gains in

education attainment if girls encounter institutional or environmental hurdles that are dif�cult to

overcome. Rigorous evidence on the long-term education and economic effects of development

interventions, including education CCT programs, is scarce but growing (Bouguen et al. 2018).

A recent meta-evaluation of the effects of education CCT programs �nds that the average effect

on the likelihood of school completion is signi�cant and positive, although most of the studies

included in the meta-evaluation sample do not �nd signi�cant effects on this outcome (Garcia

and Saavedra 2017).

Examining the program in our study, Alam, Baez, and Del Carpio (2011) �nd that it

increased the likelihood of girls ages 15–16 completing middle school (grade 8) and transitioning

to high school (grade 9). Their analysis applied difference-in-differences and parametric and

nonparametric RD estimations to data from the 2003 and 2007/08 Punjab Multiple Indicator

Cluster Surveys, which are large-scale household sample surveys representative at the district

19Chaudhury and Parajuli (2010) and Hasan (2010a) also examine program anticipation effects on girls in
government primary schools in the �rst few years of the program.
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level. As discussed earlier, however, these empirical methods are not well suited for identifying

the effects of this program because of the structure of the program assignment variable.

We aimed to examine program effects on girls' secondary school participation rate and

education attainment on the basis of the 2003 and 2014 Punjab Multiple Indicator Cluster Surveys.

But as with the attempt to examine program anticipation effects on girls' grade-5 enrollment, we

�nd that several household-level covariates for girls of secondary school age or for young women

had preprogram values that were correlated with the program assignment variable within our

selected window,WLRD , for the randomization-based RD estimation. The covariates we tested

include self-reported household income; number of rooms in the dwelling; connection to such

utilities as gas, electricity, telephone, cable, or internet; and possession of such consumptive or

productive assets as a bicycle, a television, or farmland. As a result, we were unable to examine

this research direction.

3.5.3 Falsi�cation tests

To assess the validity of the local randomization-based RD design, we conducted two

falsi�cation tests using alternative program assignment cutoffs at 30% and 50% instead of the

actual 40% literacy rate cutoff. Under these alternative thresholds, districts would have been

included in the program if their 1998 adult literacy rate was below the respective cutoff. These

changes alter the set of districts near the false assignment threshold, as there is substantial

variation in adult literacy rates across districts (Table 3.2). Given these alternative speci�cations,

we reselect the window for local randomization, with Table B.13 providing validity checks for
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window length.20

Figure 3.7 presents the results of these falsi�cation tests, plotting the estimated program

effects on girls' secondary school enrollment using the false cutoffs. Across all sub-periods,

despite constructing the outcome variable identically to the main analysis, the estimates at these

false cutoffs are not statistically signi�cant. The absence of signi�cant effects at these false

cutoffs provides additional evidence that the estimated program effects are not driven by arbitrary

threshold selection. We also explored conducting this falsi�cation test for boys' secondary school

enrollment. However, as shown in Table B.13, the window validity check is not satis�ed in this

case, as covariates are statistically signi�cant within the smallest window. As a result, we only

report the falsi�cation test results for girls, where the window validity check holds under the false

cutoffs.

As an additional falsi�cation test, we examine the effect of the program on a placebo

outcome—the number of teacher positions �lled (see Figure 3.8). Since the program did not

target teacher hiring, any detected effect would suggest spurious RD estimates. However, the

estimated effect is small and statistically indistinguishable from zero across all sub-periods,

con�rming that the program's estimated effects are not driven by unrelated changes in school

characteristics.

3.5.4 Program cost-effectiveness

We assess the program's cost-effectiveness in relation to girls' secondary school enrollment

in the RD program district, following Dhaliwal et al. (2013) and costing guidelines from the

20Table B.13 presents the window validity checks for the 30% false cutoff. Similar tables for the 50% false cutoff
are available upon request.
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Abdul Latif Jameel Poverty Action Lab (J-PAL n.d.). Per bene�ciary, apart from the cost of the

bene�t transfer (PRs 2,400 a year), the government paid a fee to the government post service of

PRs 50 per money order (which amounts to PRs 200 a year given quarterly bene�t transfers) and

what the government refers to as an “incidental expense” of 1 percent of the bene�t amount (PRs

24 a year).21 These values remained the same over the study's observation period. Thus, the total

annual per-bene�ciary cost was PRs 2,624. This per-bene�ciary cost almost perfectly matches

the value from of�cial government accounting records of actual annual outlays and bene�ciaries

for the program.

Note that the PRs 2,624 value re�ects recurrent costs and does not capture �xed costs or

costs incurred in designing and establishing the program. Moreover, for recurrent costs, the value

does not capture the cost of time and other resources spent by provincial and district education

department of�cials or school teachers in carrying out their program responsibilities. Nor does

it capture any costs borne by households in ensuring that they were present when and where

needed to receive the bene�t transfer or in pursuing any grievances with the authorities relating

to problems with receiving the bene�t. While such omissions from cost calculations are not

unusual in impact evaluation studies for developing countries (Dhaliwal et al. 2013), the PRs

2,624 value should be considered an underestimate of the actual annual per-bene�ciary cost of

the program.

In 2015, there were 28,559 girls in secondary grades in government schools in the RD

program district. Comparing enrollment numbers from the school census rounds and program

bene�ciary numbers from government administrative data, we �nd that about 90 percent of

21This maximum administrative cost of PRs 224 per bene�ciary per year is about 9 percent of the maximum
bene�t transfer per bene�ciary per year. This percentage is on par with the modal ratio of per-bene�ciary annual
administrative cost to bene�t transfer in a sample of CCT programs in developing countries that have been evaluated
(Garcia and Saavedra 2017).
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enrolled girls receive program bene�ts.22 Using these numbers, we estimate that the government

spent PRs 67,496,341 on the program in the RD program district in 2015.

For the calculation of cost-effectiveness, we arbitrarily choose the program effect for the

subperiod 2003–15, an average gain of 41 girls per school in the RD program district. This effect,

which lies roughly in the middle of the range of program effects across subperiods, is equivalent

to 32 percent of average preprogram girls' enrollment in secondary grades in government schools

in the RD program district. Given a total preprogram enrollment of 25,676 girls in secondary

grades in the RD program district, this effect translates into 8,109 girls being induced by the

program to enroll in school.

From the total estimated outlay and the total number of girls induced to enroll in 2015, we

estimate an annual cost per bene�ciary girl induced to enroll of PRs 8,324 (or $81).23 Accounting

for imprecision in the estimated program effect, we �nd that this annual cost ranges from PRs

57,106 ($554) at the lower bound of the 90 percent con�dence interval for the estimate of the

program effect to PRs 4,450 ($43) at the upper bound for the same interval.24 As an alternative

measure of cost-effectiveness, we estimate that for every $100 spent annually, the program

induced the enrollment of 1.2 bene�ciary girls (or, after accounting for the imprecision in the

estimated program effect, 0.2–2.3 bene�ciary girls).25

22That the number of bene�ciary girls is lower than girls' enrollment is presumably due to the application of the
regular attendance condition for program bene�t eligibility.

23At the average exchange rate of PRs 103 per U.S. dollar in 2015.
24The lower- and upper-bound estimates of program effects are 6 and 77 girls per school.
25Although we use the standardized approach proposed by Dhaliwal et al. (2013), we are unable to compare the

cost-effectiveness values for this program with those for other CCT programs in developing countries because of
differences in outcome indicators. The available cost-effectiveness values are based on program effects on school
participation rates, attendance rates, dropout rates, and education attainment (see, for example, Garcia and Saavedra
2017; and J-PAL 2019a and 2019b), while our outcome measure is school enrollment numbers.
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3.6 Conclusion

Most rigorous evaluations of development interventions, including of CCT programs, examine

effects in the �rst few years of a program's implementation. Yet a program's effects on later

cohorts could differ from those on early cohorts—because agents have had the time to reoptimize

their behavior in response to the program or because there may have been changes in key features

of the program's design or implementation. This study contributes to the evaluative literature for

developing countries by examining the evolution of effects of a public education CCT program

targeted to girls of secondary school age over the �rst decade of the program's life, from its

inception in 2004 until 2015. This examination is made possible by a sharp RD design based

on an observed, numerical program assignment variable (the district adult literacy rate) and

government administrative data from annual censuses of government schools that capture school-

level data on girls' enrollment in secondary grades. We apply a local randomization-based RD

approach, which is better suited to the discrete nature of the assignment variable—comprised of

34 mass points—than the parametric and nonparametric methods used in previous evaluations

(Cattaneo, Idrobo, and Titiunik 2024).

We �nd that the program had statistically signi�cant, large positive effects on girls' enrollment

in secondary grades in government schools across cohorts throughout the period of observation—and

that the effects were of similar size. Moreover, there was also a positive spillover effect on boys'

secondary school enrollment. These program effects were observed even though the program's

economic incentive effect on households weakened substantially over the observation period, as

a result of a marked decline in the real value of the program bene�t (which was not indexed to

in�ation) accompanied by a rise in average real household income. They were also observed
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despite potential reoptimizing behavior by various agents in later years of the program.26 27

To ensure that our estimates capture the true program effects, we conducted falsi�cation

tests using false cutoffs for the treatment assignment threshold. The results show no signi�cant

effects on girls' secondary school enrollment at these false cutoffs. Additionally, there is no

detectable impact on the placebo outcome of the number of teacher positions �lled. These

�ndings reinforce the validity of our estimates, suggesting that the observed program effects

are not driven by arbitrary threshold selection or unrelated changes in school characteristics.

The �nding of sustained program effects on girls' secondary school enrollment over the

study's observation period despite a loss in economic incentive suggests potential behavioral

explanations. The program may have led to durable changes in household and community

behavior regarding girls' secondary education—or secondary education more generally—as shown

by improvements in boys' enrollment as well. For example, independent of the bene�t amount,

the program may have increased the salience of secondary education, shifting household and

community perceptions about its acceptability and value. More generally, greater exposure to

girls' secondary education induced by the program may have helped to correct for preexisting

biases in beliefs and preferences of households and communities—or in their decision-making

processes—in relation to girls' secondary education. As another potential explanation, consistent

with a multiple-equilibria characterization of the setting, program bene�ts may have functioned

as an initial catalytic agent, triggering communities to ratchet up from a low girls' secondary

education equilibrium to a higher one (a shift in social norms).

26Note that the documented RD effects, which relate to the RD program district of Khanewal, may not apply to
program districts more generally.

27As additional questions, we aimed to examine whether the program produces anticipation effects on girls in
government primary schools and whether the effects on girls' secondary school enrollment numbers are re�ected in
girls' secondary school participation rates and translate into gains in female education attainment. But our window
validity condition for using local randomization-based RD failed to hold for these additional lines of investigation.
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We see two relatively straightforward directions for further evaluative research on the

program. The �rst is to examine the effects on girls' enrollment of the higher bene�t amount

(along with the new method for delivering bene�ts) introduced in 2017. Relative to average

household consumption spending per adult equivalent in the province, the bene�t amount increased

more than fourfold, from 4 to 18 percent. Does the restored—and enhanced—economic incentive

induce greater gains in girls' secondary school enrollment? In due course, enough rounds of

government annual school censuses should be available to examine the early effects of the program

modi�cation on girls' secondary school enrollment.

The second direction is to examine whether the program improves girls' academic achievement

as measured by test scores, evidence that has been lacking for this program. Under the management

of the Punjab Examination Commission, the provincial and district education departments have

been administering standardized exams to students in grades 5 and 8 annually. Validity and

reliability appear to be a concern for the existing rounds of exams. But with enough improvement

in the design and administration of the exams, future rounds may serve as a credible source of

data for analyzing the program's effects on girls' academic achievement.
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Figure 3.1:Net enrollment rate by province, Pakistan, 2014/15. The net enrollment rate for a given set of
grades is the percentage of children in the corresponding age group who attend those grades, by province.
KPK = Khyber Pakhtunkhwa. Data from Pakistan Bureau of Statistics (2016).

Figure 3.2: School participation rate for girls' ages 11–15 by district, Punjab, 2014. The school
participation rate for a given age group is the percentage of children in that age group who attend school.
Estimates are adjusted for survey sampling weights. Own estimates based on data from the 2014 Punjab
Multiple Indicator Cluster Survey.
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Figure 3.3:School participation rate by age, gender, and district program status, Punjab, 2014. The school
participation rate for a given age is the percentage of children of that age who attend school. Estimates
are adjusted for survey sampling weights. Own estimates based on data from the 2014 Punjab Multiple
Indicator Cluster Survey.

Figure 3.4:Regression discontinuity plot, girls' secondary school enrollment effect, 2003–05. The gray
dots depict sample averages of the outcome variable within each evenly spaced bin. The red vertical line
depicts the cutoff, with program districts to the right of the cutoff. The solid black curves depict fourth-
order polynomial �ts separately for program and nonprogram districts. Own estimates based on data from
the Punjab government's Annual School Census for 2003 and 2005.
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Figure 3.5: Program effects on girls' secondary school enrollment. Fisherian 95 percent con�dence
intervals are obtained using the Stata software package rdrandinf developed by Cattaneo, Titiunik, and
Vazquez-Bare (2016). Own estimates based on data from the Punjab government's Annual School Census
for various years.

Figure 3.6: Program effects on boys' secondary school enrollment. Fisherian 95 percent con�dence
intervals are obtained using the Stata software package rdrandinf developed by Cattaneo, Titiunik, and
Vazquez-Bare (2016). Own estimates based on data from the Punjab government's Annual School Census
for various years.
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Figure 3.7:Program effects on enrollment for girls using false cutoffs. Fisherian 95 percent con�dence
intervals are obtained using the Stata software package rdrandinf developed by Cattaneo, Titiunik, and
Vazquez-Bare (2016). Own estimates based on data from the Punjab government's Annual School Census
for various years.

Figure 3.8:Program effects on the number of teacher positions �lled. Fisherian 95 percent con�dence
intervals are obtained using the Stata software package rdrandinf developed by Cattaneo, Titiunik, and
Vazquez-Bare (2016). Own estimates based on data from the Punjab government's Annual School Census
for various years.
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Figure 3.9:The base year for de�ation is 2004, the year the program was launched. The program's cash
bene�t remained �xed in nominal terms from 2004 to 2015. Yearly consumer price index data from Global
Economic Monitor, World Bank, https://datacatalog.worldbank.org/dataset/global-economic-monitor.
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Table 3.1: School participation rate by gender, age group, and district program status in Punjab,
2003 and 2014

Districts Gender
School participation rate

2003 2014
(1) (2)

Secondary school age (ages 11–15)
All Male 67 73

Female 57 66
Program Male 59 65

Female 41 52
Nonprogram Male 72 80

Female 68 77
Primary school age (ages 6–10)
All Male 72 85

Female 66 79
Program Male 63 76

Female 51 65
Nonprogram Male 81 92

Female 76 90

Note: The school participation rate for a given age group is the percentage of children in that age group
who attend school. Estimates are adjusted for survey sampling weights. Own estimates based on data from
the 2003 and 2014 Punjab Multiple Indicator Cluster Surveys.
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Table 3.2: District program assignment status

District Adult literacy Recentered literacy Covered by
rate (1998) rate (cutoff 40%) program?

(1) (2) (3)

Rajanpur 20.7 19.3 Yes
Muzaffargarh 28.5 11.5 Yes
Lodhran 29.9 10.1 Yes
Dera Ghazi Khan 30.6 9.4 Yes
Rahim Yar Khan 33.1 6.9 Yes
Bhakkar 34.2 5.8 Yes
Pakpattan 34.7 5.3 Yes
Bahawalpur 35.0 5.0 Yes
Bahawalnagar 35.1 4.9 Yes
Kasur 36.2 3.8 Yes
Vehari 36.8 3.2 Yes
Jhang 37.1 2.9 Yes
Okara 37.8 2.2 Yes
Layyah 38.7 1.3 Yes
Khanewal 39.9 0.1 Yes
Khushab 40.5 � 0:5 No
Ha�zabad 40.7 � 0:7 No
Mianwali 42.8 � 2:8 No
Multan 43.4 � 3:4 No
Sahiwal 43.9 � 3:9 No
Sargodha 46.3 � 6:3 No
Mandi Bahauddin 47.4 � 7:4 No
Sheikhupura 47.8 � 7:8 No
Attock 49.3 � 9:3 No
Toba Tek Singh 50.5 � 10:5 No
Faisalabad 51.9 � 11:9 No
Narowal 52.6 � 12:6 No
Gujranwala 56.5 � 16:5 No
Chakwal 56.7 � 16:7 No
Sialkot 58.9 � 18:9 No
Gujrat 62.2 � 22:2 No
Jhelum 63.9 � 23:9 No
Lahore 64.7 � 24:7 No
Rawalpindi 70.4 � 30:4 No

Note: The recentered literacy rate is computed by subtracting the district's adult literacy rate from 40
percent, the value we set as the program assignment cutoff. District adult literacy rates from the 1998
Pakistan Population and Housing Census.
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Table 3.3: Validity check of window length

Window length
Minimum balance Nonprogram schools Program schools

test p-value n n
(1) (2) (3) (4)

Girls' Schools
0.6 0.602 74 197
2.6 0.325 123 492
4.6 0 550 992
6.6 0 850 1,554
8.6 0 1,162 1,756
10.6 0 1,490 1,909
12.6 0 2,025 2,016
14.6 0 2,025 2,016
16.6 0 2,242 2,016

Boys' Schools
0.6 0.073 217 122
2.6 0.135 510 175
4.6 0.025 1,052 690
6.6 0.032 1,623 933
8.6 0.023 1,864 1,280
10.6 0.003 2,094 1,569
12.6 0 2,247 1,997
14.6 0 2,247 1,997
16.6 0 2,247 2,197
18.6 0 2,247 2,377

Note: Balance test results using preprogram values for two covariates: number of teachers and number
of classes. Column 1 presents the window length in which the balance test is performed. Column 2
presents the minimum p-value across the covariates. Columns 3 and 4 show the number of nonprogram
and program schools in each window. Balance tests use the Stata packagerdrandinf (Cattaneo et al.,
2016). Own estimates based on data from the Punjab government's Annual School Census for 2003.

131



Table 3.4: Program effects on girls' secondary school enrollment

Overall Rural
(1) (2)

2003–05
Program effect 32.884 10.278
Fisher's p-value 0.000 0.013
Large-sample p-value 0.009 0.017

2003–07
Program effect 53.485 26.251
Fisher's p-value 0.000 0.000
Large-sample p-value 0.000 0.000

2003–09
Program effect 52.727 30.926
Fisher's p-value 0.000 0.000
Large-sample p-value 0.001 0.000

2003–11
Program effect 49.345 23.992
Fisher's p-value 0.001 0.000
Large-sample p-value 0.007 0.000

2003–13
Program effect 35.340 12.909
Fisher's p-value 0.049 0.061
Large-sample p-value 0.108 0.066

2003–15
Program effect 41.162 18.447
Fisher's p-value 0.027 0.017
Large-sample p-value 0.072 0.019

Nonprogram schools n 74 64
Program schools n 197 178

Note: Program effects are obtained using local randomization methods with two mass points, assuming
a complete randomization mechanism. Randomization p-values are obtained using 1,000 permutations.
Fisherian p-values correspond to a test of the sharp null hypothesis of no program effect. Large-sample
p-values are based on Neyman inference methods and correspond to a test of the null hypothesis of no
program effect. Local randomization results are generated using the Stata software packagerdlocrand
developed by Cattaneo, Titiunik, and Vazquez-Bare (2016). Own estimates based on data from the Punjab
government's Annual School Census for various years.
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Appendix A: Supplementary details for Chapter 1

A.1 Illustration of identi�cation of resource shares from Engel curves

Figure A.1 demonstrates the intuition behind identi�cation of resource shares at a time

period t. Recall that information on �oods or any other household socio-economic attributes

(except for their total household expenditure and budget shares on a private assignable good) is

not required for identi�cation of� jt for a set of households in timet. Identi�cation of � jt comes

from the slopes of Engel curves of a private assignable good and the identifying assumptions in

Section 1.3.2.

For simplicity, I only consider households with one man and one woman in this example,

therefore� mt + � wt = 1. The horizontal axis plots the logarithm of total household expenditure

and the vertical axis plots the budget share spent on a private assignable good, such as food

consumed by men and women denoted asWmt and Wwt . If the budget shares for a private

assignable good and total household expenditure are observable, then we can draw these Engel

curves for a hypothetical homogeneous set of households.

The slopes for men and women are� mt � mt and� wt � wt (equation 1.9), and these will be

estimated as the coef�cients on lny when it is regressed onWmt andWwt , respectively. Under the

shape-similarity assumption that� mt = � wt = � t , resource shares can be backed out by taking
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Figure A.1: Hypothetical Engel curves for a private assignable good (food in this case) for men and
women at a time periodt across a group of households that is homogeneous except for their total household
expenditure and food expenditure shares. Children are excluded from this example. The Engel curve for
women is three times as steep as that for men. Both Engel curves are downward sloping in accordance
with Engel's Law.

the ratio of the slopes of men and women, setting it equal to the ratio of the coef�cients on lny

and solving for� wt and � mt . After the cancellation of the� t terms, two unknown parameters

remain, along with two equations: the ratio of the slopes and the condition that resource shares

sum to one (i.e.,� mt + � wt = 1). Hence, the model is just identi�ed.

Note that Figure A.1 also shows that budget shares for a private assignable good are not

necessarily indicative of the share of total household resources allocated to that individual. In this

hypothetical example, men have a higher food budget share which could re�ect their different

tastes. However, theslopeof their Engel curve is one third that of women's, therefore women

have a higher resource share than men.
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A.2 Intuition behind identi�cation of the change in resource shares in treated

and untreated villages

In this section, I will go through a hypothetical example of how the causal effect of �oods

on resource shares is identi�ed though changes in the slopes of Engel curves. I only consider

households with men and women for now, but the intuition can be extended to households with

children. For simplicity, assume for now that �oods hit villages randomly, and within a time

periodt, households are homogeneous except for 3 sources of variation:

1. Total household expenditure;

2. Food expenditure shares forj = m; w;

3. Exposure to �ooding (random).

For this group of homogeneous households, the resource share forj = m; w at timet, is

modeled as the followingwithin the system of Engel curves estimated through NLSUR:

� jt = � 0j + � 1j Survey2 + � 2j Survey3

+ � 3j F loodh � Survey2 + � 4j F loodh � Survey3; (A.1)

For the 2014 cohort,� 3j and the� 4j parameters are important in determining the relationship

between �oods and resource shares of men and women in the short and longer-run, respectively.1

Figure A.2 below provides a graphical illustration to explain the intuition and sources of variation

needed to identify these effects.
1The baseline period corresponds to the �rst household survey conducted in 2011, the second survey was done 6

months after the 2014 �oods, and the third survey was conducted 4 years after the 2014 �ood.
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In each of the six graphs in Figure A.2 resource shares are identi�ed under the assumption

that � mt = � wt = � t . The slopes for the Engel curves for men and women in timet are� mt � t

and� wt � t , respectively, with� mt + � wt = 1. By taking the ratio of the slopes, the� t cancel out

and we can solve for� mt and� wt . The parameters� 3j and� 4j are identi�ed through a sort of

decomposition of� jt across �ooded and un�ooded villages within timet.

In Figure A.2, the top panel represents the hypothetical Engel curves across three time

periods in �ooded villages only. The bottom panel illustrates the hypothetical Engel curves in

untreated villages. The steeper the Engel curve, greater is the resource share of that person type.

At baseline, graph (a) shows that the Engel curve for men is steeper than that for women,

implying that men have a higher resource share than women. Since �oods are randomly assigned

in this example, graph (d) shows the corresponding Engel curves at baseline for households in

untreated villages, and mimic the same pattern as treated villages.

By the second time period, the Engel curve for women becomes �atter in �ooded villages,

while it gets steeper for men, implying that women's resource share decreases. In un�ooded

villages, the opposite happens: women's Engel curve becomes steeper relative to baseline and

men's Engel curve gets relatively �atter and they are both parallel to one another implying equal

resource shares. Comparingj 's resource share in (b) and (e) identi�es� 3j .

By the time of the last survey, the slope for women's Engel curve deceases further in �ooded

villages, while it increases for men, implying that women's resource share declines. In un�ooded

villages, the opposite happens: women's Engel curve becomes steeper relative to the short-run

and men's Engel curve gets relatively �atter. In fact, in this hypothetical example, women have

higher resource share than men by the third time period. Comparingj 's resource share in (c) and

(f) identi�es � 4j .
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A.3 Identi�cation in a fully speci�ed example

I build on the fully speci�ed model in Dunbar, Lewbel and Pendukar (2013) and Sokullu

and Valente (2021), but specifyFjt (pt ) differently. Assume the following indirect utility function:

Vjt (pt ; yt ) = exp

"

ln

"

ln
� yt

Gjt (pjt ; ~p1; ~p2t )

�
#

+
pjt

ea0
1 ln ~P1

+
~p21t

ea0
2jt ln ~P2t

| {z }
F jt (pt )

#

; (A.2)

wherepjt is the price of the private assignable good (PAG) for personj at timet, all other goods

are split into two categories:~p1 denotes the prices ofK 1 goods that have time-invariant prices,

and ~p2 denotes prices of goodsK 2 whose prices vary across time.~P1 is a vector of time-invariant

prices, while ~P2t is a vector of prices that vary with time. AsFjt (pt ) is homogenous of degree

0, a0
1 anda0

2jt are constant vectors with all elements adding up to 1.Gjt (pt ) is a person speci�c

expenditure de�ator function that is homogenous of degree 1. Given thatFjt (pt ) andGjt (pt ) are

homogenous of degree 0 and homogenous of degree 1, respectively, it means that if all prices

double (without any change inyt ), for example, then that change will affectVjt (pt ; yt ) only

through the expenditure de�ator function.

As mentioned in equation (1.8), the Engel curves for the PAG for personj takes the

following form:

Wjt = � jt � jt + � jt � jt ln� jt + � jt � jt lny t ;

where� jt = pjt

�
G0

jt

G jt
+ F 0

jt lnG jt

�
and� jt = � pjt F 0

jt . Recall thatG0
jt andF 0

jt are �rst derivatives

with respect to the price of the private assignable good for personj . From the expressions of� jt

and� jt we can see that a change in price of the non-PAG goodsover timewill affect the Engel
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curve for the PAG only through personj 's expenditure de�atorGjt and captured in� jt (sort of

an income effect).

As mentioned in Section 1.3.2, I impose the a restriction on the functional form of� jt , such

that� jt = � t , to identify � jt in the system of Engel curves in equation (1.9). This is equivalent to

applying the Similarity Across People (SAP) restriction in Dunbar, Lewbel, and Pendukar (2013).

Given the functional form ofFjt (pt ) in equation (A.2), the derivative with respect to the price of

the PAG does not vary with personj :

@ Fjt (pt )
@ pjt

=
1

ea0
1 ln ~P1

(A.3)

Secondly, person-level food expenditure serves as the designated PAG for men, women,

and children. Given that food items have the same price regardless of the consumer,pjt varies

over time (t) but remains the same across persons (j ). Therefore, in the context of this study, it is

plausible that� jt = � t .

The household maximizes the following problem:

max
z;x1 ;:::;x N

JX

j =1

� jt
�
Ujt (x jt ) + � jt

�
;

s.t. zt = A
JX

j =1

x jt and yt = z0
tpt :

(A.4)

where� jt = � jt (p) and� jt = � jt (p) are homogeneous of degree zero, so, for example,� jt (pt ) =

� jt (pt=yt ). � jt is the Pareto weight and� jt is a utility transfer function, allowing individuals to

receive utility from another household member's utility.

Given Pareto ef�ciency, the household allocation problem is decentralized. In the �rst
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step, household members allocate the total budget among themselves, creating “shadow” budget

constraints for each member. In the second step, members use these shadow budgets, along

with their individual preferences, to demand a vector of consumption quantities that maximizes

their utility (at shadow prices accounting for the extent to which goods are shared). Because

the allocation problem is decentralized in this way, we can reformulate the utility maximization

problem as below. This reframing makes it more evident how changes in Pareto weights due to

climate shocks alter the household's objective function, ultimately affecting the optimal allocation

of resources.

max
� f ;� m ;� c

� t +
X

j = m;w;c

� jt Vjt (A0pt ; � jt yt ) s.t. � m + � w + � c = 1 (A.5)

where� t =
P J

j =1 � jt � jt andVjt (A0pt ; � jt yt ) is a person speci�c indirect utility, at shadow price

A0pt , and shadow budget� jt yt . The expression in equation (A.2) can be re-written as:

Vjt (A0pt ; � jt yt ) = ln
� � jt yt

Gjt (A0pt )

�
exp(pjt e� a0

1 ln ~A 0
1

~P1 ) exp(A1 ~p21te
� a0

2jt ln ~A 0
2t

~P2t ) (A.6)

Plug this into the maximization problem in equation (A.5):

max
� f ;� m ;� c

� t +
X

j = m;w;c

~� jt ln
� � jt yt

Gjt

�
s.t. � m + � w + � c = 1 (A.7)

where~� jt = � jt exp(pjt e� a0
1 ln ~A 0

1
~P1 ) exp(A1 ~p21te

� a0
2jt ln ~A 0

2t
~P2t ) and� t =

P J
j =1 � jt � jt .

After deriving the �rst order conditions, the optimal allocation of� jt is:

� �
jt =

~� jt

~� mt + ~� wt + ~� ct
(A.8)
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Equation (A.8) shows that a shock to the Pareto weights – which can be considered a measure

of a person's bargaining power – will manifest in a change in the optimal share of household

resources assigned to that person.

A.4 Additional details on data and sample selection

A.4.1 Cleaning household panel and categorizing individuals

Utilizing all three rounds of the BIHS, I initially had a baseline sample of 5,543 households,

of which 4,603 were surveyed across all three rounds. Around 8% of the baseline sample was lost

after either round 1 or round 2, 1.6% of the baseline sample was interviewed in rounds 1 and 3

but missing in round 2, and 7.7% of households in round 1 split into different households by time

of the last survey. After removing outliers, such as households with more than �ve children

and those with total household expenditures above the 99th percentile, as well as dropping

households with missing values for food budget shares – which will be the dependent variable

when estimating the system of Engel curves in equation 13 – the sample reduced to 3,010

households located in 275 villages. From this subset, I focus on the 1,596 households containing

at least one man, one woman, and one child.

To consistently track resource shares of the same individuals over time, I de�ne adults as

those aged 16 or above at baseline (2011) and children as those aged 15 or below at baseline.

By the time of the midline survey in 2015, this threshold changes, categorizing children as

individuals below the age of 18. By the endline survey in 2018, children are de�ned as those

up to 21 years old. The reason for adjusting the age threshold across surveys is to ensure that I

am categorizing the same individuals as men, women, and children in each survey round.
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If I were to use a �at 15-year cutoff for children across all survey rounds, individuals

categorized as children at baseline could age out of this threshold, leading their resource shares

to be mixed with those of their parents. This would contaminate the results for adult men and

women in the household by introducing a different demographic.

Although it is theoretically possible to track individuals over time using member ID numbers

assigned in the household survey, this approach is impractical here. Household composition

can change over time, not only due to new births but also due to other relatives coming to stay

permanently in the household. In this context of extended households, multiple adult men and

women might reside together. Therefore, as household composition changes across different

survey rounds, I needed a uniform way to categorize men, women, and children, ensuring that

new permanent members of the household are correctly included in a person type category.2

A.4.2 Additional geographic data

Figure A.3 covers four main climatic and geographic features relevant to �ooding, to show

the variation in these factors across the country. Panel A depicts the average annual rainfall at the

village level using data over 20 years (2000 to 2020). Villages on the eastern side of the country

experience relatively higher rainfall per year. Rainfall data were collected from the Climate

Hazards Group InfraRed Precipitation with Station (CHIRPS) database that combines satellite

and station-level information to provide measures of rainfall over a 5 km grid.

As a measure of vegetation cover, average monthly Normalized Difference Vegetation

Index (NDVI) at the village level is presented in panel B of Figure A.3. The NDVI is a measure of

2This is one of the reasons I use food expenditures, rather than clothing expenditures, to estimate resource shares.
Food expenditures are available in the household survey at the individual level, allowing for adjustments based on
changing age thresholds over time.
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