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Artificial intelligence (AlI) is being used across various practical tasks in recent
years, facilitating many aspects of our daily life. With Al-based sensing and learning
systems, we can enjoy the services of automated decision making, computer-assisted
medical diagnosis, and health monitoring. Since these algorithms have entered hu-
man society and are influencing our daily life, such important issues as intellectual
property protection, access control, privacy protection, and fairness/equity, should
be considered when we are developing the algorithms, in addition to their success-
ful performance. In this dissertation, we improve the design of emerging Al-based
sensing and learning systems from security and fairness perspectives.

The first part is the security protection of deep neural networks (DNN). DNNs
are becoming an emerging form of intellectual property for model owners and should
be protected from unauthorized access and piracy to encourage healthy business

investment and competition. Taking advantage of DNN’s intrinsic mechanism, we



propose a novel framework to provide access control to the trained DNNs so that
only authorized users can utilize them properly to prevent piracy and illicit usage.

The second part is privacy protection in facial videos. Remote Photoplethys-
mography (rPPG) can be used to collect a person’s physiological signal when his/her
face is captured by a video camera, which may raise privacy issues from two aspects.
First, individual health conditions may be revealed from a facial recording uninten-
tionally by a person without his/her explicit consent from a facial recording. To
avoid the physiological privacy issue, we develop PulseEdit, a novel and efficient
algorithm that can edit the physiological signals in facial videos without affecting
visual appearance to protect the person’s physiological signal from disclosure. On
the other hand, R&D of rPPG technology also has a potential leakage of identity
privacy. We usually require public benchmark facial datasets to develop rPPG al-
gorithms, but facial videos are often very sensitive and have a high leakage risk in
identity privacy. We develop an anonymization transform that removes sensitive
visual information identifying an individual, but in the meantime, preserves the
physiological information for rPPG analysis.

In the last part, we investigate fairness in machine learning inference. Various
fairness definitions in prior art were proposed to ensure that decisions guided by the
machine learning models are equitable. Unfortunately, the “fair” model trained with
these fairness definitions is sensitive to threshold, i.e., the condition of fairness will
no longer hold when tuning the decision threshold. To this end, we introduce the
notion of threshold-invariant fairness, which enforces equitable performances across

different groups independent of the decision threshold.
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Chapter 1

Introduction

With the development and popularity of Arti cial intelligence (Al)-based sens-
ing and learning systems over in recent years, we have witnessed their success in
di erent applications, such as object recognition, health monitoring, and automatic
decision making. These systems are in uencing many aspects of our daily life. Many
companies have deployed sensing and learning systems as backends to provide ser-
vices to the customers or embedded them into commercial products. For example,
we can also monitor our health status with a portable cellphone camera, facilitating
physiological monitor during daily exercises or patient care. Banks turn to machine
learning-based decision-making systems to evaluate the prospective customers' cred-
its and help decide the approval of loan applications.

In the new Al era following the revolution of the Internet, the emerging Al-
based sensing and learning systems take an active part in our social activities. Every
day, large quantities of data are being uploaded and shared via the Internet, and
these systems are processing them automatically for the customers' needs. The
communication and share of data in social activities may raise privacy and security
concerns. News media has reported several incidents about information security
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leakage using these sensing and learning systems. Also, people have found that
many o -the-shelf learning systems produce concerning outcomes or achieve di erent

performances when processing data across the groups of the population of interest,
such as race and gender. Therefore, it is necessary to provide solutions to address
the security and fairness concerns of these systems beyond the commonly evaluated

learning performance.

Figure 1.1: Three social issues in Al-based sensing and learning systems studied in
the dissertation.

In this dissertation, we study three kinds of Al-based sensing and learning
systems from security and fairness perspectives, making them better tools for usage

in human society, shown in Figure 1.1.



1.1 Intellectual Property Protection of Neural Network Models

Deep neural networks (DNNs) have gained a growing amount of attention due
to the signi cant performance leap in many learning problems ranging from com-
puter vision to information forensics and biomedical analytics [1{8]. For instance,
many companies have deployed well-trained DNN models as backends to provide
service to customers. Building a DNN model with good performance is generally
a substantial task, usually requiring massive human-labeled training data, power-
ful computing hardware, and researchers' skills and e orts. Although several DNN
models [2,9{11] are open to the public with permission of nhon-commercial usage,
many model owners in commercial applications expect to keep the trained DNN
models private due to business considerations and security issues. Hence, the DNN
models are becoming an emerging form of valuable intellectual property (IP) for the
model owners, similar to the digital media in the late 1990s. In order to encour-
age healthy business investment and competition, the IP protection of these trained
DNNs in commercial use is becoming increasingly important.

Similar to watermarking in digital media, the prior art of IP protection for
DNNs tries to embed speci ¢ veri cation information into the model during model
training. The ownership of the DNN model can be identi ed in a post-piracy inves-
tigation by extracting the veri cation information from the model and comparing it
with the owner's. Nevertheless, they do not actively address the problem of unau-
thorized access and piracy/theft. For example, an adversary may clone the whole

DNN model and make a fortune from it.



Unlike the prior art, ensuring access control is an essential aspect of IP protec-
tion, which can actively prohibit unauthorized access and piracy/theft. Inspired by
DNN's intrinsic property { adversarial examples { we propose to employ this adver-
sarial behavior to trigger the access control functionality, such that the DNN model
works properly to the authorized access while it is dysfunctional to the unautho-
rized access or illicit use. With our access-control design, only authorized users can
access the trained model and bene t from its high learning capabilities. In addition
to piracy prevention, proper access control also supports privacy protection against
the misuse of DNNs that produce decision results of a private or sensitive nature,
especially in biomedical analytics [6{8].

To make our access-control design robust for practical use, we establish the
threat model and analyze adversarial attacks. We consider threat modeling in the
access-control design and enhance the DNN model's resistance to various attacks
and unauthorized access. For a proof-of-concept demonstration, we also introduce
a potential application of the access-control design in the camera system, where
only pictures taken from the authorized cameras can obtain valid outputs from the

corresponding DNN model.

1.2 Privacy Protection in Facial Videos

Along the line of Al-enabled smart sensing systems, we have seen that video-
capturing devices have become ubiquitous in our daily life. These devices greatly

facilitate us to share our life with friends and communicate online with others. Yet



have we realized that whenever a person appears in front of a camera, people can
not only recognize his/her identity based on the facial appearance but also monitor
some aspects of his/her physiological status such as cardiac activity?

Recent research has shown that contact-free measurement of human physiolog-
ical signals from facial videos is feasible through computer vision algorithms [12{15].
For instance, remote photoplethysmography (rPPG) technology has attracted a
growing amount of R&D interests, which is capable of capturing the subtle color
changes of the skin caused by heartbeats in facial videos under ambient light. We
can further infer heart rate (HR) [16{21], respiration rate (RR) [22, 23], and heart
rate variability (HRV) [24] from extracted rPPG signals. This promising technology
can be leveraged to build systems for remote monitoring stress and fatigue during
computer tasks [25] and sports training [26].

Recalling the question we have raised at the beginning, we recognize that
this emerging technology may cause concerns about physiological privacy. Video-
capturing devices not only record a person's appearance but also his/her cardiac
activity and physiological status simultaneously. This kind of physiological infor-
mation intrinsically present in facial videos may be abused to secretly collect and
analyze a person's physiological features with ulterior motives. For example, your
opponents can read your physiological status and analyze your psychological activ-
ities to gain an advantage in mission-critical negotiation conferences. In daily life,
one person's certain health conditions may be revealed unawares by a party without
his/her explicit consent, leading to potential privacy concerns.

To this end, it is necessary to develop a privacy protection algorithm to conceal

5



the physiological signals against rPPG technology. We propostlseEdit to edit
the rPPG signals in facial videos for physiological privacy protection but minimize
the distortion of the person's appearance. \Edit" in the name indicates that the
proposed algorithm can either remove the rPPG signal or modify it to a target
one by the user's choice. In addition to physiological privacy protection, PulseEdit
can potentially circumvent rPPG-based visual security algorithms, such as liveness
detection [27{29] and deepfake detection [30], a potential threat to invalidate these
algorithms, providing a direction to revise them and improve the con dence of their
output decisions.

Meanwhile, the advancement of rPPG technology also raises a serious con-
cern of identity privacy leakage. rPPG technology usually requires facial videos as
inputs, and using facial videos has become a sensitive issue as the videos may be
misused and the privacy of the persons being recorded is put into jeopardy. To re-
duce the identity privacy risk, we develop an anonymization transform that removes
sensitive visual information identifying an individual and preserves the physiological
information for rPPG analysis. The transformed facial videos contain no identi -
able features for facial recognition, but the rPPG technology can still be applied
to extract reliable physiological results from them. In the proposed anonymization
transform, we provide several options to meet di erent privacy strength needs. In
addition, establishing public benchmark datasets have been playing an essential role
in the R&D of rPPG technology. The proposed transform can conceal the subjects’
identities and encourage data sharing by the R&D community with few concerns on
privacy leakage to foster the advancement of this area.
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1.3 Fairness in Machine Learning Models

Machine learning is being used across a wide variety of practical tasks in recent
years, in uencing many aspects of our daily life. Many companies and government
departments have deployed machine learning-based decision-making systems to fa-
cilitate decision making in business operations. The U.S. courts use software known
as Correctional O ender Management Pro ling for Alternative Sanctions (COM-
PAS) to measure the risk for a defendant to recommit another crime, which helps
judges make parole decisions. Banks turn to machine learning models to evaluate
the prospective customers' credits and to help decide the approval of loan applica-
tions. Like humans, machine learning algorithms can su er from bias and make their
decisions \unfair" [31,32]. A number of investigations have shown that the existing
machine learning systems have fairness issues in a certain sense. For instance, the
works by [33, 34] studied the COMPAS software and found a bias against African-
Americans: it is more likely to assign a higher risk score to an African-American
defendant than to a Caucasian with a similar pro le.

In the context of decision making, fairness typically means the equivalent
(non-discriminatory) decision performances across di erent groups of people based
on their inherent or acquired characteristics. From this point of view, a number
of recent studies introduceddemographic parity (DP) [35, 36] and equalized odds
(EO) [37] to characterize and evaluate the fairness level in the machine learning
models. To take the COMPAS software as an example, DP means that parole

granting rates should be equal across the race groups; and EO enforces that among



defendants who would or would not have gone on to commit a violent crime if
released, the rates are equal across the race groups.

The prior work on fairness de nition can help machine learning models achieve
equitable decision performances across the groups from a probability point of view,
such as positive proportion of decisions, true positive rate, false positive rate, and
other statistics alike. However, such parity of the group-wise performances is gener-
ally not retained when we tune the decision threshold. In other words, the classi ers
trained under these parity constraints only \delicately" achieve the fairness require-
ment in the default decision thresholds and are sensitive and vulnerable to the
change of decision thresholds.

To alleviate the limitation of the prior fairness de nition, we introduce a new
fairness notion that is independent of the classi er's threshold. The new notion
makes the classi er a consistent fairness level of classi cation results against the
change of decision threshold, bene ting the threshold tuning of the classi er when

we require speci ¢ output constraints on the classi er.

1.4 Dissertation Organization

The rest of the dissertation is organized as follows. In Chapter 2, we discuss
the mechanism to protect the intellectual property of DNN models. Utilizing the
adversarial behavior of DNN, we can design a DNN that is functional to the au-
thorized access while dysfunctional to the unauthorized access or illicit use. We
conduct experiments to demonstrate the e ectiveness of the framework design and

evaluate its resistance to several attacks. We also discuss a potential application



of the proposed framework that fully takes advantage of the access-control design
against unauthorized usage and attacks.

In Chapter 3, we consider the emerging class of rPPG technologies, which
can extract a person's physiological information with a portable color camera under
ambient light. We focus on physiological privacy protection and propodeulseEdit,

a novel and e cient algorithm to prevent physiological information from disclosure.
We also validate that it is possible to utilize PulseEdit in adversarial scenarios
against some rPPG-based algorithms, such as rPPG-based liveness detection and
rPPG-based deepfake detection.

In Chapter 4, we continue the research on these remote physiological sensing
technologies and investigate the identity privacy protection for the facial videos
used in the rPPG technologies. We propose geometric warping and spatial subband
decomposition/reconstruction to remove the identi able appearance features of a
person to enhance identity privacy protection. The experimental results show that
it is hard to recognize the person's identity from the processed faces and the rPPG
signal is still maintained. This anonymization transform can facilitate the sharing
of facial videos for rPPG analysis with fewer concerns of identity privacy leakage.

In Chapter 5, we investigate the bias and fairness issue in machine learning
models and propose to alleviate this issue using risk distribution parity. We demon-
strate that risk distribution parity is independent of the classi er's threshold, which
is a signi cant di erence from the prior de nitions of group fairness.

Finally, in Chapter 6, we conclude this dissertation and outline research issues

that can be explored in the future.



Chapter 2

Intellectual Property Protection of Deep Neural Networks

2.1 Overview

Deep Neural Network (DNN) is a useful and promising vehicle to solve practical
computer vision tasks. For the encouragement of healthy business investment and
competition in DNN commercial application, ensuring access control is an important
aspect of intellectual property (IP) protection to prevent DNN models from illicit
usage and piracy. With this functionality, only authorized users can access the
trained model and benet from its high learning capabilities. This calls for the
need to investigate the mechanisms to enable access control to prevent unauthorized
users from illicit and improper use of the trained DNN models. In addition to piracy
prevention, proper access control also supports privacy protection against the misuse
of DNNs that produce decision results of a private or sensitive nature, especially in
biomedical analytics [6{8].

So far, one of the widely used approaches is to deploy a conventional password-
based login system for identity veri cation. Although the login system can block

external unauthorized access, an insider might easily pass the identity veri cation
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and get access to the whole DNN model. Another intuitive approach is to encrypt
the weights of the DNN model with traditional data encryption methods such as
RSA or advanced encryption standard (AES). However, this would mean that for
the DNN model to be run properly, either the DNN model needs to be put into
a trusted computing platform using trusted platform modules (TPMs) so that all
the encrypted model parameters can be decrypted and then securely run to provide
results; or the DNN computations directly on the encrypted parameters must be en-
abled through homomorphic encryption [38, 39] or other types of encrypted-domain
computation tools. Given the large number of parameters, on the order of millions
or more, involved in many state-of-the-art DNNs and the overall high computational
power required, both of these security strategies would be very expensive under to-
day's secure computing paradigm. It is challenging to fully utilize the o -the-shelf
optimized DNN architectures and hardware-software tools designed for learning in
plaintext while simultaneously achieving security and e ciency.

We investigate how to tackle this challenge by dividing a DNN system into
two parts. More speci cally, we maintain the bulk part of the DNN that can be run
in a similar way as today's ordinary DNN utilizing the available software-hardware
platform and only produce state-of-the-art results for an \authorized" type of in-
put, and in the meantime, we design a transformation module that can provide such
\authorized" inputs at a reasonable level of computational complexity. By dividing
the overall system into these two parts, we can concentrate the security resource to
protect the transformation module, for example, through a trusted computing plat-
form, rather than directly protecting the trained DNN with millions of parameters

11



that requires a large amount of overall computations.

The next question is what kind of transformation can be applied in the module.
We are inspired by the adversarial examples whereby well-designed noise in a small
strength can render a poor performance of a DNN model [40,41]. If the function
of the transformation module is nding an adversarial example of the raw input,
would it be possible to design a DNN so that when an unauthorized user presents a
raw input to the trained model, it would be as if it is contaminated by adversarial
noise and thus lead to a poor outcome? But in contrast, an authorized user can
obtain the \adversarial example" using the transformation module and the model
performance approaches the state-of-the-art.

To this end, we propose a novel key-based framework and investigate the
transformation module to make DNN models behave properly only with authorized
users. Harnessing the adversarial behavior of deep neural networks, the trained
model has di erential learning performance between authorized access and unau-
thorized access. In the new Al era following the revolution of the Internet, people
are interacting with mobile devices and Internet of Things (IoT) everyday. In-
creasingly, DNN models are deployed to equip these electric devices with advanced
functionalities, prompting a strong need of strengthening the security and intellec-
tual property protection of DNNs in mobile devices. Our work can address this
need by incorporating into the mobile device a key-based key-based transformation
module that is lightweight.

The rest of this chapter is organized as follows. In Section 2.2, we briey

review the related work in IP protection of DNN models. Section 2.3 introduces
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the details of the proposed framework. In Section 3.4, we evaluate the performance
of the proposed framework and its resistance to the attacks. Section 2.5 holds a
related discussion and presents a practical application of the proposed framework

and Section 3.7 summarizes the chapter.

2.2 Related Work

2.2.1 Adversarial Examples

Adversarial examples [40] are delicately designed malicious inputs which can
fool a deep neural network and result in wrong inference from the network. For
example, adding a small perturbation on a panda image which is correctly classi ed

by a DNN can lead the DNN to misclassify the \panda" image as \gibbon".

Figure 2.1: lllustration of adversarial examples to a DNN by perturbing image pixels
in a negligible amount.

Dene aclassierf(x):x! y, mapping the input imagex to the labely. In

general, the problem of generatingntargetedadversarial examples can be expressed
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as the optimization
argmin L(X;x )
X (2.1)
sit: f(x)6y;
whereL () is a distance metric between samplg& and the adversarial examplex

(e.g, the L, norm). Similarly, generatingtargeted adversarial examples on a classi-

er can be expressed as
argmin L(X;x )
" (2.2)
st f(x)=vy;
wherey is a speci c target label.

Until now, multiple di erent approaches of generating adversarial examples
have been proposed to attack DNN models, via additive perturbation noise [40,42]
and spatial perturbation [43]. Adversarial transformation networks [44] was pro-
posed as an end-to-end framework to generate adversarial examples of the corre-

sponding deep model. In this chapter, we will incorporate the idea of adversarial

examples into our proposed access-control framework

2.2.2 IP protection of DNN models

Research in recent years has begun to address the IP issues of DNN models,
mainly from three directions.

The rst research direction lies in watermarking on model weights/layers. In-
spired by the digital watermarking and ngerprinting techniques, recent studies

in [45{47] embedded watermarks into DNN models to protect IP and claim owner-
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ship. The authors added a regularization term in loss function during the training
to enforce the watermark into the model weights [45, 46] and the model response
layers [47], without in uencing the performance of the models. The embedded wa-
termarks can be pulled out from the models for veri cation purposes.

The second group of approaches is watermarking on input samples. The work
in [48] poisoned training data by embedding a speci c pattern and mislabeling,
leaving backdoors in the models. By triggering the backdoors, the IP of the model
can be veried. Instead of designing a xed pattern on the training data, the
studies in [49, 50] extract the inherent features of the model and generated a set of
specially-crafted adversarial examples as the model ngerprints for IP veri cation.
The generated adversarial examples carve out the decision boundaries of the DNN
classi er and are considered as the individual signature of the given DNN model. If
the reference model and the test model have matched responses to the adversarial
examples, the IP of the test model is claimed.

The third proposed solution is obfuscation on model structure. Data obfus-
cation is a process of hiding original data with randomness, so as to protect some
sensitive data. Layered obfuscation [51] hides the architecture information of the
DNN model by replacing a structure block in the network with a shallow and sequen-
tial convolutional block. This obfuscation process prevents others from obtaining
the \real" structure of the original DNN model. Hardware protected neural net-
work [52] developed an obfuscation infrastructure on model weights with special
hardware.

Di erent from the focus of the prior work on verifying the ownership of the
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DNN model, we will address the problem of piracy prevention and privacy protection

from the perspective of access control [53].

2.3 Access-control Design

In order to mitigate the impact of piracy and enable the need for access control,
we propose a novel framework, presented in Figure 2.2, to train a DNN model with
special requirements. Speci cally, the DNN model is functional with high inference
accuracy for authorized access, while it is dysfunctional for unauthorized users. We
denote such a DNN model agestrictive DNN in this chapter.

We introduce a key-basegbrotective transform modulento our proposed frame-
work, whose function is to embed specic signatures for the authorized access,
waiting for the restrictive DNN to verify. For authorized users, they can obtain
the authorized input using the protective transform module with the right key;
for unauthorized users, they may obtain their input {.e., unauthorized input) with
some transforms to emulate the e ect of the protective transform module. As shown
in the block diagram in Figure 2.2, the classi cation results have di erent accuracy
rates depending on whether the access is from an authorized user or an unauthorized
one. Note that for a general framework, it may be possible to make the restrictive
DNN architecture known to the public, while only authorized users have the right
key to the protective transform module so that the correct transformation can be
made to the input images to enable the restrictive DNN to function properly.

In a nutshell, our proposed framework has two components: the protective
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Figure 2.2: The proposed framework for access control protection. The restrictive
DNN is the trained DNN model which requires access-control need and protection.
The key-based protective transform module can apply the correct transformation
on the input images with the right key provided by the authorized users. Only

authorized inputs can guarantee the proper behavior of the restrictive DNN, while
unauthorized inputs obtained from the unauthorized transform result in the model

dysfunction.
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transform module and the restrictive DNN that can recognize the authorized and
unauthorized inputs and provide di erential performance, respectively, thus enabling
access control. Conceptually, the protective transform module mimics a \decryp-
tion" module, allowing the authorized users to generate the appropriate input for
the DNN to function properly. The proposed framework can be tailored to address
access control, piracy/theft prevention, and privacy protection in Al deployment.

As stated in the introduction, the protective transform module can be implemented
securely via TPM. With such focused protection on the protective transform built

into our proposed framework, optimization and customization can be done in accor-

dance to speci ¢ applications' needs.

2.3.1 Threat Modeling

Understanding the potential and practical threats is essential to help examine
adversaries' potential actions and guide us to design, improve, and optimize the
system against the threats. Considering the real-world scenarios of di erent resource
availability, there are three types of adversaries that we consider in the design of the
protective transform module and the corresponding restrictive DNN. For instance,
a simple, opportunistic attack is to directly copy and steal the restrictive DNN
model. The adversary can access the DNN model and use it as a blackbox for the
corresponding classi cation tasks. This type of attack is common and feasible by
even the least resourceful adversaries when no protection is applied to the trained

DNN model. We refer to this kind of attack as \direct piracy" attack.
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The second scenario considers more sophisticated adversaries with access to
the transform module and can evaluate the model performance using di erent keys.
The adversary guesses the key of the protective transform module to see whether
one or more guessed keys result in good learning performances comparable to the
performance of the right key. We refer to it as \brute force" attack, since the
attackers generally need to exhaustively search for the keys to achieve a successful
attack.

A more advanced adversary is assumed to have some input-output pairs of
the protective transform module, which can be utilized to estimate and infer the
transform module. The adversary can attempt to estimate the protective transform
module by generating an adversarial transform module to emulate the e ect of the

genuine transformation. We name this attack as \pair attack".

2.3.2 Training Formulation

To facilitate the discussions, we rst de ne some notations. Lek, be the raw
input and x4, the authorized input; G( ; k) denotes the protective transform module
with key k, thus x5, = G(X;;K); F() denotes the restrictive DNN.

To ensure the restrictive DNN functional to the authorized inputx,,, we de ne

the loss forx,, as the cross-entropy loss:

X
Eau = pi logF (Xau)i; (2.3)

i=1
whereN is the number of class, the vectordy; p,; :::pn ) is the one-hot encoding of
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ground truth label, and F(); is the i-th entry of output probability vector of the
restrictive DNN F.
To achieve the goal of making the model dysfunctional under the unauthorized

input Xy, we de ne the unauthorized loss as

Eun(Xun) = Ni F(Xun)i: (2.4)

i=1

When we minimizeE,, in (2.4), the entries of the output probability vector incline
to be closer to each other. Thus, the DNN has high probability to provide wrong
prediction on the unauthorized inputXxy .

We consider the three unauthorized cases described in Section 2.3.1 in the

training formulation:

" Direct piracy: we consider the raw inputx, as unauthorized input to the

restrictive DNN, i.e., Xyn = X;.

Brute force: an adversary may guess a kd¥ 6 k to attack the restrictive
DNN. To mitigate this threat, we randomly select a keyk 6 k to generate

unauthorized input in each training iteration, i.e., xy, = G(X;;K).

Pair attack: an adversary may come up with an adversarial transform module
G to emulate the e ect of the protective transform module. To defend this

attack, we generate unauthorized input usings, i.e., Xyn = G(X;).

Combining the authorized loss and unauthorized loss, we formulate the overall
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loss functionE as

E=E,+ Eun(Xr) + Eun G(X(;R) + Eun G(X;) ; (2.5)

where governs the balance between the authorized input and the corresponding

unauthorized input.

2.3.3 Protective Transform

The protective transform is an important component in our framework. In-
spired by adversarial examples of DNN as motivated in the introduction, we design
this module by applying perturbations on the raw input. Figure 2.3 illustrates the
structures of two proposed protective transform modules with additive perturba-
tion and spatial perturbation, respectively. We employ a random neural network
(RandNN) [54] in the protective transform module, whose weights are generated
from a pseudo-random number generator (PRNG) given the kdy. RandNN is a
neural network with random weights between layers, which has been used to design
encryption algorithms [55, 56]. In our implementation, the weights are uniformly
distributed on f 1;0;1g. Then, we quantize the output of the RandNN to [ s;s]
with 2N + 1 quantization step to obtain the random perturbation pattern P( ; k),
and apply it on the raw input x, to provide the transformed input x;. The hy-
perparameters controls the perturbation intensity imposed onto the perturbation

pattern. On the whole, we use (2.6) to ful Il the quantized random perturbation
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(@)

(b)

Figure 2.3: The structures of two proposed protective transform modules: (a) ad-
ditive perturbation and (b) spatial perturbation. The weights in the RandNN are
generated from the pseudo-random number generator with the key. The output of
the RandNN is then quantized to range [ s; ] to generate the perturbation pattern
for (a) additive perturbation and (b) 2D ow eld, respectively. Finally, the pattern

is applied on the raw input to obtain the transformed input.

pattern:

Yrd = R(Xr;K);
(2.6)

2 Ya  Min(Yrq) S
P(x;:k) =round N - 1 —;
Gri) max()  Min(yra) N
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where R() denotes the RandNN operation and roundj denotes the rounding op-

eration. The protective transform module can be done in a trusted computing
environment with strong protection to prevent adversary from cracking it. Since
the transform module is lightweight compared with the DNN model, we can focus
the protection only on this module without spending expensive computation.

We discuss the detail of two perturbation modes as follows:

" Additive perturbation: In this mode, the generated random patternP (x; ; k)
provides an additive perturbation of the image pixels. The transformed image
Xt IS synthesized as

Xt = Xp + P(X;;K) (2.7)

Spatial perturbation: In this mode, the generated random patterrP (x,; k)

is a 2D ow eld, which represents the per-pixel displacement between the
transformed imagex; and the raw input x; [43]. We denote the displacement
of the i-th pixel in the ow eld as ( u'; V'). The relationship between
the two imagesx, and x; can be expressed as, (ul;Vvl) = x;(ui;Vv!), where
(ul;v)) and (ui;Vv!) denote thei-th pixel location of x, and x;, respectively,
and (u';vh) = (ul u';vi v). We set (ui; Vi) on an integer-valued image
grid, then (ul;Vv!) can be fractional numbers and does not necessarily lie on
an integer-valued grid. We use the di erentiable bilinear interpolation [57] to

transform the input image according to the generated ow eld. Speci cally,
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the pixel x| at the location (u!; V) is calculated as

. X . S o
X = xp(1 jou ud@ jve Vi) (2.8)
xk2N (x})
whereN (x!) are the 4-pixel neighbors of the pixel aty ;Vv!) consisting of the
top-left pixel at (bulc;bvic), top-right pixel at (bulc;bvic + 1), bottom-left

pixel at (buic+1;bvic), and bottom-right pixel at (buic+ 1;bvic+1). The

transformed imagex; is obtained by calculating every pixek! using (2.8).

From adversary point of view, he can build up an adversarial transform module
to replace the genuine protective transform module for attack purpose. We assume
that the adversary knows the structure and hyperparameters and N in the pro-
tective transform module, but has no knowledge of the keye., the weights in the
RandNN. The adversary's goal is to recover these weights via some input-output
pairs (X;; Xay) Obtained from the genuine protective transform module.

To obtain an adversarial transform moduleG, the adversary can recover the
weights by

minjixa, GO )i: (2.9)

The discretization in the RandNN weights and the perturbation pattern in the
protective tranform module G makes (2.9) di cult to optimize. Thus, we employ

the following relaxation in the adversarial transform modules:

" The RandNN weights inR are real and the output isyxy = R(X,).

" We relax the perturbation pattern in G to real numbers within range [ s; g],
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_ 2y'rd min(Yrd)
PO axtre) mintra)  © (2.10)

We obtain the adversarial transform moduleG using the whole training data

and use it in the training of the restrictive DNN.

2.4 Experimental Results

In this section, we present the experimental results to demonstrate the ef-
fectiveness of our proposed framework. We use the MNIST [58], and the CI-
FAR10/100 [59] datasets in the experiments for proof of concept. The MNIST
dataset consists of 28 28 grayscale fashion images in 10 classes, and havgd60
training images and 10000 test images. The CIFAR10 and CIFAR100 datasets
contain 32 32 color images in 10 and 100 classes, respectively, and have)60

training images and 10000 test images.

2.4.1 Network Structures and Training Settings

We use stacked convolutional neural network (CNN) and Resnet-56 [11] as the
architectures of the restrictive DNN. The detailed structures are shown in Table 2.1
and 2.2, respectively. In the convolutional layer (conv), the parameters of the build-
ing block denote the Iter size and the number of output channels; in the pooling
layer (pool), the parameters denote the pooling method and the pooling size; the
term \fc" denotes fully-connected layer. If not speci ed, recti ed linear unit (ReLU)

is used as the activation function in each layer. In the protective transform mod-
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ule, we build the RandNN as a 4-layer fully-connected network (no bias term) with
256 hidden neurons in the intermediate layers, which is shown in Figure 2.4. The
RandNN weights are generated from a discrete random number generatorl; 0; 1g
with a key k.

Since all components in our proposed framework are di erentiable, we use
stochastic gradient descent (SGD) optimizer with momentum:0 to train the re-
strictive DNN. The weight decay is 1 10 4, and the batch size is 64. For the stacked
CNN model, we set the initial learning rate @1, divide it by 10 at 30k iterations,
and terminate training at 60k iterations. For the Resnet-56 model, we set the initial
learning rate Q1, divide it by 10 at 40k and 64k iterations, and terminate training

at 80k iterations.

| Layer | Output size | Building block |
convl 28 28 [3 3;32]
pooll 14 14 max, 2 2
conv2 14 14 [3 3;64]
pool2 7 7 max, 2 2
fcl 1024 dropout: 0.5
fc2/output 10 softmax

Table 2.1: Structure of stacked CNN used in the experiments

| Layer | Output size | Building block
convl 32 32 [3 3;16]
3 3,16
conv2x 32 32 3 316 9
3 3,32
conv3x 16 16 3 332 9
3 3,64
conv4x 8 8 3 364 9
output 10 global avg-pool, fc, softmax

Table 2.2: Structure of Resnet-56 used in the experiments
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Figure 2.4: The structure of RandNN used in the experiments. For the input with
sizeofM M 3, the output has size oM M 3 in additive perturbation mode
andM M 2 in spatial perturbation mode.

We normalize the images to the range [1; 1] in the three datasets as data
preprocessing. For the CIFAR10/100 dataset, we also follow a simple data aug-
mentation described in [11] for training: an image is padded with 4 pixels on each
side, and then, a 32 32 crop is randomly sampled from each padded image or its

horizontally ipped version.

2.4.2 Performance of Access-control Design

We trained the restrictive DNN on the three datasets with two DNN archi-
tectures discussed in Section 2.4.1 using two proposed protective transform mod-
ules, i.e., additive perturbation and spatial perturbation. We set the perturba-
tion budge s = 0:1 in additive perturbation and s = 1 in spatial perturbation.

We evaluated the performance of the proposed framework with di erent value of
= f0:01 0:05,0:1; 0:5; 1g. We also trained the ordinary DNNs for baseline refer-
ences to analyze the cost paid for the design of access control.

Figure 2.5 presents the performance of the restrictive DNN with di erent
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for the unauthorized accessi., direct piracy, brute force, and pair attack) and
authorized access on the MNIST and the CIFAR10/100 datasets. The red dash
lines in the gures indicate the accuracy of the corresponding baseline models. The
performance of the unauthorized access is preliminarily validated here with one
guessed key in the brute force case and one adversarial transform module in the
pair attack case, to facilitate us to establish a rough sense of the hyperparameter
impact on the models and the model ability against the unauthorized input. We
will have a more thorough resilience analysis against attacks in Section 2.4.5.
From Figure 2.5, we generally observe that increasing can enlarge the per-
formance gaps between the authorized input and the unauthorized input in both
proposed protective transforms. For the three unauthorized cases, the di culty of
the model resilience against the unauthorized access is direct piracybrute force
< pair attack, whose order is consistent with the resource availability of adversaries.
If choosing a suitable , we can see noticeable performance gaps between the
authorized and unauthorized access, but a small degradation of the model perfor-
mance compared with the baseline, which ful lls our design goal for the access
control. This observation states that our proposed framework can mostly maintain
the classi cation capability of the DNN architectures and distinguish between the
authorized and unauthorized access. Comparing two protective transformations, the
spatial perturbation is more sophisticated than the additive perturbation, which ap-
plies geometric warping rather than simple additive noise. Figure 2.5 reveals that
the additive perturbation, in general, can achieve slightly closer performance to the
baseline reference than the spatial perturbation does.
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With the tradeo between the performance on authorized and unauthorized
access, we choose= 0:1 for stacked CNN on MNIST, = 0:5 for stacked CNN on
CIFAR10, = 0:05 for Resnet-56 on CIFAR10/100, whose statistics are shown in
Table 2.3. We will use this setting in the subsequent experiments and evaluations.
Table 2.3 shows that the models have no more than 5% performance drop to the
authorized access compared with the baseline reference, while the models have much
lower accuracy in performance to the attacks. Comparing the two models on the
CIFAR10 dataset, we observe that if one network has a higher model capacity, it
has a smaller performance penalty on the authorized access and has a larger per-
formance di erence between the authorized and unauthorized access. This suggests

that higher model capacity is bene cial to the model capability of di erentiation

between authorized and unauthorized access in our proposed framework.

Dataset MNIST | CIFAR10 | CIFAR10 | CIFAR100
Model CNN CNN Resnet-56| Resnet-56
Baseline 99.41%| 84.18% 92.71% 69.28%
Additive Perturbation
Authorized 99.23%| 82.59% 92.02% 68.77%
Unauthorized Direct Piracy | 10.31%| 11.21% 13.92% 17.88%
ACCESS Brute Force | 29.15%| 55.07% 24.50% 20.90%
Pair Attack | 84.34% | 69.31% 35.45% 48.50%
Spatial Perturbation
Authorized 98.43%| 79.41% 90.55% 66.83%
Unauthorized Direct Piracy | 36.07%| 17.21% | 24.99% 21.59%
ACCESS Brute Force | 45.52% | 70.44% 32.44% 46.78%
Pair Attack | 88.27% | 76.02% 78.68% 60.55%

Table 2.3: Performance of the proposed framework on unauthorized and authorized
access

To sum up, the access-control consideration in the proposed framework is e ec-

tive in defense against unauthorized access and only imposes a small penalty in the
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model performance for authorized access compared with the baseline DNN models.
Comparing two perturbation modes, we recommend additive perturbation in the
protective transform module, which has a less performance penalty for authorized

access.

2.4.3 Visualization of Image Inputs

We investigate the e ects of the proposed protective transform modules acting
on the authorized inputs. Figure 2.6 visualizes the raw and the authorized inputs
with di erent protective transform modules. Thanks to the moderate value of the
perturbation budget s, the raw input and the corresponding authorized input, as
indicated in Figure 2.6, appear to be very similar, and human eyes can hardly
distinguish them. This observation suggests that the restrictive DNN models can
di erentiate the authorized and the unauthorized inputs, achieving a noticeable
gap in classi cation accuracy, even though the perturbation is nearly imperceptible.
Such di erential learning performances are similar to the phenomenon of adversarial
examples stated in the recent literature.

Table 2.4 quantitatively demonstrates the similarity between the raw and the
authorized inputs in two perceptual criteria: peak signal to noise ratio (PSNR) and
structural similarity index (SSIM) [60]. We tested all pairs of the inputs in the test
set and computed the mean of the perceptual criteria for each model. From the
statistics in Table 2.4, we can see that the additive perturbation achieves slightly

better perceptual similarity than the spatial perturbation. Speci cally, the additive
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(@) MNIST

(b) CIFAR10

(c) CIFAR100

Figure 2.6: Examples of the raw input and the authorized input for the restrictive
DNNs. Column 1 is the raw input. Column 2 and 3 are the authorized input with
additive perturbation and the corresponding additive perturbation. Column 4 and 5
are the authorized input with spatial perturbation and the corresponding ow eld.
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perturbation has generally 8 16 dB higher PSNR than the spatial perturbation.
Since the PSNR criterion is good at accounting for the additive noise, it is rela-
tively easy to maintain a high PSNR in additive perturbation. In SSIM criterion
that is widely regarded as better re ecting perceptual quality than PSNR, the two
perturbations show comparable performances in perceptual similarity and most of
the SSIM indices are close to 1. Overall, we can see that both two types of pertur-
bations are able to leave negligible perceptual changes on the images, but trigger

the dysfunction of the restrictive DNN.

Additive Perturbation || Spatial Perturbation
PSNR \ SSIM PSNR \ SSIM
MNIST CNN 37.71 dB 0.825 21.91dB| 0.942

CIFAR10 CNN 36.44 dB 0.983 28.39dB| 0.955

CIFAR10 | Resnet-56| 36.44 dB 0.983 28.39dB| 0.955

CIFAR100 | Resnet-56| 36.52 dB 0.983 28.62 dB| 0.958

Dataset Model

Table 2.4: Visual similarity between the image inputs in two proposed protective
transform modules

Due to the small di erence between the raw and the authorized inputs, the
proposed framework also has a side benet: protecting data privacy. Since the
authorized inputs retain most of the original physical meanings and appearance,
they can replace the raw images in the real world and can be circulated and used
as the raw images. Taking advantage of the perceptual similarity property, data
privacy is protected by circulating the transformed copy of the image and avoiding
the disclosure of the raw image itself, especially when we are dealing with images of

sensitive nature, such as biometric identi cation.
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2.4.4 Impact of Perturbation Budget

We study the impact of perturbation budgets in the protective transform
module on the performance of the restrictive DNN. Figure 2.7 shows some examples
of two perturbation modes with di erent s value from three datasets. We evaluate
s = f0:02 0:1; 1g for additive perturbation and s = f0:2; 1; 5g for spatial perturba-
tion, which re ects small, medium, and large perturbation budget, respectively. The
medium level ofs was used in the experiments in Section 2.4.2. Smalimakes the
transformed image very close to the raw image, while largedestroys the original

shapes and textures in the raw image to some extent.

Figure 2.7: Examples of two perturbation modes with di erent perturbation budget
s from three datasets.s controls the similarity of the raw image and the transformed
image.
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Figure 2.8 presents the performance of the restrictive DNN with di erens
for the unauthorized accessi., direct piracy, brute force, and pair attack) and
authorized access on the MNIST and the CIFAR10/100 datasets. The red dash lines
in the gures indicate the accuracy of the corresponding baseline models. Similar
to Section 2.4.2, the performance of the unauthorized access is preliminarily tested
here with one guessed key in the brute force case and one adversarial transform
module in pair attack case to establish a rough sense of the hyperparameter impact
on the models.

From Figure 2.8, we observe that smali can maintain the model performance
on authorized access, compared with the baseline models, but the models can hardly
provide the di erential learning performance between authorized access and unau-
thorized access. For example, the models in Fig 2.8(b), (c), and (d) have almost
the same performance between authorized and unauthorized access. This is because
small s makes the authorized input and unauthorized input very close to each other,
and the model does not have enough high capacity to di erentiate them. On the
other hand, larges enlarges the image distance between authorized and unautho-
rized access, and we can see that the models are able to respond to authorized and
unauthorized access with di erential learning performance. Nevertheless, we have
more performance penalties for the authorized access. For the models on the CI-
FAR10/100 datasets, there are more than 10% accuracy drops to the authorized
access, compared with the corresponding baseline models. Lasgetroduces much
random pattern on the images and makes the set of authorized images substantially

di erent from the set of raw images. Since the random pattern is less learnable than
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the raw images, the learning performance of DNN is degraded for large
In all, the hyperparameter s is an important factor to balance the model
performance on authorized access and the di erential learning performance between

authorized and unauthorized access.

2.4.5 Resilience Analysis against Attacks

The performance against attacks is an important aspect to examine the e ec-
tiveness of our proposed framework in the real world. We investigate the perfor-
mances of the trained models against attacks and present the results in Table 2.5.
As discussed earlier, \direct piracy" refers to directly copying the restrictive DNN
model, equivalent to feeding raw images to the model; \brute force" refers to at-
tacks by providing an arbitrary key, i.e., trying trial and error exhaustively; and
\pair attack" refers to attacks with the pairs of the raw and the corresponding au-
thorized inputs. For \pair attack”, we assume the adversary has the knowledge of
the structure and hyperparameter in the protective transform module, except the
random weights in the RandNN controlled by the key. We apply the same procedure
described in Section 2.3.3 to obtain the adversarial transform module. We conduct
\brute force" attacks 10000 times and \pair attacks" 10 times, and record the best
attack performance in Table 2.5.

In the direct piracy scenario, we assume the restrictive DNN is stolen and
copied by an adversary. Table 2.5 shows that the model accuracy is more than 45%

lower than the authorized input, indicating that direct piracy of the restrictive DNN
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Dataset MNIST | CIFAR10 | CIFAR10 | CIFAR100
Model CNN CNN Resnet-56| Resnet-56
Additive Perturbation
Authorized 99.23% 82.59% 92.02% 68.77%
a Direct Pirac 10.31% 11.21% 13.92% 17.88%
§ Y| (-88.92%) | (-71.38%) | (-78.10%)| (-50.89%)
< Brute Force 84.26% 76.09% 59.05% 44.50%
D (-14.97%) | (-6.50%) | (-32.97%)| (-24.27%)
-% 10% 78.30% 72.76% 42.07% 43.50%
£ | Pair (-20.93%) | (-9.83%) | (-49.95%)| (-25.27%)
3 | Attack 2504 83.01% 77.95% 49.38% 46.07%
5 1 (-16.22%) | (-4.64%) | (-42.65%)| (-22.70%)
50% 86.83% 79.31% 60.82% 49.77%
(-12.40%) | (-3.28%) | (-31.20%)| (-19.00%)
Spatial Perturbation
Authorized 98.43% 79.41% 90.55% 66.83%
é Direct Piracy 36.07% 17.21% 24.99% 21.59%
3 (-62.36%) | (-62.20%) | (-65.56%)| (-45.24%)
< Brute Force 66.63% 73.43% 48.46% 57.08%
3 (-31.80%) | (-5.98%) | (-42.09%)| (-9.75%)
-g 10% 91.32% 75.99% 79.09% 60.60%
£ | Pair (-7.11%) | (-3.42%) | (-11.46%) | (-6.23%)
T | Attack 5% 91.53% | 76.46% | 82.16% | 61.09%
5 | (-6.90%) | (-2.95%) | (-8.39%) | (-5.74%)
50% 92.44% 77.20% 85.15% 61.71%
(-5.99%) | (-2.21%) | (-5.40%) | (-5.12%)

Table 2.5: The resilience of the restrictive DNN against various attacks

merely leads to invalid classi cation results and the proposed framework can protect

the DNN model from theft and copy.

In the brute force scenario, an adversary expects to try the key of the pro-
tective transform module by trial and error, aiming to nd a \good" key that can
make the restrictive DNN provide satisfactory inference performance. We randomly
chose 10000 keys di erent from the correct kely and tested the performance of the
restrictive DNN models. From the column of \Brute Force" in Table 2.5, we can see

that the accuracy is lower than the authorized input, and the performance gap can
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be as large as 5% to 40%. In general, the brute force strategy fails to nd a \good"
key to have a comparable result to the correct key.

According to the experiments of the brute force attack, how low is the prob-
ability pto nd a \good" key for each trial? Since we do not obtain a \good" key
out of 10000 trials, the total probability of the successful attack should be less than
Toes5- Thus, we have

1 (1 ploo%< (2.11)

10000

Solve (2.11) and we have < 1 10 8, indicating that \good" keys only take up no
more than 1 10 8 of the total space of the keys. Thanks to the ternkE,, G(X,;K)
addressing the brute force attack in (2.5), the number of \good" keys is kept at such
a low level that it ensures to enhance the di culty for the brute force attack to
succeed.

For the \pair attack", the task for an adversary is to estimate an adversarial
transform module to emulate the genuine protective transform module, with the
help of a number of input-output pairs. In our experiments, we provide the pairs
generated from 10%, 25%, and 100% of the training data used to train the restrictive
DNNs to estimate the module, respectively. From Table 2.5, we observe that as
the number of pairs increases in the pair attack, the attack performance improves,
shrinking the performance gap between the authorized access and the pair attack.
Involving more pairs to estimate the adversarial transform module contributes to
a better module to emulate the real protective transform module. Comparing the

three investigated attack strategies, we can see that the pair attack, in general, is
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the most e ective. For example, the best performance is the pair attack on the CNN
model for CIFAR10 using spatial perturbation mode, which can achieve accuracy of
77:20%, a performance drop of:21% compared with the authorized access.

Note that our \pair attack" scenario assumes that the adversary has the most
prior knowledge of the access-control framework, including the structure and param-
eters in the protective transform module as well as the samples in the training set.
Even in this most resourceful and advantageous condition, there is still a noticeable
performance gap between the attack and the authorized access.

Overall, Table 2.5 demonstrates the resistance of the proposed framework to
the various attacks, re ecting the noticeable performance gaps between the response
of restrictive DNN models on the authorized and the unauthorized access.

To evaluate how accurate the attacks can achieve to estimate the random
patterns imposed on the images, we compute the estimated error of random patterns
for the three attacks and report the best results in Table 2.6. The estimated error is
de ned as the mean squared error of the random patterns between the authorized
access and the attacks. The experiments were conducted with budge= 0:1 in
additive perturbation and s = 1 in spatial perturbation.

The estimated error can re ect how successful the attack is. The pair attack
can achieve the minimum estimated error of the random pattern. The more input-
output pairs used in the pair attack, the smaller estimated error we can achieve,

which is consistent with the attack performance of the three unauthorized scenarios.
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| Dataset [ MNIST | CIFAR10 | CIFAR1QO |

Direct Piracy 1.00 3.03 3.03
Brute Force 1.76 5.63 5.61
Additive 10% 0.20 0.78 0.73
Pair Attack | 25% 0.17 0.73 0.68
100%| 0.15 0.66 0.63
Direct Piracy 145.34 | 203.80 203.42
Brute Force 267.85| 381.33 379.86
Spatial 10% | 58.58 59.90 55.44
Pair Attack | 25% | 50.38 54.82 51.21
100%| 40.24 49.10 46.09

Table 2.6: Estimated error of random patterns for the three attacks

2.4.6 Ablation Study on Training Formulation

In the proposed training formulation, we incorporate four terms in (2.5), deal-
ing with authorized input, direct piracy attack, brute force attack, and pair at-
tack, respectively, the last three of which are unauthorized access. We now study
how these unauthorized access terms in uence the resistance of the restrictive DNN
against attacks. In Table 2.7, we de ne four modes of training formulation in the
ablation study, where \Mode D" is equivalent to our proposed training formulation.

We apply the same attack processes to the models as stated in Section 2.4.5 and we
utilize the whole training data to obtain the adversarial transform module in the

\pair attack" case.

. Unauthorized Access
Mode | Authorized Direct Piracy | Brute Force | Pair Attack
A X X X X
B X X X X
C X X X X
D (Ours) X X X X

Table 2.7: Four modes of training formulation in ablation study
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Figure 2.9 shows the attack resistance of the restrictive DNN against unautho-
rized access with four modes of training formulation. \Mode A" does not consider
authorized attack cases in the training and the restrictive models, compared with
the authorized input, have no noticeable performance drop against attacks, suggest-
ing that the \Mode A" models have no immunity to any type of unauthorized access
de ned in the threat model. When we incorporate the consideration of direct piracy,
brute force, and pair attack in the training, the models gain the capability of attack
resistance against the corresponding attack. Speci cally, we observe that \Mode B"
models reduce the performance for direct piracy; \Mode C" models maintain the
poor performance for direct piracy and brute force; and the proposed \Mode D"
models have noticeable performance gaps between the three types of unauthorized
access and the authorized input, demonstrating good resistance of the restrictive
DNN against attacks.

The ablation study reveals that incorporating the unauthorized access terms
in the training formulation is e ective in improving the defense ability against the

corresponding attacks.

2.5 Discussions

Conceptually, the proposed work shares some connections with data obfus-
cation. The purpose of the data obfuscation is to prevent unauthorized access to
sensitive data. In our framework, the obfuscated inputs trigger the mechanism of

access control to the DNN model, and the main purpose is to protect the DNN
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model from unauthorized access. Privacy protection of sensitive data is a secondary

bene t in the proposed framework through data obfuscation.

2.5.1 Relation Between the Ordinary and the Restrictive DNN

Figure 2.10 illustrates the relation between the restrictive DNN and ordinary
DNN. The conventional training of the DNN model often requires the DNN model to
learn the features of the raw input. When we freeze the pretrained DNN model and
add well-designed small perturbations to the raw inputs, these adversarial examples
can fool the model by rendering the classi cation outcome deviated signi cantly
from the ground truth. The ordinary DNN models are thus valid to the raw inputs
but become ine ective to their adversarial examples.

In our proposed framework, we swap the roles of the raw input and adversarial
examples in the DNN models. The restrictive DNN model learns the appropriate
features of the perturbed inputs {e., the authorized inputs), and the raw inputs
e ectively become the adversarial examples to the restrictive DNN model. The
problem we need to solve here is given the adversarial examples, to nd the equiv-
alent \raw inputs" and their corresponding DNN model. Our proposed framework
provides two feasible perturbation methodse.g. additive perturbation and spatial
perturbation, in the protective transform module to produce such an equivalent
\raw input" and the restrictive DNN that can classify the perturbed input in high

precision and the raw input in low accuracy.
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Figure 2.10: lllustration of the relationship between (a) the ordinary DNN and (b)
the restrictive DNN in the proposed framework. The roles of the raw inputs and
the transformed inputs are swapped in two DNN frameworks.

2.5.2 Privacy-aware Smart Camera Application

To provide a proof-of-concept demonstration of the proposed framework, we
propose a practical application toward a privacy-aware smart camera. More specif-
ically, we can incorporate the protective transform module into the camera, which
becomes a smart camera. As illustrated in Figure 2.11, only the pictures taken by
such the smart camera with the correct ke are valid inputs for the correspond-

ing restrictive DNN and the result accuracy is high, while the photos from other
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cameras or the smart camera with the wrong kel will make the DNN work in a

dysfunctional mode, so that no reliable prediction results would be produced.

Figure 2.11: lllustration of the privacy-aware smart camera application where the
protective transform module is embedded into a smart camera. Only when the
correct key k is provided, the photos taken by a smart camera are proper inputs
of the restrictive DNN. In contrast, the images taken by an ordinary camera or a
smart camera with a wrong keyk result in the dysfunction of the restrictive DNN.

The advantage of this application is the di culty for an adversary in the \pair
attack" scenario to obtain the pairs of the raw input and the corresponding autho-
rized input simultaneously, as the processing is encapsulated within the camera's
embedded system and no intermediate signals are exported. As such, a user can
only obtain either an authorized image from the smart camera with the correct key
(which will lead to a prediction with high accuracy) or a regular image from other
ordinary cameras or the smart camera with the incorrect key (which will lead to
a prediction with low accuracy). Therefore, it enhances the di culty in acquir-
ing the pairs for the \pair attack” strategy, which is the most e ective attack in
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Section 2.4.5, and thus bene ts the resistance to the privacy breach and attacks.
Due to the perceptual similarity of the raw and the authorized image in the
proposed framework, a regular photo and the corresponding protective transformed
photo have little distinguishable di erences by the human vision system. Thus, the
pictures taken from the smart camera retain their physical meanings and appear-
ance, and can be considered, stored, circulated, and used as common images, similar

to the digital media with digital watermarking.

2.6 Chapter Summary

In this chapter, we have introduced an access-control framework of utilizing
the adversarial behavior of the DNN and turning it into a protection tool against
illicit use and piracy. The access-control framework consists of a key-based protec-
tive transform module and the corresponding restrictive DNN. The restrictive DNN
is only functional to the authorized users who can provide the correct key to the
protective transform module. Any unauthorized access to the models will lead to
classi cation results with low accuracy. We investigate additive perturbation and
spatial perturbation as transformations to generate authorized inputs and evaluate
their impacts on the access-control design. The experimental results show the ef-
fectiveness of the proposed framework to enable the access control of DNN models.
Thanks to the adversarial terms in the training formulation, these models are resis-
tant to several types of attacks. At last, we present a potential application towards

building the system of privacy-aware smart cameras, which incorporates ordinary
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commercial cameras and the proposed access-control framework. Such application

will enhance the attack di culty from an adversary perspective.
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Chapter 3

Physiological Privacy Protection Against rPPG Technology

3.1 Overview

Remote photoplethysmography (rPPG) technology has attracted a growing
amount of R&D interests, which is capable of capturing the subtle color changes of
the skin caused by heartbeats in facial videos under ambient light. This emerging
technology synergistically incorporates various computer vision algorithms to build
up a sophisticated system to estimate a person's physiological status from a distance.
Although rPPG technology facilitates daily health monitoring via the commercial
color cameras in the phones, but it may cause concerns about physiological privacy
in the meantime.

To address the above physiological privacy issue in rPPG technology, it is
important to investigate how to e ectively protect the physiological signals from
disclosure in facial videos. To this end, we propodeulseEdit illustrated in Fig-
ure 3.1, a novel method that edits rPPG signals in facial videos by superimposing
speci cally designed perturbation of small amplitude onto the input videos. Our

method outputs a video that is visually the same but has its rPPG signal either
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removed completely or transformed to a target HR based on the user's choice. Pro-

cessed by PulseEdit, the users' rPPG signals are protected from disclosure in the

facial videos.

Figure 3.1: PulseEdit can edit rPPG signal in a facial video to conceal the per-
son's true physiological status, without visual distortion of his/her appearance. We
impose negligible additive perturbation onto the facial region in the video, and suc-
cessfully modify the HR extracted by the rPPG algorithm. In this example, HR is
edited from 66 to 120 beats per minute (bpm) to avoid the disclosure of the user's
true heart rate in the video.

To make PulseEdit e ective in practical use, we consider the following require-

ments when designing and evaluating the algorithm:

" Invisibility: the editing on the face should be negligible without obvious
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appearance distortion.

Universality: the protection should be valid on the face globally and locally.
The processed video should no longer contain the user's true rPPG signal and
the edited rPPG signal can be detected from the whole face, as well as local

skin regions.

Generality: the protection should be able to conceal a person's true rPPG
signal against various rPPG algorithms in the literature. In other words, the

edited rPPG signal can be measured by various rPPG algorithms.

Resistance: an advanced requirement is that the editing on the face can be

resistant to forensic analysis.

In addition to privacy protection, PulseEdit can impact other applications
where rPPG is employed. More speci cally, rPPG signal has been demonstrated
as a useful and discriminative feature in various vision security tasks, such as live-
ness detection [27{29,61] and deepfake detection [30], because real/live videos and
fake/synthetic videos have di erent representations in rPPG signals extracted from
the facial regions. Empowered by PulseEdit, we can edit the rPPG signals in facial
videos and circumvent the above rPPG-based visual security algorithms. It is not
di cult to see that PulseEdit is a potential threat to invalidate these algorithms,
providing a direction to revise them and improve the con dence of their output
decisions.

In the rest of the chapter, we rst introduce the prior work related to rPPG
technology and its application in security and privacy tasks in Section 3.2. Sec-
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tion 3.3 describes the proposefulseEdit to edit pulse signal in facial videos. We

carry out comprehensive performance analysis on the PulseEdit algorithm for remov-
ing/modifying pulse signal in facial videos in Section 3.4, and explore the feasibility
of the algorithm as a potential adversary against rPPG-based liveness detection and
deepfake detection algorithms in Section 3.5. Finally, Section 3.6 holds a related

discussion and Section 3.7 summarizes the chapter.

3.2 Related Work

3.2.1 rPPG Technology

Monitoring cardiac activity is essential for understanding a person's health
status and is actively used in clinical practices and home care. Conventional methods
require contact-based sensors attached to the human skin, such as electrocardiogram
leads, a pulse oximeter, or a tness tracker.

Recently, rPPG enables contact-free HR measurement using color cameras.
The principle of rPPG is that the blood volume changes under the skin in uence
the intensity and color of the re ected light from the skin, whose pattern is consis-
tent with heartbeat cycles. Although such subtle momentary changes in the re ected
light from the facial skin are not detectable by the human eyes, they can be captured
by a color camera [12]. The method of Eulerian video magni cation [62] can amplify
and visualize the subtle color changes in a facial video caused by the blood ow.
Independent component analysis (ICA) [24], chrominance mapping (CHROM) [13],

and plane-orthogonal-to-skin (POS) [15] were proposed to extract robust rPPG fea-
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tures from three color channels. Let al. [16] applied adaptive Itering to handle
environmental illumination and voluntary motion issues in remote HR measurement.
Tulyakov et al. [17] proposed self-adaptive matrix completion to denoise rPPG fea-
tures and o er robust HR estimation. The challenging tness scenario [63, 64] has
also been studied to improve the robustness of the rPPG technology. End-to-end
models [18, 20] employing deep learning were also introduced to estimate HR from

videos.

3.2.2 Biometric Privacy Protection

Biometric privacy protection [65, 66] aims to conceal a person's privacy in
biometric data and prevent possible thefts and misuses of this information. Tradi-
tional biometric privacy protection algorithms were proposed to de-identify person's
identity from these biometric features, including face [67,68], iris [69], and nger-
print [70]. Deep learning has been introduced to protect privacy in multimodal
biometrics [71].

In spite of privacy protection at the image perception level, several researches
studied the privacy protection approaches at the feature representation level. Sev-
eral facial representation methods were proposed to eliminate facial expressions [72]
or selected biometric attributes €.g, age and gender) [73] in facial feature level.
SensitiveNets [74] generates a learned embedding space that eliminates speci ¢ sen-
sitive biometric information from the existing representation subspace. Terhorgt

al. [75] proposed a privacy-preserving solution to suppress biometric attributes in an

53



unsupervised manner. The privacy-preserving feature representations can improve
the robustness of training models and bene t the fairness in model inference across
biometric attributes.

Recently, as many methods have been proposed in the recent decade to ex-
tract physiological signals from facial videos, concerns are raised concurrently on the
privacy issues of physiological information in videos. This information may be mis-
used to collect and analyze a person's physiological features with ulterior motives.
Chenet al. [76] applied motion elimination in facial videos to remove subtle motion
induced by pulse on the subjects' faces to avoid the disclosure of the rPPG sig-
nal. The experimental results show that the rPPG signals are successfully removed
without appearance distortion. Nevertheless, the work only studied the steady case
in the research. When the subject performs voluntary motione(g., talking, head
translation, and rotation) in video recording, it is hard for Chen's method to remove
pulse-induced subtle motion but maintain the subject's voluntary motion.

In this chapter, we propose to edit the rPPG signals that are intrinsically
presented in facial videos by perturbing the skin pixels on the face and conduct
experiments on motion case as well as steady case. Compared with the prior art,
not only is our work capable of removing rPPG signal in a facial video, but also

transforming it to a target one if desired by the user.
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3.2.3 rPPG Feature in Visual Security Tasks

rPPG signal has been employed as a discriminative feature to tackle several
visual security tasks involving face videos, such as liveness detection against spoof-
ing and deepfake detection. Liveness detection is crucial to protect face recognition
systems from spoo ng attacks, including printing a face on paper, replaying a facial
video on a digital device, wearing a 3D face mask, and other approaches by ad-
versaries. Liuet al. [27,28] used the cross-correlation of rPPG features in multiple
facial regions to classify live faces vs. spoofed faces. Hernaneleal. [29] proposed
to analyze the signal quality of rPPG extracted from faces to discriminate live faces
and spoofed faces. Liwet al. [61] used a CNN-RNN architecture to learn a map-
ping from a facial video to the rPPG signal to improve the robustness of liveness
detection.

\Deepfake" refers to the technologies for a computer to transform a person's
face to another's in images and videos. Since deepfake videos circulated in social
media have brought serious concerns such as through celebrity pornographic videos,
fake news, hoaxes, and nancial fraud, which largely impairs the integrity of social
media, deepfake detection has attracted a lot of attention in the recent computer vi-
sion research. In terms of the roles of rPPG for deepfake detection, FakeCatcher [30]
explored the discriminative features of rPPG signals extracted from facial videos and

utilized them for deepfake detection.

55



3.3 Conceal rPPG Signals in Facial Videos

PulseEdit has three main steps as shown in Figure 3.2. We rst detect the
facial region in the video and extract skin intensity signals from multiple subregions
on the face. We then obtain the perturbation signal via an optimization problem
that transforms the rPPG signal in the video to a target signal. Finally, we manip-
ulate the skin pixels in the video according to the perturbation signal, so that the
PulseEdit video successfully removes the rPPG signal, or if desired, transforms the
rPPG signal to a target rPPG signal. We refer to the two tasks as \removal" and
\modi cation", respectively, for short. In the removal task, the target signal can
be white Gaussian noise; and in the modi cation task, the target signal can be a
simulated sinusoid with the frequency of a target HR or the rPPG signal extracted

from a reference video of the user's choice.

3.3.1 rPPG Extraction

Similar to the prior art in rPPG research, we rst track the subject's face
in the video to extract rPPG signal. We apply the facial landmark detector by
Dlib [77] to locate and track 68 facial landmarks, from which we de ne the facial
region of interest (ROI) shown with the green dots in the video frame in Figure 3.2.
To facilitate rPPG extraction from multiple subregions [17], the ROI is normalized

to a rectangle using piecewise linear geometric transformation, and skin color pixels
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Figure 3.2: Pipeline of PulseEdit system. We rst extract skin intensity signals from
multiple facial subregions in the video. Then, we compute the perturbation signal
that can change the rPPG signals in the video to the target rPPG signal. Finally,
we edit the skin pixels in the video, and the rPPG signal extracted from the video
processed by PulseEdit is successfully transformed to the target signal.
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are masked by a Gaussian skin color model in chrominance space [78]:

p(x) = exp %(x m)" Yx m) S’gn Pt; (3.1)

non-skin

wherex = [cb; cq", the empirically determined parameters o = [104:50, 15693],
and =[77 :69 5147; 5147 8193]. Within the masked rectangle facial ROI, we
use a rectangle of a quarter size to uniformly seleM subregions (subregions can
have overlap with their neighbors). We compute the spatial average of the skin pixels
in each subregion to form the skin intensity signaR 2 RM 3 N for M subregions,

3 color channels, andN frames in the video. In the subsequent discussions, we
refer to the subscriptsi and c as subregion and color channelc, respectively. For

example,R;. denotes the skin intensity signal in subregion and color channelc.

3.3.2 rPPG Editing

In this module, our goal is to nd a suitable perturbation on the skin intensity
signals to change the rPPG in videos to the target signal given by users. We rst
detrend the skin intensity signalR;.; 8i; ¢, to eliminate the illumination interference
in the environment. In the detrending process, we udetrend Itering [79] to obtain
the signal trend and subtract the trend from the skin intensity signal. The whole

process can be described as

min - SjiSiciiz+ §D(Ric  Sie)iiz; 8isc; (32)
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whereS 2 RM 2 N denotes the corresponding detrended signal, the subscriptand

c denotes the subregion and the color channel, ami2 RN 2 N js the second-order

2
1 2 1
1 2 1 O

We denote 2 R® N as the additive perturbation imposed onto the detrended

di erence matrix

skin intensity signal S, which gives rise to the edited signab 2 RM 3 N j.e.
Sic = Sic + ¢ 8i;c, where . denotes the perturbation in the color channet.

Next, we set up the target rPPG signall 2 R® N. To ensure the output video
contains the target rPPG signalT, we maximize the similarity between the edited

signalsS and the target signalT using the Pearson correlation coe cient:
(Sic; Te) = = (Sic + o To): (3.4)

For an edited facial video, we require that the person in the video has negligible
perceptual distortion. Thus, we regularize the perturbation signal with L, loss to

control the perturbation budget in the facial video:

E= S iz (3.5)



Combining the above two terms, we obtain the perturbation signal by solving the

optimization problem:

1 X
M

i;c

. 1. .
min Sic+ T+ i iz (3.6)
We can use gradient-based solvee g, Adam [80]) to solve the optimization problem

in (3.6).

3.3.3 Skin Pixel Adjustment

The goal of this module is to map the perturbation signal 2 R® N in time
series to the spatial-temporal perturbation frames 2 R" ¥ 3 N whereh and w
refers to the height and width of the frames in pixel count. We denote.(n) as
the perturbation of the color channelc in the n-th frame. One simple and intuitive
approach to edit the pixels on the face is to directly add(n) to every skin pixel on
the facial region in then-th frame of the input video. Due to the integer quantization
of pixel values in video frames, the decimal part of(n) needs special consideration
in order to ensure the pixel values collectively are changed by the expected amount.

We adopt randomized dithering to skin pixels to achieve decimal perturbation
in a statistical sense. Speci cally, for the color channet in the n-th frame, we
adjust the skin pixels in an amount of eitherb .(n)c with probability p or d ((n)e

with probability 1  p, wherep should be chosen so that

co(n) = bc(n)cp+ dc(nel p): (3.7
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Algorithm 1: Skin Pixel Adjustment

Input: Original video | containing N frames,| =[I;12;::;;1n], (frame
dimensionh w  3); perturbation signal (dimension 3 N).
Output: PulseEdit videoT.

1 ZeroLike (I) . memory allocation
22.forn=1! N do

3: Rface  FaceSkinPixel (I ,) . detect skin pixels
4: forc=1! 3do . each color channel
5: for all (X;y) 2 Rface dO . each skin pixel
6: p Rand(0;1)

7 if p<d¢n)e <(n) then

8: n(X;y;€) b c(n)c

9: else

10: n(X;y;c) d c(n)e

11: end if

12: end for

13: end for

14: end for

151 +

Equation (3.7) yieldsp = d .(n)e  (n). Algorithm 3.3.3 presents the detailed

procedure of skin pixel adjustment to generate the nal PulseEdit video.

3.4 Experimental Results

In this section, we present experimental results on the PURE dataset [81] to
demonstrate the e ectiveness and robustness of PulseEdit in editing rPPG signals
in facial videos. To further validate the forensic undetectability of PulseEdit when
being used as a potential attack, we test the PulseEdit videos against digital foren-
sic analysis. Lastly, we compare PulseEdit with the prior art of rPPG removal
method [76] and study the in uence of di erent subject motion settings in video

recordings on the performance of rPPG removal.
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In our experiments, we seM =6 6 = 36 and use Adam [80] to solve (3.6)

with the learning rate 0:1 and the number of iterations 200.

3.4.1 Performance on PURE dataset

The PURE dataset [81] contains 60 facial video recordings of 640480 pixel
resolution and 30 frames per second (fps) in well-lit rooms from 10 subjects. Each
subject was recorded in 6 di erent setups: steady, talking, slow translation, fast
translation, small rotation, and medium rotation. The videos were stored without
lossy compression. To validate the e ectiveness of PulseEdit in editing rPPG signals
in facial videos, we analyzed the PulseEdit outputs of the PURE videos with ve
representative rPPG algorithms: ICA [24], CHROM [13], POS [15], HR-CNN [18],
and DeeprPPG [82]. The rst three methods are classical signal processing methods
and the last two are deep learning methods. We extracted rPPG signal from the
whole facial region in this part of the experiments to estimate HR, and evaluated
the performance using mean absolute error (MAE). For the rPPG removal task, we
computed the error between the estimated HR from the video and the reference HR
from pulse oximeter provided by the dataset. For the rPPG modi cation task, we
computed the error between the estimated HR from the video and the target HR.

We applied PulseEdit on the PURE videos for both the removal task and the
modi cation task. In the removal task, we generated white Gaussian noise as the
target rPPG signal T to remove the intrinsic rPPG signal in the original video. In

the modi cation task, we aimed at changing the rPPG signal to HR = 120 bpm
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