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Introduction

Quantum Generator

Results

The circuit must first translate the latent vector mentioned earlier into a superposition state, which is done by 
applying a quantum Ry gate (Y Rotation). After this initialization the qubit will then undergo a series of 
parametrized rotation gates, determined by the # of layers specified by the user. This process is repeated a 
number of times. For each iteration, a rotation is applied using a number of parameters that will be tweaked in 
collaboration with the generator throughout the entire training process. After each patch has a rotation gate 
applied, they are then entangled with one another using a CNOT gate. This creates correlations between each 
patch. After this process, each patch is combined back together to form the final image.
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The goal of this project is to explore Quantum Wasserstein Generative 
Adversarial Networks (QWGANs) and address its limitations by 
incorporating data augmentation techniques such as Elastic Transforms 
and Gaussian/Poisson Noise to simulate real-world imperfections, such as 
noise and distortions. With this we test the robustness of the QWGAN 
framework and compare QWGAN performance with such data 
modification techniques against one another. 

These are the results of running our model with no 
transformations or noise. This specific example 
was run with the following parameters: 28 patches, 
5 qubits, 10 layers. 

The addition of Poisson noise significantly increased the 
Wasserstein distance during training. This was likely due to 
the distortions in the data making it difficult for our critic to 
differentiate real images from generated ones. This could 
possibly be mitigated with regularization techniques.

The addition of elastic transforms seemed to reduce the 
Wasserstein distance, while maintaining similar stability. 
This suggests that the elastic transformations, which add 
deformations to the data, improved the robustness of the 
model, and forced it to learn more generalizable features as 
opposed to overfitting.

Elastic Transforms
We applied a grid-based distortion technique to 
simulate realistic deformations in the MNIST 
images. This involved generating a random 
displacement field and scaling it by an alpha 
parameter to control the intensity of the 
deformation. Using this field, the pixel 
coordinates of the original images were adjusted 
through interpolation to create the transformed 
images. This method introduced natural-looking 
elastic distortions, mimicking variations seen in 
handwritten digits.

Poisson Noise
Poisson noise is a type of noise that arises from 
the random nature of events. In real world 
scenarios this could include photons hitting a 
sensor in a variable manner. Simulating poisson 
noise is commonly used to mimic the noise you 
might get from real-world data and imaging 
systems. For every pixel (I) in the image, noise is 
sampled from a Poisson distribution (N). Then the 
pixel value is replaced with I + N. The Poisson 
distribution essentially applied slight, random 
variations to the number around its original value.

Gaussian Noise
Gaussian noise uses a probability density function 
equal to a normal distribution to add noise to an 
image. Early tests showed that this method 
produced significantly worse results with no 
resemblance of numbers so was cut early. We 
hypothesize that certain quantum properties 
prevent it from working.

The architecture of the model is as follows. First, random vectors are sampled from a latent space, to be fed 
into the quantum generator. The quantum generator is the main component for generating the images. The 
quantum generator is split into many sub-generators that create “patches” of the image, a parameter that can be 
tweaked for performance. Each sub-generator contains a quantum circuit that processes part of the image. After 
going through the quantum circuit, the patches are then combined together to form a full picture. The generated 
sample is then compared to a “real sample,” an image taken directly from the dataset. Using a critic (neural 
network) the generated and real samples are compared for accuracy. The unit for accuracy is the Wasserstein 
Distance, helping us quantify how similar the produced images are to actual ones. The generator then receives 
feedback from the critic every cycle, tweaking its parameters to lower the Wasserstein Distance. The critic also 
simultaneously trains itself to better assess differences between real and generated samples.

Data Augmentation

What are QWGANs?
Unlike a traditional GAN, In a QWGAN, the generator which creates fake data is replaced by a 
Quantum Computer. This quantum generator uses special properties of quantum systems such as 
superposition (representing multiple probabilities at once) and entanglement (connections 
between quantum states), to generate data more efficiently and with greater diversity.

The Wasserstein distance is a metric to measure how different two distributions are. In this case, our images are treated as 
distributions of pixels, and the Wasserstein distance measures how different two images are

Issues
We realized after extensive testing that our results most likely overfit on the 
training data which was filled with noise. Given more time, we would like to 
run our models again with the noise and transforms only applied to a small 
percentage of training samples. We hypothesize that with a tuned percentage, 
our outputs would be significantly less noisy and closer to unmodified training 
samples
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