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Automatically designing or finding novel devices that accomplish new or existing func-
tions remains one of the greatest unsolved problems in Design Automation. In part, this is due
to 1) the interplay of physical form and usage, 2) the emergence of complex behaviors from
combinations of simple geometries, and 3) the sparsity and instability of “interesting” physical
phenomena with small changes in the design space, which have historically stymied past efforts,
since most approaches required 1) human intuition and creativity, 2) infeasibly large amounts of
computational power, or 3) a priori targeted desired behavior. In contrast, this dissertation takes
a data-driven approach to addressing the general question “What device functionality emerges
organically from knowledge of various physical laws?” To make this high-level question more
precise, this dissertation tackles three interrelated sub-questions that address challenges that arise
when attempting to deploy data-driven methods on function discovery tasks.

First, to generate diverse and high-quality datasets from which an algorithm might find

novel behavior, this dissertation asks, “How do we enumerate possible boundary conditions for a



given physical law that can lead to well-defined solutions to a given partial differential equation?”
Chapter 3 proposes a type-based indexing scheme and two properties of that scheme that can gen-
erate valid Finite Element Method (FEM) formulations, resulting in a three-fold increase in the
number of simulations we generated from our limited set of boundary conditions. Chapter 4 pro-
poses a regression formulation for predicting physical realizability in Stokes flow simulations as
estimated with the magnitude of the pressure field. Second, this dissertation asks, “How do we en-
capsulate the emergence of complex behaviors from interactions between different components?”
Chapter 5 proposes reframing this question as an error regression, using graph neural networks to
adjust for the “error” — i.e., emergent behavior — incurred by composing multiple basis Navier-
Stokes simulations into one large simulation. Lastly, given solution field data, this dissertation
asks, “Under what conditions can we detect novel device behaviors through computer-driven sim-
ulation and exploration?” Chapter 6 proposes a boundary representation method and modified a
hierarchical clustering approach, called Silhouette-optimized Hierarchical Density-Based Spatial
Clustering of Applications with Noise (SHDBSCAN), to identify clusters of fluidic devices with
similar behaviors. This chapter shows that the solution field representation has a significantly
stronger impact on detecting novel device behaviors than the clustering algorithm used, but that a
significant challenge lies in capturing “interesting”” behavior in the design space in the first place.

Overall, this dissertation illuminates promising simulation methods for automating func-
tional discovery and initial work on using data-driven methods to analyze such data. It also

highlights several challenges, including the curse of dimensionality, that plague such approaches.
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Generalization of convolutional NNs to work on ar-
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simulation set
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Manually de ned space in which certain types of be-
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tion. See §2.3.5.1.
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Hyperparameter tuning method based on choosing
sets of randomized hyperparameters. See §82.1.4.

Class of supervised ML models that attempt to pre-
dict some unknown quantity from given inputs. See
§2.1.1.

Category of methods to reduce over tting in ML
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Metric for calculating clustering quality based on
intra- and inter-cluster similarities. Does not require
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Extension of HDBSCAN with modi ed cluster per-
sistence and hyperparameters optimized using SS.
See §86.3.
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ulation setup.
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solution eld (SF)

Stokes equations

structure

surrogate model

train-test split

value

variational form (VF)

viable

Single decomposed portion of a big simulation. Un-
like basis geometries, physically connected to other
simulations.

Function that gives the eld values for each point in
a simulation's domain after the simulation has been
run. Somewhat interchangeable with simulation re-
sults. See §2.4.2.

PDE that governs creeping ow. Linearization and
simpli cation of the Navier-Stokes equations by ig-
noring advective inertial forces. See §2.2.3.

In the Function-Behavior-Structure scheme, the
physical shape of a device. For example, the walls
and cavities of a uidic oscillator.

Function used to approximate another, more com-
plex, function. Often some sort of ML model.

Class of methods for partioning some data for ML
training and some data for evaluation on out-of-
sample data. See §2.1.3.

For BCs, the numerical quantity that is assigned.
Formulation of a PDE into a form usable in FEM.

Describes simulation sets that contain enough infor-
mation to de ne a simulation fully; includes both
complete and partially complete simulation sets. See
83.3.4.
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Chapter 1: Introduction

When humanity rst started using tools and building machines, most were made using
trial-and-error approaches. Realizing that some materials were harder than others, one can use
harder materials to shape softer ones. From these observations and trial-and-error approaches,
the design process as we know it today was started.

As we learned more about our physical world, we developed models and approximations
to predict how things we had never seen before would behave. From Isaac Newton's Laws of
Motion to machine-learning-based models of multi-physics uid motion, we derived equations
and computational procedures that predicted and governed everything we could see around us.
Although some of these equations begin to fall apart in modern applications, many of the same
fundamentals are still valid. However, manually tuning our models for these modern applications
limits the range of devices we discover to those that we, as human engineers, can conceive or
have the time to explore. Automating this discovery process could expand the domain of what
we are able to explore to nd novel devices that take advantage of unique, yet unintuitive, physical
interactions, leaving human engineers free to work on higher-level problems.

In essence, we want to explore the question of “What device functionality emerges organi-
cally from knowledge of various physical laws?” In this dissertation, we use techniques drawing

from machine learning (ML) to enhance our ability to explore novel designs automatically dis-



covered from physics simulations. This is split into three main topics: automated simulation,

composing multiple simulations, and automated device discovery from simulation data.

1.1 Topic 1: Automating Physics Simulation for Exploration

Q1: How do we enumerate possible boundary conditions for a given physical law that
can lead to well-de ned solutions to a given partial differential equation?In this section, we
want to automate the process of simulating different physical phenomena. We started by wanting
to develop methods to allow fully automatic Finite Element Method (FEM) simulations to be
set up and run, such that a machine could autonomously explore the physical elds that result
from a given design, without requiring human intervention. However, we ran into several critical
obstacles during this process; Ch. 3 and Ch. 4 are our responses to some of those obstacles, and

consisted of two main technical challenges:

Chapter 3: Checking Types of Boundary Conditions in Finite Element Simulations While

the heavy lifting of solving enormous systems of linear equations for simulations has been rele-
gated to GPUs and high-performance computing clusters, setting up simulations is still relatively
manual. As many engineering students learn early in their careers, setting up simulations cor-
rectly is much more dif cult than it seems. Even intuitive and powerful libraries like the FEniCS
library [1] come with a steep learning curve, as the author has personally experienced when trying
to apply a 3-D vector boundary condition (BC) onto a scalar electrostatic potential eld. Ensur-
ing that a FEM simulation can run before attempting to run it is dif cult to automate because this
process is usually done by human experts with prior knowledge and intuition about the type of

physics that will be simulated.



Chapter 3 tackles part of this problem with a type-based indexing scheme for ensuring
the various parts of a FEM simulation match appropriately. We show two properties that are
required for allcompletesimulations, which — combined with the proposed type-based index-
ing — provide some steps that can ultimately lead to a framework to set up and run simulations
automatically once given appropriate BCs [2]. However, this approach assumes we are given a
set of valid BCs; thus, we also need to de ne what constitutes appropriate sets of BCs. Exploring
what makes BCs “valid” is the purpose of Ch. 4.

Although in this dissertation we only test our contributions on a limited set of types of
simulations, in principle this approach can extend to many classical FEM simulations or physics,
including heat transfer, solid mechanics, and turbulent uid ows. Speci cally, the contributions
in Ch. 3 should be extensible to other simulation methods with moderate modi cations as long as

the simulation solves an initial value problem through a system of linear equations in some form.

Chapter 4: Physically Realizable Boundary Conditions Choosing sets of BCs that are valid
is not trivial; a simple example of physically unrealizablsimulation is a pipe with two inlets.
A physically unrealizable setup for such a simulation could be dif cult for a human expert to
identify, even though intuitively, we often know what will or will not work. Thus, even if a
simulation runs with a given set of physically unrealizable BCs, we should not be con dent that
such a simulation is trustworthy.

To address this, we train ve types of regression algorithms on numerical information about
the simulation setups and low-dimensional representations of the uid domain to predict the mag-
nitude of the velocity eld in Ch. 4. For simplicity, we tested only 2-D Stokes ow simulations

with a discrete subset of possible BCs on randomly generated geometries as discussed in §82.2.1.



We show that applying Resolution Selection — as described in §2.3.3.2 — on the BCs and an
autoencoder on the geometry representation, combined with a fully connected Neural Network
predicts the pressure eld magnitudes with the least mean squared error (MSE) in our experi-
ments. Predicting the pressure eld magnitudes as a surrogate for physical realizability is a single
test bed for our contributions, and the chapter discusses extensions to other types of physics as

avenues of future work.

1.2 Topic 2: Composition of Multiple Simulations

Q2: How do we encapsulate the emergence of complex behaviors from interactions
between different componentsZTomplex devices and behaviors are, unsurprisingly, more com-
plex and expensive to simulate. This is due in part to the existence of long-distance and emergent
phenomena — where certain interesting or useful patterns only appear at certain scales — and
the increasingly complex BCs.

We propose that, rather than simulating an entire system, we simulate several small “ba-
sis simulations” ahead of time, then later compose them into one large surrogate of the larger
system after correcting for long-distance phenomena. We expand on our previous work in [3]
on composing pipe simulations and use Graph Neural Networks (GNN) [4] to predict the error
that arises from composing smaller simulations. From preliminary exploratory work, we know
that simulations must include some sense of the global geometry. Graphs provide an intuitive
representation of big simulations as a collection of small simulations, so we take inspiration from
various elds [5, 6, 7, 8] and use GNNs in this chapter, though to our knowledge, there has not

been published work using GNNs to reason and compose physical systems on whole images. We



limit our testing to uid ows nearRe = 100 range, as this region of Reynolds numbers provides
nontrivial ows throughout the environment. We end the chapter with a discussion of extending

our approach to other types of simulations.

1.3 Topic 3: Discovering Device Function from Simulations

Q3: Under what conditions can we detect novel device behaviors through computer-
driven simulation and exploration? Although the advances from the prior chapters may allow
us to simulate many possible devices automatically, this does not mean that it will be straight-
forward to discover or determine unknown or interesting new functions from those simulation
results. We hypothesize that, from a suf ciently large number of simulations, we can discover
groups of devices that produce similar behaviors, even if they do so in different ways and even if
we do not know ahead of time exactly what speci ¢ behaviors we are searching for.

In Ch. 6, we show that, given enough devices' simulation results, we can discover some
groups of behavior without necessarily knowing ahead of time the behaviors for which we are
searching. Our contributions in this chapter are two-fold: rst, we proprdevior vectorand
heuristics for dimensionality reduction as a method of removing irrelevant simulation information
while retaining discriminative information. Second, we modify a clustering algorithm to produce
more intuitive and usable clustering on our behavior vectors. Combined with the new vector
representation, we can cluster our data with an adjusted Rand score of approximately 0.55 on
some applications. However, we nd that the type of task has the most affect on clustering
performance, while the preprocessing and clustering algorithms provide some improvements in

clustering, though not universally.



1.4 Outline and Summary of Contributions

Chapter 2 rst provides background information and de nitions of various concepts used
throughout the dissertation that should help readers better understand the experiments and scien-
ti ¢ contributions of this dissertation. Eventual fully automated ML frameworks for automated
design will need structures to allow exible, yet robust, multi-physics simulations while ensuring
that such simulations follow the laws of physics that govern our universe. We draw on the eld
of ML to provide automated techniques to ful Il these needs. We begin with Chapters 3 and 4
focusing on allowing exibility in the physics being simulated while keeping such simulations
grounded in reality. These chapters encode some of the human intuition for checking that given
simulations follow the laws of physics. We then look to Ch. 5 to predict emergent phenomena
from connectivity information between simulations, though with the additional cost of training
a ML model. With ML models, the more times a model is used after training, the cheaper the
amortized cost of ML training is. As such, the large quantity of simulations used in Ch. 6 will
eventually take advantage of composing multiple multi-physics simulations to render a fully au-
tomated pipeline that can explore and discover new devices without human intervention. We end
with a summary of the contributions and a synthesis of this dissertation in Ch. 7.

In summary, the scienti ¢ contributions of this dissertation are:

1. We propose a type-based indexing scheme to connect various parts of FEM simulations
robustly, subsequently allowing categorizing simulation setups using that indexing scheme.
We test this scheme on three types of equations and show that our categorizing exactly
matches empirical tests for constructing fully de ned FEM simulations. This contribution
is only tested on Dirichlet BCs, and extending this approach to new types of simulations

6



requires some manual setup.

2. We formulate predicting physical realizability in Stokes ow simulations as a regression
problem for a quantity of interest (Qol) derived from the simulation results. We com-
pare several preprocessing and regression methods and nd that our Resolution Selection
heuristic, an autoencoder, and a fully connected NN predict the Qol with the lowest MSE.
Although we test these contributions on Stokes ows, we believe this approach can extend

to other types of simulations through careful speci cation of the Qol.

3. We generalize the compositional method from [3] by developing a heuristic to assign BCs
to intermediate simulations in Navier-Stokes simulations. We compare several architec-
tures and nd that a GCN with 1 hidden layer and 819 neurons per layer gives us the
smallest MSE of the GNNs we test on this type of task, but that Linear Regression gives us
about half the MSE of any GNNs we test. We discuss the limitations and assumptions of

this method in extension to other types of physics.

4. We modify a popular clustering algorithm and propose a dimensionality reduction heuristic
to improve clustering on device discovery tasks. We show that applying our dimensionality
reduction heuristic generally improves clustering, even if the modi ed clustering algorithm
does not recapture the calculated labels as well through an adjusted Rand score. However,
our current randomization does not necessarily guarantee that many “interesting” devices
are captured, even if they theoretically exist within the single physics of our design space.
The methods we employ are agnostic to the type of simulation, so we expect that this ap-

proach is easily extensible to other types of FEM simulations with minimal modi cations.

The next chapter introduces some useful background material that helps set the stage for the main
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contributions that we present in later chapters.



Chapter 2: Background

By necessity, this dissertation discusses a variety of tools, algorithms, methods, and tech-
nigues, spanning a variety of elds. Experts in any of these elds individually are likely familiar
with any one of these elds, but complete knowledge across all of them is less common. This
chapter hopes to bridge that divide by providing some background information for a variety of
these elds. The methods discussed here are generally widely known in their various elds, if
not necessarily the “state-of-the-art”; a deeper dive into more advanced methods, when needed,
is provided in the corresponding later chapters.

This chapter contains four main parts: Machine Learning (ML), Simulation, Representation
(of information), and a Summary of Common Terms and Abbreviations. Many of the algorithms

in these parts are used in various later chapters.

2.1 Machine Learning

Broadly speaking, there are three main types of ML: supervised, unsupervised, and rein-
forcement learning. This dissertation focuses on a subset of supervised and unsupervised meth-
ods, but these paradigms differ by their acquisition of the “ground truth,” or objectively labeled,
data. As the names imply, supervised algorithms require a “supervisor” to provide ground truth

labels, while unsupervised does not; reinforcement learning derives its own labels through trial



and error and prompting its environment.

Regardless of the learning paradigm, most ML implementations have a fairly gpipsiaie
consisting of four steps: data collection, preprocessing, ML model training, and postprocessing.
In the rst step, the researcher generates or collects data, either from experimentation or sim-
ulation, providing the dataset from which the algorithm will be trained. The researcher then
preprocesses the data, often through scaling, cleaning up missing or faulty points, applying di-
mensionality reduction, and separating the data into different categories for training and testing.
With the training data, the researcher trains the model, tuning the model's parameters using an
optimization algorithm, based on some sort of convergence metric or other measure of perfor-
mance. Finally, the researcher postprocesses the data, either by undoing the preprocessing steps
or by calculating othequantities of interestQol) from the model's output.

In general, the most computationally expensive steps of this pipeline are either the data
collection phase —e.g, when using computationally expensive uid dynamics simulations to
generate data — or the training phasee-g, when performing backpropagation steps to tune
a Neural Network's (NN) weights. If an additional ML model is used for preprocessiyg (
autoencoders for dimensionality reduction, as in 82.3.5.3), then the preprocessing step may be
computationally expensive as well. However, most of these steps are programmatically auto-
mated with the exception of data collection. Even now, data collection and generation often
require a researcher to specify the parameters for such a process, requiring both experience and

intuition to generate high-quality data.
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2.1.1 Supervised Learning: Regression

In ML, supervised models require ground truth labels on their data. Because these ground
truth labels are often expensive or dif cult to acquire, ML models are used to produce “good
enough” approximations of the labels in pipelines where many labels are needed, such as future
extensions of our work in Ch. 5 and Ch. 6. In this section, we focus on a subclass of supervised
models calledegression In regression problems, the model attempts to predict a numerical value
(or values, in multidimensional cases) from the input data. Many different types of regression

algorithms exist, but we discuss ve of them in this chapter.

2.1.1.1 Linear Regression

Linear Regression is likely the most widely known and used regression model. Although
Linear Regression is a linear model, its exibility, speed, easy implementation, and intuitiveness
make it a powerful model for a wide range of problems. The base implementation of Linear
Regression, often calledrdinary least squaresminimizes the least squares error, as seen in

Eq. 2.1.

L= (h W)? (2.1)

n=1
In this equation. — for Loss — is the least squares ermr,is the number of data pointg, is
the ground truth value of the-th data point, ang, is the predicted value of the-th data point.

In matrix form, this is equivalent to

L =jy X j? (2.2)
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wherey is theN 1 matrix of outputs X is theN  m matrix of inputs, and isthem 1
matrix of coef cients.

There are many methods to calculate the coef cients of a Linear Regression model, and we
encourage curious readers to implement such methods as an exercise. Here, we will discuss one
method that uses intuitive, if expensive, matrix inversion steps to calculate these coef cients.

Consider am-input single-output Linear Regression Model. For a single data point, a

Linear Regression model is a matrix multiplication

wherey is thel 1 sized output valueX isthel m input matrix, and isthem 1 matrix
of coef cients. We knowX andy, so our goal is to solve for. Multiplying both sides byx T

ensures the matrix in front of is square.

(XTX) =XTy (2.4)

We now invertX T X and multiply this on both sides to get

=(XTX) XTy (2.5)

In practice, such models are rarely implemented from scratch in ML applications. For
example, the following code snippet uses the implementation of Linear Regression within the

Python Scikit-learn library.
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# Assuming that xTrain, yTrain, xTest, and yTest,
# representing the training data, training labels,

# testing data, and testing labels, exist, respectively.

from sklearn.linear_model import LinearRegression
regressor = LinearRegression()
regressor.fit(xTrain)

yTestPred = regressor.predict(xTest)

yTestPred can now be compared {d'est via a scoring metric, asin 82.1.1.6.

2.1.1.2 Elastic Net

Elastic Net is an extension of Linear Regression that includes penalization terms for the

coef cients. Speci cally, it penalizes the! andL? norms of the coef cients, as in Eq. 2.6,

L=jiy X ji*+ Rji jj1+0:5 (1 R)j ji3 (2.6)

wherejj jj. andjj jj» denote the.! andL? norm of , respectively, is the relative weight of

the penalties to the error terms, aRds a relative weight of th& ! andL? norms to each other
between 0 and 1, inclusive. In Ch. 4andR are set using a cross validation scheme (82.1.3), as
described in 82.1.4. The Scikit-learn library packages this model selection, as shown in the code

snippet below, by combining the cross validation and the Elastic Net training into one class.

# Assuming that xTrain, yTrain, xTest, and yTest,
# representing the training data, training labels,

13



# testing data, and testing labels, exist, respectively.

from sklearn.linear_model import ElasticNetCV
regressor = ElasticNetCV()
regressor.fit(xTrain)

yTestPred = regressor.predict(xTest)

yTestPred can now be compared {dfest via a scoring metric, asin 82.1.1.6.

2.1.1.3 Neural Network Regression

NN models are inspired by biological neurons by modeling neurons as nodes and connec-
tions between neurons as weights between nodes. At its base level, NN models use an alternating
series of linear matrix multiplications and non-linear function activations to create complex non-
linear behavior. For a pedagogical example, consider the network shown in Fig. 2.1, representing
a NN model with three inputs{(, X 1, andX), two hidden layergHL) with two and four nodes

per layer, and one output valug)( Each of the HLs multiplies the output of the previous layer

Figure 2.1: Pedagogical NN architecture.

by a tunable weighting matriXyV;, and then applies aactivation functiorto produce the output
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for the next layer. Thus, Eq. 2.7 summarizes the calculation of a single layer of the network

hi = (hi 1W;+h) (2.7)

whereh; is the output of the-th layer,h; ; is the output from the previous laydy,is a tunable
scalar that shifts the outputs by a scalar value, ansl the activation function. Equation 2.8

calculates the overall NN model's output.

y= ( (XWo+ b)Wy + b)W> + by (2.8)

The activation functions take a variety of forms; we refer readers to 85.1.2 Activation Functions
(at the time of this writing) of [9] for a deeper discussion of three common types of activation
functions: ReLU, Sigmoid, and Tanh. These activation functions are shown in Fig. 2.2 for the

curious.

Figure 2.2: (A) ReLU, (B) Sigmoid, and (C) Tanh activation functions. Note that these are plotted
across different x-ranges for visual clarity.

Training NNs is unsurprisingly dif cult given the quantity of model parameters and cal-
culations present. However, many implementations frame this training phase as an optimization
problem where the objective function is the error on the predicted values, also callledshe

More complex models that usegularizationmay include other penalty terms, such as the mag-

15



nitude of the weights; a deeper discussion of such methods can be foung,ifi,0]. Compu-
tationally, the gradient of NN models is often calculated viaitkpropagationa computational
method of calculating exact gradients by creating a “tape” of the forward calculations, but such
discussions are beyond the scope of this chapter. For a deeper discussion of NN models, we refer
the reader toge.g, Ch. 3 and Ch. 5 of [9].

Practical implementation of NN models rest on setting the model's architecture, various
hyperparameters, and training loops; the inner workings of training, matrix multiplication, and
the like are abstracted away in most usage. We give one example implementation and training of

a NN model using the PyTorch [11] and skorch [12] libraries in 8A.1.

2.1.1.4 Gaussian Process Regression

Gaussian Process Regression (GPR) is a probabilistic regression method that uses observed
data to improve an approximation of the true function. As more data is observed, the distribution
of possible functions that t the observed data tightens, thus more closely approximating the true
function.

Mathematically, consider a Gaussian Process fundtionth a meanm(x) and a covari-
ance functiork(x; x9 such that

f  GP(m:k) (2.9)

Thus, any collection of function values queried frénhas a mean vector and a covariance
matrix K , such that

f(xe);f(X2);:5f(x) N (GK) (2.10)

with the means ; = E(f (x;)) = m(x;) and covarianceK = Kk(X;;X;). To predict the value
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f and variancé/(f ) on a new poink , we use Eq. 2.11
f = Kx)(K(xx)) ty (2.11)
and Eq. 2.12.
V(f )= K(xx) Kx )T(Kx) Kxx ) (2.12)

HoweverK has hyperparameters, usually denotgithat must be learned during training. Learn-

ing usually amounts to maximizing the marginal log likelihood with respect &s in Eq. 2.13.

. 1 1 . . n
logp(yjX) = éyT(K(x;x)) ! 5l0gjK (x;x)j 7 log2 (2.13)

Additionally, choosing the appropriate covariance functionalso known as th&erne| has a
strong effect on the model prediction and represents a currently open problem within the ML
community referred to alsernel SearchCovering Kernel Search extensively is out of the scope

of this section, but readers should be aware that optimizing over choices of possible kernels is
non-trivial. Given this dif culty, a common kernel choice is thadial basis functionRBF),

which takes the form in Eq. 2.14

K(xi;x;) = a’exp lekx x%? (2.14)

wherea andl are learnable hyperparameters. Btatkernels, as in Eq. 2.15 and elaborated in
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Ch. 4, 84.2 of [13], are a generalization of RBFs.

p_ p_
i ) K i) (2.15)

K(xi;%j) =

Here,d(x;; x;) is the Euclidean distance, is the gamma function, and is a modi ed Bessel
function. As !'1 | the Magérn kernel converges to the common RBF kernel. We refer inter-
ested readers to Rasmussen and Williams [13] and Zégalg[9] for a more in-depth discussion

of GPR.

In the example Scikit-learn implementation below, the GPR uses a RBF kernel.

# Assuming that xTrain, yTrain, xTest, and yTest,
# representing the training data, training labels,

# testing data, and testing labels, exist, respectively.

from sklearn.gaussian_process import GaussianProcessRegressor
from sklearn.gaussian_process.kernels import RBF

kernel = RBF()

regressor = GaussianProcessRegressor(kernel = kernel)
regressor.fit(xTrain)

yTestPred = regressor.predict(xTest)

yTestPred can now be compared {dfest via a scoring metric, asin 82.1.1.6.
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2.1.1.5 K-Nearest Neighbors Regression

K-Nearest Neighbors Regression (KNNR) interpolates between nearby points to predict a

new data point's output. As we can see in EqQ. 2.16,

X
f(NN (X:i)) (2.16)

9X) = 7
i=1

where$(X) is the prediction for a new data poiKt, K is the number of neighbor8{N (X;i)
is thei-th nearest neighbor t& , andf (x) is the true output ok, this model requires a method
to calculate the nearest neighborsxof Nave implementations of this operation can be costly.
Additionally, though not shown in Eg. 2.16, these neighbors can be weighigdby inverse
distance. Given this model's simplicity, KNNR models serve as a useful baseline for many ML
regression comparisons.

For an example implementation, the following code snippet implements K-Nearest Neigh-

bors Regression using the Scikit-learn library.

# Assuming that xTrain, yTrain, xTest, and yTest,
# representing the training data, training labels,

# testing data, and testing labels, exist, respectively.

from sklearn.neighbors import KNeighborsRegressor
regressor = KNeighborsRegressor(
n_neighbors = 5,

weights = ‘uniform’
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)

regressor.fit(xTrain)

yTestPred = regressor.predict(xTest)

yTestPred can now be compared {dfest via a scoring metric, asin §2.1.1.6.

2.1.1.6 Regression Metrics

Although various regression metrics exist, this section focuses on calculatingethe
squared errorMSE). As its name suggests, the MSE is the mean of the squared errors between

a prediction and the true values, as seenin Eq. 2.17.

— 1 X 2
MSE = & O %) (2.17)

n=1

In this equationN is the number of data pointg, is the true value, anf}, is the predicted value.
Based on this formulation, the MSE has a lower bound of O but no upper bound. Many standard

ML and statistics libraries include a standard implementation of the MSE.

2.1.2 Unsupervised Learning: Clustering

In contrast, unsupervised models do not require ground truth labels on their data. In Ch. 6,
we use a type of unsupervised learning called clustering, which aims to group data points to-
gether; Fig. 2.3 shows a pedagogical dataset and the results of several clustering algorithms.

Many different types of clustering algorithms exist, but we discuss three of them in this

chapter.
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Figure 2.3: Example clustering on pedagogical data using K-Means (82.1.2.1), DBSCAN
(§2.1.2.2), and HDBSCAN (§2.1.2.3).

2.1.2.1 K-Means Clustering

K-Means clustering is a widely used linear clustering method that iteratively updates pre-
dicted cluster centers. The'ma implementation, also called Lloyd's algorithm [14], alternatively
assigns each data point to the closest cluster center and moves the predicted cluster centers to the
centroid of the data points currently assigned to that center. Given an initial kgtrefiicted
cluster centers, named{”; m$"; :::;m" | Lloyd's algorithm assigns each data point to a cluster

in a given iteration through Eqg. 2.18,

sV= xp: % mY e mP 8 j 1 j k (2.18)
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whereSi(t) is the set of points in thieth cluster at the-th iteration, andk,, is a data point. Lloyd's
algorithm then updates the predicted cluster centers by calculating the centroid of the points in
each cluster through Eq. 2.19.

Xj (219)
i Xj ZSi(t)

We use the Scikit-learn implementation, shown in the code snippet below.

# Assuming that xTrain, yTrain, xTest, and yTest,
# representing the training data, training labels,
# testing data, and testing labels, exist, respectively.

# Also assuming a given number of clusters, K.

from sklearn.cluster import KMeans
clusterer = KMeans(n_clusters = K)
clusterer.fit(xTrain)

yTestPred = clusterer.predict(xTest)

yTestPred can now be compared §{d'est via a scoring metric, as in 82.1.2.5.

2.1.2.2 Density-based Spatial Clustering of Applications with Noise

Density-based Spatial Clustering of Applications with Noise (DBSCAN) [15] is a clus-
tering algorithm that crawls through data points, labeling those in dense areas as clusters while
labeling those in sparse areas as noise. In general, DBSCAN can be broken into three main

steps [16].
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1. Finding points with neighbors within distance, and labeling those with at least minPts

number of neighbors aore points

2. Identifying the core points withindistance of each other, and labeling those “close enough”

core points as part of the same cluster.

3. Labeling the remaining (non-core) points with the closest core point labels withis:

tance, or labeling the non-core point as noise if no core points are close enough.

In this algorithm, is a hyperparameter that controls the distance within which to data points
are considered “neighbors,” while minPts is the number of neighbors a point must have to be
considered a core point. We refer readers to Bstex. [15] and Schuberét al. [16] for more
details of the algorithm. In Ch. 6, we use the Scikit-learn implementation, shown in the code

snippet below.

# Assuming that xTrain, yTrain, xTest, and yTest,

# representing the training data, training labels,

# testing data, and testing labels, exist, respectively.
# Also assuming appropriate hyperparameters,

# eps and minPts, are given.

from sklearn.cluster import DBSCAN

clusterer = DBSCAN(eps = eps, min_samples = minPts)

clusterer.fit(xTrain)
Because DBSCAN does not have a native “predict” function, we use a K-Nearest Neighbors
Classi er from § 2.1.2.4 to implement out-of-sample prediction. While DBSCAN can detect
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clusters of non-convex or “blob-like” shapes, it is restricted to nding clusters of a single density.
Additionally, two ground truth separate clusters, if connected by a suf ciently dense “bridge” of

data points, can be mistakenly labeled a single cluster.

2.1.2.3 Hierarchical Density-based Spatial Clustering of Applications with Noise

Hierarchical Density-based Spatial Clustering of Applications with Noise (HDBSCAN) [17]
modi es and extends DBSCAN. Rather than separating clusters with a static density, HDBSCAN
builds a hierarchicatluster treeof the data points and labels suf ciently persistent subclusters in

the tree as a cluster. In general, HDBSCAN can be broken into ve main steps [18].

1. Calculate mutual reachability by spreading out data points in regions with low density

while condensing regions with high density.
2. Generate a minimum spanning tree of the transformed data points.
3. Build the hierarchy of connected subclusters in the cluster tree.

4. Condense the hierarchy such that all clusters contain at least the minimum cluster size

number of points.
5. Extract persistent clusters from the hierarchy using a stability calculation.

We refer readers to the work by Campello, Moulavi, and Sander [17] for details on the algorithm
and the library [18] for details on the implementation.

Although the Scikit-learn library now has HDBSCAN natively, this implementation does
not include an out-of-sample prediction function. Instead, we use Mclnnes's implementation [18],
which includes a prediction function for out-of-sample data points.
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# Assuming that xTrain, yTrain, xTest, and yTest,
# representing the training data, training labels,

# testing data, and testing labels, exist, respectively.
# Also assuming appropriate hyperparameters,

# eps and minPts, are given.

from hdbscan import HDBSCAN
clusterer = HDBSCAN(eps = eps, min_samples = minPts)

clusterer.fit(xTrain)

# Approximate prediction on new data points
import hdbscan

yTestPred = hdbscan.approximate predict(clusterer, xTest)

yTestPred can now be compared {d'est via a scoring metric, as in 82.1.2.5.

2.1.2.4 K-Nearest Neighbors Classi er

K-Nearest Neighbors Classi cation (KNNC) is a vote-based classi cation algorithm that

labels new data using the nearest previous points' labels. Although not an unsupervised cluster-

ing algorithm, it can be used to implement prediction on out-of-sample data in other clustering

algorithms.

The most computationally expensive, and thus most critical, step of KNNC is the calcula-

tion of theK nearest neighbors. Many implementations exist, but we use the Scikit-learn library's
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implementation of this classi er, using ve neighbors inversely weighted by distance, as seen in

the code snippet below.

def customPredict(xTrain, yTrainPred, xTest):
# xTrain, the training data
# yTrainPred, the predicted labels for the training data

# XxTest, the testing data

# Returned variables:

# Predicted labels for the testing data

from sklearn.neighbors import KNeighborsClassifier
knn = KNeighborsClassifier(
n_neighbors = 5,
weights = 'distance’
)
knn fit(xTrain, yTrainPred)

return knn.predict(xTest)

2.1.2.5 Clustering Metrics

Two broad classes of scoring metrics are used with clustering: those that require ground
truth labels, and those that do not. In Ch. 6, we use the Adjusted Rand Index [19] — which

requires ground truth labels — and the Silhouette Score [20] — which does not.
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Given a set of predicted labeB,eq and a set of true label e , the original Rand Index
intuitively measures the proportion of labels that both sets agree are in the same (or different)

partitions. Equation 2.20 measures the Rand Index.

TS+ TD

Rl = TsvFs+TD+FD

(2.20)

T Sis the number of pairs of elements that havedamelabels in botlS,eq andSy,e . FS is the
number of pairs of elements that have fanelabels inS,eq but havedifferent labels inSye -
TD is the number of pairs of elements that hal&erent labels in bothS,eq andSyue . FD is
the number of pairs of elements that haliferent labels inSyq but have thesamelabels in
Siue - Mathematically, the Rand Index is also the probability that both partitions will agree on a
randomly chosen pair of elements.

However a given model can potentially “guess” some of the partitioning correctly and
achieve an arti cially in ated performance. The Adjusted Rand Index accounts for these “lucky

guesses” by normalizing by the expected values of the Rand Index, as in Eq. 2.21.

2 (TS TD FS FD)

ARI = (TS+ FD) (FD+ TD)+(TS+FS) (FS+ TD)

(2.21)

Thus it is common to use the Adjusted Rand Index in place of the Rand Index and this is the
measure Ch. 6 uses to report its results.
In contrast to the Adjusted Rand Index, the Silhouette Score (SS) does not require ground

truth labels. The SS is a metric that compares how similar points are to others in the same cluster
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(Eqg. 2.22) and how different points are to points in other clusters (Eq. 2.23)

1 X
a(i) = 1 d(i;j) (2.22)

G L0 e

wherei is a pointin clusteC;, jC;j is the number of points i€;, andd(i; j ) is a distance function
between point and pointj, such as a2 norm. Note that in Eq. 2.23, thain operator looks

for the closest other cluster o
b(i)=min —  d(i;]) (2.23)
Il .

These two metrics are combined in Eq. 2.24 to provide the SS of a single point.

L B(i) a(i)
SU) = hax a(i): Hi)g (2.24)

The overall SS of a given clusteririgis the mean of the SS of every point, as in Eq. 2.25.

X
SS(C) = %J s(i) (2.25)
i2C

In this dissertation, all future references to SS refer to the overall SS of a given clustering, not to

the SS of a single point in a given clustering.

2.1.3 Assessing Model Quality

Given that high-quality data is available, various methods are used to assess model quality.

To start, data is usually split into two sets: training and testing. The training data is used to
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improve a model's performance, hence its name. The model “sees” this data and “learns” from
it by updating its parameters to capture trends or make predictions. The testing data is used to
measure a model's performance after training. This is data that the model has never seen before
the testing phase, and the model is not supposed to adjust itself in response to the testing data.
Metaphorically, training data are the homework assignments and practice exams that students use
to study, and testing data are the nal exam questions used to assess learning.

Various methods to split a dataset into training and testing sets exist, but the simplest is
to assignge.g, the rst 75% of data to the training set and the remaining 25% to the testing set.
Other methods can improve this split &g, splitting the data such that both the training and
testing sets have similar distributions. These methods are referred to genetalp-dasst splits
Regardless of how the data is split, critically, none of the data is used in both batches. When
information from the training dataset bleeds into the testing phase, even implicitly, the model has
data leakageData leakage can come in various forms, but the most obvious is using data in both
the training and testing sets. This error causes the model to overestimate its performance on new
data; the worse the leakage, the higher the overestimation.

One common family of methods to split the datansss validation In this dissertation, we
speci cally use K-fold cross validation, which scales well with varying dataset sizes, as opposed
to, e.g, Leave-P-Out cross validation. K-fold cross validation has a hyperpararetdhat
de nes the number ofoldsthat are used. For each folél, of the dataset is held for validation,
and the remainder is used for training, as shown in Fig. 2.4. After trairdifferent models,
each with a different distinct subset of data held out for testing, the average performance of the
model is reported. When performed on a training dataset, K-fold cross validation gives a more

accurate estimate of the out-of-sample.(testing) performance than the training performance.
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Figure 2.4: 5-fold cross validation on a dataset with a 75%-25% train-test split.

Chapters 4, 5, and 6 use a 75%-25% train-test split, as is common in this eld. However,
Ch. 5 splits the data by big simulations; in other words, all of the small simulations that make a
single big simulation are assigned to training or testing together, and thus no big simulation will
have part of its small simulations in training and part in testing. This practice is referred to as
groupingor grouped cross validatioand acts as a stronger test of generalization performance
since test devices are grouped on a per-device level. Chapters 4 and 6 use 5-fold cross validation,
as elaborated within the chapters.

The code snippet below shows a sample model being assessed with a 75%-25% train-test
split and 5-fold cross validation implemented using the Scikit-learn library on a generic ML

model called “model.”

# Assuming that X, an N x M matrix of N
# data points, each with M features, and
# its corresponding labels Y, an N x 1 vector, already exist

# Also assuming that a supervised ML model, called "model"
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# has been initialized

# 75%-25% train-test split
from sklearn.model_selection import train_test_split
xTrain, xTest, yTrain, yTest =

train_test_split(X, vy, test _size = 0.25)

# Calculating cross validation scores of "model”

import numpy as np

from sklearn.model_selection cross_val_score

CVScores = cross_val_score(model, xTrain, yTrain, cv = 5)

meanCV = np.mean(CVScores) # Mean score

2.1.4 Hyperparameter Tuning

Most ML models have some variables callegperparametershat determine how the
model functions. These are separate frpanameters which are adjusted in the training pro-
cesse.g, with an ADAM optimizer [21] during gradient descent. Instead, hyperparameters are
not changed during the pipeline; they are agtriori and held constant. However, hyperparam-
eters can have drastic impact on a model's performance, and thus optimizing hyperparameters
is an important step in the ML pipeline. For example, the number of predicted cluster centers
in K-Means clustering is a hyperparameter, while the locations of those centers are parameters.

Figure 2.5 shows an example clustering with K-Means clustering with three and two cluster cen-
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ters, respectively, resulting in very different cluster qualities. While the centers are moved and

updated in the training phase, the number of centers does not change. Basic implementations

Figure 2.5: K-Means clustering on a pedagogical example with (A) an appropriate and (B) inap-
propriate number of predicted cluster centers. Different colors represent different clusters.

of hyperparameter tuning are often based oGral Search where the possible space of hy-
perparameters is searched combinatorically and exhaustively. A modi ed implementation is a
Randomized Searchvhere random sets of hyperparameters in the possible space are selected
and tested. Randomized Search generally provides improved results over a Grid Search [22].
Algorithm 1 gives the pseudocode for one possible implementation of Grid Search, and Alg. 2

gives the same for Randomized Search with an equivalent number of iterations.

Algorithm 1 Sample Pseudocode for Grid Search

1: Set hyperparameter bounds and/or values
2: for each possible combination of hyperparameter vadioes
3: Run algorithm with chosen hyperparameter values

4 if the current performance is better than the previoustbest
5: Save the current hyperparameters

6: end if

7. end for

8: Train the model with the best found hyperparameters

In practice, both Grid and Randomized Search may be inef cient for a larger number of
hyperparameters or in applications where evaluating the objective function is expensive; in such
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Algorithm 2 Sample Pseudocode for Randomized Search

1: Set hyperparameter bounds and/or values
2. Set total number of hyperparameter iterations
3: for the total number of hyperparameter iteratiolos

4: Randomly choose a set of valid hyperparameter values

5: Run algorithm with chosen hyperparameter values

6: if the current performance is better than the previousthest
7 Save the current hyperparameters

8: end if

9: end for

10: Train the model with the best found hyperparameters

cases, researchers typically use Bayesian Optimization instead. Bayesian Optimization creates
a surrogate modelor function to approximate another function, to be optimized using points
sampled from the real function. The surrogate model in Bayesian Optimization is GPR, and a
common choice is to use a Mah kernel ( = 2:5), as discussed in §2.1.1.4. As more points are
sampled, the posterior distribution of the model is updated to accommodate the newly acquired
information. Points to be sampled are selected througdcgnisition functionIn this work, the
acquisition function is an Upper Con dence Bound — where the acquisition function believes

the best values will be, as in Eq. 2.26.

ax; )= ()+ () (2.26)

The Upper Con dence Bound is a weighted sum between the mean and standard deviation of
the Gaussian Process used in the surrogate model, wikie relative weight between them.
Higher values of weigh the uncertainty more, thus encouraging exploration, while lower values
of weigh the known values more, encouraging exploitation. As one example, Nogueira [23]

sets = 2:576 and we refer the reader to this implementation for details. Internally for the
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experiments in this dissertation, the GPR uses &ktdternel with = 2:5and with parameters
setto =1 10 8, with y-value normalizingi(e., scaling outputs by removing the mean
and scaling to unit variance), and ve restarts of the optimizer. The speci c implementation of
Bayesian Optimization is beyond the scope of this chapter, but we refer readers to Nogueira [23]
for further details. We integrate Nogueira's implementation of Bayesian Optimization with a

general cross validation scheme from Scikit-learn, shown in 8A.2.

2.2 Simulation

In this dissertation, we make generous use of physics simulations. Speci cally, our work
usesFinite Element MethodFEM) simulations to model physical phenomena, both as static
elds and as dynamic motion. While these simulations are not perfect models of physical phe-
nomena, they are signi cantly faster and cheaper to use than physical prototyping, especially in
the exploratory work discussed ia.g, Ch. 6 of this dissertation.

The FEM approximates solutions partial differential equationgPDE) that govern phys-
ical phenomena, such as the Navier-Stokes and continuity equations for uid ows. We can
represent the solutions to these equations with mathematical constructs (later daluligoh
elds (SF)) that, when combined with the PDEs (82.2.3) and boundary conditions (BC, §2.2.2),
portray how the physical elds would behave in a given domain (82.2.1). At its core, the FEM is

a structure for setting up a linear system of equations of the form:

AX

I
o

(2.27)

By convention A is called the stiffness matriyis the vector of solutions, arnx is the vector
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of variables. By this convention, the valuesAnandb are fully known; only the values ix
are unknown. PDEs, SFs, and BCs provide a structured method to determine the dimensions
of and coef cients inA andb. In practice, there are several types of BCs; this dissertation
speci cally usesDirichlet Boundary ConditiongDBC), where the value of the SF at a certain
point is prescribed. Unless noted otherwise, future uses of DBC and BC are interchangeable; both
refer to Dirichlet Boundary Conditions and are elaborated in 82.2.2. We refer readers to [24] for
a more in-depth description of the FEM.

In general, the simulation method is not critical to the work in this dissertation. We use the
FEM as an approachable and easily implemented method of simulation, but any other simulation
method (Finite Differences, Finite Volumes, mesh-free methetty, are also valid as long as
Qols are calculable from the simulation results. For the rest of this dissertation, we will be
assuming the FEM is used for simulations. The remaining parts of this section will introduce the

speci ¢c ways we modeled the geometry, BCs, and speci ¢ PDEs and applied post-processing.

2.2.1 Geometry Generation

For Ch. 4 and Ch. 6, we use randomly generated geometries in our simulations. The method
by which we generate these geometries can vary, but we detail the approach used in this disserta-
tion below. Broadly speaking, our geometries reside in a square domain with either two or four
ports (i.e., inlets or outlets) and are formed from a randomized set of hodes and connectors, as
mimics common features seen in micro uidic devices. Although unlikely, we can theoretically
reproduce some existing uidic devices with this approach.

We begin with a square domain between (0, 0) and (1, 1), as in Fig. 2.6. We represent
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potential port locations as short black lines on the edge of our domain and potential node locations
as blue dots. For four-port devices, we choose a subset of four of the potential port locations and

a subset of the potential nodes.

Figure 2.6: Potential node and port locations.

We start our list of nodes with the nodes for the ports. Before a potential node is added, we

draw a random number between 0 and 1. If that number is b we add another node

odes ’
and repeat the process. Else, we stop adding nodes.

This process leads to an interesting distribution of the number of nodes in a mesh. Figure
2.7 shows the number of nodes out of 100,000 samples. Note that the lower bound is 8 nodes,
and the upper bound is 49 nodes.

With these potential nodes, we apply a Delaunay triangulation [25] on our nodes as in
Fig. 2.8 to generate connections between nodes.

From initial testing, replacing these connections with uid domains directly would result
in a domain that is almost entirely lled with uid, which we expect will not capture interesting
phenomena. We thus take only one randomly selected edge of every triangle from the Delaunay

triangulation, as in Fig. 2.9, to prune the connections. However, we ensure that every port is

connected to each other, but any node that is not connected to the ports is removed.
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Figure 2.7: Distribution of number of nodes in a mesh over 100,000 samples.

Figure 2.8: Delaunay triangulation on potential nodes on a sample 4-port device. Note that ports
are always connected directly the edge.

Figure 2.9: We keep one edge of every triangle and ensure that every port is connected.

We replace each node with a circular domain< 0:05) and each of these remaining

connections with either a straight pip&ifith = 0:1) or a semicircular arc (centered equidistant
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from the two nodes, with an angle betwegiand , width = 0:1). With a 20% chance on each
node, we also add a circular domain (with a radixls r 0:15, jittered 0:9 r from the

node) to allow for internal uid circulation. Figure 2.10 shows one example simulation domain

Figure 2.10: Straight and curved pipes and circular domains between connected nodes.

that results from this process. We can see examples of straight pipes (bottom left), a semicircular
pipe (bottom right), and circular domain (center top) in this domain. The simulation domain is
then meshed through a software of choiegy( pygmsh [26], gmsh [27], and meshio [28]). We
include some example 4-port meshes in Figs. 4.2, 6.2, and 6.3.

In Ch. 4, we force all devices to have four ports, one at the center of each side of the initial
square domain, as in Fig. 4.2. In Ch. 6, we relax this restriction to allow any of the potential
port locations in Fig. 2.6 and to include 2-port devices; we refer the reader to Figs. 6.2 and 6.3.
The process to generate 2-port meshes is identical except that only two ports are selected at the

beginning.

2.2.2 Boundary Conditions

The simulations we use in this dissertation are classdubaadary value problemsAs

such, they require a set bbundary condition¢BC) that determine the phenomena along the

38



boundary of the simulation domain. While these BCs can take a variety of shapes and dimensions,
we generally restrict this dissertation to uid velocity, uid pressure, and Poisson BCs. Although
this does restrict some of the generalizability testing we could have done, the main contributions
of this dissertation are generally applicable to different types of physics with minimal adjustments
with the exception of Ch. 4, which we discuss in that chapter.

BCs have two critical parametersicationandvalue The location is the region along the
border at which a given BC is applied. The values are the numerical magnitude of the eld at the
corresponding BC locations. In the libraries we use, the location and values can both be functions

of the coordinates, as exempli ed in the code snippet below.

fluidVelocityBC = DirichletBC(
V, # corresponding SF
Expression(
(3 *x[1], 'X[0)2),
degree = 2
), # value as function of coordinates

'near(x[0], 0.5) && x[1] <= 2 && on_boundary' # location

In this example, we are applying a uid velocity BC on points in the domain (as stored in the SF
V) that are 1. on the boundary of the domain (boundary , as de ned by the library), 2. have

an x-coordinatex[0] ) near0:5, and 3. have a y-coordinate[{] ) less than or equal 8. The
values of the BC scale with the coordinate¥. el(x;y) = 3y andyV elx;y) = 3. Implicitly,

BCs have a dimensionality based on the number of value terms present. If the dimensionality of
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the BC does not match that of the SF, the code throws an error stating that the dimensions do not
match.

With the exception of Ch. 3, this dissertation only uses uid velocity and uid pressure BCs.
Several of these BCs are common across the dissertation, so we discuss them in this chapter.

The most universally used BC in this dissertation is the “no-slip” condition. This BC
assumes that uid along the walls of the simulation are “stuck” on the wall. This means that the
uid does not move relative to the wall, nor does the uid pass through the wall. In a 2-D space
(as is used throughout this dissertation), the values of a no-slip B@#gand is denoted.

We apply this condition on all of the walls of our simulations unless speci ed otherwise.

In contrast to a BC for no uid movement, we also have BCs for uid movement, speci -
cally for uid entering our simulation. These BCs, callggd, are applied on inlets to the system
and force a given ow rate to enter the system. Although the maximum velocities vary across
chapters, the velocity pro le is generally either uniform or parabolic with the two ends of the
parabola reachin; 0) velocity ow. The parabolic shape closely matches the steady state ve-
locity pro le of laminar ow in an enclosed pipe, which matches our simulations. Increasing
the maximum velocity o¥;, pro les can result in higher Reynolds numbers, eventually reaching
turbulent ow, which we do not address in this dissertation; thus, we generallyjyuselocities
that result in relatively low Reynolds number ows. Both andV;, are uid velocity BCs; the
difference is only their values.

Aside from uid velocity BCs, we also use uid pressure BCs. These BCs are generally
used for setting ambient pressure at outlets in the system and are depoBmtause pressure is
a scalar value, the value 8% is (0). Adding uid pressure BCs with non-zero values can cause

pressure differences that never reach steady state; as such, our uid pressure BCs always have a
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value of(0).
In addition, Ch. 3 also uses Poisson BCs. These BCs are scalar values and are implemented

by the library similarly; we describe the issues that can arise in more detail in the relevant chapter.

2.2.3 Equations

Our simulations throughout this dissertation are governed by one of four types of PDEs:
Navier-Stokes equations, Stokes ow equations, Poisson equation, or a synthetic equation of our
design.

The Navier-Stokes equations govern uid ows across an expanse of conditions and are
simulated in Ch. 3, Ch. 5, and Ch. 6. They are a combination of conservation of momentum

(Eq. 2.28) and continuityi.e., conservation of mass, Eq. 2.29) equations.

@u+u ru+rp u=f (2.28)

@t

rru=0 (2.29)

In this work, we use the Navier-Stokes equations for incompressible ows. We solve this itera-
tively using Chorin's method [29], which rst calculates a tentative velocity by ignoring pressure

in the momentum equation (Eq. 2.30) before calculating the pressure (Eq. 2.31) and velocity

(Eq. 2.32).
n 1
M;V + rup toup bV o+ hrougrvi = My (2.:30)
n
hr i g = w (2.31)
n
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hivi = hug;vi t, hr p";vi (2.32)

In these equations, andp are the unknown velocity and pressure elds, with test functwwasd

g, respectively. The tentative velocity in Chorin's method is denoted,by t, is the time step

at stepn, is the kinematic viscosity, and an external force on the uidh; i denotes an inner
product. These equations are iteratively solved — incrementing the time each iteration — until a
stopping criterion is reached, usually as a maximum time or steady state criterion.

The Stokes equations are a linearization and simpli cation of the Navier-Stokes equations
by ignoring advective inertial forces, and are simulated in Ch. 4. These equations, while similar
to the Navier-Stokes equations, are only usedr@eping owfor uids, i.e., when the Reynolds
number is much lower thaty as in very thick, very slow, or very small ow(g, corn syrup or
micro uidic channels).

r (ru+pl)="f (2.33)

r u=0 (2.34)

The mixed variational form of the equations is

z z z
rurv+r vp+r ugdx= f vdx+ g vds (2.35)

N

and can be solved by approximating both the velocity and pressure simultaneously using linear
solvers. Againy andp are the unknown velocity and pressure elds with test functioasdg,
respectively. and are the domain and boundary, respectively, with respective differertials
ands.

The Poisson equation, in Eq. 2.36, has a variety of physical interpretations, such as electro-
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static potential, graviational, and uid pressure elds, and are used in Ch. 3.

2u=f (236)

Here, 2 is the Laplace, or second-order differential, operatogndf are functions, though
f is usually known andi is sought. Equation 2.37 gives the weak formulation of the Poisson
equation.

rurvdx=  fvdx (2.37)

wherev is again the test function.
Finally, we simulate a synthetic variational form of an equation in Ch. 3. This equation
(Eq. 2.38) does not have any physical interpretation and is constructed purely for experimental

purposes to include uid velocity, uid pressure, and Poisson terms.

hu;vi+ hp;g +hs;ti+f t+g t=0 (2.38)

Similar to previous equations, p, ands are the unknown velocity, pressure, and Poisson elds

with test functionsy, g, andt, respectively.

2.2.4 Post-Processing

Running a simulation is, in effect, de ning a function for the eld values at any point in
the domain at any time. Thus, for our example uid simulation, we can calculate the pressure
and velocity at any point. This is critical in many of our ML applications because of the need to

calculate Qols that for the labels of our dataset.
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In Ch. 4, we calculate thie? norm of the pressure eld as a step toward the Qol. Given the
pressure values at the mesh points in the domain are given in a petdreach individual value

can be identi ed with an indexr as inp,, theL? norm ofp is

<
%

ipi = PA (2.39)
whereN is the total number of points in the mesh. However, initial testing shows theorm
directly scales with then number 9§, BCs we apply. To counter this, for a given simulation we
divide theL. 2 norm by the number of;, BCs applied and use this value as the Qol.

In Ch. 6, we calculate diodicity of generated devices during ground truth labeling. The
diodicity of a uidic device is the ratio of its pressure loss with uid ow in one direction to the
other direction. The ow resistance in a single direction is the ratio of pressure loss to ow rate,
asin Eq. 2.40,

R = (2.40)

_P
Q
whereR is the resistance, pis the pressure drop, ar@@lis the uid ow rate. Calculating this

resistance for both the forward and backward directions, we get Eq. 2.41,

Pforward

Di = Rforward - Qforward — Prorward (241)

Preverse

Rreverse preverse

Q reverse

assuming that the ow rates are equivalent. However, our simulations give us a function for
pressure, not a single pressure loss. Assuming that the pressures along the port are given in a

vectorpyorc, We can calculate the pressure loss taking the difference in mean pressure across the
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ports, as in Eq. 2.42,
1 X
b 3

i=1 j=1

o) (2.42)

1 X
p:I_

wherel refers to mesh points along the inlet port ahtb mesh points along the outlet port.

2.3 Representation of Simulation Data for Machine Learning Applications

Data is generally formed intfeaturesor feature vectordefore it is used in ML models.
In general, data does not come to a ML model immediately ready for use, unless it is naturally
represented by a single numerical value, like number of rooms in a house. Instead, it must be
reformatted, usually into a vector or matrix, before it can be used in ML models. This section

discusses various methods used in this dissertation of vectorizing data.

2.3.1 Related Work: Geometry and Simulation Representation

Although various methods to represent the simulation domains and results exist, unsurpris-
ingly, many treat 2-D elds and geometries as images. This dissertation draws from these works;
for example, many ( [3, 30, 31, 32, 33, 34, 35, 36, 37]) use some method of pixelization to con-
vert simulation data into vectors. We draw from these works in Ch. 4 and Ch. 5 in converting our
geometries and simulation results into vectors.

Brie y, converting geometry and simulation data generally amount to the same process
with only a difference of dimensionality. Geometries are generally treated as 1-D scalar elds;
the numerical value, usualyor 1, indicates the presence or absence of solid material. For elas-
ticity simulations, the solid material becomes “in” the domain; for uid simulations, as in this

dissertation, the gaps between solid material is “in.” In Ch. 4, we discretize the square bounding
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box of our geometries into®01 101grid and query if each pointis inside or outside the uid do-
main. Points that are inside the uid domain are assigned a value of 1; those outside are assigned
0. We use 101 discretizations per edge as, from preliminary work, fewer discretizations lose
features such as small cavities in the domain, while more discretizations quadratically increase
the dimensionality of our inputs seemingly without providing signi cant additional information.

Figure 2.11 shows this qualitatively.

(a) Original geometry  (b) 5001 5001 (c)101 101 (21 21

Figure 2.11: Original geometry and representations at various discretization levels.

Simulation results, however, may be scalar or vector elds, depending on the type of simu-
lation. This dissertation generally uses 2-D uid simulations, which produces a 2-D vector elds
(x- and y-velocity) and a scalar eld (pressure). One common method to represent these elds is
with images where a pixel's RGB values re ect the eld magnitude. For instance, we have previ-
ously used the RGB channels of an image to represent the x- and y-components of uid velocity
ow while composing multiple uid ows [3], similar to how Usmaret al. [30] used images
and deep learning to predict time-varying uid elds. Similar representation methods have been
used from atmospheric modeling [31] to wheel designs [32], among others [33, 34]. In Ch. 5, we
ignore the pressure elds of our uid simulations and focus only on the 2-D velocity elds, thus
only using the red and green channels of the pixels. Extending our work to incorporate pressure
is almost trivial, but doing so unnecessarily muddies visualization clarity.
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2.3.2 Function Representation

An engineer's job, to some degree, is to manipulate the placement of material and ge-
ometries to create structurethat then predictably modi es some physical phenomena or state,
creating ebehaviorthat, when applied appropriately, performiuiactionthat bene ts humanity
in some speci ¢ way. In other words, a structure is the physical shape of a device, like the curve
of an airplane wing; a behavior is how physical elds change in response to that structure, like
increased air pressure on one side of an airplane wing; and a function is using such behavior
for a speci c task, like ying across the country. This breakdown of a design into its Function-
Behavior-Structure elements is a common decomposition in Design Methodology, rst proposed
by Gero [38].

Although representing behaviors can be done using images described in §2.3.1, we want to
consider alternative methods of representation that may be more ef cient or discriminative. Do-
ing so could potentially improve model performance across a variety of applications, but to do so,
we want to dig deeper into the most important facets of our representations from an engineering
point of view. At a high level, we only care that a device performs a gfuactionthat bene ts
humanity,i.e., performing boolean logic operations. How this function is achieved is less impor-
tant than that the function is achieved. For design discovery, if we were able to describe a desired
function in words, then we could use text-based approaches. These approaches generally embed
text into some vector space.g, with Word2vec [39, 40]. This approach has been useclgy,
Zhanget al. [41] to describe potential novel ideas for new products and by Park and Kim [42]
to describe desired functions of existing products. However, others, like Ahmed, Fuge, and Gor-

bunov [43], use a Latent Dirichlet allocation instead to represent topics, rather than individual
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words. These works use the cosine similarity metric [44] to compare vectors with each other.
Taking inspiration from this, we use the dot product in Ch. 6 in assigning true labels to devices
because the magnitude of vectors, not just their direction, is informative in our work. However,
while our work does involve grouping devices of different functions, we do not have text descrip-
tions of these functions; instead, we need to look for representations that do not eegtiog
knowledge of the functions we may want to discover. This restricts us to representations based

on the devices' behavior or structure.

2.3.3 Behavior Representation: Behavior Vectors

In this section, we present tiehavior vecto(BVec), a lower-dimensional representation
of behaviors than the pixel approaches from 82.3.1. When creating BVecs, we attempted to

answer three questions:
1. What is behavior, and how do we represent it?
2. How do we avoid non-discriminatory values?
3. How do we minimize redundancy in our BVecs?

As an illustrative example, we discuss a 4-port uidic device (Fig. 2.12).

First, we need to de ne and represent device behavior. If we consider that the movement
of mass,e.g, uid velocity, differentiates between uidic devices, then we recognize that the
behavior must be related to the uid velocity. As such, our method of representing the behavior
must take into account the uid velocity. Onema way to represent the behavior of a device is to

sample the velocity throughout the domaine-g, along a grid — and append the velocities into
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Figure 2.12: Example 4-port uidic device.

avector. This provides a large, high-dimensional vector that corddlin§the information about

the behavior. However, this method includes information that may be unnecessary in representing
the device's behavior, such as the inside of the domain, which may not be relevant if we only care
about the behavior at the ports.

Second, we want to avoid non-discriminatory values in our representation. To understand
why the aforementioned representation would be inef cient, consider what a device's behavior
means in terms of its function within a larger system. We, as engineers, usually care about how
a device affects physical elds on the system boundary. In other words, does it matter if a motor
spins because of changing magnetic elds inside the motor or because an elf inside is riding
a small bike? Provided that the inputs and outputs of the motor viewed from the outside are
identical €.g, same heat signature, electromagnetic elds, identical impedance matching on the
voltage/current inputtc), then not really. Do we need to know what is happereagrywhere
or can we more compactly — yet comprehensively — represent a device's relationship to its

environment by looking only at its interfaces with its environment? Following this line of thought,

49



we sampled points only along th®undariesof a device —i.e., the ports where the uidic
device interfaces with the rest of the system. This approach seems promising as it generates a
signi cantly smaller BVec. However, we also need to generate these BVecs in a consistent and
well-de ned manner.

To answer the third question, we want to minimize redundancy in our representation. To
begin, we look at the sampling resolution along the border. Sampling more poinis.,—&
higher resolution — would give more detailed information about the device, but at the cost of a
larger BVec. However, it is much easier to prune down a redundant BVec than it is to expand
an uninformative BVec. If a device's BVec has slowly changing values, then spatially proximate
points would not provide signi cant additional information about a device, so we can effectively
reduce the sampling resolution by removing points from the BVec.

This discussion gives us an approach by which we can convert the continuous results of
a simulation into a vector of discrete values on which we can apply ML methods. The sections

below go into detail about the implementation of these steps.

2.3.3.1 Initial Boundary Resolution

To choose boundary points to include in the BVec, we consider the edges of the spatial
domain. In theory, we can sample any number of points from the simulation data. However,
including too many points increases the dimensionality of the clustering problem without in-
creasing our ability to differentiate between clusters. The goal, then, is to include the fewest
number of points that still contain enough information to differentiate between different devices.

Choosing the initial sampling resolution is not trivial, though it does correlate strongly
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with the length scale of phenomena in the device. If the length scale is unknown, then the initial
sampling resolution is little more than an arbitrary guess. As a simple heuristic, we suggest a
visual inspection of some data points and choosing a resolution twenty times the frequency of the

shortest “important” phenomenon, as in the pedagogical phenomena in Fig. 2.13. Drawing from

Figure 2.13: A) Pedagogical phenomena with longer length scales and B) shorter length scales
use different sampling resolutions. C) Initial sampling resolution scales with the length scale of
“important” phenomena, unlike D) where short-length noise is present. E) Using the shortest of
varying length phenomenon to determine sampling resolution.

the eld of signal processing, such a resolution would be above the analogue of the Nyquist rate
and minimize potential aliasing effects. If the length scale is known, we suggest twenty times
its minimum frequency as the initial sampling resolution. The speci ¢ choice of initial sampling
frequency is not critical, so long as it is suf ciently high, since we propose methods to remove

redundant dimensions in 82.3.3.2. In this dissertation, we asseN;thBCs will be parabolic,

SO we use an initial resolution of 20 points per port.

2.3.3.2 Resolution Selection Preprocessing

We want to capture phenomena without knowing ahead of time the length scale of the
phenomena. In brief, we estimate the length scale using differences between adjacent points and
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use this estimation to determine the sampling resolution. This Resolution Selection preprocessing
step shortens a current BVec by taking everyth point, as de ned below.

First, we linearly scale our BVecs so each value is betv@emrd1, strati ed by dimension.

For example, in our uidic device, all of the values related to pressure are scaled together, all of
the values related to x-velocity are scaled together, and all of the values related to y-velocity are
scaled together. If we directly scale the entire BVec, then the pressure eld, which may have a
signi cantly higher magnitude than the velocity eld, could dominate the scaling and essentially
negate the discriminatory power of the velocity eld.

Next, for every pair of adjacent points, we calculate the absolute value of their difference,
which is guaranteed to be less thhnWe take the largest difference — which approximates the
most rapidly changing region — and reciprocate this value, giving a number greatel. thémn
call the oor of this valuem, indicating the possible reduction for this single BVec.

We nd the minimumm across our dataset, signifying the fastest-changing phenomena,
and call thism . We take everyn -th point from the original BVecs and append these values to
form our new BVec. A sample implementation of this process is given in 8A.3.

We include two example calculations of this process for a case where BVecs are not and

are shortened.

Example 1: m =1 Consider the followin@ BVecs.

» £0.0,0.1,0.2,0.3,0.4,0.5,0.6,0.7,0.8,0.991.0

» f0.6,0.4,0.2,0.0,0.1,0.3,0.5,0.7,0.9,1.090.8

- f0.9,0.8,0.7,0.7,0.6,0.7,0.0, 0.0, 0.3, 0.490.3
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By taking differences between adjacent points, we get:

- f0.1,0.1,0.1,0.1,0.1,0.1,0.1,0.1,0.1,.1

« 0.2,0.2,0.2,0.1,0.2,0.2,0.2,0.2,0.1,®.2

- f0.1,0.1,0.0,0.1,0.1,0.7,0.0,0.3,0.1,.1

Taking the maximum of each difference vector, we get: [0.1, 0.2, 0.7].

Reciprocating these values, we get: [10, 5, 1.43].

Taking the oor of these values, we get: [10, 5, 1]

These values correspond to timevalues for our three example BVecs. The minimum of
these ism . For this example, we would then take evelytl) point to form the “shortened”
Bvecs.

Thus, the BVecs after this preprocessing are:

- f0.0,0.1,0.2,0.3,0.4,0.5,0.6,0.7,0.8,0.991.0

« f0.6,0.4,0.2,0.0,0.1,0.3,0.5,0.7,0.9,1.090.8

« f0.9,0.8,0.7,0.7,0.6,0.7,0.0, 0.0, 0.3, 0.490.3

Example 2: m =2 Consider this second example with the followidd@Vecs of lengthll

They are similar to the previous example with a minor change in the third vector.

- f0.0,0.1,0.2,0.3,0.4,0.5,0.6,0.7,0.8,0.991.0

- f0.6,0.4,0.2,0.0,0.1,0.3,0.5,0.7,0.9,1.000.8

« £0.9,0.8,0.7,0.7,0.6,0.7,0.2.0,0.3,0.4,08
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By taking differences between adjacent points, we get:

- f0.1,0.1,0.1,0.1,0.1,0.1,0.1,0.1,0.1,.1
« f0.2,0.2,0.2,0.1,0.2,0.2,0.2,0.2,0.1,.2

- f0.1,0.1,0.0,0.1,0.1,0.5,0.2,0.3,0.1,@.1

Taking the maximum of each difference vector, reciprocating these values, and taking the
oor, we get: [10, 5, 2].

The minimum of these values is 2, so for this exampie,= 2. We then take every 2nd
point to form the shortened BVecs.

Thus, the BVecs after this preprocessing are:

» £0.0,0.2,0.4,0.6, 0.8, 190
« 10.6,0.2,0.1,0.5, 0.9, 08

« f0.9,0.7, 0.6, 0.0, 0.3, 083

2.3.4 Boundary Condition Representation

BCs de ne the physics applied to a given simulation; however, to the author's knowledge,
the treatment of these BCs is still an open question [35], though Alguacil also notes the parallels
between BCs and padding in Convolutional NNs. For physics-informed networks, some authors
encode the BC information in the model [45], while others forgo representing the BCs and instead
penalize deviation from them in the loss function [46]. However, our work differs by being

agnostic to the type of information. Instead, we can treat BCs similarly to the BVecs described
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in 82.3.3 and directly represent BC values in a BVec. The main difference is that we know BC
values before the simulation is run, whereas BVec values are only known afterwards. In other
words, BCs are a subset of BVecs because both concern values on the boundary of the simulation,

but BVecs also include eld values that are not predetermined before the simulation is run.

2.3.5 Dimensionality Reduction

In addition to appropriate simulation data representation, wedirsensionality reduc-
tion methods on our representations in the hopes of counteringutise of dimensionaliti47].
This so called “curse” is the exponentially growing dif culty as ML problems become higher
dimensional. For example, consider data collection in a new ML application. If we say assume
that sampling two end points and a mid point of a given dimension is suf cient, then for a 1-
D problem, we would need to collect data three times. For a 2-D problem, this becomes nine
data collection steps; for 3-D, 27 steps; and as the dimensionality increases, the number of data
points needed to “ II” the space increases exponentially. This “curse” is why many ML pipelines
include some dimensionality reduction steps before the data is fed into the ML model.
Dimensionality reduction is an unsupervised class of algorithms and generally can be split
into two approaches: featuselectionand featureextraction Feature selection algorithms, as
the name implies, select important features from the original data set; our resolution selection
heuristic from 82.3.3.2 is a feature selection algorithm. We do not discuss or use any other
feature selection algorithms in this dissertation. Feature extraction, on the other hand, projects
high-dimensional data into lower-dimensional manifolds while maintaining as much information

as possible. Many dimensionality reduction methods exist; here, we discuss three that are used
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in this dissertation.

2.3.5.1 Principal Component Analysis

Principal Component Analysis (PCA) [48] is a widely used linear dimensionality reduction
method that projects data into a new coordinate system (“principal components”) that maximally
explains variance in the data in fewer dimensions than the original dataset. To use PCA to reduce
dimensionality, we need to calculate the linear transformation matrix; this matrix can multiply
later data to project the data into the new coordinate system. Visually, Fig. 2.14 shows the two
principal components of a pedagogical data set in red. The majority of the variance is clearly

explained in the direction of the longer axis.

Figure 2.14: Pedagogical example of PCA in 2-D data.

To calculate the transformation matrix, the covariance matrix of the data is rst calculated.
The covariance matrix is th@ m matrix, withm being the number of dimensionsg(, features)
the data has, that represents how the dimensions vary with each other. For example, 2-D data

would have & 2 covariance matrix, while 10-D data would havé@ 10 covariance matrix.
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To calculate th€i; j ) element in the covariance matrix, we use Eq. 2.43

Kxix; = cov[Xi; X1 = E[(Xi  EDXD(X;  E[Xj])] (2.43)

whereKx,.x, denotes thei;j ) element in the matrixX; is thei-th data point, and is the
expected value function.

We then calculate the eigenvalues and eigenvectors of the covariance matrix, which amounts
to solving Eq. 2.44,

Kv = v (2.44)

whereK is the covariance matrix, is the eigenvectors, andis the eigenvalues. Reordering the
eigenvectors by decreasing eigenvalue gives us the principal components in decreasing order of
variance explained. In other words, the eigenvectors with the largest eigenvalues project the data
into the new coordinate system that maximally explains variance. We can then choose a subset
of these eigenvectors to form the transformation matrix for projecting new data. The number of
eigenvectors to keep is a hyperparameter that can be targgedyy one of the methods in §2.1.4,
or set based on other work in the eld.

In practice, we implement PCA using the Scikit-learn library, as shown in the code snippet
below. In this particular example, we keep enough components to explain 95% of the variance in

the data.

# Assuming an n x m matrix, X, is already defined,

# with n data points and m features.
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from sklearn.decomposition import PCA
model = PCA(n_components = 0.95)

model.fit(X)

As new data comes in, it can be transformed usiaglel.transform(xNew)

2.3.5.2 Discrete Fourier Transform

Discrete Fourier transforms (DFT) [49] are a method of reconstructing a given signal using
a linear combination of basis functions. For 2-D images, as in Ch. 4, these basis functions are
also 2-D images of varying sinusoidal patterns. To calculatdtheN DFT ofaM N image

X, we can use Eq. 2.45.

X 1K 1
DET(Xpw) = P Xmn €Xp 21 mvh + r;\l—w
MN -0 n=0 (2.45)

8h2f0; LM 1g;8w2f0; 1 ;N 19

However, this gives a representation that is $ell N. To reduce this, we base our DFT
dimensionality reduction on [50] and truncate the borders of the representation, as shown in
Fig. 2.15. The degree to which the representation is truncated is a hyperparameter of this method.
In Ch. 4, we set this truncation such that thean percentage errdMPE) of the reconstruction

of the original image, which uses theean absolute errofMAE) between the reconstructed and

original image (Eq. 2.46), is less than 5% (Eq. 2.47).

MAE(X; ®) = mean(jx %j) (2.46)
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Figure 2.15: Truncating a DFT to reduce dimensionality.

MAE(X; ®)

MPE(X; R) = max(x))

(2.47)

The level of truncation is set through the training data, and the same level is used for the testing

data, to avoid data leakage.

2.3.5.3 Autoencoders

Autoencoders (AE) [51] are a class of unsupervised NNs made up of two padgscader
and adecoder The encoder reduces the input dimensionality, encoding its information into a
low-dimensionalatent space This is paired with a decoder, which expands the latent represen-
tation into the original input shape. The encoder and decoder usually have identical but reversed
architectures; in other words, if the encoder has HLs of size (6, 3, 2), then the decoder would
have HLs of size (2, 3, 6).

Generally, AEs use reconstruction lossi-e;, the error incurred by this encoding-decoding
process, often a variant of MSE — as an objective function, which is minimized using backprop-

agation and a gradient descent solver. This method is commonly used for unsupervised dimen-
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sionality reduction€.g, [52, 53, 54]) at the cost of an expensive training process.

We use an AEs with architectures drawn from [53] and [54] in Ch. 4 to encode geometry
information. We give an example implementation in 8A.4. An interesting, if unintuitive, note is
that the inputs and outputs of an AE are identical since the AE is intended to reconstruct the input

data as closely as possible.

2.4 Summary of Common Terms and Abbreviations

Throughout this dissertation, we use a variety of abbreviations and terminology that are
speci ¢ here. Although they have been de ned in their respective sections, we aggregate some
of the common ones here for convenience. We split this section into two parts: quantities known

Before SimulatiomndAfter Simulation

2.4.1 Before Simulation

The following quantities are known before a simulation is run:
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Dirichlet

(DBC, BC)

boundary conditiong

5 Values prescribed on the SF that must be met.
In Fig. 2.16, these are blue arrows and red lines,
along with the walls of the simulation, and are

also denoted as functions of the x-y coordinates.

geometry (geometry representa¥he domain on which the simulation will be run;

tion, Geo.

simulation

Rep.)

parameters

in this dissertation, the region in which there
is uid. This correlates to the gray portions of
Fig. 2.16.

Values related to the simulation setup. In Ch. 4,
these are the mesh cell size and the Lipschitz

number of the BCs.

Table 2.1: Known SF quantities before simulation.

Location Velocity | Pressure
Left Port X

Bottom Port X
Right Port X
Top Port X

Walls X

Everywhere Else

Saving BCs is similar to saving BVecs (see Fig. 2.18) wherein eld values along the bor-

ders are saved. However, only known eld values are saved; unknown values are either ig-

nored — which could potentially cause varying size representations if different BCs are ap-

plied — or zero-padded — at the cost of additional dimensionality.

2.4.2 After Simulation

After a simulation is run, we know the additional following quantities:
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Figure 2.16: Before simulation, we know simulation parameters and functions for BCs.

solution eld (SF) The numerical results of the simulation. Gen-
erally, some function of the coordinates. Multi-
ple can exist, and can be scalar, vector, or ten-
sor, depending on the physics. Additional Qol
(e.g, drag from pressure SFs in a uid simula-

tion) can be calculated from these. This corre-

lates to the color portions of Fig. 2.17.
As we can see in Fig. 2.17, we can save the values in a SF to a matrix for use in ML

pipelines. This method is applied in this dissertation to Stokes and Navier-Stokes simulations but
is applicable to any type of simulation that produces data that can be queried at arbitrary points

within the domain. Of note, we use Navier-Stokes simulations in Ch. 5. The Navier-Stokes

62



simulation results we use have a time component that we ignore in this approach; that is, we look
at only the last time step of our simulation results. Our method below of saving simulation data
to matrices can be extended to higher-dimensional matrigesénsors) if additional time steps

are needed, or if more SF dimensions are to be saved. Here, we have used a 3-D matrix.

Figure 2.17: After simulation, we know all SF values anywhere in the domain. We caresgyve,
velocityas &k k 2 matrix.

From the SFs, we calculate the following quantities in this dissertation:
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behavior vector (BVec)

pressure eld magnitude

Low-dimensional representations of simulation
data. These are made by appending SF values
along edges, speci cally ports in this disserta-
tion, as shown in Fig. 2.18. Thisis used in Ch. 6
as representations of device behavior.
Magnitude of the vector that represents the pres-
sure eld values in a uid simulation. This is
used in Ch. 4 as a surrogate for physical realiz-

ability.

Table 2.2: Known SF quantities after simulation.

Location Velocity | Pressure
Left Port X X
Bottom Port X X
Right Port X X
Top Port X X
Walls X X

X X

Everywhere Else

For a more comprehensive list of terms de ned in this dissertation, we refer readers to the

Glossary on pg. viii.
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Figure 2.18: To make BVecs, we assume each portihasints along it and save the SF values
along each port in a matrix.
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Chapter 3: Type-Based Indexing in Finite Element Simulations

This chapter initially set out to explore the rst half of the question posed in the introduc-
tion: How do we enumerate possible boundary conditions for a given physical lathat can
lead to well-de ned solutions to a given partial differential equation? During the exploration of
this question, we created an automated method of checking that a given set of boundary con-
ditions (BC) and a given physical law are compatible through a type-based indexing scheme.
We also delineate two properties of that scheme that can generate valid Finite Element Method
(FEM) formulations, resulting in a three-fold increase in the number of simulations generated
from a limited set of BCs, providing a stepping stone toward BC enumeration.

This work was published and presented in the American Society of Mechanical Engineers
(ASME) 2019 International Design Engineering Technical Conferences & Computers and Infor-

mation in Engineering (IDETC/CIE) Conference in August 2019.

3.1 Introduction

Modern advances in computation provide pathways for data-intensive processes in mechan-
ical design. For example, current state of the art approaches to engineering analysis, topological
optimization, generative design, and ML can bene t from large amounts of training data or meth-

ods to generate that data. Generating this data manuadlygs-by having an employee manually
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run various test cases — is infeasible due to the large quantity needed, so a method to auto-
mate the generation of such data is crucial to these data-driven methods. To acquire this data,
we wish to automate the simulation of physical phenomena using the FEM to solve the partial
differential equations (PDE) that govern many physical phenomena. From these simulations, we
can calculatee.g, forces acting on objects from uid stress elds or differences in electrostatic
potential. To build these simulations manually is time-consuming and impractical for the large
number of simulations needed in ML model training, so this chapter proposes a method to check
that an automatically generated simulation will run given Dirichlet BCs (DBC) that satisfy certain
properties.

As an illustrative example, consider a uid owing through a pipe in the presence of an
electrostatic eld €.g, as is common in biological micro uidic devices) shown in Fig. 3.1. The
uid in the pipe is governed by the Navier-Stokes equations, whereas the electrostatic eld is
governed by the Poisson equation. If the uid and electric eld are not coupled, then two simula-
tions can be run separately. However, if they are coupled — that is, the electrostatic eld affects
the uid ow while the uid ow affects the electrostatic eld — then both uid and electrostatic
BCs are needed to run this coupled simulation. If not enough BCs are provided, the coupled
simulation cannot run, but some subset of uncoupled simulations may.

From a slightly different direction, the equations that govern our uid in an electrostatic
eld require the interaction of three vectors: uid velocity, uid pressure, and electrostatic po-
tential. Each of these vectors needs a mathematical construct, which we catllubien eld
(SF), that contains the vectors' values. Additionally, each SF needs an “anchor” value against
which quantities (especially relative quantitiesy, pressure, electrostatic potentiel¢) can be

measured; thus, each SF requires a BC that sets some part of the SF to a prescribed value.
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Figure 3.1: Example problem of uid in a pipe in an electrostatic eld.

If an algorithm wanted to automatically construct each of the possible subsets of simula-

tions in this example, it would need to overcome several crucial problems:

» Choosing an equation that can be fully de ned from the potential BCs, de ning appropriate
SFs to solve the simulation, and applying the correct BCs to ensure convergence of the

solution.

» Guaranteeing the viability of a simulation given the BCs, SFs, and variational form (VF).

» Ensuring robustness of simulations to permutations in VF and BG@&;so long as there
is suf cient information to construct the simulation, the order of that information should

not matter.

A human engineer or scientist implicitly overcomes many of these probdegn (e choose to
put 2-D uid velocity into 2-D matrices, not 1-D vectors); we are not currently aware of any work
that formalizes this intuition.

Speci cally, the key contributions of this chapter are:

» We propose the use of type-based indexing to generate appropriate SFs from BCs without
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knowing ahead of time the types (scalar, vector, or tensor) or dimensions of the BCs. This
contrasts previous implementations where we have prior knowledge of the BC types and

manually build SFs based on that knowledge.

We discuss properties sfmulation setsiecessary to run FEM simulations, labeling them
as what we caltomplete partially complete andincompletesimulations, and show that
these labels can be generated automatically. Under certain conditions, these labels guaran-

tee simulation viability.

We apply type-based indexing in VFs to improve robustness of simulations to ordering
permutations of SFs, BCs, and VF terms. This gives us the ability to construct simulations
more robustly than previous implementations in whily, the order of BCs can determine

whether a simulation runs or not.

To demonstrate our above contributions, we use the FEnICS library [1] to implement the

FEM; however, these contributions are applicable to other implementations of the FEM as well.

We test our contributions on three types of equations, as discussed in detail in §2.2.3. These are

the Navier-Stokes equations, Poisson equation, and a synthetic equation we formulate speci cally

to stress-test our contributions. Notably, the synthetic equation uses uid velocity, uid pressure,

and Poisson terms; however, it has no physical interpretation.

3.2 Related Work

Past approaches to automating the construction of FEM simulations falls roughly into two

camps: automating mesh generation and languages for general purpose, multi-physics solvers.
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Much of the previous work in automating FEM focuses on the mesh generation process.
For example, [55] and [56] describe basic methods of automating the meshing process, leading
to a variety of applicationg.g, from bio-medical [57] to environmental [58]. Such approaches
have led to major advances in how to discretize FEM problems, assuming that the VF of the
governing equation and BCs are known. This work is important to the eld but orthogonal to the
contributions of this chapter, which focuses on assembling appropriate BCs, SFs, and a VF. As
such, we assume an appropriate quality mesh is provided or can be computed using past methods
because our concerns lie with guaranteeing simulation viability and setting up the FEM problem
de nition.

More interesting to this chapter are programmatic languages for writing and simulating
PDEs using FEM. Speci cally, our work extends the work of [59] and [60], which laid the
framework for the FENICS library [1] — a programmatic language for writing and simulating
FEM solutions to PDES, such as the Uni ed Form Language [61]. Some similar packages, such
as SfePy [62], also provide an application programming interface (API) for implementing com-
plex FEM simulations, acting either as a black-box solver or a framework for custom implemen-
tations. While such approaches have helped standardize how one can describe and implement
various types of single and multi-physics analysgy( [63]), they still require researchers to
write customized code for implementing speci ¢ physics, particularly in coupled models. The
closest work to this chapter is the work of Xia [64], who implements a multi-physics solver that
can generate FEnICS code automatically by assuming that BCs exist for every portion of the
domain. Our approach differs from [64] in that we make no assumptions regarding the types or
number of BCs given, and can automatically generate and check for multiple subsets of physics

models that are consistent with the BCs.
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3.3 Proposed Implementation of Type-based Indexing

In most FEM implementations, one knows the type of physics or equation being solved
ahead of time and, consequently, can build SFs that match the VF exactly. However, this approach
is limited in that each code is speci c to a single type of physics; to simulate a different type of
physics, an entirely new simulation must be coded from scratch. The goal of this chapter is
to develop a generalizable system that can check that multiple single- and multi-physics FEM
simulations can run without the need of checking each simulation manually, with the eventual
goal of generating large datasets of simulations completely automatically.

To this end, we propose the use of type-based indexing to derive the corresponding SFs
from a list of BCs and to map SFs to the corresponding variables in VFs. This also facilitates

robustness to the order of terms in WE.

3.3.1 Type-Based Indexing for Boundary Conditions

As we discussed in §82.2.2, a valid BC requires a value and a location. In addition, we
add atypeto each BC object that we manually de ne. For this chapter, these types include uid

velocity, uid pressure, and Poisson. We present one simple possible implementation in 8A.5.

3.3.2 Type-Based Indexing for Solution Fields

We propose type-based indexing to mitigate the disadvantages of name-based or number-
based indexing. While this approach has some overhead in encoding more information into
the VF, it provides an unambiguous label for each unique type of BC and removes the issue of
ordering the SFs as they are referred to only by their type, rather than a name or index.
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To build the SFs, we can use an implementation like in Algorithm 3. This algorithm takes a

Algorithm 3 Builder

. Initialize dictionary of SFs
for each BCdo
Add BC to SF Dictionary with the key of type(BC)
end for
Initialize empty mixed nite element
for each key in the SF dictionado
Add the dimensioned element to the mixed nite element
end for
Build the function space from the mixed nite element
for each key in the SF dictionago
for for each BC with a type that matches the kiy
Create library's BC object on the corresponding SF and append to list of BCs
end for
: end for
. Return function space and BC objects

=
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list of BCs as input. It stores each unique type of BC in a dictionary since it only matters that each
typehas a SF. Once we have extracted the types, we add appropriate elements to a mixed element
placeholder. Each of the added elements has dimensions according to the type it repeagents (
uid pressure elds are scalars and use scalar elements, whereas uid velocity elds in 2-D have
2-D vector elements). These dimensions can be derived from the value of each BC. With this
mixed element, the FENICS library can build a function space that contains SFs corresponding
to the different elements in the mixed element placeholder. Finally, the algorithm creates BC
objects, which require information about the SF to be used, value, and location of each BC. The
mixed function space and list of BCs are returned. The FEnICS library has speci ¢ objects that
represent BCs, but any implementation-speci ¢ object or function to apply BCs on the stiffness
matrix can be used.

We would like to draw special attention to lines 3 and 11. In line 3, we use a key that, rather
than a number or a name, is ttypeof BC being applied. This ensures that the function mapping
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from the BCs to the SFs is surjective, thus meeting one of the criteria for a complete simulation
set from 8§3.3.4.

In line 11, we again refer to a dictionary key that is tigpeof a BC. Applying each BC to
the corresponding SF is fairly straightforward: we nd the SF whose key matches the BC's type
and apply the BC onto that SF.

Also of note are lines 6 and 10, where we iterate over the keys matching each type of BC,
thus ensuring BCs of the same types are kept on the same SF and those of different types are

separated.

3.3.3 Type-Based Indexing for Variational Forms

Similar to the SFs, we add some additional information to the VFs to encodestdded
typesinto the abstraction. Although setting the VF abstractions does have some overhead cost,
this process is only needed once for each type of simulation. Including the needed types addi-
tionally provides the information needed for completeness labeling in 83.3.4. We show a sample

implementation for the Navier-Stokes equation in 8A.6.

3.3.4 Completeness of Simulation Sets

Each simulation requires what we calsanulation sef BCs, SFs, and a VF. To solve
a PDE, BCs are applied on SFs, whose values are manipulated to satisfy the VF. Because of
these interwoven relations, a viable simulation has a simulation set with two important properties
between its different members.

First, we de ne aviable simulation set as a simulation set whose members fully de ne a
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simulation that: (1) runs to completioe.@, no shape mismatches or unde ned terms) and (2)
converges to a solutiore (g, not a singular matrix, no in nite or NAN values).

In this section, we assume that, for a given VF, the SFs in the simulation set match the
VF exactly; we discuss generating these SFs in 83.3.2. We de ne a simulation set with at least
one BC for every variable type in the VF without extraasnplete if there are unused/extra
BCs, that simulation set is callguhrtially completeand extra BCs can be trimmed off to make a
complete simulation set (see 83.3.6. In both of these cases, the simulation set can de ne a viable
simulation. If the VF contains variables whose types do not have corresponding BCs, then that
VF is consideredncomplete leading to a simulation set that cannot run. With this de nition,
we can decide whether a simulation set is viable or not by making several observations about its

members and their relationships to each other.

3.3.4.1 Solution Fields and Variational Forms

For a viable simulation set, the rst condition is that SFs and VFs must have a one-to-one
correlation. That is, every unique term in the VF must have exactly one SF that relates to it, and
every SF must be used in the VF.

To see why a VF must use all SFs, consider an unused SF. Because the SF is unused, then
the coef cients of the corresponding rows in the stiffness matrix are 0. Because at least one row
of the stiffness matrix is all Os, the stiffness matrix is singular and cannot be inverted, thus leading
to an unsolvable problem (see 82.2 for FEM and solving linear systems).

To see that every unique term in the VF must have an SF associated to it, consider a term

in the VF that does not have a SF. Since there is a variable/mathematical construct missing from
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the equation, the equation cannot be solved numerically.

In a third case, multiple SFs could be associated to a single VF term; for example, we will
consider two Poisson SFs for a single Poisson VF. Since both SFs are effectively identical, then
the same BCs must be applied to both, and the same governing PDE must hold true across both
SFs. To ensure this is the case, the coef cients of the corresponding rows of both SFs must be
identical, which in turn makes the stiffness matrix singular and non-invertible.

The only way for the stiffness matrix not to be singular is for each SF to correspond to a
unique term in the VF, and for every unique term in the VF to have a corresponding SF.

Intuitively, this is analogous to solving multiple equations with multiple unknowns quanti-
ties. Each quantity must have its own variable.(SF), and having more variables than equations

renders the probleum unsolvable.

3.3.4.2 Boundary Conditions and Solution Fields

The second condition of a viable simulation set is that the each SF must have at least one
BC applied, and every BC is applied once. It is fairly straightforward that any unused BC can
be removed with no impact on the simulation results. By [65], having a SF with no applied BCs
results in a singular stiff matrix, rendering the simulation unsolvable. Since we only are looking
at simulations that are solvable, then each SF must have at least one BC applied. Although
other types of BCs (Neumann, Robin, etc) may not match this criterion exactly, for DBCs, this

condition must hold.
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3.3.5 Labeling Simulation Sets for Completeness

After applying type-based indexing for the BCs, SFs, and VFs, we now have a more robust
method of connecting various parts of a simulation set together. Labeling for completeness is
simpli ed with our type-based indexing and consists effectively of checking whether the list of
required types is a subset of the given BC types and vice versa. The code snippet below shows
one sample implementation of completeness labeling. Note that checking if two sets are subsets

of each other is equivalent to checking that two sets are equivalent.

# Assuming that the types of BCs are in a list BCTypes,

# and that the types in the VF are in a list VFTypes

# Testing for completeness
completeTest = set(VFTypes).issubset(BCTypes) and

set(BCTypes).issubset(VFTypes)

# Testing for partial completeness
partCompTest = set(VFTypes).issubset(BCTypes) and

not set(BCTypes).issubset(VFTypes)

# Testing for incompleteness

incompTest = not (completeTest or partCompTest)

completeTest is True when the simulation set is complete, gratftCompTest is True
when the simulation set is partially complete. If neither is true, then the simulation set must be
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incomplete.

3.3.6 Selection of Applicable Boundary Conditions for Viable Simulation Set
Generation

By using the method in §3.3.5, we can label a simulation set with its completeness. How-
ever, partially complete simulation sets still include BCs that are irrelevant to a given VF; these
extra BCs should be removed before the simulation is run. We implement this in Algorithm 4,

which returns the set of BCs that are applicable to the simulation set. This algorithm takes in a

Algorithm 4 Selector

if The given simulation set is incompleteen
The simulation set in not viable. Do not run a simulation.
end if
if The given simulation set is completaen
Nothing to prune. Return the BCs as-is.
end if
if The given simulation set is partially completken
for each BCdo
if The VF does not use the Biien
Remove the BC
end if
end for
Return the remaining BCs
 end if

Lo
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set of BCs and a given VF and returns the pruned set of BCs. The resulting simulation set with

the pruned BCs is thus either complete or known to be incomplete.

3.4 Experimental Setup

In this chapter, we assume that only physically realizable BCs are given as inputs. For ex-
ample, uid owing through a pipe can have ong, BC and oné?y BC. In contrast, if both ends
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mandate velocities leaving the domain with no inputs, then uid must be generated somewhere
within the pipe to conserve mass(, maintain a divergence of 0). If there is no source of uid,
then the simulation will break due to non-physicality, not necessarily because the FEM cannot
“solve” the PDE. In other words, solutions might be mathematically possible but not physically
realizable. Physical realizability of BCs is explored more in Ch. 4.

Throughout the rest of this chapter, we use our example of a uid owing through a pipe
in an electrostatic potential eld to demonstrate the core contributions, as seen in Fig. 3.1. This
example provides us with two different types of physics — governed individually by the Navier-
Stokes and Poisson equations — and with a potential coupled example, governed by a coupled
form in [66]. For the purposes of this chapter, we do not consider the fully coupled form of the
equations; instead, we choose a “synthetic” VF that requires the same types of BCs and SFs as
the fully coupled form to make computation simpler and faster to replicate.

Speci cally, we use the following three VFs:

» Quasi-static Incompressible Navier-Stokes (Pressure, Velocity)

F=hu;vi+ hru;rvi+hrp;vi+hr uq (3.1)

* Poisson

F=hrurvi f v gv (3.2)

» “Synthetic” (Pressure, Velocity, Poisson)

F=huvi+hpg+hsti+f t+gt (3.3)
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In the Navier-Stokes equationsandp are the velocity and pressure, respectively, with
andq the respective test functions. In the Poisson equatias,the variable of interest witk
as the test function. In the Synthetic MF, p, ands are velocity, pressure, and Poisson terms,
respectively, withv, g, andt the respective test functions. In both the Poisson and Synthetic VFs,
f andg are internal and boundary source terms, respectively.

While the Navier-Stokes and Poisson VF are fairly standard, the “Synthetic” VF we use
is constructed for the purposes of this chapter. This form has no physical meaning; rather, it is
used merely as a test equation that requires multiple and different BCs and combines a pressure
eld, avelocity eld, and a Poisson eld. The only criteria of the Synthetic VF are that it requires
different BCs (and subsequently SFs) and that it converges to a solution, regardless of the physical
interpretation of that solution.

We also use three types of BCs: uid pressure, uid velocity, and Poisson. We separate

them into the following sets for our experiments:

0. fg

1. fVelocity Lg

2. fPressure B

3. fPoisson §

4. f Poisson T, Poissond

5. f Poisson T, PressuregR

6. f Velocity L, Pressure R, PoissorgT
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7. fVelocity T, Velocity L, Poisson B

8. fVelocity B, Velocity T, Velocity L, Pressure R

9. fVelocity L, Pressure R, Poisson T, Poissayn B
10. f Velocity B, Velocity T, Velocity L, Pressure R, Poissog T
11. fVelocity B, Velocity T, Velocity L, Poisson T, PoissorgB

12. f Velocity B, Velocity T, Velocity L, Pressure R, Poisson T, Poissan B

Here, “B”, “T”, “L”, and “R” refer to the bottom, top, left, and right edges of the domain, respec-

tively, and as seen in Fig. 3.1. Velocity L is a small, positive, uniform, horizontal ow, similar to

Vin, while Velocity B and Velocity T are both,, the “no-slip” condition from §2.2.2. Pressure

R is aPy BC. Poisson T and Poisson B are uniform positive and zero values, respectively.
These sets of BCs are heuristically chosen by the authors to maximize diversity in the

following traits in the aforementioned sample problem:

* Number of BCs — how many BCs are applied
» Types of BCs — uid velocity, uid pressure, and Poisson
» Combinations of types —e.g, uid velocity with Poisson, uid pressure by itselg&tc.

Although many other possible test problems are possible, we combinatorically choose among
these sets to simplify testing in our experiments. While a more exhaustive test set would include
all 2° = 64 possible combinations of 6 BCs, many of these tests would be redundant for testing

our approachd.g, two sets of BCs where the only difference between them is removinygne

and adding in the other).
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This chapter refers only to simulations with DBCs. While Neumann, Robin, and other
types of BCs are important, they are not considered in this work due to the differences in their
implementation in FEM, speci cally because they are added as terms in the VF. In this work, we
assume the VF is already given. It is expected that this chapter is compatible with Neumann and
Robin BCs with minimal conceptual changes, though the speci c implementation may differ if
there are no DBCs acting on the same elds.

Our experiment in 83.5 tests different methods of generating SFs. We use the same sets of
BCs in 83.6 to explore the accuracy with which we can automatically label a simulation set given
the VF of the governing equation and set of BCs while assuming the associated SFs are correct.
With the now fully de ned and complete simulation sets, we use the VFs from above and the
same sets of BCs to build and run viable simulations to test the implementation of our approach

compared to standard methods in 83.7.

3.5 Experiment 1: Generating Solution Fields from Boundary Conditions

In this section, we test if we can generate SFs from BCs without intervention. We compare

various baseline methods of automated SF generation against our type-based method from §83.3.2.

3.5.1 Baseline Methods for Solution Field Generation

Arbitrary  The most nae approach to generate SFs is to initialize some arbitrarily large num-
ber of SFs of multiple dimensions and types (scalar, vector, and tensor). This approach assumes
the BCs provide no information about the required SFs. However, this is computationally expen-

sive and makes no guarantees on the viability of the simulation. In essence, this can produce too
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few or too many SFs, and we cannot know which without more information.

Minimal-Maximum  As a small improvement on this v approach, we can use the number
of BCs as an upper bound to the number of SFs. In other words, if thei¢ &Es, we would
initialize N scalar elds,N vector elds, andN tensor elds. This would, of course, be many

more SFs than are needed.

Unique BC Rather than gathering no information from the BCs, we can assign each BC to its
own appropriately dimensioned S€.¢, a 1-D BC to a scalar SF). This imposes an upper limit

on the number of SFs that can possibly be required in a speci ed VF because each SF requires
at least one BC for convergence. However, this approach does not link BCs of the same type
together;e.g, if two uid velocity BCs are given for a two-inlet pipe system, then two distinct

uid velocity SFs would be generated, leading to ambiguity as to which uid velocity SF the VF

“should” use.

Unique Dimension A third approach is to build a SF for each BC of a different dimension. For
example, a uid simulation would have pressure BCs and velocity BCs. Because pressure BCs
affect scalar SFs and velocity BCs affect 2-D vector SFs, then one scalar SF and one 2-D vector
SF would be created. Unfortunately, this approach breaks down when different BCs require SFs
of the same dimensiom,g, an electrostatics-coupled Navier-Stokes simulation [66]. In this case,
electrostatic potential is a scalar quantity and requires a scalar SF, and while pressure is also a
scalar quantity and requires a scalar SF, electrostatic potential and pressure should not be treated
as the same variable. This approach gives a lower bound on the number of SFs required because

BCs of different dimensions must have distinct SFs.
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Unique Names Instead of extracting information from the BCs, we can try to derive necessary
SFs from the unique variable names in the VF. However, each variable's name in a given VF is
somewhat arbitrary, and a simple difference in convent®g,( , electrostatic potential, v,
temperature in the heat equation, though both are applications of the Poisson equation) should
not necessarily imply a different simulation type entiredyty, a general Poisson simulation vs.
electrostatic potential or heat simulations), only a different physical interpretation of the solution.
Additionally, while there is some sort of convention for naming variables, ordering the SFs that
correspond to those variables is loosely alphabetical at best and entirely random at worst. This
ambiguity with both naming and ordering can lead to uncertainties in applying BCs to the correct

SFs.

Indexed Names A slight modi cation to the name-based indexing stated above replaces names
with numerical indices. For example, a Navier-Stokes simulation, which requires two SFs, could
assign.e.g, velocity toSFy and pressure t8F;. The VF then would also useF, for velocity

terms andSF, for pressure terms. Numerical indices are easily extensible to an (almost) arbitrar-
ily large number of SFs, but the same issue arises with ordering the SFs in some unambiguous
manner.e.g, the indices of the velocity and pressure SFs should not change the viability of the
simulation set. Table 3.1 shows a potential case where the ordering of the BCs affects the SF

references.

3.5.2 Results

Table 3.2 compares our type-based approach with the baseline methods using the sets of

BCs discussed in 83.4. For every ordering permutation of the BCs in each given set of BCs, we
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Table 3.1: Different orderings of BCs can result in inconsistently referenced SFs, even if the same
type of simulation is run.

BCs Applied | SFy Expected| SFy Actual | SF; Expected| SF; Actual
f Vo, Pog 2-D Vector 2-D Vector | Scalar Scalar
f Vo, Vin, Pog | 2-D Vector 2-D Vector | Scalar Scalar
f Vo, Po, Ving | 2-D Vector 2-D Vector | Scalar Scalar
f Po, Vog 2-D Vector Scalar Scalar 2-D Vector

Table 3.2: Ratios of correctly generated SFs. Dashes indicate no successes.

BC Set Arbitrary | Min-Max | Unique BC | Unique Dimension| Unique Names| Indexed Names| Types
0 - 1.0 1.0 1.0 1.0 1.0 1.0
1 - - 1.0 1.0 1.0 1.0 1.0
2 - 1.0 1.0 1.0 1.0 1.0
3 - 1.0 1.0 1.0 1.0 1.0
4 - - 1.0 1.0 1.0 1.0
5 - 1.0 - 0.5 0.5 1.0
6 - 1.0 - 0.167 0.167 1.0
7 - - 1.0 0.333 0.333 1.0
8 - 1.0 0.75 0.75 1.0
9 - - 0.083 0.083 1.0
10 - - 0.3 0.3 1.0
11 - 1.0 0.3 0.3 1.0
12 - - - - 0.0083 0.0083 1.0

Average 0.0 0.077 0.462 0.615 0.572 0.572 1.0

Generalizable X X X X - X X

use each baseline and the proposed approach to generate SFs and compare the generated SFs to
those we generate manually. A correctly generated set of SFs would be ones where the algorithm
builds the correct number of SFs of the correct size (scalar, vector, or tensor) and dimensionality.
We report the ratio of correctly generated SFs in Table 3.2. Additionally, we note whether each
method is generalizable, or extendable to different VFs without additional adjustments.

We see that as we move to more sophisticated methods, we see an increase in the number
of BCs that may have correctly generated SFs. We also note that every method is generaliz-
able except method “Unique Names,” which uses names of variables to differentiate elds. Even
so, methods “Unique Names,” “Indexed Names,” and “Types” all generate at least some correct
SFs. With the switch to indexed names, method “Indexed Names” seems to generalize method

“Unigue Names.” However, these two methods perform poorly as the possible number of order-
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Table 3.3: Number of labels based on VF and ground truth labels.

Poisson| Navier-Stokes Synthetic
Incomplete 4 8 9
Part. Complete 7 4 0
Complete 2 1 4
# Correct 13 13 13
Total 13 13 13

ings increases.

The “Unique BC” and “Unique Dimension” approaches correctly generate SFs regardless
of BC ordering, but in general, these approaches are not robust to the combinations of BCs that
may be encountered. While the “Unique Names” and “Indexed Names” approaches generated
the correct SFs at least sometimes in all of our test cases, Table 3.2 shows they lack of robust-
ness when the BCs are ordered differently, especially as the number and types of BCs increase.
Our type-indexed approach “Types” provides the correct references to the corresponding SFs

regardless of the order of the BCs in all of our test cases.

3.6 Experiment 2: Labeling Completeness

To ensure completeness labels can be generated automatically, we compare automatically
generated completeness labels with the ground truth labels manually assigned by the author.
We take each set of BCs from 83.4 and generate its corresponding SFs, as in 83.5. This set of
BCs and SFs is then combined with each of the VFs from 83.4 to form a simulation set, whose
completeness is calculated. As can be seen from Table 3.3, our approach correctly labels the
simulation sets for every test case we attempted, regardless of the type of VF or its completeness.

That there are no partially complete Synthetic tests is due to the Synthetic VF requiring all three
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possible types of BCs. The total number of tests matches the number of unique BC sets.

3.7 Experiment 3: Completeness Labels and Simulation Viability

In this section, we test if our type-based and completeness labels are indicative of sim-
ulation viability. Speci cally, we want to test if applying our completeness labels guarantees
simulation viability. Figure 3.2 shows the overall pipeline of our methods. We begin with the
BCs and a potential VF, forming an initial simulation set. This simulation set is labeled with the
method in 83.3.5; at this point, incomplete simulation sets are stopped from running. Partially
complete simulation sets have extra BCs pruned by Algorithm 4, after which they become com-
plete. The complete simulation sets are passed into Algorithm 3, which builds the appropriate

SFs. Finally, the simulation set and an appropriate mesh are ready to be fed into a FEM simulator.

Figure 3.2: Proposed pipeline in 83.7.

To determine our pipeline's success, we run each combination of BC and VF from §83.4
through our pipeline and through a FEM simulation with manually created SFs and properly
applied BCs. Our pipeline is successful when it says a simulation set is viable and the FEM

simulation runs to completion. Conversely, a failure of our pipeline would be when our pipeline
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Table 3.4: Results of non-shuf ed simulation testing with and without completeness labels.

Attempted| Success % Success
Complete 7 7 100
Viable 18 18 100
All 39 8 20.5

expects a simulation set to be viable but the FEM simulation does not run. The following two
subsections show the results of these tests initially where the BCs are not shuf ed, and then when

the BCs are shuf ed, thus testing robustness to order permutations.

3.7.1 Use of Completeness Labels to Determine Simulation Viability

We rst run three different groups of simulation sets: “Complete,” “Viablieg( both Com-
plete and Partially Complete), and “All” sets. We tabulate the number of attempted simulations
and the number of successful simulations to calculate the percent of successful simulations each
group attempts. With 3 VFs and 13 sets of BCs, we run up tol3 = 39 total simulations for
each group through our FEM simulator. Table 3.4 shows the results of this experiment.

First, we see that the “Complete” and “Viable” groups have fewer attempted simulations
than the “All” group, as expected. There are fewer complete and partially complete simulations
than there are total possible simulations. Not all of the simulations in the “All” group ran suc-
cessfully, but all of the simulations in both the “Complete” and “Viable” groups ran successfully.
Additionally, the “Viable” group had more attempted (and consequently, successful) simulations
because Algorithm 4 was able to prune unnecessary BCs from the simulation set.

In addition, we note there are 10 simulations that “Viable” runs successfully but “All” does

not. This seems odd initially, but this behavior is explained from our conditions in 83.3.4.1. Be-
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cause some of the simulation sets in “All” are partially complete, they include extra BC types
that are not used in the VF. “Viable” simulation sets, on the other hand, contain completeness
labels, which informs whether extraneous BCs should be pruned before constructing the sim-
ulation. Thus, when an “All” simulation set is used to construct a simulation, extrariZ0sIs
cause the construction to fail, whereas “Viable” simulation sets have B&sastripped before
construction.

Even taking out Partially Complete simulation sets, one should expect that “All” runs the
same number of successful simulations as “Complete” does since both should run only Com-
plete sets. However, Table 3.4 shows this is not the case: “All” contains eight successfully run
simulation sets, whereas “Complete” only contains seven simulation sets. This extra viable sim-
ulation set actually comes from BC set 8 (BC8), which contains three uid velocity and one uid
pressure BCs. Speci cally, in the “Complete” pass through the BCs, our approach checks BC8
against the requirements of the Poisson VF. Finding that there is no Poisson BC, this simulation
set (of uid velocity/pressure BCs and Poisson VF) does not make a viable simulation. However,
the “All” pass does not check the BC against the VF; thus, when the “All” algorithm encounters a
set of uid velocity and pressure conditions, a Navier-Stokes simulation is performed, regardless
of the intended Poisson simulation. Because the Navier-Stokes VF is technically viable for BC8,
the simulation completes without any problems, despite the fact that an entirely different set of
equations is solved. A similar reasoning applies to the 897 “Complete” vs. 921 “All” simulations
in the experiment in Table 3.5 of §3.7.1.

In summary, this experiment shows that our pipeline chooses only to attempt fully de ned
simulations, and it can do so without human intervention; we only set the BCs and VFs initially,

and the pipeline decides which combinations of BCs and VFs to run, adjusting them as needed
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Table 3.5: Results of shuf ed simulation testing with and without completeness labels.

# Attempted| # Succeeded % Succeeded
Complete 897 897 100
Viable 2765 2765 100
All 3084 921 29.9

by removing extra BCs. Next, we want to make this problem more challenging by shufing the

order of the BCs.

3.7.2 Robustness of Type-Based Indexing to Boundary Condition Order Per-
mutations

We run a similar setup as 83.7.1, but we combinatorically permute the order of the BCs.
Again, we calculate the number of simulations attempted by each method and compare it to the
number of simulations that were run to completion. These results are shown in Table 3.5.

From Table 3.5, we can see that both “Complete” and “Viable” simulations run with 100%
success in our tested cases. However, fewer simulations (in this case, less than 1/3) are run
when the “Complete” criterion is used as compared to the “Viable” criterion. “All” simulations
encompass 3084 possible cases, of which only 921 (29.9%) are able to run to completion. In
this case, “Viable” covers 89.7% of “All” simulations while running to completion more than
triple the number of simulations. From this, we can see that the “Viable” set attempts fewer
simulations but runs more successful simulations than previous implementations, thus saving in
computational time wasted on failed simulation attempts.

Our type-based indexing allow both a larger number of simulations to be run without addi-
tional manual processing and that more of the attempted simulations run successfully, especially

when combined with completeness labels. While it may seem that many of the simulations being
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run are redundant or repetitions of other simulatiang,(BC3 and BC5 differ in the addition of

a Poisson BC), many of these cases include BCs whose addition does not fully de ne other types
of simulation sets, so running simulations with each of these 8©sldresult in the same exact
simulations. In addition, our type-based indexing allow the simulations to run without regard to
the order of the BCs, providing the framework for automated simulation construction from BCs.
Because our approach allows more successful runs with fewer attempts, we claim that imple-
menting the completeness and type-based indexing allows for more robust automatic simulation
setup.

However, our work is limited in several aspects. We previously mentioned that each set
of BCs is assumed to be physically realizable; providing these BCs is still a manual operation
at this point. We discuss physically realizable BCs in Ch. 4 further. For example, given two
uid velocity inlet and a pressure BC in a pipe, our work in this chapter will consider that set as
viable, even though it is physically impossible for a pipe to have only inlets and no outlets for an
incompressible uid.

Secondly, we assume that VFs are given. The derivation of these equations can be done
manually, but the process is dif cult to automate while keeping the scope of this chapter reason-
ably limited. However, this would be a potential avenue of future work.

Third, we restricted our tests to only three types of VFs and three types of BCs to make
experimentally testing our claims more straight-forward. Implementing more types of physics
and VFs would extend the practical functionality of this approach, though that is separate from
the intellectual contributions of the chapter.

Fourth, our work only discusses DBCs without Neumann or Robin BCs. Neumann and

Robin BCs are implemented differently than DBCs in that they are additional terms in the VF,
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while DBCs are enforced by manipulating values in the stiffness matrix. However, simulation sets
would still need to be de ned appropriately to create viable simulations, even in cases with pure
Neumann BCs or simulations that do not require DB&g, those using inertial relief methods.
Finally, we have used only boundary value problems with no time dependence in this work.
Initial value problems can be solved with similar setups of simulation seds,assuming each
time step in the simulation is quasi-static but depends on the previous state to determine the
next state €.g, the Runge-Kutta method). We expect that extending our contributions to time-
dependent equations is orthogonal to this chapter.
Although our initial goal in this chapter was the autonomous generation of meaningful
FEM simulations, we realized that several critical issues arose. This chapter is in response to one
of those issues, namely that ensuring the viability of a simulation is critical to generating such

simulations autonomously.

3.8 Conclusion

In this chapter, we proposed three improvements to the algorithmic construction of FEM
simulations. First, we proposed a type-based indexing method to generate SFs from BCs without
human intervention. Second, we discussed conditions between different aspects of a simulation to
ensure viability and show that these conditions can be checked automatically. Third, we show that
our implementation of completeness labels guarantees simulation viability and, when combined
with type-based indexing for SFs and VFs, provides the framework needed for constructing FEM
simulations automatically from BCs.

Although we initially set out to enumerate possible BCs for a given physical law to produce
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well-de ned solutions to PDESs, we ran into several critical obstacles that this chapter attempts to
mitigate. With the contributions from this chapter, we are able to generate and check for viable
physics simulations automatically from collections of physically realizable BCs. With exten-
sion to a larger number of PDEs, we lay the foundations of automatically constructing single-
and multi-physics FEM models, allowing future implementations to build and run simulations
autonomously. These automatic simulations can then lead to physics- and data-driven design
optimization, ML, analysis, and topology optimization, allowing us to apply new computational
methods to mechanical design and to provide a path forward for future data-driven design meth-
ods. In this chapter, we assumed that physically realizable BCs were given; the next chapter

explores how physically realizable a given set of BCs is.

92



Chapter 4: Physical Realizability of Dirichlet Boundary Conditions

This chapter explores the second half of the question posed in the introduction: How do we
enumerate possible boundary conditions for a given physicatiatcan lead to well-de ned
solutions to a given partial differential equation? In particular, we attempt to generalize “well-
de ned solutions” by reframing this problem as a regression problem in which we predict a
guantity of interest (Qol) that is a surrogate for well-de ned-ness. We concentrate speci cally on

Stokes ow simulations and discuss generalizing to other physical laws in 84.10.

4.1 Introduction

With the development of more advanced and accurate numerical methods and the seem-
ingly endless increase in computing power, simulations are more viable than ever in the design
process. They can provide a relatively quick, cheap, and accurate method of testing before physi-
cal prototyping. However, the ubiquity of simulation work in design comes at a cost: the expertise
needed to set up appropriate simulations.

As discussed in 82.2, each simulation requires a domain on which the simulation is run,
boundary conditions (BC) that direct simulation behavior, and governing equations that model
physical phenomena. Generally, the domain and governing equations are determined manually

based on the simulation's purpose, and Ch. 3 discusses a proposed method for setting up the

93



mathematical constructs needed for the simulation.

However, as we also mention in Ch. 3, choosing BCs that lead to well-de ned simulations
is not trivial. A simple example of physically unrealizablsituation is a pipe with two inlets and
no outlets. Physically, we would expect the pipe to burst, water to stop owing isorething
to go wrong, even if we do not know exactly what that failure mode is. However, a simulation of
that same pipe does not necessarily fail in the same way; often, a Finite Element Method (FEM)
simulation of a pipe with two inlets will run to completion with no obvious issues. Thus, even if
a simulation runs to completion, if it uses a set of physically unrealizable BCs, we should not be
con dent that such a simulation is trustworthy.

A physically unrealizable set of BCs for such a simulation could be dif cult for a human
expert to detect, even though intuitively, we often know what will or will not work. Manually
checking every set of BCs would not be feasible for a fully automated system that sets up and
runs its own simulations to explore different designs. This is the motivation behind our work: a
fully computer-driven design tool that can choose appropriate simulations as part of an iterative
design process.

In light of these dif culties, we predict a simulation's solution eld (SF) magnitude as a
heuristic to classifying its physical realizability, or whether the applied BCs and resulting simu-
lation match what would happen in reality. Speci cally, this chapter has the following contribu-

tions:

* We compare the preprocessing methods needed for predicting the magnitude of a velocity
SF in Stokes ow. We nd that using the Resolution Selection heuristic on the BCs and

an autoencoder on the geometry gives us the smallest mean squared error (MSE) in our
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regressions, regardless of the type of regression algorithm.

* We compare multiple types of regression algorithms for this type of prediction task. Com-
bined with the previous contribution, we nd that a fully connected Neural Network (NN)

resulted in the lowest MSE when predicting the pressure SF magnitudes.

Although we speci cally test our contributions on Stokes ow simulations — as we discuss in
§2.2.3 — we believe that these contributions can be extended to other types of simulations as a

direction of future work.

4.2 Related Work

We consider two main avenues of thought in applying machine learning (ML) to simulation

viability prediction: well-posedness of problems and error prediction using ML.

4.2.1 Well-posed and Well-conditioned Problems

How well we can set up a problem depends on if the problemvel-posedand well-
conditioned These two ideas, while related, assert slightly different properties on a problem.

A well-posedproblem is one that “has a unique solution which depends continuously on
the initial data” [67], implying the existence of a solution. Our work in this paper uses Stokes
ow simulations, which are known to have solutions; however, these solutions are not always
physically realizabile, even if they are well-posed. For example, a pipe with two inlets and no
outlets can be well-posed and “solveé,g, by FEM simulations. Such a solution would not
mirror reality, though.

For comparison, well-conditionedoroblem is one where small changes to the input lead to
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small changes in the output, @g., has a small condition number [68]. Itis possible for a question

to be well-posed, but ill-conditioned. For example, double pendulum systems have drastically
different behaviors with small perturbations of their initial conditions, making them well-posed
but ill-conditioned. From preliminary work, we have found that slightly adjusting the BCs of a
physically realizable Stokes ow simulation -e-g, by reducing an inlet velocity slightly — does

not drastically change the solution, which suggests the problem is not ill-conditioned. However,

turbulent ows, which are ill-conditioned, are common in design problems involving uids.

4.2.2 Regression

Regression algorithms predict Qols from given inputs, as we discuss in 82.1.1. These Qols
can be the ow elds themselves, as in [69], though many other applications, such as lift and
drag coef cient [70] or stress-strain curves [71], are possible. Previous work generally assumes
that the simulation setups are valid and physically realizable and attempts to predict the ow eld
(for one of many examples, [72]). Others have used ML to predict errors E@mapproximate
solutions to partial differential equations (PDE) [73, 74]; Betkal. [75] review some of the
mathematical results and proofs related to deep learning-based approximation methods for solv-
ing PDEs. Our work is similar in that we try to predict a Qol that can be a surrogate for model
error, though our Qol, as explained in 82.2.4, is not an error in solving the simulation but rather in
the setup. Additionally, we speci cally propose methods to handle a wider variety of geometries

than other work has previously explored.
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4.3 Data Generation

We break down Data Generation into Inputs and Outputs. In total, w&é5u00simula-

tions to ensure that our 75% train-test split has more data points than features.

4.3.1 Inputs

For our Inputs, we have three distinct parts that we calculate before running any simu-
lations: simulation parameters, BCs, and geometry representation (Geo. Rep.). Each of these

components includes raw data generation followed by preprocessing.

4.3.1.1 Simulation Parameters

The rst component is numerical information about the simulation setup. These are a
parameter that guides mesh cell size and the Lipschitz number of the BCs.

The mesh cell size is a value used by the meshing software pygmsh [26]. Previous experi-
ence has shown that overly coarse meshes cause numerical instabilities in simulation. We pass a
mesh resolution of & fork 2 f 2; 1;0;1; 2g. Internally, pygmsh then re nes the mesh using
the given mesh resolution. We stdteas the rst term in our simulation parameters. We refer
readers to Fig. 4.1 for two example geometries with different mesh resolutions.

Second, we calculate the Lipschitz number [76] to approximate how quickly the BCs
change. Intuitively, more rapidly changing BCs have more potential for divergences, though
our work limits the possible BCs that can be applied; the Lipschitz number is a way to quantify
how rapidly a BC changes. In this work, we approximate the Lipschitz number with the max-
imum nite difference derivative of our BCs with respect to position. We scale the Lipschitz
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(a) Mesh resolution of0 2, (b) Mesh resolution 010",

Figure 4.1: Two example meshes of varying resolutions.

numbers across all of our simulations to values between -1 and 1.

4.3.1.2 Boundary Conditions Representation

The second component is a representation of the BCs. The BCs seem to have the greatest
impact on the pressure eld magnitude, so including them in the inputs to our ML model is
critical for this application. We choose from three possible BCs, as discussed in §2.2.2: a no-slip
conditionVy, a velocity BCV,,, or a pressure B@,. Every port has exactly one of these BCs.

We discretize the BCs with 20 points along each of the 4 ports, as we did in [77], and
append the x- and y-velocities to our inputs. We exclude pressure from our inputs because all of
our applied pressure BCs are set to 0. With two velocities at each point, twenty points along each
port, and four ports in a device, this adds a totaRof 20 4 = 160 dimensions to the input
vector. We scale the x- and y-velocities between -1 and 1.

As a comparison, we replace the scaled BC values with three additionally preprocessed
alternatives: a Principal Component Analysis (PCA) representation, set to keep enough compo-
nents to explain 95% of the variance; a Resolution-Selected representation of the BCs as per [77];
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and a combination of both PCA and Resolution Selection.
We refer the reader to 82.3.4, §2.3.5, and 8§2.4.1 for more explanation of BCs, dimension-

ality reduction, and saving behavior vectors, which are treated similarly to the BCs here.

4.3.1.3 Geometry Representation

The third component is our Geo. Rep. From experience, geometries that are overly com-
plex or have very small channels causes FEM simulations to diverge. Including the Geo. Rep.
in our inputs increases the dimensionality signi cantly but also may provide discriminatory in-
formation for our regression models. We rst randomize our uid domain as in 82.2.1. Some

sample geometries are show in Fig. 4.2.

Figure 4.2: Sample geometries with 0/1 encoding.
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We compare our baseline 0-1 encoding with a PCA representation, as discussed in 82.3.5.1.
Others have used between 1 and 20 dimensions [70, 78, 79, 80], a minimum eigenvalue [81], or
98-99% explained variance [82, 83]. However, there did not appear to be consensus on the
method, which may imply that the appropriate level of explained variance is domain-speci c. In
this work, we keep enough components to explain 95% of the variance.

As a second comparison, we apply an autoencoder (AE, [51], see §2.3.5.3) with a structure
similar to [53] to our 0-1 encoding and as shown in Fig. 4.3. Speci cally, the encoding half of
the AE has 5000, 2500, 1000, 500, 100, and nally, 50 nodes in each layer before embedding
the representation in 10 dimensions; the decoding half has the same number of nodes per layer in
reverse. Similar to [53], we use a latent space of 10 dimensions and a ReLU activation function
on every step except for the last layer of the decoding network, where we use a Sigmoid function
to discretize the representation. We also apply an average pooling function (kernel size of 3,
stride and padding of 1) on the nal forward step of the decoder to reduce checkerboarding in
the output. Many different types of AEs exi&.g, convolutional AEs [84]), but we limit our
work to a basic AE and acknowledge that testing additional types of AEs could be an avenue
for future work. We train over 200000 epochs with an early stopping patience of 5000 iterations
and a threshold of 1e-4 on an Adam optimizer [21] using a learning rate of 1e-3 and betas =

(0:9; 0:999).

Figure 4.3: Architecture of the AE used to encode geometries.

100



For our third comparison, we apply a center-shifted discrete Fourier transform (DFT) to
our 0-1 encoding to create a spectral representation based on [50]. Other methods exist, but we
limit our work to this method and acknowledge that testing additional types of image compres-
sion — such as JPEG compression algorithms [85] — could be an avenue for future work. We
refer the reader to 82.3.5.2 for more details on using DFT for dimensionality reduction. In this
particular work, this reduces our Geo. Rep. to a latent space of around 480, or about 47% of the

original Geo. Rep.'s dimensionality.

4.3.2 Outputs

We use the BCs described in §2.2.2 and meshes from 82.2.1 to simulate Stokes ow, as in
§2.2.3.

After running these simulations, we can calculate the magnitude I(?> norm) of the
vector representing the pressure SF; §2.2.4 elaborates the calculation of this magnitude. From
preliminary work, these magnitudes distinguish between physically realizable and unrealizable
simulation. Figure 4.4 shows three distinct groups of magnitudes. The rst group, with norms
equaling 0, contains trivial simulations that have\jp. The stagnant uid “ ow” results in the
pressure being 0 everywhere in the domain.

The second group, with moderaté norms, contains physically realizable simulations that
have converged appropriately. These are simulations with at lea$t,oaed at least onBy. Vi,
ensures that uid will ow into the device, whild®, guarantees an exit for the uid to maintain
conservation of mass. These are simulations that are non-trivial and physically realizable.

The third group, with larg& 2 norms, contains physically unrealizable simulations. These
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Figure 4.4: Physical realizability is distinguishable by the pressure SF magnitudes. Each point is
a simulation. Jitter has been added to x-coordinates for visibility.

are simulations with at least ovg, but noPy, similar to a blocked pipe. Despite being physically

unrealizable, these simulations will run to completion.

4.4 Regression Across Preprocessing Methods

For our three types of inputs, we use corresponding preprocessing methods. Simulation
parameters are scaled, as discussed in 84.3.1.1. BC representations are scaled and have PCA
and Resolution Selection applied, as discussed in 84.3.1.2. Our Geo. Rep. has PCA and an AE
applied, as discussed in 84.3.1.3.

We use Linear Regression, K-Nearest Neighbors Regression (KNNR), and Gaussian Pro-
cess Regression (GPR). Brie y, Linear Regression is a widely used, simple, yet powerful model

that linearly weights and sums its inputs to minimize the sum of the squared errors; KNNR
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weights close neighboring points to predict new outputs; and GPR adapts an internal function
using kernel functions to approximate the underlying physics. We refer the reader to §2.1.1 for
deeper discussion of these models. We report the MSE between the predicted and the simulated

pressure SF magnitude and refer the reader to 82.1.1.6 for more details on the MSE.

4.5 Results Across Preprocessing Methods

We combinatorically run each BC preprocessing, Geo. Rep. preprocessing, and regression
algorithm. The MSE of these experiments is shown in Tables 4.1, 4.2, and 4.3. We split the
results by regression algorithm.

From Table 4.1, we see that applying no preprocessing on the Geo. Rep. results in the high-
est Test MSE. However, applying either AE or DFT increases the Train MSE while decreasing
the Test MSE by many orders of magnitude. However, the MSE variation across BC preprocess-
ing is much smaller than across Geo. Rep. preprocessing. The Train MSE for applying AE is
greater than the Test MSE; it is more common to see a lower Train MSE than Test MSE. Overall,
applying Resolution Selection on the BCs and an AE on the Geo. Rep. gives the lowest Test
MSE for Linear Regression.

Table 4.2 shows some different trends. Most notably, the Train MSE of every algorithm is
0. The Test MSEs are lower than that for Linear Regression, except when AE is applied to Geo.
Rep. We see again that the type of BC preprocessing has a small effect, if any, on the Test MSE.
Overall, applying Resolution Selection or Resolution Selection + PCA on the BCs and an AE on
the Geo. Rep. gives the lowest Test MSE for KNNR.

Table 4.3 shows the Train MSEs being 0, as we saw in KNNR, but with lower Test MSEs.
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Table 4.1: MSE of Linear Regression

Geo. Rep.| Preproc. | Train MSE | Test MSE | Train % Error | Test % Error
None 1.2522e5| 1.308e26 95.8 3.1el2
None PCA 1.2065e5| 330.5e26 94.0 49e12
Res 1.3538e5| 75.1e26 99.6 23el2
ResPCA 1.1803e5| 106.9e26 93.0 28el12
None 7.5357e5| 6.8026e5 234.9 223.4
AE PCA 7.1634e5 6.5261e5 229.1 218.8
Res 7.1634e5 6.5260e5 229.1 218.8
ResPCA 7.1634e5 6.5261e5 229.1 218.8
None 9.2102e5 1147.7e5 259.7 2901.3
DET PCA 5.3608e5 1906.5e5 198.2 3739.4
Res 6.0804e5 1857.9e5 211.1 3691.4
ResPCA 5.3608e5 1909.4e5 198.2 3742.2
Table 4.2: MSE of KNNR
Geo. Rep.| Preproc. | Train MSE | Test MSE | Train % Error | Test % Error
None 0| 10.837e5 0 281.9
None PCA 0| 10.837e5 0 281.9
Res 0| 10.950e5 0 2834
ResPCA 0| 10.950e5 0 2834
None 0| 7.6976e5 0 237.6
AE PCA 0| 7.6976e5 0 237.6
Res 0| 7.1414e5 0 228.9
ResPCA 0| 7.1414e5 0 228.9
None 0| 11.023e5 0 284.3
DET PCA 0| 11.023e5 0 284.3
Res 0| 11.023e5 0 284.3
ResPCA 0| 11.023e5 0 284.3

Either no preprocessing or applying DFT on the Geo. Rep. results in approximately the same
Test MSEs. However, applying AE to the Geo. Rep. gives a lower Test MSE than any of the
other experiments. The best performance is achieved by again either Resolution Selection or

Resolution Selection + PCA on the BCs along with an AE on the Geo. Rep.
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Table 4.3: MSE of GPR

Geo. Rep.| Preproc. | Train MSE | Test MSE | Train % Error | Test % Error
None 0| 9.2004e5 0 259.8
None PCA 0| 9.2004e5 0 259.8
Res 0| 9.2004e5 0 259.8
ResPCA 0| 9.2004e5 0 259.8
None 0| 5.8630e5 0 207.4
AE PCA 0| 5.8630e5 0 207.4
Res 0| 5.6205e5 0 203.0
ResPCA 0| 5.6205e5 0 203.0
None 0| 9.2004e5 0 259.8
DET PCA 0| 9.2004e5 0 259.8
Res 0| 9.2004e5 0 259.8
ResPCA 0| 9.2004e5 0 259.8

4.6 Discussion Across Preprocessing Methods

Most apparently, we see from Tables 4.2 and 4.3 that our Train MSEs for all KNNR and
GPR algorithms ar®, while the Test MSEs remain large. A small Train MSE with a large Test
MSE is often a sign of over tting in the model; that is, the model is learning to reproduce the data
on which we train, but has low generalizability to data it has not seen. We expect that our model
is over tting because the number of inputs is very large relative to the number of data points, and
that the model is overly complex for the amount of training data we use. We also note potential
over tting in Linear Regression with no Geo. Rep. preprocessing, where the Test MSE is much
higher than the Train MSE from Table 4.1.

Unexpectedly, we nd from Table 4.1 that Linear Regression and AE, across all BC pre-
processing methods, has a smaller Test MSE than Train MSE. The Train MSE is usually less than
the Test MSE because the Train MSE is the objective function being minimized. A lower Test
MSE can be a sign of differences in data set dif culties or a uke of the randomization. However,

we usell; 250data points in our training set ai¥l750in our test set, which we expect to make
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differences in data set dif culties and ukes of randomization unlikely; the data distribution is

shown in Fig. 4.5.

Figure 4.5: Training and Testing data have similar distributions of pressure magnitudes.

In general, we nd that applying AE to the Geo. Rep. is the most effective preprocessing,
regardless of regression algorithm and BC preprocessing. Although Train MSE on some combi-
nations of regression and BC preprocessing are comparable, AE on the Geo. Rep. gives a lower
Test MSE across any given regression algorithm. The Geo. Rep. is, dimensionally, the largest
component of our input, and AE reduces it frdifb201dimensions tdl0 latent dimensions, or
about0:1% of its original dimensionality. However, AE is the most computationally expensive

Geo. Rep. preprocessing. We have not compared our AE against other types of REg —
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Variational AEs [86] — or by varying the amount of training we apply on the AE preprocessor,
but we suspect that more effective dimensionality reduction methods exist for this application.
Intuitively, we believe that the Geo. Rep. should be dimensionality reducible by a signi cant
amount; however, we are unsure to what degree or the most effective method for doing so.

From this rstexperiment, we nd that GPR is the most accurate regression method that we
studied. GPR has a lower Test MSE than either KNNR or Linear Regression for any given Geo.
Rep. and BC preprocessing method, though it is computationally more expensive than either
KNNR and Linear Regression. However, this is somewhat surprising because GPR generally
does not scale well to high-dimensional problems; a common rule of thumb is that GPR works
until 15-20 dimensions, but beyond that, the curse of dimensionality impedes its performance.

Based on this experiment, we suspect that some of our inputs are not discriminative for this
type of problem. Going another step further, we hypothesize that the Geo. Rep. may, in fact,
be detrimental to the regression performance due to its high dimensionality and potentially low
impact on the pressure eld magnitude. We also believe that the Lipschitz number is not helpful
in our work in this chapter because of the limited range of BCs we use. Since all of the BCs are
limited in magnitude and shape, the Lipschitz number takes a limited range of values and may be
more discriminative in datasets with a wider variety of BCs. However, we do not formally test
or analyze the discriminative value each input has, so a more thorough exploration of simulation

parameter representation is an avenue of future work.
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4.7 Deeper Dive into Regression Methods

From the results in 84.5, we surmise that a deeper dive into regression methods could
produce better predictions of pressure SF magnitudes. Most notably, we want to turn our attention
toward both more complex regression methods as well as tuning hyperparameters. To this end,
we tune and compare seven types of regression algorithms.

We begin again with Linear Regression, though we use a 5-fold cross validation scheme to
train ve different models. Of these, we choose the model with the lowest validation error as our
nal model, which we then compare to our test data.

As another linear model, we train an Elastic Net regressor [87], which is similar to Linear
Regression but with the addition bf andL? penalties on the coef cients. We additionally use a
5-fold cross validation scheme to set the weight of the penalty terms relative to the error and the
weighting between the! andL? terms.

Our third model is KNNR. We use a randomized 5-fold cross-validation search to set the
number of neighbors and whether the neighbors are uniformly weighted or inversely weighted by
distance.

Our fourth model is a GPR, similar to above. However, we modify the kernels to follow
Eq. 4.1:

Y=C, K(X)+ Cp+ (4.1)

whereC,; andC, are tunable constantsis tunable white noise, artd (x) is one of a RBF kernel
or a Matern kernel with = 0:5, = 1:5 or = 2:5, all with length scales bounded between

1 and 1e3. We then train our regressor with all four types of kernels and use the kernel with the
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least MSE as our GPR model.

Our fth model is a fully connected NN. As part of the hyperparameter tuning, we consider
a variety of numbers and sizes of hidden layers (HL), types of activation functions, and optimizer
parameters. We use a randomized 5-fold cross-validation search to set these parameters, similar
to previous regressors, and search d@000iterations. The hyperparameter bounds we use are

as follows:

Activation Functions: Sigmoid, Tanh, ReLU

Alpha: log-uniform distribution betweebe 5andle2

Beta 1: uniform distribution betwedhandl1

Beta 2: uniform distribution betwedhandl1

We choose a number of HLs — between 1 and 4, inclusive — and a random number of nodes in-
dependently for each layer — between 10 and 50, by multiples of 5, inclusive. We train each NN

using the Adam optimizer [21] for the number of epochs needed for at least 1e6 total optimizer

stepsie, ceil(nurjg‘;a ) epochs), and the corresponding parameters chosen from the above lists.
We use the models with the architecture and hyperparameters that give us the least Validation
MSE.

Finally, we compare these to a “mean” regression, where the predicted value is simply the
mean of the training outputs. That is, we take the mean of the outputs of our training data and
use that as the predicted value for all of our testing data. Intuitively, this gives us some idea of

whether advanced algorithms are worth the more complex implementation and cost to train, or

whether the problem in its current form is too simple or dif cult for these types of methods.
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We again refer the reader to 82.1.1 for deeper discussion of these models and the MSE

metric and to 82.1.4 for more details on hyperparameter tuning.

4.8 Results Across Regression Algorithms

We summarize the results of our experiments in Table 4.4. Most notably, we see that
KNNR has 0 Train MSE, even though its Test MSE is not comparatively close to 0. We see
that NNs have the next lowest Train MSE,3a732e5 while maintaining the lowest Test MSE
at 3:880e5 However, GPR has a similar Train MSE3757e5with a Test MSE that is slightly
higher at3:904e5 Both Linear Regression and Elastic Net Regression have relatively close Train
and Test MSEs to each other, though higher than any of the other regression algorithms. Com-
pared to using Mean regression, every tested regression algorithm improves on the Train and
Test MSE, though to varying degrees. NN and GPR provide the lowest Test MSEs — around
42% of the Mean Regression MSE — though KNNR is not far behind with a Test MSE at
48% of Mean Regression's MSE. As a note, our hyperparameter tuning gave a GPR kernel of
constant(l)  +rbf(length = 1) + constant(1) + noise(level = 1) and a
NN architecture of 45-40-15-30 HLs, a ReLU activation function= 0:003249756initial

learning rate ofr = 0:091874356 ; = 0:8454759977and , = 0:70782938

Table 4.4: MSE of Regression Algorithms using Resolution Selection and AE preprocessing.

Regression Algorithm | Train MSE | Test MSE | Train % Error | Test % Error

Linear Regression 7.196e5| 6.508e5 229.6 218.5
Elastic Net 7.614e5| 6.832e5 236.2 223.8
KNNR 0 4.442e5 0 180.5
GPR 3.757e5| 3.904e5 165.9 169.2
NN 3.732e5| 3.880e5 165.3 168.7
Mean 10.11e5| 9.225e5 272.1 260.1
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4.9 Discussion Across Regression Algorithms

Despite the low Train MSE, neither KNNR does not have the lowest Test MSE. Speci cally,
KNNR has the third lowest Test MSE, which is about 15% higher than that of NN, while GPR's
Test MSE is on the same level as NN. GPRs generally do not scale well, so applying it to our
data — which has more than the 15-20 dimensions GPR generally can handle — initially results
in GPR more or less blindly guessing. However, by forcing its length scales to respect a minimum
value of 1, GPR over ts less on the Training data and thus lowers its Test MSE. Even so, we do
not believe GPR is an appropriate model for this type of problem based on the chosen kernel.

We surmise that because KNNR is more exible than the linear models, it is able to reach
a lower MSE than the linear models. In fact, if the neighbors in a KNNR model are inversely
weighted by distance — as it is in this case — the Train MSE should be exactly 0. The nearest
point in the training set will be exactly the point at which we are predicting, implying that its
distance from the point-to-be-predicted is 0, and thus making its weight in nitely high. In prac-
tice, when predicting on one of the training points, the model exactly predicts the training point's
true output, thus making the MSE 0. Doing so does not necessarily result in the best Test MSE,
though, as the test data may be relatively far and in sparse regions of space, especially with low
numbers of data and high dimensional inputs.

The two linear models have relatively close Train and Test MSEs, which is unsurprising
given that Elastic Net is effectively Linear Regression but with a slightly modi ed penalty term.
We suspect that if Linear Regression were able to over t more severely, either through a simpler
problem or more independent inputs, then Elastic Net would regularize the model more effec-

tively and reduce over tting. That said, Linear Regression already seems unable to overt to
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our data, so applying additional regularization in the form of an Elastic Net does not improve
performance.

Overall, we nd that NN has the lowest Test MSE while maintaining a relatively low Train
MSE. Because both the Train and Test MSE are relatively close, we expect that this model has
converged without over tting to the training data. However, the high percentage error in both our
Train and Test datasets leads us to believe that there is room for improving the model by modify-
ing the input and output preprocessing, increasing the amount of training data, and performing a

more thorough hyperparameter search.

4.10 Conclusion

In this chapter, we set out to explore the conditions for generating well-de ned solutions
to PDEs. To this end, we proposed a novel approach to use ML to predict a simulation's physical
realizability,i.e., whether or not such a simulation would mimic reality. We tested various pre-
processing methods and found that applying the Resolution Selection preprocessing on BCs and
using an AE on Geo. Reps. gives the lowest MSE in predicting pressure SF magnitudes, which
we assert are a surrogate for simulation convergence. Additionally, we found that a NN provides
the lowest MSE when combined with the given preprocessing methods.

AE preprocessing resulted in the lowest MSE, but we found that the AE preprocessing
still resulted in signi cant reconstruction loss, even after training. In addition, the computational
cost of training an additional NN may not be worth any bene ts to the regression. We thus
consider that a potential avenue of future work could be to engineer the inputs more carefully,

e.g, by removing the Geo. Rep. entirely from the inputs. Doing so may reduce the problem

112



to a mass balance integration over boundaries, though doing so would not catch cases where the
simulation crashes because@f, time steps being too large or meshes being too coarse, causing
divergences.

When considering the extensions of our contributions within the realm of FEM simula-
tions, we expect that extension to the Navier-Stokes equations is straightforward. The Stokes
equations are a form of the Navier-Stokes equations, so we do foresee any major dif culties in
transferring our contributions between the types of simulation. The only possibility we see is
that the simulations encompass more chaotic and fast-moving ows, which may result in blur-
rier distinctions between physically realizable and unrealizable simulations. Within continuum
mechanics, we generally expect slower, less chaotic phenomena — such as heat dissipation and
Poisson simulations — are within the scope of our contributions, while more rapid or chaotic
phenomena — such as turbulent ow or buckling in solids — are more dif cult to predict, even
if they are physically realizable. We are not able to claim that our contributions are currently
compatible with other classes of simulations, such as n-body simulations or Monte Carlo-based
simulations. However, we hope that our methods may provide some insight to other types of
problems for future researchers.

If we want to extend our contributions to other types of physics, the specic Qol to be
predicted and most informative inputs likely must be revised as physics-dependent parameters.
In this chapter, we concentrate on thé norm of the pressure SF in Stokes ow simulations
as the Qol based in part on intuition and past experience. We have previously explored uid
simulations, and when physically unrealizable simulations were attempted, we would note that
the SF magnitudes would spike. We directly tested several physically unrealizable simulations of

pipes with multiple inlets but no outlets, and we observed that the pressure SF speci cally saw
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the greatest increase in magnitude. Since a uid simulation's outputs are effectively just a list
of pressure and velocity SFs, our Qol should be derived from these SFs, both in this case and
in general. However, using pressure magnitude as the predictive valeegom, heat diffusion
simulation would not be reasonable, so eld-speci ¢ expertise is needed to determine the most
appropriate surrogate Qols for physical realizability for differing physics. Even so, we expect
that our process of calculating SF magnitude is directly applicable to simulations with a single
SF; the only difference is that the corresponding SF should be esgdtémperature in a heat
diffusion simulation). For physics where physically unrealizable BCs may not exist, the con-
tributions in this chapter may focus more on using simulation setup parameters rather than BC
representation to inform the algorithm. For example, the authors have not come across a setup
for a heat dissipation simulation that was physically unrealizable, but the error compared to an-
alytical solutions of such simulations scales wighg, the mesh resolution. Models using the
approach detailed in this chapter to predict heat dissipation simulations may, then, place more
weight on the mesh resolution than the BCs being applied. As such, generalizing to different
types of physics and simulations through the speci cation of Qols and the speci c inputs on
which models implementing the approach discussed in this chapter is an avenue of future work.
The dif culty arises when considering simulations with multiple SFs. Methods to com-
bine, project, or otherwise analyze multiple Qodsg, weighted sums or multidimensional ap-
proaches) are possible, and exploring more robust methods of choosing Qols are a potential
avenue of future work, including whether physically unrealizable simulations exist within certain
physical laws. In combination with Ch. 3, this chapter helps us move toward fully automatic

FEM simulations being set up and run by machines to autonomously explore new designs.
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Chapter 5: Composition of Multiple Simulations

This chapter explores the second question posed in the introduetiando we encapsu-
late the emergence of complex behaviors from interactions between different components?
In this chapter, we combine small uid simulations to form big simulations, knowing that such
composition causes error. We use Graph Neural Networks as a method to predict the error that
arises from composing smaller simulations in uidic simulations, and we discuss generalizability

to other physics in 85.9.

5.1 Introduction

One of the dif culties of composing multiple smaller simulations into a larger one is the
existence of long-distance and emergent phenomena. Much of the current work has focused
on predicting behavior in a single simulation. However, these long-distance phenomena that
may span multiple small simulations do not necessarily appear except in length scales beyond
a single small simulation. As such, this chapter focuses on breaking down a large, complex
simulation into small simulations, each distinct from the others, and then composing them by
correcting for long-distance phenomena. In theory, a relatively small set of basis simulations,
with an appropriate composition function, can allow prediction of a combinatorially large set of

big simulations.
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For a pedagogical example, consider the static uidic oscillator shown in Seila{88].
This device can be split into three distinct parts: a central chamber, an upper tube, and a lower
tube. Each of these three parts can be simulated separately, but doing so would not show oscilla-
tory sweeping ow with static boundary conditions (BC) like the full device has. Only when all
three parts are simulated together does the ow oscillate. As such, the oscillatory phenomenon
only occurs in the big simulation as an emergent phenomenon. This example motivates nding
an appropriate composition function that can predict emergent phenomena, even when the small
simulations that comprise it do not show such behavior.

This chapter extends our previous conference paper [3] that used Graph Neural Networks
(GNN) [4] to predict the composition of multiple smaller simulations. In particular, this chapter
expands the domain and graph from a two-pipe connectiorito & grid, including more types

of geometries. The speci ¢ contributions of this chapter are:

1. We generalize the compositional method from [3] — which considered single-direction
pipe networks with known BCs — to pipes with unspeci ed ow directions. Here, we
propose a heuristic for assigning BCs to subsections wigiriori unknown BCs. We
demonstrate this method on computing pipe ows in networks with Reynolds numbers
Re = 100. When combined with GNNs, our method can predict the uid ow elds with
a mean squared error (MSE) of 0.02029, compared tove m@mposition with a MSE of
0.07140. This corresponds to up to a 1.5x lower percent error when BCs are selected using

our heuristic as opposed to using other BCs.

2. We compare GNN architectures using Graph Convolution Networks (GCN) [89] and Graph

Attention Networks [90] with one and six hidden layers (HL). We nd that a GCN with 1
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HL and 819 neurons per layer gives us the smallest MSE of the GNNs we test on this type

of task, but that Linear Regression gives us about half the MSE of any GNNs we test.

We concentrate testing these contribution on Navier-Stokes simulations, as described in §2.2.3,
with a Reynolds numbeRe = 100 using geometries we generate in 85.5. We focus speci cally
on a limited class of uid simulations to provide a scienti cally interesting test bed for our ap-
proach while minimizing extraneous dif culties with simulation, but we expect that this work can

be extended to other types of simulations. We discuss the conditions of these extensions in 85.9.

5.2 Related Work

This section reviews the current state-of-the-art pertinent to (1) compositional machine

learning and (2) GNN models for physical system modeling and reasoning.

5.2.1 Compositional Machine Learning

While a single machine learning (ML) model.§, a Neural Network (NN)) can be good at
accomplishing single types of taskise(, abstractions) for a small set of phenomenae-g,
using a single NN to predict a ow velocity eld [91] or classifying an image into dogs or
cats [92] — one single model cannot be good at tasks with different sub-tasks. Compositional
ML combines several NNs to perform segments of a bigger task and assumes the compositional
model as a whole performs better at the intricate sub-tasks while maintaining reasonable comput-
ing space [93].

In contrast to state-of-the-art ML techniques focused on training distinct ML models on

different types of data and aggregating the results into a single global model for a single target
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problem —e.g, Federated Learning94] or Ensemble Learnin{95] — compositional learning
concentrates on different models for different types of sub-tasks. For example, ktaalol26]
decomposed the complete car navigation task into a sequence of subimslsegments of

the track) and developed separate NN controllers for each of the sub-tagkgd straight or

turn) and ensured the correct transitions between arbitrary compositions of the sub-tasks. Sim-
ilarly, Jagtap and Karniadakis [97] propose a framework for space and time decomposition of
simulations where individual physics-informed NNs are employed in each subdomain. Modeling
language and thought is another challenge for NNs that have been criticized for lacking composi-
tionally [98]. Recent work has proposed the sequence-to-sequence (seq2seq) models [99, 100] in-
cluding the SCAN (Simpli ed version of the CommAI Navigation) data [101] for compositional
learning [102]. Data science practitioners have a pressing need to enable this compositionality,
especially those outside the IT industry, because of the lack of training data [103]. The me-
chanical engineering community has been increasingly dissatis ed with NNs because simulated,
optimized, or manufactured da&g, computational uid dynamics simulation and airfoil design
optimization) for training are both computationally and physically expensive [104] to obtain. As

a typical example, high Reynolds numbers and scale-resolving simulations using Navier-Stokes
equations are not attainable with existing computational resources, and the alternative approxi-
mated simulations or experiments are also expensive and slow. ML provides new avenues for
ow modeling by supporting a more concise framework in both kinematics and dynamics [105].

In this chapter, we further enhance our prior work [3] by taking the uid ow modeling as a
pedagogical example and attempting to Il the gap by breaking the heavy-dutyi&shi@ uid
simulations) into lighter sub-tasksd., small simulations) and substituting the time-consuming
heavy task with our compositional ML model, which corrects the transitions between sub-tasks
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using GNNs. The related work to GNN models in system composition will be reviewed in the

following section.

5.2.2 Graph Neural Network Models for Physical System Modeling and Rea-
soning

GNNs [106] are connectionist models that capture the dependence of graphs via message
passing between the nodes of graphs. Zébal.[107] de ned GNN applications in physical
system modeling as a structural scenario where the data has an explicit relational structure and
the applications in image analysis as a non-structural scenario where the relational structure is
not explicit. In this chapter, we investigate the physical system composition of uid pipe ows
relying on non-structural image data, thus reviewing the relevant work below.

By representing objects as nodes and relations as edges, a GNN can reason about ob-
jects, relations, and physics in a simpli ed but effective way. Inspired by the GNN model [106],
Battagliaet al. [108] introduced an interaction network (IN), which they propose as a general-
purpose, learnable physics engine and a framework for reasoning about objects and relations in
a wide variety of complex real-world domains. Sanchez-Gonzaled. [109] then extended
and improved the GNN model to support accurate prediction, inference, and control across eight
distinct physical systems. Rather than INs that tackle fully observable systerasal.j110]
further developed propagation networks (PropNet), a differentiable, learnable dynamics model
that handles partially observable situations and enables instantaneous propagation of signals be-

yond pairwise interactions. The DeepMind Al group has made availaGiemph Net$ library

Ihttps://github.com/deepmind/grapiets
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that enables building GNNs ifensorFlow andSonnet based on the work of Battaglé al. [4].

Their library provides the exibility to design GNNs for different applications, including physical
system predictiond.g, mass-spring systems). Instead of using static and dynamic parameters of
a physical system, Wattees al. [111] proposed a visual interaction network (VIN) that predicts
future physical states from input image frames (pixels from video data).

Overall, GNN models provide an avenue for using a graph to summarize human knowledge
and experience, while the reasoning mechanism can discover potentially unknown knowledge
based on existing knowledge in the graph [112]. This stretches the capacity of ML models in
compositional learning when concentrating on multiple sub-tasks with known knowledge when
system composition needs unknown knowledge.

In this chapter, we adopt the PyTorch Geometric library [113] to compose uid pipe ows
to construct a GNN model depending on non-structural images of the pipe ow velocity eld. To
the best of our knowledge, GNN models have never been used to reason and compose physical

systems using whole images.

5.3 Background: Graph Neural Networks

To understand what a GNN is and how it works, it is essential rst to understand what a
graphis. An in-depth discussion of graphs is not the purpose of this chapter, but for the purposes
of this dissertation, it is suf cient to know that graphs are data abstractions that show relations
betweennodesvia connections calleédges We refer readers t@.g, Introduction to Graph

Theory[114] for more details on graphs.

2https://www.tensor ow.org/
3https://sonnet.readthedocs.io/en/latest/
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GNNs are a specialized type of NN that implememisssage passingetween nodes of
a graph for predictive tasks. In general, GNNs can predict either node-, edge-, or graph-level
features and properties. This dissertation focuses on node-level regressiongagksks that
predict values speci c to each node in a given graph.

Broadly speaking, messages passing for a given node consists of three steps. First, node
features for all neighboring nodes are collected and aggregated using a function that can take
varying numbers of inputs, forming a “message.” This aggregation function is commonly a sum,
mean, or max function. Second, the aggregated message is transformed with a function common
across all nodes. This is often a relatively simple NN. Finally, the original node updates its own
values using the transformed message. Repeating this message passing across every node in the
graph constitutes a single iteration of the message passing step. Vectorizing this implementation

gives rise to Eq. 5.1 for a GNN withHLSs,

f(HO:A) = (AHOwD) (5.1)

wheref is the output of the next HL in the GNN{ () is the output of the previous HLA

is the adjacency matrix without self-loops,is a non-linear activation function (see 82.1.1.3),
andW® is the weight matrix for thé-th HL. We refer readers ta.g, Graph Representation
Learning[115] for more details on GNNs. We will brie y introduce the two types of GNNs we
use in this chapter: GCNs [89] and GATs [90]. However, we refer readers to the original papers
for a more in-depth discussion of these models.

GCNs apply a symmetric normalization step when calculating the output of each HL, as
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seenin Eq.5.2,

f(HD:A) = (B zAD zHOwWO) (5.2)

whereD is the node degree matrix f — i.e., a diagonal matrix representing how many neigh-
bors each node has — aAdis the adjacency matrix with self-loops +e., A = A + | , wherel

is the identity matrix. In addition to Kipf and Welling [89], we refer readers to Kipiisg post

for an intuitive and digestible walkthrough of GCNs.

GATs implement an attentional mechanism such that each node pays more “attention” to
“important” neighbors than to less important neighbors. As seen in Eq. 5.3, this effectively
becomes a weighted sum of the neighbors' messages, as opposed to GCN's equally weighted
neighbors.

X |
f(HO;A) = i WH (5.3)
J2N ()

ij is the weight calculated by the graph-normalized attention mechanism in EQ\V5id a
learnable weight matrix, and (i) is the set of neighbors of nodeincludingi itself. Although
A is not explicitly used in this equation, its information is incorporateM ).

exp(e)’)

HI 0)
k2 (i) EXP(E

= softmax(el”) (5.4)

el” is the attention mechanism and, in this case, is a single layer NN calculated using Eg. 5.5.

el = LeakyReLU(a;WH ") (5.5)

4https://tkipf.github.io/graph-convolutional-networks/
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In addition to Velckovic et al. [90], we refer readers to Vekovic's blog post for an in-depth

explanation of GATSs.

5.4 Converting Big Simulations into Graphs

Our approach to simulating big simulations is to break the big simulation into multiple
small simulations, substitute in the results for simulations, and correct the difference using a
GNN. Figure 5.1 shows an overview of the classic method of simulating a big simulation by
simulating the entire domain at once on the left and our approach of breaking the big simulation
into small simulations and adjusting the output afterwards on the right. However, converting
simulations to graphs is not trivial.

In general, GNNs can use node, edge, and global features, as we discuss in 85.3, as inputs.
Giving the model an idea of how the ows within a given geometry could behave is the most infor-
mative input we could conceive; as such, we want to encode what we later dub basis simulations
into the inputs. We consider other types of inputs, such as the BCs and geometry, as mentioned
in 82.4.1; however, that information is already implicitly encoded in the basis simulation results.

The degree to which a big simulation should be decomposed is not necessarily obvious. In
this chapter, each big simulation is composed df a4 grid of basis simulations, as described
in 85.5.1 and 85.5.2; as such, we know the relevant and appropriate decomposition. We discuss
potential results of different decomposition scales in 85.8 and recognize that this is an avenue for
future work. We generate a graph where each node is a small simulation, and each edge connects
physically adjacent and connecting small simulations. In Fig. 5.1, we show an example big

simulation that we are trying to run. The right-hand path shows the big simulation divided into

Shttps://petar-v.com/GAT/
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Figure 5.1: Classical (left) and our (right) method of running big simulations.

small simulations and the corresponding graph that these small simulations make. The predicted
behavior,.e., the sum of the small simulation behavior and the correction term, are given by the
GNN regressor at the bottom of the gure. We compare this output to the classical method on the
left-hand side, where the entire uid domain is meshed and simulated simultaneously.

Each node has features that represent the velocity elds of the corresponding small sim-
ulation. Speci cally, we unravel thé4 64 2 matrices from 85.5.2 into a vector of length

8192.
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We create edges by connecting physically connected small simulations. That is, if uid
ows directly between two small simulations, or equivalently that they have touching uid do-
mains, we connect their corresponding nodes with an edge in our graph. However, two adjacent
small simulations are not necessarily connected in the graph. In the second row, for example,
we see a top-left corner adjacent to a top-right corner in the third row, but because the two do
not have touching uid domains, their corresponding nodes are not connected by an edge in the
graph. Additionally, we tag each edge with an edge feature of either a 0 or 1, agging edges that
connect small simulations horizontally or vertically, respectively.

Our outputs exactly match the size of the inputs because they are a correction term added
element-wise to the inputs. GNNs can predict node-level outputs, which naturally t this type
of regression problem where there are a varying number of inputs and outputs. However, our
approach does not use pressure eld values, either in the inputs or in the outputs. This, in part, is
due to the curse of dimensionality. As more inputs/outputs are added, an exponentially increasing
amount of data is needed to explore the full space of values to the same density. However, our
GNN architectures already seemed to struggle with the problem only with uid velocities; initial
testing with including pressure, even with the additional available information, did not show
promising results given our GNN architectures. A deeper dive into tuning the inputs, outputs,

architectures, or even preprocessing are potential avenues of future work.

5.4.1 Choosing Boundary Conditions for Small Simulations

While choosing the small simulation with the correct geometry is trivial in this chapter,

assigning the appropriate BCs to each small simulation is not. If we consider the T-shaped pipe

125



in Fig. 5.2 for example, the uid is not guaranteed always to ow in from the left port; uid can
ow from the right as well, or from the top, or from multiple ports. We hypothesize that choosing
basis simulations with BCs that most closely match the (decomposed) big simulation behavior
would improve prediction of the correction term, and we test this hypothesis in 85.7.

From experience, we generally see that as distance from an inlet increases, the pressure
decreases. Given that uids generally move from areas of high pressure toward areas of low pres-
sure, this implies that areas closer to inlets are more likely to be inlets in a given subdomain. Our
proposed method, then, is to assign small simulation borders closest to inlets as inlets themselves,
and elsewhere along the small simulation border as outlets. We thus calculate the distance along
which water can ow from the big simulation inlet, as in Fig. 5.2, indicated by small black num-
bers. In this gure, the left T-shaped geometry has one port that is 0 m and two ports that are 3
m from the inlet. Thus, the port closest to the inlet is the most likely to be this small simulation's
inlet, so we assign the shortest distance from the big simulation’s inlet as the small simulation's
inlet (i.e,, Vi, ) and every other port as outleis(, Po). Only the port(s) with the shortest distance
is the inlet; all others, even if they have differing distances, would be considered outlets in the
small simulation. Additionally, the distance is measured by the distance through the pipe network
that uid can ow through, note.g, by a Minkowski distance from the inlet.

By using this distance metric to determine BCs, some geometries, as in the right side of
Fig. 5.2, will result in small simulations with ambiguous inlet locations. The T-shaped geometry
on the left side has unambiguous inlets, but both ports in the L-shaped geometry on the right
are equidistant from the inlet. However, based on our work from Ch. 4 and our intuition, both
ports in a 2-port device cannot be inlets. Although human engineers can sometimes intuit the

appropriate BCs, our distance heuristic does not provide enough information to automate such
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Figure 5.2: Our distance heuristic provides some guidance when guessing appropriate BCs (left),
but some cases still generate ambiguous BCs (right).

intuition. For these cases, we set the velocity at every point in the domain to 1 m/s in both the x-
and y-directions, which provides information about the geometry since we do noalmiari

insight about the inlet locations based on our approach.

5.4.2 Graph Neural Network Architecture

To perform regression, we train multiple GNN architectures as implemented by the Py-
Torch Geometric library [113]. Speci cally, we use either GCNs [89] or GATs [90]. Each archi-
tecture has either 1 or 6 HLs, each with a ReLU activation function, and either 10% or 15% of

the input size number of nodes.
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Since we use 4 4 grid of small simulations, the farthest possible path between any two
small simulations is 14 steps. Such a design is unlikely, though, and most big simulations are
between eight and twelve small simulations long for this example problem. See Fig. 5.4 for the
number of small simulations in each big simulation in our data set. We want to ensure that the
message passing between nodes can reach the inner nodes, so choosing half the number of steps
between small simulations —+e., six — is suf cient for any node to pass a message to either
the inlet or the outlet. We compare this to a network with only one HL, which we expect is not
suf cient for messages to reach the innermost nodes. Intuitively, if the network only does one
round of message passing, then nodes should only be able to communicate with nodes within one
step away. We expect that long-distance phenomena will need more than one round of message
passing, and thus more than one HL should be used.

We show an example implementation of a GCN with one HL and a GAT with six HLs in

8A.7.

5.5 Data Generation

Our data generation comes in two distinct parts: big simulations and small simulations. In
the rst, we discuss how we generate big simulations using a combination of basis geometries
to form relatively complex networks of pipes to simulate target simulation data. In the second,
we discuss how we generate small simulation results that form basis simulations for our compo-
sition. We discuss the decomposition scale in 85.8 and acknowledge that alternative methods of

decomposition are an avenue for future work.
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5.5.1 Big Simulations

In this chapter, big simulations are made of a combinationd4f & grid of small simula-
tions, as in Fig. 5.3. The bottom left corner has the only inlet, while the top right corner has the
only guaranteed outlet. We appl, to the bottom left corner. All other ports (red in Fig. 5.3)

haveP, applied, withV, conditions along the walls.

Figure 5.3: A sample potential big simulation made df a 4 grid of small simulations. Outlets
are denoted in red.

To generate big simulation geometries, we begin with an empty4 grid. We |l each
small square with a randomly chosen small simulation geometry (see 85.5, an@hdig0 ,
and270 rotations). After ensuring that the inlet and guaranteed outlet are connected, we remove
any geometry that is not connected to the inlet and outlet. Each pipe has a channel width of 1 m;
thus, the big simulation has a 12 m12 m bounding box.

We use the FENICS library [1] to run Finite Element Method (FEM) simulation of the
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Navier-Stokes equations (see 82.2 for more details). In theory, the longest route between the
inlet and outlet is 42 m. Since our inlet velocity is 1 m/s, we run the simulations for a maximum
of 42 seconds with time steps of 0.005 seconds. However, if the velocity eld changes slowly
enough —i.e., theL? norm of the difference between correspondiédg 64 2 velocity eld
matrices between time steps 0.5 seconds apart is less than a tolerance of 1e-4 — then we assume
the simulation has reached steady state and stop the simulation at that time step. Doing so reduces
the total time to run simulations while capturing the eld at the steady state ow (or end of
the simulation period, whichever comes rst). Any big simulation that does not converge (
in nite velocity or pressure) is removed from our dataset.

We use a kinematic viscosity of= 0:01 m?=swhich, given our geometry and BCs, gives
us a Reynolds number &e = Y+ = 2.t = 100.

We separately store the velocity elds of the last time step of each of the small domains
that comprise the big simulation 68 64 2 matrices, as long as they are not empty cells. For
example, Fig. 5.3 has 10 non-empty cells, s®40 64 2 matrices would be stored for this big

simulation. This results in generally between eight and twelve matrices for each big simulation

in our data set, as seen in Fig. 5.4. See §2.4.2 for more details on storing this simulation data.

5.5.2 Small Simulations

We generate small simulations by exhaustively simulating uid ows in 2-, 3-, and 4-port
devices with basis geometries, shown in Fig. 5.5, using the Navier-Stokes equations (see 8§2.2.3).
We include rotations of the basis geometries as well, resulting in 2 “straight” con gurations,

4 “corner” con gurations, 4 “T” con gurations, and 1 “plus” con guration for a total of 11
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Figure 5.4: Distribution of number of small simulations per big simulation; guaranteed to be
between 7 and 16.

geometries. Similar to the big simulations, each pipe has a channel width of 1 m, thus ttingin a

3m 3 m bounding box.

(a) Straight. (b) “L"-type. (c) “T"-type. (d) “+"-type.

Figure 5.5: 2-, 3-, and 4-port basis geometries.

We use two types of BCs, as described in 82.%2:andP,. All walls that are not a port
have aV, condition. We exhaustively apply every possible combinatiovpfandP, as long as
there is at least ong, for each geometry. This results in 3 sets of BCs for each of the “straight”
and “corner” con gurations, 7 for the “T” con gurations, and 15 for the “plus” con guration, for
a total of 61 small simulations.

We use the FENICS library [1] to run FEM simulations of the Navier-Stokes equations over
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a 3-second interval in increments of 0.005 seconds for 2- and 3-port con gurations and 0.001
seconds for 4-port con gurations because of convergence issues.
We store the velocity eld in the last simulated time step &la 64 2 matrix. We again

refer the reader to 82.4.2 for more details on storing this simulation data.

5.6 Experiment 1: Regression

This section details our experiments applying regression to the graph representations of our
big simulations. We discuss the speci ¢ inputs, outputs and error metric for the regression, and

compare the GNN approaches with Linear Regression as a baseline method.

5.6.1 Regression Setup

The inputs to our regression algorithms contain two pieces of information. The rst piece
isthe64 64 2 matrices representing the basis simulation velocity elds from 85.5.2. The
appropriate small simulation is chosen in 85.4.1. The second piece is only used in GNNs and is
the graph connectivity from 85.4. This graph is often represented\as aN adjacency matrix,
though this is inef cient in sparsely connected graphs. For the PyTorch Geometric library [113],
connectivity is represented a2a e array of indices, whereis the number of edges in the graph
and each index refers to a node in the graph.

The outputs to our regression algorithms are the correction terms needed to reproduce the
separated parts of the big simulations we saved in 85.5.1. In other words, each ouGautégla
2 matrix that, when added to the basis simulation's velocity eldi-e5 the inputs — produces

the separated velocity elds of the big simulation.
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We report the element-wise MSE between the predicted outputes—the sum of the
predicted correction term and the basis simulation — and the separated velocity elds of the big
simulation. Additionally, we mask values outside the corresponding small simulation's domain
to simplify the regression task. For example, consider a horizontal straight geometry. Only the
velocity eld in the horizontal middle of the small simulation are considered when calculating

the MSE; the rest of the domain is excluded from the error calculations.

5.6.2 Baseline Method: Linear Regression

As a baseline comparison model, we use Linear Regression, which performs a weighted
sum of the inputs to determine the outputs while minimizing the squared error. We refer readers to
§2.1.1.1 for more details on this model. Unlike GNN models, Linear Regression does not use the
connectivity of nodes or edge features as a predictive value; we only give it the basis simulation
velocity elds and predict the corresponding correction term, regardless of the small simulation’s
connectivity to other small simulations. As such, rather than each of the 1,829 data points each
containing approximately 9 small simulations on average, we have 16,782 data points. However,
we still split these data into training and testing sets based on the big simulations; that is, all of
the small simulations that would comprise a big simulation are kept together, either all in training

or all in testing.
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5.6.3 Results

We summarize the results of our experiments in Table 5.1. We calculate the percent error

by dividing the error by the maximum velocity in either the x- or y- directions, as in Eq. 5.6.

P
MSE
0, = —
PETT max(abs(v)) (5.6)

Heré, v is the vector of all uid velocities, including both x- and y-directions.

Table 5.1: MSE for various GNN architectures.

GNN Type | # Layers | # Nodes| Train MSE | Test MSE | Train % Error | Test % Error
1 819 0.01963| 0.02029 7.3 7.5
GCN 1228 0.01972| 0.02051 7.4 7.5
6 819 0.02469| 0.03225 8.2 9.4
1228 0.02614| 0.02672 8.5 8.6
1 819 0.03512| 0.03552 9.8 9.9
GAT 1228 0.03444| 0.03485 9.7 9.8
6 819 0.03512| 0.03552 9.8 9.9
1228 0.03512| 0.03552 9.8 9.9
Linear Regression 0.01025, 0.01035 5.3 5.3

Nave 0.04507 111

Compared to rig@e simulation composition, all of our tested architectures have at least a
20% reduction to the MSE. In general, we see that the GCNs have a lower test MSE than GATSs;
in some cases, GATs have around a 1.75x higher MSE.

Our Test MSE is always larger than our Train MSE, as is expected for regression problems.
The inverse generally indicates some error with the methods or type of model beinggsed,
if a model is under t. However, we see that the Train and Test MSE are also relatively close in
most cases. Using a GCN with 6 layers and 819 nodes gives the highest discrepancy between

Train and Test MSE with a value of 0.00756.
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Within GCNs, we see that networks with only one HL have lower Train and Test MSEs than
networks with six HLs. However, the difference between 819 nodes and 1228 nodes is generally
minimal across any number of HLs or GNN types. Of the architectures that we tested, we nd
that using 1 GCN HL with 819 nodes per layer gives the lowest Test MSE at 0.02029. However,
a network with 1 GCN HL and 1228 nodes per layer gives a similar Test MSE at 0.02051.

Finally, we nd that Linear Regression has both lower Train and Test MSEs than the GNNs.
Its Test MSE of 0.01035 is about half that of the best-performing GCN; equivalently, its Test

percent error is about 40% lower than that of the best-performing GCN.

5.6.4 Discussion

From Table 5.1, we nd that GCNs are more effective at simulation composition tasks than
GATs are, though both are better than no composition at all. However, neither performs as well
as Linear Regression.

It is unexpected that the discrepancy between Train MSE and Test MSE is so much higher
for a 6-layer GCN with 819 nodes per layer. It is possible that the training was stopped before
convergence. Alternatively, the 6-layer-819-node GCN could be over tting to the training data,
though that would be unexpected because 1-layer GCNs — which have similar Train and Test
MSEs and thus are unlikely to over t — have even smaller Train MSEs. If the 6-layer-819-node
GCN were over t, we would expect its Train MSE to be lower than the 1-layer GCNSs'.

In general, we see that the GCNs with fewer layers have lower MSEs, both in training
and testing. This is somewhat counterintuitive, as we expect that the depth of the graphs would

require deeper networks to pass messages fully through the network. However, it is possible that
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networks with one HL are complex enough because the messages do not need to be passed from
the inlet through the entire pipe system. Instead, because of the geometries to which we restrict
this work — which do not have dead ends or capped pipes, for example — it is possible that
such deep networks are unneeded. With visual inspection of our data, we qualitatively see that,
in many of our networks, the uid often does not ow strongly throughout the entire domain

and instead exits through the rst few outlets it encounters, thus making the ow in later areas
weaker. Consequently, the velocity eld may be simpler to predict farther from the inlet. The
long-distance phenomena in our dataset may only reach across one or two small simulations, thus
not requiring signi cant message passing at all.

Additionally, the architecture of the networks may not be optimized for this type of prob-
lem. However, an in-depth architecture search is not the purpose or scope of this paper. Others
who have used images as inputs to NNs, such as Gladstoak[53] and Wang, Chiu, and
Fuge [3], structure their NNs such that each consequent layer is about half the number of nodes
as the previous layer. In contrast, our network directly jumps from 8192 dimensions to either
819 or 1228 dimensions (about 10% and 15%, respectively) then stays constant through all of
the HLs. This large jump may cause dif culties in converging the hyperparameters for future
prediction, as the nal output is also a 6-10x increase in dimensionality.

An additional explanation for the differences between our 1- and 6-layer GNNs is the num-
ber of training epochs. Speci cally, we train all of our GNNs the same number of iterations,
regardless of the number of layers. However, deeper networks may need more iterations to reach
convergence due to the larger number of hyperparameters in the network. Because we train ev-
ery network for the same total number of iterations, the deeper networks may not have enough

iterations for convergence. In a similar vein, we only train on a few thousand data points, which
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is much fewer than the design space covers. It is possible that increasing the number of data
points would also increase the generalizability and predictive power with more training. Fig-
ure 5.6 shows clear sharp borders between small simulations and even within small simulations,

thus furthering our belief that the models have not reached convergence yet.

(a) Big simulation behavior. (b) Nave composition. (c) Linear regression.

(d) GCN, 1 layer, 819 nodes.(e) GAT, 6 layers, 1228 nodes.

Figure 5.6: Sample composition of a subset of regression algorithms.

Finally, we see that Linear Regression has a lower MSE than any of the GNNs. Despite
having no sense of surrounding simulation behaviors, Linear Regression is still able to predict
the correction term. This may also be a result of the uid owing only through the rst few
small simulations and dwindling farther in the pipe network. As such, a strong baseline guess for
the correction values could be just reducing the velocities of the basis simulation, which would

be easy for an algorithm like Linear Regression to discover. In fact, we do see this behavior in
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Fig. 5.6¢c, where the magnitude of the uid ow is effectively damped to smaller values but left
as-is otherwise.

We examine the convergence of the 1-layer-819-node network in Fig. 5.7 on a log-log
scale. However, since we see the training error and testing error — in blue and orange, respec-
tively — reach fairly steady values, we do not see evidence that this is a convergence issue. In
fact, we surmise that the model is over t in this particular case and that more robust methods to
set convergence criteria would improve this model. These plots suggest that the issue may be the

architecture, as we discuss above, rather than the convergence of the models.

(a) Predicted output. (b) Convergence testing on a log-log scale.

Figure 5.7: Training a GCN, 1 layer, 819 nodes with 1e8 training iterations.

5.7 Experiment 2: Effect of Small Simulation Boundary Conditions

To separate the effect of the BC selection heuristic from the regression algorithms, we
consider the case where we choose other sets of BCs for the small simulations. We run a subset
of the experiments summarized in 85.6.3, but we rather than using our heuristic to choose small
simulation BCs, we explicitly choose other BCs. For example, if a small simulation is of a
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horizontal pipe and our heuristic selects a ow from left to right, then in this experiment, we use
a ow from right to left for this small simulation. We choose the two GNN architectures with
the lowest Train MSEs, Linear Regression, antMd@omposition in this experiment; we do not
expect any of these results to change drastically across GNN architectures. Other than the choice
of small simulation BCs and only using a subset of the GNN architectures, all other aspects of
the regression process remain identical to 85.6.3.

We summarize the results of this experiment in Table 5.2, with corresponding results from

Table 5.1 replicated for convenience.

Table 5.2: MSE for various GNN architectures, comparing application of our heuristic for choos-
ing BCs.

With Our Heuristic Without Our Heuristic
GNN Type | # Layers | # Nodes/Layer Train % Error | Test % Error | Train % Error | Test % Error
819 7.3 8.9 12.7 12.8
GCN 1 1228 7.4 7.5 12.7 12.8
Linear Regression 5.3 5.3 5.6 5.6
Nave 11.1 22.2

Compared to the corresponding results in Table 5.1, we see that using our heuristic lowers
the percent error by about 74%. This is most apparent in thieeN@mposition, where there is a
2x decrease in the percent error when our heuristic is used. However, the Train and Test percent
errors for all of the tested GNN architectures also show between a 43-74% increase without our
heuristic. Because N& composition shows a higher increase in error than GNNs, the GNNs
are an improvement over Nee composition, though the misleading BCs still confuse GNNs to
a signi cant degree. This is a strong case that our BC choosing heuristic is helpful in this type of
problem, especially with GNNSs.

Unexpectedly, Linear Regression's Test MSE only increases by 5.7% when our heuristic

is not used, and thus still has the lowest Test percent error in this experiment. We believe this
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(a) Big simulation behavior. (b) Nave composition. (c) Linear regression.

(d) GCN, 1 layer, 819 nodes.(e) GAT, 6 layers, 1228 nodes.

Figure 5.8: Sample composition of a subset of regression algorithms. Note that the color scale is
four times larger for visual clarity.

strengthens our case that the physics of the problem are such that large portions of the behavior
are low velocity ows, and implies that simpler models like Linear Regression are less easily
“confused” by incorrect BCs while more complex models, whether they perform well with the
correct BCs, are more easily “confused.” That said, our BC choosing heuristic still improves

Linear Regression's performance on this task.

5.8 Discussion: Effect of Decomposition Scale

In this section, we discuss what we hypothesize would happen by varying the scale of the

decomposition. We do not present any experimental data, but instead, base our discussion on
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intuition in case it helps guide future work on this problem. One of the biggest limitations of
this work is that we choose by at the scale of the decomposition. As we state in 85.5.1 and is
implied in Fig. 5.3, each big simulation has a 12 ml2 m bounding box. In this chapter, we
decompose thisto4 4grid of 3m 3 m squares, in large part due to how we generate the
small simulations in the rst place. However, we are not implying that this is the best or only way
to decompose this simulation; on the contrary, we expect this to be an interesting direction of
research, possibly drawing from past work on automated meskiggqee 83.2) or hierarchical
models é.g, see 8§85.2.1).

To take the decomposition to one extreme, we consider how basis simulations compare as
they approach the size of the big simulation. If the basis simulation is exactly the same size of
the big simulation, our method would produce a graph that consists of a singular node, so the
“graph” part of our work is effectively irrelevant. However, to maintain performance, a larger
variety of geometries and BCs would need to be run. Our current basis geometries are designed
to replicate any big simulation geometry in our design space exactly, but combinatorically more
basis geometries are needed as they approach the size of the big geometry to reproduce big ge-
ometries. If the geometries do not require perfect reproduction from the basis geometries, then
fewer basis geometries are needed, but this makes the regression problem harder because the
regression algorithm would have less information about the big simulation. BCs follow similar
reasoning: bigger basis geometries means that either more BCs are needed to continue matching
the big simulations, or the regression problem becomes more dif cult. Alternatively, the regres-
sion problem can be simpli ed by simulating more varieties of BCs, but this comes at the risk of
not matching the big simulation's BCs as closely and the cost of more manual setup, such as with
BC locations. The combined effect of having basis simulations the same size as big simulations
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is likely that the error is similar to that of non-graph-based models that directly predict simula-
tion results such a®.g, [72, 116]. The regression problem is made more dif cult by the basis
geometries and BCs not matching the big simulation as closely, but at the same time, it is made
easier by the GNN not needing to approximate physical laws as much. This tradeoff is likely
affected signi cantly by the architecture of the GNN; that is, architectures that are effective at
manipulating geometries and BCs, but not at approximating physical laws, would likely perform
better when the basis simulations approach the size of the big simulation.

Taking the decomposition to the opposing extreme, we consider how basis simulations
compare when they become extremely small. Taken to the extreme, basis simulations become
like pixels in the domain; if these pixels are squares, then the only geometry would be a small
square with uid entering or leaving on each of its sides. While this simpli es generating the
basis simulations signi cantly, this complicates the graph. Our work in this chapter do not ex-
plore whether including regions outside the uid domain help or hinder the regression. In other
words, we are unsure if including regions where there is no uid improves performance in this
type of problem. Currently, we do not include entirely empty cells in the GNNs; however, in-
cluding these nodes may provide some information about distances between nodes that can help
the regression problem. An exploration of the inputs to the GNNs may be a direction of future
work. In any case, having very small basis geometries leads to closer approximations of the big
geometry, especially when the big geometry is not made directly from the basis geometries, as
we did in this chapter. With suf ciently small basis geometries, almost any arbitrary big ge-
ometry can be recreated, with the degree only limited effectively by the resolution of the basis
geometries. Additionally, it is possible that small basis simulations can more closely reproduce
the BCs of the big simulation as well. Modifying the possible BCs to remove points with no
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ow may be helpful to improve matching the big simulations’' BCs to avoid multiplication by

0 in the GNN. While smaller basis geometries do give better reproductions of big geometries,
they also increase the order and size.(number of nodes and number of edges, respectively)

of the corresponding graph. We note that, by reframing the problem slightly with speci c basis
simulations, GNN architectures, and squinting a bit, using smaller basis simulations begins to
look similar to a FEM simulation. We believe that such an analogue would have each node as
a cell in the mesh, and each edge a connection between adjacent cells. In such a framework,
we expect that decreasing the size of the basis simulations would decrease the MSE, similar to
how ner FEM meshes tend toward the “true” solution. However, similar to FEM, we expect
that smaller basis simulations increase computational texg (o train the GNN), and similar

to bigger basis simulations in the preceding paragraph, this approach effectively becomes the
current method of simulating the big simulation in its entirety, but through a GNN rather than
through basis simulations. If we can show that both extremes of basis simulation sizes —
where basis simulations approach the size of big simulations and where basis simulations be-
come much smaller than the big simulation — then we can deduce that there is some size of
basis simulation where the GNN is computationally cheapest and able to predict the error that
arises from composing basis simulations. One one side, the ideal basis simulation size would
minimize the computational cost of big basis simulations and the prediction error associated with
inaccurate BCs and geometries. Simultaneously, this basis simulation size would minimize the
computational cost of training on extensive graphs and deep GNNs as well as the computational

error of many different compositions.
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5.9 Conclusion

In this chapter, we expanded on our previous work in [3] by generalizing the compositional
method to larger and more complex networks of pipes. To this end, we proposed a heuristic
for assigning appropriate BCs to small simulations, as well as comparing various GNN archi-
tectures using GCNs and GATs. Speci cally, we use the distance from the inlet of each small
simulation’s ports to determine which of the ports are inlets and outlets in the decomposed small
simulations and show that this heuristic improves regression performance, though the effect is
less pronounced on some types of regression models than others. Additionally, we nd that, of
the architectures we explore, GCNs with one HL are the most effective of the architectures we
tested in predicting correction terms for composing small simulations into big simulations, but
that Linear Regression is both cheaper and gives a lower MSE, which we infer results from how
we set up our simulations.

However, we believe that the results shown in this chapter can be improved. Because
previous work €.g, [3, 53]) have NN architectures that more slowly reduce the side of each
HL, a more in-depth architecture search is likely able to improve on the results we show here.
The increased complexity of our model and problem likely requires a subsequent increase in the
amount of data used in training as well. The classes of geometries explored in this work are
also speci cally limited for the scope of this chapter; however, an even larger, more descriptive
set of basis shapes to describe more complex big simulations is an avenue to explore. Doing so
also opens the door to hierarchical versions of composition, wherein one model composes basis
simulations together, another model composes compositions of basis simulations, another model

composes different big simulations with different types of physts,
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We began this chapter by asking how we can encapsulate the emergence of complex be-
haviors from interactions between different components. In this process, we concentrated on the
speci c example of uid simulations, which are often complex and which we know, from prior
experience, can show long-distance and emergent phenomena. We believe that problems that
are “easier” are thus also within the scope of this chapter. Many factors go into how “easy” or
“hard” a given problem is, but generally, factors that make the behavior more complex or chaotic
make the prediction task more dif cult. For example, uids with larger length scales can develop
turbulent ows, which are chaotic and dif cult to predict. Decreasing viscosity or increasing
velocity, both of which also have the effect of increasing the Reynolds number, likely make the
problem more dif cult as well. However, slow-moving dynamics, such as Stokes ows, should
be easier to predict. Similarly, Poisson simulations, such as electrostatic potential, should also be
easier to predict. Some physics, like uids, can encompass a variety of dif culties: continuum
mechanics ranges from small deformations, which should be relatively easy to predict, to beam
buckling, which may be much harder. We also expect that increasing the scale of a simulation,
whether that's through ner decompositions that increase the number of nodes in our decompo-
sition graph, larger domains, or increasing the time scale likely all hinder our ability to predict
behavior accurately. However, problems that are on a smaller scale should all be within the same
dif culty scale for our contributions.

As we claimed in 85.1 and as we show in 85.6.4 and 85.7, this chapter advances our ini-
tial research question by showing GNN performance on predicting emergent behaviors in uid
simulations. We hope that this chapter, combined with Chs. 3 and 4, informs future research in
using GNNs to capture the interactions across composed simulations across a variety of physics.

In Ch. 6, we assume that complex simulations, eventually including ones this chapter aspires to
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tackle and more, can be set up and run automatically for the purposes of generating data on which

we train our ML models.
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Chapter 6: Discovering Devices from Computer-Driven Simulations

This chapter explores the third question posed in the introdudtioder what conditions
can we detect novel device behaviors through computer-driven simulation and exploration?
An exhaustive search over all possible behaviors and physics is well beyond the scope of this
chapter, so here, we focus speci cally on simple static uidic devices with a small set of bound-
ary conditions (BC); we discuss generalizing to other types of physics in 86.7. For this problem,
this chapter proposes a method for identifying groups of devices with similar behaviors, which
presumably coincide with devices with similar functions, from simulations of myriad random
devices; we discuss the difference between behaviors and functions in 86.7. We explore meth-
ods to represent our device behavior more compactly than current common practice, propose a
modi cation to a popular clustering algorithm, and compare various clustering algorithms to nd

these groups of devices.

6.1 Introduction

One output of engineering design is to manipulate geometry and material in space-time
(often called a device'structurg to modify something about nature's current state via physi-
cal elds (i.e., a device'sbehavio) in service of bene ting humanity in a speci c way.¢., a

device'sfunction). For example, devices called logic gates all perform the same uisefcH
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tion — e.g, performing a Boolean operations (such as AND, OR, and XOR) between one or
more inputs. Logic gates can vary wildly in their physibahavior however, while achieving

this samefunction For example, while familiar AND gate®.g, using MOSFETS) manipu-

late electrostatic elds to alter a material's conductivity, there are a wide range of other physical
behaviors that can produce this same function:yitlic logic gates can use dye owing into dif-

ferent channels [117], pressure-activated gates [118], or even bubble-based gates [119] to create
uidic circuits used in sensor or lab-on-a-chip applications; g@ptonicgates can guide waves
through crystals [120]; (3¢hemicaldiffusion can drive AND behavior in synthetic biology cir-

cuits [121]; and (4)rapped iong122] or laser pulses [123] can combine to form Toffoli gates,
useful for higher qubit quantum circuits.

In principle, all of these devices can have the same function — performing Boolean oper-
ations — though they implement that function via drastically different physical behaviors. This
chapter addresses how one might discover a variety of similarly functioning devices automati-
cally. We seek algorithms that can identify “interesting” physical behaviors that emerge from a
set of physics and a given design space, but without requiring human guidance, intervention, or
explicit direction regarding what behaviors or functions to look for. For example, without telling
an algorithm that we want something that acts like a logic gate, can it nevertheless automatically
discover the existence of such devices by only directly observing the physical behavior of various
designs? Can it derive novel families of devices that perform functions that the algorithm does
not know abouta priori? Answering such questions would enable the automated discovery of
engineered components for new physics regimes where humans have yet to explore rigorously or
even via trial-and-error —e.g, in spacecraft components in extreme environments where existing

devices break down such as in landers on Venus [124] or hyper-sonic ight regimes, or in adapt-
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ing engineering design methods to novel domains like synthetic biology or quantum computing.
This chapter addresses such concerns by studying two inter-related questions: (1) how do
we discover groups of designs whose behavior is “similar enough” to constitute a family of re-
lated functions, and (2) how do we compactly represent a design's behavior? This chapter's key
idea is that by combining large-scale, automated simulation of different physics across (appro-
priately randomized) design spaces with new ways of preprocessing and clustering the resulting
simulation data, we can automatically identify unique functional families of devices. Speci cally,

the key contributions of this chapter are:

1. We modify the Hierarchical Density-based Spatial Clustering of Applications with Noise
(HDBSCAN) algorithm's persistence measure and use the Silhouette Score (SS) [20] to
select hyperparameters. This method, called the Silhouette-modi ed HDBSCAN (SHDB-
SCAN), generally outperforms its predecessor algorithms on behavior clustering tasks for
simple uidic devices, but we nd that KMeans matches or outperforms density-based

algorithms in general.

2. We propose a heuristic to reduce dimensionality of behavior vectors to provide better clus-
tering of simple uidic devices than un-preprocessed data when applied to simulation data
of these devices. We compare various preprocessing steps through adjusted Rand scores on
our tested data and nd that the type of behavieg( diodes vs. logic gates) has a higher

impact on the clustering performance than the preprocessing.

To demonstrate the value of these contributions, we show that we group uidic devices with
similar behavior together without explicitly stating objectives or optimizing for such behavior.
Stated more plainly, interesting logic-gate behavior “falls out naturally” from our above behavior
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representation and clustering, even though we do not explicitly instruct the algorithm to nd those
speci ¢ behaviors.

We simulate the uidic devices in this chapter using Chorin's method — an iterative solving
scheme — for the Navier-Stokes equations, as discussed in §2.2.3. We discuss how these methods
may be generalized in 86.7.

Building off our work in the previous chapters, we assume in Ch. 6 that we have simulation
results for any device we want to simulate. That is, we assume we have simulation anguts (

BCs, governing equations, meshes, mesh resolwiton,and simulation output®(g, SF values,

such as uid velocity, uid pressure, and electrostatic potential), and use both the simulation
inputs and/or simulation outputs eputsto themachine learning (ML) modelssed in Ch. 6. We

call these inputs to our ML modekehavior vectorgBVec), as they capture device behavior only

on the edges of the domain, rather than throughout the domain. We elaborate on the reasoning of
this choice in 82.3.3, but brie y, we hypothesize that, since elds are continuous phenomena that
only interact with their surroundings through their borders, using only their borders as inputs to
our model should be suf cient to capture their interactions to their surroundings fully. Because
this chapter focuses on nding groups of devices, we framed this problem as a clustering problem;
thus, our outputs are cluster labels for each device, which usually take the form of an integer.

Although our methods in this chapter may discover new behaviors, we cannot quantitatively
measure the presence of these new behaviors. Instead, we can only compare our ndings against

known ground truths. We detail our approach to calculating our “True Labels” in §6.5.2.
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6.2 Related Work

One guestion we explore is what it means for devices to haumetion Intuitively, a
group of devices that all perform the safmactionshould be close to each other in some abstract
behavior spaceAssuming we have an appropriate representation of device behaviors, we want
to automate identifying these groups of devices.

In ML, this type of problem is callealustering Clustering algorithms identify groups
of similar items without knowing priori data membership labels. Although a comprehensive
review of clustering algorithms is not in the scope of this chapter, we have previously found that
the speci ¢ clustering algorithm does not signi cantly affect our results [77]. Centroid-based
clustering, as exempli ed by KMeans clustering [14], iteratively shifts representative vector and
reassigns cluster membership. Density-based clustering, as exempli ed by Density-based Spatial
Clustering of Applications with Noise (DBSCAN]15], crawls through the space and labels
regions of dense points as clusters. An extension of DBSCAN, called HDBSCAN [17], combines
DBSCAN with connectivity-based strategies.

Generally, we use clustering to nd representatives of a group. For example, Zhahjg1]
use hierarchical clustering to group design ideas to discover new functions, while Ahmed, Fuge,
and Gorbunov [43] use Spectral Clustering to nd a diverse — yet high-quality — group of repre-
sentative design ideas. Park and Kim [42] come from the consumers' side by analyzing what con-
sumers want in a device to extract a set of desired features using HDBSCAN and Spectral Clus-
tering. However, it is possible to use clustering to discover voids in the design space as well [33].

In this chapter, we compare KMeans, DBSCAN, HDBSCAN, and a new clustering algorithm we

1IDBSCAN is the predecessor to HDBSCAN, which inspired SHDBSCAN.
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call SHDBSCAN to identify groups of devices. Unlike others who search for a speci ¢ function
with, e.g, genetic algorithms, as in [125], our work is more similar eqy, [126, 127, 128],
where function is deduced from physical interactions, simulated interactions, and videos, respec-
tively. However, our work differs in that we use clustering on randomized objects, rather than the

pre-existing objects that other research has used.

6.3 Proposed Clustering Algorithm: Silhouette-optimized HDBSCAN

We treat function identi cation as essentially a clustering problem. That is, we expect
that different devices with similar behaviors exist and that grouping those similar behaviors will
identify the underlying functions those devices perform. Preliminary results with off-the-shelf
clustering algorithms either resulted in clusters of unrelated devices — while related ones were
separated into different clusters — or numerous tiny clusters — some including only single de-
vices. Many of these tiny clusters included similar behaviors; as such, we posited that modifying
an existing algorithm to force these small clusters to stay together could improve the clustering
results. Density-based algorithms, such as HDBSCAN, seemed promising from our initial re-
sults. Although it produced many small clusters, HDBSCAN did not usually cluster together
unrelated devices.

The original HDBSCAN algorithm [17] has the following high-level steps:

1. Compute the mutual reachability metric, in effect spreading out regions of low density and

compressing regions of high density.
2. Build the minimum spanning tree of the dataset using, Prim's algorithm [129].

3. Build a hierarchy of how clusters are connected, merging smaller clusters into larger ones
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as the hierarchy goes up.

4. Condense the cluster tree such that it represents large, persistent clusters that lose points,

splitting only when the subsequent clusters are larger than the minimum cluster size.

5. Finally, extract the longest-lived and most persistent clusters by a stability metric, keeping

a cluster when its stability is greater than that of its children.

We modify the HDBSCAN algorithm in two ways. First, we change its measure of cluster
persistence to a new measure governed by a hyperparameter call@dtimeum cluster size
Secondly, to select this hyperparameter, we select the value that maximizes the SS, which mea-
sures the inter- and intra-cluster distances to approximate how well-separated and tightly clus-
tered the resulting clusters are. We call our approach the Silhouette-optimized HDBSCAN, or
SHDBSCAN.

First, we consider some valwethat we denote thenaximum cluster sizéNe start at the
root of the cluster tree, representing a clustering where all points are in one cluster. We can thus
step down through the cluster tree, clustering our data into smaller and smaller clusters without
dropping any data from our clusters. Figure 6.1 demonstrates how we step down a single-linkage
tree for a pedagogically illustrative example.

At each node, we calculate the size of that cluster by counting the number of leaves in the
subtree rooted at that node; if that cluster size is less ¢hare stop at that node and label all
leaves of the subtree to be in the same cluster. We then move onto the next node with unlabelled
leaves and repeat the process. We continue this process until all points are labeled. This is a dif-
ferent measure of “cluster persistence” than is used in HDBSCAN. However, since our proposed
persistence-modi ed HDBSCAN depends on an appropriate value, four algorithm needs to
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Figure 6.1: At the root node, all nodes are in the same cluster. As veesasdller, we work our

way down through the clusters. By settiog 8, we end our clustering at the root node. If we set

c = 5, we move down to the next level, where each cluster includes at most ve nodes. Setting
c = 3, the left-side cluster is smaller thanbut the right-side cluster must be split once more.

choose this value.

To choose the appropriate max cluster sizave use the SS. Speci cally, we run the
persistence-modi ed HDBSCAN for every integer betweer 1 (where every data point is
its own cluster) toc = N (whereN is the number of points in our dataset, representing all
points in a single cluster), calculating the SS for each value ®¥e then set to the value that
maximizes the SS. Algorithm 5 shows the pseudocode for this algorithm, and 8A.8 shows one
implementation of this method.

With SHDBSCAN thus de ned, the usage is similar to that of other Scikit-learn models.

# Assuming that X, a matrix containing the data,
# of the shape (numSamples, numFeatures) is defined.
# Also assuming that yTrue, a vector of size

# numSamples that contains the true labels, is defined.
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Algorithm 5 Pseudocode for Fitting SHDBSCAN

1
2:
3:

© NI

10:
11:
12:

Fit HDBSCAN to generate useful intermediate objects
Extract the HDBSCAN condensed tree as a numpy array
Convert this numpy array to a tree where each key is a label and the values are arrays of keys
of that node's children
Find roots of the tree by checking if every key is the child of another key
Build anaccumulated tre¢hat counts how many leaf nodes each node has
Build a at tree that contains the leaf nodes, as an array of values, of every node
for each possible value afdo
Use the accumulated tree to nd nodes with at noigiaves
Give each leaf a corresponding label using the at tree
Calculate the SS of the clustering with the given labels
end for
Return the clustering with the highest SS

import shdbscan
clusterer = shdbscan.SHDBSCAN(verbose=True, levels=20)

yPred = clusterer.fit_predict(X)

yPred can now be compared to the true labgi$rue , via a scoring metric, as in §2.1.1.6.

We note that, in this implementation, there is clasterer.predict(xTest) for new

data; as such, predicting on out-of-sample data would require wesinga K-Nearest Neighbors

Classier,asin §2.1.2.4.

6.4 Proposed Dimensionality Reduction Heuristic: Resolution Selection

We detailed the resolution selection preprocessing in 82.3.3.2. To brie y summarize it

again here, we use the reciprocal of the maximum difference between adjacent points to calculate

the degree to which we can shorten BVecs. We refer readers to 82.3.3.2 for details on this heuristic

and two examples of the resolution preprocessing step: one where the BVecs are not shortened

155



(m =1), and one where they are( = 2).

6.5 Behavior Clustering on Fluidic Devices

This experiment evaluates our SHDBSCAN algorithm and preprocessing steps against sev-
eral baseline clustering algorithms on two- and four-port uidic devices with calculated true la-

bels. In summary, we take the following broad steps:
1. Data Generation, forming the inputs to our clustering algorithm.

(&) Run Navier-Stokes simulations, using meshes from 82.2.1 and equations from 82.2.3.

(b) Generate BVecs using methods discussed in 82.4.2.
2. Calculate True Labels, forming the outputs to our clustering algorithm.

3. Run the clustering algorithms and compare the algorithm's outputs to the True Labels.

6.5.1 Data Generation

To generate data for clustering, we run uid simulations, create BVecs from those simula-
tions, label the BVecs, then run clustering algorithms on the BVecs. This allows us to compare

the performance of various clustering algorithms against a common metric.

6.5.1.1 Geometry Generation

We use methods in §2.2.1 to generate geometries for our simulations in this chapter. We

use a variety of port locations in our mesh generation that cannot be mimicked through rotations
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