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In this thesis, we explore new design techniques to facilitate the implementation of

efficient deep learning systems for embedded computer vision and signal processing. The

techniques are developed to address concerns of real-time processing efficiency and energy

efficiency under resource-constrained operation as well accuracy considerations, which

are conventionally associated with the development of deep learning solutions. We study

two specific application areas for efficient deep learning — (1) neural decoding and (2)

object detection from multi-view images, such as those acquired from unmanned aerial

vehicles (UAVs).

To address the challenges of efficient deep learning systems, we apply dataflow-based

methods for design and implementation of signal and information processing systems.

Signal-processing oriented dataflow concepts provide an efficient computational model

that allows flexibility and expandability to facilitate design and implementation of complex



signal and information processing systems.

In dataflow modeling, applications are modeled as directed graphs, called dataflow

graphs, in which vertices (actors) correspond to discrete computations that are executed

and edges represent communication between pairs of actors. In the first part of the thesis,

we study in depth a recently-introduced model of computation, called passive-active flow

graphs (PAFGs), which can be used in conjunction with dataflow modeling to facilitate

more efficient implementation of dataflow graphs.

In the second part of the thesis, we present the application of dataflow techniques to

develop a novel system for real-time neural decoding. Neural decoding involves processing

signals acquired from the brain — for example, through calcium imaging technology — to

predict behavior variables. We refer to the developed system as the Neuron Detection and

Signal Extraction Platform (NDSEP). NDSEP incorporates streamlined subsystems for

neural decoding that are integrated efficiently through dataflow modeling. The dataflow-

based software architecture of NDSEP provides modularity and extensibility to experiment

with alternative modules for neural signal processing. Our system design also facilitates

optimization of trade-offs between accuracy and real-time performance.

Additionally, we explore various factors beyond dataflow-based system design

to develop efficient deep learning systems for embedded computer vision and signal

processing.

In the third part of the thesis, we address the problem of limited training data,

which is a significant problem for many application areas of embedded computer vision,

especially areas that are highly specialized or are at the very forefront of computer vision

technology. We address this problem specifically in the context of deep learning for



object detection from multi-view images acquired from unmanned aerial vehicles (UAVs).

To help overcome the shortage of relevant training data in this class of object detection

scenarios, we introduce a new dataset and associated metadata, which integrates real and

synthetic data to provide a much larger collection of labeled data than what is available

from real data alone. We also apply the developed dataset to conduct comprehensive

studies of how the critical attributes of UAV-based images affect machine learning models,

and how these insights can be applied to advance the training and testing of the models.

Moreover, in the fourth part of the thesis, we explore fundamental algorithm devel-

opment for efficient object detection from multi-view images. In this work, we propose a

simplified 2-dimensional object detection technique that can be implemented to leverage

multiple images for a scene. This work provides a simple but effective way to extend the

detection architecture for a single-view image to an architecture for multi-view images.

A useful feature of the proposed approach is that it requires only a minimal amount of

additional computation to extend an architecture from single- to multi-view operation.

In the fifth part of the thesis, we develop a novel approach to online learning, called

RONDO (Recursive Online Neural DecOding (RONDO)) framework, that is tailored for

portable neural decoding systems, where computational resource constraints and energy

efficiency are important concerns in addition to knowledge extraction accuracy. The

characteristics of brain imaging signals may change significantly over time, making online

learning an important tool for robust neural decoding. In online learning, the under-

lying machine learning model is updated dynamically as new input is received by the

system. In this work, we build upon the existing understanding gained from recurrent

neural network (RNN) algorithms, and introduce a new RNN-based online learning frame-



work for neural decoding that provides robust, energy-energy efficient neural decoding

on resource-constrained platforms. RONDO provides novel trade-offs between neural

decoding accuracy and energy consumption due to computationally-intensive retraining

rounds that are needed to update the underlying RNN model when characteristics of the

input signal change significantly.
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Chapter 1

Introduction

This thesis explores design techniques for ef�cient embedded computer vision and signal

processing systems. The contributions involved in the thesis are illustrated in Fig. 1.1 in

the context of various key aspects involved in embedded system design. These key aspects

include memory requirements, power consumption, and timing constraints for real-time

systems. Additionally, when developing deep learning based embedded systems, which

are of increasing interest in computer vision applications, adequate training data represents

another important resource, which is needed to help ensure that the system is capable of

effectively learning and manipulating features of the input signals.

In this thesis, we develop design techniques for high accuracy information extraction

under resource constraints associated with embedded signal processing and computer

vision applications. We develop our proposed methods in the context of two important

application areas within the broad area of embedded signal and information processing —

(1) neural decoding and (2) object detection and tracking from multiple views.

This research includes methods to improve the effectiveness and ef�ciency of deep

learning for image analysis. Deep learning is used extensively in a wide and rapidly

growing variety of applications in signal and information processing. However important

challenges must be addressed to enable deployment of deep learning applications in many

embedded application scenarios that involve tight constraints on computational processing
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Figure 1.1: An illustration of the research directions in this thesis in the context of system
design for embedded computer vision applications.

capability and energy consumption.

In this thesis, we focus on two major application areas for deep learning based

embedded computer vision — (1) neuromodulation and (2) detection and tracking of

objects from multiview images. Also, we also develop advanced data�ow techniques that

are of general applicability to many applications in embedded computer vision and signal

processing. In the context of this thesis, data�ow is a form of model-based design in which

signal and information processing applications are represented and analyzed as directed

graphs [1]. Data�ow is widely used in many areas of signal processing, computer vision,

and more recently, machine learning [2, 3].

Neuromodulation systems involve monitoring and stimulating neural activity to

interact with the brain. Neuromodulation systems have important applications in the treat-
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ment of pain — for example, deep brain stimulation systems for Parkinson's Disease [4].

Neuromodulation systems can also be used to induce a brain response when there otherwise

would be no response.

Neuromodulation systems generally incorporate two key subsystems, which are the

subsystems for neural decoding and stimulation. The process of neural decoding involves

interpreting neural signals using algorithms designed for information extraction from

neural signals. The stimulation subsystem applies electrical signals or pharmaceutical

agents to targeted areas of the brain. In this thesis, we focus on the �rst type of subsystem

— neural decoding — and we develop new deep learning methods that enable robust and

ef�cient neural decoding.

Object detection is a key task in computer vision as the locations of objects are often

very important for understanding and analyzing scenes in images. Many types of object

detection algorithms apply deep learning techniques. Indeed, in recent years, there has been

tremendous development on object detection based on deep learning. Another relevant

trend, which has been driven by advances in hardware technology, has been the increasing

deployment of multi-camera installations for scene understanding applications. These

trends motivate the study of deep learning algorithms and systems for object detection

from multi-view images. In this thesis, we investigate how to improve deep-learning-based

object detection by leveraging multiple views of a scene, and how to construct ef�cient

systems for multi-view scene understanding applications.

Furthermore, we develop techniques aimed at achieving ef�cient training and learn-

ing for deep learning algorithms. We emphasize the signi�cance of having suf�cient and

appropriate datasets and employing robust and ef�cient learning schemes in conjunction

3



with deep learning algorithms. This comprehensive approach enables systems to operate

more ef�ciently while achieving enhanced knowledge extraction performance.

The organization of the remainder of this thesis is illustrated in Fig. 1.1. Chapter 2

focuses on embedded system design methodology, and studies an application modeling

technique, called the passive-active �owgraph (PAFG) model, which enables more ef�-

cient communication between functional modules in embedded signal and information

processing systems. Chapter 3 introduces a data�ow-based software framework for neural

decoding called NDSEP (Neuron Detection and Signal Extraction Platform). NDSEP

is based on an extensible data�ow-based design, and is optimized to enable accurate,

real-time neural decoding on cost-effective hardware platforms. Chapter 4 introduces a

novel dataset for detection of humans taken from unmanned aerial vehicles (UAVs). The

dataset provides views of humans from a wide variety of UAV heights and distances. In this

chapter, we also apply the new dataset to present extensive analysis of deep-learning-based

detection of humans from different views. Chapter 5 focuses on two-dimensional (2D)

object detection using stereo images. This chapter introduces a new depth estimation

algorithm that is signi�cantly simpler than previously-existing techniques for stereo im-

ages, and that provides improved accuracy for 2D object detection. Chapter 6 presents

a novel online learning framework for deep-learning-based neural decoding algorithms

called the RONDO (Recursive Online Neural DecOding) Framework. The chapter focuses

on adaptive online learning for portable neural decoding systems. The RONDO framework

achieves improved neural decoding robustness, while minimizing the frequency of up-

dates to the underlying inference model, thereby optimizing energy ef�ciency. Chapter 7

concludes the thesis and summarizes useful directions for future work.
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Chapter 2

Passive-Active Flowgraphs for Ef�cient Modeling and Design of Signal

Processing Systems

2.1 Chapter Overview

In data�ow representations for signal processing systems, applications are represented as

directed graphs in which vertices represent computations and edges correspond to buffers

that store data as it passes among computations. The edges in the data�ow graph are single-

input, single-output components that manage data transmission in a �rst-in, �rst-out (FIFO)

fashion. In this chapter, we formulate the vertices and edges into concepts called “active

blocks” and “passive blocks”, respectively in the graph representation. Computation in the

data�ow graph is represented as “active blocks”, while the concept of data�ow buffers is

represented as “passive blocks”. Like data�ow edges, passive blocks are used to store data

during the intervals between its production and consumption by actors. However, passive

blocks can have multiple inputs and multiple outputs, and can incorporate operations on

and rearrangements of the stored data subject to certain constraints. We de�ne a form

of �owgraph representation that is based on replacing data�ow edges with the proposed

concept of passive blocks.

Part of the material discussed in this chapter was published in preliminary form in [5].

The preliminary portion of this work, which was presented in [5], was conducted jointly

5



with Yanzhou Liu and some of that work was also included as part of Liu's thesis [6]. In

that work, Liu's contribution focused on introducing the PAFG concept, demonstrating

simple passive components, such as the fork module (also known as broadcast), and

introducing the passivization transformation. My contributions to the work focused on

the optimized design of more complex passive components, including passive buffers that

have dynamic behavior, such as those that implement switch and select functionality.

2.2 Introduction

Data�ow modeling is widely used in design processes and tools for signal processing

systems. In this form of modeling, applications are represented as directed graphs, called

data�ow graphs, in which vertices (actors) represent discrete computations that are exe-

cuted iteratively (�red ) to process in�nite streams of input data. Each edgee = ( x; y) in a

data�ow graph represents a logical communication channel between actorsx andy. More

speci�cally, eache = ( x; y) represents a �rst-in, �rst-out (FIFO) buffer that stores data

during the period between its production by actorx and its consumption by actory. A

single unit of data that is communicated across a data�ow edge is referred to as atoken.

Actors can be �red when certain conditions, referred to as�ring rules, are satis�ed [1].

For a given �ring of an actorx, the numbers of tokens produced byx onto its output

FIFOs and consumed byx from its input FIFOs are referred to asdata�ow rates. If the

data�ow rate consumed or produced on every FIFO that is connected to a given actor is

constant, then this kind of actor is referred to as asynchronous data�ow(SDF) actor. A

data�ow graph where all actors are SDF actors is de�ned as anSDF graph[7].
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Data�ow modeling has proven to be of great use in the design and implementation

of signal processing systems for various reasons, including its provisions for ensuring

determinacy (e.g., see [1]), support for exploiting parallelism, and capability for exposing

high-level application structure that is useful for many kinds of design optimization beyond

those associated with exploiting parallelism [2].

A limitation of signal processing data�ow representations, however, is that they are

inef�cient in describing inter-actor communication patterns that depart from the simple

single-input, single-output (SISO) interface and FIFO behavior that are de�ned for data�ow

edges. In particular, deviating from SISO/FIFO communication in data�ow semantics

requires the introduction of actors.

As a canonical example of this kind of inef�ciency, consider thefork actor illustrated

in Fig. 2.1a. This is an SDF actor that consumes a single tokent and produces two tokens —

one on each output edge — on each �ring. The values of the two tokens that are produced

are identical to the value of the input tokent. Thus, this actor can be viewed as providing a

kind of broadcast functionality. During each �ring, each data token is consumed, stored in

the actor and then sent to the output FIFOs for consumption by successor actors.

Fig. 2.1b shows a pseudocode fragment for the fork actor. From this pseudocode, we

can see that there is overhead of copying the value of the input token to each of the outputs.

This overhead in general includes a run-time cost, corresponding to the time taken to copy

data between input and output FIFOs, as well as a cost in terms of increased memory

requirements. The overhead is required under a pure data�ow interpretation since the input

token must be replicated on each of the two output edges (FIFOs).

The functionality of the fork actor can be realized more ef�ciently if we abandon

7



(a) (b)

(c)

(d)

Figure 2.1: (a) Fork actor. (b) Pseudocode fragment for the fork actor. (c) Passive version
of fork actor; wptr, rptr1, and rptr2 show possible positions of the write pointer and the
two read pointers. (d) Cascade of gain and fork actors.

this pure data�ow interpretation, and implement the actor instead using the one-input,

two-output component illustrated in Fig. 2.1c. This component, which we refer to here as a

passive fork, is not�red as a data�ow actor is. Instead, the component operates in a manner

similar to a typical FIFO implementation, where a buffer is associated with the component,

and tokens are written to and read from the buffer using write pointers and read pointers,

respectively. However, the passive fork hastworead pointers — one corresponding to each

output edge of the fork actor — instead of the single read pointer that would be used in a

FIFO. In effect, we have transformed the fork actor, which operates in an “active” manner

(by �ring) into an passive component, which is used by writing to and reading from the

8



component's ports.

A more powerful form of this “active-to-passive” conversion is illustrated on

Fig. 2.1d, which shows a gain actor that is connected at the input of the fork actor.

This gain actor corresponds to a constant multiplication, where the constant factork is a

parameter of the actor. The gain together with the fork can be replaced by a single passive

component. This component is similar to the passive fork actor, except that when a value

is written into the buffer, it is multiplied byk before being stored.

In this chapter, we generalize this process of converting certain kinds of actors into

passive components, which achieve equivalent functionality through read/write interfaces

rather than through the mechanism of being �red. This generalization leads to a powerful

new design methodology in which passive components of arbitrary complexity can be

designed to provide streamlined functionality for actors or subgraphs that are more ef�-

ciently realized with internal buffers and read/write interfaces. When data�ow graphs are

transformed to incorporate such passive components, we refer to the resulting graphs as

Passive-Active Flow Graphs(PAFGs). A central objective of this chapter is to introduce

PAFGs as a useful new representation for model-based design of signal processing systems.

The proposed new design methodology starts by deriving an initial PAFG represen-

tation from the data�ow graph. In this initial PAFG representation, it is assumed that all of

the actors operate in their active (original) form. Actors in the PAFG are then selected and

replaced by their passive equivalents, where these replacements are performed subject to

certain technical constraints. After the desired set of replacements is complete, the �nal

PAFG speci�es what form, passive or active, each actor should take in the implementation

that is derived from the PAFG.
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A preliminary version of this work was presented in [8]. This chapter goes beyond

that chapter in the following ways. First, we provide in Section 2.4 detailed examples

of the design and operation of passive buffers through concrete examples of a fork actor,

and a Boolean data�ow switch actor. These examples demonstrate the difference between

passive and active component design. Furthermore, the Boolean data�ow switch example

demonstrates the applicability of active-to-passive conversion techniques to dynamic

data�ow actors, which signi�cantly enhances the generality of the proposed methods.

Second, in Section 2.6 we provide a signi�cantly extended discussion of the relationship

of passive component design tobuffer merging, which is perhaps the most closely related

among previously developed techniques for data�ow memory management. Third, in

Section 2.7.3, we provide new experiments, which incorporate the passive version of the

switch actor described above.

2.3 PAFG Representations

In this section, we develop in detail the PAFG model of computation. In the methodology

developed in this chapter, PAFGs are derived from data�ow graphs, and are intended

as intermediate representations or implementation architectures for data�owapplication

graphs(data�ow models of signal processing applications). For concreteness, we develop

the concepts of PAFGs here in the context of core functional data�ow (CFDF) [9] as

the application graph model; however, the concepts are not speci�c to CFDF and can be

adapted to other forms of data�ow. CFDF is a highly expressive model that can be used to

represent other well-known data�ow models, including synchronous [7], cyclo-static [10],
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Boolean data�ow [11], and integer-controlled data�ow [12]. CFDF is the model that

underlies the lightweight data�ow environment (LIDE) tool [9], which we use for our

experiments in Section 2.7. Details on LIDE, including its actor �ring (enable/invoke) and

read/write interfaces can be found in [9].

The PAFG model of computation is applied in this work to provide a methodology

for use with library-based data�ow tools and design processes, which use actor libraries

together with graphical representations that instantiate and connect library components.

Examples of tools of this type include PEACE, PREESM, the data�ow domains of Ptolemy,

and LIDE [13, 14, 15, 9]. It is anticipated that the methods in the chapter can be adapted

to other types of data�ow programming environments, but this is not the form in which the

methods are demonstrated in the chapter.

The proposed methodology is developed in the context of intra-thread buffer memory

implementation. In particular, the methodology can be applied to sequential implemen-

tations, as well as to a broad class of multithreaded implementations. In the case of

multithreaded implementations, the optimization can be applied �exibly on one or multiple

threads as long as each passive (optimized) actor version is mapped to a single thread (no

auto-concurrency), and this thread is the same as the thread that executes the actors that

communicate through it. For example, in relation to Fig. 2.1, this means that the Gain

actor, passive Fork version, and the actors that read fromout1 andout2 (see Fig. 2.1(a))

must all be assigned to the same thread. Extension to broader classes of multithreaded

implementations is an interesting direction for future work.

In the remainder of this section, we �rst de�ne notation that helps to present the

PAFG model. Different types of modeling components in PAFGs are then introduced. We
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then de�ne two speci�c forms of PAFGs, called alternating and direct PAFGs, as well as

the concept of coordination functions, which help to specify the type of functionality that

is associated with different components in a PAFG.

We �rst de�ne some notation that will be useful throughout the remainder of this

chapter. Given an edgee in a directed graph, we denote the source and sink vertices ofe

by src(e) andsnk(e), respectively. Aself-loopis an edge whose source and sink vertices

are identical. In the remainder of this chapter, we consider only directed graphs that do not

contain self-loops. Self-loops are not relevant to the methods introduced in this chapter

since the methods are geared toward optimizing communication between distinct actors,

whereas by de�nition, self-loops model communication across distinct �rings of the same

actor. Thus, self-loops can be ignored (e.g., removed through a preprocessing phase) when

applying the proposed transformation techniques, and then re-inserted when implementing

the results of the techniques.

Given an edgee, we say thatsrc(e) is apredecessorof snk(e), snk(e) is asuccessor

of src(e), andsrc(e) andsnk(e) areadjacentvertices. The sets of all predecessors and

successors of a vertexv in a given graph are denoted bypred(v) andsucc(v), respectively.

The sets of all input edges and output edges ofv are denoted byin (v) and out(v),

respectively.

The PAFG, like a data�ow graph, is a directed graph. It is composed of vertices and

edges. We refer to PAFG vertices asblocks. In a data�ow graph, vertices correspond to

computational modules, and edges correspond to SISO buffers between the modules. In

contrast, in a PAFG, both computational modules and buffers are represented as vertices,

and edges represent connections between computational modules and buffers. Additionally,
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buffers as vertices in PAFGs are not restricted to SISO interfaces — they can have multiple

inputs, multiple outputs, or both. A third distinguishing characteristic of the PAFGs that

we are concerned with in this chapter is that they are bipartite graphs. We de�ne this

bipartite characteristic precisely in Section 2.3.3.

For conciseness and clarity, we assume that data�ow graphs and PAFGs discussed in

this chapter are directed graphs rather than multigraphs (which can contain multiple edges

directed in the same direction and between the same pair of vertices). The adaptation of

the PAFG model to multigraphs can be readily achieved when implementing the model.

Additionally, we develop the formal concepts of data�ow graphs and PAFGs in terms

of vertices and edges and avoid details associated withports, which provide interfaces

between vertices and incident edges. This focus on directed graph (vertex and edge)

notation pertains speci�cally to this section and Section 2.5, which contain our formal

development of the proposed methods. In practical data�ow design processes and tools,

multigraph and port representations are both important. However, these port concepts are

not essential to developing the core ideas presented in this section and Section 2.5, and

their use is omitted in these parts, as is often done in development of data�ow-related

methods, to avoid unnecessary clutter in the notations.

We refer to an ordered pair of actors(xd; yd) as adata�ow pair and an ordered pair

of PAFG blocks(xb; yb) as aPAFG pair.

The PAFGs that we are concerned with in this chapter are derived from corresponding

data�ow graphs (application graphs). We elaborate on the process of deriving a PAFG

from a data�ow graph in Section 2.3.4. This derivation process places blocks in a PAFGF

in correspondence with actors or edges in the data�ow graph from whichF was derived.
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A simple passive bufferis a PAFG block that corresponds in this way to an edge in some

data�ow graph. A PAFG block that is not a simple passive buffer is referred to as a

non-simple block. We often refer to simple passive buffers assimple blocks.

2.3.1 PAFG Blocks

A PAFG is a directed graph with a set of vertices (blocks) and a set of directed connections

between pairs of blocks. A PAFG block is either apassiveblock or anactive block. The

distinction between these two types was motivated intuitively in Section 2.2.

An active block corresponds to an application graph actor, which can in general be

associated with either a computational task or with some form of data transmission in the

given signal processing application. On the other hand, passive blocks involve operations

on data through read/write interfaces. Passive blocks in a PAFG specify the initialization

of buffers and data movement in the buffers and among the active blocks.

More precisely, an active block corresponds to an application graph actor that is

used in the usual way — that is, through interfaces that are associated with �ring the

actor and (if available) for testing �reability. In CFDF, these are referred to asinvokeand

enableinterfaces, respectively [9]. In contrast, a passive block is used through read/write

interfaces, as illustrated by the passive fork example in Section 2.2.

Table 2.1 informally summarizes the different types of blocks in terms of the pas-

sive/active and simple/non-simple dichotomies. The “N/A” (not applicable) entry in the

table reminds us that in our terminology, there is no such thing as a simple active block.

Just as an active block (conventional data�ow actor) can be speci�ed in some
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Passive Active
Simple Conventional data�ow edges. N/A
Non-Simple Blocks that encapsulate actor func-

tionality that is reformulated to in-
terface through read/write functions.

Conventional data�ow
actors (enable/invoke
interfaces).

Table 2.1: An informal summary of the different types of blocks in terms of the pas-
sive/active and simple/non-simple dichotomies.

arbitrary programming language (e.g., C, Java or Verilog) using invoke/enable interfaces

(e.g., see [9]), passive blocks can be speci�ed in arbitrary languages using read/write

interfaces. Initialization of internal buffers and movement of read and write pointers for

these buffers are aspects that generally need to be speci�ed as part of the implementation

of a passive block. Active blocks communicate with one another by reading and writing

tokens from/to passive blocks that connect them.

Given an application graphG, we assume that implementations of the actors inG are

available in anactor library. We assume that each actor inG has one active implementation

(with enable/invoke interfaces) in the library, and that it may or may not have a passive

implementation (with read/write interfaces). We refer to an actorA as abuffer actorif it

has a passive implementation; otherwise, we refer toA as acomputational actor. Thus,

only buffer actors can be placed in correspondence with passive blocks.

Like active blocks, non-simple passive blocks correspond to actors. However, they

are used (executed) in a different way — again, as illustrated by the difference between

the active (“standard”) and passive versions of the fork actor in Section 2.2. A non-simple

passive block should implement the same input/output behavior as its corresponding

actor — more precisely, every mappingM of an input stream to an output stream in the

behavior of the corresponding actor should also be a mapping within the behavior of the
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corresponding passive block. Any functions can be embedded within the passive block so

long as they are free from side effects and the overall input/output behavior is maintained,

as described above.

For background on the interpretation of actors as mappings from input streams

to output streams, we refer the reader to [1]. In this work, we assume that unit testing

processes are used to validate such “mapping equivalence” between passive blocks and

their corresponding actors.

Fig. 2.2 illustrates how a test for a SISO actor can be converted into a test for a

corresponding passive block. Here, FSRC and FSNK represent a�le source and �le

sinkactor, respectively. These actors take as parameters an input �le and an output �le,

respectively. FSRC starts at the beginning of its associated input �le and on each �ring, it

produces a token that encapsulates the next data value that is found in the �le. Similarly,

FSNK starts with an empty output �le and on each �ring it reads a token from its input edge

and outputs the value encapsulated by the token to the associated �le. When the graphs

in Fig. 2.2(a) and Fig. 2.2(b) are executed using the same input �le for the FSRC actor,

they should result in the same sequence of data values being stored in the �le associated

with FSNK. The testing approach illustrated in Fig. 2.2 generalizes naturally to actors with

multiple inputs and outputs.

For general background on synergies between unit testing and data�ow-based de-

sign processes, we refer the reader to [9]. We envision as an interesting area for future

work the automation of the equivalence checking process between active and passive

implementations of the same buffer actor.

A block in a PAFG is either acomputational blockor abuffer block. More speci�-
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Figure 2.2: An example that is used to illustrate how a test for a SISO actor in a data�ow
graph can be converted to test a corresponding passive block: (a) a simple data�ow graph
for testing the data�ow actor; (b) the corresponding PAFG for testing the passive block.

cally, a computational block is a PAFG block that corresponds to a computational actor,

while a buffer block is one that corresponds to a buffer actor or a data�ow edge. The

computational/buffer dichotomy is another relevant way to distinguish between blocks

in addition to the active/passive and simple/non-simple dichotomies. All computational

blocks are active blocks. However, buffer blocks can in general be either passive or active.

To summarize, in a PAFG, each block is classi�ed as being either active or passive.

An active block can be either a computational block or a buffer block, while a passive

block is always a buffer block.

2.3.2 Coordination Functions and Alternating PAFGs

When deriving a PAFG, each buffer block needs to be designated as being an active or

passive buffer. An active buffer is executed like any other actor (using enable/invoke

interfaces), while passive buffers are read from and written to directly by computational

blocks and active buffers (using read/write interfaces). Coordination functions are used to

specify whether a given block is executed in a passive or active fashion. Thus, coordina-
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tion functions specify how schedulers should manipulate the blocks when executing the

associated application graph.

Intuitively, the coordination function relates the PAFG to a speci�c con�guration

of passive/active interpretations for the components in the graph. The function provides

a concise representation for this mapping into passive and active alternatives. Different

coordination functions can be de�ned for the same PAFG, thereby resulting in different

implementations of the same functionality.

Given a PAFGF , we represent the set of blocks (vertices) inF by blks(F ), and we

de�ne a coordination functionof F as one that speci�es for eachb 2 blks(F ) whether

or notb is to be executed in an active or passive fashion. More precisely, a coordination

function is a mappingC : blks(F ) ! f pssv; actvg, whereC(bc) = actv for every

computational blockbc 2 blks(F ), andC(bs) = pssvfor every simple blockbs 2 blks(F ).

We refer toC(b) as thecoordination typeof block b with respect toC. Computational

blocks and simple blocks must be coordinated in an active and passive fashion, respectively,

and a coordination function just reminds us of this. On the other hand, a coordination

functionC speci�es for each non-simple buffer block whether or not the block is to be

executed in a passive or active fashion (if we execute the PAFG based onC).

A coordinated PAFG is an ordered pairZ = ( F; C), whereF is a PAFG andC is a

coordination function forF .

In the proposed design methodology, PAFGs are not de�ned in isolation, but rather

in the context of a data�ow graph model of the application. We envision that it is possible

to develop design methodologies that use PAFG-based modeling concepts in a standalone

fashion; however, we leave this topic as a possible direction for further investigation, and
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focus in this chapter on a design methodology that includes a familiar data�ow graph

representation as a starting point. Therefore, the connection between the data�ow graph and

the PAFG, as captured by the coordination function, is a useful concept in understanding

and working with PAFGs in our proposed design methodology.

2.3.3 Alternating PAFGs

In this work, we are interested in a speci�c form of coordinated PAFG, which we refer

to as analternating PAFG. An alternating PAFG is de�ned to be a coordinated PAFG

that is bipartite in terms of the active blocks and passive blocks. More precisely, an

alternating PAFGZ = ( F; C) with F = ( Vf ; Ef ) is one that satis�esC(src(e)) 6=

C(snk(e))for all e 2 E f .

A block in a PAFG is aninterface blockif it has no output edges or it has no input

edges. In this work, we assume that all interface blocks are active. The possibility of

passive interface blocks is interesting and useful, but is beyond the scope of this chapter.

Also, in our context, direct communication between pairs of active blocks or pairs of

passive blocks is ambiguous. Intuitively, some form of buffer is needed to manage the

�ow of data between active blocks (just as data�ow edges connect pairs of communicating

actors in data�ow graphs). Generalization of the developments of this chapter to consider

passive interface blocks and non-alternating PAFGs are interesting directions for future

work.

In an alternating PAFG, an edge is directed either from an active blocka1 to a passive

blockp1 or from a passive blockp2 to an an active blocka2. The former type of edge can
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be viewed as a generalization of the connection between a data�ow actor and an output

edge (FIFO) of the actor. Such an edge indicates that whenever the active blocka1 is

invoked, it writes zero or more tokens into the buffer represented byp1. Similarly, the

latter type of edge generalizes the connection between a data�ow graph edge and the actor

at the sink of the edge. Such an edge indicates that whenevera2 is invoked it reads zero or

more tokens fromp2. By de�nition, the passive blocksp1 andp2 are equipped with write

and read interfaces, which operate on and supply, respectively, tokens to the interfacing

actorsa1 anda2.

2.3.4 Direct PAFGs

We propose a design methodology in which data�ow graphs are converted into a type of

equivalent PAFG representation, and then transformed so that a subset of the active buffers

is converted into passive coordination form. In this section, we de�ne the equivalent

PAFG representation, which we refer to asdirect PAFGform, and in Section 2.5, we

de�ne the process of transforming active buffers into a passive form. The direct PAFG

has a special role in the proposed design methodology in that it is the starting point for

the active-to-passive transformations described above. This transformation process is

discussed further in Section 2.5.

Now suppose that we are given a data�ow graphG = ( V; E). For each edgee 2 E,

we de�ne a corresponding passive buffer� (e). We denote the set of passive buffers de�ned

in this way asP(G). Thus,P(G) = f � (e) j e 2 Eg. Each� (e) 2 P(G) is a simple block

(see Section 2.3.1) since it is de�ned in correspondence with a distinct data�ow graph edge
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e.

Similarly, for eachv 2 V, we de�ne a corresponding block� (v). Each� (v) is

referred to as anactor blockwith corresponding actorv. If v is a computational actor,

then� (v) is de�ned as a computational block. Otherwise,� (v) is de�ned as a non-simple

buffer block. For a given data�ow graphG = ( V; E), we de�ne the set of all actor blocks

by A(G) = f � (v) j v 2 Vg

For eachz = � (e) 2 P(G), we de�ne the PAFG pairs� i (z) = ( � (src(e)); z) and

� o(z) = ( z; � (snk(e)). Recall that PAFG pairs are ordered pairs of blocks, and actor

blocks and passive buffers both represent different types of blocks. Thus,� i (z) and� o(z)

can correctly be referred to as PAFG pairs. The sets of all pairs de�ned in this way are

represented byK i = f � i (z) j z 2 P(G)g, andKo = f � o(z) j z 2 P(G)g.

Thedirect PAFGrepresentation ofG is a coordinated PAFGZd = ( Fd; Cd). The

PAFGFd = ( Vd; Ed) is de�ned byVd = ( A(G) [ P(G)), andEd = ( K i [ K o), and the

coordination function is de�ned byCd(b) = actv for every non-simple blockb.

By construction, each edge inZd connects a simple block to a computational block

or an active buffer block. Thus, a direct PAFG is always an alternating PAFG.

The construction process de�ned above provides a systematic way to derive the

corresponding direct PAFG from an an application graph. In the proposed methodology,

the internal implementations of passive blocks and active blocks are developed by hand,

and buffers in the PAFG are annotated to indicate whether they are passive or active.

To illustrate key concepts introduced in this section, Fig. 2.3 shows an example of a

data�ow graph (application graph), Fig. 2.4 shows the direct PAFG that results from this

application graph, and Table 2.2 shows the coordination function for the direct PAFG. In
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Figure 2.3: A data�ow graph (application graph).

Figure 2.4: The direct PAFG that is derived from the application graph of Fig. 2.3.

Block (B) Coordination typeC(B)
Yi ; i = 1; 2; : : : ; 10 actv

 j ; j = 1; 2; : : : ; 4 actv

L k ; k = 1; 2; : : : ; 15 pssv

Table 2.2: Coordination function for the direct PAFG of Fig. 2.4.

Fig. 2.3 and Fig. 2.4, eachH i is a computational actor, eachJi is a buffer actor, eachYi

corresponds toH i , each
 i corresponds toJi , and eachL i is a simple passive buffer.

In Fig. 2.3 and Fig. 2.4, we use the convention that data�ow graph actors are drawn

with circles, PAFG blocks are drawn with rectangles, and the borders of PAFG blocks are

solid or dashed based on whether the blocks are active or passive, respectively.

From the discussion in this section, and the example shown in Fig. 2.3 and Fig. 2.4,

it is apparent that the derivation of the direct PAFG from the given application graph is

a straightforward process. However, the formal process of deriving the direct PAFG is

useful to specify since the direct PAFG provides an important baseline or starting point for

optimizing design transformations in our proposed design methodology.
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2.3.5 Association between Data�ow Graphs and PAFGs

Given a data�ow graphG = ( V; E) and a PAFGF = ( Vf ; Ef ), we say thatG andF are

associated(each is associated with the other) if each simple blockp in F corresponds to

an edgee in G (p = � (e)), and each non-simple blockq in F corresponds to an actora

in G (q = � (a)). Recall that de�nitions of� and� were provided in Section 2.3.4. By

construction, the direct PAFG representation of a data�ow graphG is always associated

with G.

2.4 Examples of PAFG Components

In this section, we demonstrate the design and operation of passive buffers through a

concrete example of a Boolean data�ow switch actor. This example helps to demonstrate

the difference between passive and active approaches to block design, as well as the appli-

cation of passive buffer techniques to dynamic data�ow functionality. Additionally, the

example helps to demonstrate complex trade-offs that are involved in active versus passive

buffer implementation. In addition to demonstrating the proposed ideas with concrete

examples, the discussion in this section is intended to facilitate intuitive understanding

of the potential ef�ciencies and trade-offs introduced by the possibility of using passive

buffers. Concrete demonstration of such ef�ciencies is presented in Section 2.7.

In general, ifA is the name of an actor, and we have a passive buffer implementation

of A, then we refer to the passive version as an “A router”, while we refer to the active

version (as is conventionally done) as an “A actor”. The termrouterhere is used to capture

the interpretation that such a component serves to route data from and to different actors,
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rather than through the mechanism of �ring, as actors operate.

Given an actor namedA that is accompanied by a passive version, we refer to theA

actor as theprototypefor theA router. The prototype is used as the functional reference

based on which the router is designed and tested or veri�ed. As described in Section 2.3.1,

the A router must provide the same mapping of input streams into output streams as

provided by theA actor.

2.4.1 Review of Switch Semantics

We �rst review the semantics of a Boolean data�ow switch actor [11], and then discuss

the passive implementation of this actor. Fig. 2.5 shows the port interface of a switch

component, independent of whether it is implemented in active or passive form. The ports

c andd are referred to as the control and data inputs, while the portst andf are referred to

as the true and false outputs. The control port consumes Boolean-valued tokens while any

data type can be associated with the other three ports as long as they are of the same type.

On each �ring, the switch actor consumes a single token each fromc andd. The token

consumed fromd is then replicated ontof or t if the control token value consumed is F

(false) or T (true), respectively. While the consumption rate is 1 on both input ports, the

production rate on each output port is data-dependent [11].

2.4.2 Design Structure

Fig. 2.6 illustrates the design of the switch router in LIDE-C, which is the C language

“subset” of LIDE. The design includes four internal buffers, called the true output buffer
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Figure 2.5: Port interface for a switch actor or router.

Figure 2.6: Design structure of switch router.

(tbuf), false output buffer (fbuf), data input buffer (dbuf), and control input buffer (cbuf).

2.4.3 Pseudocode Description

Fig. 2.7 shows a C-like pseudocode description of a write method for a switch router

— that is, a passive version of the Boolean data�ow switch actor. The illustrated write

method is based on the router design illustrated in Fig. 2.6, and it is assumed that the

corresponding switch actor handles integer-valued data tokens, and that its control tokens

are also represented using the integer-type values 0 (F) or 1 (T). The design can easily be

adapted to handle different data types or to handle generic data, such as data referenced by

generic pointers (void * ) in C.

As data is written into the switch router, the data is moved as soon as possible into
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Figure 2.7: Pseudocode description of the write method for a switch router.

the true and false output buffers (tbuf and fbuf) based on the values of the corresponding

control token values. If data is written into the switch router before its corresponding

control token has been written, then it is stored in dbuf until the control token arrives, and

the switch router can determine which of tbuf or fbuf to transfer it into. Conversely, if a

control token is written before its corresponding data token, then the control token is saved

temporarily in cbuf.

Pointers to the output buffers fbuf and tbuf (see Fig. 2.6) are stored in a two-element

array, called outbufs, so that the appropriate buffer can be accessed by using a control

token value as the array index. These pointers point to instances of a simple abstract data

type (ADT) for a circular buffer, which encapsulates storage for the buffer along with read

and write pointers. The cbuf and dbuf buffers are also implemented using this circular

buffer ADT. The functions bufread and bufwrite read values from and write values into a

given circular buffer, while bufpeek returns a pointer to the �rst (oldest) element in the

buffer if the buffer is nonempty, and otherwise, it returns a NULL pointer. The bufadvance

function advances the read pointer to the next element in the buffer without retrieving any

value from the buffer.
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Figure 2.8: Pseudocode description of the read method for a switch router.

Based on the design illustrated in Fig. 2.6, the read method of the switch router

can be implemented in a manner similar to a read operation from a conventional data�ow

FIFO, except that the port is speci�ed as an argument to the read operation. A pseudocode

description is shown in Fig. 2.8.

Note that there is no over�ow checking shown in Fig. 2.7, and similarly, under�ow

checking is not shown in Fig. 2.8. This is consistent with the LIDE tool, where over�ow

and under�ow are assumed to be avoided by the scheduler, and the overhead of checking for

these conditions within routers is eliminated. Indeed, data�ow provides valuable features

for scheduler-level determination of �reability (avoidance of over�ow and under�ow) prior

to executing actors; these methods can in general operate at compile-time, at run-time, or

through a combination of compile-time and run-time methods (e.g., see [2]). In case it is

desired to incorporate over�ow or under�ow checking within routers, such functionality

can readily be included — for example, to trigger an error message and abort execution

when simulating a design. If �reability is assumed to be ensured by the scheduler but there

is an error in the �reability-checking process, then results are unpredictable — in particular,

reading of invalid data or writing past the end of the buffer may result. Section 2.5.2

provides further discussion about scheduling in the context of PAFG-based system design.
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2.4.4 Qualitative Comparison

To qualitatively compare the operation of the switch actor and switch router in this example,

consider the scheduleS1 = ABX [� (X:t ); C; D] for the data�ow graph of Fig. 2.9(a). The

actorsA, B , C, andD are homogeneous SDF actors, which means that the data�ow rate

on each port is equal to1. The scheduleS1 speci�es the sequence in which the actors are

to be executed in a particular implementation of the associated data�ow graph. Derivation

of a schedule is a fundamental part of implementing a data�ow model, which does not

incorporate scheduling information. Indeed, this separation of concerns between functional

speci�cation and schedule construction is an important feature of data�ow-based design

methodologies.

The subschedule[� (X:t ); C; D] in S1 represents the conditional �ring ofC or D

depending on the token population on the output edge connected to portt of component

X : if this token population, denoted� (X:t ), is greater than zero, thenC is �red, otherwise

D is �red. Since the switch router is a passive component that is not scheduled (�red), the

same data transfer amongA, B , C, andD can be achieved using the PAFG of Fig. 2.9(b)

and the scheduleS2 = AB [� (R:t); C; D].

When comparingS1 andS2, we observe that each iteration ofS1 involves four actor

�rings — one �ring each ofA; B; X and one �ring ofC or D (but not both). In contrast,

the scheduleS2 involves only three actor �rings per iteration, a reduction of 25%.

Next, we observe that the scheduleS1 involves three write operations per iteration,

where actors write to output edges, and three read operations, where actors read from

input edges. This amounts to a total of six actor read/write operations. In contrast, the
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Figure 2.9: Two simple graph examples: (a) a data�ow graph that involves a switch actor,
and (b) a PAFG that involves a switch router.

scheduleS2 involves only three actor read/write operations per iteration. However, the

write operations in the switch router are more complex compared to a standard write to a

FIFO, which would be performed in a switch actor. Nevertheless, the reduction from six

to three in this context can be of signi�cant bene�t — for example, if the average cost of

inter-component memory operations is high and the switch actor is executed frequently

in an application. Here, by inter-component, we mean the communication of data across

different data�ow graph vertices and edges.

Another interesting qualitative aspect of the passive switch component illustrated in

Fig. 2.9(b) is that data written to the component byA andB is ready to be consumed byC

or D as soon as possible after the corresponding write operations, subject to the semantics
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of the switch functionality. In contrast, in a corresponding implementation of this subgraph

using a switchactor, data is available for consumption byC or D only after the switch

actor has �red, where the �ring time is in general determined by the given scheduler. Thus,

for an actor-based implementation, the write-completion times byA andB only give lower

bounds on the data availability time forC or D.

Note that the actual performance difference is also dependent on the computations

and the intra-component memory operations within the switch router. For example, if the

locality of the intra-component operations has great bene�t on a given platform, then the

router form of implementation may be especially advantageous. However, we do not make

any general claim that a passive implementation is always more ef�cient (or even at least

as ef�cient) than the corresponding active implementation. On the other hand, because of

the potential for signi�cant performance improvement — depending on the actual actor /

router implementations involved and the target architecture — the capability to experiment

with passive buffer implementations is useful to have available in the toolbox of a data�ow

system designer. It is this new form of experimentation and corresponding design space

expansion that the developments of this chapter open up.

In Section 2.7 we present experimental results that provide quantitative insights

into possible performance improvements that can be provided by the use of passive

implementations along with the proposed PAFG-based design methodology.

We would like to emphasize that the implementation illustrated in Fig. 2.6, Fig. 2.7

and Fig. 2.8 is just one possible implementation of a switch router. Further optimizations to

this implementation may be possible, and other implementations, using a different design

(from that illustrated in Fig. 2.6) are also possible. The intent with the illustration here is

30



Figure 2.10: A modi�ed version of Fig. 2.9(b) used to illustrate the possibility for embed-
ding computations within routers.

to concretely demonstrate one possible switch router implementation.

2.4.5 Embedded Computation in Passive Blocks

Another useful aspect of the proposed concept of passive buffers (routers) is the possibility

to embed computations within those buffers. For example, consider a functiong(x) that

operates on some integer argument, and consider the modi�ed example (modi�ed with

respect to Fig. 2.9(b)) shown in Fig. 2.10. Here, the actorK g produces and consumes a

single token on each �ring, where the value of the output token is the result of applyingg

to the value of the input token.

The graph of Fig. 2.10(a) can be implemented by the simpler graph in Fig. 2.10(b),

whereR0 represents a generalized form of the switch routerR. The routerR0 takes as
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a parameter a function� , which is applied to individual values that are read from the

data input. This can be achieved by a simple modi�cation to the write method, where the

inval and* dval values are operated on by� before storing data tooutbufs[ * cval]

andoutbufs[inval] , respectively.

Since it takes a function as a parameter, the routerR0can be viewed as a higher-order

function. The application of higher-order functions in signal processing and system design

has been studied in depth by Reekie and Sander [16, 17].

The transformation represented by going from Fig. 2.10(a) to Fig. 2.10(b) is related

to the class ofclusteringtransformations (also referred to astask merging) in data�ow

graphs (e.g., see [18]). Clustering involves identifying a data�ow subgraph, consisting of

data�ow actors and edges, that will be treated as a single unit during subsequent phases of

graph analysis or synthesis. For example, clustering may be used to identify subgraphs

that are scheduled onto the same thread in a multithreaded implementation. Compared

to data�ow clustering approaches, distinguishing aspects of the transformation discussed

in this section include its operation on PAFG models rather than data�ow graphs, and its

focus on integrating non-simple passive blocks with active blocks.

Embedding the functiong into a succeeding router, as illustrated in Fig. 2.10(b),

is especially useful ifg is relatively �ne-grained, where its computational cost is low

compared to the overhead of reading and writing by the actorK g that encapsulatesg. If

K g is preceded by some other actor,P then an alternative is to embedg within P (i.e.,

applyingg before producing the output ofP), which would also eliminate inef�ciency due

to the �ne granularity ofK g.

However, there are a number of cases where embeddingg into a preceding actor
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is not possible. First,K g might be placed at the input to a subsystem that is compiled

separately so that it does not interact with a uniqueP. Second,P could be part of some

third party intellectual property library such that the system designer does have access to

its internal source code. Third,P might be a performance bottleneck of the system such

that the system designer does not want to add further to its complexity.

In summary, while the capability to embed a functiong into a passive buffer, as

illustrated in Fig. 2.10, may not always be desirable, this way of applying passive buffers

opens up new possibilities in design optimization and performance tuning, and represents

another useful feature of PAFG-based modeling.

2.4.6 Population and Free Space Functions

In some design scenarios involving data�ow graphs, it is useful to have pop and fsp methods

available for FIFOs in the graph, where pop returns the number of tokens (population) in a

FIFO at a given time prior to or during execution, and fsp gives the amount of free space in

the FIFO (i.e., the difference between the FIFO capacity and the population). Here, “pop”

is short for “population” and should not be confused with the pop concept that is paired

with push when working with stacks and related data structures.

For example, a dynamic scheduler may query the pop method of a FIFO to determine

whether or not it can safely �re an actor that consumes data from the FIFO. Examples

of such uses of population-querying are given in schedulesS1 andS2 discussed in Sec-

tion 2.4.4. Similarly, the fsp method can be called if there is uncertainty during dynamic

scheduling about whether an output edge has enough free space to accommodate the �ring
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of the actor at the source of the edge.

Equivalent methods need to be provided in routers to enable schedulers to work in

the same way — that is, to be able to determine data or free space suf�ciency at run-time.

One difference, however, is that with routers, the pop and fsp method take output and

input ports as arguments, respectively. This is because routers are not restricted to SISO

interfacing as with data�ow edges.

To generalize the pop method for data�ow edges to routers in LIDE-C, we de�ne

the function to take a router output portp as argument, and to return at any given time

the maximum number of tokens that can be consumed fromp by an actor whose input

port is connected top. Similarly, the fsp method is de�ned to take a router input portq

as argument, and to return the maximum number tokens that can be produced ontoq by

an actor that is connected to the port. The methods are de�ned based on implementation

details associated with the associated routers — most notably, the capacities of relevant

internal buffers within the routers.

The problem of assigning these capacities then becomes a generalization of the prob-

lem of determining the capacities of FIFO buffers in conventional data�ow graphs, which

is in general an undecidable problem. It is also possible to have the capacities associated

with selected routers be adjusted dynamically, as with data�ow buffers. Simulation tech-

niques for conventional data�ow graphs can easily be adapted to (heuristically) determine

capacities for routers. The development of more sophisticated capacity assignment or

optimization algorithms is an interesting direction for future work.

For the switch actor design illustrated in Fig. 2.6, the pop function simply returns

the current population of the true output buffer or false output buffer, depending on the
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port argument that is passed to the function. Similarly, the fsp function returns the amount

of free space within the data input buffer or control input buffer.

Note that in LIDE, write and read operations on routers typically do not perform

checks to ensure that there is suf�cient free space or data associated with the given ports.

This is because when there is uncertainty about whether an actor can be �red, it is assumed

that schedulers will use theenablemethod of the actor, which in turn uses the pop and fsp

methods, as appropriate, of routers that the actor is connected to. This kind of assumption

is represented in the pseudocode segments illustrated in Fig. 2.7 and Fig. 2.8.

2.4.7 Fork Router

We conclude this section by illustrating a passive implementation of the fork actor, which

was used as a motivating example in Section 2.2. Example pseudocode for the read and

write methods of this actor is shown in Fig. 2.11. The fork router implementation in

LIDE-C follows the logic illustrated in this pseudocode. The pseudocode fragment handles

tokens that are are of arbitrary size and type, as long as all tokens for a given instance of the

router have the same size, which is stored (in units of bytes) in thetoken_size �eld of

the instance. There is no fundamental limitation in LIDE or in the proposed methodology

of PAFGs that prevents the implementation of routers with heterogeneous token sizes;

however, this capability is not illustrated in this example. As one familiar with the C

language would expect, the LIDE-C implementation uses “void * ” as the data type

corresponding to thegeneric_pointer type used in Fig. 2.11.

The router uses a common internal buffer to store incoming tokens, and uses a
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Figure 2.11: Example pseudocode for the read and write methods of a fork router.

separate read pointer for each output port. Similarly, separate population counts are

maintained for the two output buffers. These counts are maintained in the arraypops .

Pseudocode for the pop and fsp methods of our fork router example are shown in

Fig. 2.12. As this example illustrates, there is in general no single token population value

that is associated with a router itself. Instead, token populations are associated with router

output ports, “hole” populations (free space) are associated with input ports, and both

population and free space values are in general determined based on the state of internal

buffers that are used within a router implementation.
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Figure 2.12: Pseudocode for the pop and fsp methods of a fork router.

2.5 Passivization Transformation

In the direct PAFG representation of a data�ow graph, all non-simple buffer blocks are

coordinated as active buffers. In this section, we de�ne the process of converting an

active buffer to passive form. We refer to this conversion process as thepassivization

transformation. This process is de�ned as a transformation for alternating PAFGs — that

is, a process that takes as input an alternating PAFG and produces as output another

alternating PAFG. The motivation for transformations that enable use of passive buffers

was illustrated concretely in our discussion of Fig. 2.1 in Section 2.2. Although the notation

used to precisely de�ne the transformation approach introduced in this section is somewhat

cumbersome, the transformation itself is a relatively simple process.

The passivization transformation converts a PAFG so that an active buffer within the

graph is replaced by a passive buffer that provides equivalent input/output functionality.

The transformation operates on the PAFG, and does not involve converting the active buffer

itself (i.e., its internal implementation) into a corresponding passive buffer implementation.

In the developed methodology, the derivation of passive buffer implementations is per-
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formed by the designer or actor library developer. Indeed, the development of optimized

passive buffer implementations is in general a process that bene�ts from designer expertise

and insight into the speci�c functionality of the associated actor.

If bandcare adjacent blocks in a PAFG, then we disallow coordination functions that

assign a passive form to bothbandc. We refer to this as theadjacent buffer coordination

(ABC) restriction. We impose the ABC restriction because we do not have any mechanism

de�ned for direct communication between two passive blocks. Intuitively, communication

between passive buffer blocks “stalls” because each is “waiting” for a read or write

operation to be initiated by the other. This is because both blocks operate through read/write

interfaces rather than through enable/invoke interfaces. It may be interesting as future work

to investigate communication mechanisms that allow one to relax the ABC restriction.

Given an alternating PAFG(F; C) and a blockb in F , we say thatb is simply

surroundedif all of its predecessors and successors are simple passive buffers. Formally,b

is said to be simply surrounded if for allx 2 (pred(b) [ succ(b)), x is a simple passive

buffer. For example, in Fig. 2.4, blocks
 1 and
 2 are simply surrounded, while blocksL1

andL2 are not.

Suppose that we have an alternating PAFGZa = ( Fa; Ca), whereFa = ( Va; Ea),

and suppose we have an active buffer� 2 Va that is simply surrounded. Then we can

perform thepassivization transformationof Za with respect to� . This transformation,

which is the primary contribution of this section, produces a new PAFGZb = ( Fb; Cb),

Fb = ( Vb; Eb). The vertex set ofFb is de�ned by the set differenceVb = Va � Vz, where

Vz = pred(� ) [ succ(� ).

To de�ne the edge setEb, we �rst de�ne the setsYp = f y 2 pred(x) j x 2 pred(� )g,
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andYs = f y 2 succ(x) j x 2 succ(� )g. Since� is simply surrounded, we have from the

ABC restriction that all elements ofYp andYs are active blocks. Next, we construct the set

E � of PAFG pairs that are directed from members ofYp to � , or from� to members ofYs:

E � = ( f (x; � ) j x 2 Ypg[f (�; y ) j y 2 Ysg). We also de�ne the set of all input and output

edges of blocks that are adjacent to� : Er = f e 2 out(x) j x 2 Vzg[f e 2 in (x) j x 2 Vzg.

We can then de�neEb by Eb = (( Ea � Er ) [ E � ).

The coordination functionCb : Vb ! f pssv; actvg is derived by changing the form

of � , while “copying” the values fromCa for all other blocks inVb: Cb(� ) = pssv, and

Cb(x) = Ca(x) for all x 2 (Vb � f � g).

To summarize, the passivization transformation with respect to a simply surrounded

active buffer� involves the following steps.

1. Change the form of� from actv to pssv.

2. Remove all of the predecessor and successor blocks of� along with their input and

output edges.

3. Add edges that are directed to� from each member ofYp.

4. Add edges that are directed from� to each member ofYs.

The passivization transformation can be applied multiple times, where in each

application (transformation step) after the �rst, the transformation is applied on the graph

that results from the previous step.
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Figure 2.13: Resulting PAFG after applying the passivization transformation.

Block (B) Coordination typeC(B)
Yi ; i = 1; 2; : : : ; 10 actv


 j ; j = 1; 2; 3 pssv

 4 actv

L k ; k = 4; 5; 6; 7; 12; 13 pssv

Table 2.3: Coordination function for the PAFG in Fig. 2.13.

2.5.1 Example

For example, Fig. 2.13 illustrates the PAFG that results after applying the passivization

transformation three times on the direct PAFG of Fig. 2.4. The transformation is applied

with respect to
 1, 
 2, and then
 3. In Fig. 2.4, this transformation can be applied to
 1, 
 2,


 3 and
 4 since these blocks are all simply surrounded. We �rst apply the passivization

transformation to
 1, 
 2 and
 3. After the transformation is applied to
 1, 
 4 is connected

to 
 1, L4 andL5, as illustrated in Fig. 2.13. Since
 1 is now a non-simple passive block,


 4 no longer simply surrounded. Thus, at this point, we cannot apply the passivization

transformation to convert
 4 from active to passive form.

The coordination function associated with Fig. 2.13 is illustrated in Table 2.3. From

this table, we see that
 1, 
 2 and
 3 are now con�gured in passive form since they have

been converted to non-simple passive blocks. The other blocks are kept the same as those

in the direct PAFG.
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2.5.2 Scheduling and Internal Buffer Sizes

To execute an application graph based on a PAFGP that has been derived through one or

more passivization transformations on the direct PAFG, one can use a scheduler for the

application graph as a starting point. From this scheduler, one can then remove or ignore

any application graph actors that have been converted to passive form in the transformation

process. We refer to the resulting scheduler, with executions of converted actors removed,

as thereduced schedulerassociated with the original scheduler and the PAFGP.

Assuming suf�cient storage capacities in the internal buffers within the non-simple

passive buffers (e.g., within cbuf, dbuf, fbuf, and tbuf in Fig. 2.6), any actor �ring that is

enabled when executing the original scheduler will be enabled when executing the reduced

scheduler. This is because the construction of the reduced scheduler does not affect actors

corresponding to active blocks inP, and mappings of input streams from actor inputs to

actor outputs are preserved when replacing actors with corresponding non-simple passive

blocks (see Section 2.3.1).

As described in Section 2.4.6, an approach to deriving the internal buffer capacities

(buffer sizes) associated with non-simple passive buffers is to apply simulation techniques

to empirically determine the sizes. Such techniques are commonly used for data�ow graphs

in which buffer size bounds cannot be derived statically. Development of algorithms for

compact, compile-time con�guration of internal buffers is an interesting direction for

further investigation.
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2.6 Related Work

Many researchers have investigated ef�cient buffer memory management in data�ow

graphs and related models (e.g., see [19, 20, 21, 22, 23, 24, 25, 26]). Bhattacharyya

and Lee discussed the concept that certain actors, such as the fork actor described in

Section 2.2, can be implemented more ef�ciently by deviating from pure data�ow seman-

tics [27]. However, this earlier work did not propose any approach for integrating such

deviations systematically into the modeling framework. In this new work, we develop such

a systematic approach based on the novel abstraction of PAFGs.

Castro et al. developed a domain speci�c language called SLICES for describing

structured access patterns and reorganizations of stream data [28]. The language is designed

to provide a higher level of abstraction above a �xed set of actors for data transfer, called

join, duplicate, and split, where duplicate is equivalent to the fork actor. The SLICES

compiler incorporates an SDF based-intermediate representation and optimizations on

this representation to reduce data copies and the number of data transfer actors that are

generated for a given representation. Strengths of SLICES include its elegance and formal

approach, and the automated optimization provided by its compiler. A signi�cant difference

between the PAFG approach and SLICES is that PAFGs support a much more general class

of data rearrangement patterns, including patterns involving dynamic data�ow behavior,

and patterns with embedded computations.

Perhaps the most closely related form of data�ow memory management optimization

to what we develop in this chapter isbuffer merging, which involves mapping subsets of

input and output buffers of a given actor to a common memory space (e.g., see [29, 30]).
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Similar to the buffer merging approach of [30], the PAFG approach allows for memory

sharing across arbitrary numbers of input and output buffers for a given actor. Similarly,

like the method of [29], the PAFG approach does not involve expansion to a single rate

rate graph, which can be costly in terms of compiler memory requirements and time

complexity for highly multirate applications. In this sense, the PAFG approach provides

a novel combination of useful features in the two previously developed buffer merging

approaches described above. Another distinctive advantage of the PAFG approach is the

ability to embed computation within passive blocks, as discussed in Section 2.4.5.

Additionally, while the methods of [29, 30] are limited to SDF graphs, the PAFG

approach is not restricted to any speci�c form of data�ow, as demonstrated by the switch

router example of Section 2.4. Applicability beyond SDF is also a distinguishing point

compared to the abstraction of deterministic SDF with shared FIFOs (DSSF) [31].

The restriction of existing buffer merging techniques to SDF arises because these

techniques involve optimization algorithms that automatically analyze and exploit the

merging opportunities expressed by the application developer. These optimization algo-

rithms require a knowledge of the behavior of actors prior to their �rings. Such knowledge

is available at compile-time for static models of computation targeted by buffer merging

techniques, but which is generally not available for dynamic models of computation, where

�ring rules and con�gurations of actors are often decided when a �ring begins.

From a developer's point of view, the use of the PAFG and buffer merging techniques

is similar in some ways. With PAFGs, the developer can specify two alternative behaviors,

namely an active and a passive behavior, for any actor of a data�ow graph. Using the

associated PAFG representation, optimization of the application execution is then possible
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to improve the memory and performance costs of some or all of the actors for which

passive versions are available. With buffer merging techniques [30, 23, 29], the developer

can associate an annotation specifying memory reuse opportunities between input and

output buffers to any actor of a data�ow graph. Using these memory reuse opportunities,

an optimization algorithm can optimize the memory allocation of the concerned buffers in

order to allocate them in overlapping memory spaces whenever possible. Besides these

similarities, the PAFG and buffer merging techniques have several common objectives:

they both foster the diminution of memory footprints allocated for applications by avoid-

ing unnecessary duplication of data between actors, and they both increase application

performance by diminishing the time spent in data copy operations, such asmemcpycalls

in C/C++.

Although, the generality of the PAFG approach confers it great �exibility, compared

to buffer merging techniques, we point out that buffer merging techniques also offer some

advantages over PAFGs. First, buffer merging approaches are supported by powerful

automation algorithms, which simplify their reliable application. A second drawback

of PAFGs, compared to buffer merging techniques, is the assumption that active actors

communicate with each other by callingread or write primitives, which are handled by

passive buffers. This differs from the buffer merging approach, where simple pointers to

contiguous and atomic input and output buffers are given to the actors, and are accessible

through pointer dereference operations. As presented in [23], the use of simple pointers to

access data within actors favors the reuse of legacy code inside data�ow actors, making it

easier to migrate legacy designs to data�ow-based implementations.

The combination of the PAFG methodology with buffer merging techniques is a
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promising direction for future work. In particular, the semantics used to describe the

buffer merging opportunities in [30] could potentially be applied and extended to unify the

description of the passive and active behavior of an actor. Currently, the responsibility of the

equivalence between the passive and active behaviors is left to application developers, and

possibly enforced through unit-testing. Future research could pursue a unique description

language from which correct-by-construction passive and active behaviors can be generated.

Such a language would make the approach both easier and more reliable to use with the

typical trade-offs that are involved in adoption of new languages into design processes.

Moreover, using a language with a tailored semantics and syntax for describing passive

block behaviors would open the way, as in buffer merging techniques, to automated

analysis and optimization of the internal behaviors associated with passive blocks. This

increased analyzability could notably make it possible to automate the combination of

multiple successive passive blocks in a PAFG, such as, for example,
 1 and
 4 in the PAFG

of Fig. 2.13.

In summary, the PAFG-based methodology presented in this chapter provides a

novel approach to systematically integrating non-simple passive blocks into data�ow-

based design processes. Key aspects of this novelty are the general design rule for non-

simple passive blocks, which prescribes that such a block should preserve the input/output

behavior of the corresponding active block, and the passivization transformation, which is

pre-conditioned with constraints that ensure correctness when replacing an active block in

a PAFG with a corresponding non-simple passive block.
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2.7 Application Examples and Experiments

In this section, we present experiments on three relevant applications. These experiments

demonstrate the application of design optimization using PAFGs. In these experiments,

we carried out a sequence of passivization transformations by hand, and implemented the

original data�ow graph and the optimized PAFG (derived through the transformations)

using the lightweight data�ow environment (LIDE) [9]. In this work, we have developed

extensions in LIDE to provide complete support for design and implementation using

PAFGs, including features that allow implementation and interfacing of non-simple passive

blocks. The results reported in this section were obtained by executing each studied

implementation 100 times on the associated target platform and averaging the results.

These experiments were performed on an Intel Core i7-2.5 GHz with MacOS Mojave

version 10.14.

The PAFG and associated transformation methods provide a systematic approach

for applying non-simple passive blocks in the implementation of data�ow graphs, and are

an integral part of the experiments presented in this section.

2.7.1 Error Vector Magnitude Computation

The error vector magnitude (EVM) is a �gure of merit for signal quality in communication

systems. EVM computation is an important application in measurement and test equipment

for communications. For background on EVM computation, we refer the reader to [32].

A data�ow graph for measuring the EVM for a given reference signal and received

signal is shown in Fig. 2.14. This is a dynamic data�ow graph modeled using CFDF
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Figure 2.14: Data�ow graph for EVM measurement.

semantics, as supported in LIDE. Here,SRC1 provides on eachi th �ring the input data

length for thei th EVM computation. The actorsSRC2 andSRC3 provide the real and

imaginary parts, respectively, of the reference signal; and similarly,SRC4 andSRC5

provide the real and imaginary parts of the received signal. The actorFA is a fork actor

(see Section 2.2), which broadcasts data to multiple output ports. The actorsRFC and

RCC are interleavers that interleave corresponding pairs of input tokens so that the real and

imaginary parts of each signal sample are arranged in successive elements of the actors'

output streams. The actorsE andRFM compute the error vector and reference signal

magnitude, respectively. The actorRMS computes the root mean square (RMS)ke of the

error signal and the RMSkr of the reference signal, and derives the EVM result as the

ratioke=kr . The actorsRFA andEA compute the average magnitudes of the reference and

error signals, respectively. TheSNK actor represents the output interface of the graph; in

our experiments, we use a �le writing interface.

We �rst derive a direct PAFG, which represents the implementation of the application

graph (Fig. 2.14) using pure data�ow semantics. To the direct PAFG, we apply the

passivization transformation three times with respect to the actorsFA, RFC andRCC. All

three of these actors are simply-surrounded, and can be implemented ef�ciently in passive

form.
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Figure 2.15: Optimized PAFG for EVM measurement.

The resulting optimized PAFG is illustrated in Fig. 2.15. We use a minor abuse of

notation where non-simple blocks in the PAFG are labeled with the same names as their

corresponding actors in the application graph. Blocks labeled asSPB represent simple

passive buffers.

Table 2.4 compares the experimentally measured performance of the direct and

transformed PAFGs.

In the direct PAFG of Fig. 2.14, each data�ow edge in the application graph is

mapped to a passive block. The optimized PAFG incorporates the passivization of three

non-simple buffer blocks — the FA, RFC, and RCC actors have been converted to passive

form, as shown in Fig. 2.15. In each step of the passivization process, an active block and

all of the simple buffer blocks surrounding it are converted to a single non-simple passive

block. This results in a signi�cant net decrease in the total number of buffers. In particular,

after the three passivization transformations are applied, the total number of buffer blocks

is reduced by 50%: in the direct PAFG, there are 16 buffer blocks (all simple), whereas in

the optimized PAFG, there are only 8 buffer blocks (5 simple buffers and 3 non-simple

buffers). Along with this streamlining of the number of buffers, the optimization process

helps to reduce redundant storage of tokens, as illustrated by the examples in Section 2.4.

From Table 2.4, we see that the throughput is improved by about 16%, and the buffer
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memory requirement (BMR) is reduced by about 25%. We de�ne the BMR of a PAFGG

as the total memory requirement for all passive blocks inG.

Throughput (samples/sec) BMR (MB)
Direct PAFG 1:15� 106 29.30
Optimized PAFG 1:34� 106 21.97

Table 2.4: Results for the EVM application.

2.7.2 Jitter Measurement Application

Jitter measurement is another important application for real-time signal processing in

communication systems. In this section, we apply PAFG-based modeling and optimization

for a jitter measurement system design that is presented in [33]. For details on this system

design, including the data�ow model and the constituent actors, we refer the reader to [33].

An important parameter in the jitter measurement system is thewindow size, which

determines the number of samples that are processed in a given data�ow graph iteration.

Larger window sizes in general improve the throughput at the expense of a larger BMR [33].

Again, we �rst derive the direct PAFG and then transform this into an optimized

PAFG through a sequence of passivization transformations. In this transformation process,

we convert the six fork actors in the design from active to passive buffer form. The resulting

optimized PAFG is illustrated in Fig. 2.16. In this �gure, the non-simple passive blocks

corresponding to the fork actors are denotedF1; F2; : : : ; F6.

Table 2.5 shows the improvement measured from the optimized PAFG compared to

the direct PAFG for different window sizes. The experiments were performed using the

same target platform as that used for the experiments reported in Section 2.7.1. From these
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Figure 2.16: Optimized PAFG for jitter measurement application.

results, we see signi�cant improvements delivered by the optimized PAFG in terms of the

trade-off between throughput and BMR. For the optimized PAFG, the BMR ranges from

0.38MB to 6.0MB for increasing window sizes, and the throughput ranges from1:9 � 106

samples/sec to3:1 � 106 samples/sec.

Window size 16,384 32,768 65,536 131,072 262,144
Throughput 11% 7.0% 7.7% 6.5% 7.0%
BMR 60% 60% 60% 60% 60%

Table 2.5: Results for the jitter measurement application.

2.7.3 Channelizer Application

As an application example that incorporates use of dynamic (Boolean) data�ow actors, we

investigate an adapted version of the communication system channelizer presented by Li et

al. [34]. As with the applications studied earlier in this section, the original system design

that we started with was data�ow-based, and did not make use of PAFG techniques. For

details on the original system, we refer the reader to [34].

Fig. 2.17 shows our experimental channelizer system. In the pure data�ow version of

this system, which we refer to as theconventional version, the SWITCH block represents

a Boolean data�ow switch actor, while the four blocks whose labels are pre�xed with

“SELECT” represent Boolean data�ow select actors [11].
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Figure 2.17: Experimental channelizer system.

In the PAFG version of the system, which we refer to as therouter-based version, the

Boolean data�ow actors are converted into router form, and used as passive buffers. Apart

from the switch and select components, all of the other blocks correspond to homogeneous

SDF actors. The block labeled FORK is a fork actor in both versions. We do not use a

router-based form of FORK in this experiment so that we can study the effect of the switch

and select routers, which is a new aspect of this experiment compared to the ones presented

in Section 2.7.1 and Section 2.7.2.

In Fig. 2.17, samples of the incoming signal are channelized using a bank of four

polyphase decimators and mixers (DCM1, DCM 2, DCM 3, DCM 4) or a discrete Fourier

transform �lter bank (DFTFB) depending on the values of corresponding Boolean-valued

control tokens. These control tokens are provided by the actor labeled CSRC, and are

broadcast to the �ve Boolean data�ow blocks. The input signal tokens are provided from

the block labeled DSRC.

Table 2.6 shows a comparison of the measured throughput between the conventional
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and router-based implementations for the channelizer system. [35]).

The results in Table 2.6 are each obtained by executing the system using an input

consisting of 1000 input signal samples (produced one at a time by DSRC), and 1000

control tokens (produced similarly by CSRC). Three different control token streams are

studied, while keeping the input signal the same. The three streams are represented by

the three rows in the table: Input 1 represents a stream consisting of all T-valued control

tokens; Input 2 represents a stream consisting of all F-valued tokens; and Input 3 represents

a stream that contains a mix of T and F tokens, where each token is set to T or F randomly

with equal probability.

Throughput
(Sam-
ples/sec)

Conventional Router-based Improvement

Input1 4:20� 105 4:50� 105 7.19%
Input2 1:43� 105 1:52� 105 6.47%
Input3 2:12� 105 2:28� 105 7.12%

Table 2.6: Throughput results for the channelizer system.

BMR
(kbytes)

Conventional Router-based Improvement

Input1,2,3 82:03 62:5 23.81%

Table 2.7: BMR results for the channelizer system.

The fourth column in the table, labeled “Impr.”, gives the improvement of the

throughputTr of the router-based version compared to the throughputTr of the conven-

tional version. This improvement is measured as(Tr � Tc)=Tc. As shown in the table,

PAFG techniques applied to the BDF components improve the throughput by a more
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moderate (compared to the results of Section 2.7.1 and Section 2.7.2), but still useful

degree in all three cases. Furthermore, the performance variation among the three cases is

relatively small.

Also, the BMR for each design version is shown in Table 2.7. In the router version, 5

active blocks — one switch actor and four select actors — have been converted to passive

blocks. The passive versions provide more streamlined use of memory, as illustrated for

the switch actor in Section 2.4.4. As shown in Table 2.7, the use of passive switch and

select components reduces the BMR from 82.03 kbytes to 62.5 kbytes, which represents a

reduction of 24%.

2.8 Discussion and Future Work

In this chapter, we have introduced passive-active �owgraphs (PAFGs) as a model of

computation that complements data�ow models for design and implementation of signal

processing systems. PAFGs generalize the concept of data�ow edges into multi-input,

multi-output components that are called “passive blocks”. PAFGs provide a new approach

to integrating designer-speci�ed memory management optimization systematically into

the framework of data�ow-based design and implementation.

In addition to presenting details of the PAFG model of computation, we have intro-

duced the passivization transformation, which can be used iteratively to derive progres-

sively more ef�cient PAFGs. We have also presented detailed examples of passive blocks.

We have demonstrated the application of PAFGs and the passivization transformation on

three important signal processing applications.
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While there are signi�cant differences among buffer merging, deterministic SDF with

shared FIFOs (DSSF), and PAFG-based memory management, investigating and exploiting

complementary relationships among the different approaches is an interesting direction for

future research. Other useful directions for future work include automating the equivalence

checking between active and passive versions of a given actor, the generalization of

relevant methods in this chapter beyond alternating PAFGs, and the exploration of PAFG

concepts in the context of standalone application models (i.e., models that do not depend on

accompanying data�ow graphs). Indeed, the chapter opens up many interesting directions

for future work, which stem in part from the possibility of introducing passive versions for

a wide variety of actors into data�ow-based design processes, and the rich design space

for graph implementation that is introduced by this possibility.
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Chapter 3

Real-time Neuron Detection and Neural Signal Extraction Platform for

Miniature Calcium Imaging

3.1 Chapter Overview

The work in this chapter was developed in collaboration with Jing Xie, another Ph.D.

student at the University of Maryland. My contribution to the work presented in this

chapter has been focused on data�ow-based design of the proposed system, developing all

actors except for the motion correction actor and performing experiments with NDSEP

using the simulated data, neuro�nder data and real data.

Material in this chapter was published in partial, preliminary form in [36].

Real-time neuron detection and neural activity extraction are critical components of

real-time neural decoding. In this chapter, we propose a novel real-time neuron detection

and activity extraction system using a data�ow framework to provide real-time perfor-

mance and adaptability to new algorithms and hardware platforms. The proposed system

was evaluated on simulated calcium imaging data, calcium imaging data with manual

annotation, and calcium imaging data of the anterior lateral motor cortex in mice. We

found that the proposed system accurately detected neurons and extracted neural activi-

ties in real-time without any requirement for expensive, cumbersome or special-purpose

computing hardware. We expect that the system enables cost-effective, real-time calcium
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imaging based neural decoding, leading to precise neuromodulation.

3.2 Introduction

Real-time neural decoding predicts behavioral variables based on neural activity data,

where the prediction is performed at a pace that keeps up with the speed of the activity

that is being monitored. Neuromodulation devices are becoming one of the most powerful

tools for the treatment of brain disorders, enhancing neurocognitive performance, and

demonstrating causality [37, 38]. A precise neuromodulation system integrates neural

activity monitoring, real-time neural decoding, and neuromodulation. In precise neuro-

modulation, a decoding device predicts a behavioral variable based on neural data streams

in real-time. Based on the decoding results, neuromodulation parameters such as timing,

frequency, duration, and amplitude are changed. Precise neuromodulation systems with

closed-loop real-time feedback are superior to the �xed (open-loop) neuromodulation

paradigm [39, 40, 41]. A recent direct brain stimulation study demonstrated signi�cant

advantages of precise neuromodulation over open-loop neuromodulation [41]. This study

applied direct brain stimulation with decoding capability to patients with epilepsy to

improve their memory. The study found that stimulation increased memory function only

if delivered when the decoding device indicated low encoding ef�ciency, while stimulation

decreased memory function if delivered when the decoding device indicated high encoding

ef�ciency. An open-loop neuromodulation system with a �xed stimulation paradigm

may not always facilitate improving memory function. Miniature calcium imaging (e.g.,

see [42, 43, 44]) is a neuroimaging tool that can observe all cells in the �eld of view in
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behaving animals, has high spatial and temporal resolution (single cell spatial resolution

and sub-second temporal resolution), and enables chronic imaging. In this chapter, we

focus on 2-photon calcium imaging. A closed-loop real-time neural decoding system

based on miniature calcium imaging will lead to a powerful precise neuromodulation

system. The �rst step in development of such a neural decoding system is to have an

accurate and fastReal-time Neuron Detection and Activity Extraction(RNDAE) system.

In our context, an RNDAE system takes as input a video streamS that is generated by a

miniature calcium imaging device, which is mounted on the head of a behaving animal.

The output produced by the RNDAE system is a set of neuron masksf n1; n2; : : : ; nmg that

is detected inS, wherem is the number of detected neurons, along with the neural signal

si (k) that is extracted for each neuronni . The neural signalsi (k) gives the neural activity

associated with neuronni for each input video framek, as represented by the video stream

S. See Table S2 in the supplementary material for the de�nitions of variable and symbols

in this article. The tremendous rate at which miniature calcium imaging devices produce

data imposes major challenges in the design and implementation of an RNDAE system.

For example, during 10 minutes of imaging, such a device generates 1G of data under a

frame rate of 10 Hz. Additionally, intensive processing within and across video frames in

the input data stream is required for accurate detection of neurons and extraction of the

associated neural signals. Furthermore, since algorithms and hardware platforms relevant

to neural signal processing are evolving rapidly, the design of an RNDAE system should be

architected in a manner that supports �exible adaptation to different component algorithms,

and retargeting to different processing devices. These requirements for complex processing

on high-rate video data and �exible support for hardware/software design modi�cations
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make development of RNDAE systems a very dif�cult task. In this chapter, we develop a

novel RNDAE system, calledNeuron Detection and Signal Extraction Platform(NDSEP),

that is designed to address the challenges described above. NDSEP provides an experi-

mental platform for neuron detection and neural signal extraction that provides real-time

performance, and adaptability to new algorithms and hardware platforms. NDSEP also

provides a valuable foundation for research and development of precise neuromodulation

systems. The architecture of NDSEP is based on principles of signal processing oriented

data�ow models of computation (e.g., see [1, 2]). In data�ow programming, computational

tasks can be executed whenever they have suf�cient data. This property provides great

�exibility to compilers, software synthesis tools or system designers to coordinate task

execution in ways that are strategic with respect to the relevant implementation constraints

and objectives. The data-driven semantics of task execution in data�ow is fundamen-

tally different from procedural programming languages, such as C and Java, where the

programmer speci�es a sequential control �ow between tasks in addition to the tasks

themselves. This sequential approach to programming hides concurrency between tasks,

whereas well-designed data�ow representations expose concurrency explicitly. A trade-off

is that data�ow representations can be highly non-intuitive to apply to arbitrary types of

applications; however, they have been shown to be well-suited in the broad area of signal

and information processing (e.g., see [2]). Motivated in part by its utility for ef�cient

implementation on parallel computing platforms, system design using data�ow methods is

widely used for complex signal and information processing applications. The high level

signal �ow structure that is exposed by well designed data�ow models is valuable for de-

sign optimization in the context of important metrics, including those related to processing
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speed, memory management, and energy ef�ciency [2]. Additionally, data�ow provides

a precise, abstract representation of computational modules and the interaction between

modules within a given signal processing application. The formal, abstract representation

provided by data�ow is of great utility in migrating implementations across platforms, and

also for ef�ciently expanding, upgrading or otherwise modifying an implementation that is

targeted to a given platform. Throughout the presentation of NDSEP in this chapter, we

therefore emphasize the ways in which data�ow techniques are employed to help address

the complex and multi-faceted challenges, motivated above, that are involved in RNDAE

system development. The major contribution of our this work is the rigorous application

of data�ow-based system design methods to real-time neural decoding. There are many

systems, such as CaImAn-CNMF [45] and STNeuroNet [46], for neuron detection, which

may achieve higher accuracy than our current implementation. However, these algorithms

are not data�ow-based, and therefore they do not provide the advantages of expandability,

cross-platform portability and high-level design optimization described above. All of these

features are useful for �exible experimentation with and practical deployment of neural

decoding methods. The main contribution of this effort can therefore be viewed as an

overall system design, not just a single component.

3.3 Background and Related Work

In this research, we apply advanced methods for data�ow-based system design to address

the challenges motivated in Section 3.2 for RNDAE technology. In this section, we �rst

review related work on neuron detection and neural signal extraction, and then we present
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background on data�ow methods for signal processing system design.

3.3.1 Real-time Neuron Detection

Neuron detection centers on identifying the source (neurons) in the image �eld of view

(FOV). A straightforward method for neuron detection is to manually delineate neuron

masks. This manual labeling process is labor intensive. For semi-automated/automated

neuron detection, a PCA/ICA based method [47] is proposed. This algorithm �rst runs

PCA to reduce data dimensionality, and then uses ICA to segment data into statistically

independent spatial and temporal signals. Constrained nonnegative matrix factorization

(CNMF) based methods for neuron detection are described in [48, 49]. Deep learning based

neuron detection methods are proposed in [50]. Although these semi-automated/automated

neuron detection methods are powerful, they are not suitable for real-time applications

because of long running time. That is to say, the methods mentioned above are not in

real-time which makes a huge difference with our method, which is in real-time, that will

be described later. Motion correction is a crucial step for accurate neural detection. For

real-time applications, motion correction must be integrated as part of the neural detection

and neural signal extraction system, as the input arrives directly without any preprocessing.

The motion correction problem can be solved by image registration [51]. However, these

registration algorithms require a running time on the order of seconds to minutes per

frame [52]. Real-time applications require optimized and ef�cient motion correction.
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3.3.2 Data�ow-based System Design

Data�ow provides a valuable foundation for design and implementation of novel signal

and information processing systems under complex constraints (e.g., see [2]). When

data�ow is used as an abstraction for signal processing system design, applications are

represented as directed graphs, calleddata�ow graphs[1]. Vertices in data�ow graphs,

calledactors, represent computational tasks, such as digital �lters, matrix operations, or

image transformations, and each edge represents a �rst-in, �rst-out (FIFO) buffer that

stores data as it passes from the output of one actor to the input of another. Each unit of

data within such a buffer is referred to as atoken. Data�ow actors abstract the detailed

implementation of the corresponding computational tasks, while imposing important

constraints on how the actors interface with the surrounding graph, regardless of the

implementation. These data�ow interface constraints include two major aspects. First, a

data�ow actor can execute (�re ) only when certain well-de�ned conditions on the buffers

associated with its input and output edges are satis�ed. These conditions are typically

formulated in terms of the token populations on the buffers — that is, some minimum

amount of data is required on each input buffer (to provide the input for the next �ring),

and some minimum amount of empty space is required on each output buffer (to store the

output generated by the �ring). When the �ring conditions described above are satis�ed,

the actor (or its next �ring) is said to beenabled. Second, when an actor is �red, it must

actually produce and consume on each output and input port, respectively, a number of

tokens that is consistent with the assumptions that were used to determine that the �ring

was enabled. A distinguishing feature of data�ow is that the “program” (data�ow graph)
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does not specify the order in which actors will execute, nor (in the case of a hardware

platform with multiple processors) the processing resource on which each actor is mapped.

Instead, the mapping of actors to processors and execution ordering of the actors are left

up to the system designer or design tool. The mapping together with the ordering of actors

that share the same processor is referred to as theschedulefor the data�ow graph. A

general rule of data�ow schedule construction is that an actor can only be �red (executed

next in the evolution of a schedule) when it is enabled, as described above.

The schedule typically has great impact on most or all key implementation metrics,

including throughput, latency, and memory requirements. The decoupling of a data�ow

graphG from the schedule together with the high-level signal �ow structure exposed

by G provides great �exibility to designers and design tool developers in constructing

schedules. This �exibility is important for optimizing a schedule with respect to the speci�c

constraints, objectives, and processing devices that are relevant to the given application.

In this work, we seek to enable and exploit this �exibility by applying data�ow-based

concepts consistently throughout the RNDAE system design process.

Formally, a data�ow graph is represented as a directed graphG = ( X; E ), whereX

is the set of actors andE is the set of edges. For each edges ine 2 E, we denote the source

and sink vertices ofeassrc(e) andsnk(e), respectively. Each edgeehas a nonzero-integer

delayassociated with it, which gives the number of initial tokens that are stored in the

corresponding FIFO before the data�ow graph begins execution. Aself-loopedge is an

edgees whose source and sink actors are identical (src(es) = snk(es)).

Fig. 3.1 shows a simple data�ow graph with three actors (X = a; b; c), and two

edgese1 = ( a; b), ande2 = ( b; c). The “D” on the edge(b; c) represents a unit delay. If
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the delay on an edge exceeds 1, then we typically annotate the edge with “N D”, where

N is the delay of the edge. If the delay is zero, then we omit the “D” symbol, and do not

provide any annotation on the edge associated with delay. For example, the absence of a

“D” symbol on (a; b) in Fig. 3.1 indicates that this edge has no delay.

Self-loop edges are often omitted from drawings of data�ow graphs. However,

their presence must be taken into account by some forms of analysis and optimization.

For example, self-loop edges in general limit the amount of data parallelism that can

be exploited when scheduling a given actor (e.g., see [53]). For further background on

data�ow fundamentals for signal processing systems, we refer the reader to [1, 2]. For

background on more general foundations of data�ow, we refer the reader to [54, 55].

3.4 Proposed Method

Our NDSEP system is developed and tested for use on video streams that are acquired

from mice using miniature calcium imaging devices. We especially focus on 2-photon

calcium imaging. The NDSEP system is therefore suitable for use in monitoring neural

activity in real-time — for example, to help inform the scientist performing an experiment

about how to adapt experiment options so that subsequently-acquired data is most relevant

to the experiment objectives.

Figure 3.1: An example of simple data�ow graph.
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The system design of NDSEP incorporates two distinct modes of operation, which

we refer to as theinitialization modeandreal-time mode. The purpose of the initial-

ization mode is to optimize system- and actor-level parameters in relation to the image

characteristics associated with a given experiment. Calcium imaging data for a given

experiment have certain distinctive characteristics that are in�uenced by the experimental

setup, including the imaging devices, neuron types, and speci�c animal subjects that are

involved. To maximize neuron detection and signal extraction accuracy, it is important

to tune, in relation to these distinctive characteristics, certain parameters associated with

the neural signal processing algorithms that are employed. Image characteristics that are

relevant in this tuning process include the size of the neurons being monitored, and the

brightness of the �ring neurons relative to the background.

For concreteness and for insight into speci�c optimizations that we applied to

facilitate real-time performance, we describe in this section selected details on actor

implementations in the current version of NDSEP. These details include, for example,

speci�c OpenCV functions that are applied within the actors, and associated parameter

settings for these functions. However, we would like to emphasize that the NDSEP

framework is independent of any speci�c approach for implementing algorithms or any

speci�c algorithms for image analysis. For example, one could replace the calls to

OpenCV functions with calls to a different library that provides similar capabilities or with

customized code that is developed by the actor designer. As another example, one could

replace the Neuron Detection actor, which implements theSimpleBlobDetector

algorithm, with another actor that implements the Holistically-nested Edge Detection (Hed)

orMaskRCNNalgorithm. The modular, model-based design of NDSEP facilitates use cases
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such as these for experimentation with alternative algorithms and actor implementations.

Such experimentation is useful for developing insight into trade-offs between neural

decoding accuracy and real-time performance, which are critical to the overall utility of a

neural decoding system.

In Section 3.5, we evaluate NDSEP using datasets involving both simulated data

and real data. The real world dataset is acquired from mice models. Two-photon calcium

imaging was used to image the calcium �uorescence of Anterior Lateral Motor (ALM)

cortex. Thus, in the remainder of the thesis, we refer to the real data as the ALM dataset.

More details about the ALM data we use is given in Section 3.5.

The remainder of this section is organized as follows. First, we provide background

on a speci�c form of data�ow modeling, calledparameterized synchronous data�ow

(PSDF), which is well-suited to the computational structure of NDSEP. Next, we present

the key actors (data�ow-based software components) that are involved in NDSEP. We then

present the overall system design for NDSEP, including relevant details of the initialization

mode and real-time mode.

3.4.1 PSDF Modeling

A variety of of specialized data�ow modeling techniques have been developed for different

classes of signal processing applications (e.g., see [2]). For design of NDSEP, we apply

the PSDF model due to its utility in representing signal processing applications in which

dynamic modi�cations to system parameters play an important role. PSDF enables the joint,

data�ow-based modeling of (1) subsystems (adapting subsystems) whose parameters can
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be modi�ed dynamically along with (2) subsystems (controlling subsystems) whose results

are used to determine new values of relevant parameters in the adapting subsystems [56].

A number of different variants of data�ow have been developed with an emphasis on

supporting dynamic parameter recon�guration (e.g., see [57]). Among these, we apply

PSDF because PSDF is well-supported in the software tool, called the lightweight data�ow

environment (LIDE) [9], which we use in this work for data�ow graph implementation.

Adapting NDSEP to other forms of dynamic-parameter-integrated data�ow models is an

interesting direction for future work in exploring implementation trade-offs. In the PSDF

modeling approach that we use in NDSEP, the system-level data�ow graph is composed of

two communicating subgraphs called thesubinit graphandbody graph. These graphs are

used, respectively, to model the controlling subsystems and adapting subsystems described

above. In NDSEP, the body graph represents the core signal processing functionality for

neuron detection and activity extraction, while the subinit graph represents functionality

for dynamically computing new values for selected parameters in the body graph. In

particular, each output portp of the subinit graph is associated at design time with one or

more ordered pairs((A1(p); P1(p)); (A2(p); P2(p)); : : : (An(p)(p); Pnp (p)(p)). wheren(p)

is the number of such ordered pairs associated withp, eachA i (p) is an actor in the body

graph, and eachPi (p) is a parameter of actorA i (p). When the PSDF graph executes, each

iteration of the subinit graph is followed by the transmission of values from each output

port p to update each parameterPi (p) of each actorA i (p).

More details on the PSDF-based application model for NDSEP are discussed in

Section 3.4.3.
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3.4.2 Signal Processing Modules in NDSEP

In this section, we discuss the design of the signal processing actors that are employed in

the body graph of NDSEP.

A common approach used in the implementation of the actors in NDSEP is that

actors produce and consume pointers to images rather than directly producing and con-

suming image pixels on their incident data�ow edges. That is, in cases where images are

communicated across a data�ow edgee, we transfer only a pointer to each communicated

image through the FIFO buffer associated withe rather than writing and reading the entire

image to and from the buffer. The same approach is used when communicating matrices

across actors. This approach allows us to adhere to the data�ow principles described

in Section 3.3.2 without requiring large overhead for FIFO buffers that carry streams of

images or matrices.

The system-level data�ow graph for NDSEP, including all of the actors discussed in

this section, is developed using the LIDE tool mentioned in Section 3.4.1. For background

on LIDE, we refer the reader to [9].

3.4.2.1 Motion Correction

Motion correction is the �rst step of image processing in NDSEP. In real calcium imaging

data taken from moving mice, signi�cant motion can result due to the drift of the implanted

imaging device. This kind of shaking in general may result in motion translation as well as

slight rotation, thereby distorting the acquired video stream. The goal of motion correction

in NDSEP is to remove such motion translation and rotation from image frames.
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Through pro�ling of execution time across different actors in the NDSEP system, we

determined early on in the design process that motion correction contributes signi�cantly

to overall system execution time. More details on system-level pro�ling are provided

in Section 3.5. Because of the critical role of motion correction in determining overall

system ef�ciency, we applied a signi�cant portion of our design effort on optimizing the

accuracy/speed trade-off for this part of NDSEP.

For motion correction, NDSEP utilizes the Enhanced Correlation Coef�cient (ECC) algo-

rithm [58] for motion detection, which is a core part of motion correction. We selected

ECC because it provides parameter settings that give signi�cant �exibility in exploring

trade-offs between accuracy and processing speed. Such exploration is useful in the design

of RNDAE systems, where the objective is to provide acceptable accuracy in real-time

rather than maximum accuracy at any cost. ECC is also invariant to photometric distortions

in brightness and contrast.

We employ the ECC function provided by the OpenCV library [59], and call this

function within the LIDE-based actor implementation for the Motion Correction actor.

In addition to using the ECC algorithm, as described above, we apply two major

techniques to improve the real-time performance of the Motion Correction actor. First,

before comparing frames for motion detection, we downsample the frames by a factor

of 1.67 in each dimension so that the number of pixels is reduced to one quarter of the

original pixel count. The downsampled image is currently applied only to the detection

process so that any distortion introduced by it is localized to the detection step. Applying

downsampling strategically in other parts of NDSEP is a useful direction for future work.

Second, while our motion correction approach takes both translation and rotation
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into account, we apply rotation selectively, only in cases where translation-based motion

correction fails. This optimization is motivated by empirical observations that in our exper-

imental context, rotation is encountered relatively infrequently in frames that are captured

by the neuron imaging device. For example, in the ALM dataset, the rotation frequency

detected by NDSEP is1:62%, the mean and max rotation angle are 0.0232 degree, 0.0733

degree, respectively. We choose rigid motion correction because of algorithm ef�ciency

for real-time applications. When a single frame is acquired quickly (less than 50 ms), the

in�uence of motion across the frame is relatively uniform, and a rigid correction can give

good results [60, 61]. Translation is more common. Furthermore, detection and correction

of rotation is more computationally expensive compared to translation. For example,

we found that the “Euclidean” mode for the OpenCV ECC function, which detects both

translation and rotation, takes on average about three times longer to compute compared to

the “Translation Only” mode.

Fig. 3.2 illustrates a �owchart of the optimized motion correction approach in

NDSEP, which is based on differences in frequency of occurrence and computational

complexity associated with translation and rotation. As illustrated in Fig. 3.2, we �rst

apply motion detection with the Translation Only mode. If motion is detected from this

operation, then the current frameFc is shifted to compensate for the detected translation,

and the correlation between the shifted frameFs and the reference frameFr is evaluated.

On the other hand, if no motion is detected, the correlation is carried out betweenFc and

Fr . If the computed correlationC1 meets or exceeds a threshold� 1, thenFr is replaced

with Fs or Fc, respectively,Fs is produced on the output edge of the actor, and the current

actor �ring is complete.
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Figure 3.2: Flowchart for Motion Correction actor operation in NDSEP.

On the other hand, if the correlationC1 is less than� 1, then motion detection for both

translation and rotation is applied using the more costly Euclidean mode of OpenCV ECC.

If motion is detected from the Euclidean mode, then a shifted versionF 0
s of Fr is derived

based on the detection result. Then the correlationC2 betweenFr andF 0
s is carried out,

whereFr = F 0
s if motion was detected from the Euclidean mode, andFr = Fc otherwise.

Again, a thresholding check, using another threshold� 2, is used determine how

to interpret the correlation result. IfC2 � � 2 (similar to the case ofC1 exceeding the

threshold), thenFr is replaced withF 0
s or Fc, respectively;F 0

s is produced on the output

edge of the actor; and the actor �ring is complete. Otherwise, a diagnostic message is sent

to a log �le associated the overall experiment, andFr is produced on the output edge to

complete the �ring.

The diagnostic message generated in this last case identi�es the input frame index,

and indicates that motion correction has failed at this index. Such information, which is

accumulated in an experiment log �le by all relevant actors, can be useful to the system

designer in continually improving the robustness of individual actors and the overall
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