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Despite the growing international conversation around data and privacy protection,
vis-a-vis regulations like the European Union’s (EU) General Data Protection Regulation
and California’s Consumer Protection Act, online privacy, today, is at risk. How should
users protect themselves from online tracking that they cannot see and have very little
control over (i.e., surreptitious or stateless tracking practices)? What, according to the
individuals themselves who are being tracked, are considered socially acceptable or unac-
ceptable tracking practices? And where can policymakers look to find out how their new
data and privacy protection laws are working on the ground—by the actual companies
tasked with complying with those laws?

To address these issues, I first set out to provide users with a tool to help them protect
their online identities. My collaborators and I focused on a cookie-less form of tracking
known as canvas fingerprinting. We measured the web’s state of canvas fingerprinting

in a half-a-million website scrape, finding that the use of the canvas for fingerprinting



was increasing: from five, to seven, to 11 percent on popular websites in the years 2014,
2016, and 2018, respectively. We then built a state-of-the-art supervised machine learning
model to predict when websites engage in this type of tracking: ML-CB. Our new tool
outperformed the prior state of the art by approximately ten percentage points per F1
score (i.e., the harmonic mean between precision and recall). In short, we offer an accurate
and robust tracking blocker that users can leverage to keep themselves more private online—
assuming, of course, that this type of tracker blocker is a type that users would want to
use, a question I addressed in follow-up work.

ML-CB was a state-of-the-art canvas tracking blocker, but the tool itself begs the
question: Is the type of tracker blocking offered by ML-CB a type that users want? To ad-
dress this question, I next turned to understanding the norms surrounding online tracking.
My collaborators and I conducted a two-part user study canvassing participants’ opinions
toward online tracking after being exposed to tracking artifacts, using a custom Chrome
browser extension visualizing “the tracker’s perspective” of the participant. Participants
used the extension for one week and provided their opinions on visualizations, like when a
tracker might infer they go to bed at night or what potentially sensitive interests a tracker
may think they have. The work provided strong empirical evidence that users still (after
many years of online tracking proliferating on the web) disliked tracking, with over 80%
of participants finding at least one of the visualizations of tracking “creepy.” At the same
time, the work also found that users are largely heterogeneous when it comes to agreeing
on which aspects of tracking (i.e., which visualizations) are creepy. Even for the visualiza-
tion with the most participants agreeing it was creepy, no more than 66% of participants

agreed that the visualization was creepy. What this means is that this problem is ripe



for regulation—if users are generally perceiving tracking as creepy, but cannot themselves
identify which aspects of tracking should be limited, then that is a great place for a regu-
lator to step in. And this is exactly what is happening with the worldwide efforts to enact
data and privacy protection laws. The problem, however, is that protecting privacy and
data—i.e., tracking-adjacent properties—is a difficult task.

As I found in my work on tracking transparency, some efforts to protect data are
necessary, but the difficulty lies in how those efforts take shape. Guiding legislative efforts
is a growing field of research, where researchers are measuring compliance with privacy
and data protection laws. These research efforts, however, face many obstacles—law is nu-
anced, ambiguous, and carries consequences that can be monetary or reputational; even in
the case of compliance, the specter of non-compliance can be damaging. In turn, research
in this field could help address the complex problems of privacy and data protection regu-
lations, but would benefit from procedural-focused, field-level systematization. To address
this issue, my collaborators and I systematized prior work measuring the legal compliance
of privacy and data protection laws. We find that most prior work focuses on web analysis
(43%) and almost all researchers focus on the GDPR (77%). Some researchers note legal
exceptions as possibly being applicable (26%), but few researchers investigate these excep-
tions. Less than half of papers detailed how they approached ethics (40%), and those that
did most frequently mentioned institutional ethics review. I end this work with a number
of recommendations, including how future researchers may want to clearly articulate the
goals of studying compliance, address legal ambiguity with legal resources as opposed to

homegrown resources, and responsibly disclose results of non-compliance.
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Chapter 1: Introduction

Computing and storage breakthroughs over the last few decades have given rise to
online tracking abilities that have left tools, norms, and laws unprepared for the resulting
privacy fallout caused by these advances. Users lack the tools they need to block online
tracking that they cannot see, and have very little control over. Companies lack an un-
derstanding of what types of tracking practices users themselves nd problematic which
tracking practices should be o limits and which are acceptable? And policymakers lack
e ective feedback on real-world implementations of the data-focused or tracking-adjacent
laws they are drafting, at a time when these regulations are in their infancy and feedback
is crucial.

Users should be able to navigate the web without falling victim to surreptitious track-
ing technologies. Companies should be aware of what types of tracking are most norma-
tively problematic. And legislators should be able to rely on measurement studies to help
them understand where the law falls short, where companies need help, and what we can
do about it. My dissertation focuses on improving the state of online tracking. | do this
by developing tracker-blocking tools, investigating user perceptions of online tracking, and
systematizing knowledge as it relates to the measurement of legal instruments. Each of

these topics will next be discussed brie y.



Tools. To protect online privacy, users should have both an awareness of what
hidden tracking techniques (i.e., non-cookie or stateless tracking) are occurring online
and an ability to stop this tracking while at the same time, maintaining functionality
and usability. Prior work has developed tracker blocker tools that work on these types of
surreptitious tracking vectors, but many of these tools incur functionality loss, usability
loss, or produce a high number of false positives because the technologies they block both
improve the user experience and permit tracking [9, 10, 11, 12, 13, 14]. | address this

problem by asking:

Can we block stateless, dual-use online tracking techniques with high accuracy

and a low false positive rate{Chapter 3)

As described in Chapter 3, | surveyed the technical tracking landscape, focusing on
one of the most accurate and least blockable techniques for tracking: canvas ngerprint-
ing. HTML5's canvas element allows a website to draw and render images dynamically,
providing low-level control over those drawings and therefore producing visually pleasing
results to the user. At the same time, the canvas can also be used to distinguish individuals
given the high amount of entropy embedded in certain types of drawings. Moreover, canvas
actions are abstracted away from the user, making them a hidden ngerprinting vector for
trackers.

| used a customized Google Chrome extension to conduct a half-million website
scrape, collecting information related to both static and dynamic canvas actions. | then

built a series of machine learning classi ers designed to identify canvas actions used for



ngerprinting or non- ngerprinting (both image- and text-based models). The nal model
resulted in better accuracy and a lower false positive rate than the existing state-of-the-art.
Norms. While usersmay block these actions with tracker-blocker technologies
like ML-CB, a large question looms:do users wantto block these actions what is appro-
priate or not appropriate according to users themselves? Legal scholars Omer Tene and
Jules Polonetsky theorize that new technologies create ambiguities around conceptions of
right and wrong, leaving individuals in a gray zone where the ability to distinguish ap-
propriate actions from inappropriate actions is an unsolved challenge [16]. It is clearly
inappropriate to peek through your neighbor's windows at night, buis it appropriate for
companies to target individuals for being secondary school leavers? Prior work has inves-
tigated what general factors may drive perceptions of appropriate or inappropriate tracking
practices [17, 18, 19, 20, 21, 22, 23, 24, 25, 26, 27, 28, 29, 30, 31], but little work has focused
on understanding these perceptions in-depth, using the full array of targeting techniques

available to trackers. In this set of work, | ask:

What types of online tracking are most or least problematic according to users,

and why? (Chapter 4)

| address this question in Chapter 4. | set out to understand how users perceive the
tracking ecosystem after being provided with transparency. In particular, | substantially
revised an existing, open-source browser extension [32] providing tracking transparency via
topic-model interest inferences (e.g., visitingpetsmart.com evidences an interest in ani-

mals ) and web page information logging (e.g., trackers per page). My collaborators and |

L Published as [15].



rst improved the accuracy and depth of the interest inferencing model, added the ability
to capture ads across the web, updated the web page information gathering, and imported
into the extension Google's Ad Preference Manager known at the time as Ads Settings (i.e.,
a transparency dashboard showing users what demographics and psychographics Google
attributes to them). Second, we conducted a week-long study with the revised extension,
surveying participants' reactions to visualizations providing a tracker's perspective of their
web browsing. We learned that: (1) Google's Ads Settings is demographically accurate,
updated frequently, Itered to exclude possibly sensitive interests, and largely unique to
individual participants; (2) users still (even decades after the advent of online behavioral
advertising) nd tracking to be creepy ; and (3) the question what tracking is creepy is

far from universal: Participants felt di erently about creepiness even when their data pre-
sented similar visualizations, and even when responding to the most potentially provocative
visualizations in no case did more than 70% of participants agree that any one visualiza-
tion was creepy. In short, while something needs to be done about invasive online tracking
practices, the types of online tracking to focus on is a complex and di cult problem.

Laws. The legislative response to online tracking being generally creepy has, in
part, been the proliferation of general data protection regulations. The current wave of
privacy a global wave of data protection regulation [35] is about restricting the means of
data processing, but these new laws face a di cult problem, as | identi ed in my prior work
on tracking transparency: Some e orts to protect data are necessary, but the di culty lies

in the detail, in how those e orts take shape. The scientic community turns out to be

2 Published as [33] and [34].



very interested in helping resolve this problem. Researchers are conducting studies that
look at whether and how companies are complying with the law, how users perceive their
new data rights, and how tools can help automate compliance analysis. These studies serve
a vital role in lling in the important details of general data protection regulations, but
face a steep challenge. Questions of legal compliance are delicate, as they involve a mix
of technical, ethical, and legal considerations. If not conducted properly, research on legal
compliance runs the risk of being unethical, anxiety-provoking, and technically or legally

unconvincing. To address this problem, | ask:

How have researchers addressed the ethical, technical, and legal challenges of
measuring compliance and how can past research help us conduct better research

in the future? (Chapter 5)

In Chapter 5, | systematize prior work measuring legal compliance by identifying 84
relevant papers and analyzing them in terms of how each paper approaches the ethical,
technical, and legal implications of their work. | nd that researchers have di culty as-
sessing appropriate steps to address the ethical implications of their research, potentially
a ecting the longevity of this eld. Researchers also miss opportunities to address counter-
arguments to compliance that claimed non-compliant entities could make, potentially af-
fecting the robustness of their ndings. And researchers did not often take advantage of
analyzing what compliance does or does not provide, potentially replacing critical analysis
of the overall goals of a law with check-box assessments of that law. With this in mind, |
make three overarching recommendations: (1) the relationship between companies and re-
searchers should be treated as symbiotic instead of adversarial; (2) researchers should view

5



compliance as a means to and end rather than an end in and of itself; and (3) the concept
of a legal threat model would be a good framework to help highlight and contextualize

researchers' results.

3 In submission. See [36] for an overview.



Chapter 2: Background

In this thesis, | take steps toward increasing online privacy by further understanding
and addressing online tracking. In this chapter, | start by discussing what online tracking

is. | then break the background into three sub- elds: tools, norms, and laws.

2.1 What Is Online Tracking?

Online tracking® relates to the process of identifying users and their habits, interests,
and any other monetizable information that relates to them on the web [41, 42]. A simple
way to conceptualize online tracking is withcookies small pieces of state that users store in
their computers and hand back to websites when requested [43, 44, 45, 46]. Cookies allow
websites to o er services like shopping carts, but also provide the ability to tie identities to
behaviors. For example, if a company can keep track of the products you buy on a website or

the speci c web pages you visit, then that company might also be able to infer certain unique

4 Online tracking has been de ned many times over, but most de nitions relate to the concept
of non-consensual information gathering. Online tracking is the name given to the process by
which third-party services on websites collect and aggregate data about users' activities and
actions on the web [37]. Online tracking problems naturally arise in a variety of applications
whenever the observer and the tracker are separate entities and the communication between
them is expensive [38]. Online services companies have gradually designed various ways to
collect user data for personalized commercialization [and any] device connected to a network can
potentially leak information about its users and environment [39]. Online tracking is a form
of passive data collection that traces information behavior in digital environments [40].



characteristics about you, like your pregnancy status [47] or your propensity for travel
(i.e., interest : Travel & Transportation ! Hotels & Accommodations!  Vacation
Rentals & Short-Term Stayq48]). This information may then be used to serve personalized
advertisements to individual users online behavioral advertising (OBA) [49, 50, 51]. In
turn, this information or access to this information becomes pro table: selling ad space
to advertisers who want to target interested users [52, 53], setting di erential pricing to
squeeze the maximum pro t from certain groups of individuals [54, 55], or targeting certain
individuals over others with the information that drives outcomes like elections [56]. As it
relates to this thesis, research on online tracking falls into three primary categories: tools,
user perceptions, and regulations.

First, tracking tools make up a large part of the online tracking eld both the
understanding of those tools (i.e., measurement studies) and the development of them. For
understanding, measurement studies focusing on tracking tools are a common way to assess
the landscape of tracking. Here we nd studies that focus on either a variety of tracking
methods, a deep analysis of one type of tracking method, or some combination of the two.
We also see a set of work that seeks tieveloptracking tools: tools used in the furtherance
of or in the restriction of online tracking.

Secondthere is a large body of work on e orts to understand how users perceive online
tracking and related topics how users themselves react to the surveillance economy. A
common theme in this research is to rst provide the users with transparency as to how
tracking works, and then gather opinions. The depth of the provision of transparency,

anywhere from o ering users informational videos to building interactive dashboards or



apps, varies greatly from study to study. The common theme among all studies in this
human factors work, however, is the assessment of user perceptions about online tracking.

Third, a fairly recent research branch in online tracking centers on the regulatory
responses to online tracking. Regulations, like the General Data Protection Regulation
(GDPR) and the California Consumer Protection Act (CCPA/CPRA), in part, represent
a legislative response to the privacy violations caused by online tracking. Researchers
interested in these regulations study those statutes, taking many di erent approaches.
Two common approaches related to this thesis are attempting to understand the user's
perspective of the regulation (i.e., perceptions of the law) or trying to assess compliance
with the regulation (e.g., rates of compliance, reasons for non-compliance, or tools that
would make compliance easier).

In this chapter, | discuss each of these three higher-level concepts. In the follow-
ing chapters, | provide more detail about each subtopic within the individual chapters as

relevant.

2.2 Tools: How Are Users Tracked?

Research on tracking tools may be categorized into two types of work: measurement
studies and tool development. In the rst category are those e orts to better understand
one or several types of tracking techniques. In the second are e orts to develop tools that
either improve the state of tracker blocking or push the limits on what types of tracking is

possible.



2.2.1 Measurement

Krishnarmurthy and Wills were one of the rst to study web tracking [57]. Their
measurements came from a longitudinal study (2005 to 2008) that looked at 1,200 top
websites over several years. The researchers focused on what servers were used, for both
rst and third parties, and tried to identify the web of inter-connectivity that occurs when
visiting websites (i.e., the researchers visited top websites identi ed from Alexa top sites,
called popular sites at the time [58]). Over the period in question, Krishnarmurthy and
Wills found that third-party trackers were becoming more centralized to a few entities
and that those entities were becoming more popular across websites (the top ten tracking
entities went from being present on 40% of the websites analyzed in 2005 to 70% in 2008).

Following this work, several other researchers used similar methods to study the
prevalence of web tracking. Using a tool called FourthParty, a browser extension storing
information about tracking as the user browses the web, Mayer and Mitchell investigated
tracking technologies on the web, categorizing tracking technologies into either supercook-
ies (i.e., recreating a cookie if deleted by the user) or browser ngerprinting (both active
and passive) [41]. Mayer and Mitchell found anecdotal evidence of these practices in the
wild. Similarly, [59] built a custom browser extension to look at the tracking that occurred
in a web crawl of 2,098 web pages (starting with the 500 top websites according to the
Alexa list and then fetching sub-pages), nding that tracking was common and that some
trackers, like Google's DoubleClick could track users across 40% of the websites in the tar-

get set. Hoofnagle and Good [60] also looked at the prevalence of web tracking generally,

10



nding that sets of the top-n (100, 1,000 and 25,000) websites, according to the Alexa rank,
were engaging in tracking via cookies at a rate ¢f80% in all sets.

Coalescing around a more standard methodology, researchers began conducting web
scrapes with frameworks (e.g., openWPM) or running scrapes in parallel browser sessions
in order to use a larger scale of measurement. In 2014, Gunes Acar et al. conducted a large
web scrape (parallel selenium crawl) targeting the top 100,000 websites according to the
Alexa rank list. The researchers also focused on a few tracking technologies rather than
many: canvas ngerprinting, evercookies, and cookie syncing. Gunes Acar et al. found that
roughly 5.5% of websites ran canvas ngerprinting scripts, 60% of websites used evercookie
techniques, and over 3% of domains could engage in cookie syncing to recover over 50% of a
user's browsing history if back-end database merges were possible. The latter two ndings
come from two di erent datasets of web scrapes.

In a slightly di erent methodology occurring near that same time, researchers looked
at the top million websites for evidence of browser ngerprinting via font detection, a track-
ing method that observes installed fonts to uniquely identify users [61]. Using a framework,
FPDetective, instead of a browser extension, these researchers found that roughly 30% of
the top million websites, according to the Alexa top rank list, engaged in font probing.
Importantly, this is the method of measuring web tracking that led to the development
of openWPM, the current standard for measuring the prevalence of a tracking technology.
OpenWPM [9, 62] was built and used in a scrape of the top million websites. Englehardt
and Narayanan were able to assess many tracking techniques in detail and found evidence
to suggest that tracking, for all of these techniques and even a few novel techniques, was
rising.

11



The eld post-openWPM revolves heavily around improving openWPM (e.g., assess-
ing the gullibility of openWPM to be fooled by web scripts and report inaccurate results
[63, 64, 65]) or applying openWPM in novel ways (e.g., investigating digital signal process-
ing as a tracking vector for smartphones [66]). The Tranco list [67] has also come out as
a replacement for Alexa top sites, although no one has yet created a standardized method
of assessing website categories used in large scrapes (e.g., when reportingx#tabf shop-
ping websites engage in canvas ngerprinting, the identi cation of a shopping website

still relies on outdated website classi cation methods like Alexa website categorization).

2.2.2 Tool development

The second primary focus of studies looking at web tracking concerns the development
of tools that block or permit tracking. This work is heavily in uenced by the measurement
studies from above, using those studies to motivate the development of a tool (e.g., blocking
a commonly occurring tracking vector) or highlight a novel tool previously unstudied. Work
here can be divided into two categories: tools that are used to block tracking or tools that
permit tracking.

In the permitting camp, we nd tools like the original canvas ngerprinting concept
paper from Mowery and Shacham in 2012 [68]. Mowery and Shacham wanted to know if

there existed a tracking vector from drawing images on HTML5's canvas. This was the

5 This categorization is not traditionally ne-grained in terms of a large number of category labels
and also fails to appreciate the actual web page content rather than labeling a domain according
to a pre-set list of categories resulting in less accuracy.
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case, and canvas ngerprinting is now seen on more than half of the top 100 websites in
the United States [15].

Along these same lines, researchers have developed many areas for novel forms of
tracking. For example, researchers have looked at identifying the same user on the same
computer, but using di erent browsers. Researchers in [69] looked to IP, fonts, time zone,
and screen resolution to assess cross-browser ngerprinting in a set of nearly 1,000 exam-
ples that came from users engaging with an online test to voluntarily learn more about
ngerprinting, similar to Panopticlick [70, 71]. Likewise, researchers have looked at making
browser ngerprints more robust (i.e., most browser ngerprints will change over the course
of less than ten days) by developing tools like FP-Stalker [72] that try to link ngerprints
together. Researchers in [72] used a large set of ngerprint examples, 98,598 ngerprints
from 1,905 browser instances, to develop either a set of heuristic rules (e.g., the ngerprint
shares an OS identi er) or apply machine learning to identify users. Researchers have also
looked at cross-device tracking [73, 74] or tracking using novel mediums like smartphone
sensors [75].

On the other side, researchers have focused on developing tools to block online track-
ing. In the most basic sense, lists of block-worthy domains can be created: easylist, adaway,
or disconnect are a few [76]. Researchers have used these lists as a starting point to develop
more accurate and robust rules, though nonetheless sticking to list-matching blocking. In
[77], researchers created dynamic blocking rules for smart device communications by block-
ing certain connections and checking if the devices nonetheless worked. Likewise, in [78],

researchers looked at lItering networking requests from apps and designed a supervised
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learning approach to blocking ads and tracking based on packet header and payload infor-
mation.

A nal set of work on tracking blocking looks to block actions based not on labels
(e.g., always block requests frondoubleclick ) but on behavior. Tools here look at how
scripts work, dynamically or statically, when making the blocking decision. For example,
in the development of DMTrackerDetector, [79] observed that third-party trackers use a
predictable way to gather and share user information resulting in a set of JavaScript API
calls that can be used to identify a tracker with supervised machine learning. Essentially,
the researchers were checking when websites made function calls, with some set of those
function calls being associated with trackers. Likewise, in [80], researchers identify four
properties that signify tracking scripts: access to JavaScript properties, using HTTP cook-
ies and referer information, and URL properties. This work is notable for its appreciation
of URL properties, like encoded ID parameters, which signify ad network bidding pro-
cesses. In [81], researchers use a graph representation to classify tracking scripts, taking
into account HTML structure, networking requests, and JavaScript on a web page. The
tool the researchers built, AdGraph, takes the resulting graph perspective and uses machine
learning, a random forest, to identify tracking. A similar approach is taken in [82], which
analyzes JavaScript execution traces and classi es those traces associated with tracking

using supervised machine learning.
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2.3 Norms: How Do Users Perceive Tracking?

In the second core set of related work, researchers have focused on understanding
how users perceive the online tracking ecosystem. Since 2009, researchers have shown that
users dislike tracking [83]. In that work, researchers conducted a nationally representative
telephone survey to ask Americans how they felt about behavioral advertising, and the
tracking required to enable behavioral advertising. The majority of participants (73%),
after learning how advertisers collect information used in targeting, said that they did
not want this type of tracking happening to them. Questions from this study, however,
remained: is anything desirable about tailored advertising, given advertisers' insistence
that users want these types of ads; what is it about tracking or behavioral advertising that
makes users dislike it; what can be done to improve the discomfort users feel with online

tracking?

2.3.1 Is anything desirable about tailored advertising?

For several years now, researchers have shown that users nd tracking problematic.
From Turow's 2009 survey [83] to McDonald and Cranor surveying participants and nding
that only one- fth preferred targeted ads to random ads [84] to Hastak and Culnan nding
that 46% of participants were uncomfortable knowing that the websites they visit would
learn their identities in order to target them with ads [85], there has been a growing
consensus that users are uncomfortable with online tracking. Yet, a more nuanced set of

work has also shown that users do see bene ts in tailored advertising.
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In work by Ur et al., researchers conducted 48 participant interviews and learned that
feelings on online tracking are nuanced [21]. In particular, after providing a short video on
how tailored advertising works, participants were asked about the perceived bene ts and
detriments of OBA. Participants were able to identify both pros and cons of OBA, nding
that it can save money or help users nd what they are interested in, but also poses a privacy
risk in being monitored or a lack of control in being stereotyped a certain way. This same
nuance has been studied in subsequent years. In 2013, Agarwal et al., conducted a similar
study with 53 participants from India [86]. Participants in that study were most concerned
about security issues (e.g., nancial data loss) and potentially embarrassing ads being shown
to them, and generally reacted in a neutral way about OBA. Likewise, researchers in [40]
found, in interviews with university students, that context impacts perceptions of OBA
greatly, with recent newsworthy events (e.g., Cambridge Analytica) having a large impact
on perceptions. And in [87], when conducting interviews with students from Germany,
researchers also found that participants were not unaware of the bene ts of OBA, but a
dislike of OBA persisted.

This is true even when presented with more transparency about how tracking is occur-
ring via in-survey experiences with ad preference managers. In [88], researchers conducted
interviews with participants who engaged with their own transparency pro les on Google
and Facebook. The researchers found that participants were uncomfortable with some as-
pects of the experience, but that comfort was a nuanced emotion. Participants could nd
the information presented in the ad pro les to be uncomfortable, but also not mind it; as
one of the participants mentioned the company responsible for the dashboard is an evil
empire but this participant also did not take a great o ense to receiving ads. Likewise, in a
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similar study conducting interviews with participants commenting on their ad dashboards,
researchers found that users expressed concern with the information in the dashboard, but
not enough of a concern to make any changes to the dashboard [89]. Although the study

was smaller (=8 versusn=21), the complacency even in the face of discomfort was similar.

2.3.2 What is it about tracking or behavioral advertising that makes users
dislike it?

Focusing speci cally on the unease experienced in online tracking, researchers have
sought to understand what it is that makes tracking uncomfortable. Generally, researchers
have identi ed four factors of discomfort: what is it about certain types of online tracking
and OBA that make it creepy?

Context. In Theory of Creepy Tene and Polonetsky, when attempting to de ne
creepiness, looked at the disconnect between technical capability and social values, nding
that a technology is considered creepy when it violates an existing norm [16, 30, 90, 91,
92]. This aligns with Nissenbaum's theory of contextual integrity [24, 93], and has been
supported by later studies looking at practices like whispering to voice assistants [25],
unpredictable features [94], ambiguity in expected behavior [31, 95, 96], and a lack of
transparency.

Personal boundaries. Feelings of a personal privacy invasion, like the feeling
of being watched [23, 27, 97], have also been linked to creepiness [21]. In the OBA context,

the term, coined by Altman [26], is most similar to re-targeting, the practice of showing
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users ads for items they have previously looked at [98]. Learning potentially sensitive
attributes [18] would also t into this category.

Incitement to action. Willingness to take action is also an aspect of creepi-
ness. Researchers have shown that, in some cases, there is an apparent disconnect (some-
times called the privacy paradox) between users perceiving a technology as invasive,
but not taking privacy-protective actions [99, 100, 101, 102]. One line of work suggests
that willingness to take a privacy-protective action, like sharing less data, is a poor proxy
for privacy concern [103, 104, 105]. In the context of OBA, researchers have found that
users may be uncomfortable with certain apps, but nonetheless continue using them [97].
Normalized discomfort, perceived helplessness, and lack of self-e cacy are common expla-
nations [23, 106, 107]. In my work, willingness to act is most applicable in terms of nding
a correlation between the strength of the feeling giving rise to that intention.

Accuracy. Accuracy has also been shown to play an important, but mixed, role
for creepiness. Researchers who have measured inference accuracy using real participant
data have found, somewhat surprisingly, that more accuracy leads to more comfort [108].
For example, when showing participants their own Twitter ad inferences, Wei et al. found
that participants who saw accurate inferences were more likely to be comfortable with
these inferences, nd them fair, and want to see more of them [109]. Dolin et al. found
similar results with Google Ad Words data [7]. However, researchers in [110] found the
opposite result; participants were less comfortable with algorithmic recommendations when
the recommendations were more accurate.

Scales. It is also worth mentioning that several scales have been developed

to try and encapsulate these four factors: PCTS, CR0SS, and PCAS. Wo'niak et al.
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developed the Perceived Creepiness of Technology Scale following a set of ten focus
groups revolving around reactions to a technology that was perceived to be creepy: a real-
time muscle activity device. The researchers de ned three areas of perceived creepiness
(i.e., implied malice, undesirability, and unpredictability) and then used a survey with 209
participants to create a question set, based on the three areas, for creepiness (e.g., ambiguity
as: | don't know what the purpose of the system is). Langer and Konig developed the
Creepiness of Situation Scale by starting with a set of 14 items associated with discomfort
in online tracking. The researchers then conducted a series of interviews (online surveys)
and bucketed their test on either creepy ambiguity ( ve questions) or emotional creepiness
(ve questions). The scale is heavily in uenced by feelings of unease and ambiguity in
expectations or knowing how to react to something. A nal scale created by Phinnemore
et al. looks speci cally at the context of voice assistants. A seven-item scale, the Perceived
Creepiness of Voice Assistants Scale, was developed similarly to the other two, generally
following Boateng et al's methodology [111], though it started out with 88 potential items.
The nal seven items focus on a lack of control, ambiguity, contextual violations, and
perceived malice. The scale's complete questions, helpful to understanding discomfort in
online advertising, are: | have minimal control when | use this voice assistant; [t]his
voice assistant does things that are not in my best interest; [t]his voice assistant behaves
in deceptive ways; [t]his voice assistant could be accidentally or unintentionally harmful
towards users; [t]his voice assistant is collecting too much data about me; [tlhe way this
voice assistant behaves doesn't follow social norms; and [t]his voice assistant does not

provide enough bene ts to me to justify me using this voice assistant [29].
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2.3.3 What can be done to improve the discomfort users feel with online
tracking?

Given that users express mixed perceptions of tracking, though negative emotions are
common, it begs the question: what might improve perceptions of tracking? Researchers
have looked at this question after teaching about or providing a sense of transparency and
control over online tracking, with mixed results.

In [112], researchers conducted a user study where participants were asked pre- and
post-survey questions about their concerns about Google's tracking and data collection.
During the survey, participants had a chance to review Google's transparency dashboard,
My Activity. Researchers found that participants who expressed concern pre-exposure
to the dashboard were more comfortable post-exposure; likewise, participants saw more
bene t to Google's tracking post-exposure versus pre-exposure. This somewhat surprising
result has been partially con rmed in a follow-up study where researchers had participants
connect the dots and apply Google-supplied advertising interest labels (i.e., the attributes
Google associates with individuals, shown in the Ads Settings page) with their online
habits. The result from the prior study was partially con rmed: participants were equally
as comfortable after the exercise than before, but viewing the actual attributes Google
assigned to the participants as a snapshot in time resulted in an increase in comfort. The
researchers suggested that the generic labels viewed by participants were the reason for this
comfort increase.

Another plausible explanation for exposure to these types of privacy invasions in-

creasing comfort instead of decreasing it is that transparency creates comfort, as shown in
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[113]. Barbosa et al. [113] investigated transparency in a longitudinal diary study where
users were given access to a custom privacy dashboard explaining how real-time actions
might be used by trackers and advertisers. One of the ndings in this study was that a
common diary entry by participants was the desire to control change some aspect of
how an advertiser might see them. This control then resolved a discomfort: | was un-
comfortable being labeled as viewing something like that because | don't even remember
searching something from that topic. | think it was addiction. | don't know why that came

up. So, | removed it, because | was like that's not me.

2.4 Laws: How Does the Law Impact Tracking?

Similar to tools and norms, laws and policy play a critical role in the tracking ecosys-
tem [41]. These legal instruments (e.g., a statute, regulation, contract) set rules related to
online tracking that companies (i.e., regulated entities) must adhere to. Researchers have
analyzed tracking-adjacent laws in three primary ways: (1) creating systematizations or
taxonomies for what the law provides; (2) measuring compliance from a data governance
standpoint; and (3) measuring compliance from a user-rights perspective. Because the rst
of these research areas is a core aspect of my nal chapter, | leave it for that chapter. Here,
| discuss the last two types of ways researchers investigate compliance, broadly breaking
the problem down into governance and self-management. | start with a short discussion on

what is the law a necessary starting point for any research investigating laws.
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2.4.1 What is law?

Law may be de ned as any binding custom or practice of a community [114].

In the United States, law can originate from any of the three branches of government:
the judiciary, the legislative, and the executive. When law originates from one of these
branches, it looks and operates di erently from the others, and so each of these will be
brie y discussed.

Law in the judiciary called case law-comes from judges making decisions in cases.
Judicial decisions are restricted by a number of requirements, but three form the backbone
of all case law: (1) jurisdiction: the geographic and substantive areas where a court has
authority to make decisions; (2) hierarchy: the level of the court (i.e., lower-level courts'
decisions are not binding on higher-level courts while higher-level courts' decisions are
binding on lower-level courts); and (3) Stare Decisis: the requirement that courts follow
their own decisions on factually similar issues, in turn binding future cases to historical
judgments and giving lawyers a great interest in making arguments over factually similar or
dissimilar cases. Case law may be viewed as the primary vehicle by which law is understood,
with judges serving a role of interpreter on a variety of legal questions [115].

The legislature (state or federal) also creates laws, calledatutes The Colorado
Privacy Act (CPA) [116], for example, is a state statutory scheme focused on data gover-
nance. Statutes are grouped under a title (e.g., Title VII of the Civil Rights Act of 1964
prohibits behaviors related to discrimination by employers [117, 118]) and are made up of

sections and subsections. Statutory law's overarching role is to create rights (e.g., the right
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of erasure) or penalties (e.g., nes as aivil penalty or the loss of freedoms as eriminal
penalty).

In the executive branch, law called regulationis created through agencies. Agen-
cies are the organizations tasked by Congress with lling in the details of a statute. The
Federal Trade Commission (FTC), for example, was created from the Federal Trade Com-
mission Act [119], which outlines the FTC's authority to create law. In the FTC's case,
Section 5(a) of the FTC ACT creates a penalty, enforced by the FTC, for unfair or decep-
tive acts or practices in or a ecting commerce [120, 121]. The FTC's primary duties revolve
entirely around this phrase, and therefore extend only to consumer protection (i.e., adver-
tising) and competition (i.e., monopolies and anti-competitive practices) [122, 123, 124]. All
agencies have this type of organic statute restricting authority to act in distinct contexts.

What is missing? Noticeably absent in this section are privacy policies or
terms of use agreements. This is because these instruments are not law in and of themselves
[125, 126]. Privacy policies, terms of use, or terms of service are more like contracts and
only enforceable if they are enforceable at all [127]in private, civil actions [128]. An
exception to this rule would be a separate legal requirement, created from another law,
that makes law out of privacy policies (see Articles 12 14 of the GDPR) [129]. Even in
this case, however, the privacy policy itself is not a law; the law in force is the external
instrument (e.g., GDPR) giving authority to the privacy policy [130, 131]. This is why not
all statements in a privacy policy are enforceable.

What about ambiguity? One notable feature of law is its ambiguity [132, 133,
134, 135]. Itis well known that all natural language is ambiguous, subject to interpretation,

and produces widely varied results at times [136, 137, 138]. This ambiguity, however,
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is often a desired property in law [139, 140, 141]. When a legislature drafts a statute,
for example, the nal text of the law is the result of negotiation, and policymakers use
ambiguous statements advantageously during those negotiations [133]. Similarly, laws can
take years to develop and are dicult to change, meaning that laws can stagnate very
easily [142]. A legislature may use ambiguity advantageously to overcome this stagnancy
with terms that can have multiple meanings depending on how a society changes. The
United States' Constitution, for example, is from the 1700s, but is interpreted over and
over again as times have changed [143]. The Video Privacy Protection Act (VPPA) is a good
example of when this fails: when a statute is too heavily framed around a certain technology
[144]. The VPPA was built for a Blockbuster style of video rental, and although creative
arguments have been made, plaintis have had great di culty in getting relief under the
VPPA in the newer style of video rentals: streaming services [145, 146, 147, 148].

Turning back to how the law impacts online tracking, there are two primary ap-
proaches outside of the meta-perspective just introduced: data governance and self-management

rights.

2.4.2 Investigating data governance

Data governance is one of the two types of requirements that privacy-focused or
tracking-adjacent laws create. Data governance here would refer to requirements placed on
businesses regardless of whether an individual is attempting to exercise a valid right or not
[149, 150]. While many examples of studies focusing on this type of requirement exist, a

few will be illustrative.
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First, when looking at how well apps used by children adhere to the Children's On-
line Privacy Protection Act [151], which prohibits the collection of data about children,
researchers monitored apps'n( = 5; 855 information-sharing practices and identi ed in-
stances of non-consensual data sharing [152]. Likewise, in [153], researchers looked at
websites adhering to EU cookie law mandating that websites not serve non-necessary cook-
ies prior to providing notice and consent [154]. The researchers visited more than 35,000
websites and found that few websites refrained from collecting information prior to o er-
ing notice and choice. Importantly, both of these example studies took a measurement

approach, using a larger scale and automating the process.

2.4.3 Investigating self-management rights

The second way researchers approach legal compliance is by focusing on individuals'
data rights, bucketed under the term self-management (i.e., an individual must themselves
take advantage of this right the right is self-managed) [155, 156]. Again, many studies
focus on this method of research; only a few will be discussed here. As one example,
consider laws like the GDPR or CCPA that empower individuals with the right to ask
for and receive certain kinds of information. This speci c right is generally referred to
as the right to know. Researchers have conducted measurement studies focusing on rights
like these, often by exercising these rights via user study participants, and then assessing
how compliant a respondent's reply is.

In [157], researchers conducted a user study leveraging users' right of access per

GDPR Article 15. The individuals who sent the requests were two of the authors and ve

25



recruited individuals. In total, the study looked at 35 right-to-know requests, nding that
non-compliance was the norm: only about half of the requests were answered in a timely
fashion and most responses did not seem complete or convey the speci ed information
required by law. Researchers in [157] also considered the participants' perceptions of the
process, nding that more complete responses were more favorable (i.e., a similar theme in
prior work highlighted in this thesis: more transparency is associated with more comfort
[109]). As another example, consider a similar right, the right to portability, which generally
refers to the right to take information stored by one service and download it for transfer
to another. In [158], researchers sent 163 requests to companies asking the companies to
make their data portable. Researchers found that a large number of companies responded
with packaged information, although that information was arguably not portable in a
structured, commonly used, and machine-readable format.

In the next chapter, | turn to my rst objective: building a tool that helps users

enforce their privacy preferences.
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Chapter 3: Tools: Blocking Online Tracking

3.1 Introduction

As you browse the web, you and your browser experience two very di erent worlds.
From your point of view, a website may appear trustworthy based on a well-known top-
level domain (e.g.,.gov, .edu, or .org ) or a company you know or highly regard (e.g., the

Federal Trade Commission (FTC) ork12.com).

Figure 3.1: The FTC's website on January 1, 2019. At that time, the FTC employed the ForeSee
Web SDK which used canvas ngerprinting to track website visitors surreptitiously ( https:
/lweb.archive.org/web/20190101074238/https://www.ftc.gov/ ).
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The Internet your browser sees, however, may be very di erent. For example, although you
may see something like (A), the FTC's splash page, which you might believe to be trustwor-
thy given the FTC's tag line of protecting America's Consumers (ttps://www.ftc.gov/ ),
your browser may be seeing something like (B), a canvas ngerprinting JavaScript program
found on ftc.gov . This cookie-less script enables websites to surreptitiously track users
across the web. What is more, although a user may be able to take advantage of ad or
tracker blockers (e.g., Ad Block Plus or a dedicated browser like Tor), many of these tools
did not (at the time of this study) help for this particular type of tracking.

A large part of addressing online tracking involves identifying those areas where users
lack the tools they need to enforce their privacy preferences. Although we are seeing change
now, in 2019, canvas ngerprinting was one such area in need of help through the form of
new tools.

Backing up, canvas ngerprinting is a type of browser ngerprinting that uses HTML5's
canvas object to single out individuals based on the software and hardware particularities
of a user's machine, thereby tracking them. A JavaScript program tells a user's browser to
draw a particular image similar to the one shown above:ForeSee,CloudUser <canvas>
1.0. The exact image drawn may vary, but the goal of any of these images is the same:
draw something that leverages the individuality of a browser's hardware and software char-
acteristics. The canvas is unique in that it leverages these particularities to draw better-
looking images a feature of drawing an image with the canvas as opposed to serving the
image as apng or .jpeg le. Once drawn, these images may then be turned into a base64
encoded string of characters, a string which may act as a unique identi er similar to a

cookie, but without the user-controlled and user-accessible state inherent to a cookie.
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My collaborator® and | wanted to: (a) measure how the canvas was being used by
websites across the web; and (b) develop a tracker-blocker focusing on blocking ngerprint-
ing canvas actions while permitting non- ngerprinting canvas actions. To start, we built a
customized Google Chrome extension that stored information related to any canvas action
a website might take (static analysis in string-matching on a function call teoDataURL()
and dynamic analysis by modifying this function call as a prototype to store information
in a database when the function was called). We loaded this extension into parallel-run
browsers that we set to scrape the web, roughly half a million websites, building a database
of information related to the canvas. We used that database to create a tracking blocker
focusing on the JavaScript that was used in canvas ngerprinting, in turn improving the
state of the art for canvas tracking blocking by 16% per F1 score (a measure of accuracy
taking into account precision and recall).

I will next discuss the background and related work as it pertains speci cally to

canvas ngerprinting. A general background on tracking tools may be found in Chapter 2.

3.2 Background

For starters, there are three main ways users are tracked online: (1) cookies [41];
(2) browser-based con gurations [71, 159]; and (3) the canvas [160, 161, 162]. Cookies
have been studied for a long time, are a form of stateful tracking (i.e., in the typical
case, information must be stored client-side), and create problems related to consent (i.e.,

notice and choice has a long history of well-documented failures) [163, 164, 165, 166, 167].

6 Michelle L. Mazurek. This work is published as [15].
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Browser-based con gurations, though a form of stateless tracking (i.e., no information
needs to be stored client-side, allowing the tools to operate covertly), have also received
a lot of attention from the privacy community [43]. More importantly, browser vendors
are themselves in the best position to address this privacy loss vector. For example, Tor
and Firefox have been making progress in this area for years, implementing heavy-handed
plugins like NoScript and disabling other leakable features such as default system fonts
[168, 169, 170, 171]. Likewise, in 2016, Apple unveiled attempts to standardize Safari,
taking speci c note of a reduction in ngerprinting via slimmed-down, default, browser-
based con gurations (e.g., user agent, time zone, system fonts, languages, and platform)
[172].

The nal category in the big three list of tracking technologies, canvas ngerprint-
ing, is a stateless form of tracking and is a dual-use tracking vector, making it di cult
for a browser vendor to block without sacri cing functionality. Further, few e orts to pre-
vent tracking focus exclusively on the canvas. In summary, as the Tor Foundation states:
After plugins and plugin-provided information, we believe that the HTML5 Canvas is the
single largest ngerprinting threat browsers face today [168]. For these reasons, | focus

exclusively on the canvas.

3.2.1 The canvas

Somewhat surprisingly, the idea of using canvas ngerprinting to track users originates

from a 2012 academic paper explaining how images drawn to HTML5's canvas produce a
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var canvas = document.createElement( ' canvas');
var ctx = canvas.getContext( '2d);

var txt = ' Cwm fjordbank glyphs vext quiz ';
ctx.textBaseline = "top";

ctx.font = "16px ' Arial '";

ctx.textBaseline = "alphabetic";

ctx.fillStyle = "#f60";

ctx.fillRect(125,1,62,20);

ctx.fillStyle = "#069";

10. ctx.fillText(txt, 2, 15);

11. ctx.fillStyle = "rgba(102, 200, 0, 0.7)";

12. ctx fillText(txt, 4, 17);

13. var strng = canvas.toDataURL();

©CoNOOR~WODN R

Figure 3.2: Canvas ngerprinting script

high amount of Shannon Entropy given the unique software and hardware characteristics of
user machines (e.g., browser version, operating system, graphics hardware, and anti-aliasing
techniques) [68, 174]. Researchers in that work had Amazon Mechanical Turk workers
visit a website surreptitiously hosting a canvas ngerprinting script to assess participant
identi ability. The following piece of JavaScript code is a modern-day version of what the
researchers had users draw in the canvas and provides an archetypal view of what canvas
ngerprinting is [68].

Lines 1-2 create the canvas element; lines 3-12 add color and tefili$tyle and
fillText , respectively); and line 13 converts the image into a character string using
toDataURL In fact, toDataURLis a lynchpin method for the ngerprinter [159]. This
function allows the image drawn to be turned into a base64 encoded string, which may

be hashed and compared with other strings. If the right image is drawn, such as a mix

P
" Shannon Entropy, expressed as:E = L1 p(xi)logz(xi) where p(x;) is the size of theith
group divided by the number of samples [173].
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of colored shapes and a pangram [68}he resulting hash will have high entropy, leading

to identi cation of a user (or more accurately, a device, assumed to be associated with a
user [176]) [177]. Notably, the amount of entropy varies per drawing, but colored images
and text are most e ective [68, 177]. The image produced in listing Figure 3.2 looks like

Figure 3.3.

Figure 3.3: Resulting image drawn from Figure 3.2.

Following this work, a series of repositories for plug-and-play canvas ngerprinting
could be found [4, 177, 178], but it remained unclear whether canvas ngerprinting was
occurring in the wild. In 2016, Englehardt and Narayanan [9] conducted a large-scale
measurement study with OpenWPM [62], nding that these types of ngerprints were
indeed widely used. The catch was that the canvas did not have a solely malicious purpose
it was used to both track the user and benet the user's web experience. This popular,
but dual-use, technique therefore posed the di cult question: how can canvas actions used

only for device ngerprinting be distinguished and blocked [179, 180, 181]?

3.2.2 Approaches to blocking canvas ngerprinting

Generally, three solutions to blocking ngerprinting canvas actions exist: (1) block or

spoofall canvas actions; (2) prompt the user for a block no-block decision; and (3) use a

8 A pangram is a phrase, commonly a sentence, in which every letter of the alphabet is used [175].
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set of ground truth (e.g., a list) to block or permit particular attributes, most commonly
speci c URLs [182]. We next discuss each of these three options before introducing our
approach.

Rote blocking. The rst option is most common among anti-tracker, canvas
blocking techniques. In its most basic sense, this is how tools likanvas ngerprintblock
[183] approach the problem, simply returning empty images for all canvas drawings. This
idea has been applied in several lines of work.

In FP-Block, [184] a spoof, including the FP-Block logo, is added to all canvas images.
Though the researchers did distinguish between tracking on a main page and cross-domain
tracking (preventing third parties from linking users between sites), the spoo ng is nonethe-
less rote, and fails to distinguish between ngerprinting or non- ngerprinting canvas
actions. Likewise, PriVaricator [10] adds random noise to all canvas image output returned
from the toDataURLcall (see also [11]). Although the noise is only added toDataURL
output, this approach also received critique for its identi ability by ngerprinters [12].

A similar approach, DCB, argues that it transparently modi es all canvas images and
therefore achieves a similar spoof without sacri cing image quality or identi ability [12].
However, DCB also assumes a canvas image of 1,806 pixels; our scrape, discussed below in
Section 3.3, identi ed images used for both ngerprinting and non- ngerprinting that were
represented in as few as 16x22 pixels, making these transparent changes likely noticeable to
the user or adversary given the lack of room for hidden pixels. FPRandom [13] approaches
the problem like DCB and PriVaricator, but modi es the canvas by manipulating the un-
derlying browser source code to return slightly di erent values on subsequent function calls.

A similar approach is taken by Blink [14], which uses a variety of con guration options to
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create the same type of image inconsistency. UniGL [185] follows suit by modifying all ren-
derings made with WebGL (interactive 2D and 3D images) to make images uniform [159].
These last three e orts garner the same criticism for identi ability in image manipulation
[72, 186], and, by modifying all images, this may lead to a cost-benet ratio disfavoring
adoption via adulterated functionality [187, 188].

User prompt. The second option for blocking canvas actions centers on user-
focused control. The canonical example here is Tor's prompt on all canvas actions, disabling
these images by default and asking the user for permission to render [189]. A major problem
with this approach is the requisite knowledge required to correctly make a block no-block
decision. Many users, even experienced ones, would have no basis from which to decide

whether to block or permit a particular canvas action.

Finally, there is the third option: blocking via some type of ground-truth-based clas-
si cation. Blocklists in this domain generally operate using eitheheuristics or machine-
learning classi ers.

Blocklist Heuristic. For heuristics, in the simplest case (e.g., Disconnect
[190]), a prede ned list of domain names agged as block-worthy is used. These lists are
di cult to maintain and do not always accommodate updates. For example, the company
ForeSee, at one point in time, used ngerprinting techniques orgov top-level domains
like FTC.gov([191]) andstate.gov [192, 193]. After receiving ack for the practice [191],
the part of the script responsible for canvas ngerprinting was removed, but the company
remained, for a time, on the FTC's website and on Disconnect's blocklist [194]. A more

advanced tool, FPGuard [195], considers a canvas action suspicious if it reads and writes
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to the canvas, and more suspicious if the canvas drawing is dynamically created. Yet, in
our crawl, we found examples of these actions used for both bene cial canvas images as
well as tracking canvas images.

Perhaps the best example of where heuristic-based blocklists fall short is the popular
false positive triggered on WordPress's script meant to test emoji settings [196]. Although
the script has a benevolent, user-focused purpose, it is often agged by heuristics because
it acts like a ngerprinting script, creating the canvas element, lling it with color and text,
and reading the element back with a call tdoDataURL[69, 72, 197, 198].

Although blocklist-based heuristics for canvas ngerprinting, like the current state of
the art from Englehardt and Narayanan (item 3.2.2) are able to maintain high accuracy
rates overall, given a bent toward labeling as non- ngerprinting and the majority class
being non- ngerprinting, the ability of the heuristic to identify canvas ngerprinting (i.e.,

the di cult part of classi cation) is poor, with F 1 scores in the mid-70s [9, 82].

Canvas ngerprinting detection heuristic [ ]

1. The canvas element's height and width properties must not be set below 16 px

2. Text must be written to [the] canvas with at least two colors or at least 10

distinct characters.

3. The script should not call the save, restore, or addEventListener methods o

the rendering context.

4. The script extracts an image with toDataURL or with a single call to getim-

ageData that speci es an area with a minimum size of 16 px X 16 px.
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Moreover, with these clear rules, an adversary may adapt to the heuristics and pur-
posefully avoid or include certain functions to escape classi cation.

Blocklist Machine Learning. Seeking robustness, another class of research
[82, 199, 200, 201] opts instead to use machine learning to make the block no-block decision.
Researchers here start with a set of ground truth (i.e., labeling programs through manual
inspection or applying heuristic-based rules), but then build on the ground truth by training
machine learning models to detect ngerprinting programs.

Researchers in [199], on which our work is based, attempted to solve the false positive
problem by leveraging the fact that most tracking scripts are functionally and structurally
similar. Using this key insight, researchers expert-labeled a set of Selenium-scraped pro-
grams, used a semantic representation of these programs via the canonical form (i.e., a
string representation of the program which accounts for tf-idf ranked n-grams based on the
program's data and control ows [202, 203]), and trained one-class and two-class support
vector machines (SVMs) [204] on the programs. The result, on originally-scraped data, in
the best case, had an accuracy of 99%. Though impressive, researchers took their model
and applied it to an updated set of Selenium-scraped programs. Here, the model's accuracy
dropped signi cantly, down to 75% when labeling self-labeled tracking programs and 81%
when labeling self-labeled functional programs. Moreover, the researchers openly acknowl-
edged the limitation that this method would only work with a continually trained and
updated SVM because unseen programs (either via obfuscation or novelty) would likely
be inaccurately classi ed.

Overcoming some of these issues, FPInspector [82] (see also [200] which takes a similar

approach, but uses an SVM and random forest as models) uses machine learning built on
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a heuristic-based understanding [9] of ngerprinting programs. Researchers applied static
analysis (i.e., text-based abstract syntax trees [205, 206] mined for features using keywords
commonly associated with ngerprinting APIs) and dynamic analysis (i.e., statistics-based
features like function call counts and attributes of particular APIs like height and width
of a canvas image) to generate source-code based features, and then used a decision tree
[207] to split features on highest information gain [208] for classi cation. FPInspector
proved accurate (i.e., 99% accuracy, with 93% precision and recall) on a manually cre-
ated datase? with manual-inspection retraining for improved ground truth. Interestingly,
researchers in FPInspector noted howoDataURLwas a watershed function for overall n-
gerprinting classi cation, citing it as one of two features with the most information gain
(getSupportedExtensions was the second). At the same time, at its core, FPInspector
uses Englehardt and Narayanan's heuristic list (item 3.2.2) as ground truth to classify
canvas ngerprinting [9], the same list we mentioned above which works well for non-
ngerprinting examples, but not as well on ngerprinting examples (see Subsection 3.4.2).
Our work uses a similar approach to [82, 199], but leverages expert evaluation of
images instead of a heuristic-based ground truth. We also take advantage of program
representation speci cally aimed at JavaScript through our use of jsNice, helping alleviate
problems related to classifying mini ed or obfuscated text. The following section outlines

the architecture behind ML-CB.

9 As is the case with our research, manual labeling is necessary given the lack of an existing n-
gerprinting dataset (e.g., Disconnect's list is by domain and not by program, and although other
datasets have been released with ngerprinting examples [9], these are not updated frequently).
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3.3 Architecture

Our goal is to build a classi er that can distinguish between non- ngerprinting and
ngerprinting canvas actions. To that end, we rst generate a labeled dataset to be used
for training and testing. The following sections (see Figure 3.4 for an overview) describe
our nearly half-million-website scrape (3.3.1), resulting dataset (3.3.2), and labeling process
(3.3.3). We then discuss canvas's use in the wild (3.3.4) before describing our fetching of
website source code (3.3.5) and the machine learning models we used to train our classi ers

(3.3.6).

3.3.1 Scrape

In order to classify the underlying programs driving canvas ngerprinting with super-
vised machine learning, a dataset of programs and labels is needed. The programs should
be those used for both ngerprinting and non- ngerprinting purposes. To gather this data,
we scraped the web in August, 2018. The scrape took nearly one week to complete.

We used Selenium, a popular Python web-scraping tool, and crawled 484,463 websites
in total (limited due to budget constraints on the Top Sites API) [209]. We visited websites
listed on Alexa Top Sites, using the Alexa Top Sites API, ordered by Alexa Tra ¢ Rank
[210]. To maintain e ciency, we parallelize this process with 24 non-headless (for capturing
screenshots, used in the labeling process) Chrome browsers.

Each Chrome browser was driven to a targeted website's landing page. No additional

gestures, such as scrolling down or moving the mouse, were used. Additionally, no sub-
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Figure 3.4: ML-CB. We scrape (3.3.1) the web with a custom Chrome extension, adding a
hook on the toDataURL function. The hook updates the database (3.3.2), storing canvas-related
information. Canvas images, along with supporting material, are visually inspected forlabeling
(3.3.3). Website source code (3.3.5) associated with the images are then fetched and stored in
either plaintext or jsNicei ed form. Machine learning models (3.3.6) are trained on both images
and text.

pages were visited® and we set no pause between websites. As soon as the browser was

10This design choice was made to identify a lower bound on canvas ngerprinting, when even
minimal interaction with the website would garner a ngerprint for the user.
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nished loading the landing page, it could move on to the next website in the targeted
URLs list.!

The browsers included a custom extension which pre-loaded the targeted website's
landing page and its associated HTTP links by adding a listener tonBeforeRequest [211].
All requests (i.e., HTTP or HTTPS links) were parsed usingKMLHttpRequest[212]. We
term the linked content of a request to be a " le’ (i.e., either an HTML document with
in-DOM JavaScript or a standalone JavaScript program with a .js le extension).

We scanned each le for theoDataURLfunction'? based on a plaintext string match
with the term toDataURL.'® Upon a successful match, we added the le's information
to our database oftoDataURLoccurrences. We also altered the le itself by appending
a JavaScript prototype that modi ed the default toDataURL function, by requiring it to
capture additional data about how it was used: the initiating domain (i.e., top-level initiator
associated with the function's use), the requested URL (i.e., origin_url), and a screenshot of
the page. When triggered by the execution abDataURL, the prototype updated the entry

in our database to show thatoDataURLhad been called, and to store the additional data.

11 Although other researchers have noticed an increase in the number of non-functional les (i.e.,
JavaScript programs) initiated after waiting for a few seconds on each page [199], we did not
notice a change in the les themselves when comparing calls teéoDataURL Waiting a few
seconds may have increased the number of times a le was called, but typically no “new' les
were called within the waiting period. Therefore, we did not add a pause on each landing page.

12 Although several functions may be used to obtain a base-64 encoded string of the canvas image
(e.g., toDataURL or getimageData), we focused exclusively ontoDataURL toDataURL is the
most common function used in canvas ngerprinting [4] and this limitation is a common practice
in the literature [82]. A similar procedure could be followed with other functions.

13|f the function's name were obfuscated, our hook would be unsuccessful, giving us a lower
bound on use oftoDataURL Anecdotally, we often found that even when a le was noticeably
obfuscated,toDataURL could be found as a plaintext string.
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All database updates were formatted as SQL query strings, automatically downloaded
by the browser as a.sql le. In this way, our scrape analyzed the use otoDataURL
dynamically, unlike other studies which analyzed webpage text post-scrape, in a static

fashion [9]. As the crawl evolved, our Postgres database [213] lled with canvas information.

3.3.2 Dataset

We structured the resulting dataset aroundkinitiator, origin_url> primary key
pairs. This is because a single domain (i.e., initiator) may call several les (i.e., origin_urls)
which serve various purposes, and, ultimately, we want to block or permit a specic le
from engaging in canvas ngerprinting. Notably, a single le may also draw several canvas
images. We handle this case by storing each image (in base64 encoded form) in an array
associated with the initiator and origin_url pair. If any of the images in the array are
agged as canvas ngerprinting, the origin_url, and therefore the le, will be labeled as
ngerprinting. Finally, it is notable that the dataset may include more than JavaScript
programs. This is because an initiator may interleave script tags with HTML and CSS,
meaning that we may store JS, HTML, and CSS les.

Out of the 484,463 websites targeted, 197,918 unique initiators (i.e., domains) were
inserted into the dataset, representing those websites with the strinipDataURL located
either in the DOM or in a standalone JavaScript le. This means that almost half of
the URLs targeted called a le that used the functiontoDataURL, although this number
is imprecise because some of the targeted websites resulted in time-outs or, for example,

experienced implementation bugs such thabDataURLdid not execute (meaning that our
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extension did not log the image to be drawn by the canvas, but did log the static use of
toDataURL).

In total, 402,540 canvas images were captured by the scrape; these included 3,517
distinct images with a unique base64 encoding. These images occurred in the DOM of
103,040 les and in 177,108 standalone JavaScript les. This demonstrates that many
canvas images are repeated across several domains. A further analysis of the canvas's use

in the wild follows our discussion of labeling these images.

3.3.3 Labeling

We labeled each image according to its use for canvas ngerprinting: true or false.
Our key insight is that labeling may be done with high accuracy by looking at the images
themselves, rather than the corresponding program text. For example, Figure 3.5 shows a
drawing from the dataset appearing to have no ngerprinting use. And Figure 3.6 shows a

drawing typically occurring in ngerprinting programs.

Figure 3.5: Showing an image appearing to have no distinct canvas ngerprinting characteristics.

To con rm this insight, we ran a mini-scrape and reviewed the images produced by
toDataURL We found that most variations of the images used for ngerprinting conform to

a similar pattern (e.g., the use of text, one or more colored shapes, and the use of emojis).
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Figure 3.6: Showing a typical, pangram-focused canvas ngerprint.

In fact, many of these patterns come directly from popular repositories providing examples
of canvas ngerprinting [4, 214] and are embarrassingly identi able.

From the mini-scrape, we also found close cases, where we were unsure of the ap-
propriate label based only on the image drawn. For example, Facebook's use of layered
emojis (see Section A.2 in the Appendix) did not, at the time, appear visually similar to
other images used for ngerprinting. Although we might hypothesize a purpose based on
the domain alone, we had some manner of doubt regarding the image's purpose we would
later learn that Facebook was an early adopter of Picasso-styled canvas ngerprints [177],
which were frequently seen in our 2020 follow-up scrape (discussed in Subsection 3.4.2).

To resolve close cases like this at scale, we follow three stepgst, we inspect the
image for recognizable similarity to known canvas ngerprinting imagesSecond if we have
any doubt regarding the purpose of the image, we next look at the screenshot associated
with the initiator. From this, we can generally tell if the image drawn is present on the
website's landing page; a common use case here is using the canvas to draw a website's
logo. Third, if we are unable to see the image on the website's landing page, we next
look at the le (i.e., origin_url) that drew the image. This approach is telling because
website operators, we found, did not commonly take steps to hide the purpose of cer-

tain functions, instead using names likéunction generateFingerprint() or headers like
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Fingerprintjs2 1.5.0 - Modern & flexible browser fingerprint library v2 . Fi-
nally, if we were still unsure as to the purpose of the image, we classify the image as
non- ngerprinting. We erred on the side of non- ngerprinting to ensure that our clas-

si ers are using the most-likely, best-possible evidence images that are most commonly
associated with ngerprinting.

With these three steps in mind, we set out to label the entire dataset. A single
canvas ngerprinting expert reviewed 3,517 distinct canvas images for classi cation. After
the labels had been made, the same researcher re-reviewed all images labeled false (16
images reclassi ed) and all images labeled true (four images were reclassi ed from true to
false). In the end, 285 distinct, positive ngerprinting images were stored in the dataset,
along with 3,252 distinct, negative non- ngerprinting images.

Lastly, we acknowledge that a choice needed to be made for mixed-purpose les.
These occur in the dataset because we generated labels based on images, but primarily
train at the granularity of a le and a single le (i.e., origin_url) could produce multiple
images. We consider a le true if it drew any image used for ngerprinting and false if
it did not draw any images used for ngerprinting. In this way, the total, distinct images
labeled as true or false in our dataset is 3,537, which is 20 more than the number reviewed
by the expert. These 20 images relate to the case where the image has a ground-truth label
of false, but because it isometimesshared with a script that draws a true image, it is

also labeled true in our dataset.
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(A) All Images (B) Fingerprinting

95,509 (23.7%) 8,946 (2.2%)
75,044 (18.6%) 5,288 (1.3%)
71,688 (17.8%) 4,434 (1.1%)
62,867 (15.6%) 2,214 (0.6%)
19,983 (5.0%) 1,226 (0.3%)

Table 3.1: Most common canvas images (by highest count) out of the sum of all canvas images
drawn by initiators. The left (A) considers the full dataset, while the right (B) considers only
those images labeled as ngerprinting.

Origin URL (/FP)
cdn.doubleverify.com/dvbs_src_internal62.js 2,301 (10.7%)
rtbcdn.doubleverify.com/bsredirect5_internal40.js 1,746 (8.1%)
cdn.justuno.com/mwgt_4.1.js?v=1.56 1,165 (5.4%)
d9. ashtalking.com/d9core 741 (3.4%)
cdn.siftscience.com/s.js 724 (3.4%)

Table 3.2: Top ve ngerprinting les representing the most commonly occurring origin_urls in
the dataset. Counts show how often the le was executed by an initiator (% of all 21,395 les
used for ngerprinting). Since the scrape, some of the URLs have been modi ed; prior versions
can often be found at the Internet Archive Wayback Machine (see, e.g., [1]).

3.3.4 Canvas in the wild

Combining labels with the data from our main scrape allows us to assess the state
of canvas ngerprinting on the web (circa 2018). Using this perspective, we learn that
canvas images usingpDataURLare: (1) not predominantly used for ngerprinting, though
their use for ngerprinting is rising; (2) repetitive and shared across domains; and (3)
used consistently across website popularity, but pooled, in terms of ngerprinting, around
content related to news, businesses, and cooking. We group these impressions ardwarnad

the canvas is used andvhois using it.
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Rank Interval toDataURL Fingerprinting

[1,100) 56% 27%
[100,1K) 40% 18%
[1K,10K) 36% 11%
[10K,100K) 36% 5%
[100K,400K] 39% 3%

Table 3.3: Percentage of websites in di erent rank intervals, ordered by Alexa Top Rank, using
toDataURL in any way or for canvas ngerprinting. Both uses become less common as website
rank decreasestoDataURLis commonly used for purposes other than ngerprinting.

Similar results may be shown for the les responsible for drawing these images. Web-
sites relied on a total of 280,148 les to draw canvas images (i.e., sum of the distinct
origin_urls used per website). Of these, 21,395 leveraged canvas ngerprinting. Table 3.2
shows the most common les used for canvas ngerprinting, and the count of how many
times each le was used by a website. As shown in Englehardt and Narayanan's work [9],
the number one provider of les relying on canvas ngerprinting is doubleverify, though the
rest of the providers represent a mixed bag, with newer players like justuno and siftscience
being introduced.

From this view, we can verify the highly cloned nature of canvas images. The most
common image in our dataset is used on more than 95,000 websites. And the average
number of times a single image is reused across websites was 114; that number rises slightly
when considering only ngerprinting images, to 125. What this means is that use of the
canvas is becoming more common on the web, though the most likely use case is to draw
emojis rather than a bespoke logo or other image.

Who Uses the Canvas. When considering website popularity, based on Alexa
Top Rank at the time of our scrape, we see that use of the canvas is not isolated to top-

ranked websites. Figure 3.7 provides a close-up view of the top 50 websites and their use
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Figure 3.7: How the top 50 websites (according to Alexa Top Sites at the time of the scrape)
usetoDataURL with the canvas: Counts (y axis) describe to the number of distinct images drawn
by associated domains (i.e., including domain and subdomain matching) in les captured by our
script, both total (gray) and labeled as ngerprinting (black). The domain is noted along the x
axis. Websites are ranked from left (highest) to right (lowest).

Figure 3.8: Distinct initiators from the canvas ngerprinting dataset categorized using Google
Natural Language categories. Counts show the number of websites usingDataURL for nger-
printing (black) and not for ngerprinting (gray). Raw counts are provided because a single
website can pertain to multiple categories (on average 1.5 categories per website). Counts are
in uenced by the overall distribution of Alexa Top Site rankings.
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of the canvas. More than half of these websites (30) usemDataURL and over a quarter
(16) usedtoDataURLfor canvas ngerprinting.}* This view may be expanded to the entire
dataset (Table 3.3), showing relative consistency despite rank. These results show that use
of toDataURLdoes not always equate with a ngerprinting purpose. Less than half of the
websites that usedoDataURLused it for ngerprinting. Similar to previous work, we also

nd that use of the canvas for ngerprinting is increasing, from 4.93% in 2014, to 7% in
2016 (with sub-pages included), to 11% at the time of our scrape [9, 162].

Finally, we wanted to assess the category of websites that ngerprinting programs
may be associated with. To do this, we fetched URLs found in our dataset and used the
website's landing page text as input to Google's Natural Language Processing API, which
assigns text into categories roughly mirroring Google's AdWords buckets (620 categories
in total) [216]. The fetch occurred in early September, 2020. We note that the process of
assigning website text into categories likely creates misclassi cations, and it is likely that
website landing page text changed from the time of our original scrape to the time of this
categorization. On the whole, however, the top ten categories we identi ed (Figure 3.8)
reinforce ndings from prior work [9, 82].

We found that a large number of ngerprinting programs were associated witNews
and Shoppingwebsites (shopping shows up three separate times, including subcategories
like vehicles and apparel)food recipewebsites liketherealfoodrds.com or ambitiouskit

chen.com and business-relatedsites, likeretreaver.com or ironmartonline.com . This

4We consider an initiator (e.g., google.com) to be in the dataset based on a loose string
match (i.e., domain or sub-domain, using the Python packagetld [215]) between the Alexa
Top Ranked URL and the URL found in our dataset. For example, using the URL from
Alexa, herokuapp.com, we would consider the following URL from our dataset to be a match,
word-to-markdown.herokuapp.com .
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reinforces prior work showing that news websites were more likely to use ngerprinting,

with additional ne-grained categories like recipe websites.

3.3.5 Website source code

At this point, we have collected a dataset of hyperlinks (i.e., origin_urls), their asso-
ciated canvas drawings, and their ngerprinting non- ngerprinting labels. If we intended
to train classi ers with these images alone, then we could move on to training. Instead, we
obtain JavaScript source code for each canvas drawing, and use that as the basis for our
classi er. In the next sections, we explain why images alone are not su cient, describe how
we pre-process source code used in our classi ers, and provide an overview of the models
we used.

Why not use images? Models trained only on canvas drawings will be sus-
ceptible to unseen or easily-modi ed images, similar to the limitations expressed in [199].
For instance, suppose ngerprinting scripts started to use the cat image shown in Sub-
section 3.3.3 instead of the common overlapping circles plus the pangr&@wm fjordbank
glyphs vext quiz (i.e., thefjord pangram). Itis plausible that the di erence in entropy
would be small enough that the image may still be useful for ngerprinting, but this would
signi cantly impede an image-based classi er. Indeed, essentially all of the ngerprinting
examples in our dataset include text, so images without text would be very likely to fool a
classi er trained with this sample [68].

Using the ngerprinting program's text circumvents this problem because, although

it may be somewhat easy to change a ngerprinting image drawn to the canvas, it will
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be harder to change the textual properties generating that image [217]. Most JavaScript
canvas ngerprinting programs (1) create the canvas element, (2) Il it with colors and
text, and (3) rely on toDataURLas a nal step an identi able pattern used over and over.
This can be seen in Section 2.2's example ngerprinting technique.

In short, using images alone for classi cation leaves too much room for an adversary
to easily swap images, while using program text alone is too cumbersome when gener-
ating labels at scale. We take a best-of-both-worlds approach, leveraging a fast labeling
process labelling thousands of canvas actions resulting in the same image, though appear-
ing textually heterogeneous, in one step while training on less malleable source code.

The following subsection discusses how we obtained program text from our original
dataset, and how we then processed this text with jsNice [218]. For an example of how
the resulting text appears in our text corpora, see Figure A.2 in the Appendix. Following
this subsection, we discuss the models we used and their respective architectures, before
turning to our results.

Text corpora. We fetched program text associated with each of the origin_urls
in our dataset using the Pythonrequests package [219]. To mitigate the e ects of potential
JavaScript obfuscation, we apply jsNice to achieve a semantic representation of program
text (using the command line tool interface to jsNice [220]). We o er a brief background
on jsNice and then discuss our resulting text-based corpora.

JsNice. jsNice deobfuscates JavaScript text by using machine learning to predict
names of identi ers and annotations of variables (see Appendix, Figure A.2 (B) for an
example). The tool works by representing programs in a dependency network, which allows
for the use of probabilistic graphical models (e.g., a conditional random eld) to make
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structured predictions on program properties [218, 220, 221]. This works well for our
purpose because jsNice adds natural language annotations, regardless of obfuscation and
mini cation, which may be leveraged by our classi ers.

Corpora. We created two program-text corpora, one plaintext corpus and one
jsNicei ed corpus!® These corpora inherited labels from our image labeling phase, creating
<program, label> rows.

We rst pre-processed the plaintext corpus, dropping 20 rows for empty values, 1,502
rows as duplicates (e.g., dropping programs based on an exact string match, with 1,316
negative duplicates and 186 positive duplicates), and 124 programs for having a length
of less than 100 characters (i.e., 113 negatively labeled programs and 11 positively labeled
programs). The nal plaintext corpus included 84,855 total programs, with 2,601 positively
labeled programs and 82,254 negatively labeled programs. We picked the character limit of
100 based on manual inspection of these programs, most of which were HTML error codes
(500 or 404). The average character length per program was 106,036, while the maximum
character length was 11,838,887.

In pre-processing the jsNicei ed corpus, we removed 72 empty rows, 1,806 duplicates
(1,467 positively labeled programs and 339 negatively labeled programs), and 115 programs
with less than 100 characters (103 negatively labeled programs and 12 positively labeled

programs), resulting in a nal corpus of 84,735 programs. This included 82,359 negative

15 As stated in Subsection 3.3.3, websites may either catbDataURLin a standalone JavaScript le
or use interleaved script tags in an HTML le. This allows for the possibility of classi cation at
the per-script level, breaking each script tag into its own mini-example for training and testing.
We tested this approach, but found it had a high tendency to overt our data. Therefore, we
did not move forward with this approach.

51



examples and 2,376 positive examples. The average character length per program was

111,041, with a maximum of 11,819,497.

Figure 3.9: Jaccard similarity between all tokenized programs (i.e., les) manually labeled as
ngerprinting. Programs along the diagonal are compared against themselves (i.e., a Jaccard
score of 1). Lighter colors suggest more similarity; white means perfect similarity.

To quickly assess our resulting dataset, we took all positive examples from our plain-
text corpus, tokenized each program, and compared the Jaccard similafityusing pairwise
matching. The mean similarity score was .40, with 25, 50, and 75% of the data represented

as similarity scores of .22, .38, and .58, respectively (Figure 3.9). This validates prior work

16 sl ar jprogram 1 \ program 2j
Jaccard similarity represented as iprogram T program 2j [222, 223].
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suggesting that a large number of canvas ngerprinting programs are cloned across the web
[199].

Lastly, it is worth noting a possible discrepancy in our text-based data. Our original
scrape did not store program text, only labels and origin_url links to program text, and we
rst labeled data prior to fetching the website source code. As a result, almost two months
had passed from the time of our original scrape to the time our fetching was complete. This
means that a website could have changed a particular JavaScript program from the time
when the scrape occurred to the time the program text was downloaded. Although possible,
this is unlikely, as previous research has shown that website source code has a half-life of two

or more years, and JavaScript tends to change even more slowly [224, 225, 226, 227, 228].

3.3.6 Machine learning models

We trained four types of machine learning models: a convolutional neural network
(CNN), a support vector machine (SVM), a Bag-of-Words (BoW) model, and an embedding
model using a pre-trained GloVe embedding [229].

We use the CNN for an initial reasonableness check on our classi cations; this model
was trained only on the images drawn to the canvas. While the CNN did produce accurate
classi cations, its robustness is questionable for the reasons stated in Subsection 3.3.5, and
con rmed in our tests conducted with follow-up data (Subsection 3.4.2). The SVM was
picked for its e ciency, and because it was shown to be e ective in [199]. We hypothesized,
based on the limitations of [199], that this model would not adapt to the slowly changing

methods used for canvas ngerprinting and would need to be updated frequently. Finally,
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we used a BoW and embedding model to assess the dierences between our plaintext
corpus (HTML, CSS, and JavaScript) and jsNicei ed corpus (more likely to include natural
language generated by jsNice). We trained the SVM, BoW, and embedding models on both
the plaintext and jsNicei ed corpora. Each of the models' architecture is discussed in turn.

Images. A standard CNN was used to classify images from our dataset. The
CNN relied on ResNet50, a 50-layer CNN pretrained on the ImageNet dataset [230, 231].
Considering raw images, we used a 20% test-train split for holdout cross validation (i.e.,
training with 2,823 examples, 2,691 false and 132 true, and then testing on 707 examples
(674 false and 33 true). All images were reduced to a size (8 150, 150) . Six non-

ngerprinting (false) images were unreadable by Pillow [232] and one false image erred
during conversion, resulting in a slight di erence in total images between our dataset and
this model. Because of the highly one-sided distribution of positive examples to negative
examples, we also used data aggregation in the form of image manipulation (horizontal,
vertical, and 90-degree rotations, along with image squishing [233]). We trained the
model at three epochs, using a one-cycle policy [234] and discriminative layer training,
with the initial layers trained at a learning rate of 0.0001 and the ending layers trained at
0.001 [235].

Text. For our three text-based models (i.e., SVM, BoW, and embedding), we
followed the preprocessing steps outlined in Subsection 3.3.5. Given the skewed distribution
of negative to positive examples, we also downsampled the majority class to meet the
minority class's example count. To do this, we used all positive ngerprinting examples and
randomly selected negative examples witsklearn 's resample function, which generates
random samples from a provided set. We used Strati ed K-Fold (SKF) cross-validation (ten
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folds) on each model to ensure an accurate balance between testing and training [82, 236].
For a performance metric, we rely on thé 1 score in each of the models, though we report
the accuracy, precision, and recall as well. Thiel score (harmonic mean of precision and
recall) is a more realistic measure of performance than accuracy, and is often used in natural
language processing [237]. Finally, to ensure consistent performance despite downsampling,
we repeated the above process ve times, storing the average of the ten folds' scores per
loop and averaging the ve loops to produce a nal score.

SVM. The SVM's feature extraction used a pipeline of count vectorization, to
tokenize and count occurrence values; term frequency times inverse document frequency,
to turn the occurrence matrix into a normalized frequency distribution; and stochastic
gradient descent with a hinge loss parameter, for a linear classi cation. We used th2
penalty for regularization, with an alpha value of 0.001 to o set thd2 penalty. This helps
reduce over tting and increase generalization [238].

BoW. For the BoW model [239], we tokenized text using th&eras tokenizer,
which vectorizes a text corpus; in this case, the set of programs from our training class.
This produces a set of integers indexed to a dictionary. We used a limit of the 100,000 most
common words and then transformed the tokenized programs into a matrix. Oukeras
sequential model contained a dense layer with a recti ed linear unit as an activation, a
dropout layer of 10%, and a nal dense layer using the Softmax function as an activation.
The model was compiled with the Adam optimizer (for simple and e cient optimization
[240]), used categorical cross-entropy for loss (given the principled approach in its use of
maximum likelihood estimates [241]), was t on the training data for ten epochs, and

evaluated with our F 1 performance metric on testing data.
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Embedding. The embedding model used the same tokenization technique as
the BoW model, but created a sequence of integers instead of a matrix for text program
representation. The sequences were prepended witB to ensure each integer-as-program
sequence was the same length as the longest sequence (maximum length set to 1,000). A
keras sequential model was used, starting with an embedding layer. We used the popular,
pre-de ned GloVe embedding matrix ¢love.42B.300d ) because we wanted to assess the
contrast between plaintext and jsNicei ed programs [229]. We allowed the embedding's
weights to be updated during training. The model then used a one-dimensional convolution,
followed by a maxpooling layer, to reduce over tting and generalize the model [242]. The
next layer in the model was a Long Short Term Memory (LSTM) recurrent neural network
[243]. An LSTM will be particularly suited for this purpose given the long memory of the
network, as opposed to a typical recurrent neural network. Oukeras model ended with
a dense layer using the Softmax activation. We compiled with the Adam optimizer, used

binary cross-entropy for loss, and trained for ten epochs.

3.4 Results

To assess our machine learning models, we evaluate them using: (1) data produced
from the original scrape; (2) a follow-up, up-to-date test suite; and (3) an adversarial per-
spective, where heavy mini cation and obfuscation are applied to the test suite. Table 3.4
provides an overview. It is useful to keep in mind that error here means broken website

functionality (i.e., false positive) or permitted tracking (i.e., false negative).
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Table 3.4: Showing the average of the ten foldsF 1 performance (per the SKF cross validation
method used), averaged again over ve separate executions of the models, to help generalize
performance. The highestF 1 scores out of all models are noted with a gray box.

Original Scrape
SVM Bow  Embedding

F1 97 97 98 98 95 95
Accuracy 97 97 98 98 95 95
Precision 98 98 99 99 98 99

Recall 97 97 96 96 92 91
Test Suite
SVM BoW Embedding
F1 83 84 86 87 84 86

Accuracy 91 91 93 93 92 93
Precision 72 73 77 78 75 81
Recall 100 100 96 98 96 92

Adversarial Perspective
SVM BoWw Embedding

F1 53 50 55 80 60 74

Accuracy 59 59 85 90 69 84
Precision 37 34 79 73 43 60
Recall 99 89 56 91 99 98
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Overall, we can see that all of the text-based models maintain high accuracy and
relatively high F1 scores on both the original data (test-train split) and the test suite.
This is true despite our lack of heavy optimization (i.e., GPU support was not used) and
hyperparameter tuning. Also, as we hypothesized, the CNN did fare well with original
data, but had problems when considering new images found in the test suite. Overall
accuracy for all models also decreased in the adversarial setting, though both the Bow and
embedding models nonetheless report moderately high accuracy scores. A full analysis of

each of the three categories follows, along with summaries regarding three hypotheses:

H1l: ML-CB's use of text is more e ective than images or heuristics.
H2: jsNice transformations are useful.

H3: ML-CB is robust against an adversary who obfuscates and mini es web-

site source code.

3.4.1 Oiriginal scrape

The data here comes from our original scrape capturing canvas images, using one
researcher to label those images, and then fetching the program text associated with each
image. For the plaintext corpus, the model observed a total of 5,202 examples; 4,682 of
those examples were used for training and 520 for testing (10% per fold). For the jsNicei ed
data, the model observed a total of 4,752 examples, training on 4,277 examples and testing

on 475 examples (10% per fold).
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As may be expected given the nature of a train-test split, all models perform well
(F1scores 95%); in fact, there is almost no di erence between the models' performance.
This suggests that more complex transformations like jsNice or more complex models like
the BoW or embedding are not needed. It is also worth pointing out that this result is
on par with previous work using machine learning to distinguish text-based ngerprinting
programs (e.g., [82, 199] had 99% accuracy scores on an original set of scraped programs).

CNN. On original image data, averaging ten separate test-train runs, the CNN
was also fairly accurate (98.9%) and performed slightly worse when classifying positive
examples F 1 score of 89.2%, with recall at 86.1% and precision at 92.7%). We likely could
have improved these numbers with additional tuning of the model (e.g., using downsampling
or something like SMOTE [244]) or solidi ed this nding with more robust cross validation,
but we can already see the model's shortcomings when comparing images alone (see also
Subsection 3.3.5). Figure 3.10 (A) illustrates an example weakness images labeled as
ngerprinting can appear very similar to those used for non- ngerprinting, leading to errors.

Summary. When considering the original data, ML-CB is not appreciably bet-
ter than classi cation based on images (H1); all models perform well. Likewise, adding
jsNice (H2) does not improve performance with this original dataset. While a fraction
of les (i.e., scripts) in this dataset are obfuscated (see [82, 245]), this evaluation does
not provide su cient evidence regarding the models' robustness to adversarial obfuscation

(H3).
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Figure 3.10: Most likely incorrect predictions made by the CNN. Images from the original scrape
are shown on the left (A), while images from the test suite are shown on the right (B). For further
examples of the variety in ngerprinting images, see Figure A.1 in Appendix Section A.2.
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3.4.2 Test suite

In order to more accurately evaluate these models, we followed the approach used in
[199] and created a second set of scraped programs, using the same methods discussed in
Subsection 3.3.1. Initially, we targeted 2,200 websites, using our original dataset, original
Alexa Top Rank list, and the Tranco list of the one million top sites (pulled on September
10, 2020) as sources [67]. To obtain a wide variety of test cases, we aimed for a set of

websites categorized in the following buckets:

~ last 100 URLs in Tranco

200 random URLs labeled false in original dataset

300 random URLSs labeled true in original dataset

~ 100 random URLs from last 500,000 Tranco URLS

" 300 random URLs outside top 100 Tranco URLs

rst 100 URLs in original Alexa Top Rank list

~  rst 100 URLs in Tranco

N

rst 1,000 URLs in Tranco but not original dataset

We ran our scraper on these 2,200 URLs, hooking theDataURLfunction call and
creating a second dataset (the test suite ). Our scrape occurred in early October, 2020.

The scrape took less than one day to complete.
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The resulting test suite contained 906 distinct domains identi ed as usingpDataURL
and 181 distinct canvas images. The same researcher from before labeled the images, re-
turning a set of 90 true images and 95 false images. As described in Subsection 3.3.3, a
small number of images were labeled both true and false depending on the origin_url the
image was associated with. This aligns with our design preference to label as ngerprint-
ing when handling multiple image labels found within a single program (i.e., a program
drawing several benevolent images and one ngerprinting image is labeled as ngerprint-
ing).

We then fetched origin_urls to generate the plaintext corpus and applied the jsNice
transformation to receive the jsNicei ed corpus. Because we wanted a one-to-one compar-
ison on the test suite, we dropped two negative examples from the plaintext corpus, which
did not transform due to a jsNice error, resulting in 318 negative examples and 90 positive
examples.

We train one model on the original plaintext corpus and one on the original jsNicei ed
corpus, then test these models on the test suite's plaintext and jsNicei ed data, respectively.
We assess performance on the test suite for each fold in our SKF cross-validation, taking
the average for all folds, and repeating this process ve times, reporting the average of the
ve runs in Table 3.4,

Overall, most models perform well on the new data. The averadgel score among
all models is in the mid-80s, with accuracy scores in the low 90s. Notably, precision scores
are low for most models, with high recall scores. We can also start to see the case for

why jsNice is needed. Although most models perform better across all metrics when using
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jsNice, the di erence is slight, but begins to show higher gains in the embedding model,
which better balances precision and recall.

Heuristic Comparison. We next want to compare our models against state-
of-the-art heuristic approaches. One possible approximation is to compare results: do
we identify the same ngerprinting les as prior work? This comparison, however, is not
straightforward; di erent datasets use di erent strategies to decide which and how many
websites to test, and were collected at di erent times, meaning tracking companies may
have moved their ngerprinting scripts to new les, or the content of the same URL may
have changed. Datasets like Englehardt and Narayanan's original work (2016) [9] and
the more recent FPInspector (2021) [82] also focus on general ngerprinting rather than
canvas ngerprinting speci cally and contain URLs rather than the contents of les that
may be ngerprinting. Acar et al. (2014) [162] released domain names of ngerprinting
scripts rather than full paths. All three publicly released datasets only include examples
of ngerprinting, not examples of non- ngerprinting.

As such, we calculate the overlap between our dataset and these datasets as follows:
Considering only origin_urls we identify as ngerprinting, how much overlap is there be-
tween ngerprinting URLSs in our data (our original and test suite datasets combined) and
prior datasets? We nd that the overlap with Englehardt and Narayanan [9] is 1% of their
dataset (0.7% of ours). Our overlap with FPInspector [82] is 14% of their dataset (9.8% of
ours). And the overlap with Acar et al. [162] (truncating our dataset to only domains to
match theirs) is 20% of their data (.8% of ours).

For a more meaningful heuristic comparison, we used openWPM [9, 62] on the URLs
in the test suite, ltering for canvas ngerprinting according to the heuristic used in [9]
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(tem 3.2.2). To make the comparison one-to-one, we considered only those origin_urls
(i.e., script_urls) captured by both our scraper and openWPM, 306 urls in total. On
this subset, the heuristic maintains a high accuracy rate, at 93.8%, but low1 score, at
77.6% (precision at 80.5% and recall at 75%). Considering these origin_urls only, ML-
CB's BoW model with the jsNice corpus has an accuracy of 97.6% and &1l score of
91.4% (with precision at 94.7% and recall at 88.9%). We hypothesize that this occurs
because openWPM performs best on typical canvas ngerprints (i.e., tfprd pangram),

as does our classier. Finally, we modify the heuristic to be more accurate on the test
suite by dropping the requirement that at least two colors are used in the ngerprint. The
heuristic nds increased performance, but still less than the ML-CB BoW model, achieving
an accuracy of 94.8%, but ar 1 score of 81.8% (81.8% precision and recall).

CNN. We also used the test suite to assess our image-based CNN model trained
on original scraped data and tested on renderable, distinct images associated with the
test suite (181 examples in total, 108 negative and 73 positive). We followed the same
procedures stated in Subsection 3.3.6 (e.g, image manipulations, training at three epochs
with a one-cycle policy and discriminative layer training). The model achieved an average
accuracy of 82%, with anF1 score of 72.1% (100% precision and 57.4% recall) on ten
separate test-train runs. Notably, images most likely to be incorrectly labeled by the CNN
were Picasso-styled images, most of which the model predicted as negative. Figure 3.10
(B) demonstrates another weakness of the CNN: new or di erent images can easily trick
the classi er, as the Picasso-styled ngerprinters in the test suite did.

Summary. As shown in Table 3.5, ML-CB handles the up-to-date test suite

better than the CNN (F 1 scores of 72% versus 91% when using the Bow model) and
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Test Suite (Subset)
F1 Accuracy Precision Recall

ML-CB (BoW jsNice) 91 98 95 89
Heuristic (improved) 82 95 81 75
Heuristic (original) 78 94 82 82
CNN* 72 82 100 57

Table 3.5: Comparing ML-CB against the heuristic and CNN, percentages rounded up. All
models (except the CNN* which reports results on the full test suite) use a subset of programs
found in the test suite which were also identi ed by openWPM, for a one-to-one comparison.

Although the heuristic shows high accuracy, ML-CB o ers a better balance of precision and
recall.

better than heuristics (F 1 score, in the improved heuristic, of 82% versus 91%); therefore,
H1 holds at this point. However, although there is a performance boost by using jsNice
in the full test suite, the di erence is not substantial, meaning that H2, whether jsNice is

useful, only partially holds. Finally, although we found examples of obfuscation in the test

suite, we still do not have enough information to assess whether ML-CB resists adversarial

techniques (H3).

3.4.3 Adversarial considerations

A canvas ngerprinting detection system must also consider the ad- and tracker-
blocking ecosystem it would possibly be deployed in [246]. If straightforward attempts to
fool the classi er via obfuscation are successful, then ML-CB will be less useful.

To approximate this type of adversary, we applied heavy, but standard, obfuscation

and mini cation to our test suite.!’” We accomplished this by iterating over the plaintext

"We did not apply other, less out-of-the-box kinds of adversarial perturbations, such as sub-
stantive code changes. We also did not consider the use of alternative functions, such as
getimageData to avoid a classi er's detection of toDataURL, but we could easily adjust our
pipeline to recognize such functions.
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corpus from our test suite and obfuscating all JavaScript programs with the JavaScript
Obfuscator Tool [247] (see Figure A.2 (C) in the Appendix for an example). We also
mini ed all HTML and CSS statements using anumpypackagehtml-minifier  [248] or a
Python tool htmimin [249] (if the html-minifier  failed).

For mini cation, we used typical techniques, such as the removal of whitespace, the
removal of optional tags, and the reduction of boolean attributes. For the JavaScript
Obfuscator Tool, a full list of ags may be found in Appendix Section A.1, but the notable
ags include: control- ow- attening, to alter code structure [250]; dead-code-injection, to
thwart language-based classi cations; unicode-escape-sequence, to make natural language
classi cation harder; numbers-to-expressions, to further change control ow; string-array,
to replace natural language strings with hexadecimal arrays; and transform-object-keys, to
turn objects into functions.

The obfuscated and mini ed results became our plaintext adversarial corpus. We
then applied jsNice to the obfuscated and mini ed programs to create a jsNicei ed ad-
versarial corpus. This process is illustrated in Appendix Section A.3. Due to errors in
obfuscation, the nal dataset held 289 negative examples and 86 positive examples. We
train on our original corpora (using ten-fold SKF) and test on the new plaintext adver-
sarial corpus and jsNicei ed adversarial corpus, separately.

The classi ers perform poorly against the plaintext adversarial corpus, but ade-
guately against the jsNicei ed adversarial corpus, with accuracy scores as high as 90%.
It is unsurprising that a model trained on natural-language plaintext is ill-equipped to
assess non-natural-language code (e.g., hexadecimal strings) in the obfuscated corpus. On

the other hand, applying jsNice restores some of the natural-language features, including
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predicting names and types. A classier trained using jsNice-i cation is able to take ad-
vantage of these features. Appendix Section A.4 further illustrates this point, showing the
contrast between obfuscated code (unreadable) and obfuscated-but-jsNicei ed code (more
readable).

The improvement on the adversarial corpus when using jsNice validates our hypoth-
esis that jsNice adds natural-language meaning to otherwise di cult-to-parse source code,
motivating its use in this setting. Moreover, we can see that the SVM which we expected
to need more continual updating does not fare well, even with the use of jsNice. The same
is true for the embedding model, possibly due to its use of prede ned weights taken from
website text (i.e., the stock GloVe weights) rather than website source code. We would
likely see a performance boost if the embedding model used its own set of weights tuned
to this particular environment.

Lastly, we note that although the models in the adversarial case do not perform
nearly as well as in the original scrape or test suite, to some extent, this outcome correctly
aligns incentives. Because obfuscation creates many false positives (low precision scores),
our classi er may incentivize website owners who are not conducting ngerprinting to avoid
obfuscation. On the other hand, trackers who try to use obfuscation to enable ngerprinting
are reasonably likely to be identi ed.

Summary. One of the advantages of images and heuristics is that these meth-
ods are not as heavily a ected by obfuscation the same image is eventually drawn, and
openWPM uses dynamic analysis to measure features in part for this reason (H3) [9]. The
trade-o here is that these methods ossify easily, with Picasso-styled images being missed
by both (i.e., short, same-color strings are missed by the heuristic's second requirement,
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see item 3.2.2). At the same time, the heavy obfuscation used in our adversarial corpora,
which weakens ML-CB, is hypothetical, and not consistently or heavily applied by web-
site owners, even though these methods have existed for years. This suggests that it may
be best to prioritize generalizable models in canvas ngerprint blocking tools, something
achieved by ML-CB's use of text, rather than resilience from obfuscation (H1). Finally,
from this vantage point, we can see that jsNice is only partially needed now (H2) but may

provide some protection against future, heavier obfuscation.

3.5 Discussion

We set out to build a tool allowing users to identify and block surreptitious canvas
tracking programs. To achieve this, we crawled roughly half a million websites and cre-
ated a dataset of canvas-based actions. We learned that HTML5's canvas is a dual-use
technology, currently used by 37% of the top 10K websites (Table 3.3). At the same time,
using the canvas for device ngerprinting is rising, with websites ranked in the 1K to 10K
interval engaging in canvas ngerprinting at a rate of 4.93% in 2014, 7% in 2016 (sub-pages
included), and 11% at the time of our scrape [9, 162].

Our novel tool, ML-CB, gives users the ability to enforce their privacy preferences
online. Moreover, our approach is resistant to adversarial techniques which may mod-
ify canvas ngerprinting scripts in an attempt to fool currently-popular, heuristic-based
tracker-blocking approaches. We used humans to make judgments on easily distinguishable

canvas ngerprinting images to quickly and easily create a set of ground truth, allowing
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classi ers to be trained on website source code. This approach makes it feasible to use

supervised machine learning on continuously trained or easily updatable classi ers.

3.5.1 Limitations

A primary limitation to ML-CB is the self-labeled nature of supervised learning, which
may have biased the classi er. However, although it may have been possible to outsource
the image-based labeling to crowdworkers, training a crowdworker to distinguish nger-
printing from non- ngerprinting would require supplying straightforward guidelines (i.e.,
distinguishing meaningful content like the cat frommeaninglesscontent like the fjord pan-
gram), and this requires the crowdworker to also have context about the website on which
the image was found. Further, most of the canvas images in the dataset were both illogical
and non- ngerprinting. This occurs because many of these images are used as small back-
ground icons or pieced together given some user interaction. As such, non- ngerprinting
examples would have likely been labeled ngerprinting by workers. Overcoming false posi-
tives by providing more training about true positives would inherit the same bias as relying
on an expert for labeling. For this reason, we opted to label the images ourselves.

Second, ML-CB produces more false positives than false negatives. This likely occurs
because of our design decision to aggressively downsample, based on the respective di culty
of classifying positive versus negative examples. Given that the vast majority of examples
in our dataset are negative (non- ngerprinting), the classi er's strength would be oversold if
we did not downsample and let the classi er prioritize a prediction of non- ngerprinting as

a ground truth label is, by default, more likely negative. This approach enables a better-
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performing classi er, but one that potentially blocks benevolent les, worsening the user's
experience. Depending on context, it may therefore be preferable to alter this judgment
and use less downsampling; however, in order to better assess classi cation decisions, we
did not take that approach in this paper.

Finally, although ML-CB inferred tracking based on typical canvas ngerprinting
images, there are potentially bene cial uses for these images and underlying methods, such
as authentication schemes or fraud detection. For example, the last URL found in Table 3.2
shows siftscience, an anti-fraud company, drawing the populdiord pangram. Because
the same image may be used for either purpose, and because ML-CB's pipeline takes
ground truth from images, altering the label on those images would inappropriately change
the label for all images. Instead, a deployed ngerprinting blocker could opt to allowlist
speci ed <script, domain> pairs, allowing speci c, approved websites to engage in canvas
ngerprinting. We note that what constitutes appropriate or inappropriate ngerprinting

requires human judgment.

3.5.2 Long-term takeaways

While we did identify canvas ngerprinting as a rising technique that trackers are
adopting, more should be said about what higher-level takeaways ML-CB provides. For
instance, what if stateless tracking generally becomes discouraged per regulatory pressures
and increased requirements around non-consensual tracking? One of the canvas ngerprint-
ing providers we identi ed [4], in fact, has already pivoted away from selling its tracking

technologies as identi cation mechanisms and moved toward calling its service GDPR-
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Figure 3.11: The company Fingerprint shaping the way it suggests its tool should be used in
response to GDPR [4].

compliance fraud prevention. The company even goes so far as to adjust its tool to
deliberately prevent multi-site tracking, see Figure 3.11.

Technological obsolescence can happen, and certain technologies or issues may come
into vogue (e.g., the Al and copyright lawsuits that started around 2023 [251]) or fall out of
favor (e.g., 3D printing was thought to be a booming technology that has not seen adoption,
at least yet, of a 3D printer in every household [252, 253]). If this is the case for canvas
ngerprinting, there still remain two key takeaways from the work.

71



First, ML-CB teaches that tracking methods are most problematic when the under-
lying technology permitting tracking has a dual-use purpose. The di culty with blocking
tracking via canvas ngerprinting was not blocking the canvas entirely, but identifying in-
stances where use of the canvas was tracking-purposed. Developers working on technologies
like HTML5 and its successors should consider ways that features may be used against the
interests of users, using resources like red teaming or adversarial testing to identify uncon-
ventional uses of features that may not be in a user's best interest. Identifying these use
cases, or even attempting to identify these use cases, could be greatly bene cial in the long
run before a particular feature becomes mainstream i.e., if canvas ngerprinting took o
and saw heavy prevalence rates across the web like cookies did, then tracking via canvas
ngerprinting would be a much more di cult problem to prevent (e.g., per-script mixing
of functional and tracking-purposed code would be harder to block for a tool like ML-CB).

Second, the cat and mouse game being played out by trackers and tracker-blockers [254]
is, in many ways, a losing game for both sides. Tracker-blocking works one day, but fails
the next: a loss for a tracker blocker. Tracking works one day, but fails the next: a loss
for a tracker. ML-CB may e ectively block canvas ngerprinting today, but unless the tool
is retrained on newer methods of canvas ngerprinting, it will slowly fade in e ectiveness,
warranting an update to maintain accuracy. Finding a way to get o this carousel would
have advantages on both sides. Consider browser-side crypto-mining (i.e., using a visitor's
CPU cycles to mine bitcoin while the user is visiting the website, in turn putting the vis-
itor's machine under heavy load). This is a practice that generates revenue for a website,
but, without consent, may be considered problematic for users. Solutions to this prob-
lem include writing scripts to throttle CPU resources, blocking JavaScript that is heavily
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CPU-intensive, or any number of other ways to ensure that resources at not used in a non-
consensual take. This would hurt functionality on the web, and would incentivize a mining
operation to come up with new ways to take cycles without needing permission: the cat and
mouse game neither side really getting what they want. A better solution may be to o er

a compromise: permitting browser-side crypto-mining in exchange for the elimination of
advertising, for instance. This type of solution provides an explicit negotiation where each
side, in some ways, wins. In turn, this solution is much more sustainable in the long run,

as would be the case for some type of brokered agreement on stateless forms of tracking.
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Chapter 4: Norms: Perceptions of Online Tracking

4.1 Introduction

Although the tool | developed in Chapter 3, ML-CB, was able to block a tracking
practice | identi ed as block-worthy, this project left unanswered whether users were as
concerned as | was by a tracking practice's surreptitious ability. Therefore, in follow-up
work, | set out to understand when and why certain tracking practices might be deemed
creepy by users.

Research on the perceptions of online tracking is not new. Fro8mart, Useful, Scary,
Creepy [21] over a decade ago to the more recewhispering with Voice Assistants[25],
researchers have found consistent, but nuanced, discomfort with online tracking. Users
nd OBA scary or creepy due to privacy concerns, but also smart and useful due to
the increased relevance of ads [21]. Creepiness, therefore, has become a common, almost
default description for this nuanced discomfort but the term remains ambiguous and hard
to parse takeaways from. And this a ects our understanding of what tracking techniques

would be deemed creepy or not creepy.
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To better de ne creepiness in the online tracking setting, my collaboratot® and |
(referenced throughout this chapter as we) framed our inquiry around two research ques-

tions:

RQ-1: When tracking practices (from mundane to provocative) are made visible
and intelligible to users, do users nd tracking to be creepy? How does

this a ect their attitudes and behavioral intentions toward tracking?

RQ-2: What makes speci c instances of tracking creepy or not creepy? Are
there certain factors (e.g., accuracy) which increase or decrease feelings

of creepiness?

Before | describe the methodology we used to answer these questions, some back-
ground on OBA and transparency will be helpful. Detail on understanding existing de ni-

tions of creepiness has already been covered in Subsection 2.3.2.

4.2 Background and Related Work

4.2.1 Online behavioral advertising

From the rst third-party tracker in 1996 [41, 43, 255] to Target predicting the due
dates of pregnant women a decade ago [47, 256, 257], being a consumer today means being
watched at every turn [258]. Part of the point of this surveillance is OBA: collecting data

about consumers and using that data to personalize ads or content.

18 This work comprises of two papers [33, 34]
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Today, OBA works through ad exchanges [259]. When a user visits a web page, each
ad the user sees is determined by a proprietary, real-time bidding mechanism involving
publishers (i.e., the website being visited),ad exchangeqi.e., the company eventually
serving the ad),bidders(i.e., the advertising agencies), an@dvertisers(i.e., the company
that wants to make a sale). Advertisers want to serve ads to interested users and bidders
facilitate this with cookie matching to single users out. Once singled out, the user's pro le
is checked for matching interests using demographic and psychographic attributes. The
entire process happens in less than 100 milliseconds and is opaque to users.

Researchers have studied OBA for many years, often concluding that users are un-
comfortable with online tracking. For example, researchers found that users generally reject
OBA [83], nd OBA invasive [84], and are not okay with OBA because of the tracking
it requires [260]. On the other hand, researchers have also shown that users nd OBA
smart and useful when providing relevant content [7, 21] and prefer personalization

over vanilla search results [261]. In short, OBA can be creepy, but in a huanced way.

4.2.2 Transparency-enhancing technologies

Transparency-enhancing technologies, similar to my ML-CB tool, can help visualize
the hidden ways data is used, increasing in popularity in recent years due to the pro-
liferation of laws like the GDPR in the European Union [129] and the CCPA/CPRA in
California [262]. Research focusing on participant reactions to transparency typically use
either company-provided or researcher-created transparency tools. Results di er for each

method.
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Users' reactions to company-provided resources are often positive. Participants con-
vey feelings of control [113, 263] and knowledge [112, 264]. At the same time, company-
provided tools may leave something to be desired. Data downloads or ad preference man-
agers can be ambiguous, confusing, lack de nitions or data important to users, and make it
di cult to understand why certain inferences were made [109, 265, 265, 266, 267, 268, 269].
On the other hand, studies using researcher-provided tools have found that participants are
generally, but not universally, uncomfortable with tracking. Wills and Zeljkovic queried a
user's browser history and displayed trackers from actual websites visited [270]. A total of
63% of participants reported concern with tracking based on their own browsing history,
but that number dropped to half when looking at tracker-inferred information. Likewise,

a majority of Weinshel et al's participants agreed that tracking was creepy, but, somehow,
were alsocomfortablewith companies inferring their interests [32].

My study here helps explain and contextualize these nuanced results creepiness is
far from a universal concept, see Subsection 4.5.4 in part thanks to our novel approach of
using both company-provided data from the Google Ads Settings dashboard and our own
inferences based on user browsing. Our design enables a more contextualized perspective

on the tracking ecosystem.

43 TT2

As a design probe, we developed TT2, which substantially revises Weinshel et al's

browser extension [32]. In this section, we discuss how we updated the extension's in-
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terest inference engine, added new data sources to the extension, and developed ten new

participant-de ned creepy visualizations.

4.3.1 Improving interest inferences

Like Weinshel et al's extension, TT2 infers potential ad-interest categories from web
pages visited by users to demonstrate potential impacts of tracking. As with Weinshel
et al's extension, our classi er runs locally to maximize participant privacy in order to
avoid subjecting participants to share their browsing history with us or an external service's
API. As background, assigning an ad-interest category based on text found on a web page
is a di cult problem, as suggested by research showing that behavioral pro ling is largely
inaccurate [266, 269]. Our goal was to create a useful design probe, which does not require
perfect accuracy.

To enable new visualizations, TT2 signi cantly improves the inference engine used by
Weinshel et al. [32]. Weinshel et al's extension simulated how companies infer users' inter-
ests by matching Wikipedia-classi ed keywords on Google AdWord topics with keywords
found on web pages visited by participants. The implementation of their model also used
post-processing to improve accuracy (60% accurate) at the cost of inference granularity,
truncating most web page classi cations as one of only 26 top-level categories.

We designed a new model that improves both accuracy (80% on top-level categories
and 71.4% overall) and, more importantly, diversity by assigning labels from nearly 1,000
Google Cloud Natural Language Content Classi cation categories. We started by collecting

a large amount of inference-topic training data using the Google Cloud Natural Language
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Content Classi cation APl [271] as an oracle for labeling websites' topics. Labels from
Google's API included up to three levels of depth: 27 top-level categories, 245 second-level
categories, and 620 third-level categories [3] (see Figure &) for an example. Given
input text, the Google API returns a list of ad-interest categories and con dence scores.
We used a supervised learning approach to train our own model, taking output labels from
the API as ground truth and training our own shadow model [272].

We created a corpus of webpages for training and testing. Using TRANCO's [273]
one million top domains, we selected the top 100,000 domains and a random sample of
2% of the remaining 900,000 for a total of 118,000 domains. We added ten random sub-
pages per domain, ltering to exclude auxiliary pages like privacy policies or contact pages.
We also removed any pages not written predominantly in English using thangdetect
library [274]. We scraped web page text using Selenium in early 2021 and extracted web
page text using Mozilla's Readability tool [275]. We found from this initial dataset (see
Figure B.4 in Appendix B.5) that some ground-truth labels only had a few examples as-
sociated with them. We manually added targeted web pages for labels with fewer than 50
examples by keyword searching using the Google Search API [276]. We also limited our
nal corpus to labels with a  90% con dence score from the Google API. With these
modi cations, the nal corpus contained examples for 96% of all possible labels in Google's
content classi cation, excluding world localities.

We trained and compared several models using our corpus and the Google-API-
provided labels (see Table B.1 in Appendix B.5). A bag-of-words model with a single layer
perceptron [277] was most e ective in terms of accuracy and e ciency (200 predictions per

second). We achieved a test accuracy of 71.4% (train-test split at 9:1). We considered this
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accuracy su cient for measuring participant reactions to interest inferences. The model
performed best for second-level or rst-level categories (74.2% and 80.1%, respectively) and

varied per-category. For additional analysis, see Appendix B.5.

4.3.2 New data sources: Google inferences & ads

TT2 bridges a gap in the literature (see Subsection 4.2.2) by integrating both its own
estimates of inferences about users and data scraped from company-provided transparency
dashboards, speci cally, the Google Ads Settings dashboard [2]. The Google Ads Settings
page?® presents an unordered list of attributes (i.e., inferences) associated with that user.
These attributes may be interests (e.g., Artd Entertainment! Movies ), demographics
(e.g., Homeowner), companies (e.g., Nordstrom), videos (e.g., YouTube channels 9
videos from BetterHelp ), or locations (e.g., Latin America). We fetch Ads Settings data
automatically if a user is already logged in to a Google account and has personalized ads
turned on. If not, we provide instructions on how to log in to import this data. To measure
changes over time, we re-fetch the Ads Settings page on every fth web page visit. We
picked this number based on observed updates to the Ads Settings page, which occurred
more frequently during browsing.

We also captured ads served to users and corresponding why did | get this ad
explanations [8]. Because most ads are encasedifitames , we analyze alliframes
found on a web page. If theframe includes an outgoing hyperlink matching a known

ad server [280, 281, 282, 283] (e.gsp.yahoo.com) then TT2 stores the entire iframe ,

19 Ads Settings [2, 278] has since been update to My Ad Center [279]. All data collection for this
study occurred when Ads Settings was in place.
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logs the outgoing links triggering the capture, and looks for an ad explanation hyperlink
(e.g., adssettings.google.com/whythisad ). We then generate interest labels for ads by
fetching outgoing hyperlinks to the ad's nal destination (i.e., where the user would go if
they clicked the ad). To avoid click fraud [284, 285, 286] i.e., fetching a full link would
charge advertisers as a click which would be based on the extension and not the user's
behavior we do not fetch full hyperlinks directly, but instead use regular expressions (i.e.,
identify last-most URL in full hyperlink by parsing on /http/g and then parse out the
domain to be visited) to infer nal destinations (see Appendix B.1 for a detailed example).
We fetch these inferred links and then use our own inference classi er to categorize the
resulting web page text. Using this method is more ethical than fetching ad links directly,

but limits us to analyzing a little less than 50% of the total ads a user is served.

4.3.3 Intentionally provocative visualizations

To explore user reactions to many facets of online tracking, we developed visualiza-
tions that were intentionally more provocative when compared to Weinshel et al's visualiza-
tions. We started brainstorming potentially creepy visualizations by conducting a literature
review on creepy web tracking and creating 23 mock-up visualizations [287] from what
we learned. We then conducted IRB-approved, exploratory interviews to investigate which
prototypes drew the strongest reactions. Participants were recruited via Proli c and were
required to be at least 18 years old, located in the United States, able to use video con-

ferencing software, and have a 95%+ approval rating [288]. We continued recruiting until
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reaching theoretical saturation (i.e., no longer hearing substantially new comments [289]).
In total, we conducted 13 interviews.

Each interviewee viewed a subset of the 23 prototypes. We used open-ended questions
to elicit initial reactions (e.g., what are your general thoughts on this visualization) and
asked follow-up questions on any provided feelings of comfort or discomfort. After viewing
the prototypes (see Appendix, Section B.6 for examples), participants explained which
visualizations they felt provoked the strongest reaction overall and which they were most
surprised by. Throughout the interview, we refrained from using the word creepy to
insulate against bias [290, 291], limit demand e ects, and encourage honest answers [292,
293, 294]. We also told participants we had been hired by a third party to evaluate the
prototypes and had not made them ourselves. Appendix B.2.1 contains the interview script.

Based on these interviews, we selected and implemented the ten most impactful visu-
alizations according to participants. As P-12 stated after being presented with a gallery of
example ads served and what an advertiser might be targeted with those ads: Incognito
mode, my best friend. We also considered how plausible each visualization would be to
implement in an extension.

We next discuss the ten visualizations we developed. Figure 4.1 provides an example
of each. The extension's dashboard page opened with an explainer providing details on
the tracking ecosystem. Scrolling down the page would reveal a table of contents with
hyperlinked sections to individual visualizations. From any page in the extension, the user
could have also clicked on the left-most red button (present on all pages in the extension)

taking them to a take action page focusing on tracker-blocking technologies.
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Figure 4.1: TT2 visualizations. Unless noted, examples come from anonymized participant data.
Google Ads Settings visualizations : (@ Google Demographicsshows tiles of demographic
data from Google Ads Settings; (2) Google Interests shows all attributes associated with the
participant (since extension install); and (3) Google Interests Dynamicshows increase or decrease
in Ads Settings attributes over time. Time-based visualizations : (4) When You Are Engaged
shows a heatmap of browsing activity; &) Time Spent per Interest, shows the total amount of
time spent engaging with an interest (inferred from time spent on web pages)(6) Late-Night
Engagement shows late-night browsing activity; and (7) Search Habits shows Google searches
clustered into marketing keywords. Possibly sensitive interests visualizations : (8 Possible
Sensitive Interestsshows potential sensitive interests, domains associated with these interests, and
a word cloud from web page text associated with the interests.Ads visualizations : (9 Ads
Served Overviewshows an overview of the ads served to the participant; andL0) Ad Explanations
shows inferred explanations for why the participant received the ad.
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