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Robots are increasingly being deployed in our daily lives and across society, from autonomous

delivery and warehouse logistics to service robotics and disaster response. Navigation is a crucial

and foundational capability that enables robots to operate effectively in real-world environments.

A key challenge to develop generalizable navigation policies that allow robots to navigate and

interact with complex real-world environments. Real-world navigation remains highly challenging

due to the challenges of operating in diverse and dynamic environments with limited sensing,

complex human interactions, and varying terrain conditions. In this dissertation, we address four

core challenges toward developing autonomous navigation capabilities in real-world environments:

collision avoidance in dense crowds, place recognition in indoor environments, navigation over

complex outdoor terrains, and long-range navigation.

To enable safe and agile robot movement in crowded indoor environments, we develop

new learning-based algorithms, DenseCAvoid and CrowdSteer, which significantly improve the

success rates in terms of collision avoidance over 50% in dense crowds, compared to previous



approaches. For accurate localization in indoor spaces with varying lighting and sparse or repetitive

perceptual features, we improve the accuracy of place recognition by 29:27% over state-of-the-

art techniques using a two-stage recognition pipeline. For outdoor navigation, we address the

challenge of traversing bumpy, slippery terrains and hills, where traditional methods often fail.

Our approach, AdaptiveON, improves the stability and safety of robot navigation in such terrains.

To extend navigation techniques to long distance (i.e., more than hundreds of meters) in outdoor

environments, we address key subproblems including traversability analysis (MTG, ET-Former),

directional reasoning (DTG, VL-TGS), and social adaptation (VL-TGS) in complex, large-scale

outdoor environments. We analyze both geometric (MTG) and semantic (ET-Former) information

from robot perception to estimate environmental traversability. We formulate directional reasoning

as the imitation of human-like decisions, using diffusion models to mimic human behaviors

across diverse scenarios (DTG). We further improve social navigation by interpreting pedestrian

intentions, group formations, and crosswalks using vision-language models (VL-TGS). To address

the lack of long-range navigation datasets, we present GND, a large-scale dataset that spans 10

university campuses, with 668 minutes of data and global traversability maps. Finally, we integrate

these techniques into a unified approach, MOSU, to achieve long-range outdoor navigation.



Robot Navigation in Complex Scenarios

by

Jing Liang

Dissertation submitted to the Faculty of the Graduate School of the
University of Maryland, College Park in partial fulfillment

of the requirements for the degree of
Doctor of Philosophy

2025

Advisory Committee:
Dr. Dinesh Manocha, Chair/Advisor
Dr. Mumu Xu, Dean’s Representative
Dr. Ming C. Lin
Dr. Pratap Tokekar
Dr. Xuesu Xiao



© Copyright by
Jing Liang

2025



Acknowledgments

ack todo

ii



Table of Contents

Acknowledgements ii

Table of Contents iii

List of Tables viii

List of Figures xi

Chapter 1: Introduction 1
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Challenges . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.2.1 Motion Planning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.2.2 Place Recognition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.2.3 Long-range Navigation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.3 Main Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
1.3.1 Motion Planning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
1.3.2 Place Recognition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
1.3.3 Long-range Navigation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

1.4 Outline of the Dissertation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
1.4.1 Part I: Motion planning . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
1.4.2 Part II: Place recognition . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
1.4.3 Part III: Long-range Navigation . . . . . . . . . . . . . . . . . . . . . . . 15
1.4.4 Part IV: Conclusions, Limitations and Future Work . . . . . . . . . . . . . 16

I Motion Planning 18

Chapter 2: Motion Planning with Perceptive Uncertainties 19
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
2.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.2.1 Collision Avoidance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.3 Our Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.3.1 Perception . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
2.3.2 Collision Avoidance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.3.3 Probabilistic Collision Avoidance . . . . . . . . . . . . . . . . . . . . . . 28
2.3.4 Kinematic Constraints . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
2.3.5 Benchmark and Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

iii



2.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
2.5 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

Chapter 3: Motion Planning in Dense Crowds and Highly Dynamic Environments 43
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
3.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.2.1 Sim-to-Real and Crowd Simulation . . . . . . . . . . . . . . . . . . . . . 47
3.2.2 Classical Approaches . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
3.2.3 Learning-based end-to-end Collision Avoidance . . . . . . . . . . . . . . . 48
3.2.4 Pedestrian Detection and Trajectory Prediction . . . . . . . . . . . . . . . 48

3.3 Our Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
3.3.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
3.3.2 DenseCAvoid . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
3.3.3 CrowdSteer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.4 Conclusion and Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

Chapter 4: Motion Planning in Complex Outdoor Terrains 74
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
4.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

4.2.1 Learning-based Navigation . . . . . . . . . . . . . . . . . . . . . . . . . . 77
4.2.2 Sim-to-Real . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.3 Our Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
4.4 APPROACH . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

4.4.1 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
4.4.2 Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
4.4.3 Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

4.5 Experiments and Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
4.5.1 Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
4.5.2 Field Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

4.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

II Place Recognition 97

Chapter 5: RGB-D Indoor Place Recognition 98
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
5.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
5.3 First Stage: PoCo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

5.3.1 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
5.3.2 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
5.3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
5.3.4 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

5.4 Stage Two: CSCPR . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120
5.4.1 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
5.4.2 Dataset Generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

iv



5.5 Experiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129
5.5.1 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

5.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

III Long-range Navigation 136

Chapter 6: Semantic Traversability Understanding 137
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137
6.2 Related Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 140
6.3 Our Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

6.3.1 Problem De�nition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142
6.3.2 Voxel Encoder . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144
6.3.3 Conditional Variational Autoencoder Formulation . . . . . . . . . . . . . . 144
6.3.4 Triplane-based 3D Deformable Attention . . . . . . . . . . . . . . . . . . 145
6.3.5 Occupancy Prediction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148
6.3.6 Training Strategy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149

6.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150
6.4.1 Comparisons . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152
6.4.2 Ablation Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 154
6.4.3 Visualizations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

6.5 Conclusion, Limitations, and Future Work . . . . . . . . . . . . . . . . . . . . . . 156
6.6 Conclusion, Limitations, and Future Work . . . . . . . . . . . . . . . . . . . . . . 156

Chapter 7: Traversability Analysis with Trajectory Generation 157
7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157
7.2 BACKGROUND . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160
7.3 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 163

7.3.1 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 163
7.3.2 Attention-based CVAE . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164
7.3.3 Constraints on Traversability, Diversity, and Coverage . . . . . . . . . . . . 166

7.4 Experiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 168
7.4.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 169
7.4.2 Comparing Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 170
7.4.3 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 174

7.5 Conclusion and Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176
7.6 Appendix . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 177

7.6.1 Dataset Ground truth . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 177

Chapter 8: Direction Reasoning 178
8.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 178
8.2 Prior Work and Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 181
8.3 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 182

8.3.1 Problem De�nition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 183
8.3.2 Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 185

v



8.3.3 Training Strategy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 188
8.4 Experiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 190

8.4.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 191
8.4.2 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 192
8.4.3 Real-world Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . 195
8.4.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 197

8.5 Conclusion, Limitations, and Future Work . . . . . . . . . . . . . . . . . . . . . . 198

Chapter 9: Social and Traf�c Navigation 200
9.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 200
9.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 204

9.2.1 Outdoor Robot Navigation . . . . . . . . . . . . . . . . . . . . . . . . . . 204
9.2.2 Vision Language Models in Navigation . . . . . . . . . . . . . . . . . . . 204

9.3 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 206
9.3.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 206
9.3.2 Geometry-based Trajectory Generation . . . . . . . . . . . . . . . . . . . 208
9.3.3 VLM-based Trajectory Selection . . . . . . . . . . . . . . . . . . . . . . . 209

9.4 Exprimental Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 211
9.4.1 Implementation Details . . . . . . . . . . . . . . . . . . . . . . . . . . . . 211
9.4.2 Qualitative Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 213
9.4.3 Quantitative Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 213
9.4.4 Ablation Studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 216
9.4.5 Real Robot Experiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . 218
9.4.6 Discussions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 219

9.5 Conclusion, Limitations, and Future Work . . . . . . . . . . . . . . . . . . . . . . 220

Chapter 10: Integrated Long-range Navigation 222
10.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 222
10.2 Our Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 223

10.2.1 Routing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 224
10.2.2 Trajectory Generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 225
10.2.3 Motion Planning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 229

10.3 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 230
10.3.1 Experimental Insights . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 232

10.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 233

Chapter 11: Dataset for Long-range Navigation 234
11.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 234
11.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 238

11.2.1 Global Robot Navigation . . . . . . . . . . . . . . . . . . . . . . . . . . . 238
11.2.2 Datasets for Robot Navigation . . . . . . . . . . . . . . . . . . . . . . . . 239

11.3 Dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 240
11.3.1 Data Collection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 240
11.3.2 Standardized Data Processing . . . . . . . . . . . . . . . . . . . . . . . . 243
11.3.3 Multi-Category Traversability Map . . . . . . . . . . . . . . . . . . . . . . 244

vi



11.4 Applications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 244
11.4.1 Map-based Global Navigation . . . . . . . . . . . . . . . . . . . . . . . . 245
11.4.2 Mapless Navigation with Traversability Analysis . . . . . . . . . . . . . . 246
11.4.3 Vision-based Place Recognition . . . . . . . . . . . . . . . . . . . . . . . 249

11.5 Conclusion, Limitations, and Future Work . . . . . . . . . . . . . . . . . . . . . . 250

IV Conclusions, Limitations and Future Work 251

Chapter 12: Conclusions 252

Chapter 13: Limitations 254

Chapter 14: Future Work 256
14.1 Attention-based and task-driven scene representation . . . . . . . . . . . . . . . . 256
14.2 Off-road navigation with physical property inference . . . . . . . . . . . . . . . . 256
14.3 Learning from large-scale human behavior data . . . . . . . . . . . . . . . . . . . 257
14.4 Language-guided and interactive robot behavior . . . . . . . . . . . . . . . . . . . 257

vii



List of Tables

2.1 We compare OF-VO with DWA [1] and DRL-based algorithm [2] in terms of
accuracy, speed, and reliability in the simulated scenarios (Fig. 2.5). The number
and movement of pedestrians is generated using different models, including social
behavior [3] in the last row. OF-VO has the highest success rate, especially in
highly dynamic environments, Dynamic scenarios and Crossing scenarios. DWA
and DRL result in collisions with the pedestrians when the pedestrians' density and
velocities increase. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

2.2 Success rate and running time with different values ofk in our approach. The table
shows that when the con�dence of collision avoidance is higher, the successful rate
is higher. However, with higher con�dence of collision avoidance, the navigation
algorithm tends to be more conservative, and this results in longer time to reach the
goal. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

3.1 Relative performance of our DenseCAvoid hybrid method versus learning-based
methods that do not use explicit pedestrian prediction. In the latter category, we
use two combinations of sensors (i.e. only depth camera and depth camera + lidar).
The trajectory length for Dense-Static case is not measured, since we assign the
robot's goals randomly. These numbers highlight the bene�t in terms of success
rate (higher is better) of DenseCAvoid. However, the explicit use of prediction can
slightly increase the trajectory length (lower is better) to the goal, because the robot
may not take the shortest straight line path. . . . . . . . . . . . . . . . . . . . . . 60

3.2 The performance of different methods in avoiding freezing robot scenarios, i.e. the
number of instance the robot freezes (lower is better), tested in the Robot Freezing
scenario. Our DenseCAvoid method considerably improves the performance when
the robot is more than1m away from an obstacle. In these cases, our explicit
prediction of pedestrian trajectory improves the navigation capability and the robot
does not freeze. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

3.3 We compare the relative performance of CrowdSteer that uses multiple sensors
(depth camera + lidar) with other learning methods that use a single sensor, and
a traditional method DWA in challenging scenarios. Note: The numbers in grey
are values recorded until the robot collided or started oscillating inde�nitely and
represent poor performance. These results clearly highlight the bene�t of our novel
deep reinforcement learning algorithm (CrowdSteer) that uses multiple sensors
over prior methods. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

viii



3.4 Ablation Study for smoothness: The average number of oscillations in two
scenarios for two models trained without and with the oscillations penalty term
(Section 4.3). We see a reduction of up to 4 times in the number of oscillations in
our model that is trained with the penalty. . . . . . . . . . . . . . . . . . . . . . . 71

4.1 Simulation results: The lower the Vibration, Elevation Changes, and Drift values,
the better (more reliable) the performance. AdaptiveON shows better stability on
uneven terrain, ensures less drifting and smaller elevation changes, and is more
reliable than other methods. (Note Ego-graph and the policy without training in
Scenario c (Stage 3), in Figure 4.3, do not avoid obstacles, and thus they are not
included in the table). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

4.2 Real-world deployment results: The lower the Vibration, Elevation Changes, and
Drift values, the better (more reliable) the performance. Compared to other
methods, our approach has at least30:7% improvement in stability on uneven
terrain, at least8:08%reduction of drifts on slippery terrain, and at least14:75%
improvement on the elevation change in each step on the hills. . . . . . . . . . . . 93

5.1 The table shows our PoCo method outperforms other state-of-the-art methods by
at least5:7%improvement in Recall@1 value in the ScanNetPR dataset. . . . . . . 114

5.2 The table shows our PoCo model outperforms other approaches by at least 4 points
in Recall@1 in the ARKit dataset. . . . . . . . . . . . . . . . . . . . . . . . . . . 115

5.3 Our approach is1:75X faster than CGiS-Net and also has better recall values. Our
computational cost is the smallest compared with other approaches. . . . . . . . . . 115

5.4 Quantitative Reranking Results: PoCo [4] is the global retrieval baseline. Our
place-recognition reranking method outperforms other reranking approaches by at
least3.19points in Recall@1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

5.5 Reranking Ablation Study: Ours, Ours/SCC, and Ours/Correlation represent our
complete reranking, without SCC and without the correlation matrix, respectively.
Attention represents the method with a sequence of self-cross attention blocks [5].
The table shows effectiveness of our components and the outperformance w.r.t. an
attention-based alternative by at least11%in ARKitIPR and ScanNetIPR. . . . . . 129

5.6 Quantitative Results: Compared with other SOTA methods, our approach CSCPR
with reranking improved the Recall@1 performance by at least29:27%. . . . . . . 133

5.7 Comparisons in New ScanNetIPR and ARKitIPR: The ScanNetIPR is more
dif�cult than ScanNetPR, where methods have relatively smaller Recall@1. Our
method still outperforms other approaches for both RGB-D and pure point-cloud
place recognition in both ScanNetIPR and ARKitIPR by at least43:24%in Recall@1.134

6.1 Quantitative Comparison On SemanticKITTI test [6]: Our ET-Former
outperforms other camera-based approaches, improving the SOTA scores of IoU
from 44:71 to 51:49 and mIoU from 15:04 to 16:30. For speci�c semantic
categories, such as building, car, other-vehicle, vegetation, trunk, terrain, and pole,
our model provides the best accuracy. . . . . . . . . . . . . . . . . . . . . . . . . 150

ix



6.2 Training Memory Usage On SemanticKITTI : Our method reduces GPU
memory usage by 3.7 GB(25%) compared to VoxFormer [7], and by 11.1 GB
(50:5%) compared to Symphonies [8], while outperforming them in IoU and mIoU. 153

6.3 Results of Stage 1 On SemanticKITTI test [6]: Compared with the
VoxFormer's stage 1 model, our stage 1 model achieves14:2% and 16:3%
improvements in IoU and Recall values, respectively. . . . . . . . . . . . . . . . . 153

6.4 Ablation Study On SemanticKITTI test [6]: our key components (deformable
triplane decoder, CVAE formulation, and proposed stage 1 model) each contribute
to signi�cant improvements in semantic estimation accuracy. . . . . . . . . . . . . 155

7.1 Comparison of CVAE [9], DLOW [10], vanilla MTG, and complete MTG. The
ground truth values are also provided as a reference. Our method achieves6%
improvement in coverage of traversable areas using Equation 7.4.2.2 and improves
traversability of the trajectories using Equation 7.4.2.1. . . . . . . . . . . . . . . . 172

8.1 Quantitative Results: Our approach achieves at least a15% improvement in
distance ratio and around7%increase in traversability over other approaches. Our
innovative components, CRNN, adaptive traversability training, and end-to-end
diffusion-based generator also show effective improvement in global navigation
task. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 193

8.2 DTG and MTG achieves the goal but NoMaD and ViNT cannot. Our approach,
DTG, has less traveling distance and also fewer human interferes. . . . . . . . . . . 197

9.1 Quantitative Results: Comparisons with state-of-art methods . . . . . . . . . . . 214
9.2 Real World Experiment Results . . . . . . . . . . . . . . . . . . . . . . . . . . 219

10.1 Quantitative Evaluation: Our approach achieves the best Traversability and
comparable Distance to Target. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 232

11.1 Comparison of State-of-the-Art Navigation Datasets: Our GND dataset
features the most comprehensive range of sensors and provides multi-category
traversability maps for global navigation in various campuses. . . . . . . . . . . . 237

11.2 Five Example Campuses in GND: The table outlines details of �ve example
campuses, including the University of Maryland (UMD), George Mason University
(GMU), Catholic University of America (CUA), Georgetown University, and
George Washington University (GWU). We list the covered areas, number of
buildings, trajectory length, number of RGB and 360° images, number of LiDAR
point clouds, and ratio of different traversability categories in the campus map. P,
O, V, and S represent pedestrian walkways, off-road terrain, vehicle roadways, and
stairs, respectively. For example, 0.84 km2 is covered on the UMD campus with
60 buildings, and the ratio of pedestrian walkways in the campus is10:66%of the
UMD campus map. More campus datasets are on GND's website. . . . . . . . . . 239

11.3 Partial Map of the University of Maryland : Inset (a) presents the processed
point cloud map, featuring the robot's trajectory for data collection marked by a
pink line; (b) illustrates the multi-category traversability map corresponding to the
dataset shown in (a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 243

x



List of Figures

1.1 Our contributions span three areas: (1) place recognition [4, 11], which localizes
the robot in indoor environments using an RGB-D sensor; (2) motion planning,
which processes the robot's observations to generate actions for safe navigation
in dense crowds [12, 13] and complex off-road terrains [14]; and (3) long-range
navigation, which enables robots to travel long distances and reliably achieve their
goals. Our long-range navigation pipeline integrates directional reasoning [15, 16]
to identify ef�cient goal-directed routes in terms of distance and travel time, social-
and traf�c-aware navigation [17] to interpret social and traf�c cues for safe and
compliant behavior, and traversability analysis [18] to determine which areas are
safe for traversal. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.1 Navigation among pedestrians in an indoor scene: We highlight the scene captured
using a commodity camera mounted on the robot. The image on the left shows the
segmentation of pedestrians with colored optical �ow computed by our perception
algorithm. Blue and red arrows correspond to pedestrian velocities. The curved
black arrow represents the robot's trajectory computed using our probabilistic
collision avoidance algorithm. The image on the right highlights the environment
in which the robot navigates among the pedestrians. . . . . . . . . . . . . . . . . 20

2.2 OF-VO Pipeline: During each time step, our method �rst takes as input a pair of
RGB images and Lidar sequences. The optical �ow and segmentation masks are
computed using FlowNet and MaskRCNN, respectively. Using Lidar data and
intrinsic camera parameters, our 3D projection module computes the positions
and velocities from the masks and optical �ow. Due to the limitation of the
camera's FOV, 2D Lidar data is also collected to enhance the position estimation.
Our method uses a modi�ed velocity obstacles approach to compute a collision-
free velocity for the robot that accounts for sensor errors. Before sending the
control signals to the robot, a differential driving formulation is used to satisfy
the kinematic constraints of the robot. . . . . . . . . . . . . . . . . . . . . . . . . 24

xi



2.3 Modi�ed Velocity Obstacles algorithm for partial observation of obstacles. (a): In
a given frame, the blue circle is the robot with radiusr r and velocityv r . The black
area corresponds to one obstacle with the Minkowski sum of radiusro + r r , with
relative velocityvo � v r . (b): The velocity obstacle is the black area and its nearby
area within distancek� , which is used in our probability collision avoidance. We
give a bound on the con�dence based on the parameterk in Section 2.3.3. The
blue area is the �eld-of-view of the camera. The green area is computed based on
kinematic constraints of the robot. During each step, the robot has to choose one
feasible velocity in the intersection of the blue and green areas, while keepingk�
away from the black region. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

2.4 Navigation across a room with different con�gurations: Our algorithm is used
to navigate the robot (Turtlebot2) and avoid collisions with the pedestrians and
obstacles. Our algorithm can compute collision-free trajectories for the robot in
these scenarios with static obstacles and multiple moving pedestrians. . . . . . . . 35

2.5 Simulation Scenarios: We use six scenarios to evaluate our algorithm and analyze
the performance. The scenes corresponding to (c) and (d) are dynamic scenes with
multiple pedestrians. In scenario (e), pedestrians follow the social behavior [3].
The robot moves from a start point to a goal point while avoiding static and
dynamic obstacles. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

2.6 Error in distance and displacement estimation: (a) shows that the errors in position
estimation are distributed uniformly along the obstacles' distance. (b) shows that
the errors in displacement estimation increase with the distance. The estimation
has the highest accuracy at 1 meter distance. . . . . . . . . . . . . . . . . . . . . 38

3.1 [Top] Our method implemented on a Turtlebot navigating through a dense crowd.
[Bottom] We explicitly track and predict pedestrian motions (marked for the three
pedestrians) and use it to train a Deep Reinforcement Learning-based collision
avoidance policy. Our network implicitly learns to reduce the occurrence of the
freezing robot problem and generates smooth robot trajectories in dense crowds. . . 45

3.2 (a) Tracking a moving pedestrian in a depth image. (b) Prediction output for a
future time step. The white space in the output is the admissible free space, and the
black bounding box denotes the space the pedestrian would occupy in the future. . 53

3.3 Architecture of our anticipatory collision avoidance network with four branches to
process different observations. The input layer is marked in blue and, the hidden
layers are marked in orange and the fully-connected layers in the network are
marked as FCn. The green layer represents the output layer. The three values
underneath each hidden layer denote the kernel size, number of �lters, and stride
length respectively. We stack a raw depth image with a the prediction frame and
use it directly for training our collision avoidance policy. . . . . . . . . . . . . . . 55

3.4 Convergence of our reward function (shown for positive reward values) vs the
number of iterations. Explicit pedestrian prediction helps our training converge
faster and smoother when compared with the case with no prediction. . . . . . . . 56

3.5 Convergence of our reward function (shown for positive reward values) vs the
number of iterations. Explicit pedestrian prediction helps our training converge
faster and smoother when compared with the case with no prediction. . . . . . . . 58

xii



3.6 Left to right: Some of the training scenarios created in our simulator. Left:
Corridor with dynamic pedestrians. Middle: Scenario with high occlusions, and
static and dynamic obstacles. Right: Scenario with random number of standing
and walking pedestrians. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64

3.7 Architecture of our multi-sensor based navigation network with four branches for
different observations. The input layer is marked in blue, the hidden layers are
marked in orange. Fully connected layers in the network are marked as FCn. The
second branch extracts features from three consecutive image frames, which are
fused with features extracted from three frames of the lidar in FC2 layer. The three
values underneath each hidden layer denote the kernel size, number of �lters, and
stride length respectively. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

3.8 Convergence of the total reward earned per episode vs the number of iterations
(training episodes) for different training scenarios. Each iteration consists of
utmost 500 training steps. Training in all scenarios converges within200iterations.
This shows the bene�ts of our training scenario design. . . . . . . . . . . . . . . . 66

3.9 Testing the generalization of our training in a scenario with four agents (in blue)
moving towards antipodal points on a circle (in yellow). . . . . . . . . . . . . . . . 68

3.10 Trajectories generated by Long et al.'s method (left) and CrowdSteer (right) in the
Occluded-ped scenario. Our realistic scenarios and reward function have led to
much fewer oscillations. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

4.1 Trajectories generated by AdaptiveON (ours) when navigating Clearpath Jackal
and Husky robots on complex outdoor terrains: Our method ensures stable
navigation by reducing vibrations of the Jackal robot on a slope with uneven
texture (left); AdaptiveON provides reliable motion control along the trajectories
to prevent the Husky from drifting on slippery terrains, including weathered leaves,
small rocks, and grass (right). . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

4.2 System Architecture consisting of 5 models: Perception Models (Lidar Model and
Elevation Map Model); Adaptive Model; Policy Model that takes the output from
all the other models and generates actions resulting in reliable navigation; and
Stable Model, which generates an action threshold to ensure stability. The training
pipeline, on the bottom of the �gure, is explained in Section 4.4.3.3. . . . . . . . . 81

4.3 Different Scenarios in simulation used for training different functionalities of
robots. The purple circles denote the given goals. (a) has different environmental,
mechanical, and controlling parameters for the robot. This type of scenario trains
the policy to adapt to different outdoor conditions and prevent drift. (b) has high
unevenness and is used to train the Stable Model to reduce vibration. (c) is used to
train the robot to avoid collisions with obstacles. (d) contains hills with different
heights and gradients, and it is used to train the robot to move in lower elevation
changes in each step. (e) includes most of the properties of the previous scenarios
and has rich features to �ne-tune the perception networks. . . . . . . . . . . . . . . 83

xiii
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7.1 Trajectory generation in a campus environment. The top view is the robot's
trajectory (around 350m). The bottom row shows generated trajectories at
the two locations corresponding to green and yellow boxes, respectively. The
trajectory closest to the global target, shown at the top, will be chosen to provide
waypoints for the local planner. The local planner drives the robot and avoids
collisions [14]. In this complex outdoor scenario, our MTG global navigation
method can ef�ciently and safely generate trajectories for global navigation and
cover most of the traversable areas, including the narrow pedestrian sidewalks. . . 158
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trajectories and the bottom row shows the bird-eye-view of the trajectories. The
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Lidar. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 175

7.6 The out-of-distribution cases: The top �gure shows the robot fully in a non-
traversable area with no traversable area around it. The bottom �gure shows the
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trajectories. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176

7.7 Evaluation: A* ground truth paths are yellow trajectories and generated paths from
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8.1 DTG generates trajectories in traversable areas with the shortest travel distance to
the target (red star). The blue and yellow boxes show the ef�cacy of the generated
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8.2 DTG Architecture: DTG has two models:Perception EncoderandDiffusion
Model. Perception Encoder encodes the observation information,o = f ol ; ov; gg,
to the condition vector,c. The Diffusion Model takes a Gaussian distribution to
generate a trajectorŷ� under the conditionc. . . . . . . . . . . . . . . . . . . . . 183
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8.3 Traversability Analysis in Challenging Occluded Environment: The top
row shows the generated trajectories (red) in the camera view. The bottom row
shows the top-down view of the traversability map. The cyan color represents
the generated trajectories, and the yellow color represents the most heuristic
trajectory to the goal. DTG can generate trajectories w.r.t. the geometric shape
of the traversable areas, but other approaches cannot generate fully traversable
trajectories; the non-traversable parts are marked by red circles. . . . . . . . . . . . 190

8.4 Travel-Distance Analysis in Challenging Narrow Passage Environment:The
goal is behind the building. DTG generates a trajectory in a narrower space instead
of the wide main road, leading to a shorter travel distance to the goal. . . . . . . . . 191

8.5 The red star indicates the start position and the yellow circle indicates the goal.
The example trajectory from the start to the goal is the blue path, with around a
200-meter travel distance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 196

8.6 Diffusion Steps: In each generated trajectory, there are 16 waypoints. This
�gure shows the output values of the diffusion model; those values are distance
increments for each waypoint (not waypoint positions). In the beginning steps,
the output contains lots of noise; in later steps, the diffusion model denoises the
increments, and those values are in a more concentrated area and reasonable shape. 197

8.7 Failure Case: the model confuses when the both sides of curbs have similar �atness. 198

9.1 Trajectories generated and selected using VL-TGS in outdoor navigation. The
example path includes three different types of scenarios: (A) �ower bed and curb,
(B) corner, and (C) crosswalk. On the top, the map pin icon marks the goal behind
the building, with the red solid or dashed line highlighting the robot's path. On
the bottom, candidate trajectories are marked in red lines with numbers. The
green path corresponds to the trajectory computed using VL-TGS. Overall, VL-
TGS is capable of generating diverse, geometrically traversable paths and selecting
semantically feasible trajectories for navigation in human-centered environments. . 201
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Chapter 1: Introduction

1.1 Motivation

Robotics has become one of the most transformative technologies of this century, advancing

automation across a wide range of domains. Robots are now deployed in factories [23, 24],

warehouses [25, 26], restaurants [27, 28], hospitals [29, 30], construction sites [31, 32], hazardous

environments [33, 34], and even outer space [35, 36]. Autonomous robotic systems offer

signi�cant advantages by substituting human labor, increasing productivity in manufacturing,

providing assistance in healthcare and service industries, and performing tasks that are dangerous

or inaccessible to humans. As a result, robotics has substantial societal and economic bene�ts.

Among the core capabilities of autonomous robots, navigation plays a central role in enabling

physical interaction with the real world [37, 38, 39].

Robot navigation requires the ability to perceive, reason about, and move through environments

safely and ef�ciently [37, 40]. In real-world tasks such as logistics [41, 42], services [27, 28, 29,

30], and exploration of hazardous or planetary environments [33, 34, 43], robots must perceive both

static and dynamic objects [13, 44, 45], and terrain conditions [14, 46, 47], and understand physical

and semantic meanings [46, 48] that are critical to the tasks. They must then move accordingly to

navigate through the complex environments.

However, traditional navigation systems often rely on prior maps [49, 50], hand-crafted
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rules [1, 44], or assumptions about static environments [47, 51], which limit their adaptability

and scalability. In contrast, real-world environments are diverse [14, 46], dynamic [13, 45],

and unstructured [46, 47], requiring navigation policies that can generalize across different

scenarios [14, 16], sensing modalities [46], and robot platforms [16, 18]. Developing such

generalizable navigation capabilities is essential for achieving long-term autonomy in real-world

deployment. Our research goal is to develop generalized policies that enable robots to

navigate and interact with real-world environments in a robust and long-term manner.

1.2 Challenges

Achieving generalizable robot navigation requires solving a range of interconnected problems

across both indoor and outdoor environments. These include: (1) motion planning in dynamic and

crowded spaces [12, 13, 45, 52, 53], (2) place recognition and localization [4, 11, 54, 55, 56, 57],

(3) outdoor motion planning in complex terrains [14, 46, 47], and (4) long-range navigation [16],

which encompasses traversability analysis [17, 18, 48, 58], directional reasoning [15], and socially

and traf�c-aware decision-making [17, 59, 60, 61, 62, 63]. Each of these tasks presents unique

challenges in terms of perception, scene understanding, and real-time robot movement, especially

under real-world conditions with noisy sensing and limited onboard computation.

In indoor environments [12, 13, 45, 64], robots must move in constrained and dynamic spaces,

such as of�ces [65], hotels [66], or hospitals [39], where they must avoid collisions with people

and obstacles while maintaining ef�cient and socially acceptable motion. In such environments,

accurate place recognition is also critical for maintaining spatial awareness of both the robot's

location and the goal, ensuring the robustness of navigation and preventing getting lost.
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Outdoor environments introduce additional complexity. Robots must traverse unstructured

terrains [14, 46, 47] such as bumpy surfaces (e.g., grass, gravel, mud), slippery terrains (e.g.,

leaves, sand), and areas with high elevation changes (e.g., hills, slopes). They must also observe

and interact with dynamic agents [17, 60, 61, 63], including pedestrians, cyclists, and vehicles

in a socially complaint manner. Performing long-range navigation without access to complete

prior maps also requires the ability to reason about which regions are traversable [17, 18, 58]

and which directions are optimal to achieve the goal [15, 17]. Finally, real-world deployment

demands real-time operation under hardware constraints [13, 18, 45], including limited memory

and computational resources on onboard platforms.

1.2.1 Motion Planning

Motion planning is the process of generating actions that enable a robot to reach a target while

satisfying constraints such as collision avoidance, kinematics, dynamics, and task ef�ciency [67,

68]. It serves as a low-level planning interface between high-level trajectory generation and robot

actuation, and determines how the robot interacts with its environment in real time, for example,

by avoiding collisions, interacting with humans, or moving through complex and unstructured

terrains.

However, designing motion planning systems that operate reliably and ef�ciently in real-world

environments is challenging. First, planning must be performed in real time [12, 13], requiring the

robot to consistently and accurately detect, track, and analyze the positions and dynamics of nearby

obstacles and agents. Second, in outdoor environments, robots must navigate across complex

and unstructured terrains [14, 46], such as gravel, mud, grass, slopes, or dense vegetation, which
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violate many of the assumptions made by classical planning algorithms, such as rigid objects in the

environments [1, 44]. The critical role that motion planning plays, combined with these general

challenges, makes it a dif�cult yet essential problem to address in order to achieve safe, adaptive,

and robust robot mobility.

1. The challenge of real-time collision avoidance:One of the most critical challenges in

robot motion planning is real-time collision avoidance, particularly in highly constrained,

occluded, or highly dynamic environments, such as dense crowds with more than 2 people

per square meter [12, 13]. These scenarios frequently arise in indoor spaces such as hospitals,

of�ces, shopping malls, or university campuses, where robots are expected to navigate safely

and smoothly among crowds, while avoiding collisions with partially or fully occluded

obstacles.

These environments pose multiple challenges. First, estimating the state of occluded regions

is dif�cult due to limited perception, so planning in the scenarios requires robots to react

quickly and avoid entering high-risk areas. Second, in crowded spaces, human motion

is highly dynamic and unpredictable, and accurately detecting humans and forecasting

their movement remain dif�cult. Third, real-world perceptive settings suffer from various

limitations, such as sensor noise, restricted �eld of view, and latency. Achieving safe and

robust real-time collision avoidance requires addressing these factors under uncertainty.

Most of the previous approaches [1, 44, 69] rely on the accurate estimation of the geometric

and dynamic information of the environment (the shapes, positions, and velocities of nearby

obstacles) and then apply geometric-based (e.g., ORCA [44], DWA [1], Lattice [70]), force-

based (e.g., Social Force Models [71, 72], Potential Field Methods [73, 74]), or optimization-
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based methods (e.g., MPC [69, 75], barrier certi�cate functions [76, 77]) to compute robots'

motions. However, these methods assume near-perfect perception, which is often infeasible

in occluded, partially observable, or dense-crowd environments.

2. The challenge of navigation in complex outdoor terrains: Outdoor motion planning is

used in various applications, including last-mile delivery [41], agricultural automation [78,

79], disaster response [25], and planetary exploration [36], where robots must move stably,

ef�ciently, and safely across dif�cult terrain conditions. Navigating in complex outdoor

terrains brings up more challenges compared to indoor environments [14, 46]. Outdoor

scenarios contain a wide range of terrain textures, such as grass, gravel, sand, mud, slopes,

and unstructured vegetations. They vary signi�cantly in appearance and physical properties.

Therefore, it is challenging moving robots in outdoor off-road terrains: First, recognizing

terrain properties is dif�cult due to the high variability and unstructured nature of outdoor

environments. Many terrains lack well-de�ned geometry or color/semantics, and a single

sensing modality (e.g., only LiDAR or RGB) often fails to capture all necessary features.

Second, even after identifying terrain properties, the robot must generate terrain-aware

actions. For instance, avoiding sharp turns on slippery surfaces, slowing down on bumpy

terrain, or moving away from steep slopes to prevent �ipping over.

Previous works typically decouple perception and planning [47, 80, 81, 82]. Terrain

properties such as vegetation density, bumpiness, slipperiness, and elevation gradients are

detected through methods such as sensor fusion [81, 83], machine learning algorithms [47,

80], and self-supervised learning [47]. However, in noisy and cluttered outdoor off-road

environments, these traditional perception approaches often produce inaccurate detections.
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Additionally there are also not enough datasets for learning-based approaches, and that limits

their effectiveness of terrain detection. Some works apply reinforcement learning for outdoor

motion planning [46, 84], but these methods typically address only one or two isolated terrain

properties.

1.2.2 Place Recognition

While motion planning enables a robot to generate and execute actions, it is not suf�cient for

fully autonomous navigation in real-world environments. Robots also need localization [85, 86]

and must be able to determine where they are and where they need to go. Place recognition [4,

11] task addresses the robot localization problem by matching its sensory observation to a pre-

built map of the environment. Place recognition is commonly formulated as a visual retrieval

problem [87], where the goal is to retrieve the most similar frames from a reference database by

comparing them to the robot's current observation.

Place recognition plays a critical role in both indoor and outdoor navigation [87, 88], and is

widely used in applications, such as autonomous driving [89, 90], household cleaning robots [91],

and service robots [92, 93] operating in hospitals and hotels. Despite signi�cant advances in

outdoor place recognition using RGB images [85, 94] or LiDAR point clouds [55, 95], indoor

place recognition remains comparatively underexplored.

Indoor place recognition is challenging: First, indoor environments often exhibit limited scene

variability (e.g., repetitive layouts or symmetry), making it dif�cult to distinguish between visually

similar locations [4, 96]. Second, indoor spaces are spatially constrained, and objects are typically

close to the robot, which observable area for recognition [4, 11]. Third, lighting variation,
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dynamic objects, and occlusions—such as people walking through the scene—further complicate

the task [11, 97].

Previous methods have mostly relied on RGB images to perform indoor place recognition [98,

99], but these approaches often lack suf�cient context due to limited observable areas and visual

aliasing in cluttered spaces. Other methods [100, 101] levarage LiDAR point clouds for place

recognition, but indoor geometric structures can be highly repetitive, such as rows of similar desks

in open-plan of�ces or identical doors along a hallway, making LiDAR data alone insuf�cient.

Recently, researchers have turned to RGB-D sensors [96] to incorporate both visual and geometric

cues, but existing models often remain computationally expensive or fail to achieve the accuracy

needed for real-time deployment.

1.2.3 Long-range Navigation

Long-range navigation addresses the problem of enabling robots to move toward distant goals

in complex outdoor environments, like how humans walk toward long-distance goals [15, 16, 17].

It allows robots to navigate across large geographic areas and is essential for applications such as

last-mile delivery [41], hazardous environment [33] exploration, and space robotics [35, 102].

Long-range navigation is particularly challenging due to the complexity and variability of real-

world outdoor environments. First, similar to short-range motion planning, it requires a deep

understanding of the environment, but over a longer spatial and temporal horizon [15, 18]. This

includes estimating the traversability of distant regions and generating trajectories that are both

safe and ef�cient in reaching the goal. Second, robots must understand and respond to social and

traf�c cues [16, 17, 60, 61], enabling them to interact in a socially and legally compliant manner.
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Third, in mapless or semi-mapless settings, the robot must reason about which direction to move

in [15, 17], even without access to an accurate global map.

Furthermore, long-range navigation is not an isolated task; but it functions as a composite

system [16] that integrates social understanding, motion planning, traversability analysis, and

directional reasoning. It combines the capabilities of low-level planning, scene understanding,

and routing.

1. Traversability Analysis: Traversability analysis in long-range navigation requires the robot

to determine which regions of the environment are passable, given its physical capabilities.

For example, wheeled robots cannot traverse staircases, or steep slopes, while legged robots

may handle such terrains easily [103]. Unlike short-range motion planning, which focuses

on the space robot will immediately go through, traversability analysis operates over a

broader spatial horizon, identifying feasible regions that can support trajectory or path

generation [15, 18].

A common approach to this problem involves combining perception models with planning

algorithms to generate feasible paths for the robot to follow [103, 104, 105]. These

approaches, however, rely heavily on the quality of the representation of the environment

that provide terrain traversabilities according to the robot's platform. Elevation maps and

2D cost maps are often used for traversability analysis [106, 107], but they cannot tell 3D

information accurately. We propose to use semantic voxels [48] to show traversabilties in the

robot's vicinity. However, as the robot's perceptive range increases, storing and updating full

3D representations becomes increasingly memory-intensive, posing challenges for onboard

processing in real-time deployment.
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2. Direction Reasoning: Directional reasoning refers to the robot's ability to determine

a direction that leads ef�ciently toward a distant goal. In mapless or semi-mapless

environments, where accurate global maps are unavailable, robots cannot rely on traditional

global path planners. Instead, they must infer which direction is likely to lead to the

goal—while avoiding dead ends, backtracking, or unsafe terrain.

This problem is particularly challenging because the optimal direction is often context-

dependent and highly empirical [15, 17]. For example, if the goal is far away, the robot

should prioritize navigating along main roads or open corridors; if the goal is nearby, it might

prefer shortcuts through narrower or less structured paths. These heuristics are intuitive to

humans but dif�cult to encode explicitly into robot behavior.

3. Social and Traf�c Understanding:Social and traf�c understanding is a critical component

of deploying robots in human-centric environments [17, 60, 61, 62]. For example, when

crossing a street, a robot must detect crosswalks, recognize human and vehicles behavior,

and yield to moving vehicles [16, 17]. Similarly, when approaching a group of people, the

robot should avoid cutting through the group, instead treating it as a single social entity and

maintaining an appropriate distance [63, 108]. These interactions require robots to not only

avoid collisions, but also act in ways that are socially and traf�cally compliant.

This problem presents several challenges. First, robots must be able to recognize social

cues—for instance, inferring that a set of pedestrians keep walking in alignment compose a

group. Second, robots must detect and interpret traf�c signs, road markings, and contextual

signals. For example, a robot should understand that the correct way to cross a road is via a

marked crosswalk. It must also infer whether an approaching vehicle is yielding or not, and
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Figure 1.1: Our contributions span three areas: (1) place recognition [4, 11], which localizes
the robot in indoor environments using an RGB-D sensor; (2) motion planning, which processes
the robot's observations to generate actions for safe navigation in dense crowds [12, 13] and
complex off-road terrains [14]; and (3) long-range navigation, which enables robots to travel long
distances and reliably achieve their goals. Our long-range navigation pipeline integrates directional
reasoning [15, 16] to identify ef�cient goal-directed routes in terms of distance and travel time,
social- and traf�c-aware navigation [17] to interpret social and traf�c cues for safe and compliant
behavior, and traversability analysis [18] to determine which areas are safe for traversal.

adjust its behavior accordingly.

Traditional social navigation approaches attempt to model human motion and use rule-based

classi�ers to identify social groups [109, 110]. However, these methods often fail in complex

and ambiguous scenarios. For example, physical proximity alone may not be a reliable

indicator of group membership, and classical techniques also lack the semantic reasoning to

interpret very empirical behaviors like a vehicle yielding to a robot.

1.3 Main Contributions

In this dissertation, we propose different approaches addressing the core challenges of

generalizable robot navigation, including motion planning in dense crowds [12, 13, 45] and

complex terrains [14], place recognition [4, 11], and long-range navigation [16, 103] across large-
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scale outdoor environments with various terrains [15, 18, 48], social and traf�c conditions [17].

The approaches enable robots to navigate robustly and safely in dynamic, unstructured, and

socially complex environments.

As illustrated in Figure 1.1, our contributions span three major tasks of navigation:

• Motion Planning takes the robots' observations and generates actions to move and avoid

collisions [68]. Our work addresses both collision avoidance in dense crowds and navigation

in complex outdoor terrains;

• Place Recognition recognizes the same place despite signi�cant changes in appearance and

viewpoint for robots' localization [111], and our work enables robust indoor localization

fusing both semantic and geometric information;

• Long-range navigation requires robots to move safely over long distances while satisfying

task constraints [112]. Our long-range navigation pipeline includes directional reasoning,

social- and traf�c-aware navigation, and traversability analysis to enable operation in large-

scale, semi-mapless outdoor environments. Directional reasoning [15] identi�es the best

direction to the goal in terms of distance and travel time. Social- and traf�c-aware

navigation [16, 17, 62] requires robots to understand social and traf�c cues and comply

with these constraints during navigation. Traversability analysis [18, 46, 47] enables robots

to identify traversable areas, contributing to safe and robust navigation.

By addressing these interconnected challenges, we develop approaches that are capable of

navigating robots in various complex indoor and outdoor environments, and the approaches are

evaluated in real-world deployments.
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1.3.1 Motion Planning

To address the challenges of real-time collision avoidance, we propose two complementary

directions:

1. we model the uncertainty of robot perception [45]. While classical geometric-based methods

are computationally ef�cient, they relies on accurate perceptions. We estimate uncertainty in

the robot's perception and incorporate this uncertainty into the planning methods to improve

robustness in occluded scenarios.

2. We leverage reinforcement learning to train robot policies in highly constrained, dynamic,

and crowded environments [12, 13]. To reduce the reality gap, we abstract human geometric

and semantic properties and simulate them in simulation environments, and train the robot

to learn natural and smooth motion behaviors.

To demonstrate the effectiveness of our approaches in addressing these challenges, we evaluate

them on Turtlebot and Jackal platforms in real-world environments with dense crowds and

constrained spaces.

To address the challenges of navigation in complex outdoor terrains, we also leverage

reinforcement learning approach that jointly learn multiple terrain properties and generate safe,

stable, and adaptive actions according to the different terrain properties [14]. To mitigate the sim-

to-real gap, we utilize high-�delity simulation environments and we validate the learned policy on

real-world deployments using the Husky robot across various natural terrains, including bumpy,

slippery terrains, and elevated hills.
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1.3.2 Place Recognition

We address the indoor place recognition challenges by using RGB-D sensors [4, 11], and

we decouple the place recognition task into two stages: the �rst stage captures high-level

semantic context and geometric structure, while the second stage focuses on low-level textural and

geometric details to improve localization accuracy in ambiguous scenarios. By combining abstract

information from the scene with �ne-grained feature understanding, we signi�cantly improve place

recognition performance. Our method achieves a43:24%improvement in accuracy compared to

state-of-the-art indoor place recognition approaches, making it more suitable for real-world and

real-time deployment. We also released the datasets [11] for RGB-D indoor place recognition.

1.3.3 Long-range Navigation

For long-range navigation, we propose methods to address speci�c challenges in the following

and introduce an integrated approach, MOSU [16], for this task.

1. Traversability Analysis: To address the limitations of traversability analysis, we

reformulate traversability analysis problem as a trajectory generation problem [18]. Rather

than explicitly predicting which areas are traversable and constructing dense voxel maps,

we generate trajectory candidates that implicitly represent traversable regions. Since

trajectories consist of low-dimensional 2D waypoints, this representation is highly compact

and signi�cantly reduces memory usage. Moreover, the proposed pipeline is end-to-

end, directly mapping observations to feasible trajectories, which reduces computational

overhead compared to traditional multi-stage perception–planning approaches. This method

enables ef�cient and scalable trajectory generation for long-range navigation.
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Due to the lack of public datasets for long-range navigation, we introduce GND [103], a

large-scale dataset covering 10 university campuses and containing 668 minutes of ROS

bag recordings with multi-modal sensor data. GND is designed for training and evaluation

purposes for long-range navigation tasks.

2. Direction Reasoning: To address the challenges of direction reasoning, we reformulate

directional reasoning as a human decision imitation problem [15], where the robot learns

to navigate by mimicking human-like directional choices in diverse outdoor environments.

Furthermore, we leverage the commonsense reasoning abilities of vision-language models

(VLMs) to enhance the robot's ability to interpret scene semantics and select goal-directed

directions that align with typical human behavior and environmental context [17].

3. Social and Traf�c Understanding: To address the limitations of social and traf�c

understanding, we leverage vision-language models (VLMs) for social and traf�c

understanding [16, 17]. Foundation models are capable of interpreting empirical visual cues

from real-world scenes and generalizing to a wide variety of social contexts [60, 61, 62]. We

integrate VLMs into our navigation pipeline to support socially compliant and traf�c-aware

direction selection, allowing robots to better interpret and respond to the dynamics of social

and traf�c environments.

1.4 Outline of the Dissertation

The remainder of this dissertation is organized as follows:
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1.4.1 Part I: Motion planning

Chapter 2 introduces OF-VO [45], a method that explicitly estimates perception uncertainty

and incorporates geometric-based planning for real-time collision avoidance. While this approach

is robust in risky and unpredictable environments, it tends to be overly conservative in highly

constrained, dense crowd scenarios.

Then in Chapter 3, we present DenseCAvoid [13] and CrowdSteer [12], two reinforcement

learning–based methods designed to enable agile and safe motion in dense and highly dynamic

environments. These approaches improve the robot's ability to navigate safely through densely

crowded indoor spaces.

Chapter 4 introduces AdaptiveON [14], which addresses motion planning in outdoor complex

terrains. We demonstrate that the approach enables safe and stable robot movement across bumpy,

slippery, and steep terrain types.

1.4.2 Part II: Place recognition

Chapter 5 presents PoCo [4] and CSCPR [11], two methods for indoor RGB-D place

recognition. Our proposed two-stage recognition framework achieves a43:24%improvement in

accuracy over state-of-the-art methods in complex indoor environments.

1.4.3 Part III: Long-range Navigation

Chapter 6 introduces ET-Former [48], which uses semantic voxel grids to represent the

semantics of the environment. While effective, this method incurs high computational and memory

costs.
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Then in Chapter 7, we present MTG [18], which reformulates traversability analysis as a

trajectory generation task. This low-dimensional representation (trajectories) enables ef�cient,

memory-light planning in complex outdoor environments.

Chapter 8 introduces DTG [15], which addresses directional reasoning by imitating human

decision-making. We apply diffusion models to mimic how humans choose directions in complex

outdoor settings.

Chapter 9 presents VL-TGS [17], a vision-language model–based approach for interpreting

social and traf�c cues. This method enables the robot to respond appropriately to pedestrian

behaviors, crosswalks, and group formations.

Chapter 10 integrates all previous modules into a uni�ed pipeline, MOSU [16], which combines

GPS-based routing with previous trajectory generation and scene understanding models for full

long-range robot navigation.

In Chapter 11, due to the lack of public long-range navigation datasets, we propose GND [103],

a large-scale and multi-sensor-modality dataset for training and evaluating long-range navigation

algorithms.

1.4.4 Part IV: Conclusions, Limitations and Future Work

Chapter 12 concludes the dissertation by summarizing the key contributions, where we

achieved state-of-the-art performance in multiple tasks, including motion planning in dense crowds

and outdoor off-road terrains, indoor RGB-D place recognition, and long-range navigation with

traversability analysis, directional reasoning, and social- and traf�c-aware navigation.

Chapter 13 discusses the current limitations of our approaches and highlights problems that
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remain unsolved.

Chapter 14 outlines directions for future research. We identify four potential avenues to

explore: (1) task-driven scene representations for environment understanding; (2) modeling the

physical properties of environments; (3) leveraging large-scale human behavior data to train robots;

and (4) developing language-guided and interactive robot behaviors.
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Part I

Motion Planning
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Chapter 2: Motion Planning with Perceptive Uncertainties

2.1 Introduction

Mobile robots are currently deployed in a wide range of scenarios, including warehouses,

airports, malls, and of�ces [113, 114]. In these indoor and outdoor environments, robots are

commonly used to perform routine tasks such as delivering goods or guiding customers. The

ability to navigate reliably and avoid collisions with pedestrians and other obstacles is critical for

executing these tasks effectively.

There has been extensive research on robot navigation and collision avoidance in dynamic

environments [1, 115]. These include velocity obstacles[44] and dynamic constraints[1].

However, such methods typically assume accurate detection and representation of obstacles

in the environment [1, 44], which may not hold in real-world settings. Other methods have

been developed for dynamic and partially observable scenes[115, 116], but their performance

often varies across environments, and none have demonstrated suf�cient robustness for general

deployment across all scenarios[117].

Recently, a number of learning-based approaches have been proposed for robot navigation and

collision avoidance [118, 119]. These algorithms offer increased robustness to sensor noise in

many environments. However, their performance in novel or unseen scenes remains dif�cult to

predict, as it is fundamentally constrained by the distribution and diversity of the training data.
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Figure 2.1: Navigation among pedestrians in an indoor scene: We highlight the scene captured
using a commodity camera mounted on the robot. The image on the left shows the segmentation
of pedestrians with colored optical �ow computed by our perception algorithm. Blue and red
arrows correspond to pedestrian velocities. The curved black arrow represents the robot's trajectory
computed using our probabilistic collision avoidance algorithm. The image on the right highlights
the environment in which the robot navigates among the pedestrians.

Some probabilistic model-based navigation algorithms [120, 121] have been introduced to address

sensor uncertainty, but they are still limited in handling partial and occluded observations.

Main Results: We present a novel hybrid scheme for safe navigation of a mobile robot among

pedestrians and other obstacles. Our approach takes advantage of learning-based methods to handle

sensor data (perception) and a model-based formulation (planning) to compute safe velocities

for collision avoidance. Instead of developing an end-to-end learning pipeline, we use separate

components for perception and planning to provide guarantees of collision avoidance. The novel

components of our approach include:

• We integrate a segmentation and an optical �ow estimation network to detect obstacles. The

state-of-the-art pretrained models helps robots perceive the environment accurately in real

time.

• We present a modi�ed velocity-obstacle algorithm to perform local navigation and collision

avoidance based on partial observations. We highlight improvements over prior velocity
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obstacle methods and show that our approach is more robust.

• We present bounds for our probabilistic collision avoidance. These bounds provide better

guarantee and interpretability than learning-based navigation schemes.

We tested our algorithm on a Turtlebot robot equipped with commodity sensors, including

an Orbecc Astra RGB camera (approximately $100) and a 2D Hokuyo LiDAR (approximately

$1000). We evaluated OF-VO in simulation environments with multiple pedestrians, including

high-density scenarios involving more than 10 pedestrians within a25m2 area. Pedestrian

movements were simulated using various models, including socially acceptable collision avoidance

frameworks [3, 122].

In addition to simulation, we conducted real-world experiments in our laboratory, where

pedestrians moved in close proximity to the robot and followed diverse motion patterns. We

compared our approach against prior model-based methods such as DWA[1], as well as deep

reinforcement learning algorithms[2]. Our method achieved a 2–5× improvement in success rate

and reliability over these baselines.

2.2 Related Work

In this section, we brie�y survey related work on local navigation and collision avoidance. We

also give an overview of prior techniques used in computer vision for object segmentation and

motion detection.
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2.2.1 Collision Avoidance

Many researchers have proposed learning-based algorithms for collision avoidance in real-

world scenarios. [123] uses POMDPs to navigate robots in uncertain scenarios. [118] and [119] use

deep learning to train networks for indoor scenarios. These methods have shown good performance

in terms of avoiding static obstacles. However, these methods may not work well in complex

dynamic scenes, especially when the pedestrians are moving at different speeds. In addition to

considering the uncertainties of perception module, our approach also takes into account different

velocities of pedestrians.

Many model-based algorithms [1, 44, 124] have been proposed for motion planning in dynamic

scenarios. However, these methods assume accurate detection, localization or representation

of obstacles. In real-world scenarios, perception methods tend to be inaccurate due to sensor

noise and environment complexity [125]. To address the inaccuracies, [126] proposes a time-

to-collision algorithm for reciprocal collision avoidance, though it is mainly limited to simulated

scenarios. [127] uses a receding horizon control algorithm with different constraints to navigate

robots in uncertain environments. However, this approach can be time-consuming as the algorithm

needs to compute several consecutive actions in one step. [120, 125] use velocity obstacles for

collision avoidance. However, these methods assume complete observations of nearby obstacles

and environments. We also take into account the kinematic constraint of robot and apply the

constraint in the velocity space. Overall, our approach results in improved navigation behavior.

Neural networks techniques have been used for navigation with real-world sensors. For

example, cameras and Lidar are widely used as inputs to networks in reinforcement learning

approaches. For RGB cameras, [128] uses the A3C algorithm to train the policies in cluttered
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scenarios. [2] uses 2D Lidar along with the PPO algorithm [129] to navigate multiple robots in

scenarios with static and dynamic obstacles. Some deep reinforcement learning-based navigation

algorithms use a combination of cameras and 2D Lidar [13]. [130] uses inverse reinforcement

learning to imitate the behavior of people in crowds. However, these methods can result in

oscillation or freezing issues during navigation. Furthermore, it is dif�cult for these learning-based

approaches to provide strong guarantees on collision avoidance in general or arbitrary scenarios. In

contrast, our approach only uses learning based methods in the perception module and can provide

probabilistic bounds on collision avoidance and navigation.

2.3 Our Approach

Our approach is designed for non-holonomic robots, whose movement is governed by linear

and angular velocities. During each timestep, the robot knows the relative position of its target/goal

and needs to navigate to the target in an environment that consists of static and dynamic obstacles.

Each obstacle has a velocityv i at positionp i . We do not assume that the dynamic obstacles like

the pedestrians would completely avoid the robot and design an appropriate navigation scheme.

Due to sensor errors, the velocity and the position values may have some uncertainty. In each time

step, the robot observes two consecutive RGB and Lidar frames. Images are used by MaskRCNN

and FlowNet and then fused with Lidar data to predict the velocities and positions of the moving

objects (usually pedestrians) in the scene. The predicted positions and velocities are used in our

probabilistic collision avoidance algorithm for local navigation. Figure 2.2 shows the workfolw of

OF-VO.

We compute the velocities and positions of surrounding obstacles from Lidar data and RGB
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Figure 2.2: OF-VO Pipeline: During each time step, our method �rst takes as input a pair of
RGB images and Lidar sequences. The optical �ow and segmentation masks are computed using
FlowNet and MaskRCNN, respectively. Using Lidar data and intrinsic camera parameters, our 3D
projection module computes the positions and velocities from the masks and optical �ow. Due
to the limitation of the camera's FOV, 2D Lidar data is also collected to enhance the position
estimation. Our method uses a modi�ed velocity obstacles approach to compute a collision-free
velocity for the robot that accounts for sensor errors. Before sending the control signals to the
robot, a differential driving formulation is used to satisfy the kinematic constraints of the robot.

images with the help of optical �ow estimation and object detection. After that, noises from

the perception models are explicitly analyzed and used to improve the overall accuracy of our

approach. With the position and velocities,po; vo, of detected obstacles, our method uses a

modi�ed VO-based algorithm to navigate the robot.

Real-world scenarios inevitably have inaccuracies, occlusions, and only partial observations

from the environment due to limited �eld-of-view. For all obstacles detected by the perception

model, we model the inaccuracies in detection as Gaussian distributions. We also provide a lower

bound on the con�dence of collision avoidance. For unobserved or partially observed objects, we

apply non-holonomic kinematic constraints to estimate the feasible velocity space of the robot,

as described in Section 2.3.2. Our integrated approach consists of two parts, learning-based

perception and model-based collision avoidance, which are strongly coupled. The hyperparameters

in the VO algorithm are chosen according to different bounds on robots' velocities and different

requirements in terms of con�dence in probabilistic collision avoidance.
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2.3.1 Perception

In our approach, we use two commodity visual sensors: an RGB camera and a 2D Hokuyo

Lidar. We choose to use these two commodity sensors because the RGB camera is good at

perceiving detailed information in the scene, while a 2D Lidar can accurately detect distances

of nearby objects. The input to our perception module is a pair of consecutive RGB frames and

Lidar data, and the output is the estimated positionspo and velocitiesvo of the nearby obstacles.

Our algorithm builds on recent learning-based computer vision methods. We use an optical �ow

network FlowNet [131] and a segmentation network MaskRCNN [132] to perceive the objects'

velocities and positions. The input to the neural networks is a pair of images, and we compute the

positions and velocities of objects appearing in the images.

At each time step, we need two consecutive frames to calculate the instantaneous velocities.

Assume that the current time step ist1 and the previous time step ist0 < t 1. From the RGB

camera we have two pairs of RGB imagesI t1 ; I t0 2 Rh� w� 3, whereh; w is the height and width

of the images in pixels. For simplicity, we omitt in the subscripts. The input to the FlowNet

is the RGB pairI 1; I 0, and the output is the optical �owO 2 Rh� w� 2, which represents the

displacement of pixels in the 2D images. Therefore, one pixels1 = [ x1; y1] in I 1 corresponds

to s0 = [ x0; y0] = [ x1 + O(x1; y1; 1)); y1 + O(x1; y1; 2)] in I 0. Assume the Lidar sequence is

L = [ l1; l2; :::; lk ], wherel i is the distance to the nearest point at angle� i . The positions of those

points in the horizontal plane can then be computed using(l sin�; l cos� ) and projected into the

image space as a depth imageD . The depthD 0
0 and positionS0

0 of pixels in theI 1 frame att0 time

can be computed using optical �ow warping [131].

The next step is to separate moving obstacles such as pedestrians from the raw image so that
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we can compute their positions and velocities. We feed imageI 1 to another segmentation network

MaskRCNN to estimate pixel-level segmentation. Assume that for an objecti , MaskRCNN

predicts its segmentation maskM i 2 f 0; 1gh� w . The depthdi and the positionsi = ( x i ; yi ) in

the image space of an object can be calculated as the weighted mean in the masked area. Let the

camera have principal point[cx ; cy] and focal lengths(f x ; f y). The 3D position of the object can be

computed asp i = [( x i � di � cx � di )=f x ; (yi � di � cy � di )=f y; di ]: After that, the relative velocities in

the robot frame can be easily computed as�vvi = ( p1i � p0i )=(t1 � t0). The corresponding absolute

velocitiesv i can be computed from�vvi and the instantaneous velocity of the robot. Moreover,

the sizes of moving obstacles appearing in the image can be estimated from the bounding box

estimated using MaskRCNN. Lidar data can further compute the radius of obstacles that are outside

the camera's FOV. Compared to tracking-based velocity estimation, our method utilizes pixel-level

motion information. Thus, our approach does not suffer from correspondence or loss of tracking

target. Moreover, our FlowNet and MaskRCNN can take advantage of pre-trained models, which

are trained on large-volume datasets and are able to generalize well to the real world as well as the

simulated environments (see Fig. 2.5).

2.3.2 Collision Avoidance

After detecting nearby obstacles using our perception algorithm, our navigation algorithm takes

into account the uncertainty of perception, the constraint of partial observation, and kinematic

constraints of the robot.
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(a) Positions (b) Velocity Obstacle

Figure 2.3: Modi�ed Velocity Obstacles algorithm for partial observation of obstacles. (a): In a
given frame, the blue circle is the robot with radiusr r and velocityv r . The black area corresponds
to one obstacle with the Minkowski sum of radiusro + r r , with relative velocityvo � v r . (b):
The velocity obstacle is the black area and its nearby area within distancek� , which is used in
our probability collision avoidance. We give a bound on the con�dence based on the parameter
k in Section 2.3.3. The blue area is the �eld-of-view of the camera. The green area is computed
based on kinematic constraints of the robot. During each step, the robot has to choose one feasible
velocity in the intersection of the blue and green areas, while keepingk� away from the black
region.
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2.3.3 Probabilistic Collision Avoidance

We �rst account for the sensor errors and derive bounds for probabilistic collision avoidance.

To accomplish this goal, we model obstacles' parameters as Gaussian distributions and compute

the velocity constraints for the robot. Our formulation uses a parameterk in Lemma 2.3.2, which

is used to guarantee the con�dence in collision avoidance.

Our bound derivation makes some assumptions on the motion of dynamic obstacles, which

mostly correspond to pedestrians. We assume that there would be no large or sudden change in the

velocity of the pedestrians that are in close proximity to the robot. In addition, the pedestrians will

not intentionally run into a robot from behind, even though they are not in the �eld-of-view of the

robot sensors.

Our approach builds on prior techniques based on reciprocal velocity obstacles [44, 115]. Given

the positionpo and velocityvo of an obstacle with radiusro, let the robot's position bep r , velocity

v r , and radiusr r . The velocity obstacle de�ned as Equation 2.3.3.1.

V T
r jo = f v j9t 2 [0; T] :: tv 2 D (po � p r ; r r + ro)g

D(p; r ) = f qj kq � pk < r g;

(2.3.3.1)

where D is the circular disk centered at positionp with radiusr . Because of the inaccuracies

and uncertainties in real-world measurements, we assume the observed obstacles have errors in

positions and velocities with different probabilities. In our formulation, the positions and velocities

of obstacles are represented by Gaussian distributions, as shown in Figure 2.3, where gray circles

are obstacles with potential positions and the arrows correspond to the potential velocities. We
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assume each vector is isotropic in all directions, the elements in the same vector are independent

and their variances have the same relationship with respect to the distance:

p i � N 2(� p; � p(d)) (2.3.3.2)

v i � N 2(� v; � v(d)); v r � N 2(� r ; � r ); (2.3.3.3)

wherep i is the relative position of thei th obstacle with respect to the robot;v i is the velocity

of the i th obstacle; d is the distance between the obstacle and the robot, andv r is the velocity of

the robot. If the obstacle is near the robot, the perception errors in the position and velocity are

lower. Based on the formulations,� v(d) = � v(d)2I and� p(d) = � p(d)2I , we observe that� v(d)2

and� p(d)2 are monotonically decreasing.

Given a velocity of the robotv andt 2 (0; T], lets consider the velocity obstacle formulation

given by Equation 2.3.3.1. In this case, we can write the constraint for velocity regions using

Equation 2.3.3.4 as:

f i (v ; tjp i ; v i ) = kp i � (v � v i )tk
2 � (r r + r i )2

f i (v ; t; p i ; v i ) > 0; (2.3.3.4)

wherer r andr i are the radius of the robot and the obstaclei , respectively.v andv i represents the

velocity of the robot and thei th obstacle at timet, respectively. This formulation ensures that the

distance between the robot and the obstacle during the next time step is larger than the sum of their

individual radius [133]. We use the following theorem about its distribution.

Theorem 2.3.1.For any velocityv of the robot, the distribution off i , D(f i (v jp i ; v i )) is a non-
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central X 2 distribution with different� , where the mean is a function ofv and variance with

regards to d is monotonically decreasing. d corresponds to the distance from the obstacle to the

robot and is determined when the obstacle is detected.

Proof. Denotepi = ( xp
i ; yp

i ) with mean(� p
x ; � p

y) and variance� p(d)2I ; vi = ( xv
i ; yv

i ) with mean

(� v
x ; � v

y) and variance� v(d)2I andv = ( vx
r ; vy

r ). Becausep i andv i are all isotropic, we have

d rel(x; y) as the distribution of calculated points with mean� rel and variance� rel(d):

d rel(x; y) = p i � v t + v i t � N (� rel; � rel(d)) (2.3.3.5)

� rel = ( � x
rel; � y

rel) = ( � p
x + � v

x t � vx
r t; � p

y + � v
yt � vy

r t) (2.3.3.6)

� rel(d) = ( � p(d)2 + � v(d)2t2)I (2.3.3.7)

According to Noncentral chi-squared distribution, the distribution ofl2 norm ofdrel is represented

asX2(vjp i ; v i ), and d is the detected distance of the obstacle:

� norm = 2 + ( � x
rel)

2 + ( � y
rel)

2 = k(v) (2.3.3.8)

� norm = 4( � p(d)2 + � v(d)2t2)(1 + ( � x
rel)

2 + ( � y
rel)

2) = g(d) (2.3.3.9)

Then we have� f (v) = � norm � (r r + r i )2 and� f (d) = g(d) as mean and standard deviation of

f i . According to 2.3.3.9, since� p(d)2 and� v(d)2 are all monotonically decreasing w.r.t. d, the

variance off i is also monotonically decreasing.

Theorem 2.3.1 highlights the property of constraints of the velocity space based on the

probabilistic velocity obstacle formulation.

The variables in Equation 2.3.3.4 are all random variables. At time stept, we use the chance
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constraintP(f i (v ; tjp i ; v i ) > 0) to represent the probability off i (�) > 0 in Equation 2.3.3.4. We

denote the functionP(f i (v jp i ; v i ; t) > 0) asP(v jp i ; v i ; t). Let � f and� f denote the mean and

standard deviation of the distribution given byf (�), respectively. For a givenk > 0, we enforce the

distribution to have� f � k� f > 0. Then,P(v jp i ; v i ; t) will increase ask gets larger. The lower

bound on the probability is given by Lemma 2.3.2:

Lemma 2.3.2. Choose a scalar valuek > 0, and let� f � k� f > 0, then the chance constraint

P(v jp i ; v i ; t) is lower bounded byk2

1+ k2 .

Proof. In order to satisfy the constraint functionP(f i (v jp i ; v i ; t) > 0), we can give a bound to

functionf i to constraint the random variable to be positive, then we have:

(X � � f ) � kj� f j > 0 (2.3.3.10)

According to Cantelli's inequality, we have:

P(f i (v jp i ; v i ; t) > 0) >
k2

1 + k2
(2.3.3.11)

The proof of Lemma 2.3.2 is given in Section IX in Appendix. In practice, our approach can

be rather conservative whenk is large. In order to guarantee collision avoidance, for all� 2 (0; t],

the robot's velocity needs to satisfyP(f i (v ; � jp i ; v i ) > 0) > k2

1+ k2 . As shown in Figure 2.3 (b), if

we choose a velocity outside ofk� f distance of the black velocity obstacle area, the con�dence of

the collision avoidance is bounded by Lemma 2.3.2.

In this manner, we can combine the constraints formulated using all nearby obstacles. We use
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the functiong(p i ; v i ; t) to represent the feasible velocity area related to the obstaclei . Assume that

the setCo contains all the detected obstacles, the feasible velocities can be computed by applying

all the constraints from nearby obstacles, as following equation:

G =
\

i 2 Co

g(p i ; v i ): (2.3.3.12)

When we choose a feasible velocity fromG, It is guaranteed (according to Lemma 2.3.2) that the

con�dence of collision avoidance is at leastk
2

1+ k2 .

2.3.3.1 Partial Observations

In our model, the largest robot's �eld-of-view is limited by the �eld-of-view of the 2D Lidar.

For areas inside the range of the camera, the probabilistic VO formulation described above is

directly used based on the information about detected obstacles. We de�ne the area of feasible

velocities asV t
c = G, at time stept.

Since the �eld-of-view of the camera is typically smaller than that of the Lidar, dynamic

obstacles may appear in the detection area of this Lidar but not in the �eld-of-view of the RGB

camera. As a result, the velocities of such obstacles are unknown and there could be potential

collision during the time step t. We use additional constraints to prevent such collisions. Our

approach considers two types of dynamic obstacles: robot-like obstacles and pedestrian obstacles.

The robot-like obstacles have the same con�gurations as the robot, and pedestrian obstacles

correspond to moving pedestrians, other dynamic objects, etc.

For robot-like obstacles, if we can ensure that the robot's position during the next step will lie

within the �eld-of-view of its camera, the robots will not collide with each other since they will
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avoid collisions with the obstacles within their FOV of camera. This constraint is expressed as:

Vc =
�

(vx ; vy)j jarctan(vy; vx )j <
FOVc

2

�
; (2.3.3.13)

whereFOVc is the �eld-of-view of the camera and(vx ; vy) are allowable velocities of the robot.

For pedestrian-obstacles we assume that there will be no sudden changes in the velocity near

the robot at positionpo. Let the velocity of the obstacle bevo. We set the magnitude of velocity

k(vo)k = 1:5m=s, which is the average speed of pedestrians in normal circumstances [134]. This

value can change in different conditions. In order to avoid collisions, the robot needs to maintain a

suf�cient distance from each obstacle during the next time step. Considering the pedestrians which

are out of the �eld-of-view of the robot's camera, the allowable velocity space is given by:

V t
l = f v jk(v � vo) � � � pok > C g; for all � 2 (0; t]; (2.3.3.14)

whereC is the threshold of collision (i.e. the minimum distance between the obstacle and the

robot) andt is the time step.

Adding the constraints from partially-observed obstacles, the feasible velocities space is

V t
p = V t

c

\
V t

l : (2.3.3.15)

When calculatingV t
l , the potential velocity obstacles are conservative and have larger areas.

As a result,V t
l is smaller than that computed using the actual sizes of obstacles. If the �eld-of-view

of the camera is larger, we can detect more potential obstacles and their velocities. In this case,V t
l

would be larger andV t
p would also be larger.
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2.3.4 Kinematic Constraints

The output of our velocity obstacle algorithm is computed using the Euclidean coordinates. In

order to satisfy the kinematic constraints of the robot, we project the kinematic constraints in the

Euclidean space, which is shown as the green area in Figure 2.3(b).

Let V t
k denote the area computed using the kinematic constraints. As a result, the overall

constraints can be represented asV t = V t
p

T
V t

k . At each step, the robot has a preferred velocity of

vpref, which is calculated according to its current position and goal position [44]. In our approach,

we choose the best velocity, which is nearest to the preferred velocity from the feasible velocity

space,V t . As shown in Equation 2.3.4.1, we choose the velocity with the minimumL.

L = arg min
v

kv � vprefk ; v 2 V t : (2.3.4.1)

2.3.5 Benchmark and Results

The displacement (velocity) estimation is more accurate for nearby obstacles, and the

inaccuracy in position estimation increases based on the distance from the robot. In this section, we

describe the implementation details and highlight the performance of our approach in real-world

and simulated scenarios. We also highlight the improvement in the performance of our approach

in scenarios with partial observations.

2.3.5.1 Experimental Setup

In the implementations, we use Turtlebot2 as the robot platform with one camera and one Lidar.

We use Astra Orbecc camera with 70-degree �eld-of-view and640� 480resolution. The Lidar is
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(a) Static (b) Dynamic (c) Complex (d) Cross

Figure 2.4: Navigation across a room with different con�gurations: Our algorithm is used to
navigate the robot (Turtlebot2) and avoid collisions with the pedestrians and obstacles. Our
algorithm can compute collision-free trajectories for the robot in these scenarios with static
obstacles and multiple moving pedestrians.

Hokuyo 2D Lidar with 240-degree �eld-of-view and512samples. We also use Pozyx to localize

target relative position to the robot. For computation we use a laptop with an Intel i7-9750H

CPU (2.6 GHz) with 32 GB memory and an Nvidia GeForce RTX 2070 GPU. We run our system

using Ubuntu 18.04 and ROS Melodic. The segmentation network (MaskRCNN) corresponds

to mask-RCNN from detectron2 [135], and the optical �ow (OFNet) network corresponds to

FlowNet2 [131].

The underlying simulator used to evaluate our results is Gazebo 9.0.0, with models of Jackal

and Turtlebot robots. In the simulated environments, we compare the performance DRL, DWA,

and PRVO with our approach. DRL is trained by the scenarios described in [2], and DWA

implementation is from the ROS package,dwa local planner. For these two approaches, the

inputs correspond to Lidar data. PRVO implementation is based on [120]. Since PRVO and DWA

use many parameters, we tuned them to achieve the highest success rate for each scenario. Since

PRVO does not have its perception module, we use ours described in Section IV. PRVO does not

consider partial observations, so it treats obstacles in the partially observed area (i.e., out of the

�eld-of-view of the camera) as static obstacles.
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(a) Empty (b) Static (c) Dynamic (d) Cross (e) Social Force

Figure 2.5: Simulation Scenarios: We use six scenarios to evaluate our algorithm and analyze
the performance. The scenes corresponding to (c) and (d) are dynamic scenes with multiple
pedestrians. In scenario (e), pedestrians follow the social behavior [3]. The robot moves from
a start point to a goal point while avoiding static and dynamic obstacles.

2.3.5.2 Simulated and Real-world Scenarios

In the simulation, we create different scenarios (as shown in Figure 2.5) to evaluate the

performance of our approach and compare with other methods, in Table 2.1.

1. Empty (Figure 2.5(a)): In this scenario, OF-VO is tested with random goals and start

positions. It is used to test if the robot has the basic functionality to go to the goal position.

2. Static (Figure 2.5(b)): This scenario requires the robot to go around static obstacles and

reach the goal position.

3. Dynamic (Figure 2.5(c)): This scenario has a crowd of pedestrians moving towards the robot

from the front. Pedestrians do not intentionally avoid robots. Instead, the robot needs to

avoid the pedestrians and �nd its way to the goal position.

4. Cross (Figure 2.5(d)): In this scenario, pedestrians move towards the robot from the sides.

This scenario requires the robot to avoid dynamic obstacles from both sides and deal with

the issues of partial observation and uncertainties.
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5. Social Behavior (Figure 2.5(e)): In this scenario, pedestrians tend to follow social

constraints [3]. This scenario evaluates the ability of the robot avoiding pedestrians that

exhibit human-like social behaviors.

In order to �ll the gap between sim-to-real we tested the approach in the real world. Figure 2.4

shows the implementations in four scenarios, where pedestrians are (a) standing still, (b) moving

towards the robot, (c) moving between obstacles, and (d) moving in a perpendicular direction.

2.3.5.3 Error Analysis of Perception Networks:

In this section, we analyze the errors from our perception algorithm. We estimate the position

and displacement of obstacles between consecutive frames. The velocities of obstacles can be

computed by the displacement, robot velocities, and time steps. We plot the L2 error of estimations

in Figure 2.6. The results indicate that the displacement (velocity) estimation is more accurate for

nearby obstacles, and the inaccuracy in position estimation increases based on the distance from

the robot.

We analyze the accuracy of the two networks used in our perception algorithm. As reported

by FlowNet2 [131], the average endpoint error in KITTI 2012 isef = 4:09, which means that

predicted optical �ows are4:09pixels away from the ground truth (on average). For an object with

depthz, an error ofef pixels in optical �ow would result in an error ofef � z=f to its displacement

estimation. In our implementation, we have focal lengthsf x = f y = 457, so the error for an object

at 2m away would be0:02m. The error of MaskRCNN is harder to quantify. From Figure 2.1, we

can see that the segmentation of the pedestrian is reasonably good in our benchmarks. The average

precision (.50 IoU) of MaskRCNN is 62.3% [132] on the COCO dataset [136], which means
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(a) Position Error (b) Displacement Error

Figure 2.6: Error in distance and displacement estimation: (a) shows that the errors in position
estimation are distributed uniformly along the obstacles' distance. (b) shows that the errors in
displacement estimation increase with the distance. The estimation has the highest accuracy at 1
meter distance.

nearly two-thirds of predictions have more than .50 IoU. In order to make our collision avoidance

more conservative, we enlarge the bounding box of moving obstacles by more than 50%. Since

the networks we use are pre-trained on large datasets mixed with both simulation and real-world

images, the sensor noise is largely covered in the training data. We did not observe a signi�cant

difference between the simulation and real performance.

2.3.5.4 Results of Our Approach

In Table 2.1 and Table 2.2, we highlight the performance that is generated from 200 runs in

each scenario.

Results of partial-observation: Because of the limitation of sensors, we have partial

observations of the obstacles around the robot. In order to evaluate the performance of different

navigation algorithms, we use Scenario 2.5(d) to evaluate collision avoidance performance from

partially observed obstacles. In this scenario, pedestrians walk towards the robot from the left and

38



Scenarios
Trajectory length (m) Navigation Time (sec) Success Rate (%)

OF-VO DWA DRL PRVO OF-VO DWA DRL PRVO OF-VO DWA DRL PRVO

Empty 11.3 10.7 11.1 11.2 11.7 11.6 11.5 11.8 100 100 100 100
Static obstacles 11.4 12.2 10.9 11.75 13.08 14.6 11.31 14.28 100 95 90 100
Dynamic obstacles 33.2 24.1 20.2 39.5 65.56 42.7 38.6 74.3 90 20 55 71
Cross Scenario 10.9 N/A 8.3 13.8 14.93 N/A 10.0 19.26 80 N/A 20 60
Social Behavior 12.33 11.9 10.6 14.7 18.1 14.2 12.3 25.22 92 25 70 79

Table 2.1: We compare OF-VO with DWA [1] and DRL-based algorithm [2] in terms of accuracy,
speed, and reliability in the simulated scenarios (Fig. 2.5). The number and movement of
pedestrians is generated using different models, including social behavior [3] in the last row. OF-
VO has the highest success rate, especially in highly dynamic environments, Dynamic scenarios
and Crossing scenarios. DWA and DRL result in collisions with the pedestrians when the
pedestrians' density and velocities increase.

the right sides of the robot.

As table 2.1 shows, our approach has the best performance in avoiding collisions from outside

of the view of its camera. The success rate using our approach withk = 1 is 80%. However, for

PRVO the success rate is around 60%. According to Table 2.1, DWA does not work well in the

crossing scenario. DRL is better because it uses Lidar data for perception, but cannot avoid all

obstacles. These results highlight the bene�ts of our approach.

The performance of our algorithm improves by33%in the crossing scene, where pedestrians

may walk towards the robot from outside the �eld-of-view of the camera.

Results of Collision AvoidanceWe compare our algorithm (OF-VO) with two other collision

avoidance methods, the Dynamic-Window Approach (DWA) and a Deep Reinforcement Learning-

based (DRL) approach[2]. We compare these three algorithms using three criteria:

• Trajectory Length: This value gives information about the performance of each algorithm;

the shortest length indicates better accuracy in terms of planning and perception.

• Navigation Time: This value shows how long each algorithm takes to navigate the robot

towards the goal. It gives information about the processing speed and the time taken by the
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navigation algorithm.

• Success Rate: This value shows the percentage of the successful cases without collision in

200 runs in each scenario.

Results in Table 2.1 indicate that our method has the highest success rate in terms of avoiding

collisions. DWA and DRL exhibit similar performance in the static scenario. In dynamic scenarios,

DWA and DRL are more likely to collide with the pedestrians. However, the DRL method performs

better than DWA because DRL also considers dynamic obstacles in training. Because of the

advantages of learning based algorithms, DRL exhibits better optimality in terms of running time.

As compared with DWA and DRL, our method tends to be more conservative in terms of avoiding

collisions. Compared with PRVO [120], our method has a higher success rate, smaller trajectory

length, and takes less time in terms of reaching the goal position. PRVO doesn't work well in in

dynamic and cross scenarios (Fig. 2.5(d)). As the complexity of the scenario increases in terms of

number of pedestrians, the difference in the trajectory length (and time) between our approach and

PRVO increases. Overall, PRVO is more conservative than our approach, and we observe better

navigation performance using our approach.

Table 2.2 shows that with a higher value ofk, the success rate is higher because the con�dence

of collision avoidance is higher. However, with a higher value ofk, the trajectory length is

longer, because the robot tends to be more conservative and tries to maintain a larger distance

from obstacles.
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Success Rate(%)/time(s) k=0.1 k=0.7 k=1 k=2

Dynamic obstacles 60/22.90 76/45.67 90/65.56 97/101.40
Cross obstacles 16/10.1 64/11.51 80/14.93 83/23.67
Social Behavior 57/10.13 79/16.62 92/18.1 96/33.93

Table 2.2: Success rate and running time with different values ofk in our approach. The table
shows that when the con�dence of collision avoidance is higher, the successful rate is higher.
However, with higher con�dence of collision avoidance, the navigation algorithm tends to be more
conservative, and this results in longer time to reach the goal.

2.4 Conclusion

In this work, we present a hybrid navigation algorithm that combines learning-based perception

and model-based collision avoidance. We have implemented OF-VO on a Turtlebot with

commodity visual sensors, including an RGB camera and a Lidar. We have evaluated the

performance in complex dynamic scenes with multiple pedestrians and highlighted the bene�ts

over prior model-based (DWA) and learning-based (DRL) methods in terms of success rate and

reliability.

2.5 Limitations

Although our method performs well in our benchmarks, it has some limitations.

In particular, the Velocity-Obstacle is a local navigation method, and the robot is constrained

so that it does not move backward. As a result, the robot may get stuck in an impasse, where there

is no feasible velocity (i.e. freezing behavior).

Moreover, the optical �ow estimation has lower accuracy for large displacements in the

obstacles. We currently model the sensor errors using a simple Gaussian mixture model

formulation, though it can be extended to other non-Gaussian noise distributions [137].
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Another limitation is that our formulation can be conservative or could result in collisions if

there are fast-moving obstacles outside the �eld-of-view of the camera. Our approach directly

computes the speed of the robot without considering much about the continuity of the velocities,

which leads to some jerky motions in real-world cases.

As part of future work, we would like to overcome these limitations and combine our work with

global navigation methods. We would also like to evaluate the performance in complex and outdoor

scenes with varying number of pedestrians and relax the assumptions on pedestrian motion. In real

world scenarios the pedestrian movement is governed by various constraints, including social and

cultural factors, and we would like to handle such scenarios.
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Chapter 3: Motion Planning in Dense Crowds and Highly Dynamic

Environments

In this Chapter, we address the limitations of OF-VO, in Chapter 2, by using a reinforcement-

learning-based framework, and furthermore, we address the problem of navigation in highly

dynamic dense crowds, such as more than 2 people in1m2.

3.1 Introduction

Mobile robots are frequently deployed in indoor and outdoor environments such as hospitals,

hotels, malls, airports, warehouses [25, 26, 30]. These robots are used for surveillance, inspection,

delivery, and cleaning, or as social robots. These applications often face very constrained and

dynamic scenarios with dense crowds. The crowd density in these scenarios can be at most two

pedestrians per square meter. Thus, in such applications and challenging scenarios, a robust and

ef�cient collision avoidance method is crucial to ensure the safety of the robot and the humans.

The problem of collision avoidance with dynamic obstacles has been studied for decades [1,

44, 73, 74, 115], with classical navigation approaches such as potential �elds[73, 74], velocity

obstacles[44, 115], and the dynamic window approach (DWA)[1]. These methods typically assume

accurate perception and precise estimation of the geometric and dynamic properties of surrounding

obstacles. However, in real-world applications, sensors are subject to noise[45], observations
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are often occluded [2, 138], and perceptual models are not always accurate enough for reliable

detection or velocity estimation[139].

In response to these challenges, many researchers have proposed learning-based approaches,

particularly those based on reinforcement learning (RL) [2, 138], which have demonstrated

signi�cantly improved success rates in collision avoidance compared to traditional methods.

However, the implementation of reinforcement learning in collision avoidance still faces several

unsolved challenges:

• Sparse reward problem [140, 141]: Policy training is often hindered by sparse or delayed

reward signals, making convergence dif�cult and requiring extensive �ne-tuning.

• Reality gap [142]: A well-known issue in on-policy reinforcement learning, where policies

trained in simulation fail to transfer to real-world environments. This gap is often caused

by: 1. a lack of accurate modeling of sensor noise, friction, and hardware delays; 2.

dif�culty simulating realistic human-robot interactions with suf�cient complexity; 3. real-

world environments being far more diverse and complex than their simulated environments.

• Unsmooth behavior: Learning-based policies do not inherently guarantee smooth,

continuous motion, which is essential for safe and comfortable operation in real-world

settings. As a result, robot trajectories often become jerky or oscillatory [2], reducing

reliability and user trust.

• Furthermore, to reduce the training burden and mitigate the reality gap, many approaches [2,

138] rely on a single sensing modality (e.g., LiDAR or RGB-D), as it simpli�es the feature

space and makes simulation-to-reality transfer more feasible. However, this limits the robot's

ability to fully perceive and adapt to rich and dynamic environments.
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