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In this thesis, we examine the efficiency of deep networks and data, both of which
are widely used in various computer vision/Al applications and are ubiquitous in today’s
information age. As deep networks continue to grow exponentially in size, improving their
efficiency in terms of size and computation becomes necessary for deploying across various
mobile/small devices with hardware constraints. Data efficiency is also equivalently im-
portant due to the memory and network speed bottlenecks when transmitting and storing
data which is also being created and transmitted at an exponential rate. In this work, we
explore in detail, various approaches to improve the efficiency of deep networks, as well as
perform compression of various forms of data content.

Efficiency of deep networks involves two major aspects; size, or the memory required
to store deep networks on disk, and computation, or the number of operations/time taken

to execute the network. The first work analyzes sparsity for computation reduction in the



context of vision tasks which involve a large pretraining stage followed by downstream task
finetuning. We show that task specific sparse subnetworks are more efficient than gener-
alized sparse subnetworks which are more dense and do not transfer very well. We ana-
lyze several behaviors of training sparse networks for various vision tasks. While efficient,
this sparsity theoretically focuses on only computation reduction and requires dedicated
hardware for practical deployment. We therefore develop a framework for simultaneously
reducing size and computation by utilizing a latent quantization-framework along with reg-
ularization losses. We compress convolutional networks by more than an order of magnitude
in size while maintaining accuracy and speeding up inference without dedicated hardware.

Data can take different forms such as audio, language, image, or video. We develop
approaches for improving the compression and efficiency of various forms of visual data
which take up the bulk of global network traffic as well as storage. This consists of 2D
images or videos and, more recently, their 3D equivalents of static/dynamic scenes which
are becoming popular for immersive AR/VR applications, scene understanding, 3D-aware
generative modeling, and so on. To achieve data compression, we utilize Implicit Neural
Representations (INRs) which represent data signals in terms of deep network weights.
We transform the problem of data compression into network compression, thereby learning
efficient data representations. We first develop an algorithm for compression of 2D videos
via autoregressive INRs whose weights are compressed by utilizing the latent-quantization
framework. We then focus on learning a general-purpose INR which can compress different
forms of data such as 2D images/videos and can potentially be extended to the audio or
language domain as well. This can be extended to compression of 3D objects and scenes

as well.



Finally, while INRs can represent 3D information, they are slow to train and render
which are important for various real-time 3D applications. We utilize 3D Gaussian Splatting
(3D-GS), a form of explicit representation for 3D scenes or objects. 3D-GS is quite fast to
train and render, but consume large amounts of memory and are especially inefficient for
modeling dynamic scenes or 3D videos. We first develop a framework for efficiently training
and compressing 3D-GS for static scenes. We achieve large reductions in storage memory,
runtime memory, training and rendering time costs while maintaining high reconstruction
quality. Next, we extend to dynamic scenes or 3D videos, developing an online streamable
framework for 3D-GS. We learn per-frame 3D-GS and learn/transmit only the residuals
for 3D-GS attributes achieving large reductions in per-frame storage memory for online
streamable 3D-GS while also reducing training time costs and maintaining high rendering

speeds and reconstruction quality.
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Chapter 1: Introduction

1.1 Overview

Deep learning models have become ubiquitous in their use for a large number of real-
world applications in various global industries such as nance, medicine, education, media,
entertainment. This has largely been driven by the two major pillars of data and com-
putation. In the information age we live in today, there has been a rapid increase in the
amount of data generated and transmitted everyday which is necessary for training these
deep learning (DL) models. Large strides have also been made in the computation capa-
bilities of hardware as well with the advent of parallel computing such as GPUs/FPGAs
and so on. However, there is an exponential rate of increase in the size of these models in
terms of their compute and storage requirements driven by the growing number of parame-
ters. Data tra c also continues to grow at an exponential rate. In contrast, hardware and
compute capabilities are improving at a much slower rate becoming the major bottleneck
for deployment.

Storing both data and networks for various applications on a single edge device with
limited resources, particularly memory, has become unfeasible. Moreover, many of these
networks are not only resource-intensive but also slow to execute. The adoption of DL

models on low-power devices is propelled by the urgent need for real-time processing, min-



Figure 1.1: E ciency for deep networks and 2D/3D data in terms of compression and acceleration.

imized memory usage, reduced latency, enhanced privacy, and greater energy e ciency.
Consequently, there is a critical requirement to compress and expedite these extensive net-
works/models simultaneously, especially when deploying them on low-power edge devices.
Additionally, compressed representations of data are necessary not only due to storage or
memory constraints but network and transmission bottlenecks as well. An overview of this

work is visualized in Figure 1.1.

1.2 E cient networks

The rst part of this thesis will discuss e ciency for deep networks. Chapter 2
analyzes the Lottery Ticket Hypothesis (LTH) [11] for object recognition. According to
LTH, every dense neural network consists of a sparse network (lottery/winning tickets)
with equal or better performance when trained in isolation. Object recognition tasks such

as object detection, instance segmentation, keypoint detection require pretraining on a



large dataset such as ImageNet [12] before netuning on the downstream task. We show
that winning tickets found, when trained on ImageNet, do not transfer to downstream tasks
as they result in performance degradation with low sparsity. In contrast, nding winning
tickets for each downstream performance recovers the original network performance with
upto 80% sparsity. We discuss the behavior of the trained tickets along with various trained
methodologies to nd sparse tickets for each of the subtasks. Through these results, we aim
to understand the process of nding sparse e cient subnetworks for various vision tasks as
well as analyze their transferability from one task to another which is a common training
paradigm for various applications.

While LTH aims to identify sparse subnetworks which are theoretically e cient, they
fail to translate to practical inference speedups without dedicated hardware. Additionally,
they are catered primarily towards reducing computation of deep networks. As highlighted
in Figure 1.2, compressing deep networks involves optimizing for two main aspects: Firstis
to reduce size, or the memory required to store deep network models on disk; Second is to
reduce computation, or the power consumption/time taken to execute the models. Large
models may encompass billions of parameters, with their size determined by the memory
needed to store these parameters. Computation, on the other hand, is estimated by the
number of arithmetic operations required for executing the models. Current algorithms
usually explicitly target either one of the two aspects while both are crucial for deployment
on resource constrained devices. Additionally, it is important to obtain a structure for
compressed networks which can practically be exploited for computation gains on most
devices without requiring cumbersome hardware modi cations. Many approaches obtain

compressed networks with theoretically lesser computation but do not obtain practical
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Figure 1.2: We focus on improving e ciency for deep networks based on both size and computa-
tion.

e ciency as they are not hardware friendly.

Chapter 3 is directed towards developing a compression framework, LilNetX, opti-
mizing for both size and computation metrics simultaneously while ensuring that the com-
pressed network maintains a structure suitable for practical deployment. Another major
goal is to develop a compression framework that exhibits generalizability across a range of
networks and tasks. The framework aims to compress matrices and lead to smaller, faster
and more e cient multiplication operations across various types of network layers such as
convolutional and fully connected layers.

LilNetX is an end-to-end trainable technique for neural networks that enables learning
models with speci ed accuracy-compression-computation trade-o . Prior works approach
these problems one at a time and often require post-processing or multistage training.
Our method, on the other hand, constructs a joint training objective that penalizes the
self-information of network parameters in a latent representation space to encourage small
model size, while also introducing priors to increase structured sparsity in the parameter
space to reduce computation. When compared with existing state-of-the-art model com-
pression methods, we achieve up to 50% smaller model size and 98% model sparsity on

ResNet-20 on the CIFAR-10 dataset as well as 31% smaller model size and 81% struc-



tured sparsity on ResNet-50 trained on ImageNet while retaining the same accuracy as
these methods. The resulting sparsity can improve the inference time by a factor of almost

1:86 in comparison to a dense ResNet-50 model.

1.3 Data compression via Implicit Neural Representations (INRS)

Compressing neural networks can also concurrently achieve data compression by rep-
resenting data as a network as shown recently by [3]. This is an important problem in
the information age today, as a large amount of data continues to be generated and trans-
mitted. Data compression becomes necessary for storing large amounts of data on cloud
servers such as iCloud. It is also important for transmission to remote devices with limited
network bandwidth or for real-time applications which require fast streaming of data (for
e.g., streaming movies on platforms). [3] show that data can be modeled as a function
mapping a coordinate eld, x, to some signal valueD(x), i.e D : x ! D(x). x can be a
2D spatial coordinate for image or a 3D spatial and time coordinate for videos, whilxx)
can be an RGB pixel value for image/video signals or amplitude for audio signals. Such
networks, termed Implicit Neural Representations (INRs) which are parameterized by their
weights , can then learn strong approximations to the underlying data functiod. These
networks implicitly represent the data by their weights , while containing far fewer param-
eters, leading to data compression. This representation further allows for applying model
compression techniques to reduce the storage size afn disk, which directly translates to
data compression.

Chapter 4 shows the application of this generalized framework to video compression



by compressing INRs. INRs have recently shown to be powerful tool for high-quality video
compression. However, existing works are are limiting as they do not exploit the temporal
redundancy in videos, leading to a long encoding time. Additionally, these methods have
xed architectures which do not scale to longer videos or higher resolutions. To address
these issues, we propose NIRVANA, which treats videos as groups of frames and ts sep-
arate networks to each group performing patch-wise prediction. The video representation
is modeled autoregressively, with networks t on a current group initialized using weights
from the previous group's model. To enhance e ciency, we utilize LilNetX to quantize the
parameters during training, requiring no post-hoc pruning or quantization. When com-
pared with previous works on the benchmark UVG dataset, NIRVANA improves encoding
quality and the encoding speed, by more than an order of magnitude, while maintaining the
same compression rate. In contrast to prior video INR works which struggle with larger res-
olution and longer videos, we show that our algorithm scales naturally due to its patch-wise
and autoregressive design. Moreover, our method achieves variable bitrate compression by
adapting to videos with varying inter-frame motion. NIRVANA also achieves 6 decod-

ing speed while scaling well with more GPUs, making it practical for various deployment
scenarios.

Next, in Chapter 5, we extend our framework beyond the video modality introducing
an approach to compress images and 3D representations such as NeRFs [13] as well. We
utilize learnable feature grids proposed by Maller et al. [1] which have allowed signi cant
speed-up in the training as well as the sampling of INRs by replacing a large neural network
with a multi-resolution look-up table of feature vectors and a much smaller neural network.

However, these feature grids come at the expense of large memory consumption which
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can be a bottleneck for storage and streaming applications. In this work, we propose
SHACIRA, a simple yet e ective task-agnostic framework for compressing such feature
grids with no additional post-hoc pruning/quantization stages. We reparameterize feature
grids with quantized latent weights and apply entropy regularization in the latent space
to achieve high levels of compression across various domains. Quantitative and qualitative
results on diverse datasets consisting of images, videos, and radiance elds, show that our
approach outperforms existing INR approaches without the need for any large datasets or

domain-speci ¢ heuristics.

1.4 E cient 3D representations for real-world scenes

Chapter 5 performs 3D scene compression via NeRF-based representations. However,
while memory e cient, NeRFs are slow to train and do not easily reach real-time rendering
speeds. Recently, 3D Gaussian Splatting (3D-GS) [14] has become a popular choice of 3D
representations owing to their fast training and extremely fast rendering while obtaining
high reconstruction quality. However, they are quite memory intensive when storing as each
scene can consist of millions of Gaussians each with a large number of attributes. To tackle
this, we propose a framework in Chapter 6 to compress the storage memory requirements
of 3D-GS while also improving training and rendering speeds. We utilize the framework
in Chapter 3 to compress the 3D-GS attributes via learnable quantization. This quantiza-
tion framework allows for reducing the size of the compressible attributes by an almost 20x
factor while maintaining performance. Furthermore, we show that quantizing the opacity

attribute while training leads to reduced oating artifacts due to implicit regularization of



the gradients. We also develop a coarse-to- ne training strategy for 3D-GS allowing the
Gaussian points to t to coarse scene detail at the start of training and ner features as
training progresses. This has numerous bene ts of stable optimization with fewer artifacts
as well as reduced number of Gaussians post training as more accurate geometry tting
reduces the number of Gaussians split or cloned in the densi cation stage. It also acceler-
ates the training process as rendering at smaller resolutions earlier in the training requires
lesser computation. Finally, we develop a pruning stage every few iterations during training
which identi es least in uential Gaussians in the rendering process of the scene removing
occluded or transparent or small Gaussians. This further leads to reduced memory for
storage and faster training/rendering speeds. Overall we get 10 reduction in storage
memory, reduced runtime memory during training and inference, lesser training time and
higher rendering speeds than 3D-GS all while maintaining reconstruction quality.

Chapter 6 focuses on the problem of static 3D-GS while real-world scenes can consist
of dynamic scenes with moving content. Chapter 7 tackles the problem of dynamic scene
novel view synthesis. We speci cally focus on learning e cient dynamic streamable 3D-GS
representations with incoming scene content while maintaining low memory costs, low train-
ing time and real-time rendering speeds while reconstructing high quality free-viewpoint
videos (FVVs) which are important requirements for various streamable applications. To do
so, we develop an attribute residual framework which treats Gaussian deformations between
consecutive frames as attribute residuals. We learn per-frame residuals at each time-step
and develop a joint quantization-sparsity framework to compress these residuals leading
to low memory costs. We do not enforce any rigidity constraints or structure allowing

all attribute to update freely which provides exibility in modeling intricate scene motion
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as well as illumination changes. We utilize the compression framework as in Chapter 6
but quantize the attribute residuals at each time-step instead of the attributes themselves.
We observe that the Gaussian position residuals are sensitive to quantization and instead
utilize a sparsity framework with learnable binary gates which allows for high-precision de-
formations and high quality reconstructions while maintaining compressibility. We further
develop an adaptive masking technique identifying Gaussians which are dynamic at the
start of training at each time-step. We perform training and rendering of only the dynamic
Gaussians while keeping the static ones constant leading to further reductions in training
time. The proposed framework signi cantly reduces per-frame 3D representation memory
cost compared to prior state-of-the-art in online streamable FVV while also reducing train-
ing time and improving reconstruction quality and maintaining high real-time rendering
speeds which can be used in various streamable FVV applications.

To summarize, the rst part of thesis discusses training of unstructured sparse ef-
cient deep networks in Chapter 2, followed by introducing a simultaneous compression
and acceleration framework in Chapter 3. The second part applies this framework in
the context of data compression of images/videos/3D scenes via Implicit Neural Repre-
sentations (INRs). Chapter 4 develops an adaptable autoregressive algorithm for video
compression via INRs exploiting the inherent spatio-temporal redundancies in real-world
images. Chapter 5 extends this to general-purpose data compression which can be applied
for images/videos/3D scenes via compression of multi-scale hash grids (Instant-NGP [1]).
The third and nal part discusses e ciency in the context of the explicit representation
of 3D Gaussian Splatting (3D-GS) for static scenes in Chapter 6 and for dynamic scenes
in Chapter 7. We improve e ciency across various aspects/metrics of training/inference
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runtime memory, post-training storage memory, training time, inference/rendering speeds;
all while maintaining high quality reconstructions. In the nal Chapter 9, we discuss some
future directions in the context of recent research of 3D/4D generative modelling and large

vision/language models to conclude the thesis.
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Part I: E cient deep neural networks via quantization and sparsity
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Chapter 2: The Lottery Ticket Hypothesis for Object Recognition

2.1 Introduction

Recognition tasks, such as object detection, instance segmentation, and keypoint
estimation, have emerged as canonical tasks in visual recognition because of their intuitive
appeal and pertinence in a wide variety of real-world problems. The modus operandi
followed in nearly all state-of-the-art visual recognition methods is the following: (i) Pre-
train a large neural network on a very large and diverse image classi cation dataset, (i)
Append a small task-speci ¢ network to the pre-trained model and ne-tune the weights
jointly on a much smaller dataset for the task. The introduction of ResNets by Het al. [15]
made the training of very deep networks possible, helping in scaling up model capacity, both
in terms of depth and width, and became a well-established instrument for improving the
performance of deep learning models even with smaller datasets [16]. As a result, the
past few years have seen increasingly large neural network architectures [17, 18, 19, 20],
with sizes often exceeding the memory limits of a single hardware accelerator. In recent
years, e orts towards reducing the memory and computation footprint of deep networks
have followed three seemingly parallel tracks with common objectives: weight quantization,
sparsity via regularization, and network pruning; Weight Quantization [21, 22, 23, 24,
25] methods either replace weights of a trained neural network with lower precision or
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ResNet-18 on COCO

ResNet-50 on COCO

Figure 2.1: Performance of lottery tickets discovered using direct pruning for various object
recognition tasks. Here we have used a Mask R-CNN model with ResNet-18 backbone (top) and
ResNet-50 backbone (bottom) to train models for object detection, segmentation and human key-
point estimation on the COCO dataset. We show the performance of the baseline dense network,
the sparse subnetwork obtained by transferring ImageNet pre-trained \universal" lottery tickets,
as well as the subnetwork obtained by task-speci c pruning. Task-speci c pruning outperforms
the universal tickets by a wide margin. For each of the tasks, we can obtain the same performance
as the original dense networks with only 20% of the weights.

arithmetic operations with bit-wise operations to reduce the memory up to an order of

magnitude. Regularization approaches, such as dropout [26, 27] or LASSO [28], attempt to
discourage an over-parameterized network from relying on a large number of features and
encourage learning a sparse and robust predictor. Both quantization and regularization
approaches are e ective in reducing the number of weights in a network or the memory

footprint, but usually at the cost of increased error rates [25, 29]. In comparison, pruning
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approaches [30, 31] disentangle the learning task from pruning by alternating between
weight optimization and weight deletion. The recently proposed Lottery Ticket Hypothesis
- (LTH) [32] falls in this category.

According to LTH, an over-parameterized network contains sparse sub-networks which
not only match but sometimes even exceed the performance of the original network, all by
virtue of a \lucky" random initialization before training. The original paper was followed
up with tips and tricks to train large-scale models under the same paradigm [33]. Since
then, there has been a large, growing body of literature exploring its nuances. Although
some of these recent works have tried to answer the question { how well do the tickets
transfer across domains [34, 35], when it comes to vision tasks { the buck stops at image
classi cation.

In this work, we aim to extend and explore the analysis of lottery tickets to funda-
mental visual recognition tasks of object detection, instance segmentation, and keypoint
detection. Popular methods for such recognition tasks use a two-stage detection pipeline,
with a supervised pre-trained convolutional neural network (ConvNet) backbone, a re-
gion proposal network (RPN), and one or more region-wise task-speci ¢ neural network
branches. Loosely speaking, a ConvNet backbone is the most computationally intensive
part of the architecture, and pre-training is the most time-consuming part. Therefore, as
part of this study, we explore the following questions: (a) Are theraniversal sub-networks
within the ConvNet backbone that can be transferred to the downstream object recog-
nition tasks? (b) Can we train sparser and more accurate sub-networks for each of the
downstream tasks? And, (c) How does the behavior or properties of these sub-networks

change with respect to the corresponding dense network? We investigate these questions
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under the dominant settings used in object recognition frameworks. Speci cally, we use
ImageNet [36] pre-trained ResNet-18 and ResNet-50 [15] backbones, Faster R-CNN [37]
and Mask R-CNN [38] modules for object recognition on Pascal VOC [7] and COCO [39]

datasets. Our contributions are as follows:

N

We show that tickets obtained from ImageNet training don't transfer to object recog-
nition in case of COCO,i.e., there are nouniversal tickets in pre-trained ImageNet
models that can be used for downstream recognition tasks without a drop in perfor-
mance. This is in contrast with previous works related to ticket transfer in vision
models [34, 35]. In case of smaller datasets such as Pascal VOC, we are able to nd

winning tickets from ImageNet pre-training with upto 40% sparsity.

With direct pruning, we can nd \task-speci c" tickets with up to 80% sparsity for
each of the datasets and backbones. We also investigate the e cacy of methods
introduced by [32, 34, 40, 41] such as iterative magnitude pruning, late resetting,

early bird training, and layerwise pruning in the context of object recognition.

Finally we analyse the behavior of tickets obtained for object recognition tasks, with
respect to various task attributes such as object size, frequency, and diculty of

detection, to make some expected (and some surprising) observations.

2.2 Related Work

Model Compression: Ever since deep neural networks started gaining traction in real-
world applications, there have been serious attempts made to reduce their parameters,
intending to attain lower memory footprints [21, 22, 23, 24, 25, 42], higher inference
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speeds [43, 44, 45] and potentially better generalization [46]. Amongst the various pro-
posed techniques, model pruning approaches are predominant mainly due to their simplicity
and e ectiveness. One line of methods follow an unstructured process where insigni cant
weights are set to zero and are frozen for the rest of the training. The signi cance of weights
are quanti ed either by magnitude [31] or gradients during training time [47]. In struc-
tured pruning methods, relationships between pruned weights are taken into consideration,
leading to pruning them in groups. Methods like [48] utilize Group Lasso regularization to
prune redundant Iter weights to enable structural sparsity, [49] uses expliciL O regular-
ization to make weights within structures have exact zero values, and network slimming [50]

learns an e cient network by modelling the scaling factor of batch normalization layer.

The Lottery Ticket Hypothesis: The introduction of Lottery Ticket Hypothesis by [33]
opened a pandora’s box of immense possibilities in the eld of pruning and sparse models.
The original paper was followed by [51] where the authors introduce the concept of "late
resetting" which enabled the application of the hypothesis to larger and deeper models. [52]
followed up by proposing an extensive, in-depth analysis where they show that the resetting
of the weights need not be to the exact initialization, but just need to the initial signs. [40]
probes the aspect of resetting further to show that the reason why LTH works is because
of its ability to make the subnetwork stable to SGD noise. As far as theoretical guarantees
are considered, [53] o ers strong theoretical proofs for the experimental evidence of LTH.
[54] probed an orthogonal question about the number of possible tickets from a network.
They showed that a single initialization had multiple winning tickets with low overlap and

empirically conclude that there exists an entire \distribution" of winning lottery tickets.
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Complementary to LTH[33], [47] and [55] o er algorithms that can pick the winning
ticket without the need for training. But they do not match the performance of the original
procedure. The problem of longer training using LTH was e ectively tackled by [56] which
introduced the concept of \early bird tickets" where the authors show that the winning
tickets and their masks are obtained in the rst few epochs of training, foregoing the need
to train the original initialization till convergence. The intriguing properties of LTH led
to a glut of works which investigated its eclectic aspects. [34] scrutinize the generalization
properties of winning tickets and o er empirical evidence that winning tickets can be trans-
ferred across datasets and optimizers, in the realm of image classi cation. The authors also
discuss the learnt \inductive biases" of the tickets which may lead to worse performance
of transferred tickets when compared with a ticket obtained from the same dataset. [35]
then proposed a variation of the theory titled \transfer ticket hypothesis" where they in-
vestigate the e ectiveness of transferring a mask generated from source dataset to a target
dataset. [57] shows that the winning tickets do not perform simple over tting to any do-
main and carry forward certain inherent biases which can prove useful in other domains
too. There have been many applications of LTH in the elds of NLP [58] [59] [57][60] and
Reinforcement Learning [61] [56] as well.

The work of [62] brie y analyzes LTH on single stage detectors such as YOLOv3 [63]
and achieves 90% winning tickets, while maintaining the mAP on the Pascal VOC 2007
dataset. However, as they evaluate on light-weight and fast detectors, their mAP (
56) is much lower compared to networks like Faster R-CNN [37] which reach mAP of

69 with just a ResNet-18 backbone. Their work is also limited to object detection
and does not provide a detailed analysis of LTH for the task. The idea for transferring
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Algorithm 1 lterative Pruning for LTH

1. Randomly initialize network f with initial weights wy, mask mg = 1, prune target

percentagep, and T pruning rounds to achieve it.

2: while i<T do

3 Train network for N iterations f (x;m; wp) ! f(x;m;  w;)
4: Prune bottom p%% ofm; w; and updatem,;.
5
6

Reset to initial weights wy
i+l . next round

subnetworks obtained from ImageNet to object detection tasks was concurrently discussed
by [64]. For small datasets such as Pascal VOC, [64] observes that ImageNet tickets transfer
for detection and segmentation tasks. However, we extend the analysis to the larger COCO
dataset and show that this observation doesn't hold. We further build upon these results,
to test out the generalization and transfer capabilities of winning lottery tickets across

di erent object recognition datasets and tasks in computer vision.

2.3 Background: Lottery Ticket Hypothesis

LTH states that dense randomly-initialized neural networks contain sparse sub-networks
which can be trained in isolation and can match the test accuracy of the original network.
These sub-networks are called winning tickets and can be identi ed using an algorithm
called Iterative Magnitude Pruning (IMP). Suppose the number of iterations for pruning
is T and we wish to prunep% of the network weights. The weights/parameters are repre-
sented byw 2 R" and the pruning mask bym 2 f 0; 1g" wheren is the total number of
weights in the network. The complete algorithm is presented in 1.

This pruning method can be one-shot when it proceeds for only a single iteration or

it can proceed for multiple iterations, k, pruning p%% each round. The authors also use
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Table 2.1: Performance on the COCO dataset for ImageNet transferred tickets for ResNet-18
backbone at varying sparsity. The results for VOC are averaged over 5 runs with the standard
deviation in parantheses. We obtain winning tickets at higher sparsity for smaller datasets like
VOC compared to COCO.

COCO COCO COCO VOC
Prune % Detection segmentation Keypoint Detection
Network Network Network Network
spar- mMAP AP50 spar- mAP AP50 spar- mAP AP50 spar- mAP
sity sity sity sity

90% 3161% 2559 4369 3161% 2403 4089 2147% 5530 7930 7949% 6391( 0:41)
80% 2810% 2770 4650 2810% 2590 4370 1909% 5670 8110 7066% 6582( 0:23)
50% 1757% 2852 4754 1757% 2660 4466 1194% 5696 8083 4416% 6806( 0:11)
0% 0% 2991 4905 0% 2764 4600 0% 5859 8204 0% 6853( 0:29)

other techniques such as learning rate warmup and show that nding winning tickets is
sensitive to the learning rate.

While this method obtains winning tickets for smaller datasets, like MNIST [65], CIFAR10
[66], they fail to generalize to deeper networks, such as ResNets, and larger vision bench-
marks, such as ImageNet [36]. [51] shows that IMP fails when resetting to the original
initialization. They claim that resetting instead to the network weights after a few iter-
ations of training provides greater stability and enables them to nd winning tickets in
these larger networks. They show that rewinding/late resetting to 3 7% into training
yields subnetworks which are 70% smaller in the case of ResNet-50, without any drop in

accuracy.

2.4 LTH for Object Recognition

In this section, we extend the Lottery Ticket Hypothesis to several object recognition
tasks, such as Object Detection, Instance Segmentation, and Keypoint Detection. 82.4.1,
we describe the datasets, models, and metrics we use in our papg2.4.2 examines the
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Table 2.2: Performance on the COCO dataset for ImageNet transferred tickets for ResNet-50
backbone at various levels of pruning. The results for VOC are averaged over 5 runs with the
standard deviation in parantheses. We obtain higher levels of sparsity compared to ResNet-18
transferred tickets which can be expected as it has fewer redundant parameters. Additionally,

tickets for VOC have much higher sparsity with no drop in mAP compared to unpruned model.

CoCoO Coco CoCco VOC

Prune % Detection segmentation Keypoint Detection

Network Network Network Network

spar- mAP AP50 spar- mAP AP50 spar- mAP AP50 spar- mAP

sity sity sity sity
90% 4199% 3066 5075 4199% 2868 4776 3149% 5778 8225 6537% 7120( 0:21)
80% 3733% 3101 5098 3733% 2904 4790 28% 585 8306 5811% 7108( 0:20)
0% 0% 385 5929 0% 3513 5639 0% 6459 8648 0% 7121( 0:32)

transfer of the lottery tickets obtained from ImageNet training to the downstream recog-
nition tasks. 82.4.3 investigates direct pruning on the downstream task$2.4.4 analyzes

the various properties of winning tickets obtained using direct pruning.

2.4.1 Experimental setup

We evaluate LTH primarily on the 2 datasets - Pascal VOC 2007 and COCO. We
deal with the 3 tasks of object detection, instance segmentation, and keypoint detection for
COCO and only object detection for VOC. We use Mask-RCNN for object detection and
segmentation for COCO, Keypoint-RCNN for keypoint detection, and Faster-RCNN for
object detection on VOC. We compare the results for ResNet-18 and ResNet-50 backbones.
Note that while we use the term mean Average Precision (mAP) as a performance metric
for all the tasks and datasets, the actual calculation of mAP is done using code provided

in the respective datasets (and cannot be compared across the tasks).
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2.4.2 Transfer of ImageNet Tickets

Many object recognition tasks utilize pre-trained networks whose backbones are trained
on the ImageNet dataset. This is because ImageNet features and weights have shown the
ability [38] to generalize well to several downstream vision tasks. A plethora of works exists
which perform LTH for the ImageNet classi cation task and obtain winning tickets. There-
fore, tickets for standard convolutional backbones, such as ResNets, are readily available.
This raises the pertinent question of whether pruned ImageNet trained models transfer di-
rectly to object recognition tasks. In order to answer this question, we transfer the pruned
model to the backbone of the RCNN-based network and ne-tune the full network while
ensuring the pruned weights in the backbone remain as zeros.

We perform experiments for the two architectures: ResNet-18 and ResNet-50, where
we obtain 10%20%, and 50% tickets on ImageNet by following the approach of [51], and
then transfer the model to the backbones of the three R-CNN based networks. All mod-
els were trained on COCO, encompassing the three recognition tasks and the results are
summarized in Tables 2.1, 2.2. Additionally, we also perform similar experiments on the
smaller Pascal VOC 2007 dataset for object detection to verify whether ImageNet tickets
transfer without a signi cant drop in mAP. The results are shown in the last column of
Tables 2.1, 2.2. Note that pruning percentage of the ImageNet ticket is not equal to the
actual network sparsity of the various networks as only the backbone of the networks are
transferred and they make up a fraction of the total weights.

We see that ImageNet tickets transferred to COCO show a noticeable drop in mAP

even with low levels of sparsity. We also note that another drawback of training transferred
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tickets on COCO is that they require careful tuning of learning rate and batch size for
di erent tasks. On the other hand, for smaller datasets such as Pascal VOC, winning
tickets are easily obtained at higher levels of sparsity which is 45% for ResNet-18 and

65% for ResNet-50. The larger networks can be pruned to a greater extent for both
datasets.

ImageNet transferred tickets o er very little sparsity as the backbone of the networks
usually do not make up most of the weights. For example, the ResNet-18 based Mask-
RCNN for COCO Detection and Segmentation has only 44% of the parameters in the
backbone, and hence, the overall network sparsity reaches 31% when pruning 90% of the
backbone weights, as shown in Table 2.1. The rest of the weights are usually from the
fully-connected layers of the network. It is therefore imperative to prune layers in addition
to the backbone to increase network sparsity without decrease in mAP. As a consequence,

we look into directly pruning the full network using LTH.

(@) (b) ()

(d) (e) (f)

Figure 2.2: E ect of varying di erent hyperparameters for pruning Faster RCNN with ResNet-18
backbone on the Pascal VOC 2007 [7] dataset. All solid lines reported are the values averaged
over 5 runs and the error bands are within 3 times the standard deviation.
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2.4.3 Direct Pruning for Downstream Task

In this section, we analyze the e ect of various hyperparameters and pruning strate-
gies for detection networks in order to obtain winning tickets. We primarily use the ResNet-
18 backbone for Faster-RCNN trained on VOC for all our experiments in this section, unless
mentioned otherwise. Even though the ResNet-18 backbone is smaller than other backbone
networks such as ResNet-50, we nd that similar conclusions hold for the larger networks
as well.

The Faster RCNN network consists of parameters which we group into 4 main mod-
ules: Base Convolutions, Classi cation Network Convolutions (Top), Region Proposal Net-
work (RPN), Classi cation network box and classi cation fully connected heads (Box and
Cls Head). We provide a detailed analysis of pruning these 4 groups and their e ect on
winning tickets. Additionally, we also analyze di erent pruning strategies and the role

played by hyperparameters.

Varying Pruning Percentage: We evaluate the network performance at varying levels
of sparsity. We prune di erent percentages of parameters in the Base and Top modules
which include 88% of the total network parameters. The results are plotted in Fig.2.2a.
We achieve performance within one standard deviation of the baseline, with 70% sparsity.
Our models outperform the baseline mean, thereby proving that we can indeed obtain high
performance winning tickets at much higher levels of sparsity for detection. Additionally,
we see that at any given sparsity, direct pruning yields much better results compared to
ImageNet transferred tickets. We also show that these observations pan other vision tasks

by obtaining winning tickets for Mask-RCNN and Keypoint-RCNN with both ResNet-18
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and ResNet-50 backbones on the COCO dataset. We additionally prune FC layers in these
set of experiments in order to achieve desired sparsity levels as they take up0% of the
total weights. The results for ResNet-18 are shown in Fig. 2.1. We obtain winning tickets
with 80% sparsity on all the three tasks while outperforming the unpruned network for
lower levels of sparsity. Additionally, we consistently outperform the di erent ImageNet
transferred tickets (50%, 80%, 90%) by a large margin supporting our claim that direct

training of tickets on downstream tasks yield better results than ImageNet tickets.

E ect of Early/Late Resetting: [51] states that resetting the network to a few iterations
through training instead of the initialization stabilizes the winning ticket training. We
evaluate whether this holds true for detection tasks as well. We show the performance
of winning tickets as a function of resetting at various stages of training in Fig. 2.2b and
observe that resetting during the earlier or even mid stages of training does not have a very
strong e ect on the nal mAP. This is likely because the backbones of detection networks
are initialized with ImageNet weights and are not random as is the case with other papers
dealing with LTH in the classi cation setting. Therefore, the weights are more stable and
late resetting is not necessary. We also additionally analyze e ects of resetting towards the
end of training and notice that there is a sharp drop in the performance aftek8terations.
This is because the learning rate is decayed at this stage of training and the parameters
change signi cantly right after. A similar case holds when we perform learning rate warmup
but do late resetting before the learning rate is fully warmed up. The performance drops
signi cantly as the learning rate keeps uctuating showing that late resetting is quite

sensitive to learning rate.
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Pruning di erent Faster-RCNN modules: We prune 20% of the parameters of the
various modules within the Faster-RCNN network and analyze their e ects on the mAP.
We also try di erent combinations of pruning with the modules and report the results in
Table 2.3. Pruning the Box and Classi cation head (which takes up only 65% weights)
outperforms the baseline case of no pruning, but does not always improve performance
when other modules are being pruned. Additionally, pruning th&&P N module increases
the performance slightly even though it comprises of only 10% of the network weights.
Next, pruning the Base module and/or the Top module of the backbone leads to a drop in
performance, which is expected as they consist of 22% and 66% of the weights respectively.
Pruning the Base alone, excluding the Top, performs nearly as well as the baseline, while

including the Top yields a lower mAP.

Performance of Early-bird tickets: [56] showed that tickets can be found at early
stages of training. We visualize this by obtaining masks at various stages in training and
evaluating their performance. We also plot each masks' Intersection over Union (loU)
with the default mask obtained at the end of training. This loU shows the overlap in the
parameters being pruned. The results are visualized in Fig. 2.2f. We see that within 50%
of network training we nd tickets whose performance is within a standard deviation of
the performance of the default ticket (obtained at the end of training). This is because the
loU becomes more or less stable at around:98 during the middle stages of training and
the mask is unchanged as training advances. This allows us to cut down on the number of

training iterations signi cantly with very little cost to the network performance.

E ect of number of rounds of pruning: [32] states that iterative pruning performs
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Table 2.3: Performance on Pascal VOC by pruning di erent modules of a ResNet-18 Faster-RCNN
network. The results are averaged over 5 runs with the standard deviation in paranthesesX
represents the module being pruned, while Param % represents the percentage of parameters
occupied by the modules being pruned.

Box, Param Network

Base Top RPN Cls Head % Sparsity MAP
- - - - 0 0% 6974 ( 0.16)
- - - X 0:65 052% 7030 ( 0:14)
- - X - 9:71 777% 7002 ( 0:19)
- - X X 10:36 829% 7008 ( 0:10)
X - - - 21193  1755% 6932 ( 0:07)
X - - X 2259  1807% 6960 ( 0:19)
X - X - 31.64 2531% 6939 ( 0:25)
X - X X 3229 2583% 6947 ( 0:15)
- X - - 66:39 5311% 6902 ( 0:19)
- X - X 67.04 5363% 6874 ( 0:21)
- X X - 76.09 6088% 6888 ( 0:25)
- X X X 7675 6140% 6893 ( 0:26)
X X - - 8832 7066% 6845 ( 0:21)
X X - X 8897 7118% 6854 ( 0:23)
X X X - 98.03 7842% 6851 ( 0:23)
X X X X 9868 7894% 6847 ( 0:10)

Figure 2.3: ResNet-18vs. ResNet-50. We analyse change in mAP by using LTH on Mask R-CNN

with di erent backbones.
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better than one-shot pruning on the classi cation task with small datasets and networks.
We show that this does not necessarily hold true for detection and larger backbones. We
plot the network's performance against various rounds of pruning and observe that one-shot

pruning outperforms iterative methods in Fig. 2.2d.

Layer-wise vs. global pruning: [51] performs global pruning for larger datasets and
networks and claims that pruning at the same rate in lower layers as compared to higher
layers, is detrimental to the network performance. We evaluate the two methods of pruning
on the detection task and show the results in Fig. 2.2e. Additionally, for global pruning, we
plot the percentage of parameters pruned in each layer of the backbone network in Fig. 2.2c.
Layer-wise pruning does as good as global pruning for lower levels of sparsity. However,
there is a noticeable performance gap for sparsity levels above 60%. This is because layer-
wise pruning forces lower layers with very few parameters to have high sparsity percentages.
But as per Fig. 2.2c, for global pruning, we see that lower layers are pruned less as they

are crucial to both the RPN and Classi cation stages of the network.

2.4.4 Properties of Winning Tickets

In Section 2.4.3, we showed that we can discover sparser networks within our two-
stage Mask-RCNN detector if we directly prune on the task itself. We build upon those
results to further probe the properties of winning tickets.

E ect of backbone architecture: In Fig. 2.3, we show how winning tickets behave for 2
di erent backbones, ResNet-18 and ResNet-50, at di erent sparsity levels (50%, 80%, 90%).

We make two observations: First, the breaking point for both networks is 80% sparsity.
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However, performance of ResNet-18 drops more sharply than ResNet-50 afterwards. This
is intuitive since ResNet-18 has fewer redundant parameters and over-pruning leads to drop
in the performance. Second, as we gradually increase the sparsity of the networks, mAP
increases for all tasks in case of both networks. However, gains for ResNet-18 models are

consistently more than ResNet-50.

Figure 2.4. Comparison of Mean Average Precision (mAP) of pruned model for di erent object
sizes in case of Object Detection, Instance Segmentation, Keypoint Estimation. x-axis shows the
sparsity of the subnetwork (or the percentage of weights removed). y-axis shows the percentage
drop in mAP as compared to the unpruned network. For all tasks, and object sizes, performance
doesn't drop till about 80% sparsity. After which, small objects are hit slightly harder as compared
to medium and large objects.

Do winning tickets behave di erently for varying object sizes? Using the de nition

from [39], we categorize bounding boxes into small (area 32), medium (32 < area

< 96, and large (area> 32°). To understand how sparse networks behave for di erent
sized objects, we plot the percentage gain or drop from the mAP of a dense network.
Figure 2.4 shows the percentage change in mAP for di erent levels of sparsity in the Mask
R-CNN model. We can observe that in each case, the model performance increases with
sparsity, until sparsity reaches 80%, after which, mAP sharply declines. We note that the
percentage drop for small boxes is more, with winning tickets (10% of weights) showing a
drop of over 17% in case of detection and segmentation tasks while medium sized objects

show smaller drops than large objects for all tasks.
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Figure 2.5: Comparison of Mean Average Precision (mAP) of pruned model for 80 COCO object
categories. x-axis in each of the plot is a list of categories (sorted using di erent criteria). y-axis
shows the percentage drop in mAP as compared to the unpruned network.

How does the performance of the pruned network vary for rare vs. frequent

categories? We sort the 80 object categories in COCO by their frequency of occurrence in
training data. We consider networks with 80% and 90% of their weights pruned and observe
the percentage change in the bounding box mAP of the model with respect to the unpruned
network for each of the categories. Figure 2.5(a) depicts the behavior with a bar graph.
While for most categories, winning tickets are obtained at 80% sparsity, performance drops
sharply with more pruning in case of rare categories (such as toaster, parking meter, and

bear) as compared to common categories (such as person, car, and chair).

Do the winning tickets behave dierently on easy vs hard categories? For a
machine learning model, an object can be easy or hard to recognize because of a variety of
reasons. We have already discussed two reasons that in uence the performance | number
of instances available in the training data, and size of the object. There can also be other
causes that can render an object unrecognizable in given surroundings. Camou age or
occlusion, poor camera quality, light conditions, distance from the camera, or just variations
within di erent instances or views of the object are few of them. Since exhaustive analyses of
these causes is intractable, we rank object categories based on performance of an unpruned

Mask R-CNN model. We do this categorization for detection and segmentation models
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as shown in Figure 2.5(b) and (c). Note that "easy' and "hard' categories from these two
de nitions have an overlap but they are not the same. For example, knife, handbag, and
spoon are the categories with lowest bounding box mAP, and gira e, zebra, and stop signs
are one with the highest (excluding "hair drier' which has 0 mAP). On the other hand, skis,
knife, and spoon have the lowest segmentation mAP, while stop sign, bear, and re hydrant
have the highest. From the Figure 2.5(b) and (c), we make the following observations | (i)
tickets with 80% sparsity can actually increase mAP for certain categories like snowboard
by as much as 38%, (ii) Going from 80% to 90% sparsity, mAP drops signi cantly for easy
categories compared to hard categories, (iii) categories that are hit the hardest such as skis,

hot dog, spoon, fork, handbags usually have long, thin appearance in images.

Do winning tickets transfer across tasks? We showed that ImageNet tickets transfer

to a limited extent to downstream tasks. We further study whether the tickets obtained
from the downstream task of detection/segmentation transfer to keypoint estimation and
vice-versa. We train Mask-RCNN and Keypoint-RCNN respectively for the two tasks on
the COCO dataset while maintaining a sparsity level of 80%. For both the tasks we transfer
all values till box head modules, after which the model structures di er. The results are
shown in Table 2.4. We can observe that the drop is marginal for the transfer of tickets
between detection-segmentation to keypoint task, as compared with the reverse case which
registers a signi cant drop. This might be because the ticket is obtained on the keypoint
task which is trained only on "human' class and it fails to transfer well for the detection

task which uses the entire COCO dataset.
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Table 2.4: E ect of ticket transfer across tasks. Transferred tickets do worse than direct training
as expected, but still do not result in drastic drops in the mAP or AP50. Here we do task transfer
using the 80% pruned model.

Target task Source task Network sparsity mAP AP50
Det Det/Seg 78.4% 30.04 49.40
Keypoint 50.11% 23.94 41.08
- g e;; ******** Dfeiléég* S T184% 27.90 46.68
Keypoint 50.11% 23.02 39.01
o };(;y;);i;t ******* D&/éc_ég ********* 76.98% 5831 81.53
Keypoint 79.4% 59.34 82.36

2.5 Discussion

[34, 35] show that winning tickets transfer well across datasets. However, the study
in [35] was limited to smaller datasets, like CIFAR-10 and FashionMNIST, and both [34, 35]
are limited to classi cation tasks. We obtain contrasting results when transferring tickets
across tasks as shown in Sec. 2.4.2. ImageNet tickets transfer with approximately 40%
sparsity to fall within one standard deviation of the baseline network. This is likely due
to the fact that winning tickets retain inductive biases from the source dataset which are
less likely to transfer to a new domain and task. Additionally, we show that unlike prior
LTH works, iterative pruning degrades the performance of subnetworks on detection and
one-shot pruning provides the best networks. We also observe that due to the use of pre-
trained weights from ImageNet for the backbone of detection networks, late resetting is not
necessary for nding winning tickets. This is in contrast to the [51], which is restricted
to the classi cation task involving random initialization for the networks. Like previous
works, in our experiments as well, we nd that sparse lottery tickets often outperform the
dense networks themselves. However, we make another interesting observation | in each of

object recognition tasks, tickets with fewer parameters such as ResNet-18 show more gains
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in performance as compared to tickets with more parameters (ResNet-50). We also nd

that small and infrequent objects face higher performance drop as the sparsity increases.

2.6 Conclusion

We investigate the Lottery Ticket Hypothesis in the context of various object recog-
nition tasks. Our study reveals that the main points of original LTH hold for di erent
recognition tasks,i.e., we can nd subnetworks or winning tickets in object recognition
pipelines with up to 80% sparsity, without any drop in performance on the task. These
tickets are task-speci ¢, and pre-trained ImageNet model tickets don't perform as well on
the downstream recognition tasks. We also analyse claims made in recent literature regard-
ing training and transfer of winning tickets from an object recognition perspective. Finally,
we analyse how the behavior of sparse tickets di er from their dense counterparts. In the
future, we would like to investigate how much speed up can be achieved using these sparse
models with various hardware [67] and software modi cations [68]. Extending this analy-
ses for even bigger datasets such as JFT-300M [69] or IG-1B [17] and for self-supervised

learning techniques is another direction to pursue.
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2.7 Appendix

We provide additional details for some of the experiments presented in the paper. In partic-
ular, we provide comparison with a simpler ImageNet ticket transfer alternative in Section 2.7.1,
compare the di erent errors made by dense and pruned models in Section 2.7.2, and nally verify

the faster convergence of sparser models in Section 2.7.3.

2.7.1 Mask Transfer Without Retraining

In Section 4.2, we analyzed the e ects of transferring tickets only for the ImageNet trained
backbones. While this deals with transferring the ticket mask as well as values, we further analyze
whether transferring only the mask provides winning tickets for these tasks using the methodology
from [35]. We use the default ImageNet weights in the ResNet-18 and ResNet-50 backbone
and keep the top p% of the weights in convolutional layers while setting the rest to zeros and
maintaining it throughout the training of the entire network. We refer to this method as "Mask
Transfer. Since training the backbone on much larger ImageNet data is performed only once,
“Mask Transfer' is a much cheaper or computationally e cient way of obtaining tickets from parent
task. We observe that behavior of "Mask Transfer® is similar to the “Transfer Ticket” obtained
by method discussed in Section 4.2 where the sparse subnetwork weights are fully retrained on
ImageNet. Either cases are outperformed by direct pruning on the downstream tasks. The results

are summarized in Figure 2.6 (ResNet-18) and Table 2.5 (ResNet-50).

2.7.2 Error analysis on downstream tasks

The mAP score provides us a good way to summarize the performance of an object recog-

nition model with a single number. But it hides a lot of information regarding what kind of
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Figure 2.6: Transferring ImageNet backbone tickets to object recognition taskws. Direct pruning
via LTH on the object recognition tasks. We experiment with two variations of transferring
ImageNet backbone tickets to object recognition tasks. “Transfer ticket' refers to the case when we
transfer the lottery ticket backbone trained on ImageNet data to downstream task (also discussed
in the Section 4 of the paper). "Mask Transfer' refers to the case when ticket is transferred
without retraining on ImageNet, i.e., only the relevant mask from backbone is transferred keeping
ImageNet weights the same. Best viewed in color.

mistakes the model is making. Do the sparse subnetworks obtained by LTH make same mistakes
as the dense models? In order to answer this question, we consider a dense Mask R-CNN model

with ResNet-50 backbone and a sparse Mask R-CNN model with 20% of the parameters obtained
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Table 2.5: Performance on the COCO dataset for ImageNet backbones with mask transfer tickets
for ResNet-50 at various levels of pruning. The results for VOC are averaged over 5 runs with
the standard deviation in parantheses.

CoCo Coco CoCco VOC
Prune % Detection segmentation Keypoint Detection
Network Network Network Network
spar- mMAP AP50 spar- mAP AP50 spar- mAP AP50 spar- mAP
sity sity sity sity

90% 4199% 3546 5651 4199% 3240 5289 3149% 6227 8493 6537% 6175( 0:22)
80% 3733% 3652 5728 3733% 3353 5415 28% 6348 8572 5811% 6730( 0:39)
50% 24.55% 37.99 58.83 24.55% 34.76 55.91 19.71% 64.21 86.3232%6 7032( 0:23)
0% 0% 385 5929 0% 3513 5639 0% 6459 8648 0% 7121( 0:32)

via LTH. Both the models achieve same performance on downstream tasks as also discussed in

Section 4.2 of the paper.

2.7.2.1 Object Detection and Instance Segmentation

We resort to a toolbox from [70] to analyze object detection and instance segmentation
errors. We consider 5 main sources of errors in object detection. (i) "Cls' refers to an error
corresponding to miss-classi cation of a bounding box by a model, (ii) "Loc' refers to the case
when bounding box is classi ed properly but not localized properly, (iii) "Dupe' corresponds to
the errors when model makes multiple predictions at the same location, (iv) ‘Bkgd' are the cases
when background portion of the image (with no objects) are tagged as an object, and nally (v)
"Missed' cases when the objects are not detected by the model.

Figures 2.7 and 2.8 summarize the analysis of detection and segmentation errors obtained
for dense model as compared to a sparse model (with only 20% of the weights). While in the case
of object detection, the performance of both the models is identical, subtle di erences emerge in
case of segmentation where sparse model makes fewer localization errors but higher background

errors.
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() Unpruned model (b) Pruned model

Figure 2.7: Error analysis of unprunedvs. pruned on object detection. The error types of unpruned
and pruned models are nearly the same.

(&) Unpruned model (b) Pruned model

Figure 2.8: Error analysis of unprunedvs. pruned on instance segmentation. The error types of
unpruned and pruned models are quite similar.

2.7.2.2 Keypoint Estimation

We use [71] to perform a similar analyses for sparse and dense models on the task of
keypoint estimation. In case of keypoints, we compute the Precision Recall Curve of the model
while removing the impact of individual errors of following kinds | (i) "Miss' - large localization
errors, (ii) "Swap' - confusion between same keypoint of two di erent persons, (iii) “Inversion' -
confusion between two di erent keypoints of the same person, (iv) “Jitter' - small localization
error, and (v) FP' - background false positives. Fig. 2.9 summarizes the results. As in the

previous case, it appears that both the dense and sparse models make similar mistakes.
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(a)Unpruned model (b) Pruned model

Figure 2.9: Error analysis of unprunedvs. pruned on kyepoint estimation. The error types
of unpruned and pruned models are quite similar while the unpruned one has slightly better
performance

2.7.3 Sparse subnetworks converge faster

The LTH paper [32] claimed that sparse subnetworks obtained by pruning, often converge
faster than their dense counterparts. In this section we verify the claims of the paper on object
recognition tasks and found them to hold true. We plot the validation loss during training for the
dense unpruned model, and the sparse subnetwork obtained by keeping only 20% of the weights
of dense model. Both the models achieve a similar mAP after convergence. Fig. 2.10 shows the
task loss against the number of epochs during training. The comparisons con rm that the sparse
subnetwork initialized from the winning ticket weights converge much faster. This observation
is consistent for heterogeneous tasks.g., object detection, instance segmentation, and keypoint

estimation.
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(a) Object detection (b) Instance segmentation (c) Keypoint estimation

Figure 2.10: Training curves of dense models. sparse model
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Chapter 3: LilNetX: Lightweight Networks with EXtreme Model Compres-

sion and Structured Sparsi cation

3.1 Introduction

Recent research in deep neural networks (DNNs) has shown that large performance gains
can be achieved on a variety of real world tasks simply by employing larger parameter-heavy and
computationally intensive architectures [15, 75]. However, as DNNs proliferate in the industry,
they often need to be trained repeatedly, transmitted over the network to di erent devices, and
need to perform under hardware constraints with minimal loss in accuracy, all at the same time.
Hence, nding ways to reduce the storage size of the models on the devices while simultaneously
improving their run-time is of utmost importance. This paper proposes a general-purpose neural
network training framework to jointly optimize the model parameters for accuracy, the model size
on the disk, and computation, on any given task.

Over the last few years, research on training smaller and e cient DNNs has followed two
seemingly parallel tracks with di erent goals. One line of work focuses on model compression to
deal with storage and communication network bottlenecks when deploying big models or a large
number of small models. While they achieve high levels of compression in terms of memory, their
focus is not on reducing computation. These works either require additional algorithms with

some form of post hoc training [76] or quantize the network parameters at the cost of network

39



>

)
ol
80 | : ®
% LilNetX (Ours)
60 |
£ 421
% 40 | A 73]
= [74]
E 20 | "
© ResNet-50 [72]
>~ 01X L
— : : ——t—t+—+—+—++ : : : —+— ){
1 10 100

Reduction in Model Size

Figure 3.1: Our method jointly optimizes for size on disk and structured sparsity. We compare
various approaches using ResNet-50 architecture on ImageNet and plot FLOPs (y-axisys. size
(x-axis) for models with similar accuracy. Prior model compression methods optimize for either
guantization () or pruning (N) objectives. Our approach, LilNetX, enables training while op-
timizing for both compression (model size) as well as computation (structured sparsity). Refer
Table 3.1, 3.2 for details.

performance [77, 78]. The other line of work focuses on reducing computation through various
model pruning techniques [11, 31, 79]. Their focus is to decrease the number of Floating Point
Operations (FLOPs) of the network at inference time, while still achieving some compression due
to fewer parameters. Typically, the cost of storing these pruned networks on disk is much higher
than dedicated model compression works.

In this work, we bridge the gap between the two lines of work and show that it is indeed
possible to train a neural network while jointly optimizing for both the compression to reduce disk
space as well as structured sparsity to reduce computation (Figure 3.1). We maintain quantized
latent representations for the model weights and penalize the entropy of these latents. This idea of
reparameterized quantization [72] is extremely e ective in reducing the e ective model size on the
disk. However, it requires the full dense model during the inference. To address this shortcoming,
we introduce priors to encourage structured and unstructured sparsity in the representations along

with key design changes. Our priors reside in the latent representation space while encouraging
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sparsity in the model space. More speci cally, we use the notion of slice sparsity, a form of
structured sparsity where aK K slice is fully zero for a convolutional kernel of sizeK and
C channels. Unlike unstructured sparsity which has irregular memory access and o ers a little
practical speedup, slice-structured sparsity allows for removing entire kernel slices per Iter, thus
reducing channel size for the convolution of each Iter. Additionally, it is more ne-grained than
fully structured channel/ lter sparsity works [80, 81] which typically lead to accuracy drops.
Extensive experimentation on three standard datasets shows that our framework achieves
high levels of structured sparsity in the trained models. Additionally, the introduced priors show
gains even in model compression compared to previous state-of-the-art. By varying the weight of
the priors, we establish a trade-o0 between model size, sparsity, and accuracy. Along with model
compression, we achieve inference speedups by exploiting the sparsity in the trained models. We
dub our method LilNetX - Lightweight Networks with EXtreme Compression and Structured

Sparsi cation. Our contributions are summarized below.

We introduce LilNetX, an algorithm to jointly perform model compression and structured
sparsi cation for direct computational gains in network inference. Our algorithm can be trained
end-to-end using a single joint optimization objective without any post-hoc training or post-

processing.

A~

With extensive ablation studies and results, we show the e ectiveness of our approach while
outperforming existing approaches in both model compression and pruning, in most network

and dataset setups, obtaining inference speedups in comparison to the dense baselines.
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3.2 Related Work

Typical model compression methods usually follow some form of quantization, parameter
pruning, or both. Both lines of work focus on reducing the size of the model on the disk, and/or
increasing the speed of the network during the inference time, while maintaining an acceptable
level of classi cation accuracy. In this section, we discuss prominent quantization and pruning
techniques.

Model pruning: A plethora of works show that a large number of network weights can be
pruned without signi cant loss in performance [30, 31, 82]. Methods such as the Lottery Ticket
Hypothesis [11], adapted by various works [51, 53, 57, 58, 61, 83, 84, 85] prune models, while
reaching the dense network performance, but are iterative and perform unstructured pruning.
Other works prune at initialization [47, 55, 86, 87] and avoid multiple iterations, but show
accuracy drops compared to the dense models [88]. On the other hand, structured sparsity via
Iter/channel pruning o ers practical speedups at the cost of accuracy [48, 80, 89]. [90] obtain
almost no drops of network performance with structured sparsi cation but have lower levels
of model compression rates due to storage of oating point weights. Other works operate on
intermediate levels of structure such as N:M structured sparsity [91] and block sparsity [92]. Niu
et al. [93] is the closest to ours in terms of pruning structure utilizing slice sparsity, along with
an even ner pattern pruning. They show that such structure can be exploited for inference
speedups. They, however, require prede ning a Iter pattern set and heuristics for determining
layerwise sparsity. They also optimize for auxiliary variables and have additional training costs
due to the dual optimization subproblem [94]. In contrast, our algorithm uses a single objective to
jointly optimize for sparsity and model compression with very little impact on training complexity.

Model quantization: Quantization methods discretize the parameters of a network to a
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small, nite set of values, to store them e ciently using entropy coding methods [95]. Earlier
methods uniformly quantize weights to binary or tertiary representations [21, 77, 78, 96, 97, 98].
Several other works focus on non-uniform Scalar Quantization (SQ) techniques [42, 72, 99, 100,
101, 102, 103]. Vector Quantization(VQ) [22, 104, 105, 106, 107] on the other hand, is a more
general technique, where the representers can take any value. VQ can be done by clustering of
CNN layers at various compression-accuracy trade-o s [108, 109], hashing [106, 107], or residual
guantization [22]. Quantization works focus on reducing bit widths [110, 111] which has the
e ect of high model compression [112]. A few works do provide inference speedups [113, 114] by
utilizing lower bit arithmetic but require custom hardware. In comparison, we focus on jointly
optimizing for compression and computational gains, and leave optimization for lower precision
arithmetic for future. We show the bene ts of our approach in terms of even smaller model size
compared to these quantization works along with computational gains while maintaining high

levels of accuracy in Section 3.5.

3.3 Approach

We consider the task of classi cation using a convolutional neural network (CNN), although
our approach can be trivially extended to other tasks such as object detection or generative
modeling. Given a dataset ofN images and their corresponding labels x;; yigl\, , our goal is to
train a CNN with parameters  that are jointly optimized to: 1) maximize classi cation accuracy,
2) compress the model by minimizing the number of bits required to store the model on disk, and
3) minimize the computational cost of inference in the model by maximizing model sparsity. To

keep our method end-to-end trainable, we formulate it as minimization of a joint objective that
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Figure 3.2: Overview of our approach. A standard CNN comprises of a sequence of convolu-
tional and fully-connected layers. We reparameterize the parametersV ' of each of these layers

asW' in a quantized latent space. Our decoder is such that sparsity in the quantized latents
translate to sparsity in CNN parameters. Further, we organize each parameter tensor as a set
of slices (depicted as colored bands) corresponding to di erent channels. Proposed training loss
exploits this structure to encourage slice sparsity and jointly optimize for accuracy-compression-
computation.

allows for an accuracy-compression-computation trade-o as

L( )= Lacc( )+ Lcompress( )+ Lcompute( ): (3.1)

For the task of classi cation, the accuracy term Lacc( ) is the usual cross-entropy loss. Given
an image, it maximizes the probability assigned to the target label. The compression term
L compress( ) €ncourages the model to have a small disk size. We reparameterize the model weights
using a quantized latent representation space which are then stored on disk. The compression
term, while encouraging smaller model size, doesn't lead to computational gains as the decoded
model parameters are still dense. Our computation termL compute ( ) addresses this issue by
introducing a structured sparsity-inducing loss. Our framework allows the structured sparsity in
latent weight space to directly translate to the structured sparsity in the decoded model weights.

In our experiments, we demonstrate signi cant speedups in the inference time of our model with

sparse weights using o -the-shelf libraries. Refer to Figure 3.2 for a high-level overview of our
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approach. In the following sections, we describe the compression and computation terms in more

detail.

3.3.1 Compression term

We formulate our compression term by building upon prior works that incorporate entropy
penalty on parameter representation during training [4, 72]. The model's weights and biases, ,
are reparameterized as quantized latent representations which are compressed while the network
parameters are implicitly de ned as a transform of the latent representations.

We represent the set of model parameters = r]W Lpt:w ;b w NN ° whereN is
the total number of layers in the network, and W ¥; b* represent the weight and bias parameters
of the k" layer. Each of these parameters can take continuous values during inference. However,
these parameters are stored using quantized latent representations belonging to a corresponding
set = WhehwZe% W8 . For each convolutional layer, W is a weight tensor of
dimensionsCij, Cqout K K, whereCj, is the number of input channels, andCyy; is the number
of output channels, andK denotes the Iter width and height. The corresponding quantized latent
representationW is represented by a two-dimensional (2D) matrix of sizeCinCout K 2. For each
dense layer,W is a tensor of dimensionCij, Cyyt and its corresponding latent representation
W is a matrix of dimension CinCout 1. All the biases can be represented in the same way as
dense layers. Each latent representation is a quantized 2D matrify 2 ZCinCout | \where| = 1
for dense weights (and biases) whilé = K 2 for convolutional weights. Each row/slice W ; from
W represents a sample drawn from ari-dimensional discrete probability distribution. In order

to decode parameters from latent space to model space , learnable a ne transforms  are
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introduced.

#l

Where W ; represents thei™ row/slice of W and W is the corresponding decoded slice.
scale 2 R' "'and  qnit 2 R' are the a ne transformation parameters. Di erent kinds of layers
use di erent pairs of transform parameters ( scae; shift ), i-€., di erent convolutional layers have
their own transform, dense layers have their own, and so on.
As consists of discrete parameters which are di cult to optimize, continuous surrogates
W are maintained for each quantized parametetdV . W is thus simply obtained by rounding
the elements of W to the nearest integer. A straight-through estimator [115] is used to back-
propagate the gradients from the classi cation loss toW . Bit-rate minimization is achieved
by enforcing an entropy penalty on the surrogates® . For a given surrogateW 2 RY ! with
d samples of dimensionl, we add uniform noisen U %% , and t | probability models
fg;j 2 [1::l]g as proposed in [4]. The entropy of model weights can now be minimized directly

by minimizing the negative log-likelihood which serves as an approximation to the self-information

I (Equation (3.3)). The compression term is then the sum of all the self-information terms

Ciﬁf:out Y{ X
qWw) = q (W i+ Nij); | (W) log, (W ); Lcompress( )= 1 1(€) (3.3

i=1 j=1 €2

Where | is a hyper-parameter specifying relative weight of the compression loss. After training,
only the quantized representationsW are stored by arithmetic coding using the probability ta-

bles from ¢j. We discard the continuous surrogates post training. During inference, we load the
quantized latents W and decode them using the learnt decoder to obtain the continuous model

weights W which is used in the model's forward pass.
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3.3.2 Sparsity priors

The compression term described in the previous section encourages a smaller representation
of the model in terms of the number of bits required to store the model on disk. However, once the
model is decoded for inference, it can be fully dense with no reduction in terms of computation
in a single forward pass of the model. To address this, we introduce a few key changes and then
formulate our computation term as structured sparsity priors that lead to reduced computation.
We formulate all the priors in the latent representation space to decouple from the a ne transform
parameters scaes shit and to be consistent with the L compress( ) term that is also applied in
the same space.

We observe from Equation (3.2) that even if all the elements of the latent¥V ; are zero,
the resulting transformed sliceW ; may still be non-zero. In order to enforce structural sparsity
in the parameters in the model spaceW , we require eachK K slice W; to be 0, the zero
vector. However, this is only possible if ( snx + W i) is a zero vector itself or lies in the null
space of scae. We notice that the latter does not occur in most practical situations especially
when the vector W ; is discrete. Therefore, we remove the shift parameter ¢hix and make the

a ne transform a purely linear transform.

W= scale\w i \Wi 2 Zl; scale 2 R ! (3.4)

Note that the j! element in W ; is zero only if the j! row of g is orthogonal to Wi or
W = 0. The former tend to be rare or nonexistent in practice due t0 scae being real-valued
and W ; being discrete. Thus, any single non-zero element iV ; causes the transformed model
vector W to be nonzero and does not yield any sparsity in the model space. Loosely, we get

WiZO, Wi=0.
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Unstructured sparsity of latents with Gaussian prior: Since a sparse model contains a
majority of zeros, its weight distribution should peak at zero. However, the loss in Equation (3.3)
does not necessarily enforce zero latents, allowing for any non-zero constant value. A zero-mean
Gaussian is one such distribution that enforces zero-centered latents. It also enforces other useful
properties such as unimodality and symmetry, typically observed in trained uncompressed model
weight distributions (Section 3.7.2). Similar to Equation (3.3), a Gaussian prior can be viewed as

a compression penalty but with a Gaussian weight distribution. This corresponds to thel, norm

penalty on W .
Cirv:out Yl 1 2
QW)= P—e %y and 1g(W)  log,qu(W) (3.5)
i=1 j=1
X X CipxCou X
Lgaussian( )= U IU(W )= U kW i K2 (3.6)
fv 2 ftvo 171 =1

Where  is the tradeo parameter controlling how closely the weights follow a Gaussian dis-
tribution compared to the the fully factorized distribution from the probability models in Equa-
tion (3.3). A laplacian prior, resulting in an |1 penalty, can also be used but the di erence between
the two distributions is negligible due to the e ects of the quantization on W . We experimented
with both priors and observed similar performance as expected (refer Section 3.7.7). Through
experiments in Section 3.4, we show that this prior not only enforces model sparsity by design

but also improves model compression.

Structured sparsity of latents with group lasso: The Gaussian prior encourages individual
weight values in the latents to be close to zero. However, from Equation (3.4), we see that entire
slicesW ; should be zero vectors to improve sparsity in the model space. Note that each slice
W ; can be represented as a group belonging t#/ , the set of groups (or slices). Thus, to enforce

individual slices to go to zero as a whole, we propose to use a group sparsity regularization [116]
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on eachW ; slice as follows.

X Cinxcout p
Lgroup( )= s kW ik (3.7)

fv 2 i=1

where accounts for varying group sizes and s is the tradeo parameter for the structured

sparsity.

3.3.3 Joint optimization objective

The overall loss function is the combination of cross-entropy loss (for classi cation), self-

information, and regularization for structured and unstructured sparsity of the latents as follows:

Compﬁtation
AccHracy Disl} Size {
Z x - { Z—X | { X Cip(Cout X| X Cinx Cout p _
logp(yp; W)+ 1+ 1(&)+ y K& ij ko+ s K& ik,
xy) D e fvo 171 =1 fv 2 i=1
f {z bl —fz—1} | {z } o {z }
Cross Entropy Parameter Unstructured Structured
Entropy Sparsity Sparsity
(3.8)

The above objective is fully di erentiable and can be minimized end-to-end by any gradient-
based optimizer. Note that while there are three tradeo parameters, each of them is relatively
independent and intuitively controls di erent aspects of the network. | controls for model size,
u for enforcing a zero-mean prior necessary for sparsity, andgs for slice sparsity and hence
computation during network inference. |, weight decay on model weights is typically used as a
regularization for improving generalization. However, our motivation for a Gaussian prior is for
the objective detailed in Section 3.3.2. Furthermore, our group lasso prior and the Gaussian prior
are applied in the latent representation space rather than the model space as in [48]. Due to

the presence of quantization and decoding, the e ect of these priors on training is signi cantly
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di erent than when applying these priors directly to the model weights. We analyze the e ect of

these priors in Section 3.4.

3.3.4 Implementation Details

Datasets. We consider three datasets in our experiments. CIFAR-10 and CIFAR-100 datasets [66]
consist of 50000 training and 10000 test color images each of size 382. For large scale experi-
ments, we use ILSVRC2012 (ImageNet) dataset [36]. It has 1.2 million images for training, 50000

images for the test and 1000 classes.

Network Architectures. For CIFAR-10/100 datasets, we show results using - VGG-16 [117]
and ResNet-20 with a width multiplier of 4 (ResNet-20-4) [15]. VGG-16 is a commonly used ar-
chitecture consisting of 13 convolutional layers of kernel size 3 3 and 3 dense or fully-connected
layers. Dense layers are resized to adapt to CIFAR's 32 32 image size, as done in baseline ap-
proaches. ResNet-20-4 consists of 3 ResNet groups, each with 3 residual blocks. All convolutional
layers are of size 3 3, along with a nal dense layer. For the ImageNet experiments, we use
ResNet-18/50 networks with one 7 7 convolutional layer, multiple 3 and 1 1 convolutional
layers, and the nal dense layer. We also run experiments with MobileNet-V2 [118], containing

depthwise separable convolutions and inverted Bottleneck blocks.

We use the Adam optimizer [119] for updating all parameters of our models. The entropy
model parameters are optimized with a learning rate of 104 for all our experiments. The re-
maining parameters are optimized with a learning rate of 001 for CIFAR-10 experiments and
a learning rate of 002 for ResNet-18/50 on ImageNet with a cyclic schedule. Our model com-
pression results are reported using theorchac library [120] which does arithmetic coding of the
weights given probability tables for the quantized values which we obtain from the probability

models. We do not compress the biases and batch normalization (BN) parameters and include
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a b
Figure 3.3: E ect of unstru(ct)ured sparsity coe cient u. We sh(ov?/ plots for 3 values of
varying s to obtain the Pareto curves on CIFAR-10. Higher  improves accuracy-model size
tradeo (left) by a good margin and also the accuracy-slice sparsity (right) by a small amount.
Shaded areas represent the con dence intervals of the regression t. Best viewed in color.

the additional sizes from these parameters as well as the parametersgcae When reporting model
size. Parameter groups for di erent networks based on types of convolutional/dense layers are

provided in the appendix (Section 3.7.5).

3.4 Analysis

Recall from Equation (3.8), we proposed two sparsity coe cients:  for unstructured
sparsity, and s for structured sparsity. Note that the sparsity terms not only improve the
model's inference speed (by increasing slice sparsity and reducing the number of FLOPS) but also
reduce the entropy of latent weightsW as most of the weights become zero after quantization.
By varying the two sparsity coe cients, one for each sparsity term, we obtain di erent points
on the Pareto curves for accuracyvs. model size trade-o and accuracyvs. slice sparsity trade-
0. In this section, we study each of these trade-os extensively. We use slice sparsity as a
proxy for computational complexity or inference speed in this section for brevity, and revisit the
computational complexity in terms of actual wall-clock inference time in Section 3.5.2. We use
a constant compression coe cient | = 10 4. We show Pareto curves of model performance

(accuracy) vs. model size (bit-rate), and the slice sparsity (%) by keeping one of y, s xed and
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varying the other. We analyze model sizes for the compressed parameters in this section as the
remaining parameter sizes are constant. All results in this section are obtained by averaging over

3 runs with varying random seeds.

3.4.1 E ect of Unstructured Sparsity Regularization

Figure 3.3 shows model performance for three di erent values of y, while varying s for
obtaining the Pareto trade-o curve for each case. Figure 3.3(a) and 3.3(b) show the impact on the
top-1 accuracy as a function of model size and slice sparsity respectively. We see that increasing

u (blue circles to orange crosses to green squares) improves the accuracy model size tradeo
curve by a fair margin while also slightly improving the accuracy vs. slice sparsity curve. This
is to be expected as higher y leads to a higher number of zeros in the latent representations
leading to lesser entropy and consequently lower model size. We also see a marginal gain in slice
sparsity even though the Gaussian prior doesn't directly optimize for it as a higher number of
zeros eventually leads to more slices entirely going to zero. Thus, we see that the Gaussian prior

helps with improving model size while also marginally improving slice sparsity.

3.4.2 E ect of Structured Sparsity Regularization

Figure 3.4 shows model performance for three values ofg, while varying y to obtain
the Pareto curves. Again, Figure 3.4(a) and 3.4(b) show the impact on the top-1 accuracy as
a function of model size and slice sparsity respectively. The highest value ofs (green squares)
shows a marked improvement of the accuracy-sparsity curve in Figure 3.4(b). This shows that
the group lasso regularization is e ective in improving the slice sparsity of the model necessary
for computational bene ts. Additionally, we see a small improvement in the accuracy-model size

curve as higher s promotes a higher number of zero slices which indirectly leads to lower entropy
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(a) (b)
Figure 3.4: E ect of structured sparsity coe cient s. We show plots for 3 values of s
varying y to obtain the Pareto curves. Fig. (a) and (b) correspond to Accuracy-Model Size
trade-o and Accuracy-Slice Sparsity trade-o respectively on CIFAR-10. Highest s improves
the accuracy-model sparsity tradeo curve showing the importance of group lasso regularization
for improving slice sparsity. Shaded areas represent the con dence intervals of the regression t.
Best viewed in color.

of the overall latent representations.

3.4.3 Structuredvs. unstructured sparsity regularization

While both structured and unstructured sparsity regularization help improve slice sparsity,
the latter optimizes for it indirectly. Figure 3.5 shows the e ect of |y, s on unstructured and slice
sparsity of the latent representations. As expected, we observe that increasingy (corresponding
to larger points), for a xed g, increases the sparsity of the latent representations while indirectly
increasing slice sparsity as well. However, as we increasg we notice that the plots shift upwards
implying higher structural sparsity for any xed value of unstructured sparsity. Therefore, we see
that our structured sparsity prior is e ective in forcing non zero weights to lie in fewer weight
slices thus leading to higher structured sparsity, ultimately leading to speedups in model inference.
Note that while the structured sparsity constraint directly optimizes for the slice sparsity, the
unstructured sparsity promotes sparsity within a group/slice, akin to [121]. Unstructured sparsity

has a strong e ect on model size due to a large number of zeros and lower entropy as we show in

53



Figure 3.5: Structured vs. unstructured sparsity regularization. Higher s improves slice
sparsity (y-axis) for a given level of unstructured sparsity (x-axis).
Sec.3.4.1 while structured sparsity constraint directly a ects slice sparsity as shown above and in

Sec.3.4.2.

3.5 Experiments

All our models are trained from scratch. CIFAR-10/100 experiments are trained for 200
epochs. We use the FFCV library [122] for faster ImageNet training, with a batch size of 512
for ResNet-18/50 split across 4 GPUs. We train ResNet-18/50 for 35 epochs to keep the range
of the uncompressed network accuracies similar to other works for a fair comparison. We show
strong performance in terms of model compression and sparsity outperforming existing model

compression works while converging faster with relatively fewer epochs.

3.5.1 Comparison with compression methods

As discussed in Section 3.2, existing approaches for model compression follow eitlggran-
tization , pruning , or both. We compare with the state of the art methods in each of these two
categories. Among model quantization methods, we use [72] and [112] for comparison, with the

latter o ering speedups via mix-precision inference albeit on specialized hardware. Our results are

54



summarized in Table 3.1, 3.2. Unless otherwise noted, we use the numbers reported by the original
papers. Since we do not have access to many prior art models, we compare using slice sparsity. For
the CIFAR-10 dataset, we achieve the best results in compression while also achieving a lower Top-
1 error rate for both VGG-16 and ResNet-20-4. For VGG-16 we obtain the best performance in the
error range of 7% at 12%B which is a 465x compression compared to the baseline model. At the

10% error range, we outperform [72] in terms of model compression and also with a 296 slice
sparsity. For ResNet-20-4, compared to [72], we achieve almost twice the compression rate at a sim-
ilar error rate of  8:5%, simultaneously achieving extremely high levels of slice sparsity (99%).
Similar results hold for the case of CIFAR-100 where we achieve a 137compression in model size
with 86.7% slice sparsity and little to no drop in accuracy compared to the uncompressed model.

For ResNet-18 trained on ImageNet, we achieve 30 compression as compared to the un-
compressed model with almost equal error rate outperforming [72]. The compressed network
achieves a sparsity of 33.3%. For an extreme compression case, we achieve higher levels of com-
pression (54 ) and sparsity ( 65%) at the cost of 2% accuracy compared to uncompressed
model. For ResNet-50, our best model achieves a compression rate of 26along with 66:7% slice
sparsity. An extreme case of our model achieves a higher compression rate of 34vith sparsity
of 81:7% compared to the next best work of [112] with a rate of 21 at a similar error rate. We
provide additional baseline comparisons for ResNet-50 in the supplementary material.
Finally, for MobileNet-V2 which is already lightweight and optimized for computational

e ciency, we still achieve 21 compression compared to the dense model along with 58% slice
sparsity with almost no drop in accuracy. This is especially bene cial for MobileNets which
consist of Depthwise Separable Convolutions as removing entire 2D slices of the convolutional
weight allows for directly removing the input activation map's corresponding channels leading

to lower FLOPs. We outperform other baselines at a similar accuracy both in terms of model
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Figure 3.6: Speedups vs. Slice Sparsity (%). Speedup is the ratio of CPU throughput for
the sparse models to the dense models. For both cases of ResNet-20 on CIFAR-10 (left) and
ResNet-50 on ImageNet (right), we obtain practical inference speedups utilizing the sparsity of
the compressed models.

compression and sparsity.
We conclude that our framework outperforms state-of-the-art (SOTA) approaches in model
compression by a fair margin while achieving network weights sparsi cation for computational

gains.

3.5.2 Utilizing Slice Sparsity for Inference Speedups

While we show compression gains with respect to the SOTA in Section 3.5.1, here we
highlight the computational gains we get through slice sparsity. We measure the speedups of
the trained sparse models by obtaining the ratio of the throughput (images/second) of the sparse
compressed models to that of the dense uncompressed models. Speedups are measured on a single
core of an AMD EPYC 7302 16-Core Processor with a batch size of 16. We show inference results
for two cases: ResNet-20 on CIFAR-10 and ResNet-50 on ImageNet. As a high slice sparsity
provides the added bene ts of full structured sparsity (when all slices in a Iter/channel are zero),
we show speedups for ResNet-20 by utilizing fully structured sparsity, removing entire Iters
or input channels of weight tensors which are all zeros. [93] show that slice sparsity, along with

pattern sparsity, provide inference speedups on mobile devices via compiler-assisted optimizations.
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However, due to the lack of an open-source code base, we utilize the DeepSparse engine [128]
which also exploits this sparsity for CPU inference speedups. Results are shown in Figure 3.6.
For CIFAR-10 (left), even when only exploiting fully structured sparsity, we achieve nearly 2
levels of speedups for 95% slice sparsity. Speedups scale almost exponentially for sparsib%.

For ImageNet (right), we obtain 1.86 speedup compared to the dense uncompressed model at
81:7% slice sparsity and even faster inference times for sparsiy85%. Therefore, our framework

o ers practical inference speedups via slice sparsity with no hardware modi cations, along with

high levels of model compression.

3.6 Conclusion

We propose a novel framework for training a deep neural network, while simultaneously
optimizing the model size to reduce storage cost, and structured sparsity, to reduce computation
cost. To the best of our knowledge, this is the rst work on model compression that add priors
for structured pruning of weights in quantized latent representation space.

Experiments on three datasets and three network architectures show that our approach
achieves state-of-the-art performance in terms of simultaneous compression and reduction in com-
putation which directly translate to inference speedups. We also perform extensive ablation stud-
ies to verify that the proposed sparsity priors allow us to easily control the accuracy-compression-

computation trade-o , which is an important consideration for the practical deployment of models.
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Size

Algorithm

(KB) Error  Sparsity

(Top-1 %) (%)
VGG-16 (CIFAR-10)
Uncompressed 60 MB (1) 6.6 0.0
[123] 525 (116) 9.2 94.5
[73] 960 (62 ) 9.0 92.4
[124] 168 (452) 10.0 0.0
[72] 101 (590) 10.0 0.0
LilNetX (Best) 129 (465x) 7.4 97.4
LilNetX (Extreme) 76 (800x) 10.0 99.2
ResNet-20-4 (CIFAR-10)
Uncompressed 17.2 MB (1) 5.5 0.0
[72] 128 (134) 8.8 0.0
LilNetX (Best) 139 (123 ) 6.0 88.5
LilNetX (Extreme) 66 (282 ) 8.5 97.9
ResNet-20-4 (CIFAR-100)

Uncompressed 17.2 MB (1) 26.8 0.0
LilNetX (Best) 125 (137 ) 27.0 86.6
LilNetX (Extreme) 76 (226 ) 30.9 97.1

Table 3.1: Comparison of our approach against other model compression techniques in CIFAR-
10/100. We show two cases of our method: Best and Extreme. Best corresponds to our best
model in terms of error rate and compression factor while Extreme is matching the range of error

of baselines if exists. We achieve higher compression along with the added computational bene ts
of high slice sparsity. \ " implies that the work performs pruning but does not report numbers

in the paper.
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Algorithm

Size Error  Sparsity
(MB) (Top-1%) (%)
ResNet-18 (ImageNet)
Uncompressed 46.70 (1) 30.0 0.0
[125] 3.11 (15) 32.0 -
[112] 2.78 (17) 31.8 0.0
[72] 1.97 (24) 30.0 0.0
LilNetX (Best) 1.58 (30 ) 30.1 33.3
LilNetX (Extreme) 0.86 (54 ) 32.3 65.2
ResNet-50 (ImageNet)
Uncompressed 102.00 (1) 23.7 0.0
[74] 39.91 (3) 27.7 39.2
[51] 20.40 (5) 24.0 49.1
[125] 6.46 (16) 26.0 -
[73] 6.06 (17) 25.9 25.4
[72] 5.49 (19) 26.0 0.0
[112] 4.39 (21) 25.8 0.0
LilNetX (Best) 3.96 (26 ) 25.4 66.7
LilNetX (Extreme) 2.96 (34 ) 25.8 81.7
MobileNet-V2 (ImageNet)
Uncompressed 14.00 (1) 32.7 0.0
[126] 10.30 (1) 32.7 25.0
[127] 0.95 (15) 33.5 0.0
LilNetX (Best) 0.67 (21 ) 32.8 56.8
LilNetX (Extreme) 0.56 (25 ) 33.3 64.7

Table 3.2: Comparison of our approach against other model compression techniques. We show
two cases of our method: Best and Extreme. Best corresponds to our best model in terms of error
rate and compression factor while Extreme is matching the range of error of baselines if exists.

We achieve higher compression along with the added computational bene ts of high slice sparsity.

\ " implies that the work performs pruning but does not report numbers in the paper.
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3.7 Appendix

3.7.1 Additional baseline comparison

We compare our approach with additional pruning and quantization approaches in Table 3.3
for ResNet-50 trained on ImageNet. We see that we continue to achieve high levels of model
compression along with slice sparsity for inference speedups. [90] achieve high levels of sparsity
but are unstructured requiring dedicated hardware to obtain speedups. A similar case holds for
the quantization approaches of [110, 111] which can obtain inference speedups but with hardware
optimized for 4-bit and 8-bit integer arithmetic. Additionally, they typically require post-hoc
training stages [111] to improve performance after quantization while our approach is a single

stage trained end-to-end.

. Size
Algorithm
(MB) Error  Sparsity
(Top-1%) (%)
ResNet-50 (ImageNet)

Uncompressed 102.00 (1) 23.7 0.0
[83] 8.36 (12) 24.5 91.8*
[90] 38.76 (3) 24.8 38.8
[110] (4 bit) 12.75 (8 ) 33.8 0.0
[110] (8 bit) 255 (4 ) 25.3 0.0
[111] (4 bit w/ retraining) 12.75 (8 ) 25.6 0.0
[111] (8 bit w/o retraining) 2554 ) 25.7 0.0
[111] (8 bit w/ retraining) 2554 ) 24.6 0.0
LilNetX (Best) 3.96 (26 ) 25.4 66.7
LilNetX (Extreme) 2.96 (34 ) 25.8 81.7

Table 3.3: Comparison of our approach with other pruning and quantization approaches for
ResNet-50 trained on ImageNet. We continue to achieve the most compression along with high
slice sparsity. * denotes that the sparsity is unstructured and do not directly translate to compu-
tational bene ts.
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3.7.2 Histogram of weights for dense uncompressed model

Figure 3.7: Histogram of the weights for various types of layers of a ResNet-50 model trained on
ImageNet without weight decay. For 3 3 or 7 7 convolutions we pick a random dimension of
a 9-dimensional or 49-dimensional slice to highlight the weight distribution for each dimension.
Note the unimodal and zero-centered nature of each of these distributions, even without enforcing
weight decay, highlighting the importance of the Gaussian prior as proposed in Sec. 3.3.2

We obtain the histogram of weights of the various types of layers of a dense uncompressed
ResNet-50 model trained on ImageNet with only the cross entropy loss. We do not apply any
weight decay in order to avoid enforcing any distribution on the weights. Results are shown
in Fig. 3.7. We show histograms for1 1,3 3,7 7 convolutions as well as for the dense layer. For
3 3and7 7 convolutions, we pick a random dimension from a 9-dimensional or a 49-dimensional
slice respectively, to highlight the histograms, as a single probability model is t to each dimension
as shown in Eq. (3.3). We see that the distributions naturally follow unimodality and are more

or less zero-centered even without any weight decay regularization. The 7 7 convolution weight
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distribution is less continuous due to relatively fewer weight values per dimension (192) but still
weakly exhibits the property of unimodality and symmetry. This shows that networks trained
with vanilla cross entropy loss prefer such distributions naturally. However, the probability models

in Eq. (3.3) do not enforce any such distribution and can take on any random distribution. Thus,
enforcing a Gaussian prior as proposed in Sec. 3.3.2 promotes unimodality and symmetry of the

weight distributions which can be bene cial for network performance.

3.7.3 Histogram of weights for quantized latents

Figure 3.8: Histogram of the quantized latents for various types of layers of a ResNet-50 model
trained on ImageNet. For3 3 or7 7 convolutions we pick a random dimension of a 9-dimensional
or 49-dimensional slice to highlight the weight distribution for each dimension. Note the high level
of Os obtained due to our sparsity priors.

To provide insights into the e ect of our quantization, we visualize the histogram of the

guantized latents as well for di erent weight groups. Results are shown in Fig. 3.8. We see that
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we obtain high levels of Os on almost all weight groups spanning di erent types of convolutional
layers as well as the nal dense layer. Fewer number of zeros are present in the initial 7 7
convolution similar to the uncompressed weights as shown in Fig. 3.7 highlighting its importance
in the network. Additionally, high amount of elements are zeros in 3 3 convolutions highlighting
their redundancy and potential for compression compared to other convolutional layers or the

dense layer.

3.7.4 Comparison of model compression with entropy coding and sparse
matrix formats

Instead of entropy coding, the sparse matrices can additionally be compressed using sparse
matrix formats. We choose the two popular formats of Compressed Sparse Row (CSR) or Coor-
dinate Format(COOQ). Results are summarized in Table 3.4 for our best run for ResNet-50 shown
in Table 3.1 in the main paper. We see that entropy coding far outperforms the sparse formats
of CSR and COO with COO obtaining better compression rates than CSR. This is expected as
CSR/COO achieves high levels of compression only with extremely high levels of sparsity. With
an unstructured sparsity level of 80%, storing only the non zero weights itself (and not their
indices) provides a maximum compression of 5.

Table 3.4: Sparse formats: Comparison of the e ect of entropy codingvs. sparse matrix formats

of CSR, COO on model compression of a ResNet-50 trained on ImageNet. We show the model
size in MB of the latent weights along with the sparsity of the model weights.

Entropy Coding CSR COO  Slice Sparsity (%) Unstructured Sparsity (%)
3.96 (26 ) 57(2 ) 303 ) 66.7 78.8
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3.7.5 Parameter groups for various networks

We share weight decoders and probability models for di erent parameter groups of a network
which can be seen as being drawn from similar weight distributions. This limits the overhead in
storing the weights of the corresponding decoders. We list the types of parameter groups for each

network as follows:

VGG-16 consists of a parameter group for each dense layer and a parameter group for all

3 3 convolutions leading to four weight decoders/probability models for each parameter
group.

For ResNet-20-4 we use zero padding shortcut type A as de ned in [15], which leads to only

2 parameter groups, one for the nal dense layer and the other for all 3 3 convolutions.

For ResNet-18 trained on ImageNet, we use three parameter groups, for the initial 7x7

convolution, 3 3 convolutions, as well as the dense layer.

ResNet-50 consists of an additional parameter group for 1 1 convolutions compared to

ResNet-18.

MobileNet-V2 consists of 3 parameter groups for the initial 3x3 convolution, nal dense

layer and the remaining 3x3 convolution.

3.7.6 Standard Error for Multiple Runs

Sec. 5 in the main paper shows results when averaged across 3 seeds. In this section,
we additionally provide the standard errors across the 3 random seeds. Results are summarized
in Fig. 3.9 for the two datasets of CIFAR-10/100. CIFAR-10 shows little to no standard error

both in the x-axis (model size) and y-axis (top-1 validation accuracy). This suggests that the
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Figure 3.9: Scatter plots with horizontal and vertical error bars for ResNet-20-4 trained on CIFAR-
10/100. For a di erent random seed, model size changes leading to the error bar in the x-axis
while the vertical bar represents the top-1 validation accuracy error on the y-axis. There is very
little variance in CIFAR-10 and slightly higher for CIFAR-100 due to slow convergence as shown
in Fig. 3.10

training is stable for di erent random seeds. For CIFAR-100 however, we observe large error
in the top-1 validation accuracy. We attribute this to the slow convergence for CIFAR-100 also
highlighted in Fig. 3.10.

CIFAR-100 Convergence :We analyze the convergence of 3 di erent runs for ResNet-20-4
trained on the CIFAR-100 dataset with varying values of s and . Results are shown in Fig. 3.10
when trained for 200 epochs. We see that validation accuracy (on the right y-axis) continues to
increase towards the end of training between 190-200 epochs. At the same time, validation loss
(on the left y-axis) also decreases. This suggests that the model hasn't fully converged by the
end of 200 epochs. We hypothesize that this is an artifact of the dataset as well as the cosine
decay schedule where learning rate decreases drastically towards the end of training and is not

maintained for longer for better convergence.
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Figure 3.10: Convergence plots for 3 ResNet-20-4 runs on CIFAR-100. We see that loss (left axis)
as well as top-1 validation accuracy (right axis) do not stabilize towards the end of training and
respectively decrease/increase sharply suggesting that the training has not fully converged.

3.7.7 lrvs. l{vs. |1 norm

In this section, we analyze the e ect of di erent types of norm for both individual weights
and groups. For individual weights, we compare thel, norm with the 11 norm while for the group
norm, we compare thel, norm with the I; norm (1 weight norm is same ad; group norm due to
sum of absolutes). Results are summarized in Fig. 3.11, Fig. 3.12 where top/bottom rows are for
CIFAR-10/100 respectively. We see thatl, group norm outperforms its I; counterpart for both
datasets. However,l1 norm has little additional e ect in terms of |, weight norm. Additionally,
the I, group norm vyields lesser slice sparsity for a given sparsity (c,g) highlighting the importance
of 11 for high structured sparsity. While 1; leads to higher sparsity, it also shows higher model
size for a given slice sparsity. Thus, there is an inherent tradeo forl; which leads to more

sparsity but also larger model sizes (d,h).
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(a) (b)

() (d)

Figure 3.11: Comparison ofl; vs. I3vs. |1 norm for various metrics of sparsity and size for CIFAR-
10. We see thatl, group norm does better thanl; group norm in terms of accuracy vs model-size
or slice sparsity (a,b,e,f). 1 weight norm has little additional e ect compared to |, weight norm.

I, favors higher slice sparsity for the same level of sparsity (c,g).l1 tends to result in higher
model size for a given slice sparsity but also higher slice sparsity given a model size, which shows
the tradeo between compression and sparsi cation.

3.7.8 Initialization of Continuous Surrogates

The initialization of the continuous surrogate W of a latent space weightW and the
decoder matrix  plays an important in the neural network training. Nave He initialization [129]
commonly used in training ResNet classi ers does not work in our case since small values Bf
get rounded to zero before decoding. Such an initialization results in zero gradients for updating
the parameters and the loss becomes stagnant. To overcome this issue, we propose a modi cation

to the initialization of the di erent parameters. In our framework, we recap that the decoded
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(e) (f)

(9) (h)

Figure 3.12: Comparison ofl, vs. I1vs. 11 norm for various metrics of sparsity and size for CIFAR-
10. We see thatl, group norm does better thanl; group norm in terms of accuracy vs model-size
or slice sparsity (a,b,e,f). 11 weight norm has little additional e ect compared to |, weight norm.

I; favors higher slice sparsity for the same level of sparsity (c,g).l1 tends to result in higher
model size for a given slice sparsity but also higher slice sparsity given a model size, which shows
the tradeo between compression and sparsi cation.

weights used in a forward pass are obtained using

W =reshape(V ) (3.9)

whereW is a matrix in ZCnCot | and  is a matrix in Z' ! (where| = 1 for dense weights
(and biases) whilel = K 2 for convolutional weights).

Our goal is to initialize W and  such that the decoded weightsW follow He initialization.
First, since W is rounded to nearest integer (to obtain latent space WeightSW ), we assume its

elements to be drawn from a uniform distribution in [ b;H where b > 0:5 in order to enforce
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atleast some non-zero weights after rounding to nearest integer. Next, we take the elements of
to be a normal distribution with mean 0 and variance v.
Assuming the parameters to be i.i.d., and VarX ) denoting the variance of any individual

element in matrix X ,

Var(W)=1 Var( ) Var(W) (3.10)

Assuming a RELU activation, with f denoting the total number of channels (fan-in or fan-
out) for a layer, LHS of Eq. (3.10), using the He initializer becomesfg, RHS on the other hand

can be obtained analytically

2 _ | v (2b+1)% 1
f ‘q 12
R |
_ _ % o 24
=) b= > VT i@tz 1) 3.11)

Eqg. (3.11) gives us a relationship betweerb (de ning the uniform distribution of W) and
v (de ning the normal distribution of ). Note that | and f values are constant and known for
each layer.

For a weight decoder corresponding to a parameter group, the maximum value df in that
group enforces the smallest value ob which should be above a minimum limit byi,. Denoting

f max as the maximum fan-in or fan-out value for a parameter group, we get

_ 24
Yo gmax((mein"'1)2 1)
e (bnn +1)2 1)+1 1
2

-) b= (3.12)
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The hyperparameter by, then refers to the minimum boundary any latent space parameter can
take in the network. By calculating the values of v based onf max ; bnin @and bfor various parameters
based on the corresponding value of , we then initialize the elements of W to be drawn from a
uniform distribution in the interval [ b;J and elements of to be drawn from N (O; v).

Note that f = fhax =) b= bnin Which shows that the minimum boundary corresponds
to the layer with maximum channels (fan-in or fan-out) f.

By choosing an appropriate value ofhy,;, we obtain good initial values of the gradient
which allows the network to converge well as training progressesbmi, 0 ers an intuitive way
of initializing the discrete weights. Too small a value leads to most of the weights being set
to zero while too large a value can lead to exploding gradients. In practice, we nd that this
initialization approach works well for Cifar experiments. For ImageNet experiments, we assume
a normal distribution instead of uniform distribution for W with a su ciently high variance for

the network to train.

3.7.9 License

Table 3.5: Licenses of datasets .

Dataset License
CIFAR-10 [66] MIT
CIFAR-100 [66] MIT
ImageNet [36] BSD 3-Clause

Table 3.5 lists all datasets we used and their licenses.
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Part Il: Data compression via e cient implicit networks
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Chapter 4: Neural Implicit Representations of Videos with Adaptive Net-

works and Autoregressive Patch-wise Modeling

4.1 Introduction

In the information age today, where petabytes of content is generated and consumed every
hour, the ability to compress data fast and reliably is important. Not only does compression
make data cheaper for server hosting, it makes content accessible to population/regions with
low-bandwidth. Conventionally, such compression is achieved through codecs like JPEG [130] for
images and HEVC [131], AV1 [132] for videos, each of which compresses data via targetted hand-
crafted algorithms. These techniques achieve acceptable trade-o s, leading to their widespread
usage.

With the rise of deep learning, machine learning-based codecs [4, 133, 134, 135] showed that
it is possible to achieve better performance in some aspects than conventional codecs. However,
these techniques often require large networks as they attempt to generalize to compress all data
from the distribution. Furthermore, such generalization is contingent on the training dataset
used by these models, leading to poor performance for Out-of-Distribution (OOD) data across
di erent domains [136] or even when the resolution changes [137]. This greatly limits itseal-world
practicality especially if the input data to be compressed is signi cantly di erent from what the

model has seen during training. In recent years, a new paradigm, Implicit Neural Representations
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Figure 4.1: Overview of NIRVANA: Prior video INR works perform either pixel-wise or frame-
wise prediction. We instead perform spatio-temporal patch-wise prediction and t individual
neural networks to groups of frames (clips) which are initialized using networks trained on the
previous group. Such an autoregressive patch-wise approach exploits both spatial and temporal
redundancies present in videos while promoting scalability and adaptability to varying video
content, resolution or duration.
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(INR), emerged to solve the drawbacks of model-learned compression methods. Rather than
attempting to generalize to all data from a particular distribution, its key idea is to train a
network that specically ts to a signal, which can be an image [3], video [85], or even a 3D
scene [13]. With this conceptual shift, a neural network is no longer just a predictive tool, rather
it is now an e cient storage of data. Treating the neural network as the data INR translate the
data compression task to that of model compression. Such a continuous function mapping further
bene ts downstream tasks such as image super-resolution [138], denoising [1], and inpainting [3].
Despite these advances, videos vary widely in both spatial resolutions and temporal lengths,
making it challenging for networks to encode videos in a practical setting. Towards solving
this task, an early method, SIREN [3], attempted to learn a direct mapping from 3D spatio-
temporal coordinates of a video to each pixel's color values. While simple, this is computationally
ine cient and does not factor in the spatio-temporal redundancies within the video. Later,
NeRV [85] proposed to instead map 1D temporal coordinates in the form of frame indices directly
to generate a whole frame. While this improves the reconstruction quality, such a mapping still
does not capture the temporal redundancies between frames as it treats each frame individually
as a separate image encoding task. Finally, mapping only the temporal coordinate also means one
would need to modify the architecture in order to encode videos of di erent spatial resolutions.
To address the above issues, we propose NIRVANA, a method that exploits spatio-temporal
redundancies to encode videos of arbitrary lengths and resolutions. Rather than performing a
pixel-wise prediction (e.g., SIREN) or a whole-frame prediction (e.g., NeRV), we predict patches
which allows our model to adapt to videos of di erent spatial resolutions without modifying the
architecture. Our method takes in the centroids of patches (patch coordinates) Xp; yp) as inputs
and outputs a corresponding patch volume. Since patches can be arranged for di erent resolu-

tions, we do not require any architectural modi cation when the input video resolution changes.
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Furthermore, to exploit the temporal nature of videos, we propose to train individual, small mod-
els for each group of video frames (\clips") in an autoregressive manner: the model weights for
predicting each frame group is initialized from the weights of the model for the previous frame
group. Apart from the obvious advantage that we can scale to longer sequences without changing
the model architecture, this design exploits the temporal nature of videos that, intuitively, frame
groups with similar visual information (e.g., static video frames) would have similar weights,
allowing us to further perform residual encoding for greater compression gains. Thisdaptive
nature, that static videos gain greater compression than dynamic ones, is a big advantage over
NeRV where the compression for identical frames remain xed as it models each frame individ-
ually. To obtain further compression gains, we employ recent advances in the literature to add
entropy regularization for quantization, and encode model weights for each video during training
[139]. This further adapts the compression level to the complexity of each video, and avoids any
post-hoc pruning and ne-tuning as in NeRV, which can be slow.

Finally, we show that despite its autoregressive nature, our model is linearly parallelizable
with the number of GPUs by chunking each video into disjoint groups to be processed. This
strategy largely improves the speed while maintaining the superior compression gains of our
method, making it practical for various deployment scenarios.

We evaluate NIRVANA on the benchmark UVG dataset [140]. We show that NIRVANA
reaches the same levels of PSNR and Bits-per-Pixel (BPP) compression rate with almost 12the
encoding speed of NeRV. We verify that our algorithm adapts to varying spatial and temporal
scales by providing results on videos in the UVG dataset with 4K resolution at 120fps, as well as on
signi cantly longer videos from the YouTube-8M dataset, both of which are challenging extensions
which have not been attempted on for this task. We show that our algorithm outperforms the

baseline with much smaller encoding times and that it naturally scales with no performance
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degradation. We conduct ablation studies to show the e ectiveness of various components of
our algorithm in achieving high levels of reconstruction quality and understand the sources of
improvements.

Our contributions are summarized below:

We present NIRVANA, a patch-wise autoregressive video INR framework which exploits
both spatial and temporal redundancies in videos to achieve high levels of encoding speedups
(12 ) at similar reconstruction quality and compression rates.

" We achieve a 6 speedup in decoding times and scale well with increasing number of GPUSs,
making it practical in various deployment scenarios.

Our framework adapts to varying video resolutions and lengths without performance degra-

dations. Di erent from prior works, it achieves adaptive bitrate compression based on the

amount of inter-frame motion for each video.

4.2 Related Work

Implicit Neural Representations (INR) are a novel family of methods designed to map a set
of coordinates to a speci ¢ signal - such as a single image or video - using a neural network as a
function for such mappings. SIREN [3] demonstrates that by utilizing periodic activation functions

in MLPs, such a function can be t and used to map a wide array of signals, including images, 3D
shapes and videos. As an alternative, [141] shows than an INR network with standard activations
can be trained by utilizing random Fourier features. [142] and [143] propose adaptive block-based
approaches whose complexity mirrors the underlying signals. Frequency-based approaches are
proposed in [144, 145, 146] that enable multi-scale representations. The rst image speci ¢ INR

method is COIN [147], which is extended to encode multiple images through network modulations
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in COIN++ [148]. A method for learning local implicit functions is proposed in [149] that results in
smoother super-resolution outputs. Several methods [150, 151, 152] have explored meta-learning
approaches to reduce the long encoding times of image INRs; [153] further shows that directly
initializing a meta-sparse network not only gives a good initialization but also helps with model
compression.

INR for videos.  Despite the signi cant advances in INR methods for image compression, videos
present a more challenging task for INR methods. For example, if we naively add time as an
extra dimension to image-based methods, such as in SIREN [3], the resulting outputs are grainy.
In [154, 155], INR methods that utilize ow-based information to encode videos are introduced;
however, they cannot scale beyond short low-resolution videos. NeRV [85] is the rst method to
scale video compression using INRs. They modify the implicit mapping function to learn a direct
mapping from a video frame index to an entire frame. Further extensions of NeRV, such as patch-
based versions [156, 157], provide minor improvements over the original architecture. Despite
good reconstruction, the problems of long encoding times, the lack of inter-frame encoding, and
the inability to adapt to video content act as major drawbacks for widespread adoptions.

Model compression is typically achieved by pruning or quantization of network weights. A
plethora of works perform model pruning with minimal loss of performance [11, 51, 84, 158].
Pruned models contain a majority of zeros and can be stored in sparse matrix formats [159] for
reduction in model size. Alternatively, quantization works [99, 104, 160, 161] to reduce the num-
ber of bits needed to store each model weight, resulting in reduced disk space. As implicit neural
networks represent the data using their model weights, data compression translates to model
compression. In this work, we adopt the works of [72, 139] for model compression by maintain-
ing a set of quantized parameters during training which are then stored on disk. These recent

methods have shown to achieve high levels of compression through entropy regularization without
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sacri cing downstream network performance. We perform quantization and model compression

during training , unlike the post-hoc pruning and quantization in NeRV [85].

4.3 Approach

4.3.1 Background

Given avideoV 2 RN H W 3 consisting of N frames, each with spatial resolutionH W,
an INR de nes a mapping from the spatio-temporal coordinate X = (x;y;t); X 2 R® to the pixel
value p 2 R3. Thus, it implicitly represents a parameterized function h : R®! RS2 parameterized
by . The function is typically trained by minimizing the MSE-loss jjh (X) Vjj2. While this
is a straightforward extension of image-based INR methods to the spatio-temporal domain, it
fails to exploit the spatial and temporal consistency in videos. Pixel-wise prediction leads to
redundant computation and long encoding times while also producing blurry outputs[3],[147]. To
mitigate this issue, NeRV [85] proposes to directly encode the frame indek2 R as a positional
embedding input to a model which outputs the entire image frameR"™ W 3. NeRV consists
of several MLP layers followed by convolution layers which upsamples the latent representation
to the target frame's spatial resolution. While this formulation improves upon the naive pixel-
based formulation, it does not adapt to arbitrary resolutions, and does not capture the temporal

dependencies between frames as it e ectively acts as only an image encoder for each frame.

4.3.2 Autoregressive Patch-wise Modeling

Patch prediction. The two dominant INR paradigms for video encodings, SIREN [3] and NeRV
[85] represents two extreme ends of a spectrum: the former predicts every pixel in a video volume

independently, while the latter predicts the pixels for a single frame simultaneously. Through
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Figure 4.2: Overview of NIRVANA: We propose an autoregressive video INR framework which
performs patch-wise prediction of groups of frames by tting separate networks to each group.
Each network is initialized with the previous group's network weights. Our architecture consists
of several SIREN MLP layers followed by an upsampling block (right). It takes patch coordinates
as inputs and outputs patches across a group of G frames. We maintain a set of quantized weights
which are decoded to obtain the network weights. Post training, we encode weight residuals which
are the di erence between the quantized weights of the current and previous group's network.

pixel-wise prediction, SIREN accommodates varying the output image's spatial resolution but
does not exploit the spatial consistency of the image. In contrast, while NeRV exploits the spatial
consistency of an image through convolutions, it cannot vary the image's spatial resolution. We
adopt a middle ground between these two extremes by adopting a modeling approach that instead
predicts patchesof an image. This gives us the best of both approaches, since our model utilizes
the spatial consistency of an image while still naturally scaling to varying image resolutions.

We push further in this direction by exploiting the temporal consistency in videos to predict
a volume of patchesacross neighboring frames. We thus predict a patch grou® 2 RG He Wo 3,
where G is the number of frames in a group andKi; Wp) is the patch size. This method enables
us to reduce the amount of redundant computation in both the spatial and temporal dimensions,

leading to signi cantly shorter encoding times compared to NeRV or SIREN.

Autoregressive networks. While it is straightforward to input a 3D patch coordinate ( Xp; Yp; 9)

(where (xp; yp) are the patch centroids within a frame and g is the frame index within each group)
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and output a patch volume using a single network, it still su ers from adaptability to varying video
content, resolutions, or durations as mentioned in Section 4.3.1. To overcome these challenges, we
propose to autoregressively t separate networks to each frame group. Each network is fed with
the same set of inputs, namely the centroids of patchesx; yp), and it outputs the corresponding

3D patch volume of the group. Every subsequent network is netuned from the previous one,
leading to shorter encoding times. As video content does not change much over a short time
period of multiple frames, the di erence in weights (or weight residuals) after ne-tuning is small.
Thus, encoding the weight residuals instead of the weights themselves leads to higher compression
rates. The design of the algorithm 2 allows us to encode multiple chunks of a long video in a
parallel manner, a key feature missing from existing methods. This means NIRVANA can scale

linearly with the number of GPUs without any drop in performance (see Section 4.4.6).

4.3.3 Model Compression and Weight Storage

Since the network weights are the latent representations for the video, network size directly
translates to bitrate of the video encoding. To reduce network size, we adapt existing works
which perform model weights/latent representation compression [72, 139]. For a weight parameter
W 2 , where is the set of model parameters, we maintain a corresponding quantized latent
weight W . The continuous weight parameterW is then obtained aswW = f (W) wheref is a
learned linear transform. The entire setup is trained end to end, without any post-hoc quantization
and ne-tuning. As previously explained, we encode the quantized latent residuals instead of
the latents themselves to achieve higher levels of compression. We encode these residuals using
arithmetic coding [162], a lossless entropy-based compression algorithm. In order to encourage
the latents to have lower entropy, we add an entropy regularization term to our loss function. This

term encourages the network to have a lower entropy and hence a lower bitrate. When decoding,
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each weight is obtained sequentially by cumulatively adding residuals. This approach helps in
making the bitrate of NIRVANA adaptive to the video content: for frame-groups that have little

motion, they are already closer to convergence and thus have small di erences in their network
weights, leading to sparser residuals and subsequently, lower bitrates. This feature is missing in

other methods as the models are xed for a given video.

4.3.4 Network Architecture

In this section, we describe the network architecture which is used for each frame group, as
illustrated in Fig. 4.2. For a group of G frames, we segment patch volumes of shapéi(; Wy; G).
The input to the network is the 2D patch coordinate (Xp;Yyp) 2 R? and the output is the cor-
responding RGB patch volumeP 2 RC® He Wo 3 We stack multiple MLP layers with SIREN
activations to obtain an output feature representation vector s, 2 RY of dimensiond. We replicate
sp by G times, and add positional encoding vectors based on the position of the frame within the
group, using the following embedding function:

t

= L 200 (4.1)

(t; 2) = sin (t; 2 +1) = cos o

wheret 2 [0; G) represents the position of the frame within the group of G frames. We then add
a decoder block as in [85] followed by a 3 3 convolutional layer to output G patches. For a
video with N frames, we segment it intoN¢ frame-groups with each group consisting ofc frames
(N = Ng G). Forthe g frame-group (g 2 [O; Ng)), the corresponding network is represented

ash ; consisting of parameters ¢. The overall loss objective for training the network for the gh

81



Algorithm 2 Sequential Video INR

1: Init Randomly initialize network h , with initial weights  and training iterations T.
The video containsN frames segmented intdNy frame groups of size G each.

2: for gin 0;1;2; 'Ng 1 do

3 if g=0 then

4 Train h , for T iterations for all patches

5: Store weightsh

6 else

7 Initialize weightsh . h,

8 Finetune h , for T, iterations for all patches
9 Store quantized latent of residualdhr, h, |

frame-group is therefore

Lg= Lmse(h 4(P);Vg) + 1Lent( o) 4.2)

where p represents patch grid coordinates andvg means the corresponding ground-truth frame-
group pixel values. Lent( ¢) represents the entropy regularization loss on the model parameters
g- Itis weighed by the coe cient | controlling the rate-distortion trade-o for reconstructing

the frame groups.

4.4 Experiments

4.4.1 Datasets and Implementation Details

The standard benchmark UVG dataset [140] is used to compare our approach NIRVANA
with prior video INR works. Following similar setups [85], our approach is evaluated on 7 videos
from the dataset at 1080p resolution (UVG-HD) and 120 fps with 6 videos consisting of 600 frames
and 1 with 300 frames. To show our scalability for higher resolution videos, we show results for

the 7 videos at 4K resolution (UVG-4K) as well. We additionally include a video from the
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Youtube-8M (see Appendix) [163] dataset at 1080p resolution and 60 fps with 3 separate versions
segmented at 2000/3000/4000 frames to demonstrate our model's capability for long videos. We
use the standard PSNR (in dB) to measure the reconstruction quality and bits-per-pixel (BPP)
to measure the compression rate. We also include encoding times as well as their decoding speed
in fps.

The MLP network consists of 5 SIREN layers with a layer size of 512 and sine activation.
The network predicts 32 32 patches for 3 frames G = 3) in all our experiments unless mentioned
otherwise. The number of iterations is set to 16000 for the rst group in order to obtain a good
initialization and 2000 iterations for subsequent groups. We set the learning rate to be 5e4 and
optimize the network with the MSE and entropy regularization loss. The entropy loss weight
coecient | as de ned in Equation 4.2 is set to 1e 4. In practice, the coe cient can be varied
to control the trade-o between PSNR and BPP. We use the torchaclibrary to perform arithmetic
encoding of the quantized weight residuals. Since the convolutional layers typically contain only
a fraction of the total network parameters ( 10%), we do not quantize their weights and use the
LZMA compression method for storing their residuals.

We use pixel-wise method SIREN [3] and frame-wise method NeRV [85] as our baselines.
For SIREN, we use a 5-layer MLP with hidden dimension of 2048. For NeRV, we use the NeRV-L
con guration as speci ed in the paper. Encoding times reported are equivalent to when fully run
on a single NVIDIA RTX 2080 GPU. For NeRV, we t separate models to each video and remove
40% of the parameters during the pruning stage with the remaining weights quantized to lowest
possible bit-width without signi cant performance drop. Further implementation details can be

found in the Appendix.
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Dataset Method Encoding Time (Hours) Decoding Speed PSNR " BPP #

# (FPS) ™

SIREN 30 15.62 27.20 0.28
UVG-HD NIRVANA (Ours) 5.44 87.91 34.71 0.32

NeRV 80 11.01 37.36 0.92

NIRVANA (Ours) 6.71 65.42 37.70 0.86

NeRV 134 8.27 35.24 0.28

VG-4K

uve NIRVANA (Ours) 20.89 50.83 35.18 0.27
Table 4.1: Comparison with video INR approaches on UVG benchmarks. We vary patch

size of NIRVANA on UVG-HD to match the BPP of SIREN and NeRV respectively. NIRVANA
achieved much faster encoding and decoding speed, while maintaining better or on-par quality at
comparable BPP.

4.42 UVG-HD

Comparisons on the UVG-HD dataset are summarized in Table 4.1. By varying the patch
size, we let NIRVANA achieve similar BPP to SIREN and NeRV respectively. NIRVANA out-
performs SIREN by a signi cant margin in terms of PSNR while having 6 shorter encoding
times. Similarly, our approach obtains speedups of 12 compared to NeRV while still achieving
marginally higher PSNR (+0.34dB) and lower BPP. Additionally, we obtain a decoding speed of

65 FPS which is nearly 65 and 6 speedup in inference time/decoding compared to SIREN and
NeRV respectively. This shows the e cacy of our framework to reduce redundant computation

in both the spatial and temporal domains. We show our qualitative results in Fig. 4.6.

4.4.3 UVG-4K

To analyze the spatial adaptability of our approach, we test our method on the UVG-4K
dataset, with results shown in Table 4.1. Compared to NeRV, we achieve a 6 speedup in both
encoding and decoding times, while maintaining similar PSNR (3524 vs 3518) and slightly better
BPP (0:28 vs 027). Furthermore, to adapt to such higher resolution data, our method does not

require any architectural modi cations. In contrast, NeRV requires architectural modi cations
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by adding a 2 upsampling block to increase the resolution of the predicted image frames. Note
that a higher PSNR can be achieved with longer training schedules as we show in Section 4.5.4,

but we limit to 2000 iterations to maintain consistency across datasets.

4.4.4 Long Videos

We now analyze the e ect of increasing video duration for our approach. We utilize a
video from the Youtube-8M dataset and evaluate on 3 separate segments consisting of the rst
2000/3000/4000 frames. Results are summarized in Table 4.2. Our approach maintains a similar
PSNR (< 0:3 drop) with increased number of frames while still encoding at a similar bitrate
(< 0:04 increase). In contrast, even with higher encoding times (4 slower), NeRV su ers from
signi cant degradation on longer videos with PSNR dropping from 3338! 316! 30:53. Since
NeRV's model size remains constant, its BPP reduces with increased number of frames. However,
the xed number of network parameters limits its ability to t to a larger set of frames, leading
to performance drops.

Additionally, since our approach is autoregressive, it needs to be trained only once even with
increasing number of frames. Networks for future frames are simply initialized with the weights of
the previous networks and trained before encoding the weight residuals. Such a modeling makes it
suitable for online scenarios as well with a constant stream of frames. In contrast, NeRV requires
separate models to be trained for di erent video durations as each training epoch consists of
training on all frames. Note that both approaches scale linearly with increased video duration,
but NeRV ts the same model to larger video signals, leading to performance drops. Specic
architectural modi cations are necessary to improve the PSNR for longer videos which comes at

the cost of even higher encoding times.
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Num Frames Method Encoding Time PSNR™ BPP #

(Hours) #
2000 NeRV 84.44 33.38 0.22
NIRVANA (Qurs) 20.85 35.43 0.62
3000 NeRV 134.58 31.6 0.16
NIRVANA (Ours) 31.37 35.21 0.64
4000 NeRV 190.30 30.53 0.12
NIRVANA (Ours) 41.84 35.15 0.65
Table 4.2: Video duration adaptability: For longer videos, we maintain similar reconstruction

quality ( 35 PSNR) and compression rate ( 0.62 BPP). We retain a signi cantly faster encoding
speed than NeRV which su ers from signi cant degradation with increased number of frames.

4.4.5 Adaptive Compression

Videos can consist of di erent levels of inter-frame motion with more static videos containing
higher levels of temporal redundancy in comparison to dynamic ones. To illustrate the capability
of our approach to exploit such redundancies, we evaluate the compression rate on 6 videos in the
UVG-HD dataset which consist of 600 frames. We sort each video according to their average MSE
between subsequent frames, which serves as a proxy to the amount of temporal redundancy in the
video. More static scenes like Honeybee have a lower MSE compared to highly dynamic scenes
like Jockey. We plot the PSNR and BPP of NIRVANA and NeRV with increasingly dynamic
video content and show the results in Fig. 4.3. Note that the average PSNR/BPP over the 6
videos can be increased or decreased by varying other hyperparameters such as patch size, number
of groups, entropy loss coe cient etc. (as shown in Section 4.5), but we focus on adaptability
to videos for a given hyperparameter con guration. We see that our approach has an adaptive
bitrate compression with more static scenes like Honeybee (MSE:2e 4) that has a lower bitrate
(0.51), compared to dynamic scenes such as Jockey (MSE9® 3) which are allocated more bits
(0.96). We maintain similar PSNR as NeRV which has a constant BPP due to the same model

applied to all videos. While NeRV's quantization bit width can be reduced further for lower
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Figure 4.3: Video content adaptability: 6 videos are sorted in increasing order of variation
between subsequent frames. Our approach shows adaptive bitrate compression, with more static
scenes exhibiting lower BPP, while highly dynamic ones being allocated more bits while main-
taining a similar PSNR as NeRV (and 12 encoding speed).

BPP, it is a post-hoc approach which comes at the cost of PSNR and requires tuning for each
video. In contrast, our approach adaptively varies the BPP during training with no change in

hyperparameters.

4.4.6 GPU Parallelization

We now analyze the scalability of our approach with a larger number of GPUs. In Fig. 4.4
we plot the encoding times for \Jockey" (both 1080p and 4K versions) from UVG dataset for
NeRV (using distributed training) and our methods. The design in Algorithm 2 allows di erent
chunks of the source video to be processed autoregressively on separate GPUs. As the number
of GPUs are scaled with a factor of 2 , our approach achieves close to linear scaling with very
little overhead for the case of UVG-4K (0! 20! 38! 7:3 ) compared to a weaker

scaling of NeRV (0! 17! 27! 43 ). UVG-HD shows a higher amount of overhead
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but still scales fairly well with increased GPUs compared to NeRV. Thus, we see the capability
of parallelization of our approach with higher number of GPUs. Also note that the time taken
by NeRV for HD videos on 8 GPUs is still higher than the time taken by NIRVANA on a single

GPU.

45 Ablation Studies

In this section, we study the impact of various parameters of our approach on the PSNR-
BPP tradeo curves as seen in Fig. 4.5. By varying the entropy loss coe cient, we obtain di erent
points on the tradeo curve with a higher coe cient leading to lower BPP (low rate) but also
lower PSNR (high distortion). We additionally show the convergence e ects of longer training
for each group with increased number of iterations. Results are evaluated on the Jockey video of
the UVG-HD dataset. While varying each parameter along with the entropy coe cient, we X
other parameters to their default values of patch size at 32 32, group size at 3, and number
of iterations at 2000. We sample values of the entropy coe cient | between le 5 and 5e 4 to

obtain various points on the tradeo curve.

4.5.1 E ect of Entropy Regularization

We analyze the e ect of varying the entropy coe cient | and obtain a PSNR-BPP curve
visualized in Fig. 4.5(a). In general, we see that increasing, decreases the BPP at the cost of
PSNR. This is to be expected as increasing the entropy regularization forces the quantized weights
of each frame group's networks to lie in fewer quantization bins. Consequently, more weight
residual (di erence between quantized weights of subsequent frame groups' networks) values are

0 leading to lower entropy of the weights and subsequently lower BPP of the model. The entropy
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Figure 4.4: GPU scalability of NIRVANA: We compare scalability of our approach with
NeRV in terms of encoding time with increasing number of GPUs at two video resolutions: 1080p
and 4K. We scale close to linear for 4K and have much lower overhead compared to NeRV for
both resolutions.

(a) (b) (€) (d)
Figure 4.5: (a) E ect of entropy regularization: the larger | is, the lower the entropy and the
BPP. (b, ¢) As the patch size or group size increases, PSNR increases at the cost of higher BPP.
(d) The longer the training iteration (encoding time) is, the higher the PNSR gains.
coe cient thus provides a natural way of controlling the PSNR-BPP tradeo according to the

required application.

45.2 E ect of Patch Size

We vary the patch prediction size of our network from 8 8 to 48 48 in steps of 8. We
visualize the results in Fig. 4.5(b). In general, increasing patch size shifts the curve upwards and
to the right corresponding to higher PSNR but also high BPP. A higher patch size results in an
increase in number of network parameters (both in convolutional and SIREN layers) and hence

its expressivity, leading to higher PSNR. However, as patches are less localized, the outputs of
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Figure 4.6: (Left) Ground truth video frames. (Center) Reconstruction from NIRVANA. (Right)
Reconstruction from NeRV. We show that NIRVANA is able to preserve the image delity after
reconstruction, capturing important details such as the veins in the eye of Beauty, and the color
quality in the Bosphorus video.

networks between subsequent frame-groups vary more signi cantly with dynamic scenes (such as
Jockey), leading to larger residuals. This increases the entropy of the residuals and as a result,

the BPP.

4.5.3 E ect of Frame Group Size

We vary the frame group size from 2 to 8 in steps of 1 and visualize the results in Fig.
4.5(c). Increasing the group size, in general, reduces BPP at the cost of PSNR. This is expected
as a single model shares computation across a larger group of frames e ectively leading to fewer
parameters per frame and lower BPP. However, we notice that group size 3 obtains the best
tradeo curve in the < 0.8 BPP regime with higher group size detrimental to the performance.
This is likely because of the xed MLP representation capability which learns a shared global
representation for all frames within a group. For a dynamic scene such as Jockey with signi cant
pixel shift between frames (Section 4.4.5), a larger MLP is necessary for capturing the variations

within a group.
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