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Deep neural networks (DNNs) have demonstrated significant potential in addressing a wide

range of intelligent tasks. However, traditional neural networks deployed on digital platforms

face inherent limitations in terms of throughput, computational speed, and energy efficiency,

particularly in resource-constrained environments. To address these challenges, a more scalable,

faster, and energy-efficient approach is needed for the advancement of deep learning. Optical

neural networks (ONNs), which utilize light signals instead of electrical ones as the information

carrier for computation, offer such a promising alternative. Among ONNs, free-space diffractive

optical neural networks (DONNs) stand out for their high throughput, light-speed computation,

and exceptional energy efficiency. They enable all-optical computing at near-light speed by

manipulating information-encoded light signals through optical phenomena such as propagation,

diffraction, and phase modulation. By leveraging trained passive optical elements, DONNs

perform computation without additional energy consumption during all-optical inference.



However, the development and practical deployment of DONNs face several critical chal-

lenges. First, the lack of hardware-software co-design algorithms impedes the seamless realization

of DONNs, from conceptual design to physical fabrication with analog optical components. Sec-

ond, the absence of robust emulation frameworks limits system-level applications of DONNs,

as designing and exploring DONNs require extensive cross-disciplinary expertise, posing sig-

nificant technical barriers. Third, current computing engines for DONN emulation and training

are computationally intensive, lacking both optimized computing kernels and domain-specific

language (DSL) support tailored to ONNs that balances flexibility and maintainability. Fourth,

the accessibility of DONN research is limited, necessitating the development of an open-source

design infrastructure to facilitate broader community engagement and innovation.

Targeting the improvements and contributions to the development of DONNs, this disserta-

tion presents four key contributions. First, we propose a physics-aware differentiable co-design

algorithm designed specifically for DONN systems, enabling the efficient and accurate system

training and design automation. Second, we conduct physics-aware optical adversarial inves-

tigations, which uncover unique optical security vulnerabilities in ONNs and provide insights

into adversarial robustness applicable to other complex-domain systems. Third, we develop an

open-source, end-to-end agile design framework, LightRidge, for DONN systems. This framework

integrates efficient co-design algorithms, accurate yet high-performance optimized computing

kernels, and user-friendly DSL support. It offers a seamless design-to-deployment workflow,

bridging the expertise gap for cross-disciplinary research for DONNs. Fourth, we explore DONNs

across diverse deep learning applications, including physics-aware multi-task learning, optical-

inspired graph learning, and optical-inspired image processing. These applications demonstrate

the capability of DONNs for real-world applications and enrich the research landscape of DONNs.
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Chapter 1

Introduction

1.1 Optical Computing Background

Deep neural networks (DNNs) have been undergoing signi�cant growth in recent years,

leading to breakthrough development across a wide range of applications such as autonomous

systems, natural language processing, and healthcare [6,8,16,23,24,61,111]. However, as shown

in Figure 1.1, DNN models that deliver high system throughput often come with substantial carbon

footprints. For example, recent studies estimate that training a single Transformer network can

emit up to626; 000pounds of planet-warming carbon dioxide, equal to the lifetime emissions of

�ve cars [101,108]. On the other hand, embedded accelerators [9,96,106,113,121,128], which

are designed to improve resource and power ef�ciency, typically suffer from limited functionality

and system throughput. As a result, there remains a trade-off between system throughput and

power consumption for the electricity-based computing systems due to the intrinsic limitations of

electronic design. While recent advances in customized accelerators have improved the system's

energy ef�ciency regarding their performance, the Pareto-frontier of conventional electronic

accelerators, de�ned by the trade-offs between system throughput and power consumption, has
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Figure 1.1: The development trend of digital computing platforms, which shows a trade-off
between system throughput and its power consumption (adapted from the Fig. 2 in [97]). Optical
computing system shows great potential in ef�ciency and performance breakthrough compared to
electronic computing systems.

largely saturated [17,32,54,61,93,95].

To advance the Pareto-frontier of machine learning (ML) computing systems, that is, offering

both high computing performance and power ef�ciency, computing systems taking advantage of

optics, namely, optical computing systems, have recently attracted signi�cant interest in hardware

acceleration. The main differences between optical computing systems and traditional digital

computing systems are summarized in Table 1.1. In optical computing systems, the information

carrier shifts from electrical to optical signals, which results in changes in computational operators,

emulation models, and data processing paradigms, accordingly.

The main advantages of optical computing systems over electronic computing systems can
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Table 1.1: The difference summary between digital computing and optical computing.

Feature Digital computing Optical computing
Information carrier Electrical signal Optical signal
Computing operator Boolean logic Optical phenomenon

Hardware implementation Active transistors Optical devices

be summarized as follows:(1) in optical systems, input features are encoded and transmitted

via light. Consequently, both computation and data movement occur at the speed of light in

the medium due to inherent physical properties. This results in a signi�cant improvement in

computation speed [31,40,42,104,114,130];(2) in optical systems, the light source, typically a

laser, can be easily extended to multiple channels using passive optical components such as beam

splitters. This facilitates the implementation of parallel computation within optical neural network

(ONN) systems, thereby substantially enhancing the system's throughput [67,69,79,140];(3) the

computationally intensive operations within optical systems are realized by passive optical devices,

which need no additional energy input during all-optical inference, signi�cantly enhancing the

energy ef�ciency of optical systems. As the complexity of the computational system increases,

the energy ef�ciency gains become more signi�cant when such systems are transformed into

optical architectures from electronic ones [11,26,40,66,92,104,131,135,139]. Currently, there

are mainly two research directions for optical computing, free-space optical computing [69] and

integrated photonics [104]. This dissertation focuses on free-space computing optical systems,

that is, diffractive optical neural networks (DONNs).
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Figure 1.2: The comparison between DONN systems and MLP system.

1.2 Diffractive Optical Neural Networks

1.2.1 Overview of DONNs

Compared to conventional neural networks (NNs) implemented on digital platforms, DONN

systems utilize photons instead of electrons as information carriers. That is, rather than ma-

nipulating electrons through transistors to perform computation, DONNs realize computation

by manipulating information-encoded light signals via their physical properties. A comparison

between a DONN system and a digital neural network (for example, a multilayer perceptron, or

MLP) is shown in Figure 1.2. First, in a DONN system, the input information is encoded by

the light signal, which is described with complex-valued numbers. Then, the DONN system is

composed by multiple diffractive layers stacking in sequence. Each layer is designed to imple-

ment speci�c phase modulations, which are optimized with respect to a given ML task. These
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Figure 1.3: The illustration of a three-layer free-space DONN system. The trained model is then
deployed on optical hardware. The optical prototype is developed by our collaborators from Prof.
Weilu Gao's group at the University of Utah [12].

modulations enable the transformation and encoding of information onto the propagating light

signal. The inter-layer connections are realized via light diffraction as the signal propagates

through the free space between layers. In this architecture, light diffraction functions analogously

to “neural operators”, while phase modulations embedded at each diffractive layer act as the

trainable “weights”. Data movement between layers is realized naturally by light propagation

over the free space within the DONN system. To extract prediction results, a detector, working as

an analog-to-digital converter, is placed at the output of the system to capture the light intensity

pattern and digitize it for a human-readable and computer-interpretable result. As a result, DONNs

exploit optical phenomena for information encoding, propagation, and computation. Since these

phenomena occur naturally as light propagates through passive optical elements, DONN inference

operates at the speed of light and with no additional energy consumption for all-optical inference.

However, the practical computational ef�ciency is determined by the sampling frequency of the

detector's analog-to-digital conversions.

As shown in Figure 1.3, the DONN system is1 �rst designed and trained on digital
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platforms with its numerical modeling. To emulate the DONN system, each point at a given

diffractive layer acts as a secondary source of the input light wave in accordance with the Huygens-

Fresnel principle [37]. The phase of the input wave is determined by the product of the input

wave and the complex-valued phase modulation at that point. The diffraction space is required

to generate the diffraction pattern at the receive plane. The phase modulation at each point with

respect to its location at the layer is the learnable parameter iteratively adjusted during the training

process with error back-propagation method [69,140].2 Then, the trained model is physically

deployed with optical devices to realize the fully optical inference with few energy cost, high

computation speed, and high system throughput.

1.2.2 Optical Modeling and Simulation

To get an effective DONN model with respect to a speci�c ML task, the propagation

process of the light signal is emulated with mathematical modeling. The model is trained based

on the emulation on digital platforms, where a precise mathematical approximation for optical

phenomena, that is, light diffraction and phase modulation, is required.

There are mainly two mathematical methods for formulating light diffraction: (1)Finite-

difference time-domain(FDTD) method [134], which performs the full-vector differentiable

numerical simulation of photonic structures by solving Maxwell's equations directly without

physical approximations. The FDTD method is a sophisticated and powerful method for light

propagation emulation. However, it suffers from heavy computation efforts and strong data

dependencies, which hinder parallelism in kernel development. Speci�cally, FDTD method

requires the entire computational domain to be suf�ciently �ne gridded, which means the DONN
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system size will be expanded exponentially in the FDTD-based emulation. Since DONN systems

target large-scale ML tasks, the FDTD-based emulation is infeasible in computation runtime

and memory for DONN systems due to the system scalability; (2)Fast Fourier Transform(FFT)

method [37], which performs mathematical approximation based on scalar diffraction theory. It

simpli�es the computation with scenario-speci�c approximations while keeping the emulation

precision. There are three widely used approximations for light diffraction in different application

scenarios, that is, theRayleigh-Sommerfeldapproximation, theFresnelapproximation, and the

Fraunhoferapproximation. While both FDTD- and FFT-based approximations are differentiable,

FFT-based scalar diffraction modeling is more suitable for large-scale DONN emulation without

size expansion requirements for �ne gridded computational domain. More importantly, study in

[77] and our physical experiments have veri�ed that the FFT-based approximations are suf�ciently

precise to close the co-design gap for the DONN system emulation.

1.2.3 DONN Emulation and Training

Although the inference of the physical DONN is all optical, training DONN as part of

the design process is done through digital platforms. Thus, enabling the precise emulation of

optical phenomena happening in DONN systems, that is, input encoding, light diffraction, phase

modulation, and detector reading, is critical for the practical realization of DONN systems.

1.2.3.1 DONN Forward Function

The DONN system mimics the fully connected neural network in optical domain, and

diffraction units in each diffractive layer in the system work as neurons in a fully connected

7



Figure 1.4: Diffraction illustration. –(a) (� , � ) is the plane for diffraction aperture and illuminated
by the input light beam in positivez direction,� on the plane(�; � ) denotes the illuminated area.
(x; y) plane is the target plane.P0 andP1 are illuminated points on two planes.� is the angle
between the outward normal and the vector pointing fromP1 to P0. (b) Light propagation and
phase modulation through the diffractive layer with respect to the input light wave.

neural network. First, the continuous-wave (CW) laser source is employed to encode the input

information. The light wave is described with complex-valued numbers in physics with two

properties, amplitude and phase of the the wave, that is,E(t) = Aej� , wherej =
p

� 1, A is

the amplitude, and� is the phase. The input information is encoded with the intensityI of the

light wave with phase initialized as0, that is,� = 0, A =
p

I . Then, as shown in Figure 1.4, the

information-carried light wave is diffracted over the diffraction distancez, which is emulated with

mathematical diffraction approximations. At the diffractive layer, each diffraction unit embeds a

phase modulator, where the trainable parameter, phase modulation, is applied to the light signal.

The forward function for a multiple-layers constructed DONN system calculates diffraction and

phase modulation iteratively through all stacked diffractive layers. Finally, the diffraction pattern

is captured and converted to light intensity at the detector for analog-to-digital conversion for

digital computer processing.
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Diffraction approximation There are typically three approximation algorithms for scalar theory

of diffraction, i.e, theRayleigh-Sommerfeld approximation, theFresnel approximation, and the

Fraunhofer approximation. They are proposed with different assumptions of the system setup

regarding its aperture size and propagation distance, and work most ef�ciently under speci�c

application scenarios.

The Rayleigh-Sommerfeld approximation is the most commonly used approximation algo-

rithm as it requires least constraints on the system and is reported to give quite accurate results.

The Rayleigh-Sommerfeld approximation is implemented with Equation 1.1 in our work. As

shown in Figure 1.4(a), the diffracting aperture is in the(�; � ) plane, and is illuminated in the

positivez direction. We calculate the wave�eld across the(x; y) plane, which is parallel to the

(�; � ) plane and at distancez from it. Thez axis pierces both planes at their origins. Then, given

r01, which is the vector pointing fromP0 to P1, and� , which is the wavelength of the input laser,

whenr01 � � , the Rayleigh-Sommerfeld approximation will be described as

U(x; y; z) =
z
j�

ZZ

�

U(�; �; 0)
exp(jkr 01)

r 2
01

d�d�; (1.1)

wherej =
p

� 1; U(x; y; z) describes the wave�eld on target(x; y) plane after diffraction distance

z andU(�; �; 0) describes the wave�eld on the emission(�; � ) plane,k is the wave number where

k = 2�
� , and the distancer01 is given by

r01 =
p

z2 + ( x � � )2 + ( y � � )2: (1.2)

When diffraction angle� shown in Figure 1.4 is small enough, the computation complexity
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can be further reduced by applying conditions to the application scenarios while maintaining the

emulation accuracy. In the Fresnel approximation, we further simplify the approximation for the

distancer01 betweenP0 andP1 based on the binomial expansion of the square root in Equation

1.2, where we have

r01 � z[1 +
1
2

(
x � �

z
)2 +

1
2

(
y � �

z
)2]: (1.3)

The error introduced by dropping all terms butz for r01 is generally acceptable for ther 2
01

appearing in the denominator of Equation 1.1 but much more critical for ther01 appearing in the

exponent. So forr01 in the exponent, we retain both terms of binomial approximation. As a result,

the Fresnel approximation can be described as

U(x; y; z) =
ejkz

j�z

ZZ

�

U(�; �; 0)expf j
k
2z

[(x � � )2 + ( y � � )2]gd�d�: (1.4)

When we factored the termexp[ jk
2z (x2 + y2)] out, the Fresnel approximation is expressed as

U(x; y; z) =
ejkz

j�z
ej k

2z (x2+ y2 )
ZZ

�

f U(�; �; 0)ej k
2z (� 2+ � 2 )ge� j 2�

�z (x� + y� )d�d�: (1.5)

In the Fresnel approximation, the critical approximation happens in the approximation of the

exponent, which can be seen that the spherical secondary wavelets will be replaced by wavelets

with parabolic wavefronts. Thus, the condition on the distancez will be

z3 �
�
4�

[(x � � )2 + ( y � � )2]2max ; (1.6)

which means the observer (the(x; y) plane) should be in the near �eld of the aperture.
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The Fraunhofer approximation will greatly simplify the calculations in the Fresnel approxi-

mation when

z �
k(� 2 + � 2)max

2
(1.7)

is satis�ed and quadratic phase factor under the integral sign in Equation 1.4 is approximately unity

over the entire aperture. Thus, in the far �eld of the aperture, the diffraction can be approximated

as

U(x; y; z) =
ejkz ej k

2z (x2+ y2 )

j�z

ZZ

�

U(�; �; 0)exp[� j
2�
�z

(x� + y� )]d�d�: (1.8)

Thus, the diffraction process can be more generally formulated as – when an input wave

resulted froml � 1-th layer(�; � ), Ul � 1(�; �; 0) diffracts over diffraction distancez to thel-th

layer(x; y), the resulted wave�eldUl (x; y; z) in time domain is described as

U1
l (x; y; z) =

ZZ
U0

l � 1(�; �; 0)h(x � �; y � �; z )d�d�; (1.9)

whereh is the diffraction function of free space. It can be calculated with spectral algorithm with

Fast Fourier Transform (FFT) for fast and differentiable computation. By convolution theorem,

the integral can be calculated with

F xy (U1
l (x; y; z)) = F xy (U0

l � 1(�; �; 0))F xy (h(x; y; z)) ; (1.10)

Fl (�; �; z ) = Fl � 1(
; �; z )H (�; �; z ): (1.11)

Then, the multiplication resultFl (�; �; z ) will be transformed back to the time domain as

U2
l (x; y; z) by inverse Fast Fourier Transform(iFFT) for phase modulation, which is the input to
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the phase modulation.

Phase modulation The phase modulation functions likeweight parametersin conventional

neural networks and is updated iteratively during training process. Speci�cally, the input wave

U2
l (x; y) can be described by its amplitude and phase, byEuler's formula, it can be described with

a complex-valued number in time domain, that is,

U2
l (x; y) = A(x; y)ej� (x;y ) = Acos� + jA sin�; (1.12)

Wherej =
p

� 1, A is the amplitude,� is the phase for the input wave; Acos� is the real part and

Asin� is the imaginary part. After the phase modulation� (x; y), the wave function will be:

U0
l+1 (x; y) = Aej ( � + � )

= ( Acos� + jA sin� ) � (cos� + j sin� )

= U2
l (x; y) � � (x; y);

(1.13)

which can be realized with complex-valued matrix multiplications.U0
l+1 (x; y) is the input wave-

function for the forward function for thel + 1-th diffractive layer.

Measurement of prediction To realize the deep learning tasks such as image classi�cations in

physical implementation, the detector is set at the end of the system, which captures the intensity

of the light beam. In the emulation, predictions are generated according to the intensity of the �nal

diffraction pattern shown on the detector with pre-de�ned detector regions for different classes.

In a DONN system implemented withn diffractive layers, the wave�eld function at the detector
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plane is a complex-valued number, that is,U2
n+1 = Re + jIm , whereU2

n+1 is the wavefunction

aftern-th diffractive layers and an additional diffraction between last layer to the detector plane,

Re is the real part andIm is the imaginary part. The intensityI of the light beam would be

I = ( Re2 + Im 2).

1.2.3.2 Model Training

When the DONN system is employed for ML tasks, such as image classi�cation, phase

parameters that modify the layer-wise diffraction will be optimized through an iterative training

process, just like conventional neural networks. With mathematical approximation shown in

Section 1.2.3.1, the DONN forward function is described in complex domain, and at numerical

level is fully differentiable from detector to laser input. Therefore, the training process of DONNs

can be fully integrated with existing automatic differentiation engines and stochastic gradient

descent optimization algorithms. To initialize the training process, DONNs with respect to ML

tasks will have a loss function calculated based on the predictions of the model. Uniquely, DONN

predictions are generated by measuring the output intensity at customized detector regions, which

mimics the probabilities of output prediction aftersoftmax in conventional DNNs.

1.2.4 Hardware Deployment for Optical Systems

The materials used to deploy the trained DONN model on physical hardware need to be

carefully selected. Optical devices made from different materials can have different responses

to different laser wavelengths. For example, spatial light modulators (SLMs) can function as

diffractive layers in the DONN system with laser wavelength in visible range [11]. While for
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Figure 1.5: The illustration of the DONN system in THz range. The THz setup is built by our
collaborators from the University of Utah [74].

systems with laser wavelength in Terahertz (THz) range, 3D printed masks with designed thickness

at each pixel made with UV-curable resin are used as diffractive layers in THz optical systems [69].

In the example hardware system shown in Figure 1.32 , the wavelength of the laser source

is 532nm, which is in the operating range of the SLM1. The SLM is an array of twisted nematic

liquid crystal, where each pixel (liquid crystal) can be independently twisted to different angles

by different applied control voltages, providing different phase modulation for the input light

beam. However, such analog optical devices hardly have uniform optical responses to control

voltages and can vary individually due to fabrication errors, worsening the correlation between the

numerical emulations and the hardware deployment.

Another optical prototype for DONN deployment in Terahertz (THz) range is shown in

1https://holoeye.com/lc-2012-spatial-light-modulator/
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Figure 1.5, where the demonstrated diffractive masks were prototyped through 3D printing in

a low-index polymer [69, 74]. Figure 1.5 (a) shows the diagram of a two-layer THz DONN

setup. The hardware setup is shown in Figure 1.5 (b). The laser source generates a 0.3 THz (1mm

wavelength) beam, propagating through the input mask, two diffractive masks, and is read at the

detector. The diffractive masks are fabricated with a 3D printer and their edges are covered by

an aluminum �lm. The phase modulation is thus encoded by the thickness of the phase mask at

each pixel as shown in Figure 1.5 (c). When a light signal propagates through the phase mask, the

phase modulation can be approximated with:

� � =
�
2�

(n � 1)d; (1.14)

where� is the wavelength of light signal in a vacuum,n is the refractive index of the medium, and

d is the thickness distance the light travels through the medium. Thus, the precision and variation

of phase modulation depend signi�cantly on the fabrication performance of diffractive masks with

the 3D printer. However, affordable 3D printers suffer from poor variation control and limited

fabrication precision, resulting in signi�cant fabrication variations.

As a result, the imperfects and variations of optical devices highlight the importance to design

precise computation kernels for emulation and also hardware-software co-design algorithms for

DONN systems. Moreover, Lou et al. [74] show the effects of interlayer re�ection and interpixel

interaction on the deployment performance when pixel size becomes comparable to wavelength and

light diffraction creates fast-varying incident �eld in subwavelength scale in THz DONN systems,

which motivates us to propose the roughness-aware training algorithm for the hardware–software

co-design of DONNs [138].
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1.3 Related Works and Challenges

Optical computing has attracted lots of attentions from both industry and academia. Ac-

cording to their speci�c hardware deployment, there are mainly two categories: free-space optical

computing and integrated photonics. Speci�cally, the free-space optical computing, such as

the DONN system [69], takes advantage of free-space light diffraction and phase modulation

to manipulate the light signal. The distribution of light intensity after manipulation over the

detector plan is interpreted as the probability result of a ML task. The integrated photonics takes

advantage of optical interference instead [38–40,104,137] and works as the on-chip accelerators

for computing. It results in better adaptability to a variety of computing applications, while

limiting the overall ef�ciency improvement of the entire computing system when taking ADC

and communication cost into consideration. Shen et al. [104] design and fabricate a fully optical

neural network that achieves a MLP with Mach–Zehnder Interferometer (MZI) arrays. Com-

pared with integrated photonics, the free-space optical system is characterized by high energy

ef�ciency due to its implementation with passive devices, and low fabrication cost with respect

to its scalability. However, the free-space optical computing suffers from its bulky system size

due to the space requirement for light diffraction, resulting in challenging on-chip integration.

Although the free-space optical neural network is more susceptible to environmental noise and

alignment issues, its capacity for large scale deployment can serve as a compensatory advantage

when applied to ML tasks. Different from integrated photonics, which is used as a computing

accelerator, the free-space optical computing system reframes the entire computing process within

an optical paradigm. This transformation necessitates a rede�nition of the computing architecture

using optical computing operators, such as light diffraction and phase modulation, where the light
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Table 1.2: The comparison between free-space optical computing and integrated photonics.

Free-space Optical Computing Integrated Photonics
Operators Light diffraction & phase modulation Light interference

Deployment Passive free-space devices On-chip photonic devices
Size Larger and bulkier Compact, chip-scale integration

Scalability Large, free-space bulky system Small, easy system integration
Function The whole computing system Accelerator for computing

Fabrication cost Low High

signal serves as the information carrier. The comparisons of two optical computing systems is

summarized in Table 1.2.

The existing optical emulation engines, such as Mathworks BeamLab [119] and Light-

Pipes [118], mainly focus on the emulation of physical phenomena but lack key functionalities and

domain-speci�c runtime optimizations in supporting the development of DONNs. Existing optical

emulation frameworks face particular challenges in supporting DONN training and inference for

the following reasons: (1) the core emulation functions are not differentiable, which makes the

backpropagation-based training hard to implement; (2) the implementation is not optimized in run-

time. For example, LightPipes does not support tensor representations and operator fusion, which

signi�cantly limits the runtime performance (see Table 1.3); (3) there is no hardware/device-aware

emulation support, which requires signi�cant extra efforts for correlating numerical emulations

and physical deployments.

As a result, we summarize the critical technical barriers in developing DONNs as follows:

Challenge 1:Signi�cant performance degradation has been observed when deploying the trained

DONN model to the practical hardware, namely, there is an algorithm-hardware miscorrelation gap

between the numerical modeling and the physical system. The miscorrelation gap can arise from

two aspects:(1) the imprecise numerical modeling of the DONN system, that is, lack of precisely
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implemented physics emulation intermediate representation (IR). Classic numerical models for

fundamental physics kernels in DONNs such as FDTD-baaed modeling and scalar diffraction

modeling via FFT, are both veri�ed to be suf�ciently precise in DONN system emulations [77];

(2) lack of domain-speci�c hardware-software co-design algorithms to realize the quantization-

aware hardware deployment and deal with the intrinsic noise (such as fabrication variations,

non-uniform optical response, etc.) in optical devices. These challenges have been con�rmed

by Zhou et al. [140], who report� 30%accuracy degradation when deploying the model to the

physical optical system.

Challenge 2:Suf�cient cross-disciplinary domain-knowledge in optical physics, fabrication, and

ML is required for DONN system design and deployment, which poses a critical technical barrier

to exploring and advancing DONN systems in real-world applications. Currently, there is no

end-to-end design framework that supports the comprehensive design, optimization, fabrication,

and on-chip integration of full-stack DONN systems. Moreover, the broad architectural search

space with model construction, model training, and fabrication hyperparameters can be an obstacle

for ef�cient design space exploration (DSE), which also motivates the development of end-to-end

design frameworks.

Challenge 3: Training and emulation of DONN system are challenging due to high computa-

tional cost in modeling optical physics. For example, studies such as [69,80,140] reported that

training 5-layer DONNs for MNIST-10 with 5 epochs takes 3-4 days. Besides, existing optical

simulation frameworks lack runtime optimization for physics kernel development and do not

provide DSL support. Moreover, the choice of numerical physics modeling critically in�uences

runtime ef�ciency, necessitating a balance between computational performance and the need for

�delity to the eventual hardware deployment and fabrication processes. Table 1.3 summarizes the
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Table 1.3: Comparisons of existing programming frameworks for DONN compilation. Lines of
Code (LoC) efforts are evaluated with a 5-layer DONN [69].

Optics
kernels

DSE
LoC
(val)

LoC
(train)

Runtime
(pre-fab)

LightRidge (Our work) [64] 3 3 1� 1� mins – hrs
LightPipes [118] 3 7 2� n/a days

Customized
PyTorch/TF
[69,80,140]

7 7 20� 50� days

implementation comparisons between existing frameworks for the DONN design.

1.4 Overview of the Dissertation

This dissertation aims to advance the integration of optical systems into the computing

paradigm, addressing the existing knowledge gap between optics and deep learning. To tackle the

challenges outlined in Section 1.3, this dissertation introduces an end-to-end solution for design,

exploration, and deployment of DONN systems, tailored for various ML tasks. As illustrated in

Figure 1.6, the solution comprises three key components: (1)ef�cient domain-speci�c system

design algorithms. To bridge the gap between numerical system modeling and hardware de-

ployment using analog optical devices, this dissertation �rst introduces a differentiable co-design

algorithm [63], which integrates optical hardware information into the training process of the

DONN system. This co-design approach ensures seamless alignment between system emulation

and physical implementation. Then, an adversarial study involving domain-speci�c co-design

adversaries is further proposed in this dissertation [11,68], revealing the unique characteristics

of the optical diffraction mechanism. Both co-design algorithms are validated through empirical

experiments using our optical prototype; (2)end-to-end agile design framework.Furthermore,

this dissertation introduces the holistic and ef�cient design framework [64] for DONN systems
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Figure 1.6: Overview of research in the dissertation topic. The �ow goes through algorithms,
design framework, and versatile applications and explorations.

with the co-design algorithm. The framework integrates the accurate and high-performance com-

puting kernels and a user-friendly domain-speci�c language (DSL) to facilitate cross-disciplinary

research spanning optics and deep learning. By enabling systematic exploration of DONN systems,

this framework effectively addresses the knowledge gap between optics and deep learning; (3)ap-

plications and explorations of DONN systems.To demonstrate the DONN system's versatility,

this dissertation explores various applications, including physics-aware multi-task learning [67],

optical-inspired graph learning, and optical-inspired image segmentation for autonomous driving.

These applications illustrate the DONN system's potential to expand the capabilities of optical

computing in real-world scenarios.

Chapter 2 of this dissertation presents the domain-speci�c algorithms developed for the

DONN system. This chapter introduces two key algorithms designed to improve the system's

performance and robustness: (1) physics-aware differentiable co-design algorithm [63]. This

algorithm addresses the challenge of mapping digital emulations to analog optical devices by

introducing a differentiable algorithm that integrates hardware-speci�c characteristics directly into
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the training process. By embedding hardware information into the design pipeline, this method

signi�cantly enhances system design ef�ciency by reducing the manual effort required in the

training loop [140], resulting in an end-to-end differentiable co-design framework speci�cally tai-

lored for DONN systems; (2) physics-aware optical adversarial algorithm [11,68]. This algorithm

investigates adversarial vulnerabilities in optical neural networks. To adapt adversarial attack

strategies for DONN systems, we extend the classical Fast Gradient Sign Method (FGSM) [36]

into the complex domain, enabling effective adversarial analysis in optical settings. Our approach

provides a comprehensive examination of adversarial behavior in DONN systems, revealing the

uniqueness in optical diffraction mechanism and contributing to advance the attack and defense al-

gorithms in general complex-valued neural networks. Both algorithms are evaluated and validated

through empirical experiments using our optical prototyping platform [11], demonstrating their

effectiveness in real-world scenarios.

Chapter 3 of this dissertation presentsLightRidge[64], the �rst end-to-end design automation

framework speci�cally developed for the design and explorations of DONN systems.LightRidge

integrates three key components to enhance the system ef�ciency and usability: (1) accurate

and high-performance computing kernels. The framework incorporates optimized computing

kernels that ensure both precision and computational ef�ciency, addressing the performance

demands of DONN systems; (2) ef�cient hardware-software co-design algorithm.LightRidge

embeds an advanced co-design algorithm that tightly integrates hardware constraints with software

design objectives, streamlining the development process and improving system performance;

(3) user-friendly DSL support. To facilitate interdisciplinary research,LightRidgeoffers a DSL

that simpli�es system-level modeling and explorations for researchers across optics and deep

learning. By enabling ef�cient system-level emulation of DONN systems,LightRidgesigni�cantly
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reduces development complexity and accelerates design cycle. As an open-sourced framework,

LightRidgefurther promotes multidisciplinary collaboration, fostering advancements in both

optical computing and deep learning.

Building upon the capabilities of theLightRidgeframework, Chapter 4 introduces diverse ML

applications for DONN systems, proposing novel DONN system architectures. This chapter mainly

introduces three applications: (1) multi-task learning with a physics-aware rotation architecture,

namely as RubikONN [67]. RubikONN introduces a novel multi-task learning architecture that

enables the DONN system to perform multiple tasks using a single hardware setup. This is

achieved by physically rotating the diffractive layers, allowing for �exible system recon�gurations.

This approach achieves at least a 4� improvement in implementation cost and 2.7� in energy

ef�ciency, with only marginal performance degradation. RubikONN demonstrates the potential of

adaptive optical architectures in enhancing system versatility and resource ef�ciency; (2) optical-

inspired neural network for graph learning. This work applies the DONN system to graph learning

tasks by encoding graph information, such as node features and neighbor relationships, directly

onto the light signal. The system then outputs the classi�cation of the target node. To enhance

the training ef�ciency of deep DONN architectures, this work introduces an optical skip channel,

which accelerates convergence and improves performance in complex graph learning scenarios;

(3) optical-inspired RGB image processing for autonomous driving. This application employs

the DONN system for image-to-image processing tasks, including image segmentation and lane

detection in autonomous driving scenarios. To effectively handle RGB images, the proposed

DONN architecture incorporates three diffraction channels, each processing the 'R', 'G', and

'B' components separately from the camera sensor. The model is evaluated across multiple

datasets, demonstrating its robust generalization across diverse environmental conditions, further

22



showcasing the DONN system's potential for various real-world deployments.

This dissertation primarily contributes to the �eld of computer engineering by proposing

novel optics-speci�c algorithms, optical system architectures, and a domain-speci�c design frame-

work tailored for DONN systems. All proposed methods are evaluated through comprehensive

simulations, while the optical prototype, which is used to validate key simulation results, is

conducted in collaboration with our collaborators from the University of Utah.
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Chapter 2

Physics-aware Co-design Algorithms for Diffractive Optical Neural

Networks

2.1 Introduction

Although the inference and prediction of the DONN system are all optical, the model

training that leads to a valid design is conducted on a digital computer. As the model works based

on physical phenomena, it is challenging to digitize and emulate it through digital computers. The

physical emulation for model training is done with the mathematical approximation model of

the DONN system as shown in Section 1.2.3, which is suf�ciently accurate for emulation with

an acceptable emulation gap. However, the analog optical devices used for model deployment

enlarge the miscorrelation gap between the numerical emulation modeling and analog optical

hardware deployment. Taking the measurement lists of an SLM shown in Figure 2.1 as an example,

optical devices differ from digital devices in several key aspects, including: (1) cross-talk between

operational modes. For example, recon�gurable optical devices, such as SLMs, can be con�gured

for different operational modes, i.e., providing phase modulation only or intensity modulation only

to the incident light signal. However, even with correct con�gurations, such devices inevitably
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Figure 2.1: Illustrations of the real-world optical devices and its practical optical response
measurements. Take the SLM as an example. The optical prototyping is developed by our
collaborators from Prof. Weilu Gao's group at the University of Utah [12].

introduce both types of modulation simultaneously, leading to mode cross-talk that complicates

precise optical control; (2) non-uniform optical response with digital control, i.e., the optical

response does not change linearly or uniformly with respect to the digital control signals. The

differences between adjacent control levels can vary signi�cantly, introducing nonlinearity and

calibration challenges in the optical modulation process; (3) discrete and limited control stages.

The precision of the adjustment of analog optical devices is limited and discrete over a large value

range. For example, the optical devices are expected to provide a 2� periodic phase modulation in

DONN systems with only 4 to 16 accurately measurable control stages. Consequently, expensive

adaptive training and manual calibration efforts are often required for each design iteration,

resulting in substantial runtime overhead [69,140].

In this chapter, we introduce our hardware-software co-design algorithms designed speci�-

cally for DONN systems. Section 2.3 introduces the co-design algorithm with implementation of
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Gumbel-Softmax [41,52,76] in the DONN system modeling, improving the correlation between

the numerical emulation and physical deployment signi�cantly. With the co-design algorithm, the

design cycle is shortened and the design ef�ciency is thus enhanced. Section 2.4 introduces the

physics-aware adversarial algorithm to study the adversarial vulnerabilities of DONN systems.

Both algorithms are demonstrated and validated with the optical prototype in the visible range,

and the optical prototype is developed by our collaborators from the University of Utah.

2.2 Preliminary

In this section, we introduce the background knowledge of our proposed co-design algorithm.

Section 2.2.1 introduces the targeted optical devices in this work in detail and Section 2.2.2

introduces the Gumbel-Softmax distribution.

2.2.1 Physical Optical Devices for Phase Modulation

The DONN systems will be deployed on physical hardware with analog optical devices

after trained on digital platforms. Optical devices functioning as diffractive layers are expected to

provide light diffraction and around 2� phase modulation over full function range in the DONN

system. Different types of optical devices exhibit varied behaviors in response to different input

light wavelengths.

In our DONN system shown in Figure 2.1, the diffractive layers are implemented with SLMs

in visible range, where the wavelength of the light signal is532nm. Speci�cally, the SLM1 is an

array of twisted nematic (TN) liquid crystals. These liquid crystals can be twisted to different

angles by different applied control voltages, providing a phase shift of about2� at 450nm, about
1https://holoeye.com/lc-2012-spatial-light-modulator
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1:8� at532nm and around1� at800nm with respect to the full range (e.g., 256 discrete voltage

stages) of the supplying control voltage. Each pixel in the SLM is a liquid crystal independently

controlled by the control voltage, which can be customized by users via HDMI. A practical optical

response in amplitude and phase modulation of the SLM with eight discrete control voltages

is provided in Figure 2.1, and the optical responses with respect to discrete control voltages is

not uniform over its functioning range. Additionally, each single SLM can respond differently

even under identical experimental setups due to fabrication variations. When multiple SLMs are

employed in one system, the variation will accumulate, and worsening the correlation between the

numerical emulations and the physical hardware experiments, which highlights the importance

and motivation of our proposed hardware-software co-design framework.

2.2.2 Gumbel-Softmax Algorithm

Gumbel-Softmax is a continuous distribution on the simplex which can be used to approxi-

mate discrete samples [41,52,76]. With Gumbel-Softmax, discrete samples can be differentiable

and their parameter gradients can be easily computed with standard backpropagation. Letz be the

discrete sample with a one-hot representation withk dimensions, and its class probabilities are

de�ned as� 1; � 2; :::; � k . Then, according to the Gumbel-Max trick proposed by [41], the discrete

samplez can be presented by:

z = one hot (argmax
i

[gi + log� i ]); (2.1)
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wheregi are i.i.d samples drawn from Gumbel(0, 1). Then, we can use the differentiable approxi-

mationSoftmax to approximate the one-hot representation forz, i.e.,r � z � r � y:

yi =
exp(( log(� i ) + gi )=� )

P k
i =1 exp(( log(� i ) + gi )=� )

; (2.2)

wherei = 1; 2; :::; k. The softmax temperature� is introduced to modify the distributions over

discrete levels. Softmax distributions will become more discrete and identical to one-hot encoded

discrete distribution as� ! 0, while at higher temperatures, the distribution becomes more

uniform as� ! 1 [52]. Gumbel-Softmax distributions have a well-de�ned gradient@y
@� with

respect to the class probability� . When we replace discrete levels with a Gumbel-Softmax

distribution depending on its class probability, we are able to use backpropagation to compute

gradients. Recently, Gumbel-softmax has been applied to differentiable neural architecture

search [29,30,45,125,127] and differentiable quantization [5]. However, enabling differentiable

discrete weight training in a fully physics-differentiable neural network with a real-world physical

system has not yet been studied. Particularly, the parameters in DONNs are limited to non-negative

values due to the nature of optical physics.

2.3 Physics-aware Differentiable Discrete Co-design Algorithm for Diffrac-

tive Optical Neural Networks

As illustrated in Section 1.2, the free-space DONN, which works based on light diffraction

and phase modulation, is demonstrated to be differentiable with respect to its trainable physical

parameters, such that the parameters can be optimized with conventional automatic differentiation
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engines [12, 65, 68, 69, 94, 104]. However, when the DONN system is deployed on physical

hardware, it shows signi�cant accuracy degradation compared to the numerical emulation [69,140],

e.g., the accuracy degradation is claimed as 30% in [140], due to the uniqueness of the analog

optical hardware as discussed in Section 2.1 and Section 2.2.1. Despite the diffraction propagation

in the DONN system is differentiable, directly adding discrete mapping from device to DONN

systems will break the gradient chain in backpropagation. Moreover, in optical hardware systems,

diffractive layers implemented with analog optical devices can behave differently due to different

optical con�gurations or device responses, i.e., non-uniformity exists across the computing units

(devices), while the DONN model is trained and optimized on digital platforms with uniform and

stable number-represented computation. Thus, to narrow the gap between numerical emulation

and practical deployment, while training a multi-layer DONN system, there is a great need to

develop a �exible training framework that can optimize the DONN parameters with respect to

various optical devices from layer to layer.

While quantization techniques are applicable to discrete mapping from the device level to

DONN systems, there are several critical limitations due to the fact that optical devices used in

DONNs are analog, non-monotonic, and non-uniform. Moreover, the trainable parameters in

DONN systems are more importantly limited by the constraints in physics. For example, the phase

for the light wave is a periodic function with2� as the period. Thus, the trainable parameters with

respect to the phase modulation devices in the DONN system should be restricted within[0; 2� ]

and aware of the2� period during the training process [44,69,140].

This work proposes an ef�cient and �exible co-design framework that enables physics-

aware differentiable discrete mappings from devices to DONN systems via Gumbel-Softmax

(GS) [41,52,76]. This approach can overcome the aforementioned limitations with GS enabling

29



fully differentiable discrete mapping regardless of the number representation format, range, or

discrete distribution. Speci�cally, our results demonstrate the advantages over existing state-of-

the-art DONN training approaches and quantization algorithms using real-world optical devices,

in various DONN architecture settings. Moreover, we perform comprehensive temperature

scheduling exploration and statistical analysis in the GS algorithm to offer insights into this

framework. Our results demonstrate the substantial advantages for DONN co-design in image

classi�cation, particularly when deployed optical devices are limited to low precision. Finally, we

verify the proposed approach in our visible-range DONN hardware platform [11] in low precision

settings in Section 2.3.2.4.

2.3.1 GS-based Physics-aware Differentiable Co-design Algorithm

2.3.1.1 System Overview and GS-based Training Algorithm

We illustrate the proposed training framework using a �ve-layer DONN system implemented

for a ten-class image classi�cation task, with ten detector regions placed evenly on the detector

plane. As shown in Figure 2.2, each diffractive layer modi�es the amplitude and phase of the

input light signal. In our experimental setup, diffractive layers are implemented with SLMs. As

we discussed in Section 2.2.1, the analog optical device SLMs provide modulation with respect to

the discrete input control voltage values, and the physical responses for each SLM can be different

and non-uniform, which requires a hardware-software co-design algorithm for precise emulation.

To enable differentiable discrete mapping,Gumbel-Softmaxis added in the numerical

modeling of DONNs. First, our framework de�nes the input discrete voltage values as trainable

parameters, where each pixel is represented using a one-hot vector. The trainable parameter
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Figure 2.2: Illustration of the proposed GS framework in training a 5-layer DONN system.

dimensions are then de�ned by (1) the system size and (2) the number of discrete values in the

devices. For example, let the system size be200� 200with 8 discrete levels in the devices, the

trainable voltage parameters will be200� 200� 8 in each layer. Note that the phase and amplitude

modulation will still be in the shape of200� 200, where the optical properties are mapped by

matmul (matrix multiplication) the one-hot vectors (200� 200� 8) and the device level vector

(8 � 1). Then, to address the problem of gradient chain breakage brought by the discrete trainable

parameters, in Gumbel-Softmax, a Gumbel distributiong � Gumbel(0; 1) and a class probability

� for the discrete levels are introduced to approximate the discrete levels. As it is shown in

Figure 2.3, during backpropagation in the training process, instead of propagating gradients to the

discrete one-hot voltage levels directly, it will propagate through the differentiable approximation

to the discrete levels generated by Gumbel-Softmax distribution with its class probability� . The

differentiable approximation will be updated according to the training algorithm, and the discrete

voltage levels will be updated by its class probability� from the approximation. The process in
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Figure 2.3 can be described as:

wi;j = one hot (
exp(( log(� n ) + gn )=� )

P k
n=1 exp(( log(� n ) + gn )=� )

);

gn � Gumbel(0; 1); k = total discrete levels; i; j 2 [0; N � 1];

(2.3)

wherewi;j be the voltage level applied to the pixel located at[i; j ] in the diffractive layer with

a sizeN � N . In Equation 2.3,one hot will pick the class with the highest probability over

k discrete voltage levels after softmax as1, while otherk � 1 stages will be0 in the one-hot

representation forwi;j .

Thus, modulations for both amplitude and phase towards the input light signal provided at

each pixel are

wi;j
C =

Realz }| {
(wi;j � A)
| {z }

Matmul

�cos(wi;j � P) + i (wi;j � A) � sin(wi;j � P)
| {z }

Imaginary

;

for i; j 2 [0; N � 1]

(2.4)

whereA is the array with discrete calibrated amplitude value,P is the array with discrete calibrated

phase value.wi;j
C will be the phase and amplitude modulation provided by the pixel located at

[i; j ], which is a complex-valued number resulting from mapping the one hot represented voltage

level with the amplitude and phase responses of the speci�c SLM (e.g., the optical responses in

Figure 2.1).

Let wi;j 2 W, wi;j
C 2 WC, wherei; j 2 [0; N � 1], N is the size of diffractive layer,

according to Equation 2.3, the discrete variableW has the distribution depending on� and forward

functionf (W). The objective is to minimize the expected costL(� ) = EW � p� (W ) [f (W)], which
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Figure 2.3: Detailed illustration of discrete device-to-system mapping via Gumbel-Softmax in
both forward and backpropagation.

is the ML loss in the system, e.g., in DONN system for image classi�cation,L is usually set as the

MSE Loss [69], [140], via gradient descent, which requires us to estimater � EW � p� (W ) [f (W)].

The discrete sampleW can be approximated byG(�; g ). The gradients fromf to � will be

computed as follows:

@
@�

EW � p� (W ) [f (W)] =
@
@�

Eg[f (G(�; g ))]

= Eg� Gumbel(0;1)[
@f
@G

@G
@�

]:

(2.5)

To be more speci�c, as shown in Figure 2.3, for each pixel (wi;j
C ) in diffractive layers, the

modulation provided by the pixel is represented by complex tensors that emulate the diffraction

of light. The complex number is transformed from phase and amplitude modulation byEuler's

formula. Since the input light signal is also described by complex numbers, the modulation can be

easily realized by multiply the two complex numbers.

As a result, in our Gumbel-Softmax based co-design algorithm, after the input image is
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encoded with a coherent laser beam in complex domain, where the imaginary part is initialized

as all zeros, the emulations/forward function of the DONN system for image classi�cation

can be described as follows – Each diffractive layer is composed with dense diffraction units

with apertures and phase modulators. Speci�cally, the aperture will providelight diffraction ,

which connects the neurons in neighboring diffractive layers and the diffraction is non-trainable

parameters with respect to user-de�ned setups in the system. The mathematical modeling for light

diffraction follows the illustrations in Section 1.2.3 from Equation 1.1 – Equation 1.11. Thephase

modulation embedded in each aperture functions as a “weight” in DONN to modify the input

light wave, and the phase modulation is our targeted trainable parameter in the system, which

is described in Equation 2.4 aswx;y
C . The phase modulation provided by each diffraction unit in

the layer is independently con�gured, andwx;y
C 2 WC. Thus, the output wavefunction after phase

modulation is expressed as

f 0
l+1 (x; y; 0) = f 2

l (x; y; z) � W l
C(x; y); (2.6)

where(x; y) is the location over the layer andf 0
l+1 (x; y; 0) is the input wavefunction for the

forward function for(l + 1) � th layer.

As a result, we model the light diffraction (Equations 1.1–1.11), phase modulation (Equation

2.6), and device-to-system co-design (Equations 2.3–2.4) in fully differentiable numerical formats.

Thus, the DONNs can be trained with conventionalautogradalgorithms by simply minimizing

DONN ML loss function, e.g., Adam algorithm [55]. Note that in the DONN system, since

diffractive layers are propagated in sequence, each layer can be implemented using different

devices, i.e., with different calibrated data points. As we can see in Figure 2.3, mapping multiple
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devices in one DONN system can be simply realized using the proposed framework by replacing

theAmp andPhasevectors at each layer.

2.3.1.2 Gumbel-Softmax Exploration

As it is discussed in Section 2.2.2, the variance of the approximated Gumbel-Softmax

distribution over discrete levels is determined by� , which is also referred astemperaturein

Gumbel-Softmax. While giving a higher temperature value, Gumbel-Softmax will result in less

variance that is close to a uniform distribution. In opposite, when� is close to 0, it will be

more variant over discrete levels, i.e., be more identical to one-hot distribution. Thus, similar

to simulated annealing, the algorithm should be �rst deployed with high temperature to enable

coarse-grain global search. The temperature should then be annealed down to shrink the search

space to �nd the local optimized point. Speci�cally, at the early training stage, we expect the

variance between different levels to be small, such that the discrete values are easier to be changed

during gradient descent optimization. As the optimization efforts increase, it is expected to

decrease the temperature to �ne-tune the optimization, where most of the discrete values are far

more stable during gradient descent optimization.

2.3.2 Experiments

System Parameters The default system used in this work is designed with �ve diffractive layers

with the size of200� 200, i.e., the size of layers and the size of total ten detector regions are

200� 200. To �t the optical system, the original input images from MNIST [60] and FashionMNIST

(FMNIST) [129] with size of28� 28will be interpolated into size of200� 200and encoded with
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the laser source whose wavelength is532nm. The physical distances between layers, �rst layer to

source, and �nal layer to detector, are set to be27:94cm. As shown in Figure 2.2, ten separate

detector regions for ten classes are placed evenly on the detector plane with the size of20� 20,

where the sums of the intensity of these ten regions are equivalent to a 1� 10 vector infloat32

type. The �nal prediction results will be generated usingargmax . The default DONN system is

implemented with an optical device consisting of 8 discrete voltage values for modulation.

Training Setups The learning rate in the training process is0:5 trained with100epochs for all

experiments usingAdam[55] with batch size500. The implementations are constructed using

PyTorch v1.8.1. All experimental results are conducted on an Nvidia 2080 Ti GPU.

2.3.2.1 Temperature Scheduling in Gumbel-Softmax

While deploying Gumbel-Softmax to enable differentiable discrete training for DONNs, the

temperature value in Gumbel-Softmax is known as an important hyperparameter for the training

performance. Thus, we �rst explore different temperature schedules in the proposed training

framework for implementing DONNs with low-precision optical devices. Speci�cally, the results

shown in Figure 2.4 are trained with experimentally measured real-world devices with 8 discrete

values (see Figure 2.1).

As discussed in Section 2.3.1, we mimic the concept of temperature scheduling insimu-

lated annealinginto the Gumbel-Softmax based training framework. We evaluate six different

temperature schedules, which all start with highest temperature� h = 50, and end with lowest

temperature� l = 1 with 100 training epochs (Figure 2.4). First, we set three static temperature

training as baselines for comparisons, which are trained with static temperatures for the whole
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(a) Training loss evaluations on MNIST. (b) Testing loss evaluations on MNIST.

(c) Training loss evaluations on F-MNIST. (d) Testing loss evaluations on F-MNIST.
Linear Cosine Step � = 50 � = 25 � = 1

MNIST 0.997/0.979 0.994/0.978 0.995/0.978 0.138/0.133 0.930/0.926 0.143/0.146
FMNIST 0.941/0.891 0.935/0.888 0.938/0.889 0.857/0.844 0.876/0.854 0.446/0.444

(e) Final training/testing accuracy of all temperature schedules.

Figure 2.4: Evaluations of temperature scheduling in GS-based discrete device-to-system DONN
training framework.

training process, i.e., (1)� = 1, (2) � = 25, and (3)� = 50. For dynamic temperature scheduling,

we evaluate (4) linear temperature decaying scheduling (Linear ), with temperature decay rate

as0:5 per epoch; and (5) cosine-annealing-decaying (Cosine ) temperature schedule, where

we set� cosine = [50; 40; 30; 20; 40; 30; 20; 30; 15; 5; 10; 1]. With higher temperature, i.e., larger

exploration space for the algorithm, it is expected to train for more epochs. Thus, we set the

training epochs for each temperature as[10; 10; 10; 10; 10; 10; 10; 8; 7; 5; 5; 5] ; and (6) step tem-

perature decaying (Step ) the temperature schedule is set as� step = [50; 40; 30; 20; 10; 5; 1] with

the training epochs per temperature as[25; 20; 20; 15; 10; 5; 5].

In Figures 2.4(a)–(d), the training and testing processes are fully recorded for MNIST
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(a) Evaluation on 3-layer, 4-layer, and 5-layer DONNs with MNIST-10.

(b) Evaluation on 3-layer, 4-layer, and 5-layer DONNs with FashionMNIST.

Figure 2.5: Accuracy performance comparisons between the proposed framework and conventional
quantization methods, i.e., PTQ [58], QAT [58], and WSQ [43,116], for discrete device mapping
in 3-, 4-, and 5-layer DONNs using MNIST and FMNIST datasets. WSQ w/o post-processing
shows the accuracy performance of the model quantized with both negative and positive discrete
levels. Ours denotes the performance of the model quantized with the proposed GS framework.

and FMNIST, with the x-axis representing the training iteration and the y-axis representing the

loss value. The training and testing accuracy is shown in Figure 2.4(e). As we can see, for

both MNIST and FMNIST, the system performs better with annealing temperature schedules in

Gumbel-Softmax compared to the static temperature setups. From Figure 2.4, we empirically

conclude that theLinear annealed temperature schedule works best for our system, as training

and testing loss converge simultaneously and most ef�ciently. Therefore, we deployLinear

temperature decaying in the rest experiments.
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2.3.2.2 Comparisons with Quantization Methods

To demonstrate the advantages of the proposed GS-based training approach over existing

methods, we compare the accuracy performance with existing approaches used in experimental

optical studies [69, 140] and various quantization methods. The targeted optical device is the

same 8-level device. Note that the proposed GS-based training framework is fully aware of the

discrete distribution on-the-�y in the training process, in which the weights are ready for hardware

deployment directly. The trained discrete values are used to con�gure the device, which produces

the complex-valued property of optical devices.

The baseline results are generated with various quantization methods under the same

optical system setup, including post-training quantization (PTQ) [58], quantization-aware training

(QAT) [58], and the weights sharing quantization (WSQ) [43,116] shown in Figure 2.5. For all

the quantization methods compared, we �rst �t a multi-polynomial regression model that takes

supply voltage as input and produces phase and amplitude value. The discrete values are selected

with respect to speci�c optical device responses. For PTQ, we train the DONNs while considering

the device voltage values being feasible infloat32 precision and round the voltages to the

nearest available discrete points (8, 12, or 16 discrete integers) after entire training process. For

QAT, instead of quantization after all training iterations, the values are rounded to the nearest

available discrete values during the training process (clipping over minibatch updates), and the

loss is calculated with the clipped SLMs voltages. Speci�cally, during the training of the entire

dataset (one epoch), we explore various options for minibatch clipping, i.e., for the MNIST training

dataset with 60,000 samples, we do the quantization every 12,000 samples, 15,000 samples, 20,000

samples, 30,000 samples, and 60,000 samples, respectively. Our experimental results demonstrate
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that QAT training set up with one quantization per epoch over the entire dataset performs the

best, which is included in Figure 2.5. For WSQ, the input model is a pre-trained DONNs in

float32 precision, and is then quantized with weights sharing methods conducted onKMeans

clustering [43,89,116]. Note that the quantized clusters are automatically selected by the algorithm

without full awareness of the physical device. Thus, unlike GS-based method, which is fully aware

of the physical feasibility of the devices, WSQ method requires further post-processing to exactly

match the discrete levels available on the physical devices. We provide additional discussion on

the physical feasibility of devices during quantization with weight distribution analysis shown in

Figure 2.6.

As shown in Figure 2.5, four different approaches are evaluated with 8, 12, and 16 discrete

levels in 3-, 4-, 5-layer DONN systems, respectively. Note that the discrete values in optical

devices are all non-negative numbers. Thus, models trained and quantized with WSQ algorithm

require post-processing to round all negative parameters to the nearest non-negative available

value. To make comprehensive comparison, we provide both quantization results before and

after post-processing. Models trained with GS-based method always perform at its best accuracy

(0.98 for MNIST, 0.89 for FMNIST). Speci�cally,(1) within the same depth of DONN systems,

the model trained with the proposed GS-based framework demonstrates better accuracy in all

cases. More importantly, for the system implemented with different discrete levels, the proposed

framework is able to train the DONNs to match the best accuracy regardless of its complexity.

(2) For systems with different structural complexity, GS-based method shows signi�cant advan-

tages in training, especially devices with fewer (e.g., 8-level) discrete levels.(3) For compared

quantization methods, even though they work decently before post-processing, the performance

will signi�cantly degrade once post-processing is applied. For example, before post-processing,
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(a) Full precision (float32 ). (b) WSQ w/o post-processing.

(c) WSQ w post-processing. (d) Gumbel-Softmax (GS).

Figure 2.6: Weights distributions for the same 5-layer DONN model quantized with different
quantization methods.

the models quantized with WSQ method perform similarly as GS-based method (e.g., 0.97 for

MNIST, 0.88 for FMNIST). However, the accuracy after post-processing degrades more than 27%

consistently for all setups. Our results have demonstrated that the proposed differentiable discrete

training framework with Gumbel-Softmax offers signi�cant training performance improvements

over conventional quantization algorithms, especially in co-designing DONN systems built with

optical devices with very limited and non-uniform optical responses.

To understand the performance degradation by post-processing, we explore the distribution
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of weight parameters (Figure 2.6) of 5-layer DONNs with 8-level devices. We can �nd that the

performance gap between models before and after post-processing shown in Figure 2.5 comes

from the unawareness of the physical optical devices, which only provides feasible positive

discrete levels. Figure 2.6a shows the weights distribution of the model trained with full precision

(float32 ), which is a zero-centered normal distribution. The distribution after WSQ quantization

shown in Figure 2.6b follows the original distribution but results in 8 discrete levels. It is still

zero-centered, covering both negative and positive discrete levels. However, the negative levels

are infeasible in physical optical devices. Thus, after post-processing is applied, the distribution

(Figure 2.6c) is signi�cantly changed to satisfy all physical properties. All the negative discrete

levels are truncated to zero and the positive discrete levels will be quantized to the nearest

physically available discrete levels. Meanwhile, GS-based method weight distribution shown in

Figure 2.6d is quite different compared to WSQ after post-processing. Note that GS-based method

trained parameters will not need any further post-processing for hardware deployment.

In conclusion, conventional quantization methods with post-processing are applicable to

discrete mapping from the device level to DONN systems but suffer from not being aware of

physical feasibility for different devices. However, with the proposed GS-based framework, the

model is trained with full awareness of the physical devices as discrete differential mappings.

Thus, the weights acquired from the GS-based framework can be deployed directly on the physical

devices without post-processing and offer signi�cant advantages in the physics-aware algorithm-

hardware correlation between numerical models and physical optical systems.

42



Table 2.1: Con�dence evaluations of DONNs trained with 8 discrete values in the optical devices,
with testing accuracy.

Dataset Depths [69,140](0%) 0 % 1 % 3 % 5 %

MNIST
D=1 0.670 0.960 0.398 0 0
D=3 0.910 0.978 0.961 0.876 0.661
D=5 0.950 0.979 0.979 0.979 0.977

FMNIST
D=1 0.540 0.874 0.340 0.001 0
D=3 0.830 0.889 0.791 0.518 0.278
D=5 0.870 0.890 0.889 0.886 0.883

2.3.2.3 Complex-valued Con�dence Evaluation

We �rst evaluate the same DONN system structure trained with our GS-based method and

the state-of-the-art DONN training methods in [69,140]. Speci�cally, we aim to overcome the

training limitations stated in [69] with respect to physics limitations of shallow DONNs (� 3

layers). Second, we provide the con�dence evaluation for DONN systems with different structure

complexity, all shown in Table 2.1.

First, as shown in the �rst column and the second column in Table 2.1, DONN implemented

with different diffractive layers can be trained to achieve similar high prediction accuracy (0.98

for MNIST, 0.89 for FMNIST) using our framework. For the DONN systems trained in [69],

the accuracy performance decreases as the DONN system structured with less diffractive layers,

in which [69] stated that it was due to the fundamental limitations of optical physics in shallow

DONNs. However, our proposed GS training framework has successfully boosted the prediction

performance in those shallow architectures.

While the accuracy in shallow DONNs is signi�cantly improved, we further analyze the

performance robustness of the DONNs implemented with different depth of diffractive layers.

Speci�cally, we explore the con�dence of the predictions acquired by the system. When the
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sample is classi�ed correctly, we decrease the highest probability generated by softmax function

(softmax of intensity values collected in the ten detector regions) by 1%, 3% and 5%, and then

evenly distribute to the other nine outputs, i.e., increasing the probabilities of the other outputs by

0.11%, 0.33% and 0.55%, respectively. For both datasets, as the depth of DONNs increases, the

prediction con�dence increases, i.e., the prediction accuracy drops less with respect to the applied

errors. For example, there is almost no accuracy degradation on �ve-layer DONNs for MNIST,

and less than 1% degradation on FMNIST with up to 5% applied error. However, for single-layer

DONNs, the accuracy drops 56% for MNIST and 53% for FMNIST when 1% error applied and

drops to 0 when applied error increases to 3% and 5%. The con�dence studies have post great

intuitions in building real-world DONN systems in different device/system precision scenarios,

e.g., for high precision and expensive devices and camera, shallow DONNs is suf�cient; while for

low precision optical system, deeper DONNs are needed for robust performance.

2.3.2.4 Physical Experimental Evaluations

The existing hardware system for verifying the demonstrated simulation results from GS-

framework is shown in Figure 2.7a and has been presented by Chen et. al [11]. Brie�y, the input

images are generated at532nm wavelength laser and have the size100� 100. The distance

between SLMs and between the last SLM and camera is set as27:94cm (11 inch). The available

voltage level is set as 8. The �nal diffraction pattern is captured on a CMOS camera. For a 3-layer

DONN system for MNIST data shown in Table 2.1, the trained discrete weights (voltage level) of

the 3-layer DONNs are directly deployed to the system that controls the applied phase modulation

of each device, whose functionality follows the phase and amp function curves in Figure 2.1.
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(a) Physical experimental DONNs prototype and measurements.

(b) Detector pattern for experiments and simulation.

Figure 2.7: Evaluation results of a 3-layer DONN system in visible range optical prototyping
deployment. (a) The experimental system. There are 8 discrete available voltage levels for each
optical device. (b) Corresponding detector patterns of experimental measurements and simulation
results of the 3-layer DONN system. The experiments are conducted by our collaborators from
Prof. Weilu Gao's group at the University of Utah [12].

As shown in Figure 2.7, the DONNs simulation results match the experimental measurements

very well, which demonstrate the effectiveness of our GS framework, especially at low �nite bit

precision.
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2.3.3 Section Summary

This work studies a novel �exible device-to-system hardware-software co-design framework

which enables ef�cient training of DONNs systems implemented with arbitrary experimental

measured optical devices across the layers. Speci�cally, this framework realizes backpropagation

through discrete parameters via Gumbel-Softmax. Our simulation results demonstrate that the

DONN system optimized with the proposed framework will acquire signi�cant accuracy im-

provements compared to the state-of-the-art quantization methods. Moreover, exploration for

temperature scheduling for Gumbel-Softmax in DONN systems, con�dence evaluation for DONN

systems implemented with different numbers of layers, and algorithm veri�cation on the optical

prototype are comprehensively discussed.

2.4 Adversarial Machine Learning for Recon�gurable Diffractive Optical

Neural Networks

While ML algorithms make incredible contributions in critical application domains, there

has seen a notable increase in security threats on ML systems [27, 50, 59, 109]. As a result,

IBM, NVIDIA, Bosch, Microsoft recently are collaborating on Adversarial ML Threat Matrix

to empower adversarial security techniques to detect and respond to adversarial ML threats in

real-world applications [4]. As a promising candidate for overcoming the electronic bottlenecks

of conventional ML systems, the optical computing system is emerging as the high-performance

hardware accelerator. The advantages result from the inherent parallelism enabled by multiplexing

capabilities of photons, along with their low static power consumption.
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To take advantage of the energy-saving optical neural networks, increasing efforts are

devoted to applying such networks in real-world scenarios such as medical sensing, security

screening, drug detection, and autonomous driving, which are usually highly sensitive to the

security threats [25]. Thus, the security and integrity of the applications with optical neural

networks pose great concerns. In some cases, adversarial inputs can be dangerous as they can

force a trained model to produce incorrect outputs [112]. However, very little research has been

conducted on the comprehensive vulnerability and robustness of neural networks in the optical

(complex-valued) domain, due to the unique physical properties that construct the behavior of

optical neural networks.

In this work, we provide a comprehensive adversarial analysis with a novel complex-domain

Fast Gradient Sign Method algorithm, namely, Complex-FGSM (C-FGSM), based on the physics-

aware co-design algorithm proposed in Section 2.3, by modifying the digital FGSM adversarial

algorithm [36]. Speci�cally, our contributions in this work can be summarized as: (1) we propose

an adversarial attack in complex domain (C-FGSM) (Section 2.4.1.1) and verify its effectiveness

in the physical DONN system (Section 2.4.2.2); (2) we provide comprehensive analysis for optics-

speci�c adversarial attacks by comparing them with the same adversarial algorithms implemented

against conventional DNNs (Section 2.4.2.3). Our demonstrated all-optical ML system builds a

playground of exploring new adversarial and defense algorithms in an uncharted area of complex-

valued neural networks.

This work is a collaborative effort with equal contributions from my collaborator, Ruiyang

Chen, a member of Prof. Weilu Gao's group at the University of Utah. Our primary contributions

lie in algorithm development and the analysis of simulation results, while our collaborators focus

on the development of the optical prototype and experimental veri�cation of the results.
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2.4.1 Physics-aware Complex-valued FGSM Adversary Algorithm

2.4.1.1 Complex-valued Adversarial Algorithm

To explore the behavior of the DONNs system under adversarial attacks, we employ C-

FGSM to generate adversarial images, which modi�es the conventional FGSM for complex

domain applications. Speci�cally, as shown in Figure 2.8, the model is emulated and trained with

the physics-aware mathematical modeling in Section 2.3 and Section 1.2. With the C-FGSM

adversary algorithm, the original examples (I p) before attack is �rst evaluated with the trained

model and the loss function (L (I p; t)) is computed with the ground truth (t), where� is the

trainable parameters, i.e., phase modulation in the system,f (I p; � ) is the feed-forward function. In

the computation graph for the model, we obtain the gradients,@L
@Ip

, and its signsign( @L
@Ip

) applied

to input examples with respect to the loss function, namely, the perturbation is generated as

4 (I p; L) = eps� sign(Re(
@L
@Ip

)) ; (2.7)

whereepsis the hyperparameter to control the applied perturbation strength. In an optimization

process, we utilize descent gradients to minimize the loss function, while in an adversarial

generation, we utilize ascent gradients at the input examples to increase the loss function and

confuse the model. Note that the DONN system is described with complex numbers for simulation,

the obtained gradients from simulation are also complex numbers. Considering the encoding

method for the input image in the current DONN system is amplitude encoding, i.e., the phase of

the light signal after input image encoding is set as zeros while the input information is encoded

on the amplitude of the light signal only, only the sign of real part of the gradients extracted
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Figure 2.8: The architecture of DONN system and the backpropagated gradient �ow to generate
the adversarial images.

from the simulation is applied to the input image for the adversary example generation, i.e,

I
0

p = I p + 4 (I p; L).

In our physics-aware optical system, we have the input image interpolated and binarized,

and adversarial attacks are binarized attacks. In binary examples, we �ip the value of an image

pixel when the corresponding applied gradient has a positive sign, otherwise it remains the same.

To make sure the adversarial examples are readable for human eyes, we apply a mask on the

featured part in input images, i.e, the image containing black 1 (Image x in Figure 2.8), to

disable the application of attack gradients to image features.

2.4.1.2 Hardware Implementation

The hardware diagram of the experimental setup is illustrated in Figure 2.8 and we use

the same optical prototype shown in Figure 2.7a. It is a 3-layer DONN system with system

size of100� 100. The laser diode (CPS532 from Thorlabs, Inc.) has the center wavelength

532nm. The distance between SLMs and between the last SLM and camera is set as27:94cm.
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The polarizers (P0 and A0) before and after SLM0 are con�gured to have SLM0 to operate with

a strong modulation of transmitted electric �eld amplitude (intensity mode) to encode the input

image information on light intensity. In contrast, the half-wave plate and polarizer ((�= 2)1 and

P1) before and after SLM1 are con�gured to have SLM1 to operate with a strong modulation

of transmitted electric �eld phase (phase mode) for phase modulation to input light wave. Both

half-wave plates and polarizers for SLM2 and SLM3 are con�gured in the same way. The SLMs

(LC 2012 model from HOLOEYE Photonics AG) employed in our system is implemented with

8� bit precision analog-to-digital converter for liquid crystal driving voltage, so that the grey level

of SLMs is from0 to 255. The pixel size of SLMs is36� m. The �nal diffraction pattern is

captured on a CMOS camera (CS165MU1 from Thorlabs, Inc.).

2.4.2 Experiments

In the experimental implementation for adversarial DONN system, we use 3-label datasets

for adversarial attacks from MNIST and FMNIST with binarized image inputs. The adversary

examples are generated with the algorithm illustrated in Section 2.4.1.1 and the physical optical

system is constructed by our collaborators from Prof. Weilu Gao's group at the University of

Utah, as illustrated in Section 2.4.1.2. Note that the adversarial attacks for binarized inputs are

also binarized. Speci�cally, we select arbitrary 3 labels from all labels in the dataset. With the

sub-dataset with selected 3 labels, we train the model, generate the perturbation and inference the

model with selected labels.
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(a) (b)

Figure 2.9: Confusion matrix for (a) MNIST and (b) FMNIST datasets before and after adversarial
attacks by C-FGSM.

Table 2.2:MNIST accuracy before and after adversarial attacks.

3-label model Accuracy before attack Accuracy after attack
f 0; 1; 2g 98 % 63 %
f 0; 3; 7g 98 % 81 %
f 0; 5; 9g 97 % 77 %
f 1; 5; 8g 95 % 41 %
f 3; 4; 5g 93 % 49 %
f 6; 7; 9g 95 % 60 %

2.4.2.1 Numerical Adversarial Evaluation

The emulation results before and after adversary attack are shown in Figure 2.9. Speci�cally,

Figure 2.9a shows the confusion matrices of MNIST classi�cation before and after adversarial

attacks. The accuracy drops substantially from 98% to 44%, con�rming a successful attack. We

also demonstrate the attack to the 1,2,7 labels in the Fashion-MNIST (F-MNIST) dataset, which

are corresponding to trousers (TR), pullovers (PO), and sneakers (SN). The accuracy also drops

substantially from 97% to 72% as shown in Figure 2.9b.

Similar attacks can also be observed in other models consisting of three different digits in

the MNIST dataset, which are summarized in Table 2.2. This suggests a general applicability of

our C-FGSM algorithm to the full dataset.
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2.4.2.2 Physical Adversarial Evaluation

Furthermore, we demonstrated our adversarial algorithm with the optical prototyping shown

in Figure 2.7a. The optical prototyping and experimental validation were conducted by our

collaborators from Prof. Weilu Gao's group at the University of Utah.

Figure 2.10 displays representative simulation and experimental results of an image1 in

theMNIST sub-dataset with labelsf 1, 2, 7g and theTrousersin FMNISTsub-dataset with labels

f Trousers, Pullover, Sneakersg, with and without adversarial attacks, which both show a successful

adversarial attack with generated images using the C-FSGM algorithm. As we can see from the

results, when adversarial attacks is applied, clear reduction of con�dence levels, which means the

con�dence probability of target labels reduces, in both simulations and experiments, demonstrating

successful adversarial attacks. Speci�cally, for digit1 in MNIST dataset, it is misclassi�ed to2

with the recognizable adversary for both simulation and experiment result; while for theTrouser

in FMNIST dataset, it is misclassi�ed toPullover in both simulation and experiment results.

Additionally, the results demonstrate that our numerical physics-aware modeling can correlate the

real-word optical hardware deployment well.

2.4.2.3 Adversarial Robustness Analysis

Finally, we perform a comparative analysis of the adversarial attacks generated from FGSM

algorithms in conventional neural networks architectures, including multiple layer perceptron

(MLPs), convolutional neural networks (CNNs), and C-FGSM on DONNs. In order to have

a fair comparison, the image size for all three architectures is the same, i.e.,100� 100. The

analysis is demonstrated with 3-label selected MNIST and FMNIST, i.e, labelsf 1, 2, 7g for
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(a) Input image of a digit 1 from the MNIST dataset.

(b) Input image of a trousers from the FMNIST dataset.

Figure 2.10: Simulation and physical experiment demonstration for samples from MNIST and
FMNIST with energy analysis with corresponding simulated inference diffraction pattern, the
intensity percentage obtained from simulation, experimental diffraction pattern, and the intensity
percentage obtained from experimental measurements. The physical experiment demonstrations
are conducted by our collaborators from Prof. Weilu Gao's group at the University of Utah.

MNIST dataset, and labelsf Trousers, Pullover, Sneakersg for FMNIST. Speci�cally, the MLP

model consists of two linear layers with hidden size 128, where the input image is �attened

as one-dimensional tensor, i.e., MLP (10000! 128 ! 10). The CNN model consists of two

Conv2D, two MaxPooling2D, two linear layers that make the �nal predictions. Speci�cally, �rst
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