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Advances in artificial intelligence (AI) promise to remove accessibility barriers

experienced by disabled people. Data is often a prerequisite for this promise. How-

ever, datasets sourced from disabled people (i.e., accessibility datasets) are scarce,

limiting innovation and raising concerns of harm for this community. Inclusivity

issues, including lack of data representativeness, tend to rise in the development.

Too often, the teams defining objectives and model requirements for developing AI-

infused solutions lack members with lived experience of disability. More so, existing

practices to include disabled people in the AI development lifecycle often come with

ethical, practical, and methodological dilemmas.

The overarching goal of my research is to realize this promise of AI for accessi-

bility. Through a weave of threads and a mixed-methods approach, this dissertation

proposal aims to mitigate issues of inclusivity by ascertaining the gaps and ad-

dressing the misalignments of datasets and AI development practices with disabled

people’s needs and contexts.

Thread I. Underlining the importance of data, I discover and question the



norms related to including disability in datasets. I conduct a meta-analysis of ac-

cessibility datasets over the last four decades to ascertain the gaps in data collection

and sharing practices and their result in intersectional representation.

Thread II. To address misalignment of existing norms with the disability

community, I surface people’s perspectives on data collection and sharing for in-

creasing disability representation in AI datasets. With a focus on the blind commu-

nity, I conduct contextual interviews, followed by a co-design study to foster active

participation of blind people to shape future data stewardship practices.

Thread III. Moving beyond datasets, I expand my research to broader AI

development including problem formulation and evaluation. With a focus on the

Deaf community, I conduct surveys to ascertain the gaps in expectations between

machine learning practitioners and Deaf/deaf people in AI for sign language. I also

address misalignment via paired co-design studies to foster collaboration involving

the Deaf community in AI teams.
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Chapter 1: Introduction

As technology framed as \arti�cial intelligence" (AI) continues to be devel-

oped and permeate many aspects of our society, it can play a signi�cant role in

the lives of disabled people1. In recent years, a great number of e�orts have been

made to leverage AI's potential for the needs of the disability community using

computer vision, natural language processing, and machine learning [13{18]. While

there are bene�ts to AI-infused2 solutions, ethical considerations must be addressed

in their development, such as inclusion of disabled people [20]. Given the increas-

ing attention to fairness in AI pertaining to underrepresented populations [21{24],

conversations loom large in the context of disability, with unique risks emerging for

disabled people [25{28].

1.1 Focus and Goal of This Thesis

Following the topics of ongoing discourse, this research focuses on the lack

of representation of disabled people as an important source of inclusivity issues.

1Throughout this dissertation, I adopt identity-�rst language ( e.g., `disabled people', `blind
people'). I acknowledge that some people may choose person-�rst language (e.g., `people with
disabilities', `people with visual impairments') as captured in the ongoing discussions among the
disability community ( e.g., see Sharifet al. [12]).

2This term refers to \features harnessing AI capabilities that are directly exposed to the end
user," as described by Amershiet al. [19].
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Notably, potential biases and harms can result from inadequately representative

training data of the disability context [25, 29] or goals of AI models de�ned by

stakeholders without lived experience of disability [26, 30]. In fact, prior research

argues that de�ning representative data with application-domain experts is essen-

tial in mitigating negative, downstream e�ects from data issues|e.g., misalignment

of contexts between data collection and system deployment [31]. To foster aware-

ness and understanding of AI implications for disabled people, more research and

intervention are needed to inform AI practices that are inclusive.

The goal of this research is to understand and promote inclusive AI practices{

with disabled people at the forefront throughout the development lifecycle. To

achieve this, my work aims to document, question, and improve the prevailing norms

within AI practices. It is guided by two overarching objectives on the basis of

ascertaining gaps(Obj. 1 ) in AI practices and addressing misalignment(Obj. 2 )

with disabled people.

1.2 Outline of This Thesis

My thesis weaves three intertwined threads (Figure 1.1), incorporating a mixed-

methods approach, to meet these objectives.

Thread I. Ascertaining Gaps in Data Stewardship Practices. Given

the importance of data to train and benchmark AI-infused systems, this thread

aims to ascertain gaps(Obj. 1 ) in practices related to datasets sourced from

disabled people (i.e., accessibility datasets). Leveraging the compilation of existing

2



Figure 1.1: Outline of chapters by Thread I ascertaining gaps in data practices
across disability communities (Chapters 3 and 4); Thread II addressing
misalignment in data practices with the blind community (Chapters 5
and 6); and Thread III ascertaining gaps and addressing misalignment
in development practices with the Deaf community (Chapters 7 and 8).

datasets by Kacorri et al. [32], the work includes two chapters of analyzing the

manually extracted metadata to uncover patterns in data collection purposes and

data sharing strategies across di�erent communities of focus (Chapter 3), as well

as representation of disabled data contributors within intersecting demographics

(Chapter 4). I re
ect on the gaps and trends to understand the need and challenges

of stewarding accessibility datasets that inform future discussions with disabled

people, connecting these re
ections to Threads II and III.

Thread II. Addressing Misalignment in Data Stewardship Practices.

To improve the norms around data stewarding in accessibility, this thread aims

to address misalignment(Obj. 2 ) via active participation of disabled people to

shape future data stewardship practices. In this thread, the work focuses on the

blind community to gain their insights as early adopters of technology, presenting
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both opportunities and concerns in their role as data contributors [33]. It covers

two chapters surfacing perspectives from blind people on best ways to source their

study data and increase the availability of representative AI datasets: contextual

interviews to understand the motivating and challenging factors involved in their

data sharing decisions (Chapter 5) and co-design activities for an accessible data

sharing platform that can mitigate their concerns when contributing their data

(Chapter 6).

Thread III. Ascertaining Gaps and Addressing Misalignment in AI

Development Practices. Last, I expand my research to the broader AI devel-

opment process which includes the crucial step of formulating the right problem to

solve [34]. In this thread, the work focuses on the Deaf community, the growing

research interest among machine learning practitioners to apply their methods to

build sign language technology. In return, the technology's susceptibility to bringing

potential harms is a signi�cant concern, primarily stemming from the lack of Deaf

involvement in de�ning the problems the technology could or should address [30].

In this context, as a formative step, I conduct surveys with machine learning practi-

tioners and D/deaf sign language users toascertain gaps(Obj. 1 ) in expectations

and interests related to sign language processing (Chapter 7), informing potential

divergences that may arise in meeting end user goals. Moving toObj. 2 , I address

misalignmentof goals between machine learning and Deaf communities by exploring

collaborative interventions via paired co-design studies (Chapter 8).

4



Chapter 2: Background

This chapter discusses the problem space laying the foundation for this dis-

sertation work related to disability inclusion in datasets and AI development. Sec-

tion 2.1 describes bene�t and risk traits of many accessibility datasets, prompting

the need to ascertain gaps in existing data stewardship practices (Thread I) and

address any misalignment between the prevailing norms within these practices and

the expectations of data contributors (Thread II). Section 2.2 extends to the broader

realm of AI development in accessibility (Thread III), providing background on nor-

mative concerns involving methodological, societal, and structural barriers to the

inclusion of disabled people. This overview emphasizes the need to ascertain gaps

in AI development and address misalignment between stakeholders and impacted

communities, with the goal of facilitating disability-centered practices in AI.

2.1 Disability Inclusion in Datasets

Data in the digital age is a key input and source of value, often referred to

as\the new oil" [35], a trend that continues with generative AI. The �eld of acces-

sibility is no exception when it comes to the growing need for data, considering the

potential to facilitate novel assistive technology for disabled people [20,30,36]. For

5



example, innovation in sign language processing requires videos and annotations

sourced from the Deaf community [37, 38]. Photos taken by blind people can be

used to train our mobile phones to recognize everyday objects [13,39]. Bias mitiga-

tion could utilize features explicitly representing disability, such as di�erent speech

characteristics [10,40] to tune a speech recognition model. More importantly, these

datasets sourced from disabled people, which we call accessibility datasets [32], can

enhance the inclusivity of AI-infused applications [25,26,41].

Despite the critical role and growing interests in the �eld, accessibility datasets

still remain scarce [36]. The accessibility community is calling for more dataset con-

tributions [42] that are larger, more inclusive, and publicly available to work on

speci�c problems [30, 43]. Nonetheless, researchers have discussed myriads of chal-

lenges in stewarding accessibility datasets [20,27,44,45], from collecting to managing

and sharing them. Primary barriers are privacy and ethical considerations to protect

those represented in the data [20, 45{47]. Consent and disclosure can be problem-

atic. Collecting data from small populations increases the risk of re-identi�cation,

which can amplify concerns for further discrimination pertaining to sensitive dis-

ability status [20, 45]. Sharing accessibility datasets also poses risks of data abuse

and misuse without proper laws and regulation enforcement (e.g., building a hiring

algorithm that can make biased decisions based on disability [48]).

Ascertaining Gaps. Increasing the availability of accessibility datasets re-

quires a delicate balancing act between bene�ts and risks. Questions such as \What

data can I share and how?" are yet not straightforward. This demands attention

for a holistic understanding of existing gaps in data stewardship practices, which

6



the nature of disciplines can impact| e.g., research methodologies, research prob-

lems, or processes by communities. Previous attempts to review such datasets have

identi�ed gaps and trends within the �eld, aiming to guide future data steward-

ship e�orts. However, they tend to be more narrow in focus typically restricted

to a population and taske.g., sign language videos of Deaf signers [49, 50], photos

taken from blind or low vision people [2], and presence of older adults in publicly

available face datasets [29]. In Thread I, to inform the broader implications of

disability inclusion in datasets, we critically examine whether and how researchers

and data stewards across communities have been involved in collecting and sharing

accessibility datasets.

Addressing Misalignment. Sharing accessibility datasets can attract, nur-

ture, and challenge data scientists and technologists to include disabled people at

the forefront of AI innovations. In doing so, there is a heavier focus on tensions

between normse.g., how do we balance the elevated data privacy risks against the

need for information like data representativeness for trainingfairer models? Ad-

dressing such normative misalignment can involve structuring the data contribution

process to respect, protect, and motivate those who participate [29]. Certain appli-

cation domains are promoting and supporting these values in the dataset creation

paradigm [51,52]. Recent work on \Disability-First Datasets" for object recognition

with blind people is a great example [53, 54]. Theodorouet al. [53] implemented

an interface that supports communication between data stewards and data contrib-

utors during data collection; for instance, blind people are noti�ed of data that

fail to meet the validation criteria (e.g., quality and privacy) and asked to retake

7



them. However, this prompts unaddressed questions about data assessment and

the role of contributors. Despite being most a�ected by the outcomes, blind people

are informed rather than actively involved in validation and decision-making pro-

cesses, partly due to data inaccessibility. For instance, the inspection and �ltering

of personally identi�able information are done by the data stewards [53,54], not the

blind contributors. Thus, privacy-preserving techniques that are accessible to blind

people are attracting attention (e.g., [55, 56]). In Thread II, we build upon these

e�orts by centering the perspectives of disabled people to address misalignment in

data stewardship practices and recognize the levels and contexts of operationalizing

their involvement.

2.2 Disability Inclusion in AI Development

There have been active calls for diverse representation in de�ning problems

and goals for AI-infused systems [30, 34]. A growing body of work has focused on

participatory approaches, exploring both opportunities and challenges in centering

those most a�ected by these technologies [57{60]. Similar discussions are occurring

in accessibility [20,61{63], aiming to facilitate equitable and empowering technology

development. Underpinning these e�orts is the disability rights movement's guiding

principle, \Nothing About Us Without Us," which emphasizes the need for disabled

people to be in control of the policies and decisions that shape their lives and

communities [64].

Despite the demand for increased representation of disabled people in shaping
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design problems and solutions, e�ective participation is often hindered by ethical

and methodological challenges in technology practices [65, 66]. For example, prior

research highlights issues such as the limited accessibility of design tools for mixed-

ability teams [62, 67, 68]. Societal and cultural norms further impede meaningful

involvement of the disability community. Power dynamics within teams have been

widely discussed in accessibility research, highlighting deeper systemic issues that

undermine agency and ownership [66,69,70]. These challenges are particularly pro-

nounced in research involving the Deaf community, where distrust toward hearing

researchers, particularly those lacking sign language pro�ciency, exacerbates these

issues [69]. While interpreters can mediate communication between signing Deaf and

hearing team members, unequal participation can still manifest as lag in turn-taking

or delays in engagement [71]. More so, disparities at the root, such as limited access

to critical resources in STEM education [72], can lead to exclusionary processes and

outcomes (e.g., the absence of Deaf leadership [73]), further reinforcing structural

imbalances in collaboration [74].

Ascertaining Gaps. Existing norms and power structures embedded in in-

clusion e�orts can complicate communication and collaboration among stakeholders,

further contributing to misaligned goals and expectations in contexts of mismatched

expertise [75]. These issues are especially pressing in technologies designed for dis-

ability communities, such as those for Deaf people, where promised solutions tend

to be viewed as \disability dongles"1 (e.g., sign language gloves [77], stair-climbing

1Liz Jackson calls the \Disability Dongle: A well intended elegant, yet useless solution to a
problem we [disabled people] never knew we had" [76].
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wheelchairs [78]) that fail to address actual needs. Some of these systems have even

raised concerns of potentially causing harm [77,79]. Meanwhile, much AI research on

sign language remains siloed within speci�c disciplines, despite the inherently inter-

disciplinary nature of the work [30]. Building on tensions that arise in cross-cultural

and cross-disciplinary teams [80, 81], we can expect unique obstacles to developing

more community-centered technologies. In Thread III, we take a deeper look at

the barriers to inclusive and e�ective collaboration with the Deaf community. We

begin by ascertaining gaps between key stakeholders, particularly Deaf community

members and technology practitioners, to understand how context, power, and lived

experience shape potential collaboration in these teams.

Addressing Misalignment. To overcome barriers to participation, researchers

in HCI and accessibility have pursued more inclusive approaches to technology de-

sign, such as developing resources to bridge gaps in cross-cultural or disciplinary

contexts [82, 83] and adopting accessible co-design methodologies [84, 85]. These

e�orts can foster collaboration by integrating the lived experiences and perspectives

of disabled people into the development process [86,87]. Extending this approach to

building machine learning models in AI development holds potential to better con-

ceptualize and re�ne algorithms, interfaces, and applications [88, 89]. Importantly,

it can also help challenge existing power structures by actively involving disabled

people in the ideation and creation of technologies that impact them [90]. Our work

in Thread III also builds on these discussions in the context of sign language tech-

nology research, informing the development of necessary supports to address the

question: \How can people work together e�ectively in this space?"[63].
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{ Thread I {

Ascertaining Gaps in Data Stewardship Across Disability

Communities

11



Thread I Overview

This thread consists of two chapters that focus on ascertaining gaps in data

stewardship practices concerning accessibility. We aim to discover the norms of dis-

ability inclusion in AI practices, speci�cally related to datasets. We conduct a meta-

analysis of accessibility datasets to examine the trends over the years, which involves

identifying communities with disproportionate data collection, dataset availability,

and intersectional representation within these datasets.

In Chapter 3, the analysis begins by manually extracting metadata of 137 ac-

cessibility datasets to characterize trends for data collection purposes and methods,

as well as data sharing strategies across di�erent communities of focus. Chapter 4

extends this work, with metadata of 190 accessibility datasets, to uncover patterns

in the way data collection includes disabled people, particularly in terms of rep-

resentation of demographic attributes including age, gender, and race & ethnicity.

Each chapter provides re
ections on the analysis to guide future data stewardship

e�orts, discussing the need and challenges of accessibility datasets and questioning

methodological decisions in the �eld in broader AI practices.
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Chapter 3: Understanding Practices of Data Stewards in the

Collection and Sharing of Accessibility Datasets 1

3.1 Motivation

In this chapter, we aim to understand the current state of accessibility datasets

to identify gaps in data collection and sharing practices by data stewards across

di�erent disciplines and over time. As shown in Figure 3.1, accessibility datasets

refer to annotated data resources collected from disabled people that could be used to

train or evaluate machine learning models. While these datasets have the potential

to drive innovation, mitigate bias, and contribute to a more inclusive future of AI,

prior research has highlighted the limited availability of such datasets [30,36]. This

is partly due to ethical and privacy concerns arising from potential data abuse,

misuse, or re-identi�cation risks [25,45{47].

To address the need and challenges of accessibility datasets, we are motivated

to improve the transparency of norms for collecting and sharing them. We conduct

a systematic review of 137 accessibility datasets and re
ect on variations across

1The work in this chapter is completed and published at the 23rd International ACM SIGAC-
CESS Conference on Computers and Accessibility (ASSETS '21), titled \Sharing Practices for
Datasets Related to Accessibility and Aging" [91]. This is joint work with PhD student Utkarsh
Dwivedi and my advisor Hernisa Kacorri. I co-led data annotation, analysis, and interpretation,
and drafted the manuscript.
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Figure 3.1: Examples of accessibility datasets such as photos taken by blind
users [2], assistive app logs of users with visual impairments [3], sign
language videos [4], gloss annotations [5], motion captured signs [6],
depth data from older adults' activities [7], stroke gestures by people
with motor impairments [8], eye-tracking data from autistic children [9],
voice recordings of people with speech impairments [10], and a speech
corpus of people with intellectual disabilities [11].

communities of focus2. Datasets are manually coded in terms of communities of

focus; sample size, data type, and how they relate to the purpose and tasks of the

data collection; and sharing practices. We analyze the manually extracted metadata

of the datasets to answer our key questions that include:Which communities do data

stewards collect data from?What are the goals and methods for data collection?

What decisions are made on whether to share datasets and how? To help guide

future data stewardship e�orts related to accessibility datasets, we identify and

discuss the gaps and trends from our analysis.

2This term is derived from Mack et al. [42] to refer to areas within the �eld of accessibility
research focusing on groups such as those who are Deaf or hard of hearing, or those who are blind
or have low vision.
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3.2 Methods

This work builds on top of the iterative search for accessibility datasets by Ka-

corri et al. [32], which started in November 2017 and ended in March 2020. Their

search strategy was multi-layered: (i)open searchvia search engines using spe-

ci�c keywords complemented with the terminology used in the IDEA [92] and the

ADA [93], (ii) focused searchesin repositories (e.g., Kaggle, UCI, Zenodo) and pub-

lication venues (e.g., ACM, IEEE, ASSETS), and (iii) focused searcheson common

authors, principal investigators, and funded projects that resulted from the previous

searches. Leveraging a total of 137 datasets spanning over 35 years (1984-2020) in

the collection, we perform dataset code and review to analyze current and historical

trends of practices related to collecting and sharing accessibility datasets.

3.2.1 Procedure

Our review started with the manual coding of accessibility datasets by ex-

tracting information from related publications and/or dataset documentation. We

utilized a spreadsheet created in the dataset search, which contained the name, year

of release, links to the paper and/or dataset, DOI, data stewards (e.g., authors),

and contact emails.

Manual Coding

What-to-code was formulated on the basis of our exploratory questions related

to communities of focus, goals and methods for data collection, and data sharing
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practices. However, the coding schema still had to be adapted in the process. For

example, to explore methods used by data stewards, we wanted to code data size for

comparison across communities. Accessibility datasets are yet so diverse in terms

of data type and context, that even when looking at datasets within a community

(e.g., sign language data [94]), the size can be observed through di�erent measures|

sentences, vocabulary size, video duration, or richness of linguistic annotations.

We realized having such granular information is not feasible across datasets from

di�erent communities and is often not meaningful for comparison. We decided to

code the number of contributors (i.e., study participants in most datasets) as a

proxy for data size.

After iterative coding, we extracted the following when available:

Contributors : We extract terms originally used to describe the individuals con-

tributing data.

Communities of Focus : We assign a dataset to one or more communities of fo-

cus based on the data contributors (see Communities of Focus below for assigned

groups).

Summary : We write a few sentence-long summary about the contributors, strat-

egy, and purpose of the data collection.

Data Size : We note the number of contributors as a proxy for data size. Control

groups when available are coded separately.

Data Type : We make a note of the technology used to collect the data and list all

formats both for the data and annotations if any.

Collectors : We note whether the dataset was collected by an educational institu-
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tion, industry, or both.

Access: We note whether there is a link for direct download or an explicitly men-

tioned point of contact for accessing the dataset as well as associated licensing.

Ethical Board Clearance : We mark whether ethical board clearance is mentioned

in the datasets or their associated materials.

Communities of Focus

Rigid categorization of disability is challenging and questionable [44, 95]. To

aid the analysis and presentation, we annotated the datasets in our collection across

10 groups, with many communities falling under more than one.

Autism. This group includes datasets sourced from autistic individuals, both chil-

dren and adults (e.g., [9] and [96]). The umbrella classi�cation ofAutism Spectrum

Disorder (ASD) refers to disorders of brain development a�ecting social interaction

or verbal and nonverbal communication [97]. This community has received atten-

tion as a speci�c subset of accessibility research [42,66] and is a group on its own in

the IDEA [98].

Cognitive. This group captures a much broader category of datasets (e.g., [99]

and [100]) sourced from individuals with cognitive disorders commonly leading to

di�erent types of impairments. They include Parkinson's disease, which can cause

speech or mobility impairments, or they can occur in association with aphasia, a

language impairment. We often cross-listed these datasets in multiple groups listed

below. The group also considers other medical conditions that can lead to cognitive
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impairments such as bipolar disorder or functional memory de�cit.

Developmental. This group broadly captures datasets from people with any phys-

ical and/or mental disability ( e.g., [101] and [102]) that began before the age of

22 [103]. Though many people with a developmental disability do not have an

intellectual disability [104], the community is being noted asIntellectual or Devel-

opmental Disability (IDD) [42]. We group datasets that particularly mention and

include individuals with IDD.

Health. This group refers to a broad category of datasets collected in research

related to healthcare as well as health and wellbeing management (e.g., [7] and

[105]). We see intersections with other sub-disciplines of HCI, particularly aging and

rehabilitation [42,45]. Thus, this group includes older adults or people undergoing

rehabilitation, as well as those with speci�c health concerns that do not belong to

other groups, such as cardiac diseases.

Hearing. This group follows a combination of the IDEA category, including datasets

that involve people who are deaf/Deaf and hard of hearing. In this group, those

who are deaf/Deaf often contribute as signers (e.g., [106] and [4]).

Language. This group includes datasets from people with language disorders such

as aphasia or impairments represented by low verbal IQs that a�ect a person's ability

to communicate. We group datasets that particularly focus on limited abilities to

use and express language (e.g., [107] and [108]).

Learning. This group includes datasets from people with conditions that are

neurologically based and that can lead to di�culty in learning and using related

skills [104], such as reading or writing. We particularly group datasets that mention
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and include people with dyslexia, dysgraphia, or dyscalculia (e.g., [109] and [110]).

Mobility. This group includes datasets from people with mobility and motor/dexterity

impairments (e.g., [8] and [111]). Although the word Mobility is used here for group-

ing, we generally include datasets that target people with limited physical function-

ing of one or more limbs, such as in walking or moving hands or �ngers.

Speech. This group covers datasets sourced from people with limited or impaired

speech patterns, such as found in dysphonia, dysarthia, stuttering, and conditions

of cleft lip and cleft palate. Since speech impairments can be caused by Parkinson's

disease, this group is cross-listed with other groups. Examples of data are [112]

and [113].

Vision. This group includes dataset sourced from people who are blind or have low

vision (e.g., [114] and [13]), which are commonly noted as thevisually impaired or

those with vision loss [42].

3.2.2 Analysis

We perform a qualitative and descriptive analysis of the manually extracted

metadata to characterize the current state of accessibility datasets, with a speci�c

focus on identifying gaps in data collection and sharing practices. Our analysis is

composed of the following:

Communities of Focus. We analyze the current distribution of the datasets

across communities, how this distribution has changed over time, and the purpose

for collecting the datasets. We also augment discussions by analyzing the language
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used to describe the people within these communities and contrast them to current

guidelines [103,104].

Methods: Data Size and Type.We analyze trends across data size in terms of

the number of people involved referring to both those representing communities of

focus and those serving as proxies or control [42]. We also analyze the data types

and how they relate to communities and the purpose of the data collection.

Data Sharing Practices. We analyze the current distribution of the datasets

from each community across strategies that dataset stewards employed for sharing

or not sharing them. We also report any mentions of research clearance, impacting

their decisions on data sharing and requirements to follow.

3.2.3 Limitations

The coders involved had di�erent levels of experience in accessibility and AI.

Initially, two HCI graduate students started the coding process and assessed inter-

rater agreement. Though this was found to be high, there were many errors in

the coding. This is partially explained by the fact that the task was inherently

messy and challenging. Even when limited in scope within the �eld of accessibility

and publication venues such as ACM, we see similar tasks that are characterized as

\challenging and e�ortful" [42].

Disability-related terminology was an added challenge to the coding process.

It was di�cult to map terms used in datasets and/or associated publications to the

communities of focus. This is partially explained by the fact that the terminology

20



used to describe the people contributing data is often confusing, as detailed in

Communities of Focus above. The third coder with experience in accessibility, the

author of this thesis who co-led the analysis, was added to the team in September

2020 to have a detailed pass on the annotations and resolve disagreements in the

coding with the team.

Last, our analysis of datasets could be biased toward certain disciplines or

years of release at the expense of the previous search for accessibility datasets that

went through a lot of detective work [32]. While somewhat systematic in their search

strategies, the identi�cation of these datasets relies heavily on the domain exper-

tise of the researchers collecting them, including their knowledge of the publication

venues or data repositories to search within.

3.3 Results

We surface the critical gaps and trends from our analysis of accessibility

datasets (1984-2020) in terms of the communities of focus; sample size, data type,

and how they relate to the purpose and tasks of the data collection; and data

sharing practices. When re
ecting on the practices for reporting the communities

represented in datasets, we indicate the terms used in quotes.

3.3.1 Communities of Focus

In Figure 4.1, we see that at a high level the representation across communities

is not equally distributed. Datasets from the Hearing and broader Cognitive groups
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are dominating, followed by datasets related to communities within the Mobility

and Speech groups, which are often cross-listed with Cognitive. Surprisingly, the

disproportionate attention that communities within the Vision group have received

in accessibility research [42] is not re
ected in datasets, though we see an uptick in

more recent years (Figure 3.3).

Figure 3.2: Distribution of dataset count across all communities.

Figure 3.3: Dataset count over the years across all communities.
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Datasets under this group (a total of 10) starting around 2010, include data

both from children (5) and adults (5). Data from children focus mostly on early

detection through eye-tracking measurements [115], vocalization composition [116],

or eye-contact detection in dyadic interactions [117]. Only one relates to analyzing

behaviors of participants interacting with technology such as robots [118]. Data

from adults focus on increasing accessibility, such as browsing [96] and text read-

ability [119].

When describing the people contributing data, we �nd that terms such as

\ person with autism" or \ person with ASD" were common (7). This contrasts with

the recommended language for this community, either identity-�rst (e.g., autistic

person) or person-�rst (e.g., person on the autism spectrum) [104]. Datasets often

resulted from studies assessing di�erences across autistic and non-autistic partici-

pants. Non-autistic individuals were described as \neurotypical" or \ non-ASD/non-

autistic" by accessibility and health informatics researchers [96,115] and as \healthy

controls\ or \ typically developing" by others [9,116]. There were few occurrences of

misnomers such as \high functioning" which open up the risk of inaccurate labels to

describe autistic individuals [120]. Surprisingly, they were present both in broader

computing and accessibility publications [9,121].

Cognitive

Datasets under this group (a total of 44) also start around 2010, though a few

were observed as early as 1985. They encompass a wide range of communities typi-
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cally including people with Parkinson's (PD) [122], Dementia [123], Dysarthria [124],

Alzheimer's [125], Aphasia [126], Huntington's (HD) [127], Amyotrophic Lateral

Sclerosis (ALS) [128], Episodic Memory Impairment [129], Ataxia [130], or Bipolar

disorder [100]. While the majority of datasets focus on Parkinson's disease (29)

we often see a combination (e.g., PD and HD [127]; ALS, PD and HD [128]) with

a shared goal of identifying \neurodegenerative" signs underlying these conditions,

commonly in speech or mobility. This is why in Figure 4.1, datasets in this group

are often cross-listed with Mobility (19) and/or Speech (15).

Guidelines recommend cognitive disabilities to be de�ned clearly [103]. We see

this being a common trend (42), except when referring to \people with mild cognitive

impairment," a category in which inconsistent de�nitions and measures are found

across disciplines as research e�orts continue to grow [131]. The communities in this

group have been actively studied in health and clinical domains for a long time, with

the initial release of the cognitive health \road map" serving as a catalyst [132]. We

also see more organized data sharing e�orts such as TalkBank [133] released in early

2000s followed by AphasiaBank [126].

Developmental

Datasets under this group (a total of 5) start appearing before 2010 and include

data from people with a speci�c diagnosis related to developmental disabilities (e.g.,

Down syndrome) [101,102] and those without a known diagnosis whose disabilities

are described as moderate or mild intellectual disabilities [101, 134, 135]. The ma-
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jority include data from children (3). One of the datasets includes adolescents with

language impairments and low non-verbal IQ [108]; this dataset is thus cross-listed

in Figure 4.1 with Language and Developmental.

Developmental disability represents a broader category of often lifelong disabil-

ity that can be intellectual and/or physical [103]. The term \intellectual disabilities,"

often noted as (ID), was found in studies that referred to participants' limitations in

cognitive functioning and adaptive skills (4), such as communication [135] or read-

ing [134]. The datasets associated with studies in ID are typically used in machine

learning models to �nd diagnostic predictors [134, 135]. The term \developmental

disorders" was found in a study focusing on the identi�cation of what authors call

\ultra-rare developmental diseases" using facial phenotypes from photographs [102].

In contrast to other groups, we do not see growth over the years in intent of data

sharing (see Section 3.3.4).

Health

Datasets under this group (a total of 17) with peaks in the 90s and this past

decade, include data from people undergoing stroke rehabilitation [105], people with

depression [100], retinopathy disorders [136], levodopa-induced dyskinesia [137],

dysarthric speech after neck cancer surgery [138], or suspected dementia [139].

Datasets are often cross-listed with Cognitive (7), Speech (6), and Mobility (4).

The overall space of Health is vast, but within the scope of HCI, studies have been

centered around technologies to improve the practices and experiences of health
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professionals and patients [140]. Similarly, datasets in this group relate to appli-

cations in healthcare settings, incorporating telehealth mechanisms or automatic

patient screening (e.g., predicting Parkinson's disease progression with smartphone

data [111]). The increase of datasets in the last decade could be explained by these

research directions. In contrast, the emphasis in the 90s was on clinical studies

analyzing dysarthric speech [141] or retinal images [136].

Datasets from research in aging are also prevalent in this group, where terms

\ older adults" and the \ elderly" are used but the latter is rather deprecated in the

community [142]. The purpose of the data collection often relates to understanding

age-related factors, such as motor movements [7, 143]. Although these datasets

represent a highly diverse demographic in terms of aging [144], we did not observe

a consistent age being used as a threshold.

Hearing

Datasets under this group (a total of 44) starting in year 2000, include data

from people who are deaf/Deaf or hard of hearing, typically consisting of sign lan-

guage videos and gloss annotations. Even though this is the most represented group

in terms of the number of datasets, researchers in related �elds still call for more

datasets that are larger, more representative, and public [30]. This group is also the

most diverse in terms of the research communities involved in the data collection

process including computer vision [145], linguistics and natural language process-

ing [5, 146], as well as accessibility and human-computer interaction [4]. However,
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as discussed in Bragget al. [30], data collection still occurs in separate disciplinary

silos.

We �nd that the most common sign languages elicited were American (12),

German (8), and French (6); the rest were Polish, Greek, Chinese, Finnish, British,

Bangla, Turkish, Czech, Auslan (Australian sign language), Libras (Brazilian sign

language), Arabic, Flemish, Spanish, Korean, Russian, and Swiss-German Sign Lan-

guage. Very few datasets targeted multiple sign languages [147{149] to establish

machine learning benchmarks. When referring to signers contributing data, terms

like \ Native", \ Expert", and \ Fluent" were often used.

Language

Datasets under this group (a total of 5) appearing early in 1985 and then

much later in 2005, include people with aphasia [107,125] or language impairments

who have intact or lowered non verbal IQ [108]. Aphasia is a disorder of linguistic

processing related to speci�c brain regions [150]. Hence, datasets related to Aphasia

are cross-listed with Cognitive. All datasets in this group involve adults [107, 151]

except one, which focuses on the impact of language impairments on narrative skills

of children as they reach adolescence [108].

Most datasets collected by researchers in Speech and Hearing Science or Apha-

siology, aim at identifying patterns of linguistic decline [125,126,151]. As the com-

munity also pushes for collective e�orts to analyze and interpret language data [152],

we observe the intent among its members to share data for speci�c research purposes
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(e.g. through AphasiaBank). In contrast, datasets collected among accessibility re-

searchers for purposes of developing augmentative and alternative communication

devices [153] do not indicate any intent for data sharing.

Learning

Datasets under this group (a total of 3) started appearing in 2015 and include

data from children and adults with dyslexia, with the target population being often

children from 7 to 17 years old [154]. This is perhaps not a surprise as dyslexia is the

most common neurobehavioral disorder related to children's learning ability [155].

Datasets typically aim to support screening of dyslexia [109] and sometimes involved

eye tracking to build predictive models [109, 110]. Data collection approaches vary

signi�cantly from gami�ed exercises eliciting data from a large pool of dyslexia-

diagnosed children [154] to studies involving university students despite the work's

motivation on children with dyslexia [110].

Mobility

Datasets under this group (a total of 27) appearing around year 2000 and

quickly growing, include hand or gait movement from people with motor impair-

ments, mostly (21) found in studies related to Parkinson's disease [156, 157] or

dyskinesia [137]. Dyskinesia is commonly seen in Parkinson's disease patients af-

ter prolonged treatment with levodopa, often noted as levodopa-induced dyskinesia

(LID), causing involuntary and uncontrollable movements [158]. Often studies in-
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clude people with not only PD or LID but also various motor impairments, such as

cerebral palsy [8], spinal cord injury [159], or spinal muscular atrophy [8]. Datasets

vary in the sensing modalities, ranging from mouse cursor movements [157], wear-

able sensors [160], or stroke-gesture input on touchscreens [8], to stride measure-

ments from insole sensitive resistors [128,156] or vision-based pose estimation [137].

We observe that over the last decade datasets in this group are often shared.

Speech

Datasets under this group (a total of 24) appearing since the 90s, include

mainly people with dysarthia (11) and Parkinson's disease (12) with some overlap

between the two. The other datasets included samples of impaired speech due to

neck cancer [138], cleft lip [112], and other causes of pathological speech like Amy-

otrophic Lateral Sclerosis (ALS) [161]. Given that communities in this group have

been actively studied for a long time, we see more organized data sharing e�orts,

common in the speech and language processing research community, such as cre-

ating dysarthric speech databases for speech recognition. Dysarthria is a motor

speech disorder due to neurological disease or injury, and those with dysarthria ex-

perience di�culty in articulating words [162]. Many have built benchmark datasets

for dysarthria since early 90s [141, 163, 164] with others following in more recent

years [161, 165]. Dysarthric speakers contributing their data often have cerebral

palsy [163] and some have Parkinson's disease [124] or ALS [161]. However, the

speech and language community still calls for more datasets with more appropriate
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sizes for machine learning tasks [43].

Vision

Datasets under this group (a total of 11) typically include people who are

blind [166,167] (6) or have low vision [168]. When datasets are collected with real-

world assistive applications, where disability status as well as visual acuity or age

of onset are not known, the umbrella term, \people with visual impairments" or

\ visually impaired" is used to describe those contributing data (e.g. [3]). Datasets

are typically collected in the context of accessibility such as navigation [114], object

recognition [169], and accessibility of web or touchscreen interfaces [167,168]. There

is one exception, where the context is clinical, focusing on screening of Proliferative

Diabetic Retinopathy based on retina images [136].

Although datasets in this group involve communities dominating accessibility

research [42], they are typically not shared. This might seem surprising. However,

we suspect that it merely mirrors local data sharing standards in the accessibility

community, where dataset contributions are rare [42, 45]. Perhaps, this could be

explained by the awareness that many accessibility researchers have toward potential

risks but also the lack of guidelines and frameworks for ethical data sharing [20].

Surprisingly, we did not �nd any datasets sourced from deaf-blind people, even

though in the United States alone, this population is estimated to be as high as 2.4

million [170].
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3.3.2 Sample Size

Figures 3.4a and 3.4b show the number of people (N ) contributing data across

groups; Figure 3.4a includes those who served as a control and Figure 3.4b does not.

Figures 3.4c and 3.4d also show the sample size with and without the control re-

spectively, this time across data types. Distributions are visualized as boxplots with

a 1.5 interquartile range (IQR) on a logarithmic scale. For comparison, means are

denoted with a triangle. We see thatN is highly variable across and within groups

and that those serving as control are contributing to outliers (above 1000K). Look-

ing at Figure 3.4b, where data are sourced only from those within the communities

of focus, we �nd that overall reported size ranged from 1 to 17,843 (median=20,

IQR=51-8). Only a few (2) datasets do not provide information on the number of

data contributors. Within the 58 datasets that included control groups (e.g., par-

ticipants with and without dysarthric speech [113]), the reported size ranged from

1 to 31,321,070 (median=31, IQR=68-34).

In this section, we focus our analysis on sample sizes that refer only to the

number of participants within the communities of focus (Figure 3.4b). We observe

N =3 being the most common sample size (8 datasets);N =1 and N =10 were second

most common (each across 7 datasets); andN =2 being next in line (6 datasets).

The majority of datasets (115) haveN � 100 andN � 1000 for only a few (7).

Across all the communities of focus, the Speech group had the largest median

value of 48 (85-18). Often studies in this group involved clinical trials for data

collection that were performed through collaboration with the local hospital and
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