
ABSTRACT

Title of Dissertation: FAIRNESS AND UNCERTAINTY
IN GRAPH MATCHING

Nathaniel Grammel
Doctor of Philosophy, 2025

Dissertation Directed by: Professor Aravind Srinivasan
Department of Computer Science

Graph matching is a fundamental computational problem with a broad range of applications

across different domains, including resource allocation, e-commerce, kidney exchange, ad placement,

and ride-sharing. While the classical maximum matching problem is well-understood, many real-

world applications impose additional practical considerations such as uncertainty in the graph

structure and fairness requirements. In this dissertation, we consider variations of matching that

incorporate these considerations, and describe some key results for these problems.

First, we examine online bipartite matching with stochastic edges, where the vertices of one side

of the partition arrive sequentially and the algorithm knows only the probability with which each

of its incident edges exists. Upon the arrival of a vertex, the algorithm must probe the edges one

by one to determine existence, committing to match the first one found to exist. Arriving vertices

may further have a patience value (the maximum number of its incident edges that may be probed),

which may itself be stochastic (in which case the algorithm has only distributional knowledge of the

patience). We present a framework for these problems and derive results under adversarial, known

IID, and “prophet” arrival models, so long as the single-arrival case can be solved. To this end, for

the single-arrival case, we show an optimal algorithm for a “constant hazard rate” model, and a

1/2-approximation under general patience distributions. We also consider a two-sided arrival model

and demonstrate a constant-factor approximation for this model. Finally, we present some negative

results related to these settings.



We then consider offline stochastic matching for bipartite graphs. We give an algorithm with

approximation factor (1 − 1/e)-approximation for this problem when the vertices of one side all

have patience 1. Our approach has connections to contention resolution schemes, which we then

investigate further. We describe results for contention resolution schemes for the matching polytope

under two different arrival settings: adversarial order and random order; and for both general graphs

and bipartite graphs.

Finally, we study proportionally fair matching, where we are given an edge-colored graph, and

we must find a matching of maximum possible weight while ensuring that the proportion of edges

in the matching of any given color is between some specified parameters α and β. Due to strong

hardness results for the exact version of this problem, we consider a slightly relaxed probabilistic

version instead. Here, we allow for small violations in the proportional fairness constraints, and

achieve a constant factor approximation with probabilistic guarantees on the amount by which the

proportionality constraint is violated.
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Chapter 1

Introduction

Graph matching is a classical computational problem with several applications relating to allocation
and pairing; for instance, distributing resources to individuals or organizations, assigning papers to
reviewers, or matching students to schools. In many practical applications, the underlying graph
is bipartite, and particular attention has been given in the literature to this special case. For
instance, the assignment problem has been studied since before the advent of modern computing;
in graph-theoretic language, the assignment problem asks for a maximum matching in a (possibly
weighted) bipartite graph. Efficient (i.e., polynomial time) algorithms for this problem have been
known since at least the 1950’s (see, e.g., the Hungarian algorithm of Kuhn [69]), but may have
been known as early as the 1800s (by a result of Jacobi). Several other polynomial-time algorithms
for bipartite matching have been proposed since. A polynomial-time algorithm for finding maximum
cardinality matchings in general (i.e., non-bipartite) has been known since 1965 [40].

In many practical applications, we wish to find matchings for graphs with unctertain data. That
is, the input graph is not entirely known to the algorithm at the outset, and its structure is only
uncovered over the course of the algorithm’s execution. Such applications have inspired recent
research into a diverse range of variants on the classical matching problem which capture various
notions of uncertainty. Two families of such matching variants include stochastic matching and
online matching, which we study here.

Basis of the Dissertation
The content of this dissertation is adapted from the following papers:

• For Online Matching, particularly Section 1.2 and Chapter 2:

[23] Brian Brubach et al. “Online matching frameworks under stochastic rewards, product
ranking, and unknown patience”. In: Operations Research (2023)

• For offline Stochastic Matching, particularly Section 1.3 and Chapter 3:

[22] Brian Brubach et al. “Improved guarantees for offline stochastic matching via new ordered
contention resolution schemes”. In: Advances in Neural Information Processing Systems 34
(2021), pp. 27184–27195
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• For Contention Resolution Schemes, particularly Section 1.4 and Chapter 4:

[76] Calum MacRury et al. “On (Random-Order) Online Contention Resolution Schemes for the
Matching Polytope of (Bipartite) Graphs”. In: Operations Research 73.2 (2025), pp. 689–703.
doi: 10.1287/opre.2023.0339. eprint: https://doi.org/10.1287/opre.2023.0339. url:
https://doi.org/10.1287/opre.2023.0339

• For Fair Matching, particularly Section 1.5 and Chapter 5:

[38] Sharmila Duppala et al. “Proportionally Fair Matching via Randomized Rounding”. In:
Proceedings of the AAAI Conference on Artificial Intelligence 39.16 (2025), pp. 16435–16443

1.1 Background: Graphs and Matching

1.1.1 Basic Definitions
A graph G = (V,E) consists of a set of vertices V and a set of edges E ⊆ V × V .

For vertices v, v′ ∈ V , if (v, v′) ∈ E, we say that v and v′ are neighbors and also that they are
adjacent (to each other); we also say that edge (v, v′) is incident to v (and to v′). We will often
denote the set of edges incident to v by δ(v). Additionally, we call vertices v and v′ the endpoints of
edge (v, v′). A matching of G is a subset M ⊆ E of its edges such that no two edges e, e′ ∈M share
an endpoint. Given a graph G = (V,E), the maximum matching problem asks for a matching M in
G of maximum cardinality.

If there exist disjoint sets A,B such V = A ∪B and E ⊆ A×B, then we say that G is bipartite
and denote this by G = (A,B;E). Often, when referring specifically to bipartite graphs, we may
instead denote the two sides of the bipartion U and V and write G = (U, V ;E).

In many applications, we also have a weight we ∈ R associated with each edge e = (u, v) ∈ E;
we may also denote this weight by wu,v. In this case, we often seek a matching of maximum weight.

Definition 1 (Maximum Weight Matching Problem). Given a graph G = (V,E) and edge weights
we ∈ R for each e ∈ E, the maximum weight matching problem asks for a matching M in G which
maximizes

∑
e∈M we. If G is assumed to be bipartite, we refer to this as the maximum weight

bipartite matching problem.

As mentioned above, it is well-known that the basic problem can be solved exactly in polynomial
time. However, several variants of the problem are more challenging and less well understood.
Variants of the problem arise in numerous deployed systems, especially those dealing with allocation
and scheduling. For example, applications to advertising, e-commerce, organ exchange, online
dating, peer review, school matching and hiring can be seen at Ahmadi et al. [2], Ahmed et al. [3],
Brubach et al. [24, 21], and Baveja et al. [13]; see also Esfandiari et al. [41] and Antoniadis et al. [6]
for further discussion on applications to e-commerce and internet advertising, and discussion on
the importance of designing algorithms with good theoretical guarantees. For applications to ride
sharing, crowdsourcing (worker-task assignment), and recommendation systems, see Hikima et al.
[57], Nanda et al. [80], and Xu et al. [88].

In this work, we consider variations on this basic problem that are not so well-understood.
Specifically, we consider problems of online matching, stochastic matching, and fair matching.
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1.2 Online Matching
In online matching, the full graph is not known to the algorithm in advance, and is instead revealed
in stages. When a part of the graph is revealed, it is said to “arrive.” There are several different
variants of this problem, depending on the paradigm of what arrives and how. Perhaps the most
classic version is the standard online bipartite matching problem, where vertices of only one side of
a bipartite graph arrive online (and the other side is known in advance).

Specifically, in the online bipartite matching problem, we have a bipartite graph G = (U, V ;E).
The entire set of vertices U is known in advance to the algorithm and is called offline. The set V is
online and initially unknown to the algorithm. Its vertices are revealed to the algorithm one by one
in discrete time steps. When an online vertex is revealed, we also say it arrives; at this point, its
incident edges are also revealed and the algorithm must make an immediate and irrevocable decision
to attempt to match it to an available (i.e., not yet matched) offline vertex. The matching decisions
are irrevocable: they cannot later be unmatched.

The basic online bipartite matching problem was first introduced in Karp et al. [63]. In their
original formulation, the online vertices are chosen fully adversarially, although models that assume
they are drawn from probability distributions have since been studied [47, 4]. Some popularly studied
settings the arrivals of the online vertices V include adversarial, random-order, and known IID, and
known non-stationary distributions (the “prophet” setting). One way to quantify the performance of
an algorithm in such a setting is the competitive ratio, which considers the ratio between the quality
(i.e., weight or expected weight) of the matching constructed by the online algorithm to that of
an offline algorithm (i.e., one that knows the full graph in advance). The precise definition of the
competitive ratio will vary slightly depending on the specific arrival model in question, but in all
cases the essence is to quantify the performance of an online algorithm as it compares to an optimal
solution in an analogous offline problem. In Chapter 2, we more carefully define the specific notion
of “competitive ratio” that we use for our results on online matching.

Online bipartite matching represents a fundamental problem in e-commerce and online advertising.
While offline matching has a long and rich history that predates even modern computing (see
Chapter 1), the popularity of online matching has exploded in the age of the internet and with
the emergence of online marketplaces. A common scenario in e-commerce is the online sale of
unique goods due to the ability to reach niche markets via the internet (e.g., eBay); typical products
include rare books, trading cards, art, crafts, and memorabilia. We will use this as a motivating
example to describe our setting. However, the settings we study can also model job search/hiring,
crowdsourcing, online advertising, ride-sharing, and other online-matching problems.

Many generalizations of online matching have also been proposed, including stochastic rewards
and weighted graphs. Under stochastic rewards, there can be repeated interactions with a customer
(recommending an item, and if they do not accept, recommending another item, etc.) before the
next one arrives, as we describe subsequently. Our goal in Chapter 2 is to provide a framework that
decouples the repeated-interaction problem for a single customer from the overall allocation problem
over multiple customers, leading to new results and unification of old ones. Moreover, motivated by
product ranking, we derive new results for the repeated-interaction problem with a single customer,
including the extension in which the horizon for these interactions is unknown or stochastic.

Description of stochastic edges (“stochastic rewards” model), with patience. In the
stochastic rewards model, each edge e ∈ E exists independently according to a known probability
pe; this probability is revealed upon the arrival of its incident online vertex. This is motivated by
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online platforms in which only a probabilistic prediction of whether a customer will buy an item
is known at the time they arrive. The algorithm can "probe" edges incident to an online vertex,
or equivalently recommend the customer an item, after which if they accept, then the item is sold
irrevocably. If they otherwise reject, then under the basic stochastic rewards model [78] there is no
opportunity to offer another item; this is known as the customer having a patience of 1.

Other work [11, 1, 25] has more generally considered the case of any deterministic patience θ. In
the e-commerce setting, this can be interpreted as a product ranking problem where θ different items
are listed on a page, and the customer will view them in order, stopping once they see an acceptable
item, or reaching the end of the page. The product ranking problem where θ is deterministic can be
efficiently solved using dynamic programming [82]. More generally, if θ is random, but drawn from
a known distribution, then the customer may probabilistically depart after seeing any undesirable
item; this is called the cascade-click model of product ranking.

Description of edge weights and stochastic arrival models. In an orthogonal generalization
of online bipartite matching, edges between items and customers may have a weight, which is the
reward collected when that edge is matched. This can represent, e.g., the price at which that item
is sold to the customer. When edges can take on different possible weights, parametric competitive
ratios are known [74], but a competitive ratio that is an absolute constant is impossible in the
original adversarial arrival model [see 77]. Therefore, many papers have focused on relaxed models
such as stochastic arrivals (as opposed to adversarial arrivals) or vertex weights (as opposed to edge
weights), each of which circumvents this impossibility.

In the stochastic arrival models we consider, the total number of online vertices T is known,
and each online vertex t = 1, . . . , T has a type drawn independently from a known distribution.
The type of a vertex includes everything that is known about the customer at the time of their
arrival, including purchase probabilities, patience distribution, edge weights, etc. Generally we allow
distributions to be non-stationary and vary with t, although we also consider the IID special case
where these distributions are identical. Stochastic arrival models are motivated by settings with
sufficient data to estimate the distribution over types. Meanwhile, in the model with vertex weights,
all edges incident to any offline vertex u must have the same weight. This is motivated by each
offline item having its own fixed price that is identical across customers.

1.3 Offline Stochastic Matching
In the offline stochastic matching problem, we similarly seek a maximum weight matching on a
graph. In this case, the full graph is known to the algorithm, except that once again each edge
e ∈ E exists only with some known probability pe. Equivalently, we also say that edge e is active
with probability pe, and that only active edges may be matched. Similarly to the stochastic edges
setting of online matching, which edges are active (i.e., which exist) is initially unknown, and an
edge must be probed in order to determine whether it is active; if a probed edge is active, then it
must irrevocably be included in the matching. The objective is to sequentially probe the edges in a
way to maximize the expected weighted matching at the end.

Stochastic edges play a major role in properly capturing many applications when we account
for hidden information about whether a proposed match will be accepted. Is a kidney donor a
good match? Will a worker accept an offered task? Does a user want to click on this ad? The
uncertainty inherent in the presence or absence of various edges naturally leads to the need for
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stochastic optimization. Achieving good results when the edge probabilities are known demonstrates
the value of learning distributions in AI.

Below, we further describe three typical features that may be present in stochastic matching
problems.

As with the online stochastic matching problem we describe above, in offline stochastic matching
we may often have a patience parameter θv for each vertex v. The offline stochastic matching
problem is typically considered with the input including an integral patience parameter θv for each
vertex v known as a patience constraint or timeout. This formulation of the offline matching problem
was introduced by Chen et al. [28]. The role of this patience is similar to the online case: This
imposes the additional constraint that at most θv of the edges incident to v can be probed. A vertex
v which has been probed θv times is said to have timed out. We may also use patience parameters
of ∞ to model the absence of patience constraints, i.e., where there is no limit to the number of
probed edges.

In Chapter 3, we consider bipartite graphs with a unit-patience side, for which we derive improved
guarantees for (offline) stochastic matching. Such a graph can be divided into two sides such that:
(1) all edges are between vertices on different sides; and (2) for one of the sides, all patiences are 1.
This subclass of graphs captures a problem of interest in AI with applications such as crowdsourcing
and ride-hailing, described in Hikima et al. [57].

1.4 Contention Resolution Schemes for the Matching Polytope
LP rounding techniques for offline stochastic matching problems are closely connected to Contention
Resolution Schemes. Contention Resolution Schemes (CRS’s) are tools for selecting a subset of
elements, subject to feasibility constraints that cause “contention” between the different elements
to be selected. The goal is to resolve this contention using randomization, and select each element
with the same ex-ante probability conditional on it being “fit” for selection, or active. Only active
elements can be selected, and this criterion is what distinguishes CRS’s from other randomized
rounding procedures that have been used for algorithm design in combinatorial optimization since
Raghavan and Thompson [84]. In the CRS model, each element is active independently, according
to a known probability.

CRS’s as originally introduced in Chekuri et al. [27] were offline in that they could observe
whether every element was active before making any selection decisions, with applications in
constrained submodular optimization. Since then, CRS’s have also been a tool of choice to design
online algorithms [49], unlocking tight performance guarantees in online resource allocation problems
[60], and generally not worsening the guarantees that are possible [71]. These CRS’s sequentially
discover whether each element is active; if so, they must immediately decide whether that element
should be selected. (An element cannot be selected if it would violate the feasibility constraints.)
Different CRS’s can be designed depending on the order in which elements are processed (e.g.,
adversarial vs random order).

The literature and research on contention resolution schemes is vast and considers a variety of
different resource constraints that must be preserved. In Chapter 4, we specifically consider the case
where these resource constraints are given by matchings in graphs. For this flavor of contention
resolution scheme, the elements to be selected (or not) correspond to the edges of a graph, and
selecting an edge “blocks” (i.e., makes unavailable for selection) all adjacent edges. Contention
resolution schemes, therefore, can be used to derive results for matching problems such as stochastic
matching.

5



In Chapter 4, we present online CRS’s that work under arbitrary (adversarial) processing orders.

1.4.1 Formal Definitions of Contention Resolution Schemes for Matchings
For any vertex v ∈ V , let ∂(v) ⊆ E denote the set of edges incident to v, and for any e = (u, v) ∈ E,
let ∂(e) := ∂(u) ∪ ∂(v) \ {e}.

Recall that a matching M is a subset of edges no two of which are incident to the same vertex,
i.e. satisfying |M ∩ ∂(v)| ≤ 1 for all v ∈ V . When studying contention resolution schemes, we
consider the notion of a fractional matching, wherein we may include fractions of edges. We consider
assigning a value xe in[0, 1] to each edge e ∈ E and say that the vector x := (xe)e∈E is a fractional
matching if for all vertices v ∈ V , we have

∑
e∈∂v xe ≤ 1. Notice that if xe ∈ {0, 1} for all edges

e ∈ E, then letting M := {e : xe = 1} gives a matching since
∑
e∈∂v ≤ 1 implies that at most one

edge e incident to v will have xe = 1 (and thus |M ∩ ∂(v)| ≤ 1). Allowing the xe values to be
fractional, lying between 0 and 1, extends the matching notion to real numbers; for any given graph
G, this defines a polytope, called the matching polytope and denoted PG, which contains all vectors
x ∈ [0, 1]E for which

∑
e∈∂(v) xe ≤ 1 holds for all v ∈ V . As will seen later, several of the techniques

we use involve solving a linear program to find a vector x in the matching polytope of a given graph;
we may then use this vector to help us find solutions to the problems we study. One technique for
constructing a matching from a given vector x ∈ PG is utilizing contention resolution schemes, the
focus of Chapter 4.

If we fix a fractional matching x = (xe)e∈E of G, we consider each edge e as having an activeness
state Xe that realizes to 1 with probability (w.p.) xe and 0 w.p. 1− xe, independent of everything
else. We denote this random draw as Xe ∼ Ber(xe), where Ber(x) represents an independent
Bernoulli distribution of mean x for any x ∈ [0, 1]. Edges e with Xe = 1 are active.

A contention resolution scheme (CRS) is passed G and x as input and selects a subset of active
edges, under the additional constraint that the selected subset must form a matching. In the original
offline setting, the CRS is also passed (Xe)e∈E , and thus learns the edge states prior to making
its selections. A CRS is then said to be c-selectable if for any graph G and any vector x ∈ PG, it
selects each edge e with probability at least cxe, where c is a constant in [0, 1].

A sequential CRS is also passed G and x as input, but initially does not know the edge states
(Xe)e∈E . Instead, an ordering on E is chosen, and the edge states are presented one-by-one to the
sequential CRS using this ordering. Upon learning Xe, it makes an irrevocable decision on whether
or not to select e. Two types of sequential schemes have been defined in the literature depending
on how the ordering is generated: online contention resolution schemes (OCRS), where this order
is chosen by an adversary1; and random-order contention resolution schemes (RCRS), where this
order is chosen uniformly at random.

1.5 Fairness in Matching
In many domains, algorithms are employed to make decisions that could significantly impact the
lives of individuals. In such settings, we ought to ensure fairness and equity in the decision-making
process. However, classical algorithms typically do not consider such socially motivated objectives
and constraints such as fairness or diversity. For instance, a ride-sharing platform may provide

1Like Ezra et al. [43] we assume that this adversary is oblivious, in that it fixes the arrival order based on the
algorithm and cannot change the order based on realizations.
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better quality assignments (e.g., with shorter wait times, newer vehicles, or better pricing) to riders
from certain demographic groups while providing lower quality assignments to others as studied by
[42]. Similarly, cognitive biases from workers can negatively impact the result of crowdsourced data,
which may potentially be mitigated by assigning a diverse set of workers to a wide range of different
task types.

There are many ways to formalize and incorporate some notion of fairness into the computed
solutions of matching problems (see, e.g., Esmaeili et al. [42] and Bandyapadhyay et al. [10]).
Following the work of Bandyapadhyay et al. [10], we consider a notion of proportional fairness. This
notion is closely related to the notion of disparate impact [48] and has been explored in various
fundamental problems, including matroid optimization [32], clustering [15], online matching [85], set
packing [39], spectral clustering [67], and others. In the present work, we consider a formulation of
proportional fairness known as (α, β)-BalancedMatching: given an edge-colored graph (where
edge colors may denote membership in specific groups), the objective is to find a maximum weight
matching ensuring that the proportion of edges of any color among all matched edges lies between
α and β where 0≤α≤β≤ 1. We highlight that (α, β)-BalancedMatching adheres to two key
criteria: restricted dominance, which limits the fraction of edges selected from any given group to at
most β, and minority protection, which ensures that the fraction of edges from any given group is at
least α.

This notion of fairness can be applied to the applications discussed above, such as in ride-sharing,
job hiring, and crowd sourcing. By assigning colors to edges (rather than only to vertices), the color
is able to capture information about both sides of the match. For instance, in ridesharing, the edge
color may encode information about both the driver (e.g., vehicle type, rating) and rider (e.g., race
or gender), the distance between the driver and rider, and even pricing information (e.g., whether
dynamic or surge pricing is applied). As a concrete example, we may choose to encode information
about a rider’s race or economic status as well as whether an assignment incurs increased fares due
to dynamic pricing; then, an (α, β)-BalancedMatching should ensure that no racial or economic
group receives increased fares disproportionately often compared to other riders. In crowdsourcing,
we may use edge color to encode both the task type and demographic information about the worker
to ensure that a diverse set of workers are assigned to each type of task (for cognitive or human
intelligence tasks, this may increase the diversity of perspectives among responses, and thus the
overall quality of the final aggregate data).

As a final example application, consider online advertising: an edge’s color may encode information
about the type of advertisement (or, in political advertising, the political party sponsoring the ad)
and the user’s personal information. Here, an (α, β)-BalancedMatching would limit the extent
of targeted advertising based on protected demographic traits, which may violate (or appear to
violate) a user’s expectations and rights with regards to their privacy and use of their data; the
social consequences of such indiscriminate highly targeted advertising were seen in the real world
with the Cambridge Analytica data scandal around the 2016 US presidential election, which saw
Facebook’s CEO Mark Zuckerberg testify before congress [72, 33].

Unfortunately, although this notion of fairness seems quite powerful, it may in fact be too
strong in the basic formulation: Bandyapadhyay et al. [10] demonstrated that the problem of
(α, β)-BalancedMatching is NP-hard to approximate to within any finite factor, even when G
is an unweighted path graph. To address this fundamental hardness, we consider a slightly relaxed
probabilistic notion of proportional fairness. Roughly speaking, we allow for small violations of the
α and β bounds while still guaranteeing a constant factor approximation on the overall objective,
i.e., the weight of the matching. Particularly, we ask the following question: does there exists
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an approximation algorithm with constant factor violations in fairness while guaranteeing a good
approximation on the objective?

We answer this question by designing a 1
2 -approximate algorithm for bipartite graphs and whose

matching is probably2 almost fair. That is, there exists a small constant δ > 0 for which the matching
is (α(1 − δ), β(1 + δ))-balanced with high probability. A formal definition of this notion is given
in Section 1.5.2. Thus, while the (α, β)-BalancedMatching formulation of Bandyapadhyay et al.
[10] remains hard on bipartite graphs, we can achieve our notion of probably almost fair. We note
that for the special case when α = 0 and β < 1, we can attain a constant approximation ratio
without violating the fairness constraint at all. Combined with the hardness result of Bandyapadhyay
et al. [10], this implies that the one-sided fairness case is strictly easier than the two-sided case.

1.5.1 Related Work
A significant body of research in fair matching explored various notions of fairness. Among these,
several notions of group fairness, such as socially-fair matching [10], focus on Rawlsian (maximin)
fairness, aiming to maximize the utility for the worst-off group [42]. On the other hand, proportional
fairness, as explored in Bandyapadhyay et al. [10] and Chierichetti et al. [32], ensures a proportional
representation of edges from each group, while leximin fairness [54] is also considered. Most of
these studies involve assigning group memberships to vertices in the graph. However, works such as
[10, 32] investigate fairness in edge-colored graphs, which aligns with our area of study. We note
that [10, 32] focus only on the unweighted setting where the objective is the cardinality/size of the
output. That being said, our works are incomparable. While ours applies to edge weighted bipartite
graphs, [32] consider when the constraint system is described by the intersection of two-matroids
(this generalizes unweighted bipartite matching). They focus on the case of two colors, and present
a polynomial-time algorithm achieving a 3/2-approximation. Bandyapadhyay et al. [10] consider
when input is a general graph and the number of colors may be greater than two. They show that
approximating the problem (to within any finite approximation factor) for an arbitrary number ℓ of
colors is NP-hard and moreover that approximating the optimal solution requires time exponential
in ℓ unless the Exponential Time Hypothesis (ETH) [59] is false. Their main algorithm therefore
runs in time exponential in ℓ, with an approximation guarantee of 1/(4ℓ). Note that even for the
easier case when α = 0, their algorithm may still violate the fairness constraint imposed by β by a
factor up to 1 + 1/ℓ. Their hardness result motivates our study of the slightly relaxed probabilistic
fairness. This relaxation allows us to improve on the prior work by achieving, in polynomial time,
a constant factor (i.e., one half) approximation in the matching weight while ensuring, with high
probability, only a small violation in the fairness constraints.

1.5.2 Problem Formulation
Consider an undirected bipartite graph G = (U, V ;E) with a partition on the set E of edges given
by ∪̇c∈[ℓ]Ec; here, ∪̇ denotes a disjoint union over the sets Ec. Each color c ∈ [ℓ] is associated with
the set of edges Ec, representing edges of color c. For any color class c, we define ψc(e) such that
ψc(e) = 1 if e ∈ Ec, and ψc(e) = 0 otherwise. A matching M ⊆ E in G is defined as a subset of edges
where no two edges in M share a common vertex. For a vertex v of G, let N(v) and δ(v) denote the
neighbors and incident edges of v, i.e., N(v) := {u : (u, v) ∈ E} and δ(v) := {(u, v) : (u, v) ∈ E}.
For any α, β ∈ [0, 1] and α ≤ β, we define a matching M ⊆ E as (α, β)-Balanced if, for each color

2i.e., with probability close to 1
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c ∈ [ℓ], the proportion of edges in M belonging to color c lies between α and β. In other words, M
is (α, β)-Balanced if it contains at least α and at most β fraction of edges from every color. The
goal of the proportional fair matching problem (PFM) is to find a (α, β)-BalancedMatching of G
with maximum weight, and we denote the weight of such a matching by OPT. Since [10] proved that
it is NP-Hard to verify the existence of a (α, β)-BalancedMatching in the PFM problem even
on unweighted path graphs, we focus on deriving approximation ratios which hold against OPT.

9



Chapter 2

Results for Variants of Online
Matching

In this chapter, we discuss the problem of online bipartite matching with stochastic rewards and
patience constraints, as introduced in Section 1.2. The results presented here were previously
published in Brubach et al. [23].

2.1 Summary of Contributions
We develop a decoupling framework, which we describe in greater detail in Section 2.1 below, wherein
we first study a simpler, single-customer version of various stochastic matching problems, and then
use the algorithms for these problems to inform decisions during online customer arrivals. This
approach allows us to derive new results for online bipartite matching with stochastic rewards and,
in many cases, stochastic patience as well.

We consider both vertex weights and general edge weights in combination with the adversarial,
non-stationary, and IID arrival models. Since our framework requires the repeated-interaction
problems to be solvable for a single customer, we also make advancements on this front (see
Section 2.1); namely, improving algorithms for the cascade-click model of product ranking, and
deriving new algorithms in a model where items are arriving over time. Finally, we derive several
negative results of interest (see Section 2.1).

Framework that decouples online matching from single-customer problems.

First we build a framework that takes as input a subroutine for solving the single-customer problem,
and outputs an algorithm for the overall multi-customer online matching problem, under the
aforementioned variants. Existing analyses of stochastic rewards [11, 78, 1, 25] all use an LP
that is specific to the stochastic rewards matching process, which exhibits a stochasticity gap (see
Section 2.6.1). By contrast, our framework uses an abstract LP, in which:

• There is a variable xv(π) for each of the (exponentially-many) policies π that could be used
for interacting with a single customer of type v;

• Each such policy π ends up matching each available offline vertex u with probability puv(π);
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• There is a single set of constraints tying together the customers over time, which enforce that
each offline vertex u is matched at most once in expectation.

Our framework abstracts away the details of the stochastic rewards matching process, deterministic vs.
stochastic patience, etc., and holds as long as the policies represent different consumption processes1
that use up the offline vertices u independently over time according to known probabilities.

Our results, however, are predicated on the existence of a subroutine that can (approximately)
solve the repeated-interaction problems for each customer. We will call such a subroutine κ-
approximate if given any weights wuv, it finds a policy π whose immediate expected reward, given
by
∑
u wuvpuv(π), is at least κ times the maximum possible immediate expected reward over all

policies, for some κ ∈ [0, 1]. Equipped with a κ-approximate subroutine, our framework provides:

1. A κ/2-competitive algorithm for vertex weights and adversarial arrivals (Section 2.4.1);

2. A κ/2-competitive algorithm for edge weights and non-stationary arrivals (Section 2.4.2);

3. A (1− 1/e)κ-competitive algorithm for edge weights and IID arrivals (Section 2.4.3); and

4. A (1 − 1/e)κ-competitive algorithm for vertex weights and non-stationary arrivals (Sec-
tion 2.4.4).

The value κ = 1 is possible when θ is deterministic [82]. We derive new results below showing that
κ = 1 is also possible when θ follows an (item-dependent) hazard rate model, and that κ = 1/2 is
possible when θ follows any (item-independent) distribution.

New κ-approximate subroutines for single-customer problems.

As discussed above, it is important for our framework to have κ-approximate subroutines for the
repeated-interaction problems with a single customer. We make the following advancements on this
front:

1. A 1-approximate (optimal) subroutine, in the model where each item i has a known hazard rate
ri and, if seen by the customer and undesired, causes the customer to depart with probability
(w.p.) ri;

2. A 1/2-approximate subroutine, in the model where the customer has an arbitrary known
patience distribution (and the probabilities of departing do not depend on the items seen);

3. A 0.027-approximate subroutine, in a new model where the customer has a deterministic
patience, but the items are arriving over time according to Bernoulli processes.

The first two models can be motivated by product ranking in e-commerce. A special case of the first
model (Section 2.5.1) is where ri is equal to some r for all i, which represents a patience distribution
with constant hazard rate r, i.e. a customer who departs w.p. r after each position regardless of
the item seen. Meanwhile, our 1/2-approximation for the second model (Section 2.5.2) improves
the state-of-the-art 1/e-approximation from Chen et al. [29] for this cascade-click model of product
ranking. Their result also only holds in the special case of increasing hazard rate, while we extend it

1Similar ideas have appeared in Cheung et al. [30], who consider abstract “actions” that have different immediate
rewards and different consumption distributions over resources. However, their focus is on learning these distributions.
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to general distributions by formulating and rounding a new LP relaxation2 for this single-customer
problem. We note that general patience distributions are well-motivated in applications; see e.g.
Aveklouris et al. [9], who study a matching model where items are also arriving over time. On
that note, our result for the third model (Section 2.5.3), when plugged into our frameworks,
provides constant-factor guarantees in a related model where items (representing contractors in an
online labor platform) may not be present at the beginning and need to arrive online after each
customer (to acknowledge they can perform the customer’s task), and the customer has to then also
accept that contractor. We contrast this new model with other online platform matching models in
Section 2.2.

Negative results.

Finally, our work presents three important negative results.

1. We formalize the notion of a stochasticity gap for LP-based approaches to these problems,
and construct a stochastic bipartite graph in which even the offline maximum matching has
expected size at most 0.544 times the value of the LP relaxation (Section 2.6.1). This means
that the competitive ratio from the existing LP-based approaches cannot be better than 0.544,
while our framework yields a 1− 1/e ≈ 0.632-competitive algorithm.

2. We show that the simple family of greedy algorithms introduced in Mehta and Panigrahi [78]
cannot be better than 1/2-competitive (Section 2.6.2).

3. We show that when offering items to a single customer with random patience, if one compares
to a benchmark that knows the realization of the patience in advance, then any constant-factor
approximation is impossible (Section 2.6.3). Importantly, our counterexample holds even if
the customer can be repeatedly offered the same item, which is identical to having an unknown
number of opportunities to make a single sale (since the customer will buy at most one item).
This is similar in spirit to the negative result derived in Alijani et al. [5].

2.2 Further Related Work
Online matching with stochastic rewards. Online matching represents a large literature, which
has been surveyed in Mehta [77]. We will describe the portion of this literature that focuses on
stochastic rewards, where edges only match probabilistically upon being probed. This problem
has been studied under both adversarial and stochatic arrival models, as well as different variants
depending on the assumptions about edge weights/patience.

Online matching with stochastic edges was introduced in Bansal et al. [11]3 as stochastic matching
with timeouts (patience), where the authors showed a ratio of 0.12 for known IID arrivals and
arbitrary edge weights. This was later improved to 0.46 in Brubach et al. [25]4 and to 0.51 in Fata

2However, we acknowledge that their 1/e-approximation holds against a stronger benchmark that knows the
patience in advance. This is only possible under some special cases of the patience distribution: as we show in
Section 2.6.3, such a result is impossible for the general patience distributions we consider, so our LP relaxation
(necessarily) does not know the patience in advance.

3Their paper focuses on the offline matching with stochastic edges problem, which we do not consider in this
literature review.

4The techniques in Brubach et al. [25] also involved solving a star graph problem with a black box. However,
that work first solved an LP for a bipartite graph, and then used a black box probing algorithm to essentially round
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et al. [45] for some cases. We improve these results by establishing a competitive ratio of 1/2 for
non-stationary arrivals and 1− 1/e for IID arrivals. We note that Borodin et al. [19] concurrently
prove these results, differing in three ways: i) they allow for more general constraints on which
edges can be probed, beyond a simple patience constraint (although, they do not consider stochastic
patience); ii) they compare against a more powerful offline benchmark that can switch back-and-forth
between probing different online vertices; iii) they show that 1− 1/e holds in the more general model
of non-identical independent draws arriving in a uniformly random order. The same authors have
also studied online matching with stochastic edges under the “secretary” model of random-order
arrival [see 20].

For adversarial arrivals, prior work has typically focused on the unweighted case, initially studied
by Mehta and Panigrahi [78] in the special case where patience θv equals 1 for all v. Under the
further restriction of uniform vanishing edge probabilities, they showed that a competitive ratio
of 0.53 is possible. This was extended to a ratio of 0.534 for unequal, but still vanishingly small
probabilities [79]. These results were also recently improved to 0.576 and 0.572 respectively by Huang
and Zhang [58] and then to 0.596 for both models by Goyal and Udwani [56]; however, all these
results focus on the case of vanishingly small probabilities, do not consider patience values greater
than 1, and do not consider vertex weights. For arbitrary edge probabilities, general deterministic
patience values, and vertex weights, our guarantee of 0.5 is the best-known. There is also a hardness
result in Mehta and Panigrahi [78] which shows that no algorithm for stochastic rewards with
adversarial arrivals can achieve a competitive ratio greater than 0.62. This quantity is strictly less
than 1− 1/e, although we argue that this difference is artificially caused by the stochasticity gap, as
we explain in Section 2.6.1.

Golrezaei et al. [55] study another model of stochastic rewards, in which when a vertex v (viewed
as a customer) arrives online, an online algorithm chooses a set S of potential matches for v (viewed
as an offering of products to the customer). Each customer (online vertex) has a general choice model
which specifies the probability of the customer purchasing each item when offered each possible set
of product assortments S. We contrast this model in more detail in Section 2.8, but note that in
this setting, a set of potential matches is chosen all at once rather than probed sequentially, with
the outcome being determined by full set S (the offered product assortment).

Large starting capacities. We do not study how our guarantees improve if there are at least
k copies of every offline vertex, although we believe our frameworks could be expanded to do so.
The state-of-the-art for these k-dependent guarantees in online matching can be found for: general
adversarial arrivals [74], unweighted adversarial arrivals [61], general non-stationary arrivals [60],
non-stationary arrivals with vertex weights [4], and IID arrivals [75].

Cascade-click models in product ranking. We turn our literature review to papers that
study the repeated-interaction/product ranking problems for a single customer. Our result from
Section 2.5.1 shows how to optimally solve this problem under constant hazard rate, a special case
of interest in Chen et al. [29]. Our result in Section 2.5.2 improves their guarantee and holds for
general patience distributions. We should note that our results do not directly apply to more general
cascade-click models [see 64] where the probability of the customer running out of patience depends
on the specific item shown, but we believe that our simple LP-based technique in Section 2.5.2 could
be useful for these generalized models. Other generalized ranking problems involving choice models
are studied in Derakhshan et al. [34].

and probe the LP solution on the induced star graphs of arriving vertices. This differs from our work which uses
algorithms for stochastic matching on star graphs as black boxes to solve a more sophisticated LP, then use that LP
solution to guide the online algorithm.
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In the related sequential assortment problem, multiple products can be shown to the customer
at a time. The customer chooses between them according to a Multi-Nomial Logit (MNL) choice
model (instead of independent click probabilities), and alternatively the customer could choose the
option of viewing the next assortment, never to return. There is a constraint that the same product
cannot be shown in different assortments. This problem is typically studied when the number of
stages is deterministic and known (see Feldman and Segev [46] and the references therein); however,
the stage-dependent coefficients in Feldman and Segev [46] can be used to capture our notion of a
stochastic patience. Nonetheless, the PTAS derived in Feldman and Segev [46] does not subsume
our 1/2-approximation because: in the sequential assortment problem there is no constraint on the
number of products offered at once, hence it does not capture our problem; also, in a PTAS, to get a
(1− ε)-approximation the runtime needs to be exponential in 1/ε, whereas our LP-based technique
has polynomial runtime independent of any error parameter.

Online matching where items arrive over time. Motivated by online platforms, many
models where items arrive over time have been recently studied, with constant-factor approximations
[7, 66] and optimal algorithms [9, 65] known under certain regimes. These papers focus on steady-
state behavior, which is possible because items are arriving indefinitely. This work contrasts these
models because there is still a finite supply of items; they merely need to “arrive” to acknowledge
each customer, and we provide a constant-factor approximation for any finite time horizon and
market size.

2.3 Problem Definitions and Notation
Let G = (U, V ;E) be a bipartite graph where U = {u1, . . . , um} is the set of offline vertices and
V = {v1, . . . , vn} is the set of online vertices. Recall that for edge e = (u, v), we denote the weight
of edge e by we or wu,v. In the special case of vertex weights, each offline vertex ui has wui,v equal
for all v ∈ V ; to simplify notation, we denote this weight by wi. We consider the case of stochastic
edges so that any edge (ui, vj) exists with some known probability (independent of other edges),
denoted in this chapter by pi,j . As discussed in Chapter 1, the existence of edge (ui, vj) is initially
unknown to an algorithm and is discovered only when probed.

When considering the online matching problem for a single online vertex (customer) v, we will
refer to it as a star graph. In this case, we simplify notation and write pi to denote the probability
of edge (ui, v). We will also use pu,v for the given probability of edge (u, v) when indices i and j are
not required. Without loss of generality, we may assume that pu,v is defined even for (u, v) /∈ E,
since in this case we can simply let pu,v = 0.

We are further given a patience value θv for each online vertex in V (we may also write θj for
the patience of vertex vj ∈ V ) that signifies the number of times we are allowed to probe different
edges incident on v when it arrives. Each edge may be probed at most once and if it exists, we must
match it and stop probing (probe-commit model).

We consider the online vertices arriving at positive integer times. In the adversarial arrival model,
the vertices of V = {v1, v2, . . . , vn} are fixed and the order of their arrival is set by an adversary
so as to minimize the expected matching weight. We assume, without loss of generality, that the
vertices arrive in the order v1, v2, . . . , vn. When we consider the stochastic arrival models, V instead
specifies a set of vertex types, and at time t, a vertex type is sampled randomly (and independently)
from a known distribution, and a vertex of that type arrives. Generally these distributions can vary
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across time, which we call the prophet arrival5 model; we also consider the special case where these
distributions are identical, which we refer to as IID arrivals. In these models, we will let T denote
the length of the time horizon which is assumed to be known (otherwise the problem is impossible;
see Section 2.6.3).

When an online vertex v arrives at time t, we attempt to match it to an available offline vertex.
We are allowed to probe edges incident to vt one-by-one, stopping as soon as an edge (ui, vt) is
found to exist, at which point the edge is included in the matching and we receive a reward of wi.
We are allowed to probe a maximum of θt edges (in the stochastic patience models, θt is not known
a priori and is discovered only after θt failed probes); if θt edges are probed and none of the edges
exist, then vertex vt remains unmatched and we receive no reward. If we successfully match vt to
ui, we say that wi is the value or reward of vt’s match; if vt remains unmatched, we say it has a
value or reward of 0. The next online vertex vt+1 does not arrive until we have finished attempting
to match vt (either by exhausting the patience constraint, or by successfully matching vt). Thus,
there is only ever one online vertex available for matching at any one time.

We use G to denote an instance, which includes the graph, weights, edge probabilities, and any
arrival distributions including patience. Given any instance G one can consider an optimal offline
algorithm, which knows in advance the online vertices that will arrive. For the adversarial arrival
model, this means knowing the sequence v1, v2, . . . , vn; for the stochastic arrival models, this means
knowing the sequence of T types that will be realized. We let OPT(G) denote the expected reward
collected by the best sequential probing algorithm on G that has access to this offline information,
noting that: i) OPT(G) does not know the realizations of the stochastic edges in advance either; ii)
computing OPT(G) is difficult but unnecessary; iii) for stochastic arrival models, this expectation is
also over the realizations of the T types; and iv) we assume that the offline algorithm must finish6

the interactions with one online vertex before moving to the next. Meanwhile, we let ALG(G)
denote the expected reward collected by a fixed online algorithm on G, again taking a realization
over types in the stochastic arrival models, and any potential randomness in the algorithm.

With this understanding, we say that a fixed (potentially randomized) online algorithm is
c-competitive if ALG(G)/OPT(G) ≥ c for all instances G, where c is a constant in [0,1]. We are
interested in the maximum value of c for which an algorithm can be c-competitive, which is referred
to as the competitive ratio.

2.3.1 Chapter Outline
The main algorithms and results for online matching with stochastic edges are presented in Section 2.4.
In that section, we first present an algorithm for the vertex-weighted case, under adversarial arrivals,
and show that it is 1/2-competitive. In addition, we provide an algorithm for the edge-weighted
case, under prophet arrivals. Here too, we are able to show the algorithm is 1/2-competitive; we
further show that a slight modification can improve the competitive ratio to 1− 1/e when either the
edge-weighted assumption is relaxed to vertex weights or the non-stationary assumption is relaxed
to known IID arrivals.

All of the algorithms of Section 2.4 rely on utilizing, as a black box, an algorithm for the simpler
problem of a star graph, which corresponds to a single online customer. For this problem, when the
patience of the customer is known, there is an optimal algorithm based on dynamic programming

5This is because it was the arrival model of original focus in prophet inequality papers [68].
6We note that Borodin et al. [19] derive results against a stronger benchmark, which can switch back-and-forth

between online vertices.
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due to Purohit et al. [82]. However, the results in Section 2.4 are stated in an abstract general
manner, which allows us to swap out the algorithm of Purohit et al. [82] for algorithms solving
the star graph problem under different settings of patience. Equipped with this, in Section 2.5 we
study the case of unknown patience, where the patience is determined by a stochastic process and
discovered by the algorithm only once it is exhausted. These new star graph algorithms can then be
used as black boxes in the algorithms of Section 2.4, giving results for online matching under these
new patience models.

Section 2.6 finally presents some negative results related to these problems.

2.4 Algorithms for Online Matching with Stochastic Edges
In this section, we present our results for online matching with stochastic edges. Recall that in this
problem, the items U are known in advance while the customers arrive one by one in an online
fashion. When a customer of type v arrives, we learn the probability pu,v, for each u ∈ U , that the
customer will purchase item u if offered; if purchased, we gain some reward specified by wu,v, and
if not, we may proceed to offer another item, making a total of at most θv offers. In the simplest
setting, θv is known to the algorithm, although our framework can also handle settings where only a
probability distribution over θv is known (see Section 2.5). An online algorithm must offer items
sequentially to the customer, and must make all its offers before the next one arrives. The goal is to
maximize the expected total reward across all customers.

2.4.1 Vertex-Weighted, Adversarial Arrivals
We present a greedy algorithm AdvGreedy which achieves a 0.5-approximation for online matching
with vertex weights, stochastic rewards, and patience constraints in the adversarial arrival model.
Recall that in this setting, each offline item ui ∈ U has a weight wi such that wui,v = wi for all
customers v ∈ V , modeling the situation where items have a fixed price that is the same for all
customers. If vertex v is the tth vertex to arrive online, we say v arrives at time t. Recall that the
goal of the problem is to offer items to customer vt one by one, until either the patience runs out or
an item is successfully sold; and the entirety of this process is carried before the (t+ 1)st arrival,
vt+1, arrives. The goal is to maximize the total revenue across all arrivals. Our algorithm makes
use of a black box subroutine, StarBB, which takes as input a single online vertex, along with the
probabilities and weights of its incident edges; StarBB(v,p,w) simply probes edges incident to
online vertex v in some order, until either v’s patience is exhausted or a match is successful. Our
results hold as long as StarBB is optimal, or within a constant factor κ of optimal. When the
patience is deterministic and known to the algorithm, we can use the dynamic programming-based
algorithm of Purohit et al. [82] for StarBB; the dynamic program gives a sequence of θv vertices
in U to probe in this order. This is optimal for star graphs, so κ = 1. In Section 2.5, we extend
this online stochastic matching result to settings where the patience is unknown and stochastic, by
giving star graph algorithms for these settings and proving constant factor approximations for them.

Let ALG(G) denote the expected size of the matching produced by this algorithm on the graph
G. Let OPT(G) denote the expected size of the matching produced by an optimal offline algorithm.
Our main result here is:

Theorem 1. Given a κ-approximate black box for solving star graphs, Algorithm 1 achieves a
competitive ratio of 0.5κ; that is, for any bipartite graph G, ALG(G)

OPT(G) ≥ 0.5κ.
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Algorithm 1 Use a Star Graph Black Box to greedily match arriving vertices

1: function AdvGreedy(U , V , p, w)
2: for Arriving vertex v ∈ V do
3: StarBB(v,p,w)
4: end for
5: end function

To prove this, we first present an LP which provides an upper bound on the offline optimal.

An LP upper bound on OPT(G).

We formulate a new LP for our problem by adding a new constraint to, (2.1d), to the standard LP
relaxation of the problem. This new LP gives a tighter upper bound on the offline optimal solution,
OPT(G). Note that our algorithm does not need to solve this new LP, as it is only used in our
analysis.

LPOPT := max
∑
u∈U

∑
v∈V

xu,vpu,vwu (2.1)

subject to
∑
v∈V

xu,vpu,v ≤ 1 ∀u ∈ U (2.1a)∑
u∈U

xu,vpu,v ≤ 1 ∀v ∈ V (2.1b)∑
u∈U

xu,v ≤ E[θv] ∀v ∈ V (2.1c)∑
u∈U ′

xu,vpu,vwu ≤ OPT(U ′, v) ∀U ′ ⊆ U, v ∈ V (2.1d)

0 ≤ xu,v ≤ 1 ∀u ∈ U, v ∈ V

In this LP, we slightly abuse notation and write OPT(U ′, v) to denote OPT(G′) for a star graph
G′ = (U ′, {v};U ′ × {v}). Recall that OPT (U ′, v) can be computed (either exactly, in the case of
deterministic patience, or approximately, up to a factor κ, more generally) by a black box.

We first show in Section 2.7 that our strengthened LP is a valid upper bound.

Lemma 1. For any bipartite graph G, LPOPT(G) ≥ OPT(G).

Proof of 0.5-competitiveness.

We can then bound the performance of our greedy algorithm relative to the solution of Linear
Program (2.1).

Lemma 2. If StarBB is a κ-approximate algorithm for star graphs, then for any bipartite graph
G, ALG(G) ≥ 0.5κLPOPT(G).
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By Lemmas 1 and 2, we have ALG(G) ≥ 0.5κLPOPT(G) ≥ 0.5κOPT(G), which implies our
main result of a κ

2 -competitive algorithm. As previously mentioned, using the probing order given by
the dynamic program of Purohit et al. [82] as StarBB gives κ = 1, so we have a 1

2 -approximation.
In Section 2.5, we present star graphs for stochastic patience settings, where κ is not necessarily 1.

2.4.2 Prophet Arrival Setting
If we wish to allow for arbitrary edge weights, we must consider a different arrival model. A popular
arrival model in the literature is the known IID setting, as discussed in Section 2.2; here, we consider
a generalization of the known IID setting, which we call the prophet arrival model. In this model, V
specifies a set of possible arrival types ; each arrival takes on one of these types randomly, according
to a known distribution. The probabilities at each arrival are independent of previous arrivals, and
the distribution over possible types can be different at each arrival.

For t = 1, 2, . . . , T and v ∈ V , denote by qtv the probability that the vertex arriving at time t
will be of type v. For convenience, we denote by qv =

∑T
t=1 qtv the expected number of arrivals of a

vertex of type v.
We employ a new exponential-sized LP relaxation. In this LP, the variables correspond to policies

for probing an arriving online vertex. A deterministic policy π for matching any online vertex type v
is characterized by a permutation of some subset of U . The policy specifies the strategy of attempting
to match v to vertices of U in the order given by π, until either a probe is successful, all vertices in
π are attempted, or the patience of v is exhausted. Let P denote the set of all deterministic policies.

We present our LP in (2.2) below. We let puv(π) denote the probability that an online arrival of
type v is matched to offline vertex u when following policy π, assuming that all vertices of π are
still unmatched. The decision variables in the LP are given by xv(π), and we let OPTLPP(G) denote
the true optimal objective value of the exponential-sized LP.

OPTLPP = max
∑
v∈V

∑
π∈P

xv(π)
∑
u∈U

puv(π)wuv (2.2)

subject to
∑
v∈V

∑
π∈P

xv(π)puv(π) ≤ 1 ∀u ∈ U (2.2a)∑
π∈P

xv(π) = qv ∀v ∈ V (2.2b)

xv(π) ≥ 0 ∀v ∈ V, π ∈ P (2.2c)

We can interpret xv(π) as the expected number of times policy π will be applied to an online
vertex of type v. Constraint (2.2a) says that in expectation each offline vertex u can be matched
at most once. Constraint (2.2b) comes from the fact that exactly one policy (possibly the policy
that makes zero probes) must be applied to each arriving vertex of type v. It follows from standard
techniques [see e.g. 11, Lemma 9] that even for a clairvoyant, who knows the realized types of
arrivals in advance, if we let xv(π) denote the expected number of times it applies policy π on an
online vertex of type v, then this forms a feasible solution to the LP with objective value equal to
the clairvoyant’s expected weight matched. Therefore, if we can bound the algorithm’s expected
reward relative to OPTLPP(G), then this would yield a competitive ratio guarantee.
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Solving the exponential-sized LP.

The Linear Program (2.2) has a variable xv(π) for every possible online vertex type v and policy
π ∈ P. If P has polynomial size, this LP therefore has polynomial size. This happens, for example,
when all online vertices have a small constant patience. For instance, when the patience of all
vertices is 1, a policy π ∈ P is characterized by a single offline vertex and so |P| = |U |.

However, for general patience values the LP has exponentially many variables. Nonetheless, since
there are only a polynomial number of constraints, a sparse solution which is polynomially-sized
still exists. To help in solving the LP, we consider the dual.

minimize
∑
u∈U

αu +
∑
v∈V

qvβv (2.3)

s.t.
∑
u∈U

puv(π)αu + βv ≥
∑
u∈U

puv(π)wuv ∀v ∈ V, π ∈ P (2.3a)

αu ≥ 0 ∀u ∈ U (2.3b)

Note that the exponential family of constraints (2.3a) can be re-written as

max
π∈P

∑
u∈U

puv(π)(wuv − αu) ≤ βv, ∀v ∈ V (2.4)

which is equivalent to, for every online type v ∈ V , solving the probing problem for a star graph
consisting of a single online vertex of type v and adjusted edge weights w′

uv = wuv − αu.
Recall that if for every online type v ∈ V , we have a black box which can solve the maximization

problem in (2.4) to optimality, then we have a separation oracle for the dual LP which can either
establish dual feasibility or find a violating constraint given by v and π. By the equivalence of
separation and optimization, this allows us to solve both the dual LP (2.2) and in turn the primal
LP (2.3) using the ellipsoid method, as formalized in the proposition below.

Proposition 1. Given black box star graph algorithms for every online vertex type which can
verify (2.4) in polynomial time, the exponential-sized LP (2.2) can be solved in polynomial time.

An explicit statement which directly establishes Proposition 1 can be found in Chapter 14
of Schrijver [86]. We should note that the ellipsoid method is only used to establish poly-time
solvability in theory, and that a column generation method which adds primal variables xv(π) as
needed on-the-fly is usually more efficient in practice.

In either case, while the dynamic programming approach of Purohit et al. [82] gives us an
optimal algorithm for verifying (2.4) in polynomial time, for the setting of general stochastic patience
described in Section 2.5.2, the algorithm we present is only a 1/2-approximation for the star graph
problem. Nonetheless, one can still use the structure of the dual LP, along with this approximate
separation, to compute a (1/2− ϵ)-approximate solution to the primal LP. This is formalized in the
Proposition below.

Proposition 2. Suppose for every type v ∈ V , we are given a black box which is a κ-approximation
algorithm for the maximization problem in (2.4). Then a solution to LP (2.2) with objective value
at least (κ− ϵ)OPTLPP(G) can be computed, in time polynomial in the problem parameters and 1/ϵ.

19



Proposition 2 follows from the potential-based framework of [31], which is elaborated on in
Section 2.9. Armed with Propositions 1 and 2, we can use any optimal or approximately optimal
algorithm for star graphs to obtain an (approximately) optimal solution to LP (2.2), which we can
then use to solve the problem of online matching under prophet arrivals.

Algorithm and analysis based on exponential-sized LP.

We now show how to use the LP (2.2) to design a κ/2-competitive online algorithm, given a feasible
LP solution x∗v(π) which is at least κ · OPTLPP(G), for some κ ≤ 1. For each vertex u ∈ U , let
w∗
u =

∑
v∈V wuv

∑
π∈P puv(π)x

∗
v(π) denote the expected reward of matching u according to the

assignment x∗. Notice that the objective value of the given solution is
∑
u∈U w

∗
u, which is at least

κ ·OPTLPP(G). Using this notation, our algorithm is given in Algorithm 2. By LP constraint (2.2b),
we have

∑
π∈P x

∗
v(π)/qv = 1, so the probability distribution over policies defined in Algorithm 2

is proper. We also note that since at most polynomially many variables x∗v(π) will be nonzero,
this distribution has polynomial-sized support and can be sampled from in polynomial time. The
algorithm itself is fairly simple, selecting a policy π at random with probability proportional to
LP solution x∗v(π) upon the arrival of a vertex vt of type v. Then, policy π is followed in order to
attempt to match the online vertex, but with two quirks: first, we skip probing any edge (πi, vt) for
which the weight of the edge is too small (specifically, if wπi,v < w∗

πi
/2), and second, if π tells us to

probe an edge (πi, vt) for which offline vertex πi is unavailable, we “simulate” the probing instead,
terminating with no reward if the simulated probe is successful. This simulation technique was used
in Brubach et al. [25] and is also used by our star graph algorithm in Section 2.5.2.

Algorithm 2 Random Arrivals from Known Distributions (Prophet Arrivals)

1: function OnlineMatch(U , V , p, w)
2: Let x∗ be a solution to LP (2.2) and w∗ as defined above
3: for t = 1 to T do
4: Online vertex vt, of type v ∈ V , arrives
5: Choose a policy π = (π1, π2, . . . , πℓ) with probability x∗v(π)/qv
6: for i := 1 to ℓ do
7: if wπi,v < w∗

πi
/2 then

8: Skip to next i
9: else if πi is unmatched then

10: Probe edge (πi, vt) and match if successful for reward wπi,v

11: else
12: Simulate probing (πi, vt). If successful, move to next arrival without matching vt.
13: end if
14: end for
15: end for
16: end function

Theorem 2. Under general edge weights and known arrival distributions, Algorithm 2 is κ/2-
competitive for the online bipartite matching with patience problem, assuming we are given a solution
to LP (2.2) with objective value at least κ · OPTLPP(G).

The proof of Theorem 2 is deferred to Section 2.7. In the case of deterministic, known patience,
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the algorithm of Purohit et al. [82] can be used as the black box star graph algorithms to allow
verifying (2.4), and thus solving LP (2.2) exactly. In this case, κ = 1 in Theorem 2, and we have a
1/2-competitive algorithm for online matching with patience, under prophet arrivals and arbitrary
edge weights. In Section 2.5, we extend the classical online stochastic matching problem to consider
stochastic patience, and give star graph algorithms with constant factor approximation guarantees,
allowing us to apply Theorem 2 to these settings as well.

2.4.3 Improvement for IID Arrivals
In the case of IID arrivals, i.e., where q1v = q2v = · · · = qTv for all vertex types v ∈ V , a slight
modification to Algorithm 2 yields a competitive ratio of (1− 1/e)κ when given a feasible solution
to LP (2.2) that is at least κ · OPTLPP(G) of optimal.

The only change to the algorithm from the previous non-IID setting is that for IID arrivals, we
do not skip probing vertices u ∈ U when wuv < w∗

u/2. The full pseudocode is given in Algorithm 3.

Algorithm 3 Random Arrivals from Known Identical Distributions (IID Arrivals)

1: function OnlineMatch(U , V , p, w)
2: Let x∗ be a solution to LP (2.2) and w∗ as defined previously
3: for t = 1 to T do
4: Online vertex vt, of type v ∈ V , arrives
5: Choose a policy π = (π1, π2, . . . , πℓ) with probability x∗v(π)/qv
6: for i := 1 to ℓ do
7: if πi is unmatched then
8: Probe edge (πi, vt) and match if successful for reward wπi,vt

9: else
10: Simulate probing (πi, vt). If successful, move to next arrival without matching vt.
11: end if
12: end for
13: end for
14: end function

Theorem 3. Under general edge weights and known IID arrivals, Algorithm 3 is κ(1 − 1/e)-
competitive for the online bipartite matching with patience problem, assuming we are given a solution
to LP (2.2) with objective value at least κ · OPTLPP(G).

The proof of Theorem 3 is deferred to Section 2.7. As with Theorem 2, the dynamic program of
Purohit et al. [82] can be used to get an optimal LP solution, so that Theorem 3 gives a competitiveness
of 1− 1/e for Algorithm 3 under the classical deterministic patience setting. Section 2.5 extends the
result to online stochastic matching with stochastic patience, by providing black box algorithms for
those settings which can then be used to find approximately optimal solutions to LP (2.2) as per
Proposition 2.

2.4.4 Improvement for Vertex Weights
With a new analysis, we can show that Algorithm 3 still achieves a competitive ratio of 1− 1/e in
the prophet (non-stationary) setting in the case of vertex weights.
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Theorem 4. Under vertex-weights and known arrival distributions, Algorithm 3 is κ(1 − 1/e)-
competitive for the online bipartite matching with patience problem, assuming we are given a solution
to LP (2.2) with objective value at least κ · OPTLPP(G).

The proof of Theorem 4 is deferred to Section 2.7. It has identical implications as Theorem 3,
with the improvement beyond the 1/2-guarantee of Theorem 2 coming from the vertex-weighted
assumption instead of the IID assumption.

2.5 Algorithms for Star Graphs
All of the algorithms in Section 2.4 make use of a black box algorithm for solving the special case of
a single customer (called the “star graph” problem, since it corresponds to a star graph with the
customer as the center vertex): Under adversarial arrivals, the black box is used for each arriving
vertex, while for prophet arrivals it is used as a separation oracle for the dual LP. For the classic
problem of online matching with stochastic edges and finite patience, we may use the dynamic
program of Purohit et al. [82] as this black box. Since this dynamic program is optimal for star
graphs, κ = 1 in all of the results of Section 2.4. In this Section, we consider the problem where the
patience of the customer is not known, but is instead determined by some stochastic process. These
algorithms can be used as black boxes for the algorithms in Section 2.4, giving competitive ratios
for online matching with stochastic edges (with multiple customers) under these new stochastic
patience settings. Finally, we also give an algorithm for an alternate setting where the customer has
a deterministic patience, but items arrive over time according to Bernoulli processes. Throughout,
we use m to denote the number of items, as in Section 2.3.

2.5.1 Constant Hazard Rate
In this setting, the patience is random and unknown, with a constant “hazard rate” ri for each
i ∈ [m], where [m] := {1, 2, . . . ,m}. When an attempted match with ui is unsuccessful, the customer
v runs out of patience with probability ri and remains available for another match attempt with
probability 1− ri. When the hazard rate ri is the same for all i ∈ [m] (i.e., ri = r for some r and
every i), this is equivalent to the patience having a constant hazard rate of r.

Theorem 5. For maximizing the expected weight of the matched item in the (item-dependent)
Constant Hazard Rate patience model, it is optimal to probe items in decreasing order of

wipi
pi + (1− pi)ri

.

Theorem 5 tells us that, in the special case where the patience distribution can be modeled with
individual per-item hazard rates, we can achieve an optimal star graph probing strategy. As such,
we can apply all of the algorithms and results from Section 2.4 with κ = 1.

2.5.2 Arbitrary Patience Distributions
We address the case where the patience is stochastic (and unknown) and can follow an arbitrary
known distribution. Without loss of generality, we can assume the patience distribution has finite
support (more specifically, that the patience θ ∈ [m]); this is because a patience greater than m is
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equivalent to a patience of m (additionally, a patience of 0 indicates a vertex which can never be
matched by any algorithm, since no probes can be made, so we can simply ignore such vertices).
We use an LP-based approach for this problem. We denote by qθ the probability that the patience
of the online vertex v is at least θ. Notice that 1 = q1 ≥ q2 ≥ . . . ≥ qn. Our approach utilizes the
LP (2.5) described in the next paragraph. The variables are xjθ, which correspond to the probability
of attempting to match with j on the θth attempt. The value sθ represents the probability that the
online vertex is available for a θth match attempt, meaning its patience is at least θ and all previous
match attempts were unsuccessful. This can be calculated from the xjθ, qθ, and pj values.

max

m∑
j=1

wjpj

m∑
θ=1

xjθ (2.5)

subject to
m∑
θ′=θ

xjθ′ ≤ sθ, ∀j ∈ {1, 2, . . . ,m}, θ ∈ {1, 2, . . . ,m} (2.5a)

m∑
j=1

xjθ ≤ sθ, ∀θ ∈ {1, 2, . . . ,m} (2.5b)

xjθ ≥ 0, ∀j ∈ {1, 2, . . . ,m}, θ ∈ {1, 2, . . . ,m}

s1 = 1, (2.5c)

sθ =
qθ
qθ−1

sθ−1 −
m∑
j=1

pjxj,θ−1

 ∀θ ∈ {2, . . . ,m} (2.5d)

As an example, consider the e-commerce application, where we wish to offer items to a customer
one by one. The variable xjθ indicates the probability that the customer is offered item j after θ− 1
other items have already been offered (and rejected). This can only happen if the customer’s patience
is at least θ and the customer has not already purchased an item (prior to the θth offer), since
otherwise no offers can be made at this point. The value sθ denotes precisely this probability, that is
the probability that the customer’s patience is at least θ and the customer has rejected all previous
offers. This suggests a simple constraint: xjθ ≤ sθ. However, two stronger conditions can be given:
first, no valid strategy can offer item j at any point on or after the θth attempt, if the customer has
patience less than θ or purchases an item offered before the θth. Summing over all offers after θ − 1,∑
θ′=θ xjθ′ is the probability that item j is offered at or after the θth step, and the reasoning above

gives us the constraints (2.5a). Further, if the customer is unavailable (due to having purchased an
item or running out of patience) for the θth attempt, then no item can be offered on the θth attempt;
thus, the probability of offering an item on attempt number θ cannot exceed the probability that
the customer is available for the θth attempt. This gives constraints (2.5b). We note that the family
of constraints (2.5a) differs from similar time-indexed LP’s in the literature [73], in that there is a
constraint for the sum starting at every attempt θ instead of a single constraint where θ = 1.

Constraints (2.5c) and (2.5d) simply give a closed form expression for the quantities sθ, where
qθ
qθ−1

is understood to be 0 if both qθ and qθ−1 are 0. Finally, since xjθ corresponds to a probability,
we require xjθ ∈ [0, 1] (we do not explicitly write the constraint xjθ ≤ 1 in the LP above, since it is
redundant, being implied by (2.5b) for θ = 1, since s1 = 1). We can see that this LP upper bounds
the optimal algorithm, since taking xjθ to be the probability of the algorithm probing j on attempt
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θ for all j and θ, we get a feasible solution to the LP with objective value equal to the algorithm’s
expected weight matched.

Our algorithm is simple: we solve LP (2.5) to get an optimal solution x∗, along with the values
s∗. Then, when making the θth probe, choose each offline vertex j = 1, . . . , n with probability x∗jθ/s

∗
θ

(note that if s∗θ = 0 then x∗jθ = 0), which defines a proper probability distribution by (2.5b) (note
that if (2.5b) is not tight, then with the remaining probability we choose nothing). If a vertex j is
chosen to be probed, but has already been unsuccessfully probed in a previous attempt, we “simulate”
probing j instead, and terminate with no reward if the simulated probe is successful. When we
say we “simulate” probing an edge e, we mean that we sample independently from a Bernoulli
distribution Ber(pe) and call the simulated probe “successful” if the result is 1 and unsuccessful if 0;
upon a successful simulated probe, although we don’t include e in the matching and don’t receive
the associated reward (since we did not actually probe e), we terminate our probing for the current
vertex and proceed to the next arrival as we would have if we had actually successfully probed e.
This simulation technique is important in ensuring that the probability of surviving to the θ’th
attempt is consistent with the LP value s∗θ.

Example 1. We provide an example to illustrate our LP and algorithm. Let m = 2, and suppose
there are two items with weights w1 = 1, w2 = 2 and probabilities p1 = 3/4, p2 = 1/4.

First suppose q1 = q2 = 1, i.e. the patience is deterministically 2. Then the non-zero x-values
in the optimal LP solution are x2,1 = 1, x1,2 = 0.75. This corresponds to probing item 2 (with
the higher reward if it succeeds) first, and if the probe fails (occurring w.p. 3/4), probing item 1
afterward. The expected reward is w2p2 + (1− p2)w1p1 = 2/4 + 3/4 · 3/4 = 17/16 = 1.0625, which
is also the optimal objective value of the LP.

Now consider a more interesting example where q1 = 1, q2 = 1/3. Then the non-zero x-values in
the optimal LP solution are x1,1 = 0.9, x1,2 = 0.1, x2,1 = 0.1. Our algorithm in this case will probe
item 1 first w.p. 0.9, and otherwise (w.p. 0.1) probe item 2 first. If it survives to the 2nd probe,
which occurs w.p. s2 = 0.1, it will always probe item 1. However, note that this will be a “simulated”
probe (which generates no reward) unless item 2 was probed on the 1st probe, making item 1 still
available for the 2nd probe. The probability of this occurring is 0.1 · 3/4 · 1/3 = 0.025. Therefore,
the expected reward of our algorithm is (0.9 + 0.025) · 3/4 + 0.1 · 2/4 ≈ 0.743. Meanwhile, the LP
optimal value is 0.8.

We note that in this case, the best algorithm is to probe item 1 first (which is the “safe bet”,
given that the customer has a 2/3 chance of departing after the 1st probe) followed by item 2, which
would have expected reward 19/24 ≈ 0.791, worse than the LP value. It would have been better
than our algorithm though. However, note that the optimal ordering given many items and an
arbitrary patience distribution is generally non-trivial to solve (even in our examples, the optimal
ordering switched from 2,1 to 1,2 depending on the patience distribution), and to our knowledge the
best approximation algorithm is the 1/2-approximation provided by our randomized algorithm.

Theorem 6. The online algorithm based on LP (2.5) is a 1/2-approximation for the star graph
probing problem, for an arbitrary patience distribution which is given explicitly.

The proof of Theorem 6 is in Section 2.7; we note that the analysis in the proof is tight.
We further note that the result of Theorem 6 compares to a benchmark (LP (2.5)) that does

not know the full realization of the patience values in advance. This is necessary, since Theorem 10
states that comparing to a benchmark which knows the patience in advance leads to arbitrarily bad
competitive ratios.
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Theorem 6 allows for us to solve online matching problems when the patience of each customer
is stochastic and follows an arbitrary distribution that is known to the algorithm. We simply use
our star graph algorithm as a black box for our algorithms in Section 2.4, with κ = 1/2. This gives
us 1

4 -competitive algorithms for vertex-weighted adversarial arrivals and edge-weighted prophet
arrivals; as per Theorems 3 and 4, we have improved competitive ratios of 1

2 (1− 1/e) under known
IID arrivals (even with arbitrary edge weights) and vertex-weighted prophet arrivals (even when the
distributions are not identical).

2.5.3 Item Arrivals
Next we consider a different setting in which after a customer arrives, the “items” (interpreted
as contractors in an online platform) are initially unavailable, and only show up (to acknowledge
that they can do the customer’s job) following Bernoulli processes. More specifically, each item
i ∈ [m] has two given probabilities: the matching probability pi and an arrival probability qi. The
customer has a known deterministic patience θ, and the process unfolds in discrete time steps; at
time t ∈ {1, . . . , θ}, the algorithm must choose at most one item that has arrived to offer to the
customer. After time t = θ, if no item has been purchased, the customer runs out of patience and
becomes permanently unavailable for matches. In contrast to the other patience settings, in this
setting the patience corresponds to the amount of time the customer is willing to wait, rather than
the number of items they may be offered. Thus, if the algorithm makes no offer at time t (because it
is waiting for items to become available), we still move one step closer to exhausting the customer’s
patience.

When the customer first arrives (immediately prior to time t = 1), no items are available to be
offered. However, at each time step, each item i becomes available independently with probability qi.
Once an item i becomes available to the customer, say initially at time t, then it can be offered to
the customer at most once, at any time step t′ ≥ t. When item i is offered, the customer purchases
it with probability pi, in which case a weight of wi is achieved and the process terminates; with
probability 1− pi, the item is not purchased and the process immediately proceeds to the next time
step. As with all star graph problems, our goal is to develop an algorithm which maximizes the
expected weight of the item sold to the customer (achieving a weight of 0 if no item is sold).

We begin with a linear programming relaxation of the problem.

LP := max

m∑
i=1

wixipi (2.6)

subject to
m∑
i=1

xipi ≤ 1 (2.6a)

m∑
i=1

xi ≤ θ (2.6b)

xi ≤ 1− (1− qi)θ ∀i ∈ {1, 2, . . . ,m} (2.6c)

xi ≥ 0 ∀i ∈ {1, 2, . . . ,m} (2.6d)

We call an item “large” if qi ≥ c/θ. Otherwise, if qi < c/θ, we say that item ui is “small.” Let
ILARGE = {i ∈ [m] | xi ≥ c/θ} denote the set of large items, and ISMALL = {i ∈ [m] | xi < c/θ}

25



denote the set of small items. Our algorithm first solves the LP (2.6) to obtain an optimal solution
(xi)i∈[m]; then, it makes use of one of two different strategies, choosing between the two depending
on relative contribution of large vs small items to the LP objective. The motivation here is as
follows: intuitively, we wish to choose to offer an item i with some probability proportional to xi.
However, if most of the contribution to the objective value in the LP comes from small items, there
may be a high probability of no items arriving in any one time step; in this case, we may be better
off simply offering any item that arrives in a time step where we are lucky enough to have an arrival.

The LARGE strategy. First, let ρ ∈ (0, 12 ) be a fixed parameter. Our strategy πLarge does the
following: at each time step, we select an item at random. When selecting a random item, we choose
item i with probability xi/θ. With probability 1−

∑m
i=1 xi/θ, we select no item. It follows from

constraint (2.6b) that this forms a valid distribution.
The algorithm selects this item at random, and if the item has arrived and has not yet been

offered, we offer it to the buyer with probability ρ (and with probability 1− ρ we make no offer).
The SMALL strategy. Our strategy πSmall does the following: At each time step, if at least one

small item arrives in that step, choose one of the small arrivals at random and offer it to the buyer.
We ignore large items. Any small item which arrives and is not chosen is permanently discarded
(i.e., it will never be offered to the buyer).

The full algorithm. We fix a parameter φ ∈ (0, 1). First, if θ = 1, we simply take the optimal
choice, offering the item with the highest expected reward among items that arrived. Then, for
θ ≥ 2, if

∑
i∈ILARGE

wixipi ≥ (1 − φ)LP, we use strategy πLarge at every time step. Otherwise,∑
i∈ISMALL

wixipi > φLP, and we use πSmall at every time step.
We show that this algorithm is a 0.027-approximation for the problem. This is done by considering

the two cases (corresponding to using the LARGE and SMALL strategies) separately.

Lemma 3. If
∑
i∈ILARGE

wixipi ≥ (1− φ)LP, then πLarge achieves an expected matching weight of
(1− φ)cρ(1− 2ρ)LP.

Lemma 4. If
∑
i∈ILARGE

wixipi < (1− φ)LP, then πSmall achieves an expected matching weight of
at least

φ
(
1− c

2

) 2
1−(1−c/2)2

(
1

c
− e−c

1− e−c

)
LP (2.7)

Using the bounds for both the LARGE and SMALL strategies, we can now give our final result.

Theorem 7. For an appropriate choice of parameters φ, ρ, and c, our algorithm is a 0.027-
approximation.

Lemmas 3 and 4 and Theorem 7 are proved in Section 2.7. Our result for this setting can be used
as a black box for a new kind of online stochastic matching problem with two-sided arrivals, where
after the arrival of each customer, all items (contractors in an online labor platform) are initially
unavailable, and arrive over time following Bernoulli processes (when they “discover” the customer’s
task). These acknowledgments “reset” after each customer, who presents a new job, and we note
that that each (contractor, customer)-pair can have a different rate for its Bernoulli process of the
contractor arriving, as well as a different probability for the customer accepting that contractor. A
contractor, once matched, spends the time horizon (e.g. one day) doing that task and hence never
returns. For such an online matching problem, we may use our strategy as a black box for the
algorithms of Section 2.4, where we have κ = 0.027, to get a constant-factor competitive ratio for
any finite market size and time horizon.
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2.6 Negative Results

2.6.1 Stochasticity Gap
The stochasticity gap is a fundamental gap in Linear Programming relaxations for stochastic problems
which replace probabilities with deterministic fractional weights. The notion was first discussed
informally in Brubach et al. [25], and was later also observed by Purohit et al. [82] (where they
referred to it as a “probing gap”). When these LP relaxations are used as upper bounds on the
offline optimal solution, or as a benchmark for the competitive ratio, the stochasticity gap represents
a barrier to the best achievable competitive ratio. One interpretation of such a result is that better
competitive ratios are not possible. However, one may alternatively view it as a result showing the
limitations of using a particular LP as a benchmark for competitive ratios.

We present a stochasticity gap for a common LP relaxation of the online matching problem
with stochastic rewards. Recall from Section 2.4.1 that LP (2.1) with the constraints (2.1a)–(2.1c)
(and excluding our additional family of constraints (2.1d)) is a standard LP relaxation for bipartite
matching with (known) patience constraints and adversarial arrivals. This is essentially an extension
of the “Budgeted Allocation” LP from Mehta and Panigrahi [78] to include the patience constraints.
For convenience, we reproduce this standard LP below in the vertex-weighted setting.

max
∑
u∈U

∑
v∈V

xu,vpu,vwu

subject to
∑
v∈V

xu,vpu,v ≤ 1 ∀u ∈ U∑
u∈U

xu,vpu,v ≤ 1 ∀v ∈ V∑
u∈U

xu,v ≤ E[θv] ∀v ∈ V

0 ≤ xu,v ≤ 1 ∀u ∈ U, v ∈ V

Simple LP formulations like this, while useful, can give too large of an upper bound on the
performance of any offline algorithm, and thus make it difficult to get larger competitive ratios.
As such, more complex (and, often, exponentially-sized) LPs have been used in recent work (see,
e.g., Gamlath et al. [52]) to achieve better results. Our LP-based techniques in Section 2.4 use
different exponential-sized LPs to overcome the limitations of stochasticity gaps.

We start with a simple example demonstrating the notion of stochasticity gap, where the bipartite
graph has a single offline vertex u, and n online vertices arriving in any order. Suppose puv = 1/n
and wuv = 1 for all online vertices v ∈ V (note that we necessarily have θv = 1 for each v ∈ V
since there is only one offline vertex). The LP given by (2.1a)–(2.1c) can assign xuv = 1 for all
edges, achieving an objective value of 1. However, the best any online algorithm can do is probe
the single edge (u, v) whenever vertex v arrives online, which matches the single offline vertex u
with probability 1− 1/e. Thus, it is impossible for any online algorithm to guarantee a matching of
expected weight better than (1− 1/e) times the LP value. This establishes a stochasticity gap of
1− 1/e for this formulation, and suggests that if we wish to beat the 1− 1/e barrier, we must use a
different LP benchmark. However, the stochasticity gap for the LP of (2.1a)–(2.1c) is even worse.
To establish this, we consider a complete bipartite graph with n vertices on each side, and edge
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probabilities 1/n; a result on random graphs then implies Theorem 8, whose proof is in Section 2.7.

Theorem 8. The LP given by the objective function (2.1) and constraints (2.1a)–(2.1c) has a
stochasticity gap of at most ≈ 0.544.

We should note that [45] establishes a smaller upper bound of 1− ln(2− 1/e) ≈ 0.51 relative to
this LP, but they restrict to online probing algorithms. Our higher upper bound holds even for the
offline optimal matching, hence reflecting a true “stochasticity gap”.

2.6.2 0.5 Upper Bound for SimpleGreedy
As defined in Mehta and Panigrahi [78], an opportunistic algorithm for the Stochastic Rewards
setting is one which always attempts to probe an edge incident to an online arriving vertex v ∈ V
if one exists. The work of Mehta and Panigrahi [78] showed that in the unweighted Stochastic
Rewards (θv = 1 for all online vertices v ∈ V ) problem, any opportunistic algorithm achieves a
competitive ratio of 1/2. The simplest opportunistic algorithm is the one which, when v ∈ V arrives
online, chooses a neighbor u ∈ U of v arbitrarily and probes the edge (u, v). We call this algorithm
“SimpleGreedy”. Since SimpleGreedy is opportunistic, the result of Mehta and Panigrahi [78] shows
that SimpleGreedy achieves a competitive ratio of at least 1/2; Theorem 9 shows that this is tight
even when restricted to small, uniform p.

Theorem 9. There exists a family of unweighted graphs under stochastic rewards and adversarial
arrivals for which SimpleGreedy achieves a competitive ratio of at most 1/2 even when all edges
have uniform probability p = O(1/n).

We present our construction here. Let k be a fixed positive integer constant. Let U = U0 ∪ Un,
where U0 and Un = {u1, . . . , un} are disjoint, and |U0| = k. Let V = V0 ∪ Vn where V0 and
Vn = {v1, . . . , vn} are disjoint, and |V0| = kn2. Let E = E0 ∪ En where E0 = U0 × V and
En = {(ui, vi) | i = 1, . . . , n}. Let p = k/n.

For the bipartite graph G(U, V ;E), an offline algorithm can achieve a matching of expected
size at least 2k by first probing edges (u, v) ∈ U0 × V0 until all edges are probed or the maximum
possible successful matches, k, is achieved. This strategy achieves k successful matches among these
edges in expectation. Then, the offline optimal will probe all edges of En in any order, achieving an
expected number of successful matches of k. The total expected size of the achieved matching is
then 2k. We complete the proof of Theorem 9 by showing that an online algorithm cannot earn
more than k + o(k), in Section 2.7.

2.6.3 Hardness of Unknown Patience
We now show that when offering items to a single customer with random patience, one should
not be comparing to a benchmark that knows the realization of the patience in advance, or else
the competitive ratio will be 0. The same counterexample shows for single-item IID-valued online
accept/reject problems that the competitive ratio will be 0 if the number of arrivals is unknown,
recovering the result of Alijani et al. [5].

Theorem 10. For the star graph probing problem with patience θ drawn from an arbitrary distribu-
tion7, the reward of an online algorithm relative to a clairvoyant who sees the realization of θ in
advance must be 0, even if there are infinite copies of every offline vertex.

7See Section 2.5.2 for the exact problem statement. There we compared to an LP that also did not know the
realization of the patience in advance, the importance of which is fully justified by the present Theorem.

28



Theorem 10 is proved in Section 2.7, and its construction is presented below. The significance
of allowing infinite copies of offline vertices is the following. Essentially, we are left with a pricing
problem where there are an unknown θ number of opportunities to make a single sale to a customer;
the different offline vertices’ weights correspond to different prices that can be tried, and after each
trial we get an independent realization (due to the infinite copies) whose probability depend on the
price. One can further transform such an instance into an online accept/reject problem facing a
stream of θ IID draws, where the pricing decisions correspond to acceptance thresholds. Therefore,
our hardness result implies the following. Although already known to Alijani et al. [5, Appendix A.1],
we re-derive it using our construction to articulate the connection, which we believe is instructive.

Corollary 1. Consider the simple optimal stopping problem where an online algorithm can accept
at most one of θ values that are drawn IID from a known distribution and presented one-by-one. If
θ is unknown, then the competitive ratio is 0.

Our construction. Fix a positive integer k and let m be another positive integer that we will
drive to ∞. Consider a star graph, i.e. a bipartite graph with many offline vertices u ∈ U and a
single online vertex v. Consider the following distribution over the patience of v:

θ̃v =

{
m2i w.p. m−i −m−i−1 ∀i = 0, . . . , k − 1;

m2k w.p. m−k.
(2.8)

In our construction, there are m2k identical offline vertices for each i = 0, . . . , k, with weight mi and
probability m−2i. We note that m2k is greater than or equal to the largest possible realization of θ̃v,
so the constraints on the availability of offline vertices are never binding. That is, our construction
applies even in the more restrictive setting where there are infinite copies of every offline vertex.

Intuition behind hardness. In our construction, there are essentially an unknown number of
opportunities to sell a single item. During each opportunity, one must choose a consumption option
i = 0, . . . , k, which has a m−2i probability of selling the item at price mi. The immediate reward
from consumption option i is mi ·m−2i = m−i, which is decreasing in i, but smaller indices of i
also has a higher chance of closing the sale and eliminating future opportunities. Therefore, there is
a tradeoff between offering “longshot” prices with a high index of i (desirable if a large number of
opportunities remain), vs. the “safe” option i = 0 which makes a sale w.p. m−0 = 1 (desirable on the
final opportunity). Our proof of Theorem 10 in Section 2.7 shows that a clairvoyant who tries only
option i when they know the patience will be m2i, for all i = 0, . . . , k, can earn ≈ (1− 1/e)(k + 1).
Meanwhile, any online algorithm is best off using the “safe” option i = 0 on the first try and finishing,
since the customer only has a small chance of having patience greater than 1 (we prove this through
backwards induction on the optimal dynamic program). This establishes an unbounded separation
when k is taken to be large in our construction.

Transformed hard instance to establish Corollary 1. For concreteness, we show how
to transform our construction to the accept/reject problem. The IID draws from the distribution
should take one of k+1 possible values, indexed by i = 0, . . . , k. The decision each period is to set a
threshold on the minimum acceptable value, where each option i = 0, . . . , k should correspond to a
“consumption option” that has probability m−2i of accepting. Therefore, the probability of the IID
draw taking value index i for all i = 0, . . . , k − 1 should be m−2i −m−2(i+1) and the probability of
value index i = k should be m−2k, so that accepting all levels with index at least i has probability

(m−2i −m−2(i+1)) + (m−2(i+1) −m−2(i+2)) + · · ·+m−2k = m−2i
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of making an acceptance. Now, the exact values for each index i must be calibrated so that
the immediate reward from each consumption option i is m−i. Using backwards induction over
i = k, . . . , 1, we can solve that the value for index i = k should be mk and that the value for each
index i = 0, . . . , k − 1 should be

m−i −m−(i+1)

m−2i −m−2(i+1)
=
mi+2 −mi+1

m2 − 1
=

mi+1

m+ 1
.

This completes the construction of our transformed instance for the accept/reject problem.
Applying Yao’s minimax principle. Finally, we explain why in Corollary 1, there is no

difference between θ being completely unknown vs. θ being drawn from a known distribution (but
competing against a clairvoyant who knows its realization in advance). Formally, for any patience θ
and any (deterministic) non-clairvoyant algorithm ψ, let ALG(ψ, θ) denote the algorithm’s expected
reward when the patience realizes to θ. Meanwhile, let OPT(θ) denote the clairvoyant’s expected
reward when the patience is known to be θ. Let D denote a distribution over patiences θ, and Ψ
denote a distribution over algorithms ψ. Yao’s minimax principle says that

sup
Ψ

inf
θ

Eψ∼Ψ[ALG(ψ, θ)]

OPT(θ)
= inf

D
sup
ψ

Eθ∼D
[
ALG(ψ, θ)

OPT(θ)

]
= inf

D

supψ Eθ∼D[ALG(ψ, θ)]

Eθ∼D[OPT(θ)]

The second equality holds by rescaling distributions D by 1/OPT(θ): Consider instead a distribution
given by renormalizing the probabilities D(θ)/OPT(θ) and notice this transformation preserves the
infimum.

The existence of our family of distributions in (2.8) shows that the RHS expression, and hence all
of these expressions, equal 0. The LHS expression equaling 0 implies that for any fixed (randomized)
online algorithm that does not know the value of θ in advance, an adversary can always set a horizon
length θ for which the algorithm performs unboundedly worse relative to OPT(θ).

2.7 Deferred Proofs
Proof of Lemma 1. Consider an adaptive offline algorithm which is optimal. Let xu,v be the
probability that this strategy probes edge (u, v). For any vertex u ∈ U , the probability that u is
successfully matched is at most

∑
v∈V xu,vpu,v ≤ 1, and similarly for the probability of successfully

matching any online vertex v ∈ V . Thus, this assignment satisfies constraints (2.1a) and (2.1b). By
the definition of OPT(G), we cannot probe more than θv edges incident on an online vertex v. So
constraint (2.1c) is satisfied.

Finally, we argue that the new constraint (2.1d) is satisfied by this assignment. Suppose instead
there is some vertex v′ ∈ V and some U ′ ⊆ U for which

∑
u∈U ′ xu,v′pu,v′wu > OPT(U ′, v′). Then, we

can define a new offline probing strategy on the star graph (U ′, {v′}, U ′×{v′}) which simply simulates
our original algorithm on G and probes only those edges which are in U ′ × {v′}. This achieves an
expected matching weight on the star graph of at least

∑
u∈U ′ xu,v′pu,v′wu > OPT(U ′, v′), but this

contradicts the fact that OPT(U ′, v′) is the optimal expected matching weight for the star graph.
Thus, this assignment must satisfy constraint (2.1d). It follows that LP (2.1) must have objective
value at least as large as the expected matching weight of the optimal offline algorithm.
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Proof of Lemma 2. For the sake of analysis, suppose we have solved LP (2.1) on the graph G. Let

c(x) =
∑
u∈U

∑
v∈V

xu,vpu,vwu

be the value of the objective function for x and let

cv(x) =
∑
u∈U

xu,vpu,vwu

be the value “achieved” by a given online vertex v with c(x) =
∑
v∈V cv(x). Let x∗ be the optimal

assignment given by LP (2.1), for the graph G. So c(x∗) =
∑
v∈V cv(x

∗) = LPOPT(G).
We will make the following charging argument. Imagine that when a vertex v is matched to

some u ∈ U , we assign 0.5wu to v and for all v′ ∈ V (including v itself) we assign 0.5xu,v′pu,v′wu to
v′. Note we have assigned at most wu weight in total since

∑
v′∈V 0.5xu,v′pu,v′wu ≤ 0.5wu due to

LP constraint (2.1a).
Let wv for online vertex v ∈ V be equal to the weight wu of the offline vertex u which is matched

to v or 0 if v is unmatched at the end of the arrivals. Let Um ⊆ U be the set of offline vertices which
are matched at the end of the arrivals. We define

cv(ALG) = 0.5wv + 0.5
∑
u∈Um

xu,vpu,vwu

as the weight assigned to v in our imaginary assignment. By the linearity of expectation

ALG(G) = E

[∑
v∈V

cv(ALG)

]
=
∑
v∈V

E[cv(ALG)]

Thus, to complete the proof, we must show that∑
v∈V

E[cv(ALG)] ≥ 1

2
LPOPT(G)

Consider an online vertex v arriving at time k. Let Uv ⊆ U be the set of vertices available
(unmatched) when v arrives and U−v = U \Uv be the set of vertices which are already matched when
v arrives. Note that when v arrives, it has already been assigned a value of 0.5

∑
u∈U−v

xu,vpu,vwu.
After using a κ-approximate (κ ≤ 1) black box for matching v to Uv, we have assigned an expected
value to v of at least 0.5κOPT(Uv, v) + 0.5

∑
u∈U−v

xu,vpu,vwu.
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Thus, we have

∑
v∈V

E[cv(ALG)] ≥
∑
v∈V

∑
Uv⊆U

Pr[Uv]

0.5κOPT(Uv, v) + 0.5
∑

u∈U−v

xu,vpu,vwu


≥
∑
v∈V

∑
Uv⊆U

Pr[Uv]

0.5κ
∑
u∈Uv

xu,vpu,vwu + 0.5κ
∑

u∈U−v

xu,vpu,vwu

 ∵ (2.1d)

≥ 0.5κ
∑
v∈V

∑
Uv⊆U

Pr[Uv]
∑
u∈U

xu,vpu,vwu

= 0.5κ
∑
v∈V

∑
u∈U

xu,vpu,vwu

=
κ

2
LPOPT(G)

which completes the proof.

Proof of Theorem 2. Given a feasible solution x∗v(π) to LP (2.2) whose objective value is at least
κ ·OPTLPP(G), we show that an online algorithm can form a matching whose weight is in expectation
at least κ

2 · OPTLPP(G).
First, we establish some notation. Let Qtv ∈ {0, 1} be the indicator random variable for the

event that the arrival at time t has type v ∈ V . Let Y tuv ∈ {0, 1} be the indicator random variable
for u being matched to a vertex of type v at time t. Let N t

u be the indicator random variable for
offline vertex u becoming matched by the end of time t. And, let Πt be denote the policy chosen by
Algorithm 2 for time t. We may now write the online algorithm’s weight matched as∑

t,u,v

wuvY
t
uv =

∑
t,u,v

(wuv −
w∗
u

2
)Y tuv +

∑
u

w∗
u

2

∑
t,v

Y tuv

=
∑

u,v:wuv≥w∗
u/2

(wuv −
w∗
u

2
)
∑
t

Y tuv +
∑
u

w∗
u

2
NT
u

(2.9)

Now we wish to analyze the value of E[Y tuv]. For a pair u, v such that wuv ≥ w∗
u/2 (i.e. edge uv

is not skipped over when executing policies π ∈ P during the execution of Algorithm 2), we have

E[Y tuv] = E[Y tuv|(Qtv = 1) ∩ (N t−1
u = 0)] Pr[(Qtv = 1) ∩ (N t−1

u = 0)]

= qtv(1− E[N t−1
u ])

∑
π∈P

E[Y tuv|(Qtv = 1) ∩ (N t−1
u = 0) ∩ (Πt = π)] Pr[Πt = π|Qtv = 1] (2.10)

Next, notice that E[N t−1
u ] ≤ E[NT

u ] since the probability of offline vertices becoming matched only
increases over time. Notice also that since wuv ≥ w∗

u/2, no policy for a vertex of type v will skip
over probing u. Further, skipping over other vertices can only increase the probability that u is
probed. Hence, we can conclude that E[Y tuv|(Qtv = 1) ∩ (N t−1

u = 0) ∩ (Πt = π)] ≥ puv(π). Finally,
we observe that Pr[Πt = π|Qtv = 1] = x∗v(π)/qv.
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Applying the above to (2.10), we have

E[Y tuv] ≥ qtv(1− E[NT
u ])

∑
π∈P

puv(π)
x∗v(π)

qv

and combining with (2.9) we get can bound the algorithm’s expected weight as

E

[∑
t,u,v

wuvY
t
uv

]

≥
∑

u,v:wuv≥w∗
u/2

(wuv −
w∗
u

2
)

∑
t

qtv︸ ︷︷ ︸
= qv by definition

(1− E[NT
u ])

∑
π∈P

puv(π)
x∗v(π)

qv
+
∑
u

w∗
u

2
E[NT

u ]

≥
∑
u

(1− E[NT
u ])
∑
v

(wuv −
w∗
u

2
)
∑
π∈P

puv(π)x
∗
v(π) +

∑
u

w∗
u

2
E[NT

u ]

=
∑
u

(1− E[NT
u ])

w∗
u −

w∗
u

2

∑
v

∑
π∈P

puv(π)x
∗
v(π)︸ ︷︷ ︸

≤ 1 by LP constraint (2.2a)

+
∑
u

w∗
u

2
E[NT

u ]

which is at least
∑
u w

∗
u/2. By assumption on the LP solution, we have

∑
u w

∗
u/2 ≥ κ ·OPTLPP(G)/2,

completing the proof.

Proof of Theorem 3. Given a feasible solution x∗v(π) to LP (2.2) whose objective value is at least
κ ·OPTLPP(G), we show that an online algorithm can form a matching whose weight is in expectation
at least κ(1− 1/e) · OPTLPP(G).

We let Qtv, Y tuv, N t
u, and Πt be defined as in the proof of Theorem 2. Further, let Ztuv ∈ {0, 1}

be the indicator random variable for (u, v) being successfully probed (real or simulated) at time t.
Then, let Zt :=

∑
v∈V Z

t
uv. Note that Zt ∈ {0, 1} since Ztuv can only be 1 for the single v ∈ V that

corresponds to the vertex type arriving at time t.
Next, since u is available to be matched at time t if and only if Z1

u = Z2
u = · · · = Zt−1

u = 0, we
can write Y tuv = Ztuv · 1[Z1

u = Z2
u = · · · = Zt−1

u = 0].
Using linearity of expectation and independence, we can decompose the algorithm’s weight as:

E

[∑
t,u,v

wuvY
t
uv

]
=
∑
u,t

E

[∑
v

wuvZ
t
uv

]
E[1(Z1

u = · · · = Zt−1
u = 0)] (2.11)
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Under IID assumption, we know qtv = qv/T for all t, and we can derive the following:

E[Ztuv] = Pr[Qtv = 1]
∑
π∈P

E[Ztuv|(Qtv = 1) ∩ (Πt = π)] Pr[Πt = π|Qtv = 1]

=
qv
T

∑
π∈P

puv(π)
x∗v(π)

qv

=
1

T

∑
π∈P

puv(π)x
∗
v(π) (2.12)

Using (2.12), we can derive the following for any offline vertex u:

E
[∑

v

wuvZ
t
uv

∣∣∣Ztu = 1
]
=

∑
v wuvE[Ztuv]
Pr[Ztu = 1]

=

∑
v wuvE[Ztuv]∑
v E[Ztuv]

=

∑
v,π wuvpuv(π)x

∗
v(π)∑

v,π puv(π)x
∗
v(π)

(2.13)

Substituting (2.13) back into (2.11), we get

E

[∑
t,u,v

wuvY
t
uv

]
=
∑
u,t

(∑
v,π wuvpuv(π)x

∗
v(π)∑

v,π puv(π)x
∗
v(π)

)
Pr[Ztu = 1]E[1(Z1

u = · · · = Zt−1
u = 0)]

=
∑
u

(∑
v,π wuvpuv(π)x

∗
v(π)∑

v,π puv(π)x
∗
v(π)

)∑
t

E[1(Ztu = 1)1(Z1
u = · · · = Zt−1

u = 0)] (2.14)

For any u, let’s analyze E[
∑
t 1(Z

t
u = 1)1(Z1

u = · · · = Zt−1
u = 0)]. The expression inside the E is 0 if

all of the Ztu are 0, and 1 otherwise. Therefore, by independence, the expectation equals

1−
∏
t

Pr[Ztu = 0] = 1−
∏
t

(1− E[
∑
v

Ztuv]).

Substituting in (2.12), we get this is equal to

1−
∏
t

(1−
∑
v

1

T

∑
π∈P

puv(π)x
∗
v(π)) ≥ 1− exp(−

∑
t

1

T

∑
v,π

puv(π)x
∗
v(π))

= 1− exp(−
∑
v,π

puv(π)x
∗
v(π))
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Finally, substituting back into (2.14), we get that the algorithm’s expected weight is at least

∑
u

∑
v,π

wuvpuv(π)x
∗
v(π)

1− exp(−
∑
v,π puv(π)x

∗
v(π))∑

v,π puv(π)x
∗
v(π)

The function 1−exp(−z)
z is decreasing in z and the expression

∑
v,π puv(π)x

∗
v(π) is at most 1 by LP

constraint (2.2a), hence the fraction in the expression above is uniformly lower-bounded by 1− 1/e.
Therefore, the algorithm’s expected weight is at least (1− 1/e)

∑
u

∑
v,π wuvpuv(π)x

∗
v(π), which in

turn is at least (1− 1/e)κ ·OPT(G) by presumption on the given LP solution x∗v(π), completing the
proof.

Proof of Theorem 4. Given a feasible solution x∗v(π) to LP (2.2) whose objective value is at least
κ ·OPTLPP(G), we show that an online algorithm can form a matching whose weight is in expectation
at least κ(1− 1/e) · OPTLPP(G).

We let Qtv, Y tuv, Ztuv, Ztu, and N t
u be as defined in the proof of Theorem 2. The LP objective

value can be written as ∑
u∈U

wu

(∑
v∈V

∑
π∈P

x∗v(π)puv(π)

)
.

We will show that Algorithm 3 in this case matches each offline vertex u with probability
at least (1 − 1/e)

∑
v∈V

∑
π∈P x

∗
v(π)puv(π). Notice that a vertex u is left unmatched only if

Z1
u = · · · = ZTu = 0. Since Z1

u, . . . , Z
T
u are independent, the probability of this is

T∏
t=1

(1− Pr[Ztu = 1]) =

T∏
t=1

(
1−

∑
v∈V

E[Ztuv]

)

=

T∏
t=1

(
1−

∑
v∈V

qtv
∑
π∈P

puv(π)
x∗v(π)

qv

)

≤
T∏
t=1

exp

(
−
∑
v∈V

qtv
∑
π∈P

puv(π)
x∗v(π)

qv

)

= exp

(
−
∑
v∈V

∑
π∈P

puv(π)x
∗
v(π)

T∑
t=1

qtv
qv

)

= exp

(
−
∑
v∈V

∑
π∈P

puv(π)x
∗
v(π)

)

Therefore, the probability of Algorithm 3 matching an offline vertex u is at least

1− exp(−
∑
v∈V

∑
π∈P

puv(π)x
∗
v(π))

which we know is at least (1− 1/e)
∑
v∈V

∑
π∈P x

∗
v(π)puv(π) by the same analysis as at the end of

the proof of Theorem 3. Therefore, the total expected weight accrued by the algorithm across all
offline vertices u ∈ U is at least (1− 1/e)

∑
u∈U

∑
v∈V

∑
π∈P x

∗
v(π)puv(π), which in turn is at least

(1− 1/e)κ · OPTLPP(G) by presumption on the given LP solution x∗v(π), completing the proof.
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Proof of Theorem 6. In our analysis, we define Sθ to be the random indicator variable corresponding
to the event that the probing process has continued to the θth attempt. Additionally, Xjθ is the
indicator variable for the event that vertex j is probed in the θth attempt, including simulated
probes.

We claim that E[Sθ] = s∗θ for all θ. This can be seen to be true by definition in (2.5c)–(2.5d) and
the fact that we simulate probes even when a vertex j is unavailable. Further, we can immediately
see that E[Xjθ] = E[Xjθ|Sθ = 1]Pr[Sθ = 1] =

x∗
jθ

s∗θ
s∗θ = x∗jθ as long as s∗θ > 0, and that both E[Xjθ]

and x∗jθ must be 0 if s∗θ = 0. Therefore, E[Xjθ] = x∗jθ for all j and θ.
The algorithm’s expected weight matched only counts non-simulated probes, and can be written

n∑
j=1

wjpj

n∑
θ=1

E
[
Xjθ

∏
θ′<θ

(1−Xjθ′)
]
. (2.15)

We will analyze the expectation in (2.15) for an arbitrary j and θ. We assume s∗θ > 0, since otherwise
Xjθ = 0 w.p. 1 and the expectation must be 0.

Step 1: Using conditional independence. The terms inside the expectation in (2.15) are
generally not independent, since Xjθ = 1 (i.e. probing j on attempt θ) is only possible if Sθ = 1 (i.e.
the online vertex is still available on attempt θ), which is affected by whether Xjθ′ = 1 for θ′ < θ.
Nonetheless, we can decompose the expectation as follows:

E
[
Xjθ

θ−1∏
θ′=1

(1−Xjθ′)
]
= E[Xjθ]E

[ θ−1∏
θ′=1

(1−Xjθ′)
∣∣∣Xjθ = 1

]
= x∗jθ

θ−1∏
θ′=1

E[(1−Xjθ′)|Xjθ = 1]

= x∗jθ

θ−1∏
θ′=1

E[(1−Xjθ′)|Sθ′+1 = 1].

The second equality holds because {Xjθ′ : θ
′ < θ} were only correlated through their dependence

on the availability of the online vertex, but conditional on Xjθ = 1 which reveals that the online
vertex is available for all attempts θ′ < θ, whether j is probed on any attempt is determined by an
independent coin flip. The third equality holds because from the perspective of Xjθ′ , conditioning
on Xjθ = 1 is equivalent to conditioning on Sθ′+1 = 1. Indeed, the only future information which
distorts the likelihood of having probed j on attempt θ′ is whether the online vertex survived to
attempt θ′ + 1; any events after that have no interdependence with Xjθ′ .

For an arbitrary θ′, noting that Sθ′+1 = 1 implies Sθ′ = 1, we can evaluate

E[(1−Xjθ′)|Sθ′+1 = 1] =
Pr[Xjθ′ = 0 ∩ Sθ′+1 = 1|Sθ′ = 1]

Pr[Sθ′+1 = 1|Sθ′ = 1]
. (2.16)

Now, since Xjθ′ = 0 and Xjθ′ = 1 are mutually exclusive and collectively exhaustive events,

Pr[Sθ′+1 = 1|Sθ′ = 1] = Pr[Xjθ′ = 0 ∩ Sθ′+1 = 1|Sθ′ = 1] + Pr[Xjθ′ = 1 ∩ Sθ′+1 = 1|Sθ′ = 1]

≤ Pr[Xjθ′ = 0 ∩ Sθ′+1 = 1|Sθ′ = 1] + x∗jθ′/s
∗
θ′
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where the inequality uses the fact that Pr[Xjθ′ = 1|Sθ′ = 1] = x∗jθ′/s
∗
θ′ . Substituting into (2.16),

E[(1−Xjθ′)|Sθ′+1 = 1] ≥ 1−
x∗jθ′/s

∗
θ′

Pr[Sθ′+1 = 1|Sθ′ = 1]

= 1−
x∗jθ′

s∗θ′+1

.

In combination with the fact that expectations are non-negative, we can substitute back into
expression (2.15) to conclude that for any node j,

n∑
θ=1

E
[
Xjθ

θ−1∏
θ′=1

(1−Xjθ′)
]
≥
∑
θ:s∗θ>0

x∗jθ

θ−1∏
θ′=1

max{1−
x∗jθ′

s∗θ′+1

, 0}. (2.17)

Step 2: Using the improved constraints. Now that in (2.17) we have bounded the algorithm’s
expected weight matched as an expression of variables from the LP’s optimal solution, we can use
the improved constraints (2.5a) to derive a bound relative to the LP’s optimal objective value.

For this part of the proof, fix an arbitrary j and we will omit the subscript j. To ensure that we
don’t divide by 0 on the RHS of (2.17), let θ denote the maximum index θ for which x∗θ > 0; note it
must be the case that s∗

θ
> 0. We can then apply (2.5a) on the values of s∗θ′+1 to see that the RHS

of (2.17) is lower-bounded by

θ∑
θ=1

x∗θ

θ−1∏
θ′=1

max{1− x∗θ′

x∗θ′+1 + · · ·+ x∗
θ

, 0}. (2.18)

Lemma 5. The algorithm’s probability of probing any offline node in a non-simulated fashion is
at least half the total from the LP optimal solution, when both sums are truncated at the index θ
defined above. That is,

∑θ
θ=1 x

∗
θ

∏θ−1
θ′=1 max{1− x∗

θ′
x∗
θ′+1

+···+x∗
θ

, 0} ≥ 1
2

∑θ
θ=1 x

∗
θ.

The proof of Lemma 5 is presented next. It directly completes the present proof from expres-
sion (2.18).

The analysis in Theorem 6 is tight. Indeed, consider an example with n = 2 offline vertices,
where the first has w1 = 1 and p1 = ϵ for some small ϵ > 0, while the second has w2 = 0 and p2 = 1.
The patience is deterministically 2, i.e. q1 = q2 = 1. The following defines an optimal LP solution:
s1 = 1, x11 = 1

2(1−ϵ) , x21 = 1−2ϵ
2(1−ϵ) , s2 = 1/2, x12 = 1−2ϵ

2(1−ϵ) , x22 = 0, which has objective value
ϵ (all coming from the first vertex). However, the algorithm can only probe the first vertex in a
non-simulated fashion on attempt 1, since conditional on it surviving to attempt 2, the first vertex
must have already been probed on attempt 1. As a result, the algorithm probes the first vertex
with a total probability of 1

2(1−ϵ) , matching expected weight ϵ
2(1−ϵ) which approaches half of the

LP’s objective value as ϵ→ 0.

Proof of Lemma 5. To simplify notation in the proof of (2.18), we let x∗>θ′ denote x∗θ′+1 + · · ·+ x∗
θ

for any θ′; we also let [·]+ denote max{·, 0}. If θ = 1 then the desired result is trivial; if θ = 2
then (2.18) equals x∗1 + x∗2[1− x∗1/x∗2]+ = max{x∗1, x∗2} which also leads to the desired result that it
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is at least 1
2

∑θ
θ=1 x

∗
θ. Hereafter, we assume θ ≥ 3. The following can then be derived:

θ∑
θ=1

x∗θ

θ−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
(2.19)

=

θ−2∑
θ=1

x∗θ

θ−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
+

x∗
θ−1

+ x∗
θ

[
1−

x∗
θ−1

x∗
θ

]+ θ−2∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+

=

θ−2∑
θ=1

x∗θ

θ−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
+max{x∗

θ−1
, x∗
θ
}
[x∗
>θ−2

− x∗
θ−2

]+

x∗
>θ−2

θ−3∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+

≥
θ−2∑
θ=1

x∗θ

θ−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
+
x∗
>θ−2

− x∗
θ−2

2

θ−3∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
(2.20)

where the inequality applies the facts that
max{x∗

θ−1
,x∗

θ
}

x∗
>θ−2

≥ 1/2 and [x∗
>θ−2

−x∗
θ−2

]+ ≥ x∗
>θ−2

−x∗
θ−2

,

after acknowledging that all terms in the product are initially non-negative.
Now, for any k = θ − 2, θ − 1, . . . , 2, the following can be derived:

k∑
θ=1

x∗θ

θ−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
+
x∗>k − x∗k

2

k−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
(2.21)

=

k−1∑
θ=1

x∗θ

θ−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
+ x∗k

k−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
+
x∗>k − x∗k

2

k−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+

=

k−1∑
θ=1

x∗θ

θ−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
+
x∗>k−1

2

[x∗>k−1 − x∗k−1]
+

x∗>k−1

k−2∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+

≥
k−1∑
θ=1

x∗θ

θ−1∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
+
x∗>k−1 − x∗k−1

2

k−2∏
θ′=1

[
1− x∗θ′

x∗>θ′

]+
. (2.22)

When k = θ − 2, expression (2.21) equals (2.20). We have inductively established that this is at
least the value of expression (2.22) when k = 2, which is x∗1 +

x∗
>1−x

∗
1

2 = 1
2 (x

∗
1 + · · ·+x∗θ), completing

the proof.

Proof of Theorem 5. Let qi = pi + (1 − pi)ri be the probability that probing terminates after
attempting to match i (which occurs either when the match is successful, or when the match fails
and the patience is subsequently exhausted); the probability that another match can be attempted
is then 1− qi.

Suppose we have an optimal strategy which probes in the order u1, u2, . . . , um and achieves the
maximum expected reward. We denote this reward by R∗, and note that

R∗ =

m∑
i=1

i−1∏
j=1

(1− qj)wipi

 (2.23)
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If the permutation satisfies wipi/qi ≥ wi+1pi+1/qi+1 for all i ∈ [m−1], then we are done. Suppose
to the contrary that there is some k ∈ [m− 1] for which wkpk/qk < wk+1pk+1/qk+1. Consider the
alternate strategy where we swap the order of probing k and k + 1. That is, we probe in the order
u1, u2, . . . , uk−1, uk+1, uk, uk+2, . . . , um. Denote the expected reward of this new strategy by R′. We
have

R′ =

k−1∑
i=1

i−1∏
j=1

(1− qj)wipi

+

k−1∏
j=1

(1− qj) (wk+1pk+1 + (1− qk+1)wkpk) +

m∑
i=k+1

i−1∏
j=1

(1− qj)wipi


(2.24)

Subtracting (2.24) from (2.23) yields

R∗ −R′ =

k−1∏
j=1

(1− qj)
(
wkpk + (1− qk)wk+1pk+1

)
−
k−1∏
j=1

(1− qj)
(
wk+1pk+1 − (1− qk+1)wkpk

)
which is equivalent to

R∗ −R′ =

k−1∏
j=1

(1− qj)

(wkpk + (1− qk)wk+1pk+1 − wk+1pk+1 − (1− qk+1)wkpk

)

=

k−1∏
j=1

(1− qj)

(qk+1wkpk − qkwk+1pk+1

)
< 0

where the inequality holds since, by assumption, wkpk/qk < wk+1pk+1/qk+1, and thus wkpkqk+1 <
wk+1pk+1qk.

However, this means that R∗ < R′, contradicting the assumption that R∗ is optimal.

Proof of Lemma 3. For a large item i, let Ai,t be the event that i arrives before or at time t. Let
Bi,t be the event that i is offered before time t. Let Ci,t be the event that we have successfully sold
some item in ILARGE − {i} before time t.

We note that for an item i and time step t:

Pr(i is probed at time t) = Pr(Ai,t ∧ B̄i,t ∧ C̄i,t)
ρxi
θ

(2.25)

Next, we observe that the probability that i has arrived by time t is given by

Pr(Ai,t) = 1− (1− qi)t. (2.26)

Next, we consider Pr(B̄i,t ∩ C̄i,t), which is given by:

Pr(B̄i,t ∩ C̄i,t) =
t−1∏
t′=1

Pr(B̄′
i,t′ ∩ C̄ ′

i,t′) (2.27)

where B′
i,t′ is the event that i is offered at time t′ and C ′

i,t′ is the event that some item in ILARGE−{i}
is offered at time t′. Next, we note that Pr(B̄′

i,t′∩C̄ ′
i,t′) = 1−Pr(B′

i,t′∨C ′
i,t′) ≥ 1−Pr(B′

i,t′)−Pr(C ′
i,t′).
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Then,
Pr(B′

i,t′) ≤
ρxi
θ
≤ ρ

θ

and
Pr(C ′

i,t) ≤
∑
j

ρxj
θ
pj =

ρ

θ

∑
j

xjpj ≤
ρ

θ

where in the final inequality, we use constraint (2.6a). These together give

Pr(B̄′
i,t′ ∩ C̄ ′

i,t′) ≥ 1− 2ρ

θ

which combined with (2.27) gives (2.28).

Pr(B̄i,t′ ∩ C̄i,t′) ≥
(
1− 2ρ

θ

)t−1

≥
(
1− 2ρ

θ

)θ
(2.28)

Combining (2.26) and (2.28) with (2.25) gives us (2.29).

Pr(i is probed at time t) ≥
(
1− (1− qi)t

)(
1− 2ρ

θ

)θ
ρxi
θ

(2.29)

We now use (2.29) to derive a bound on Pr(i gets probed).

Pr(i gets probed) ≥ ρxi
θ

(
1− 2ρ

θ

)θ θ∑
t=1

(
1− (1− qi)t

)
=
ρxi
θ

(
1− 2ρ

θ

)θ (
θ −

θ∑
t=1

(1− qi)t
)

≥ ρxi
θ

(1− 2ρ)

(
θ −

θ∑
t=1

(1− qi)t
)

Then, we note that
θ∑
t=1

(1− qi)t = (1− qi)
1− (1− qi)θ

qi

For a large item i, we have

(1− qi)
1− (1− qi)θ

qi
≤ 1− c/θ

c/θ

(
1− (1− c/θ)θ

)
=
θ

c

(
1− c

θ

)
(1− (1− c/θ)θ)

where the inequality follows from the fact that the first expression is decreasing in qi (and, for
large items, qi ≥ c/θ).

This finally gives us a bound for large i:

Pr(i gets probed) ≥ ρ(1− 2ρ)

(
1− 1

c
(1− c/θ)

(
1− (1− c/θ)θ

))
xi (2.30)
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We argue that the expression on the RHS is decreasing in θ. To see this, let

fc(θ) =
(
1− c

θ

)(
1−

(
1− c

θ

)θ)
so that we can rewrite equation (2.30) as

Pr(i gets probed) ≥ ρ(1− 2ρ)

(
1− 1

c
fc(θ)

)
xi

To show that the RHS of (2.30) is decreasing in θ, it suffices to show that fc(θ) is increasing. Taking
the derivative, we get:

df

dθ
=
( c
θ2

)(
1−

(
1− c

θ

)θ)
+
(
1− c

θ

)(
1− c

θ

)θ
ln
(
1− c

θ

) c

θ2

=
c

θ2

(
1−

(
1− c

θ

)θ
+
(
1− c

θ

)θ+1

ln
(
1− c

θ

))
=

c

θ2

(
1−

(
1− c

θ

)θ (
1−

(
1− c

θ

)
ln
(
1− c

θ

))) (2.31)

We wish to show that (2.31) is nonnegative. First, we observe that

1−
(
1− c

θ

)
ln
(
1− c

θ

)
≤ 1− ln

(
1− c

θ

)
< 1 +

c
θ

1− c
θ

=
1

1− c
θ

(2.32)

where the second inequality follows from the fact that ln(1 + x) > x/(1 + x) when x > −1 (and
taking x = −c/θ). Combining (2.32) with (2.31), we get:

df

dθ
≥ c

θ2

(
1−

(
1− c

θ

)θ ( 1

1− c
θ

))
=

c

θ2

(
1−

(
1− c

θ

)θ−1
)
> 0

Therefore, fc(θ) is increasing in θ, and the RHS of (2.30) is decreasing in θ. As a result, the
expression is minimized when θ →∞, so we can simplify our bound further.

Pr(i gets probed) ≥ ρ(1− 2ρ)

(
1− 1

c

(
1− e−c

))
xi (2.33)

Thus, the total expected weight produced by πLarge is at least∑
i∈ILARGE

wipi Pr(i gets probed) ≥
∑

i∈ILARGE

wipi

(
1− 1

c

(
1− e−c

))
ρ(1− 2ρ)

≥
(
1− 1

c

(
1− e−c

))
ρ(1− 2ρ)(1− φ)LP

(2.34)

where the first inequality comes from (2.33) and the second comes from the assumption.
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Proof of Lemma 4. Since
∑
i∈ILARGE

wixipi < (1 − φ)LP, we must have that
∑
i∈ISMALL

wixipi ≥
φLP.

As before, we consider the probability that an item i is probed at time step t. Let Ai,t be the
event that i arrives at time t, Bt be the event that an item is successfully sold before time t, and
Ci,t be the event that some other small item j ̸= i arrives at time t and wants to be probed.

Pr(i probed at time t) = Pr(Ai,t ∩ B̄t ∩ C̄i,t)
xi

1− (1− qi)θ

= Pr(Ai,t) Pr(B̄t ∩ C̄i,t | Ai,t)
xi

1− (1− qi)θ

= Pr(Ai,t) Pr(B̄t | Ai,t) Pr(C̄i,t | Ai,t ∩ B̄t)
xi

1− (1− qi)θ

= Pr(Ai,t) (1− Pr(Bt | Ai,t)) Pr(C̄i,t | Ai,t ∩ B̄t)
xi

1− (1− qi)θ

The probability of i arriving precisely at time t is

Pr(Ai,t) = qi(1− qi)t−1.

For the probability that an item is successfully sold before time t, since we condition on i arriving
at time t we only need to consider the probability of successfully selling some item j ̸= i:

Pr(Bt | Ai,t) ≤
∑

j∈ISMALL−{i}

(
t−1∑
t′=1

qj(1− qj)t
′−1 xj

1− (1− qj)θ
pj

)

=
∑

j∈ISMALL−{i}

(1− (1− qj)t−1)
xj

1− (1− qj)θ
pj

=
∑

j ̸=ISMALL−{i}

1− (1− qj)t−1

1− (1− qj)θ
xjpj

Next, we note that the expression
1− (1− qj)t−1

1− (1− qj)θ

is increasing in qj and so we have

Pr(Bt | Ai,t) ≤
∑

j ̸=ISMALL−{i}

1− (1− c/θ)t−1

1− (1− c/θ)θ
xjpj

since qj ≤ c/θ for small j. Using LP constraint (2.6a) then gives (2.35).

Pr(Bt | Ai,t) ≤
1− (1− c/θ)t−1

1− (1− c/θ)θ
(2.35)
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For the probability that another item j ̸= i arrives and wants to be probed, we have:

Pr(C̄i,t) ≥
∏

j∈ISMALL−{i}

(
1− (1− qj)t−1qj

xj
1− (1− qj)θ

)
≥

∏
j∈ISMALL−{i}

(
1− qj

xj
1− (1− qj)θ

)

We wish to lower bound this product. Let zt,j := qj
xj

1−(1−qj)θ . Notice that since qj ≤ c/θ (because j
is small) and xj/(1− (1− qj)θ) ≤ 1 (by constraint (2.6c)), we have that zj ≤ c/θ. Further:∑

j∈ISMALL−{i}

zj =
∑

j∈ISMALL−{i}

qj
xj

1− (1− qj)θ
≤

∑
j∈ISMALL−{i}

c

θ

xj
1− (1− c

θ )
θ
≤ c

1− (1− c
θ )
θ

A lower bound is therefore given by the solution to the following minimization problem:

min
∏

j∈ISMALL−{i}

(1− zj)

s.t. zj ≤ c/θ, ∀j ∈ ISMALL − {i}∑
j∈ISMALL−{i}

zj ≤
c

1− (1− c
θ )
θ

Lemma 6 (the precise statement and proof of which is presented after the present proof) gives us a
lower bound on the solution to this minimization problem. Using b = c/θ and S = c/(1− (1− c/θ)θ),
Lemma 6 tells us that

Pr(C̄i,t | Ai,t ∩ B̄t) ≥
(
1− c

θ

) θ

1−(1−c/θ)θ (2.36)

We can now put everything together to get

Pr(i probed at time t) ≥ qi(1− qi)t−1

(
1−

1− (1− c
θ )
t−1

1− (1− c
θ )
θ

)(
1− c

θ

) θ

1−(1−c/θ)θ xi
1− (1− qi)θ

.

By summing over all time steps t, we can get a bound on the probability that a small item i gets
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probed:

Pr(i gets probed)

≥
θ∑
t=1

qi(1− qi)t−1 xi
1− (1− qi)θ

(
1−

1− (1− c
θ )
t−1

1− (1− c
θ )
θ

)(
1− c

θ

) θ

1−(1−c/θ)θ

=

θ∑
t=1

qi(1− qi)t−1 xi
1− (1− qi)θ

(
1− (1− c

θ )
θ − (1− (1− c

θ )
t−1)

1− (1− c
θ )
θ

)(
1− c

θ

) θ

1−(1−c/θ)θ

≥

(
1

θ

θ∑
t=1

1− (1− c
θ )
θ − (1− (1− c

θ )
t−1)

1− (1− c
θ )
θ

)(
1− c

θ

) θ

1−(1−c/θ)θ
θ∑
t=1

qi(1− qi)t−1 xi
1− (1− qi)θ

≥

(
1

θ

θ∑
t=1

1− (1− c
θ )
θ − (1− (1− c

θ )
t−1)

1− (1− c
θ )
θ

)(
1− c

θ

) θ

1−(1−c/θ)θ

xi

=
1

θ

1

1− (1− c
θ )
θ

(
1− c

θ

) θ

1−(1−c/θ)θ
θ∑
t=1

(
1−

(
1− c

θ

)θ
−
(
1−

(
1− c

θ

)t−1
))

xi

Now, note that

θ∑
t=1

(
1− (1− c

θ
)θ − (1− (1− c

θ
)t−1)

)
=

θ∑
t=1

(
−(1− c

θ
)θ + (1− c

θ
)t−1

)
= −θ(1− c

θ
)θ +

θ∑
t=1

(1− c

θ
)t−1

= −θ(1− c

θ
)θ +

θ

c
(1− (1− c

θ
)θ)

which gives

Pr(i probed) ≥
(
1− c

θ

) θ

1−(1−c/θ)θ

(
1

c
− (1− c/θ)θ

1− (1− c/θ)θ

)
xi ≥

(
1− c

θ

) θ

1−(1−c/θ)θ

(
1

c
− e−c

1− e−c

)
xi

since (1− c/θ)θ is maximized when θ →∞ so that (1− c/θ)θ ≤ e−c. Further, we note that(
1− c

θ

) θ

1−(1−c/θ)θ

is increasing in θ ≥ 2 when c ∈ (0, 1), and so we have(
1− c

θ

) θ

1−(1−c/θ)θ ≥
(
1− c

2

) 2
1−(1−c/2)2
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which allows is to get our final bound:∑
i∈ISMALL

wipi Pr(i gets probed) ≥
∑

i∈ISMALL

wipixi

(
1

c
− e−c

1− e−c

)(
1− c

2

) 2
1−(1−c/2)2

≥ φ
(
1− c

2

) 2
1−(1−c/2)2

(
1

c
− e−c

1− e−c

)
LP

as desired.

Lemma 6. Consider the following optimization problem over variables zj for j ∈ J , with fixed
positive constants b, S:

F = min
∏
j∈J

(1− zj) (2.37)

s.t. zj ≤ b, ∀j ∈ J (2.38)∑
j∈J

zj ≤ S (2.39)

Then, the solution satisfies
F ≥ (1− b)S/b

Proof of Lemma 6. First, we claim that in the optimal solution to the above program, at most one
j has zj ∈ (0, b); the rest must all be equal to either 0 or c/θ. To see this, note that if we have two
items j, k for which both zj ∈ (0, b) and zk ∈ (0, b), then the objective value is Z · (1− zj)(1− zk),
where Z =

∏
l∈ISMALL−{i,j,k}(1− zl). Assume wlog that zj ≥ zk. Then, we consider the alternate

assignment z′j = zj + ϵ, z′k = zk − ϵ, where ϵ = min {b− zj , zk}. Clearly, since 0 < zk ≤ zj < b, we
have 0 < ϵ < b. We can then see that(

1− z′j
)
(1− z′k) = (1− zj − ϵ) (1− z′k + ϵ)

= 1− zj − zk + zjzk + ϵzk − ϵzj + ϵ2

= (1− zj)(1− zk)− ϵ(zj − zk + ϵ) < (1− zj)(1− zk)

since ϵ > 0 and zj ≥ zk. This alternate assignment would therefore have an objective value of
Z(1− z′j)(1− z′k) < Z(1− zj)(1− zk).

Further, note from the definition of ϵ that we have z′j ≤ b and z′k ≥ 0, with at least one of these
being equality. Certainly, we also have zj > 0 and zk < b, and it is clear that z′j + z′k = zj + zk; thus,
the new assignment is still feasible. This means that if we have two items j, k with 0 < zk ≤ zj < b,
then this is not an optimal assignment since we can decrease the objective value by either increasing
zj to b or decreasing zk to 0.

We can therefore see that the objective is minimized when zj = b for as many items as possible.
Let ν = ⌊S/b⌋, and η = S − bν. The optimal solution sets zj = b for ν items, zj = η for a single
item, and zj = 0 for all other items. This gives an objective value of

F = (1− b)ν(1− η)

and we wish to show that this is lower bounded by (1− b)S/b. Noting that S/b = ν + ηb, we wish to
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show that
(1− b)ν(1− η) ≥ (1− b)ν+η/b

Simplifying this expression, we find it is equivalent to

(1− η)1/η ≥ (1− b)1/b (2.40)

The Taylor series expansion of the natural log gives that

1

x
ln(1− x) = − 1

x

∞∑
r=1

xr

r!
= −

∞∑
r=1

xr−1

r!

From this, it is clear that since η ≤ b, we must have

∞∑
r=1

ηr−1

r!
≤

∞∑
r=1

br−1

r!

and therefore 1
η ln(1− η) ≥

1
b ln

(
1− 1

b

)
, which implies (2.40) as desired.

Proof of Theorem 7. We use ρ = 1/4 and φ = 0.37. For this ρ, φ, strategy πLarge achieves a ratio of

(1− 0.37)

(
1

8

)(
1− 1

c

(
1− e−c

))
and strategy πSmall achieves a ratio of

0.37
(
1− c

2

) 2
1−(1−c/2)2

(
1

c
− e−c

1− e−c

)
The equation

(1− 0.37)

(
1

8

)(
1− 1

c

(
1− e−c

))
= 0.37

(
1− c

2

) 2
1−(1−c/2)2

(
1

c
− e−c

1− e−c

)
has a solution at c ≈ 0.9249, where both πLarge and πSmall achieve an approximation ratio of
approximately 0.0273714 > 0.027.

Proof of Theorem 8. Consider the complete bipartite graph G = (U, V ;E) with |U | = |V | = n and
puv = 1/n for all (u, v) ∈ U × V . We state the following result that is implied by Karp and Sipser
[62].

Lemma 7 (Theorem 14 of Bollobas and Brightwell [17]; implied by Karp and Sipser [62]). Let G be
a random bipartite graph with both partitions of size n and where each edge exists independently with
probability p = 1/n. Let γ be the solution to the equation γ = e−γ. Then, the largest independent
set of G has size n(2γ + γ2))[1 + o(1)] with probability 1− o(1).

Lemma 7 implies that, almost surely as n→∞, there exists an independent set of size n(2γ+γ2),
and hence there exists a vertex cover of size 2n − n(2γ + γ2) ≈ 0.544n (found by taking all the
vertices not in the independent set). Therefore almost surely no matching can have size greater than
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0.544n. It follows that no online or offline algorithm can achieve an expected matching size greater
than

(1− o(1))0.544n+ o(1)n

n
= 0.544 + o(1),

completing the proof that the stochasticity gap is at least 0.544.

Proof of Theorem 9. We complete the proof of Theorem 9 by showing that an online algorithm
cannot earn more than k + o(k).

An adversary in the online setting may expose all vertices of Vn before any of the vertices of V0
to the greedy algorithm. SimpleGreedy choosing arbitrarily may in the worst case choose to probe
edges of E0 first, preventing some vertices of V0 from being matched later. We consider the case
where SimpleGreedy chooses an edge (u, vi) ∈ E0 for each online vertex vi ∈ Vn if any u ∈ U0 is
available at vi’s arrival. We calculate the expected size of the matching produced by this strategy.

Let M be a random variable corresponding to the size of the final matching, and let M0 and Mn

be random variables corresponding to the number of matched vertices in V0 and Vn, respectively.
Then, the expected size of the matching is

E[M ] = E[Mn] + E[M0] = k + E[M0].

We now consider E[M0]. If l < k vertices of Vn are matched successfully, then when the vertices
of V0 arrive online, there will only be k− l vertices of U0 remaining to be matched. Since |V0| = kn2,
greedy will almost surely match all of them successfully. Thus, we get (as n→∞)

E[M0] =

k−1∑
l=0

(
n

l

)
(1− k/n)n−l(k/n)l(k − l) ∼

k−1∑
l=0

(k − l)n
l

l!
e−k(n−l)/n

kl

nl

∼
k−1∑
l=0

(k − l)e
−kkl

l!
= k

k−1∑
l=0

e−kkl

l!
−
k−1∑
l=1

e−kkl

(l − 1)!

= k

[
k−1∑
l=0

e−kkl

l!
−
k−2∑
i=0

e−kkl

l!

]
= k · e

−kkk−1

(k − 1)!
= k · e

−kkk

k!
.

Finally, we observe that for large k, e−kkk/k! ∼ (2πk)−1/2, due to Stirling’s formula. Therefore,
E[M ] = k + o(k).

Proof of Theorem 10. Fix a positive integer k and let m = ω(k) be large. An algorithm which knows
the patience in advance may adopt the following strategy. For any i = 0, . . . , k, if the patience of v is
m2i, then repeatedly probe edges for offline vertices of type i, which have weight mi and probability
m−2i, until a success or until patience expires. If any of these edges is successfully matched, a
reward of mi is achieved, so the expected reward in this case is [1− (1−m−2i)m

2i

]mi ≥ (1− 1/e)mi.
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Thus, the expected reward of this strategy is at least

k−1∑
i=0

(m−i −m−i−1)(1− 1/e)mi +m−k(1− 1/e)mk

=

k−1∑
i=0

(1− 1/m)(1− 1/e) + (1− 1/e)

= (k + 1)(1− 1/e)− k/m(1− 1/e)

= (1− 1/e)(k + 1− k/m).

We now show that an online algorithm cannot achieve an expected reward greater than 1. We
split the online probing strategy into stages, where in stage i it is known that the patience is at
least m2i, for all i = 0, . . . , k. That is, stage 0 begins on the first probe, and stage i begins with the
m2(i−1) + 1’th probe for all i = 1, . . . , k. We will let V (i) denote the expected reward received from
stage i onward, conditioned on reaching stage i (with the online vertex still unmatched). Note that
the expected reward of the offline algorithm is then given by V (0).

We proceed by backward induction. First, consider the case where the algorithm has reached the
final stage i = k. This occurs after m2(k−1) unsuccessful probes, so that there are m2(k−1)(m2 − 1)
remaining probes before the patience is exhausted. In this case, the expected reward is at most mk,
since the maximum weight of any edge is mk.

Our inductive hypothesis is V (i) ≤ mi + (k − i)mi−1, which we already demonstrated holds
in the base case i = k. Now, consider an arbitrary stage i < k. At the beginning of stage i, the
algorithm has made m2(i−1) probes, and the patience is known to be at least m2i. The stage ends
after m2i −m2(i−1) unsuccessful probes (it may end sooner if any probe is successful), at which
point the algorithm either learns that the patience is exactly m2i (and can make no more probes),
or learns that the patience is at least m2(i+1) (and enters stage i+ 1).

We make the following observations about the optimal online algorithm at stage i. The inductive
hypothesis implies that V (i+ 1) ≤ mi+1 + (k − (i+ 1))mi. Moreover, conditional on the patience
being at least m2i, the probability of the patience being at least m2(i+1) (i.e., the next stage existing)
is 1/m. Therefore, V (i) cannot be greater than in a hypothetical universe where the online algorithm
can make m2i −m2(i−1) probes, and if none of them are successful, then collects a deterministic
reward of 1

m (mi+1 + (k − (i+ 1))mi) = mi + (k − (i+ 1))mi−1.
In this hypothetical universe, the online algorithm should never probe an edge with weight mi′

with i′ ≤ i, since it would collect a better reward from waiting for stage i+ 1. On the other hand, if
it probes only edges with weight mi′ with i′ > i during its m2i −m2(i−1) probes, then V (i) can be
no greater than

m2im−(i+1) +mi + (k − (i+ 1))mi−1 (2.41)

since the online algorithm has m2i−m2(i−1) ≤ m2i probes and the expected value of each probe can
be at most m−2i′mi′ = m−i′ ≤ m−(i+1), with the final term mi + (k− (i+1))mi−1 representing the
online algorithm’s reward if none of the probes are successful (expression (2.41) assumes this reward
is always collected, which is clearly a valid upper bound). Expression (2.41) equals mi+(k− i)mi−1,
completing the induction.

Therefore, we have established that V (0) ≤ 1 + k/m. The ratio between the expected earnings
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of the best online algorithm relative to the offline (which knows the patience realization in advance)
is at most

1 + k/m

(1− 1/e)(k + 1− k/m)

which approaches 1
(1−1/e)(k+1) as m→∞, completing the proof.

2.8 Relation to the Online Assortment Problem
The work of [55] considers a model in which online vertices represent customers and offline vertices
represent products, and a merchant wishes to offer products to consumers so as to maximize profit.
This setting differs from ours in that the merchant offers a collection of several products all at once.
Then, the customer chooses to either purchase some product (or multiple products at once) based
on products offered or purchase nothing. By contrast, in our model the algorithm (the “merchant” in
our setting) attempts one match at a time, stopping when a successful match occurs or the number
of unsuccessful attempts equals the patience constraint.

In the setting of [55], each customer v has a “general choice model” ϕv(S, u) that specifies the
probability that customer v purchases item u when offered the set S of items. More generally,
since the model considers that v may purchase more that one item, ϕv(S, S′) is used to denote the
probability that v will purchase exactly the items S′ when offered S (and then ϕv(S, u) is defined
to be

∑
S′:u∈S′ ϕv(S, S

′)). It is assumed that the customer will only purchase products that were
offered as part of the assortment S (that is, ϕv(S, S′) = 0 if S′ ̸⊆ S).

The algorithm they propose for their model can be viewed as a greedy algorithm which presents
an online-arriving customer v with the set S that maximizes the expected profit of the items v
purchases. Doing so would guarantee a competitive ratio of at least 0.5, though this maximization
step is not necessarily solvable in polynomial time for arbitrary choice models.

Their results do not immediately extend to our setting, as their stochastic model is somewhat
different. Extending their results to our setting requires a reduction from our sequential probing
with the probe-commit model to this all-at-once model by construction of appropriate choice models
ϕ. Further, such a reduction would not necessarily yield a polynomial-time result without also
designing an algorithm for solving the aforementioned maximization in polynomial time.

One contribution of the present work is Algorithm 1, which indeed can be viewed as greedily
maximizing the expected weight (or profit) of v’s match (or purchase). However, without also
constructing a reduction from our sequential probing model to this all-at-once model, the result
of [55] does not extend to give a competitive ratio of 0.5 for our problem. Rather, in the present
work, we present a clean, self-contained analysis of Algorithm 1 to achieve a competitive ratio of
0.5 for our problem without relying on the results of [55] or the similar framework of [30] based on
“actions”.

2.9 Proof of Proposition 2 from Cheung and Simchi-Levi [31]
The potential-based framework of Cheung and Simchi-Levi [31] finds for each v ∈ V a policy π that
is κ-approximate to the problem of maxπ∈P

∑
u∈U (wuv − αu)puv(π), updates the dual variables

αu accordingly, and then repeats iteratively. The analysis uses a potential function motivated by
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the multiplicative weights method [8]. The final solution returned is the average of all the policies
found over the iterations, and the total number of iterations needed to average into a feasible and
(κ− ϵ)-approximate LP solution is polynomial in 1/ϵ.

Although it is stated in the context of assortment optimization, Theorem 3.4 from [31] (and
its generalization in Appendix G of [31]) directly implies our Proposition 2, after the following
observations about the correspondence with our context of online matching with patience. In
assortment optimization, there are an exponential number of “assortments” S (unordered subsets) of
offline vertices that could be offered to an online vertex of type v, after which there is a probability
puv(S) of each u ∈ S being matched. The only ingredient needed in [31] is that given any set
of (possibly negative) adjusted weights w′

uv for an online type v, an assortment which solves
maxS

∑
u∈S w

′
uvpuv(S) within a factor of κ can be found in polynomial time. The framework is

unchanged if in our setting, we consider policies π which are ordered subsets of offline vertices
instead. Moreover, our black boxes for finding optimal or approximately optimal policies π can
ignore any negative adjusted weights, since it is never beneficial to probe a negative edge. Finally,
the general packing constraints and flexible products allowed in [31] are generalizations which can
be ignored, and as a result the statement of Theorem 3.4 from [31] implies our Proposition 2.

50



Chapter 3

Results for Offline Stochastic
Matching

In this chapter, we present a result for offline stochastic matching, specifically for bipartite graphs
where the vertices of one side all have patience 1. This result was first published in Brubach et al.
[22].

Result 1. A (1 − 1/e) ≈ 0.632-approximate probing algorithm for bipartite graphs with a unit-
patience side.

This result improves and generalizes the 1/3-guarantee of Hikima et al. [57] which holds for
a special case of bipartite graphs with a unit-patience side. Despite the ubiquity of (1 − 1/e)-
guarantees in online matching, to the best of our understanding, this guarantee requires a new
technical ingredient that can be seen as a (1− 1/e)-balanced Ordered Contention Resolution Scheme
for rank-1 matroids under negative correlation (we discuss this connection in more detail below).
The aforementioned (1− 1/e)-balancedness results for rank-1 matroids assume elements to be active
independently and do not establish this guarantee, as we discuss in Section 3.1. We note that our
probing algorithm here must be able to choose the order, though. We also note that independent
work of Borodin et al. [18] study an online problem which implies the same (1− 1/e)-approximation
for the offline problem in the particular case where one side has unit patience and the other side has
unlimited patience.

3.1 Overview of Approach
For offline stochastic matching on bipartite graphs, a standard technique [12] is to randomly round
the fractionally-feasible values ye to binary values Ye using the dependent rounding procedure of
Gandhi et al. [53], which ensures the patience constraints on both sides to be satisfied w.p. 1.
Under our additional assumption that one of the sides V1 has unit-patience, the vertices in V1
must have rounded degree at most 1, resulting in the rounded graph being a disjoint collection of
stars. One could then separately handle the edges in each star using a Random-order Contention
Resolution Scheme for rank-1 matroids, since its edges e will be disjoint from other stars and active
independently w.p. pe.
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However, this does not lead to (1− 1/e)-balancedness. To elaborate, for any vertex v /∈ V1, let
δ(v) denote the set of edges incident to v. Fractional feasibility of the ye values ensures∑

e∈δ(v)

peye ≤ 1, (3.1)

but the rounded star graph formed by edges {e ∈ δ(v) : Ye = 1} could have
∑
e∈δ(v) peYe > 1

whenever1 some particular edge e′ has Ye′ = 1, making it difficult to ensure that edge e′ gets selected
with sufficient probability when Ye′ is rounded up.

Reinterpretation as contention resolution under negative correlation.
To resolve this issue, we instead imagine each edge e ∈ δ(v) as being active with probability
ze := peye, which satisfies

∑
e∈δ(v) ze ≤ 1, due to (3.1). The active edges in δ(v) are correlated in a

way such that they cannot conflict with active edges in other stars; however, due to this correlation,
any of the aforementioned Random-order Contention Resolution Schemes which are agnostic to the
correlation will only be 1/2-balanced, as we will show in Section 3.3.

Despite this apparent lack of a correlation-agnostic (1− 1/e)-balanced Contention Resolution
Scheme, what we do show is that the optimal online algorithm, which trivially sorts the edges
e ∈ δ(v) in decreasing order of weights we, obtains in expectation at least 1−1/e times the fractional
value

∑
e∈δ(v) weze. This is only possible due to the following negative correlation property enjoyed

by the rounding procedure of Gandhi et al. [53], with Ze ∈ {0, 1} denoting the activeness of an edge
e:

Pr

[⋂
e∈S

(Ze = b)

]
≤
∏
e∈S

Pr[Ze = b] ∀S ⊆ δ(v), b ∈ {0, 1}. (3.2)

Our analysis applies this negative correlation property with b = 0 to show that the expected overall
weight obtained by the online algorithm is minimized when the Ze’s are independent, despite the
fact that for a particular edge e′, negative correlation among other edges in δ(v) could make it
more likely that e′ is blocked than in the independent case. Through the equivalence derived in Lee
and Singla [70], our analysis also implies the existence of a (1− 1/e)-balanced Ordered Contention
Resolution Scheme for rank-1 matroids under negative correlation, assuming the order can be chosen.
Some other recent papers have considered contention resolution schemes under various notions of
negative dependence, such as Dughmi [36], Chekuri and Livanos [26], and Qiu and Singla [83]. To
our knowledge, it remains open whether a (1− 1/e)-balanced Random-order2 Contention Resolution
Scheme is possible under property (3.2).

1As a concrete example, let v have patience θv = 2, and be incident to three edges with p1 = 1, y1 = ε;
p2 = 1−ε, y2 = 1; and p3 = 0, y3 = 1−ε, which are fractionally feasible in that

∑
e∈δ(v) peye ≤ 1 and

∑
e∈δ(v) ye ≤ 2.

The rounding must be such that whenever Y1 = 1, we also have Y2 = 1, which results in
∑

e∈δ(v) peYe = 2− ε.
2A 1/2-balanced Random-order Contention Resolution Scheme for star graphs under negative correlation is implied

by the “uniform black box” in Brubach et al. [24]. This black box has also been extended in some cases by Fata et al.
[45].
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3.2 Notation and Preliminaries
Consider a weighted stochastic graph G = (V,E), where edge e has weight we and exists (indepen-
dently) with probability pe; and vertex v has patience θv. Given any problem instance defined by
these values, finding the optimal probing algorithm is computationally challenging [12]. For c ≤ 1,
a probing algorithm is said to be c-approximate if its expected weight matched is at least c times
that of the optimal probing algorithm, for any problem instance. The following LP relaxation is
commonly used to derive computationally efficient probing algorithms.

LP := max
∑
e∈E

weze (3.3)

subject to
∑
e∈δ(v)

ze ≤ 1 ∀v ∈ V (3.3a)

∑
e∈δ(v)

ye ≤ θv ∀v ∈ V (3.3b)

0 ≤ ye ≤ 1 ∀e ∈ E (3.3c)
ze = yepe ∀e ∈ E (3.3d)

Note that we have let δ(v) denote the set of edges incident to a vertex v. The variable ye ∈ [0, 1]
corresponds to the probability of probing edge e. The variable ze is then the probability that edge e
is included in the matching (that is, it is both active and probed). Constraint (3.3a) for a vertex
v ∈ V is the matching constraint : it is satisfied when v is matched to at most one of its neighbors in
expectation. Constraint (3.3b) for a vertex v ∈ V is the patience constraint : it is satisfied when at
most θv edges incident to v are probed in expectation.

Lemma 8 (Bansal et al. [12]). For any problem instance, the optimal objective value LP is an upper
bound on the expected weight matched by any optimal probing algorithm.

Due to Lemma 8, for an algorithm to be c-approximate, it suffices to show that its expected
weight matched is at least c · LP. All of our algorithms will be based on taking an optimal LP
solution given by (ye)e∈E , and randomizing in a way to probe every edge e with probability at least
c · ye, which suffices for matching expected weight at least c · LP. We note that the gap between the
LP and the optimal probing algorithm can be large: Brubach et al. [21] show, via a result of Karp
and Sipser [62], that for some graphs, the ratio between the maximum-weight matching and the LP
objective value can be as large as 0.544.

Definition 2 (Ordered Contention Resolution Scheme Problem). A graph G = (V,E) and a vector
(z̃e)e∈E lying in its matching polytope (i.e. satisfying

∑
e∈δ(v) z̃e ≤ 1 for all v) is given. Each edge

e ∈ E has an “activeness” in {0, 1} whose state is initially unknown other than that it equals 1
w.p. z̃e. The activeness of edges is observed sequentially, and if an edge is both active and eligible
to be matched (i.e. not incident to any edges already matched), then it can be either immediately
matched or irrevocably discarded. A (randomized) algorithm that guarantees every edge e ∈ E of
being matched with ex ante probability at least c · z̃e is said to be a c-balanced Ordered Contention
Resolution Scheme for the matching polytope.
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A probing algorithm which guarantees every edge e probability at least c · ye of being probed
implies a c-balanced Ordered Contention Resolution Scheme. To see this, given an instance to the
problem in Definition 2, we can construct an instance of offline stochastic matching with pe = z̃e for
all e and θv =∞ for all v, which means that setting ye = 1 for all e is a feasible solution to LP (3.3).
The probing algorithm will indicate whether to probe each edge in a way that guarantees the overall
probability of any edge e being probed to be at least c · ye = c. Therefore, if in Definition 2 we
“accept an edge when active” whenever the probing algorithm would have probed that edge, this
translates to an ex ante guarantee of c · pe = c · z̃e on the probability of any edge e being matched,
as desired.

3.3 Algorithm and Analysis
Let G = (V,E) be a bipartite graph with bipartition V = V1 ∪ V2. Assume θu = 1 for all u ∈ V1.
For vertices v ∈ V2 allow θv to be any value.

Description of algorithm. We first solve the standard LP (3.3) to obtain an optimal solution
(ye)e∈E satisfying

∑
e∈δ(v) yepe ≤ 1 and

∑
e∈δ(v) ye ≤ θv for all v ∈ V . Then, we run the rounding

procedure of Gandhi et al. [53] on ye to get an integral solution Ye ∈ {0, 1}. This guarantees that
for each vertex u ∈ V1 that

∑
e∈δ(u) Ye ≤ 1.3 Thus, at most one vertex e ∈ δ(u) will be rounded to

Ye = 1 for every u ∈ V1. Thus, in the rounded graph Ĝ := (V, Ê), where Ê := {e ∈ E : Ye = 1},
each vertex v ∈ V2 is the center of a star graph. For each vertex v ∈ V2, we probe the edges e ∈ δ(v)
in decreasing order of weight, for each e with Ye = 1, until we have a successful match (or have
exhausted all edges).

Analysis of algorithm. The expected value achieved by this strategy is

E[ALG] := E

[∑
v∈V2

W (v)

]
=
∑
v∈V2

E[W (v)]

where W (v) denotes the weight of the edge matched by the algorithm (if any) for a vertex v. In
our analysis, we consider each vertex v ∈ V2 separately, since in the rounded graph, it is the center
of a star graph that is disconnected from any other vertices of V2. We first utilize the negative
correlation property of our dependent rounding technique [53] to establish the following lemma.

Lemma 9. Consider a fixed vertex v ∈ V2. Label the edges of δ(v) from 1 to k := |δ(v)| such that
w1 ≥ w2 ≥ · · · ≥ wk. Then:

E[W (v)] ≥
k∑
i=1

wizi

i−1∏
j=1

(1− zj)

Proof. Recall that Yi = 1 if edge i was included in the rounding produced by the algorithm. Let Pi
be a Bernoulli random variable indicating whether edge i is active. Then, we can write the expected
value of W (v) as

E[W (v)] = E

 k∑
i=1

wiYiPi

i−1∏
j=1

(1− YjPj)


3We also have that, for v ∈ V2, we also have

∑
e∈δ(v) Ye ≤ θv, but in this case θv may be larger than 1. The

property that this sum is at most 1 is the one which is most useful for our techniques.

54



Next, let F̂ (i) = 1−
∏i
j=1(1− YjPj). Observe that

F̂ (i) = 1− (1− PiYi)
i−1∏
j=1

(1− PjYj) = 1−
i−1∏
j=1

(1− PjYj) + PiYi

i−1∏
j=1

(1− PjYj)

and thus we get

F̂ (i)− F̂ (i− 1) = PiYi

i−1∏
j=1

(1− PjYj).

This gives the following expression for W (v), letting wk+1 := 0 for convenience:

E

[
k∑
i=1

wi(F̂ (i)− F̂ (i− 1))

]
= E

[
k∑
i=1

F̂ (i)(wi − wi+1)

]

By the negative correlation property (3.2) of the dependent rounding [53], and the independence of
each Pj from both Pj′ (for all j′ ̸= j) and from Yj′ for all j′, we can see that

E

 i∏
j=1

(1− YjPj)

 ≤ i∏
j=1

(1− yjpj)

and thus E[F̂ (i)] ≥ 1−
∏i
j=1(1−yjpj). As usual, we let zi := piyi. We denote F (i) := 1−

∏i
j=1(1−zj),

and from the negative correlation (3.2), we have that E[F̂ (i)] ≥ F (i), giving our desired result:

E[W (v)] = E

[
k∑
i=1

F̂ (i)(wi − wi+1)

]
≥

k∑
i=1

F (i)(wi − wi+1) =

k∑
i=1

wizi

i−1∏
j=1

(1− zj)

Next, we work with the right-hand side expression, giving Lemma 10.

Lemma 10. For i ∈ [k], let zi ∈ [0, 1] be such that
∑k
i=1 zi ≤ 1. Let w1, w2, . . . , wk ∈ R+ be such

that w1 ≥ w2 ≥ · · · ≥ wk. Then,

k∑
i=1

wizi

i−1∏
j=1

(1− zj) ≥
(
1− 1

e

) k∑
i=1

wizi (3.4)

Proof. As in the previous proof, let wk+1 = 0. Then, let F (i) = 1−
∏i
j=1(1−zj) for i ∈ {0, 1, . . . , k}.

Note that F (0) = 0.
We begin similarly to the proof of Lemma 9: Observe that

F (i) = 1− (1− zi)
i−1∏
j=1

(1− zj) = 1−
i−1∏
j=1

(1− zj) + zi

i−1∏
j=1

(1− zj) = F (i− 1) + zi

i−1∏
j=1

(1− zj)

55



and thus we get

F (i)− F (i− 1) = zi

i−1∏
j=1

(1− zj).

For convenience, define wk+1 = 0. Then, we proceed as follows:

k∑
i=1

wizi

i−1∏
j=1

(1− zj) =
k∑
i=1

wi(F (i)− F (i− 1)) =

k∑
i=1

F (i)(wi − wi+1) (3.5)

Next, let F ∗(i) =
∑i
j=1 zj . It is easy to see then that F ∗(i) − F ∗(i − 1) = zi. Then we can

observe that
k∑
i=1

wizi =

k∑
i=1

wi(F
∗(i)− F ∗(i− 1)) =

k∑
i=1

F ∗(i)(wi − wi+1) (3.6)

Using the inequality of arithmetic and geometric means, we see that

i∏
j=1

(1− zj) ≤

(∑i
j=1(1− zj)

i

)i
=

(
1−

∑i
j=1 zj

i

)i
=

(
1− F ∗(i)

i

)i
≤ e−F

∗(i)

which gives us a bound on F (i), shown in (3.7).

F (i) ≥ 1− e−F
∗(i) ≥ (1− 1/e)F ∗(i) (3.7)

In (3.7) above, we use the fact that 0 ≤ F ∗(i) =
∑i
j=1 zj ≤

∑k
j=1 zj ≤ 1. Then, combining (3.5),

(3.7), and (3.6) gives the desired bound of (3.4).

k∑
i=1

wizi

i∏
j=1

(1− zj) =
k∑
i=1

F (i)(wi − wi+1) ≥
k∑
i=1

(1− 1/e)F ∗(i)(wi − wi+1) = (1− 1/e)
k∑
i=1

wizi

For v ∈ V2, let OPT(v) :=
∑
e∈δ(v) weze. Using Lemma 9, we are then able to derive the

following, from which our main result immediately follows.

Lemma 11. For any vertex v ∈ V2, we have

E[W (v)] ≥
(
1− 1

e

)
OPT(v)

Proof. We can use Lemmas 9 and 10 together to get:

E[W (v)] ≥
k∑
i=1

wizi

i−1∏
j=1

(1− zj) ≥
(
1− 1

e

) k∑
i=1

wizi =

(
1− 1

e

)
OPT(v)

where the first inequality follows from Lemma 9, the second from Lemma 10, and the final equality
from the definition of OPT(v).
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Theorem 11 (corresponds to Result 1 from Chapter 3). For any bipartite graph with a unit-patience
side, let (ye)e∈E denote an optimal solution to the LP (3.3). Then our algorithm above matches
expected weight at least (1− 1/e)

∑
v∈V2

∑
e∈δ(v) wepeye, yielding a (1− 1/e)-approximation.

Proof of Theorem 11. Applying Lemma 11, the expected value of our algorithm is

E[ALG] =
∑
v∈V2

E[W (v)] ≥
∑
v∈V2

(1− 1/e)OPT(v) = (1− 1/e)OPT

as desired.

We note that the problem of stochastic matching on bipartite graphs with a unit patience side is
a special case of particular interest, as it captures “Problem A” in Hikima et al. [57]. As shown in
Lemma A of Hikima et al. [57], an α-approximation for Problem A implies an α-approximation for
the Integrated Stochastic Problem for Control Variables and Bipartite Matching (ISPCB). This is
discussed further at the end of this section.

Why we cannot use an existing Contention Resolution Scheme. Lemmas 9 and 11
show that the total expected weight collected from edges in δ(v) is at least (1− 1/e) ·OPT(v). We
now explain why it is not possible to use a correlation-agnostic Contention Resolution Scheme to
match every edge e ∈ δ(v) with probability at least (1− 1/e). We consider the following example, in
which every edge e has the same value of ze = peye. Therefore, a correlation-agnostic Contention
Resolution Scheme would treat the edges symmetrically, doing no better than a strategy which
considers the edges in a random order until an edge e is matched (which requires both Ye to be
rounded to 1 and for edge e to exist). However, due to the first-stage dependent rounding for Ye, the
probabilities of edges being matched end up being negatively correlated (as defined in (3.2) in the
introduction). This negative correlation among the neighbors of a particular edge “0” can increase
the probability of edge 0 being blocked to 1/2 (something not possible under independence), as we
now demonstrate.

Example 2. Consider a star graph with T + 1 edges, whose central vertex has patience 2. Take
the fractionally-feasible solution y0 = 1, p0 = 1/(T + 1), and y1 = · · · = yT = 1/T , p1 = · · · =
pT = T/(T + 1). Any rounding procedure which satisfies the patience w.p. 1 and preserves the
marginal probabilities will set Y0 = Yi = 1, Yi′ = 0 for all other i′, with i drawn uniformly from
{1, . . . , T}. This implies that w.p. 1− 1/(T + 1), one of the edges 1, . . . , T will match upon being
encountered. Any correlation-agnostic procedure would treat all edges symmetrically, since they all
have the same value of zi = piyi = 1/(T + 1). Consequently, edge 0 will have a (1− 1/(T + 1))/2
probability of being blocked, whenever it is considered later than the aforementioned edge which
matches upon being encountered. Therefore, the correlation-agnostic procedure cannot be better
than 1/2-balanced as T →∞.

3.3.1 Improvement to Approximation Ratio of Hikima et al. [57]
The work of Hikima et al. [57] introduces and studies a problem they call Integrated Stochastic
Problem for Control variables and Bipartite Matching (ISPCB). This problem is a two-stage bipartite
matching problem where the algorithm is given a bipartite graph G = (V1 ∪ V2, E) and must set
a control variable xu for each u ∈ V1. Then, each vertex u ∈ V1 leaves the graph with probability
pu(xu) (where pu(xu) is some known probability which depends on xu), and then the algorithm
computes a maximum-weight matching on the resulting graph.
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Hikima et al. [57] prove an approximation guarantee for ISPCB by first studying a problem they
denote Problem A. Problem A can be seen as the problem of stochastic bipartite matching with a
unit-patience side which we study here: For each edge (u, v) ∈ E, puv = pu(xu), θu = 1 for each
u ∈ V1, and θv =∞ for each v ∈ V2. The proof of Theorem 1 in Hikima et al. [57] shows that an
α-approximation of Problem A implies an α-approximation for ISPCB. The 1/3-approximation then
follows from the 1/3-approximation for stochastic bipartite matching in Bansal et al. [12]. Our
Result 1 captures Problem A, which thus implies a (1− 1/e)-approximation for ISPCB, improving
on the previous 1/3-approximation of Hikima et al. [57]
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Chapter 4

Contention Resolution Schemes for
Matching

Here we present some results for contention resolution schemes on the matching polytope. The
results presented here were previously published in MacRury et al. [76].

4.1 Summary of Results
To describe our results, we define selectability as the maximum value of c for which an OCRS or
RCRS is c-selectable, evaluated on the worst case graph G and vector x ∈ PG for the algorithm.
Without further specification, selectability considers the best possible algorithm and takes a worst
case over general graphs, although we also refer to the selectability of a specific algorithm or the
selectability taken over bipartite graphs. By definition, the selectability of a specific algorithm is
worse (smaller) than that of the best algorithm; the selectability for general graphs is worse than
that for bipartite graphs; and the selectability of OCRS is worse than that of RCRS.

We show improved algorithmic results for CRS’s that select matchings in graphs. We also derive
new impossibility results, helping to elucidate the limitations of different algorithms or analyses. We
now describe each new result individually, its significance, and sketch the techniques used to derive
it.

4.1.1 Technical Comparison with Prior Work
Recall that the algorithm must select each edge e with probability at least cxe. The algorithm is not
rewarded for selecting e with probability greater than cxe, so a common idea behind both OCRS
and RCRS is to attenuate this probability, by only considering an edge e for selection when its
activeness state and another independent random bit Ae both realize to 1. In this case, we say that
e “survives”, which occurs with a probability that can be calibrated to any value less than xe. The
algorithms we study are all myopic with respect to some appropriately-defined attenuation, i.e. they
select any surviving edge that is feasible to select at its time of arrival.

Existing c-selectable OCRS. For OCRS the state of the art is a myopic OCRS that calibrates
the survival probabilities so that every edge e is selected with probability exactly cxe [43]. For
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this OCRS to be valid, when any edge e = (u, v) arrives, it must be feasible to select (i.e. neither
vertices u, v have already been matched) with probability at least c, so that there is the possibility
of selecting e with probability at least cxe. Ezra et al. [43] show that c = 1/3 ≈ 0.333 easily yields
a valid algorithm. Then by arguing that the bad events of u being matched and v being matched
cannot be perfectly negatively correlated, or equivalently by providing a non-trivial lower bound on
the probability of both u and v being matched (not to each other), Ezra et al. [43] show that the
improved value of c = 0.337 is also valid.

Our improvements to OCRS. We consider the same OCRS as Ezra et al. [43]. First we show
that c = 0.349 is valid for bipartite graphs, using a different analysis based on the FKG inequality.
Note that when edge e = (u, v) arrives, u is guaranteed to be matched if it has a neighbor u′ such
that:

(i) edge (u, u′) already arrived and survived; and

(ii) no edge incident to u′ that arrived before (u, u′) survived.

A neighbor v′ of v satisfying (i)–(ii) can be defined analogously. We show that u having such
a neighbor u′ is positively correlated with v having such a neighbor v′, by the FKG inequality.
Moreover, whether two neighbors u1, u2 of u satisfy condition (ii) are independent (because there
cannot be an edge between u1 and u2). Ultimately this reveals that the worst case for the existence
of both u′ and v′ occurs when u, v are surrounded by edges with infinitesimally small x-values,
implying that c = 0.349 yields a valid algorithm. We note that it may be tempting to improve this
guarantee by applying FKG directly on the events of u and v being matched; however we construct
an example in Section 4.4.6 showing that these events, surprisingly, may not be positively correlated
even on bipartite graphs.

The preceding argument breaks down for general graphs, both because u′ could be the same
vertex as v′, and because satisfying condition (ii) is no longer independent. To rectify this argument,
we take an approach inspired by Ezra et al. [43]—u and v will each randomly choose up to one
neighbor satisfying (i), and hope that they end up choosing distinct vertices that also satisfy (ii),
which would again certify both u and v to be matched. Our choice procedure differs from Ezra
et al. [43] and is designed so that the probabilities of two good events (u, v choosing any neighbors
at all, and (ii) being satisfied) cannot be simultaneously minimized in a worst-case configuration.
Interestingly, this leads to a “hybrid” worst case for general graphs, in which both endpoints u, v
of the arriving edge e neighbor a “large” vertex w with xuw = xvw = 1/2, but otherwise u, v are
surrounded by edges with infinitesimally small x-values. To prove that this hybrid is the worst case,
we bound an infinite-dimensional optimization problem using a finite one with vanishing loss, and
solve the finite one numerically. This worst case implies that c = 0.344 is valid. We also believe that
our new procedure for u and v to randomly choose neighbors is simpler and more flexible than the
original “witness” argument from Ezra et al. [43]. In Section 4.4.4, we demonstrate this by showing
how their bound of c = 0.337 can be recovered through our procedure.

Impossibility results for OCRS. To complement our algorithmic results, we construct a
simple example on which no OCRS can be more than 0.4-selectable, and the OCRS of Ezra et al.
[43] in particular is no more than 0.361-selectable. This example is related to the worst case from
our analysis of general graphs above, in that it has an edge e connected to two “large” vertices
w. Performance on this example also demonstrates the shortcoming of the OCRS of Ezra et al.
[43]—it does not discriminate between different states in which an arriving edge could be feasibly
selected. This shortcoming is echoed in the example showing it to be no more than 0.382-selectable
on bipartite graphs.
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Impossibility result for RCRS. We show that no RCRS can be more than 1/2-selectable, on
a complete bipartite graph with n vertices on each side and all edge values equal to 1/n as n→∞.
This is achieved by analyzing the more fundamental problem of online (unweighted) matching on
random graphs: when the edges of this graph arrive in a uniformly random order, and active edges
must be irrevocably accepted or rejected, what fraction of vertices can an optimal online algorithm
match? The main challenge here is that an arriving edge (u, v) which is both active and feasible
may not be optimal to accept, if many edges between u or v and another unmatched vertex are
yet to arrive. Nonetheless, we upper-bound the value that an online algorithm can gain through
judiciously rejecting edges this way.

More precisely, we show that the greedy algorithm, which accepts any feasible edge, is suboptimal
up to o(n) terms as n → ∞. We do this by tracking the size of the matching constructed by
an arbitrary online algorithm after t ≥ 0 edges arrive. Denoting this random variable by M(t),

we prove that E[M(t + 1) − M(t) | Ht] ≤ 1
n

(
1− M(t)

n2

)2
for an appropriate choice of “typical

histories” Ht. On these histories, the online algorithm knowing which edges have already arrived is
not particularly informative. By applying the “one-sided” differential equation method of [14], we
conclude that the expected matching size of an arbitrary online algorithm is at most n/2 + o(n).
We note that our approach can be thought of as implicitly reducing to a problem where each edge
is drawn independently with replacement uniformly from the n2 possibilities. In the problem with
replacement, a greedy algorithm can be easily seen to be optimal for all n, and one can apply the
(standard) differential equation method of [87] to prove that it constructs a matching of expected
size n/2 + o(n).

All in all, this represents a fundamental barrier for online matching on large random graphs
when edges arrive in a uniformly random order. In this setting, Karp and Sipser [62] have shown
that an offline algorithm can match 54.4% of the vertices as n → ∞, and to our knowledge no
smaller upper bounds have been previously shown for online algorithms. We also remark that both
our result and that of Karp and Sipser [62] continue to hold if we consider large complete graphs
instead of large complete bipartite graphs. Finally, we mention that Nuti and Vondrák [81] recently
designed a 0.509-selectable offline contention resolution scheme for bipartite graphs. Combined with
this, our 1/2 impossibility result establishes a separation that offline contention resolution is strictly
easier than random-order contention resolution on bipartite graphs.

4.2 Details of Online Contention Resolution Schemes
Definition 3 (Terminology and Notation for OCRS). Let G = (V,E) be a graph with fractional
matching (xe)e∈E passed as input to an OCRS. At the time an edge e ∈ E arrives, we say that a
vertex v ∈ V is matched if an edge incident to v that has already arrived has been selected. We
denote this event using matchedv(e), noting that it depends on the random active states of edges
arriving before e and any randomness in the algorithm. We say that an edge e = (u, v) is blocked if
either u or v has been matched by the time e arrives, and denote this event using blocked(e). Blocked
edges, even if active, cannot be selected.

Our improved lower bound for OCRS is based on a new analysis of the algorithm of Ezra et al.
[43], which we restate in Algorithm 4 using our terminology.

Remark 1. In Algorithm 4, αe is a probability over the hypothetical scenarios that could have
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Algorithm 4 OCRS of Ezra et al. [43]

Input: G = (V,E), x = (xe)e∈E , and c ∈ [0, 1] a constant to be determined later
Output: subset of active edges forming a matchingM
1: M← ∅
2: for arriving edges e do
3: Let αe := c/P[blocked(e)], where the denominator is the probability that edge e is not blocked,

taken over the randomness in the activeness of past edges and the algorithm
4: Draw Ae ∼ Ber(αe)
5: if e is active, not blocked, and Ae = 1 then
6: M←M∪ {e}
7: end if
8: end for
9: returnM

occurred, based on what the OCRS knows about the edges that have arrived so far. Computing these
probabilities exactly requires tracking exponentially many scenarios, but fortunately sampling these
scenarios yields an ε loss in selectability given O(1/ε) runtime [43].

We also remark that the values of αe used by Algorithm 4 are fixed once the graph and order
of edge arrival are determined. This is where the assumption that the adversary is oblivious comes
in—the order, and hence the values of αe, must be independent of any realizations.

We now define some further concepts specific to Algorithm 4. Recall that Xe is an indicator
random variable for the event edge e is active, and Ae is defined in Algorithm 4. We say that e
survives if both Xe and Ae realize to 1, and we let Se = XeAe indicate this event, which is an
independent Bernoulli random variable with mean xeαe. The OCRS of Ezra et al. [43] can then
be concisely described as "select every surviving unblocked edge". The survival probabilities are
calibrated so that

P[e ∈M] = xeαeP[blocked(e)] = cxe ∀e ∈ E (4.1)

(by definition of αe), resulting in a c-selectable OCRS.
However, Algorithm 4 only defines a valid OCRS if αe is a probability in [0,1] for all e ∈ E. Put

another way, constant c must be small enough such that

P[blocked(e)] ≥ c (4.2)

for every graph G, fractional matching x, and arriving edge e (which would ensure that αe ≤ 1).
Following Ezra et al. [43], validity can be inductively established by assuming (4.2) holds for all
e under a given G, x, and arrival order, and then proving that it also holds for an arbitrary edge
e /∈ E which could arrive next. Ezra et al. [43] further observe that if this newly arriving edge is
e = (u, v), then

P[blocked(e)] = 1− P[matchedu(e) ∪matchedv(e)]

= 1− P[matchedu(e)]− P[matchedv(e)] + P[matchedu(e) ∩matchedv(e)] (4.3)
= 1− c

∑
f∈∂(u)\e xf − c

∑
f∈∂(v)\e xf + P[matchedu(e) ∩matchedv(e)]
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(where the final equality holds by (4.1) and the induction hypothesis). Therefore, the real challenge
and intricacy of the problem lies in bounding the term P[matchedu(e) ∩matchedv(e)], and thus the
correlation between u and v being matched (to different partners) in the past.

4.2.1 Analysis for General Graphs
We analyze, given a newly arriving edge (u, v), the probability of both u, v being matched. This will
allow us to show that Algorithm 4 remains valid for c = 0.344. Our analysis is heavily inspired by
Ezra et al. [43]; however, we explain the key differences along the way, and we view our framework
as more flexible because we can in fact recover their analysis as a special case (as we explain in
Section 4.4.4).

We consider the following sufficient condition for both u, v being matched. Suppose u inspects
all its surviving incident edges, and chooses one (if any exist), and v (independently) does the same.
If these chosen edges are (u, u′) and (v, v′), where u′ and v′ are vertices in V \ {u, v}, then we call
u′ and v′ the candidates of u and v, respectively. Now, if candidate u′ was alone in that it had no
surviving incident edges at the time of arrival of (u, u′), then this guarantees vertex u to be matched,
either to u′, or via a surviving incident edge that arrived before (u, u′). A similar argument can be
made for candidate v′ of vertex v. Therefore, if u′ and v′ are distinct candidates, and both alone at
the arrival times of (u, u′) and (v, v′) respectively, then this guarantees both u and v to be matched.

We now define our procedure for choosing candidates, which is more likely to make non-null
choices than the "sampler" from Ezra et al. [43]. Let u1, . . . , uk be vertices in V \ {u, v} such that
(u, u1), . . . , (u, uk) are the edges in E incident to u (recall that E does not include the newly arriving
edge (u, v)). If u has multiple surviving edges (u, ui) it will prioritize choosing the one with the
smallest index i; however, it adds some noise to reduce the likelihood that v (after defining an
analogous procedure) will choose the same candidate. The ordering of vertices u1, . . . , uk will be
specified later based on the analysis.

To add this noise, we define a random bit Ru,ui
for each i = 1, . . . , k. We couple Ru,ui

with Su,ui

(the random bit for edge (u, ui) surviving) so that Ru,ui
and Su,ui

are perfectly positively correlated.
Vertex u then chooses ui as its candidate if i is the smallest index for which Ru,ui realizes to 1. We
let candidateuui

denote this event, noting that u can have at most one candidate, and possibly none.
Now, although the random bits Ru,ui

are coupled with Su,ui
, the bits Su,ui

are independent from
everything else, so we can use independence to deduce that

P[candidateuui
] = E[Ru,ui

]
∏
i′<i

(1− E[Ru,ui′ ]) ∀i = 1, . . . , k. (4.4)

We define an analogous procedure for the edges (v, v1), . . . , (v, vℓ) incident to v. We will specify the
means of the random bits Ru,ui

and Rv,vj later, after establishing some concepts that bound the
probabilities of edges surviving.

Definition 4. Let e = (u′, v′) be an edge that has already arrived, with u′, v′ being generic vertices
in V \ {u, v} (not necessarily candidates). Let xu′(e) :=

∑
f∈∂(u′):f≺e xf , where f ≺ e indicates

that the edge f arrived before e (the sum does not include edge e itself). Similarly, let xv′(e) :=∑
f∈∂(v′):f≺e xf .
Let aloneu′(u′, v′) (respectively alonev′(u

′, v′)) denote the event that u′ (respectively v′) does not
have any surviving incident edges at the time of arrival of edge (u′, v′). We note that Ezra et al. [43]
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use a similar notion in their definition of "witness", but without the qualifier "at time of arrival of
(u′, v′)". We need this qualifier in order to make our subsequent argument.

Proposition 3 (proven in §4.4.1). For any edge e = (u′, v′), the probability of it surviving satisfies

cxe
1− c ·max{xu′(e), xv′(e)}

≤ P[Se = 1] ≤ cxe
1− cxu′(e)− cxv′(e)

.

Proposition 4 (proven in §4.4.2). For any edge e = (u′, v′), the probability of a vertex u′ being
alone satisfies P[aloneu′(e)] ≥ 1−c−cxu′ (e)

1−c .

Having established these Propositions, we can now use the lower bound in Proposition 3 to define
the probabilities for the random bits Ru,ui

. We would like to ensure that whenever u chooses vertex
ui as its candidate, edge (u, ui) actually survives. This will be the case whenever E[Ru,ui

] ≤ E[Su,ui
],

since the bits Ru,ui , Su,ui are coupled using perfect positive correlation. By the lower bound in
Proposition 3, this is ensured if we set

E[Ru,ui ] :=
cxu,ui

1− cxui(u, ui)
(4.5)

for all i = 1, . . . , k, and similarly set E[Rv,vj ] :=
cxv,vj

1−cxvj
(v,vj)

for all j = 1, . . . , ℓ. These values are set

so that if xui
(u, ui) is large, which worsens the lower bound of 1−c−cxui

(u,ui)

1−c on the probability of ui
being alone, then at least we have the consolation prize that E[Ru,ui

] is large, making it more likely
that u has a candidate. This will prevent a worst-case configuration from simultaneously minimizing
the two good events of ui being alone and u having a candidate, which is precisely the motivation
behind our choice procedure and definition of aloneui(u, ui) that differs from Ezra et al. [43]. We
note that the analysis of Ezra et al. [43] is recovered if instead of (4.5), we set E[Ru,ui ] :=

cxu,ui

1−cxu(u,ui)
,

which also validly satisfies E[Ru,ui
] ≤ E[Su,ui

] (by the lower bound in Proposition 3). We explain
this analysis in Section 4.4.4 as well as demonstrate why it gets stuck at a guarantee worse than
ours.

Having defined these random bits, we are ready to state and prove our main result, which
lower-bounds the selectability of Algorithm 4 using an elementary optimization problem.

Definition 5. For any positive integer k and non-negative real number b, let

AdvMink(b) := inf b2

(
k∑
i=1

yi − byi + by2i
1 + byi

∏
i′<i

1

1 + byi′

)(
k∑
i=1

zi − bzi + bz2i
1 + bzi

∏
i′<i

1

1 + bzi′

)

− b2
k∑
i=1

yi − byi + by2i
1 + byi

zi − bzi + bz2i
1 + bzi

∏
i′<i

1

1 + byi′

1

1 + bzi′

s.t.
k∑
i=1

yi =

k∑
i=1

zi = 1

yi−1 ≥ yi, zi−1 ≥ zi, yi + zi ≤ 1, ∀i = 1, . . . , k

yi, zi ≥ 0 ∀i = 1, . . . , k.

Theorem 12 (proven in §4.4.3).
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(i). Algorithm 4 is c-selectable for any c satisfying 1− 3c+ infk AdvMink(
c

1−c ) ≥ 0.

(ii). c = 0.3445 satisfies 1− 3c+ infk AdvMink(
c

1−c ) ≥ 0.

Therefore, Algorithm 4 provides a 0.3445-selectable OCRS for general graphs.

Note that for fixed b, AdvMink(b) is decreasing in k, so infk AdvMink(b) = limk→∞ AdvMink(b).

Remark 2. Part (ii) of Theorem 12 is proved with the aid of computational verification, after
bounding the difference between limk→∞ AdvMink(b) and an optimization problem with 2K variables
as O(1/K). We then use Non-Linear Programming (NLP) solver COUENNE, modeled with JuMP
[37], providing a link to the code. The NLP solver establishes a provable lower bound on the infimum
value of this finite-dimensional NLP, allowing us to finish the proof. Interestingly, the optimal
solution suggested by the solver for a large K is a "hybrid" in which y1 = z1 = 1/2, and all other
values of yi, zi are infinitesimally-small.

4.2.2 Improvement for Bipartite Graphs
We improve the analysis of Algorithm 4 in the special case where G = (V,E) is a bipartite graph.
Adopting the same proof skeleton and terminology, our goal is to lower-bound, given a newly arriving
edge (u, v) /∈ E, the probability that vertices u and v have both been matched.

In Section 4.2.1, we analyzed the probability of the sufficient condition that u and v "randomly
chose" distinct candidates who were alone. In this Section, we can analyze the easier-to-satisfy
condition of u and v both having candidates who are alone. The reason for this is twofold: the
neighbors u1, . . . , uk of u (i.e. the potential candidates) are clearly distinct from the neighbors of v,
because edge (u, v) cannot form a 3-cycle; and, the neighbors u1, . . . , uk being alone are independent
events, because there cannot be any edges between them (which again would form a 3-cycle).

By lower-bounding the probability of this easier-to-satisfy condition, we show that Algorithm 4
is 0.349-selectable for all graphs without a 3-cycle (which includes all bipartite graphs), improving
upon the earlier guarantee of 0.344 for general graphs.

Theorem 13 (proven in §4.4.5). On bipartite graphs, Algorithm 4 provides a c-selectable OCRS for

any value of c ∈ [0, 1/2] satisfying 1 − 3c+
(
1− exp(− c(1−2c)

(1−c)2 )
)2
≥ 0. Therefore, Algorithm 4 is

0.349-selectable.

In the proof of Theorem 13, we use the FKG inequality to argue that the events of u and v
satisfying the condition of having candidates who are alone are positively correlated. It may be
tempting to argue that the events of u and v being matched are also positively correlated, under
the intuition that in a bipartite graph, u and v are competing for different partners. However, we
show in Section 4.4.6 that this is false, justifying why we are arguing for positive correlation on this
sufficient condition instead.

4.2.3 Impossibility Results for OCRS
The first two impossibility results use the following construction, which to our knowledge is new.

Example 3. Let G be a complete graph on vertices V = {1, 2, 3, 4}, and consider the fractional
matching whose edge values are x12 = x23 = x34 = x41 = (1−ε)/2 along a 4-cycle and x13 = x24 = ε
on the diagonals. ε is a small positive constant that we will take to 0. The arrival order of edges,
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known in advance, is: (1, 2), (3, 4) (a diametrically opposite pair of edges), followed by (2, 3), (4, 1)
(another diametrically opposite pair), followed by (1, 3), (2, 4) (the diagonal edges).

Proposition 5 (proven in §4.4.7). On the G,x given in Example 3, any OCRS is no more than
0.4-selectable.

Proposition 6 (proven in §4.4.8). On Example 3, the OCRS of Ezra et al. [43] is no more than
0.361-selectable.

Proposition 7 (proven in §4.4.9). The OCRS of Ezra et al. [43] is no more than 0.382-selectable
for bipartite graphs.

4.3 Impossibility Result for RCRS
Theorem 14. No RCRS is better than 1/2-selectable on bipartite graphs.

In order to prove Theorem 14, we again analyze the complete 1-regular bipartite graph with
2n vertices and uniform edge values, except instead of adversarially chosen edge arrivals, we work
with random order edge arrivals. Let G = (U1, U2;E) where E = U1 × U2, and |U1| = |U2| = n for
n ≥ 1, and set xe = 1/n for all e ∈ E. Once again, we work in the asymptotic setting as n→∞.
We say that a sequence of events (En)n≥1 occurs with high probability (w.h.p.), provided P[En]→ 1
as n→∞.

Lemma 12. For any RCRS which outputs matching M on G, E[|M |] ≤ (1+o(1))n
2 .

Assuming Lemma 12, Theorem 14 then follows immediately.
To prove Lemma 12, we consider an algorithm for maximizing E[|M |] and show that the cardinality

of the matching cannot exceed (1+o(1))n
2 in expectation. Without loss of generality, we can assume

such an algorithm is deterministic (this follows via an averaging argument), even though we will
refer to it colloquially as an “RCRS”.

For each 1 ≤ t ≤ n2, let Ft be the tth edge of G presented to the RCRS, and denote its state
by XFt

(clearly, XFt
∼ Ber(1/n)). Observe that if Et := {F1, . . . , Ft}, then conditional on Et, Ft+1

is distributed u.a.r. amongst E \ Et for 0 ≤ t ≤ n2 − 1. If Mt is the matching constructed by
the RCRS after t rounds, then since the RCRS is deterministic, Mt is a function of (Fi, XFi

)ti=1.
Thus,Mt is measurable with respect to Ht, the sigma-algebra generated from (Fi, XFi)

t
i=1 (here

H0 := {∅,Ω}, the trivial sigma-algebra). We refer to Ht as the history after t steps. It will be
convenient to define W (t) := n · |Mt| for each 0 ≤ t ≤ n2. We can think of W (t) as indicating the
weight of the matchingMt, assuming each edge of G has weight n.

Let w(z) := z/(1 + z) for each real z ≥ 0. Note that w is the unique solution to the differential
equation w′ = (1−w)2 with initial condition w(0) = 0. By applying the differential equation method
[87], one can show the greedy algorithm returns a matching of weight (1 + o(1))w(t/n2)n2 after
0 ≤ t ≤ n2 steps. We implicitly prove that greedy is asymptotically optimal by arguing that w.h.p.
the random variable W (t)/n2 is upper bounded by (1 + o(1))w(t/n2).

Proposition 8. For each constant 0 ≤ ε < 1, W (t) ≤ (1 + o(1))w(t/n2)n2 for all 0 ≤ t ≤ εn2 with
probability at least 1− o(1/n2).

We emphasize that in Proposition 8, a constant ε is fixed first, and n is taken to∞ afterward. As
we take constant ε to be arbitrarily close to 1, the 1/2 upper bound in Lemma 12 is established. We
now provide the proof of this fact. The rest of this section is then devoted to proving Proposition 8.
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Proof of Lemma 12 using Proposition 8. Fix 0 ≤ ε < 1. Observe that Proposition 8 implies

E[W (εn2)] ≤ (1− o(1/n2))(1 + o(1))w(ε)n2 + o(1/n2)εn2 = (1 + o(1))w(ε)n2, (4.6)

where the o(1/n2)εn2 term uses the bound that W (εn2) cannot exceed the expected weight of active
edges up to time εn2, which is εn2. Moreover, the same bound yields E[W (n2)−W (εn2)] ≤ (1−ε)n2.
Thus, E[W (n2)] ≤ (1 + o(1)) ε

1+εn
2 + (1 − ε)n2, and so after dividing by n2, E[|Mn2 |]/n ≤ (1 +

o(1)) ε
1+ε + (1− ε). Since this holds for each 0 ≤ ε < 1, and ε

1+ε + (1− ε)→ 1/2 as ε→ 1, we get
that

E[|Mn2 |]
n

≤ (1 + o(1))
1

2
.

As E[|Mn2 |] is an upper bound on the expected size of any matching created by an RCRS, the proof
is complete.

In order to prove Proposition 8, for each constant 0 ≤ ε < 1, and 0 ≤ t ≤ εn2, we first upper
bound the expected one-step changes of W (t), conditional on the current history Ht. More formally,
we upper bound E[∆W (t) | Ht], where ∆W (t) :=W (t+ 1)−W (t). Our goal is to show that

E[∆W (t) | Ht] ≤ (1 + o(1))

(
1− W (t)

n2

)2

.

It turns out that this upper bound only holds for most instantiations of the random variables (Fi)ti=0

(upon which the history Ht depends). We quantify this by defining a sequence of events, (Qt)εn
2

t=0,
which occur w.h.p., and which help ensure the upper bound holds.

Fix a pair of vertex subsets (S1, S2), where Sj ⊆ Uj for j = 1, 2. We say that (S1, S2) is large,
provided |Sj | ≥ n/2 for j = 1, 2. Given 0 ≤ t ≤ n2, we say that (S1, S2) is well-controlled at time t,
provided

|Lt ∩ S1 × S2| ≤ (1 + n−1/3)|S1||S2|
(
1− t

n2

)
, (4.7)

where Lt := E \ Et denotes the edges which have yet to arrive after t rounds. We define the event
Qt to occur, provided each pair of large vertex subsets is well-controlled at time t. Observe that the
event Qt is Ht-measurable.

Lemma 13. For any constant 0 ≤ ε < 1, P[∩εn2

i=0Qi] ≥ 1− o(1/n2).

Proof of Lemma 13. We shall prove that for each 0 ≤ i ≤ εn2, Qi holds with probability at least
1 − o(1/n4). Since there are εn2 ≤ n2 rounds, this will imply that P[∩εn2

i=0Qi] ≥ 1 − o(1/n2) after
applying a union bound.

Observe first that Li = E \ Ei is a uniformly random subset of E of size n2 − i. Thus,
|Li ∩ S1 × S2| is distributed as a hyper-geometric random variable on a universe of size n2 with
success probability |S1||S2|/(n2 − i) (we denote this by |Li ∩ S1 × S2| ∼ Hyper(n2, |S1||S2|, n2 − i).
Now, the distribution Hyper(n2, |S1||S2|, n2 − i) is at least as concentrated about its expectation as
the binomial distribution, Bin(n2, |S1||S2|/(n2 − i)) (see Chapter 21 in [51] for details). As such, by
standard Chernoff bounds, if µ := |S1||S2|

(
1− i

n2

)
, then for each 0 < λ < 1,

P[|Li ∩ S1 × S2| ≥ (1 + λ)µ] ≤ exp

(
−λ2µ
3

)
.
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By assumption, |S1||S2| ≥ n2/4. Thus, since 0 ≤ i ≤ εn2, µ ≥ n2(1− ε)/4. By taking λ = n−1/3,
we get that

|Li ∩ S1 × S2| ≥ (1 + λ)|S1||S2|
(
1− i

n2

)
with probability at most exp

(
−n

4/3(1−ε)
12

)
which is exp

(
−Ω(n4/3)

)
because ε < 1 is a constant.

Now, after union bounding over at most 4n subsets, we get that Qt does not occur with probability
at most 4n exp(−Ω(n4/3)) = o(1/n4). The proof is thus complete.

Upon conditioning on the history Ht for 0 ≤ t ≤ εn2, if Qt occurs and we have W (t) ≤
(1 + o(1))w(t/n2)n2, then we can upper bound E[∆W (t) | Ht].

Lemma 14. For each 0 ≤ t ≤ εn2, if Qt occurs and W (t) ≤ (1 + o(1))w(t/n2)n2, then

E[∆W (t) | Ht] ≤ (1 + n−1/3)

(
1− W (t)

n2

)2

. (4.8)

Proof of Lemma 14. Suppose 0 ≤ t ≤ εn2 is such that Qt occurs and W (t) ≤ (1 + o(1))w(t/n2)n2.
Observe that since W (t) = n|Mt|, it suffices to show that

E[|Mt+1| − |Mt| | Ht] ≤
1

n
(1 + n−1/3)

(
1− |Mt|

n

)2

.

For j = 1, 2, let Uj,t denote the vertices of Uj which are not selected by the RCRS after edges
Et = {F1, . . . , Ft} arrive, where Uj,0 := Uj . Since the graph is bipartite, we have |Uj,t| = n− |Mt|.
Observe that a necessary condition for the RCRS to match Ft+1 is that it must be an edge of
U1,t × U2,t. On the other hand, conditional on Ht, Ft+1 is distributed u.a.r. amongst Lt := E \ Et.
Thus,

P[Ft+1 ∈ U1,t × U2,t | Ht] =
|(U1,t × U2,t) ∩ Lt|

|E \ Lt|
=
|(U1,t × U2,t) ∩ Lt|

n2 − t
, (4.9)

where the equality follows since |E \ Lt| = n2 − t. In order to simplify (4.9), we make use the upper
bound on W (t), and the occurrence of the event Qt. First, W (t) ≤ (1 + o(1))w(t/n2)n2, where we
note that w(t/n2) ≤ w(ε) = ε

1+ε < 1/2, and hence for a sufficiently large n we have W (t) ≤ n2/2
and hence |Mt| ≤ n/2. Thus, |Uj,t| = (n− |Mt|) ≥ n/2, and so we can apply (4.7) to subsets U1,t

and U2,t to ensure that

|(U1,t × U2,t) ∩ Lt| ≤ (1 + n−1/3)(n− |Mt|)2
(
1− t

n2

)
.

Combined with (4.9), this implies that

P[Ft+1 ∈ U1,t × U2,t | Ht] ≤
(1 + n−1/3)(n− |Mt|)2

n2
= (1 + n−1/3)

(
1− |Mt|

n

)2

. (4.10)

Now, a second necessary condition for the RCRS to match Ft+1 is that Ft+1 must be active (i.e.,
XFt+1

= 1). This event occurs with probability 1/n, independently of the event Ft+1 ∈ U1,t × U2,t
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and the history Ht. By combining both necessary conditions, and (4.10),

E[|Mt+1| − |Mt| | Ht] ≤
1

n
(1 + n−1/3)

(
1− |Mt|

n

)2

,

and so the proof is complete.

Lemmas 13 and 14 imply that W (t)/n2 satisfies the differential inequality, r′ ≤ (1− r)2 with
r(0) = 0. Intuitively, since w(t) satisfies the corresponding differential equation, w′ = (1 − w)2
with w(0) = 0, this suggests that W (t)/n2 ought to be dominated by w(t/n2). This is precisely
the statement of Proposition 8, and assuming the above lemmas, follows from the general purpose
“one-sided” differential equation method of Bennett and MacRury [14]. We provide the details in
Section 4.5.

4.4 Deferred Proofs from Section 4.2

4.4.1 Proof of Proposition 3
The proof follows easily from (4.3): the induction hypothesis implies that

1− cxu′(e)− cxv′(e) ≤ P[blocked(e)] ≤ 1−max{cxu′(e), cxv′(e)},

where we note that P[matchedu′(e) ∪ matchedv′(e)] ≥ max{P[matchedu′(e)],P[matchedv′(e)]}. Re-
calling that P[Se = 1] = xeαe with αe defined to equal c/P[blocked(e)], this completes the proof.

4.4.2 Proof of Proposition 4
Let (u′, w1), . . . , (u

′, wm) be the edges incident to u′ arriving before (u′, v′), in that order. Note that
xu′(e) =

∑m
i=1 xu′,wi

. We can use independence to derive

P[aloneu′(e)] =

m∏
i=1

(1− P[Su′,wi
])

≥
m∏
i=1

(
1− cxu′,wi

1− cxu′(u′, wi)− cxwi
(u′, wi)

)

≥
m∏
i=1

(
1− cxu′,wi

1− c
∑
j<i xu′,wj − c

)

=

m∏
i=1

1− c− c
∑
j≤i xu′,wj

1− c− c
∑
j<i xu′,wj

=
1− c− cxu′(e)

1− c

where the first inequality uses the upper bound in Proposition 3, and the second inequality uses the
definition that xu′(u′, wi) =

∑
j<i xu′,wj

and the fact that xwi
(u′, wi) ≤ 1. This leads to the desired
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result.

4.4.3 Proof of Theorem 12
We prove parts (i) and (ii) of Theorem 12 in order.

Recall from (4.2) and (4.3) that it suffices to show that P[matchedu(u, v) ∪ matchedv(u, v)] ≤
1 − c for the newly arriving edge (u, v). Note that if

∑
f∈∂(u) xf < 1, then P[matchedu(u, v) ∪

matchedv(u, v)] can only be increased after adding a dummy edge between u and a new vertex that
is active with probability 1−

∑
f∈∂(u) xf , which arrives right before (u, v). The same argument can

be made if
∑
f∈∂(v) xf < 1. Therefore, we can without loss of generality assume that

∑
f∈∂(u) xf =∑

f∈∂(v) xf = 1, which represents the hardest case for P[matchedu(u, v)∪matchedv(u, v)] ≤ 1− c to
be satisfied. Rewriting P[matchedu(u, v)∪matchedv(u, v)] following (4.3), it suffices for c-selectability
to show that

0 ≤ 1− 3c+ P[matchedu(u, v) ∩matchedv(u, v)].

Therefore, we must show P[matchedu(u, v) ∩ matchedv(u, v)] ≥ infk AdvMink(
c

1−c ), where we
have assumed that

∑
f∈∂(u) xf =

∑
f∈∂(v) xf = 1. Recall that matchedu(u, v) ∩ matchedv(u, v)

occurs whenever all four events candidateuui
, candidatevvj , aloneui

(u, ui), and alonevj (v, vj) occur, for
any choice of indices i ∈ {1, . . . , k}, j ∈ {1, . . . , ℓ} such that the vertices ui, vj do not coincide. This
is because candidateuui

implies Ru,ui
= 1, which implies edge (u, ui) survives (see (4.5)), and this in

conjunction with aloneui(u, ui) ensures that matchedu(u, v) occurs. An analogous argument ensures
that matchedv(u, v) occurs, assuming ui is not the same vertex as vj . Finally, we note that since u and
v each choose at most one candidate, the events candidateuui

∩candidatevvj∩aloneui
(u, ui)∩alonevj (v, vj)

are disjoint across the different combinations of i, j. Therefore, we can derive

P[matchedu(u, v) ∩matchedv(u, v)]

≥
∑

i,j:ui ̸=vj

P[candidateuui
∩ candidatevvj ∩ aloneui

(u, ui) ∩ alonevj (v, vj)]. (4.11)

The next step consists in showing that for any combination of i, j such that ui ̸= vj , the
probability term on the r.h.s. is lower-bounded by the independent case, i.e.

P[candidateuui
∩ candidatevvj ∩ aloneui(u, ui) ∩ alonevj (v, vj)]

≥ P[candidateuui
]P[candidatevvj ]P[aloneui(u, ui)]P[alonevj (v, vj)]. (4.12)

We argue this using the FKG inequality. Consider the bits {Se : e ∈ E} about the survival
of the edges. Note that all four events candidateuui

, candidatevvj , aloneui
(u, ui), alonevj (v, vj) are

fully determined by these bits, and moreover are increasing in the bits Su,ui
, Sv,vj (they must

necessarily be 1 for candidateuui
, candidatevvj to be 1, and note that this does not adversely affect

aloneui(u, ui), alonevj (v, vj) since ui ̸= vj), and decreasing in all bits Se when e is not (u, ui) or
(v, vj). Since the bits Se are independent across e, we have that (4.12) holds, for any i, j such that
ui ̸= vj .

Now, we can use (4.4) and Proposition 4 to lower-bound P[candidateuui
] and P[aloneui

(u, ui)]
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respectively. Therefore, we derive

P[candidateuui
]P[aloneui

(u, ui)] ≥
1− c− cxui

(u, ui)

1− c
cxu,ui

1− cxui
(u, ui)

∏
i′<i

(1−
cxu,ui′

1− cxui′ (u, ui′)
)

≥ 1− c− c(1− xu,ui
)

1− c
cxu,ui

1− c(1− xu,ui)

∏
i′<i

(1−
cxu,ui′

1− c(1− xu,ui′ )
)

=
1− 2c+ cxu,ui

1− c+ cxu,ui

cxu,ui

1− c
∏
i′<i

1− c
1− c+ cxu,ui′

(4.13)

where the second inequality holds because the first expression is decreasing in both xui(u, ui) and
xui′ (u, ui′), which must satisfy xui(u, ui) ≤ 1− xu,ui and xui′ (u, ui′) ≤ 1− xu,ui′ respectively.

Combining the derivations in (4.11), (4.12), and (4.13) (and lower bounding the analogous
expression P[candidatevvj ]P[alonevj (v, vj)]), we see that P[matchedu(u, v) ∩matchedv(u, v)] is at least

∑
i,j:ui ̸=vj

(
1− 2c+ cxu,ui

1− c+ cxu,ui

cxu,ui

1− c
∏
i′<i

1− c
1− c+ cxu,ui′

)1− 2c+ cxv,vj
1− c+ cxv,vj

cxv,vj
1− c

∏
j′<j

1− c
1− c+ cxv,vj′

 .

(4.14)

Finally, to relate to infk AdvMink(
c

1−c ), let U(i) denote the first expression in large parentheses
in (4.14), and let V (j) denote the second expression in large parentheses in (4.14). We can assume
without loss that k = ℓ = |V | − 2, by adding edges with xu,ui

= 0 or xv,vj = 0 as necessary, in which
case U(i) = 0 or V (j) = 0 respectively. This allows us to rewrite (4.14) as

k∑
i=1

U(i)

k∑
j=1

V (j)−
∑

i,j:ui=vj

U(i)V (j). (4.15)

This is where we specify the ordering of the vertices u1, . . . , uk and v1, . . . , vk in a way that
aids our analysis. We specify u1 so that xu,u1 = maxi xu,ui , and similarly specify v1 so that
xv,v1 = maxj xv,vj . We let v2 = u1, and similarly u2 = v1; if u1 = v1 then we instead let u2 = v2
be any other vertex in V \ {u, v, u1}. We have completed the specification of u1, u2, v1, v2 in a
way such that {u1, u2} = {v1, v2}. Hence, both u3, . . . , uk and v3, . . . , vk must be orderings of the
vertices in V \ {u, v, u1, u2}. We define these orderings in such a way so that xu,u3

≥ · · · ≥ xu,uk

and xv,v3 ≥ · · · ≥ xv,vk . This implies U(3) ≥ · · · ≥ U(k) and V (3) ≥ · · · ≥ V (k).
We have completed the specification of the orderings u1, . . . , uk and v1, . . . , vk. Now, consider an

adversary trying to design the values of xu,u1
, . . . , xu,uk

, xv,v1 , . . . , xv,vk to minimize expression (4.15),
subject to all aforementioned constraints. By the rearrangement inequality, the sum being subtracted
is maximized if the largest values of U(i) are paired with the largest values of V (j). That is, the
adversary wants ui = vi for all i = 3, . . . , k. Moreover, this assignment of vertices is guaranteed
to feasibly satisfy xu,ui + xv,vi ≤ 1, since both xu,ui and xv,vi must be at most 1/2 (recall that
xu,ui ≤ xu,u1 and xu,ui + xu,u1 ≤ 1). Therefore, if we assume that ui = vi for all i = 3, . . . , k, then
this only provides a lower bound on expression (4.15).

To finish, let b := c
1−c . We define shorthand notation yi := xu,ui

and zi := xv,vi for all
i = 3, . . . , k, as well as y1, y2, z1, z2 such that y1 and z1 correspond to the same vertex (and y2
and z2 correspond to the same vertex). We drop the constraint that at least one of y1, y2 must
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correspond to a maximal value of xu,ui (and similarly for z1, z2). Noting that U(i) can be rewritten
as 1−b+byi

1+byi
byi
∏
i′<i

1
1+byi′

under the new notation (and similarly for V (j)), we can express the
adversary’s optimization problem as minimizing(

k∑
i=1

1− b+ byi
1 + byi

byi
∏
i′<i

1

1 + byi′

)(
k∑
i=1

1− b+ bzi
1 + bzi

bzi
∏
i′<i

1

1 + bzi′

)

−
k∑
i=1

1− b+ byi
1 + byi

byi
1− b+ bzi
1 + bzi

bzi
∏
i′<i

1

1 + byi′

1

1 + bzi′

subject to constraints
∑k
i=1 yi =

∑k
i=1 xu,ui

= 1 =
∑k
i=1 zi =

∑k
i=1 xv,vi (recall the assumption

that
∑
f∈∂(u) xf =

∑
f∈∂(v) xf = 1), constraint yi + zi ≤ 1 for all i = 1, . . . , k, and constraints

y3 ≥ · · · ≥ yk, z3 ≥ · · · ≥ zk (due to the ordering chosen by the algorithm) as well as non-negativity
constraints. This is a lower bound on the original expression in (4.14), and is exactly the AdvMink(b)
optimization problem. Therefore, P[matchedu(u, v)∩matchedv(u, v)] ≥ AdvMink(b) where k denotes
the number of vertices in V \ {u, v}. To ensure 1− 3c+ P[matchedu(u, v) ∩matchedv(u, v)] ≥ 0, it
suffices to ensure 1− 3c+ infk AdvMink(b), completing the proof of Theorem 12, part (i).

Fix a large positive integer "cutoff" K and consider any k ≥ K. Since any term subtracted in
the latter sum in the objective of AdvMink(b) also appears when the first two large parentheses are
expanded, the objective can only be reduced if we reduce the term

yi − byi + by2i
1 + byi

∏
i′<i

1

1 + byi′
(4.16)

for any index i. To reduce this term, note that yi−byi+by
2
i

1+byi
= 1−b+byi

1+byi
yi ≥ (1−b)yi and 1

1+byi′
≥ 1−byi′ ,

which allows us to reduce (4.16) to (1 − b)yi
∏
i′<i(1 − byi′). We can similarly lower bound

zi−bzi+bz2i
1+bzi

∏
i′<i

1
1+bzi′

by (1− b)zi
∏
i′<i(1− bzi′). Therefore, the objective of AdvMin(k) is lower-
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bounded by the following:

b2
(

K∑
i=1

yi − byi + by2
i

1 + byi

∏
i′<i

1

1 + byi′
+
∑
i>K

(1− b)yi
∏
i′<i

(1− byi′)

)
·

(
K∑
i=1

zi − bzi + bz2i
1 + bzi

∏
i′<i

1

1 + bzi′
+
∑
i>K

(1− b)zi
∏
i′<i

(1− bzi′)

)

− b2
K∑
i=1

yi − byi + by2
i

1 + byi

zi − bzi + bz2i
1 + bzi

∏
i′<i

1

1 + byi′

1

1 + bzi′
− b2

∑
i>K

(1− b)2yizi
∏
i′<i

(1− byi′)(1− bzi′)

≥ b2

 K∑
i=1

yi − byi + by2
i

1 + byi

∏
i′<i

1

1 + byi′
+

1− b

b

K∏
i′=1

(1− byi′)

k∑
i=K+1

byi

i−1∏
i′=K+1

(1− byi′)


·

 K∑
i=1

zi − bzi + bz2i
1 + bzi

∏
i′<i

1

1 + bzi′
+

1− b

b

K∏
i′=1

(1− bzi′)

k∑
i=K+1

bzi

i−1∏
i′=K+1

(1− bzi′)


− b2

K∑
i=1

yi − byi + by2
i

1 + byi

zi − bzi + bz2i
1 + bzi

∏
i′<i

1

1 + byi′

1

1 + bzi′
− b2

∑
i>K

(1− b)2
1

(i− 2)2

≥ b2
(

K∑
i=1

yi − byi + by2
i

1 + byi

∏
i′<i

1

1 + byi′
+

1− b

b

K∏
i=1

(1− byi)

(
1−

k∏
i=K+1

(1− byi)

))

·

(
K∑
i=1

zi − bzi + bz2i
1 + bzi

∏
i′<i

1

1 + bzi′
+

1− b

b

K∏
i=1

(1− bzi)

(
1−

k∏
i=K+1

(1− bzi)

))

− b2
K∑
i=1

yi − byi + by2
i

1 + byi

zi − bzi + bz2i
1 + bzi

∏
i′<i

1

1 + byi′

1

1 + bzi′
− b2(1− b)2

∫ ∞

K−2

1

x2
dx

≥

(
K∑
i=1

byi

(
1− b

1 + byi

)∏
i′<i

1

1 + byi′
+

1− b

b

K∏
i=1

(1− byi)

(
1− exp(−b(1−

K∑
i=1

yi))

))
(4.17)

·

(
K∑
i=1

bzi

(
1− b

1 + bzi

)∏
i′<i

1

1 + bzi′
+

1− b

b

K∏
i=1

(1− bzi)

(
1− exp(−b(1−

K∑
i=1

zi))

))
(4.18)

−
K∑
i=1

(
1− b

1 + byi

)(
1− b

1 + bzi

)∏
i′<i

1

1 + byi′

1

1 + bzi′
− b2(1− b)2

K − 2
. (4.19)

We explain each inequality. The first inequality rewrites terms in the first two lines and applies
the bounds yi ≤ 1

i−2 and zi ≤ 1
i−2 on the final subtracted term, which hold because

∑k
i=1 yk =

1 and y3 ≥ · · · ≥ yk ≥ 0 (and similarly for the zi’s). For the second inequality, note that∑k
i=K+1 byi

∏i−1
i′=K+1(1 − byi′) is equivalent to the probability that at least one of independent

Bernoulli random variables with means byi for i = K + 1, . . . , k realizes to 1 (similarly for the zi’s).
Moreover, we have

∑
i>K

1
(i−2)2 ≤

∫∞
K−2

1
x2 dx by Riemann sums. For the final inequality, we have

applied the fact 1− byi ≤ exp(−byi) and the constraint that
∑K
i=1 yi = 1 (similarly for the zi’s) and

evaluated the integral.
This holds for all k ≥ K, so we have proven that for any positive integer K > 2, infk AdvMink(b)

73



is lower-bounded by the auxiliary optimization problem defined by

AdvMinAuxK(b) := inf (4.17)–(4.19)

s.t.
K∑
i=1

yi ≤ 1

K∑
i=1

zi ≤ 1

yi + zi ≤ 1 ∀i = 1, . . . ,K

yi, zi ≥ 0 ∀i = 1, . . . ,K

(note that we have relaxed the constraints y3 ≥ · · · ≥ yK and z3 ≥ · · · ≥ zK on the adversary).
That is, we have 1 − 3c + infk AdvMink(

c
1−c ) ≥ 1 − 3c + AdvMinAuxK( c

1−c ). The proof of
Theorem 12, part (ii) is then completed by computationally verifying that for c = 0.3445 and
K = 80 (a finite optimization problem), 1− 3c+AdvMinAuxK( c

1−c ) ≥ 0. (Code can be found at
https://github.com/Willmasaur/OCRS_matching/blob/main/ocrs.jl, which uses the JuMP
[37] and COUENNE packages).

4.4.4 Recovering the Analysis of Ezra et al. [43]
We show why the analysis of Ezra et al. [43] that yields c = 0.337 is recovered if we set E[Ru,ui

] :=
cxu,ui

1−cxu(u,ui)
for all neighbors ui of u other than v (and analogously, set E[Rv,vj ] :=

cxv,vj

1−cxv(v,vj)
for all

neighbors vj of v other than u). Following the proof of Theorem 12, we derive

P[matchedu(u, v) ∩matchedv(u, v)]

≥
∑

i,j:ui ̸=vj

P[candidateuui
]P[candidatevvj ]P[aloneui(u, ui)]P[alonevj (v, vj)]

≥
∑

i,j:ui ̸=vj

P[candidateuui
]P[candidatevvj ]

1− c− cxui(u, ui)

1− c
1− c− cxvj (v, vj)

1− c

where the latter inequality applies Proposition 4.
Now, the probabilities of candidateuui

and candidatevvj will change under the new way in which
we set the probabilities of the bits Ru,ui

and Rv,vj . Contrasting the proof of Theorem 12, in this
analysis we index i = 1, . . . , k so that the neighbors u1, . . . , uk of u arrive in that order (we similarly
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index j = 1, . . . , ℓ). Then, we can substitute into (4.4) and get

P[candidateuui
] =

cxu,ui

1− cxu(u, ui)
∏
i′<i

(
1−

cxu,ui′

1− cxu(u, ui′)

)
=

cxu,ui

1− cxu(u, ui)
∏
i′<i

1− cxu(u, ui′)− cxu,ui′

1− cxu(u, ui′)

=
cxu,ui

1− cxu(u, ui)
∏
i′<i

1− cxu(u, ui′+1)

1− cxu(u, ui′)

= cxu,ui

where xu(u, ui′) + xu,ui′ = xu(u, ui′+1) by definition of the ordering, allowing for the telescoping
product. After similarly deriving that P[candidatevvj ] = cxv,vj , we get that

P[matchedu(u, v) ∩matchedv(u, v)] ≥
∑

i,j:ui ̸=vj

cxu,uicxv,vj
1− c− cxui

(u, ui)

1− c
1− c− cxvj (v, vj)

1− c

(4.20)

≥
∑

i,j:ui ̸=vj

cxu,ui
cxv,vj

(
1− 2c

1− c

)2

.

The final bound corresponds exactly to the expression being analyzed in Ezra et al. [43, Lem. 3],
which has a minimum value of c2( 1−2c

1−c )
2/2, resulting in a constraint of c ≤ 1 − 2c+ c2( 1−2c

1−c )
2/2

and leading to c ≈ 0.337.
We remark that even if one tries to improve the analysis by lower-bounding the RHS of (4.20)

using the tighter expression∑
i,j:ui ̸=vj

cxu,ui
cxv,vj

1− c− c(1− xu,ui
)

1− c
1− c− c(1− xv,vj )

1− c
,

the expression can be as small as c2( 1−2c
1−c )

2 when the values of xu,ui
, xv,vj become infinitesimally small

and satisfy
∑k
i=1 xu,ui

=
∑ℓ
j=1 xv,vj = 1. This would result in a constraint of c ≤ 1− 2c+ c2( 1−2c

1−c )
2

and lead to c ≈ 0.342, which is still worse than the selection guarantee achieved in our Theorem 12.

4.4.5 Proof of Theorem 13
By the same argument as in the start of the proof of Theorem 12 part (i), we can without loss
of generality assume that

∑
f∈∂(u) xf =

∑
f∈∂(v) xf = 1, after which it suffices to show that 1 −

3c+P[matchedu(u, v)∩matchedv(u, v)] ≥ 0. We will show that P[matchedu(u, v)∩matchedv(u, v)] ≥(
1− exp(− c(1−2c)

(1−c)2 )
)2
. To do so, recall that matchedu(u, v)∩matchedv(u, v) occurs whenever u and

v both have a neighbor that survives (i.e. can be a candidate) and is alone. Letting u1, . . . , uk
be the vertices in V \ {u, v} such that {(u, ui) : i = 1, . . . , k} = ∂(u) are the edges in E incident
to u, and respectively v1, . . . , vℓ be the vertices (which are distinct from u1, . . . , uk) such that
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{(v, vj) : j = 1, . . . , ℓ} = ∂(v), we have that

P[matchedu(u, v) ∩matchedv(u, v)]

≥ P

(⋃
i

(Su,ui
∩ aloneui

(u, ui))

)⋂⋃
j

(Sv,vj ∩ alonevj (v, vj))

 .
We argue that the r.h.s. of the preceding inequality is lower-bounded by the independent case, i.e.

P[matchedu(u, v) ∩matchedv(u, v)] ≥ P

[⋃
i

(Su,ui
∩ aloneui

(u, ui))

]
P

⋃
j

(Sv,vj ∩ alonevj (v, vj))

 ,
(4.21)

again using the FKG inequality. To see this, consider the bits {Se : e ∈ E}, and note that the events
Su,ui

∩ aloneui
(u, ui) and Sv,vj ∩ alonevj (v, vj) are fully determined by these bits, and moreover are

increasing in the bits {Se : e ∈ ∂(u) ∪ ∂(v)} (such bits affect only Su,ui
and Sv,vj ) and decreasing in

the bits {Se : e /∈ ∂(u)∪ ∂(v)} (such bits affect only aloneui
(u, ui) and alonevj (v, vj)). Since the bits

Se are independent across e, we have that (4.21) holds.
Now, we can derive that

P

[⋃
i

(Su,ui
∩ aloneui

(u, ui))

]
= 1−

∏
i

(1− P[Su,ui
]P[aloneui

(u, ui)])

≥ 1−
∏
i

(
1− cxu,ui

1− cxui(u, ui)

1− c− cxui
(u, ui)

1− c

)
≥ 1−

∏
i

(1− c(1− 2c)

(1− c)2
xu,ui)

≥ 1− exp

(
−c(1− 2c)

(1− c)2
∑
i

xu,ui

)
.

To explain the equality, note that event aloneui
(u, ui) depends only on the independent bits {Se :

e ∈ ∂(ui) \ (u, ui)}, which must be disjoint from {Se : e ∈ ∂(ui′) \ (u, ui′)} for any i′ ̸= i,
since otherwise ui and ui′ would form a 3-cycle with u. Therefore, the 2k events Su,u1

, · · · , Su,uk
,

aloneu1
(u, u1), . . . , aloneuk

(u, uk) are mutually independent, allowing us to decompose the probability
P [
⋃
i(Su,ui ∩ aloneui(u, ui))] into the product in the first line. After that, the first inequality holds

by Propositions 3 and 4, the second inequality holds because xui(u, ui) ≤ 1 and c ≤ 1/2, and
the final inequality holds elementarily. Finally, applying the assumption that

∑k
i=1 xu,ui = 1, we

conclude that P [
⋃
i(Su,ui

∩ aloneui
(u, ui))] ≥ 1− exp(− c(1−2c)

(1−c)2 ).

After an analogous lower bound for P
[⋃

j(Sv,vj ∩ alonevj (v, vj))
]

and substituting into (4.21), we

have shown that P[matchedu(u, v) ∩matchedv(u, v)] ≥ (1− exp(− c(1−2c)
(1−c)2 ))2. It can be numerically

verified that c = 0.349 satisfies 1 − 3c + (1 − exp(− c(1−2c)
(1−c)2 ))

2 ≥ 0, completing the proof that
Algorithm 4 is 0.349-selectable.
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4.4.6 Negative Correlation between matchedu(e) and matchedv(e) on Bipar-
tite Graphs

Consider a bipartite graph between vertices u1, u2, u3 and v1, v2, v3. Let the edges be e1 = (u3, v2),
e2 = (u2, v3), e3 = (u2, v2), e4 = (u2, v1), e5 = (u1, v2), and e6 = (u1, v1), arriving in that order,
with xe1 = · · · = xe6 = 1/3 (the constant 1/3 is not important for our argument). Let the edge in
question be e = e6, with u = u1 and v = v1. Our claim is that under the execution of Algorithm 4,
we have Pr[matchedu(e)matchedv(e)] < Pr[matchedu(e)] Pr[matchedv(e)], i.e. the events of u and v
being matched upon the arrival of the final edge are negatively correlated.

Note that when the final edge arrives, the algorithm would have conducted greedy matching
(selecting every feasible edge) on the subsequence of (e1, . . . , e5) of edges that survive. Conditional on
e3 not surviving, u is disconnected from v and hence matchedu(e) and matchedv(e) are independent
events, i.e.

Pr[matchedu(e)matchedv(e)|S3 = 0] = Pr[matchedu(e)|S3 = 0]Pr[matchedv(e)|S3 = 0]. (4.22)

Meanwhile, conditional on S3 = 1, vertices u and v cannot both be matched, because if both
vertices u2 and v2 are not blocked when edge 3 arrives, then e3 would be selected, blocking u2 and v2
and preventing vertices u and v from being matched. Yet, it is clear that both Pr[matchedu(e)|S3 = 1]
and Pr[matchedv(e)|S3 = 1] are positive, noting that all edges in this example have a positive
probability of surviving. Therefore, we get that

Pr[matchedu(e)matchedv(e)|S3 = 1] = 0 < Pr[matchedu(e)|S3 = 1]Pr[matchedv(e)|S3 = 1]. (4.23)

Combining (4.22) and (4.23) establishes our desired result that Pr[matchedu(e)matchedv(e)] <
Pr[matchedu(e)] Pr[matchedv(e)].

4.4.7 Proof of Proposition 5
Since edge (3,4) comes after (1,2), the probability of it being selected conditional on (1,2) being
selected is at most x34 = 1−ε

2 . That is, P[(1, 2) ∈M∩ (3, 4) ∈M] ≤ 1−ε
2 P[(1, 2) ∈M]. Thus,

P[(1, 2) ∈M∪ (3, 4) ∈M] ≥ P[(1, 2) ∈M] + P[(3, 4) ∈M]− 1− ε
2

P[(1, 2) ∈M]

=
1 + ε

2
P[(1, 2) ∈M] + P[(3, 4) ∈M].

≥
(
1 + ε

2
+ 1

)
c
1− ε
2

where the final inequality must hold if we were to have a c-selectable OCRS. We can similarly
derive that P[(2, 3) ∈ M ∪ (4, 1) ∈ M] ≥ 3+ε

2 c 1−ε2 . Now, note that (1, 2) ∈ M ∪ (3, 4) ∈ M
and (2, 3) ∈ M ∪ (4, 1) ∈ M are disjoint events. Hence, the probability that any of the edges
(1,2),(2,3),(3,4),(4,1) is selected is at least (3+ε)(1−ε)

2 c. If any such edges are selected, then the
diagonal edges (1,3),(2,4) cannot be selected. Therefore, the probability that (1,3) can be selected
is at most (1 − (3+ε)(1−ε)

2 c)ε, which must be at least cε in order to have a c-selectable OCRS.
Consequently we have 1− (3+ε)(1−ε)

2 c ≥ c, and taking ε→ 0 implies c ≤ 0.4.
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4.4.8 Proof of Proposition 6
First, note that when the first two edges (1, 2) and (3, 4) arrive, they cannot be blocked. Therefore,
P[blocked(1, 2)] = P[blocked(3, 4)] = 1. Therefore, α(1,2) = α(3,4) = c, and matched with probability
c(1− ϵ)/2 (and independently of each other).

Next, each of the next two edges (i.e., (2, 3) and (4, 1)) are blocked if either of the first two edges
was matched. We have:

P[blocked(2, 3)] = P[blocked(4, 1)] = P[(1, 2) /∈M∩ (3, 4) /∈M]

= (1− c(1− ϵ)/2)2

which further gives that α(2,3) = α(4,1) = c(1− c(1− ϵ)/2)−2.
Finally, consider the final two arrivals, the diagonal edges. Edge (1, 3) is not blocked as long as

none of the previous arrivals was matched. That is, both of edges (1, 2) and (3, 4) must have been
left unmatched (each with probability 1− c(1− ϵ)/2), and then each of the next two edges (i.e., (2, 3)
and (4, 1)) must have failed to survive (which occurs with probability 1− c(1− ϵ)(1− c(1− ϵ)/2)2/2).
The same holds for edge (2, 4). This gives us:

P[blocked(1, 3)] = P[blocked(2, 4)] =
(
1− c1− ϵ

2

)2(
1− c(1− ϵ)

2(1− c(1− ϵ)/2)2

)2

As per (4.2), we want this probability to be at least c. As ϵ→ 0, we get

(
1− c

2

)2(
1− c

2(1− c/2)2

)2

≥ c

which is satisfied only if c ≤ 0.3602. Thus, on this graph, we must have c < 0.361, and the OCRS
cannot be better than 0.361-selectable.

4.4.9 Proof of Proposition 7
Let G be a graph on vertices V = {1, 2, 3, 4} that is a path of three edges (1,2),(2,3),(3,4), and
consider the fractional matching whose edge values are x12 = 1 − ε, x23 = ε, x34 = 1 − ε, with ε
being a small positive constant. The arrival order of edges is (1,2),(3,4),(2,3), where the middle edge
arrives last.

Notice that the first two edges, (1, 2) and (3, 4) cannot be blocked and so P[blocked(1, 2)] =
P[blocked(3, 4)] = 1. This means α(1,2) = α(3,4) = c. Each of these edges will therefore be matched
with probability c(1− ϵ). When the middle edge arrives, then, the probability it is not blocked is
(1− c(1− ϵ))2. Applying (4.2), we get

(1− c(1− ϵ))2 ≥ c

and for ϵ→ 0 this gives c ≤ 0.3819. This means that the OCRS cannot be better than 0.382-selectable
for this graph.
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4.5 Proof of Proposition 8 using Lemmas 13 and 14
We apply Corollary 4 from Bennett and MacRury [14], where we have intentionally chosen the below
notation to match Bennett and MacRury [14].

Define D = [0, 1]2, and set f(z, r) := (1− r)2 for (z, r) ∈ D. Recall that w(z) = z/(1 + z) is the
unique solution to the differential equation w′(z) = f(z, w(z)) with initial condition w(0) = 0. to
(W (i)/n2)εn

2

i=0, the filtration (Hi)εn
2

i=0, and the above system. (Note that our scaling factor is n2).
First observe that we can take σ = ε, L = 2, and B = 1 (since f has Lipschitz constant of 2, and
|f | ≤ 1). Recall now the sequence of events (Qi)

εn2

i=0 defined before Lemma 13, and let I be the first
i ≥ 0 such that Qi does not occur. For the remaining parameters, set λ = n5/3, δ = n−1/3 and
b = β = n, Clearly, λ ≥ max{B + β, L+BL+δn

2

3L } for n sufficiently large.
We now verify that these parameters satisfy the ‘Boundedness Hypothesis’, ‘Trend Hypothesis’

conditions of [Corollary 4, Bennett and MacRury [14]] for all 0 ≤ i < min{εn2, I}. Note that due to
statement of [Corollary 4, Bennett and MacRury [14]], when verifying these conditions at step i, we
can assume that

W (i)/n2 ≤ (1 +O(n−1/3))w(i/n2). (4.24)

The ‘Boundedness Hypothesis’ is satisfied since |∆W (i)| ≤ n, and Var(∆W (i) | Hi) ≤ n. The
‘Trend Hypothesis’ is satisfied due to Lemma 14 in conjunction with the above definition of I and
(4.24). Thus, (W (i)/n2)εn

2

i=0 satisfies all the conditions of [Corollary 4, Bennett and MacRury [14]]
so as to guarantee that W (i)/n2 ≤ (1 +O(n−1/3))w(i/n2) for all 0 ≤ i ≤ {I, εn2} with probability
at least 1− o(n−2). Finally, due to Lemma 13, P[I ≤ εn2] = o(n−2), and so a union bound implies
that the proposition holds.

4.6 Bipartite Reduction to 1-Regular Inputs
In this section, we prove a reduction to 1-regular inputs for OCRS which preserves bipartiteness.

Lemma 15 (Reduction to 1-Regular Inputs for Bipartite Graphs). Given a bipartite graph G =
(U, V,E) with fractional matching x = (xe)e∈E, there exists bipartite graph G′ = (U ′, V ′, E′) and a
fractional matching x′ = (x′e)e∈E′ with the following properties:

1. (G′,x′) can be computed in time polynomial in the size of (G,x).

2. (G′,x′) is 1-regular.

3. If there is an α-selectable RCRS (respectively, OCRS) for G′ and x′, then there exists an
α-selectable RCRS (respectively, OCRS) for G and x.

Proof. The graph G′ is constructed as follows. First, assume without loss of generality that |U | = |V |
(we can do this by creating dummy vertices on the smaller side with edge values of 0). Let n := |U |.
We create a biclique Kn,n = (UK ∪ VK , EK) of dummy vertices. Let EG,K = (U × VK) ∪ (UK ∪ V )
be a set of edges connecting every vertex in G to each of the vertices of the dummy Kn,n. Let
U ′ = U ∪ UK , V ′ = V ∪ VK , and E′ = E ∪ EK ∪ EG,K .

Then, x′ is given by setting x′e = xe for every e ∈ E and x′e = (1− xu)/n for e = (u, v) ∈ EG,K ,
where xu :=

∑
v∈V xu,v. Clearly, for u ∈ U , we have that

∑
v∈V ′ x′uv = 1 and similarly for v ∈ V ,

we have that
∑
u∈U ′ x′uv = 1.
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Finally, for e = (u, v) ∈ EK , set x′uv :=
1
n2

∑
v∈V xv. Note that by the handshaking lemma, we

have that
∑
v∈V xv =

∑
u∈U xu so x′uv =

1
n2

∑
u∈U xu. Therefore, for u ∈ UK :

x′u =
∑
v∈V ′

x′uv =
∑
v∈V

x′uv+
∑
v∈VK

x′uv =
1

n

∑
v∈V

(1−xv)+
∑

vK∈VK

1

n2

∑
v∈V

xv =
1

n

∑
v∈V

(1−xv)+
1

n

∑
v∈V

xv

which equals 1; similarly, for v ∈ VK :

x′v =
∑
u∈U

x′uv +
∑
u∈UK

x′uv =
1

n

∑
u∈U

(1− xu) +
∑

uK∈UK

1

n2

∑
u∈U

xu =
1

n

∑
u∈U

(1− xv) +
1

n

∑
u∈U

xu = 1.

Since |U ′| = 2|U |, |V ′| = 2|V |, and |E′ \ E| = |U |2|V |2, we can construct G′ and x′ efficiently.
Finally, suppose we are given an α-selectable OCRS for (G′,x′). We now show how to produce

an α-selectable OCRS for (G,x). For each edge e ∈ E′ \ E, generate a uniformly random arrival
time Y ′

e ∈ [0, 1]. Then, we run the OCRS for G′, allowing the edges of E′ \ E to arrive in the order
of Y ′

e (letting Y ′
e for an edge e ∈ E be equal to its original arrival time in G).

Clearly, the arrivals of E′ are uniformly random, so the OCRS for G′ selects each edge e ∈ E′

with probability at least αxe (since the OCRS is α-selectable). Since the OCRS further processes the
edges of E in their original (random) order, this is also an OCRS for G, and it is clearly α-selectable.
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Chapter 5

Proportional Fairness

In this chapter, we discuss a notion of proportional fairness on graph matchings and present results
for the problem of finding large proportionally fair matchings. The results presented here appeared
previously in Duppala et al. [38]

5.1 Our Contributions and Techniques
We design Algorithm 5, an efficient randomized algorithm for weighted matching on bipartite
graphs with fairness constraints specified by 0 < α ≤ β < 1. By allowing the α (respectively,
β) fairness constraint to be violated up to a multiplicative factor of 1 − δ (respectively, 1 + δ),
we show that Algorithm 5 attains an asymptotic approximation ratio against OPT. (We write
the exact asymptotic guarantee of Algorithm 5 in Theorem 15). We argue that if the input is
well-behaved, then we can take δ ≈ 0, and so we barely violate the fairness constraints, while still
attaining a constant approximation ratio. We next analyze Algorithm 5 when α=0 and β < 1. By
allowing for a 1−ε

2 -approximation ratio, where 0 < ε < 1 is a parameter of Algorithm 5 which can be
chosen arbitrarily small, we show how to ensure that the β fairness constraints are satisfied exactly.
This allows us to get a true approximation ratio which is arbitrarily close to 1/2. We also note
that our algorithms can be extended to the slightly more general setting where we have different
proportionality requirements for each color; e.g., where we have values αc, βc (with 0 ≤ α ≤ β ≤ 1)
for each color c ∈ [ℓ], and we insist that αc|M| ≤ |Mc| ≤ βc|M| for each c. This allows us to
capture settings where we wish to represent different groups in different proportions, for example so
that each group’s representation in the matching is roughly proportional to its representation in the
original graph.

We take a linear programming (LP) based approach to designing Algorithm 5. Below we state
Lp-Fair, which extends the standard matching polytope to include the proportionality constraints
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described by 0 < α ≤ β < 1:

max
∑
e∈E

wexe (Lp-Fair)

s.t.
∑
e∈δ(v)

xe ≤ 1, ∀v ∈ U ∪ V (5.1a)

α
∑
e∈E

xe ≤
∑
e∈Ec

xe ≤ β
∑
e∈E

xe, ∀c ∈ [ℓ] (5.1b)

xe ≥ 0, ∀e ∈ E (5.1c)

Lemma 16. Lp-Fair relaxes OPT. That is, OPT ≤
∑
e∈E wexe, where x = (xe)e∈E is an optimal

solution to Lp-Fair.

As a first attempt to using Lp-Fair, observe that since G is bipartite, if x = (xe)e∈E is an
optimal solution to the LP, then we can write x as a convex combination of integral matchings.
By randomly sampling such a matching according to the coefficients of the convex combination,
this yields a randomized algorithm with expected value

∑
e∈E wexe ≥ OPT. Unfortunately, while

this preserves the fairness constraints in expectation due to (5.1b), there is no guarantee that any
particular matching we output will satisfy these constraints. In order for an algorithm to succeed
with constant probability, an ideal approach would be to match each edge e with probability xe
while ensuring that the size of a matching of a color class c is concentrated about

∑
e∈Ec

xe. For
instance, if we had negative correlation amongst the matching statuses of the edges of Ec, then
this would be sufficient (see [35]). The GKPS dependent rounding scheme of [53] provides such a
guarantee for certain edge subsets of G. However, since the edges of Ec are adversarially chosen,
it is easy to construct an example where the GKPS rounding scheme induces positive correlation
amongst the matched statuses.

Due to the limitations of these approaches, we need to round our LP in a different way. Let
us suppose that we round x into a random matching M, where we denote Mc := M∩ Ec for
a fixed color class c ∈ [ℓ]. Roughly speaking, our goal is to ensure that the following properties
simultaneously hold, where δ > 0 is a fixed parameter to be specified in Theorem 16:

1. For each e ∈ E, Pr[e ∈M] = xe/2.

2. With constant probability,

|Mc|
|M|

∈
[
(1− δ)E[|Mc|]

E[|M|]
, (1 + δ)

E[|Mc|]
E[|M|]

]
.

Property 1 and Lemma 16 then imply that

E[
∑
e∈M

we] =
∑
e∈E

wexe/2 ≥ OPT/2.

Moreover, since E[|Mc|] =
∑
e∈Ec

xe/2 and E[|M|] =
∑
e∈E xe/2, we can combine Property 2. with

(5.1b) to conclude that (1− δ)α|M| ≤ |Mc| ≤ (1 + δ)β|M|.
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Our approach uses a contention resolution scheme (CRS). This presents a new application
for contention resolution schemes, following work applying them to online settings and stochastic
settings. Of note here, however, is that in this case we find that they are a useful tool for the fair
matching problem we study, though it is offline and has no inherent stochasticity in the input.

Our algorithm first has every v ∈ V independently draw a random vertex Fv ∈ N(v), where

Pr[Fv = u] = xu,v (5.2)

for each u ∈ N(v). (For convenience, we define Fv to be a null element ⊥ if no draw is made, where
P[Fv = ⊥] = 1−

∑
u∈N(v) xu,v). If Fv = u, we say that v proposes to u and refer to Fv as a proposal

for u. At this point, we know that each vertex v ∈ V has made at most one proposal. However, a
fixed vertex u ∈ U may have received multiple proposals, and so we must resolve which proposal
each vertex u should take. This is precisely the purpose of the OCRS, and we use the explicit scheme
of [44]. For a fixed u ∈ U , the input required of the OCRS is the edge values (xu,v)v∈N(u), together
with the proposals (Fv)v∈N(u). Moreover, in the contention resolution framework, (Fv)v∈N(u) must
be independent. Under these conditions, the OCRS outputs at most one edge (u, v) with Fv = u,
while guaranteeing that for all v ∈ N(u)

Pr[(u, v) is output | Fv = u] = 1/2. (5.3)

Due to the guarantee of (5.3), the OCRS is said to be 1/2-selectable in the literature. By concurrently
running a separate execution of this OCRS for each u ∈ U , the matching we output satisfies Property
1.

We still need the explain why our algorithm satisfies Property 2. It turns out our algorithm
has a very simple description. First, we order the vertices of V arbitrarily, say v1, . . . , vn. Then,
when vt is processed and proposes to u (i.e., Fvt = u), we draw an independent random bit Au,vt
We match (u, vt) provided u was not previously matched and Au,vt = 1. We note that in regards to
verifying Property 2, the specific Bernouli parameter of Au,vt is not important. We simply require
that (Ae)e∈E are drawn independently.

If we let M be the output of the algorithm, and Mc = Ec ∩M, then we can analyze the Doob
martingale of |Mc|. Here the Doob martingale is defined by revealing the partial matching after
the vertices v1, . . . , vt are processed. Due to the simplicity of our algorithm, we can bound the
one-step changes in the Doob martingale in a very precise way that is related to

∑
e∈Ec

xe. Note
that the standard Azuma–Hoeffding martingale concentration inequality does not allow for good
bounds due to constant worst-case one-step changes (as we explain in Section 5.3.1) leading to
Θ(n) over the entire process from t=1 to t = n. We show that by controlling the variance of this
martingale, we can get stronger bounds via Freedman’s inequality. More precisely, we can tighten
the concentration on the random variableMc by using one-step variance which can be much smaller
than the worse-case one-step changes since the events involving the bad cases occur with small
probability. The total variance can be precisely computed and is upper bounded by 10

∑
e∈Ec

xe
which is much smaller than Θ(n). The concentration helps us achieve almost fairness, i.e., |Mc|
violates the fairness constraints on each side by at most a δ-multiplicative factor for some small
δ > 0. Finally, when we only have β-sided fairness constraints i.e., α = 0, β < 1, we apply an LP
perturbation trick to recover a matching that satisfies the constraints exactly, meaning that without
any violations with only a 0 < ϵ < 1 multiplicative loss in the objective. However, it is important to
note that our algorithm still has a probabilistic guarantee: with a certain probability, the matching
returned will not satisfy the fairness constraints. At the expense of additional runtime, we can
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improve the success probability to be arbitrarily close to 1 by repeatedly running our algorithm and
taking the best solution which is feasible.

5.2 Our Algorithm
We begin by formally describing our algorithm to find a matching for a bipartite graph G = (U, V,E)
with color classes ∪c∈[ℓ]Ec and α ≤ β ≤ 1. Note that our algorithm takes in a parameter 0 < ε < 1
which is only needed for the special case when α = 0.

For δ > 0, a random matching M ⊆ E is said to be δ-ProbablyFair with respect to 0≤α≤β≤1
if for any color class c,1

Pr

[
(1− δ)α ≤ |Mc|

|M |
≤ (1 + δ)β

]
≥ 1− fc(δ,G). (5.4)

where fc(δ,G) is a term that depends on the tunable parameter δ and the input instance. This
definition allows us to violate the constraints by a small δ-multiplicative factor which can be adjusted
to attain a reasonable probability of success.

Algorithm 5 OCRS Rounding Algorithm

Input: G = (U, V,E) with color classes (Ec)c∈[ℓ], 0 ≤ α ≤ β ≤ 1, and 0 < ε < 1.
Output: subset of edges forming a matchingM.
1: M← ∅
2: If α > 0, compute an optimal solution x = (xe)e∈E to Lp-Fair with 0 < α ≤ β ≤ 1. Otherwise,

compute an optimal solution x to Lp-Fair with β in (5.1b) replaced by β̃ = (1− ε)β.
3: Order the vertices of V as v1, . . . , vn arbitrarily.
4: Draw (Fvt)

n
t=1 as described in (5.2).

5: for t = 1, . . . , n with Fvt ̸= ⊥ do
6: Set u := Fvt , and au,vt :=

1/2
1−(1/2)

∑
i<t xu,vi

.
7: Draw Au,vt ∼ Ber(au,vt) independently.
8: If Au,vt = 1 and u is currently unmatched, add (u, vt) to M
9: end for

10: returnM.

Our main results are as follows:

Theorem 15. Algorithm 5 returns a matching M with expected weight at least 1
2OPT that is

δ-ProbablyFair with fc(δ,G) = 4 exp
(
−δ2

∑
e∈Ec

xe

28

)
.

Remark 3. The violations dependent on δ in the fairness constraints are inversely exponential to
the failure probability fc(δ,G). This implies that achieving arbitrarily small violations δ ≈ 0 with a
high success probability requires stronger assumptions on the term

∑
e∈Ec

xe i.e., for input instances
with

∑
e∈Ec

xe = ω(1) we can ensure high success probability with δ ≈ 0.

We next state our improved guarantee for the special case when α = 0. Recall that in this
setting, we can ensure that we do not violate the β-fairness constraint.

1Taking δ = 1 satisfies the Eq. (5.4) trivially
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Theorem 16. Given any 0 < ε < 1, Algorithm 5 returns a matching that satisfies the β-fairness
constraints with probability at least 1− f(ϵ,G) where f(ϵ,G) = 2 exp

(
−ϵ2β

∑
e∈E xe

28

)
, and has an

expected weight of at least 1
2 (1− ϵ)OPT.

In Theorem 16, the values (xe)e∈E represent the optimal fractional solution to Lp-Fair with
β̃ = β(1 − ϵ). Additionally, f(ϵ,G) denotes the probability that the algorithm fails to produce a
matching that satisfies the β-fairness constraints exactly i.e., with no violations.

Remark 4. The probability that our algorithm fails decreases exponentially as a function of ϵ and
β
∑
e∈E xe. Therefore, to attain a failure probability f(ϵ,G) ≈ 0 and the approximation factor close

to 1/2, we require that β
∑
e∈E xe to be sufficiently large, say β

∑
e∈E xe ≥ C for some constant C,

say C ≥ 100.

Remark 5. For the instances where β
∑
e∈E xe ≤ C, we address these cases separately using a

brute force algorithm as described in Section 5.4.1. This involves enumerating all feasible matchings
that satisfy the fairness with respect to β and having size at most U2

L2
C

β(1−ϵ) where U = maxe∈E we
and L = mine∈E we.

For all non-degenerate instances, U
L is bounded by a constant. Hence, our algorithm runs in

polynomial time if the term U2

L2
C

(1−ϵ)β remains constant, given that U
L is bounded. However, in the

worst-case, where β = 1
ℓ , the running time will be exponential in ℓ.

5.3 Algorithm Analysis
Suppose that we are given an instance of proportional fair matching. We let x = (xe)e∈E denote
an optimal solution to Lp-Fair used by Algorithm 5. Note that if α = 0, then x is computed by
replacing β in (5.1b) with β̃ = (1− ε)β.

Recall that the vertices of V are processed in order v1, . . . , vn. Let us say that u ∈ U is safe at
time t, provided u is not matched to any of v1, . . . , vt−1. Observe then that (u, vt) is matched if and
only if u is safe at time t, Fvt = u and Au,vt =1. Let Zu,vt be an indicator random variable for this
event. For convenience, we define F̃vt := u provided Fvt = u and Au,vt = 1. Otherwise, F̃vt = ⊥.
Observe then that

Pr[Zu,vt = 1] = Pr[F̃vt = u, u is safe at t] (5.5)

Let Z(vt) be an indicator random variable that an edge of Ec is matched to vertex vt where
Z(vt) =

∑
u∈N(vt)

ψc(u, vt)Zu,vt . Recall thatM is the matching returned by our algorithm, therefore,

|Mc| =
∑
t≥1

∑
(u,vt)∈δ(vt)

ψc(u, vt)Zu,vt

Now, the instantiations of (F̃vi)ti=1 are sufficient to determine which edges (if any) are matched to
v1, . . . , vt. Thus, we shall work with Ht, the sigma-algebra generated by (F̃vi)

t
i=1, which intuitively

corresponds to the history of the algorithm’s execution after v1, . . . , vt are processed. We define H0

to be the trivial sigma-algebra, where we do not condition on anything.
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Fix a color class c, and let Mt := E[|Mc| | Ht] denote the expected number of edges from color
class c in our matching, conditional on Ht. Observe that M0 = E[|Mc|], and Mn is the actual
number of edges chosen from the color class c at the end of our algorithm. Since we expose strictly
more information in each round, i.e., formally, Ht−1 ⊆ Ht for each t ≥ 1, the sequence (Mt)

n
t=0 is a

martingale with respect to (Ht)nt=0. (This is often referred to as a Doob martingale).
We aim to understand the size of the matching produced by our algorithm as each vertex vt is

processed. More specifically, when vt is processed, our algorithm adds the edge (u, vt) to the current
matching if u is safe and F̃vt = u. Observe that Mt is a function of the current matching between U
and {v1, v2, . . . , vt}. Moreover, for any 1 ≤ t ≤ n,

Mt = E
[∑
k≥1

Z(vk) | Ht
]
. (5.6)

Our goal is to control the one step changes of our martingale, which will imply that Mn = |Mc| is
concentrated about M0 = E[|Mc|].

5.3.1 Warmup: Azuma-Hoeffding Inequality
To apply concentration bounds like the Azuma–Hoeffding inequality, the martingale must be well-
behaved i.e., at any step 1 ≤ t ≤ n, the Martingale cannot change dramatically. Thus, we need to
determine the quantities ct such that if ∆Mt :=Mt −Mt−1 is the one-step change at step t, then
|∆Mt| ≤ ct.

Lemma 17. |∆Mt| = |Mt −Mt−1| ≤ 2 for all 1 ≤ t ≤ n.

Let consider the one-step change in ∆Mt when F̃vt is revealed. Since we can match at most one
edge at each time step, we may miss the opportunity to match at most two edges of a given color.
Therefore, in the worst case, we have that

∑
t |∆Mt| = Θ(n). For example, consider the star graph,

where a central vertex is connected to all other vertices. In each time step, if we reveal F̃vt , then
the change in the maximum matching will be at most 1, as we can only match or unmatch one edge
(we defer the full details of the example to Section 5.8). To remedy this situation, we use a “second
order” inequality for analyzing a martingale called Freedman’s inequality:

Theorem 17 ([50]). Suppose (Mt)t∈[n] is a martingale such that |∆Mt| ≤ Λ for any 1 ≤ t ≤ n, and∑
t∈[n] Var[∆Mt | Ht−1] ≤ ν. Then, for all λ > 0,

Pr
[
|Mn −M0| ≤ λ

]
≤ 2 exp

( −λ2

2(ν + λΛ)

)
(5.7)

Remark 6. The variance term Var(∆Mt | Ht−1) reduces to Var[∆Mt | Ht−1] = E[|∆Mt|2 | Ht−1]
since Var[∆Mt | Ht−1] := E[|∆Mt|2 | Ht−1] − E[∆Mt | Ht−1]

2 and E[∆Mt | Ht−1] = 0 due to the
martingale property.

Freedman’s inequality still depends on worst case one-step change Λ i.e., an upper bound on
|∆Mt|. However, its dependence on this parameter is less severe compared to the Azuma–Hoeffding
inequality. The key difference is that Freedman’s inequality depends on E[|∆Mt|2 | Ht−1], and so we
get to average over the randomness in F̃vt . This is much smaller than than the pessimistic bound of
Lemma 17, as even conditional on Ht−1, the probability that a worst-case change in |∆Mt| occurs
is small.
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5.3.2 Concentration of |Mc| via Freedman’s Inequality
Freedman’s inequality allows us to use the expected one-step changes instead of the worst case
changes as shown in the Observation 1 below.

Observation 1. Var(∆Mt | Ht−1) ≤ 2E[|∆Mt| | Ht−1]

Proof. The variance of the one-step changes ∆Mt :=Mt−Mt−1, given Ht−1, simplifies to Var(∆Mt |
Ht−1) = E

[
|∆Mt|2 | Ht−1

]
, because E[∆Mt | Ht−1] = 0 due to the martingale property. Recall

that Mn = |Mc|. By the definition of Mt and given that Ht = (Fvi)ti=q, we have:

Var(∆Mt | Ht−1) =
∑

u∈N(vt)∪{⊥}

Pr[F̃vt = q]
∣∣E[Mn | Ht−1, F̃vt = q

]
− E

[
Mn | Ht−1

]∣∣2
≤

∑
u∈N(vt)∪{⊥}

2Pr[F̃vt = q]
∣∣E[Mn | Ht−1, F̃vt = q

]
− E

[
Mn | Ht−1

]∣∣
= 2E

[
|∆Mt| | Ht−1

]
The inequality above holds because the worst case change in the expected matching belonging to

color class c is at most 2 as given by Lemma 17.

We will prove two important facts (Lemma 18 and Lemma 19) about the one-step changes that
will be used in the rest of the analysis.

Lemma 18. For any step k > t, w ∈ N(vt) and w ̸= u, if F̃vt = u, i.e., vt proposes to u and
Au,vt = 1, then

Pr[w is safe at k | Ht−1, F̃vt = u]− Pr[w is safe at k | Ht−1] ≤ xw,vt .

Proof. Any vertex w ∈ U is safe at step k if F̃vr ≠ w for any 1 ≤ r ≤ k. The probability that
w ∈ N(vt) is safe conditional on Ht−1 can be either 0 or 1. Therefore, we can conclude that

Pr
[
w is safe at k |Ht−1, F̃vt = u

]
− Pr

[
w is safe at k | Ht−1

]
≤ Pr

[
∩t≤r≤k F̃vr ̸= w | Ht−1, F̃vt = u

]
− Pr

[
∩t≤r≤k F̃vr ̸= w | Ht−1

]
=

∏
t<r≤k

Pr
[
F̃vr ̸= w | Ht−1, F̃vt = u

]
−
∏

t≤r≤k

[
F̃vr ̸= w | Ht−1

]
≤

∏
t<r≤k

Pr
[
F̃vr ̸= w | Ht−1

]
(1− 1 + xw,vt)

≤ xw,vt

The second last inequality is due to the fact for any r ≥ t that Pr[F̃vr ≠ w | Ht−1] ≥ (1−xw,vr ).

Lemma 19. For any step k > t, and w ∈ N(vt) , if F̃vt = ⊥ i.e., vt is not matched to any vertex
incident on vt then

Pr[w is safe at k | Ht−1, F̃vt = ⊥]− Pr[w is safe at k | Ht−1] ≤ xw,vt
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Proof. For each vertex w ∈ N(vt), if F̃vt = ⊥, a proof similar to that in Lemma 18 can be used.
This is because, in both cases where F̃vt = u or F̃vt = ⊥, we have:

Pr[F̃vt ̸= w | Ht−1, F̃vt = u] = Pr[F̃vt ̸= w | Ht−1, F̃vt = ⊥].

We now prove Lemma 20 which establishes a bound on the one-step changes in the random
variable Z(vk) at any step t where k ≥ t.

Lemma 20. For any step 1 ≤ t ≤ n and u ∈ N(vt),

•
∣∣∣E[Z(vt) |Ht−1, F̃vt =u

]
−E
[
Z(vt) |Ht−1

]∣∣∣ ≤ ψc(u, vt) +∑
w∈N(vt)

ψc(w, vt)xw,vt

•
∣∣∣E[Z(vk) | Ht−1, F̃vt = u

]
− E

[
Z(vk) | Ht−1

]∣∣∣ ≤ ψc(u, vk)xu,vk+∑
w∈Nū(vt)

ψc(w, vk)xw,vkxw,vt if k >

t.

Proof. We begin by proving the first part of the lemma. Recall that Zw,vt is the indicator random
variable that the edge (w, vt) is selected in the matching M. From the definitions of Z(vt) and F̃vt ,
the probability Pr[F̃vt = w] = Pr[Aw,vt = 1, Fvt = w]. This implies that Pr[F̃vt = w | Ht−1] ≤ xw,vt .
Therefore we have

E
[
Z(vt) | Ht−1, F̃vt = u

]
− E

[
Z(vt) | Ht−1

]
=

∑
w∈N(vt)

ψc(w, vt)
(
E
[
Zw,vt | Ht−1, F̃vt = u

]
− E

[
Zw,vt | Ht−1

])
We apply the bounds established in Lemma 27, specifically Eq. (5.21) and Eq. (5.22), and substitute
them into the equation above. That implies

E
[
Z(vt) | Ht−1, F̃vt = u

]
− E

[
Z(vt) | Ht−1

]
≤ ψc(u, vt)− ψc(u, vt)

xu,vt
2
−

∑
w∈Nũ(vt)

ψc(w, vt)xw,vt

Therefore, by applying triangle inequality we get the desired bound for the first part of the lemma
as follows:∣∣∣[Z(vt) | Ht−1, F̃vt = u

]
− E

[
Z(vt) | Ht−1

]∣∣∣ ≤ ∑
w∈N(vt)

ψc(w, vt)xw,vt + ψc(u, vt).

For the second part, where k > t, we consider the bounds from Lemma 27 in Eq. (5.23) and
Eq. (5.25) to obtain the following,∣∣∣E[Z(vk) | Ht−1, F̃vt = u]− E[Z(vk) | Ht−1]

∣∣∣ ≤ ψc(u, vk)xu,vk +
∑

w∈Nū(vt)

ψc(w, vk)xw,vkxw,vt

as desired. This concludes the proof of the lemma.
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Following this lemma, we can say that the one-step change in the size of the matching restricted
to color class c at any step t, conditioned on the event F̃vt = u, is given by:

E[Mn | Ht−1, F̃vt = u]− E[Mn | Ht−1] =
∑
k≥t

E[Z(vk) | Ht−1, F̃vt = u]− E[Z(vk) | Ht−1].

Therefore, by using the Lemma 20 we can derive the following result about the expected one-step
change in the size of the matching restricted to color class c when F̃vt = u. Notice that these one
step differences are in the worst case; therefore they can be as large as 2 as discussed in the previous
section. However, when we compute the one-step variances, we get to take an expectation over the
randomness of F̃vt as shown in Lemma 21 and Lemma 22. This allows us to bypass this worst-case
bound of 2.

Lemma 21. For any step 1 ≤ t ≤ n and u ∈ N(vt),∑
t∈[n]

∑
u∈N(vt)

xu,vt |∆Mt(u)| ≤ 4M0

where ∆Mt(u)=E
[
Mn | Ht−1, F̃vt = u

]
−E
[
Mn | Ht−1

]
.

Proof. Using Lemma 29 and the fact
∑
t∈[n]

∑
u∈N(vt)

ψc(u, vt)xu,vt =
∑

(u,v)∈E ψc(u, v)xu,v =M0,
we can say that∑
t∈[n]

∑
u∈N(vt)

xu,vt
∣∣E[Mn | Ht−1, F̃vt = u]− E[Mn | Ht−1]

∣∣
≤M0 +

∑
t≥1

( ∑
u∈N(vt)

xu,vt
∑

w∈Nū(vt)

(
ψc(w, vt)xw,vt +

∑
k>t

ψc(w, vk)xw,vkxw,vt
)
+

∑
u∈N(vt)

xu,vtψc(u, vk)xu,vk

)
≤ 2M0 +

∑
(u,v)∈E

∑
w∈N(v)

ψc(w, v)xu,vxw,v +
∑
t≥1

∑
u∈N(vt)

xu,vt
∑

w∈Nū(vt)

∑
k>t

ψc(w, vk)xw,vkxw,vt (5.8)

≤ 2M0 +
∑

(w,v)∈Ec

xw,v
∑

u∈N(v)

xu,v +
∑

(u,v)∈E

xu,v
∑

w∈Nū(v)

∑
v′∈N(w)

ψc(w, v
′)xw,v′xw,v (5.9)

≤ 2M0 +
∑

(w,v)∈Ec

xw,v +
∑

(u,v)∈E

∑
w∈N(v)

∑
(w,v′)∈Ec∩δ(w)

xw,vxw,v′xu,v (5.10)

≤ 2M0 +M0 +
∑

(w,v′)∈Ec

xw,v′
∑

v∈N(w)

xw,v
∑

u∈N(v)

xu,v (5.11)

= 3M0 +
∑

(w,v′)∈Ec

xw,v′
( ∑
v∈N(w)

xw,v
( ∑
u∈N(v)

xu,v
))

≤ 3M0 +
∑

(w,v′)∈Ec

xw,v′ ≤ 4M0
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Eq. (5.8) is due the fact that∑
t≥1

∑
u∈N(vt)

xu,vtψc(u, vk)xu,vk ≤
∑

(u,v)∈E

xu,v
∑

v′∈N(u)

ψc(u, v
′)xu,v′

≤
∑

(u,v′)∈Ec

xu,v′
∑
v∈δ(u)

xu,v ≤
∑

(u,v′)∈Ec

xu,v′ =M0

Note that each F̃vt = u indicates that the edge (u, vt) satisfies Fvt = u and Au,vt = 1. Therefore,
the summation

∑
t∈[n]

∑
u∈N(vt)

simplifies to a summation over the set of edges E as shown in
Eq. (5.9). We obtain Eq. (5.10) due to the fact that

∑
s>t

∑
w∈Nū(vt)

aw,vs can be upper bounded
by summing over all edges of color class c. The inequality (5.11) is true because we change the
order of summations from

∑
(u,v)∈E

∑
w∈N(v)

∑
(w,v′)∈Ec∩δ(w) without changing the value of the

summation. The final inequality follows from the fact that
(∑

v∈N(w) xw,v

(∑
u∈N(v) xu,v

))
≤ 1 for

any w ∈ U . This concludes the proof.

We next consider the case when F̃vt = ⊥. Recall that this means Fvt = ⊥, or Fvt = u for some
u ∈ N(vt), yet Au,vt = 0.

Lemma 22. For any step 1 ≤ t ≤ n,∑
t∈[n]

|E
[
Mn | Ht−1, F̃vt = ⊥

]
−E
[
Mn | Ht−1

]
| ≤ 2M0.

Proof. In Lemma 28 we showed that the worst case one-step change ∆Mt when F̃vt = ⊥ oc-
curs. Therefore, we directly apply Eq. (5.29) to get

∑
u∈N(vt)\{u}

∑
k≥t ψc(u, vk)xu,vkxu,vt +∑

u∈N(vt)
ψc(u, vt)xu,vt

∑
t≥1

∣∣∣E[Mn | Ht−1, F̃vt = ⊥]− E[Mn | Ht−1]
∣∣∣

≤
∑
t≥1

∑
u∈δ(vt)

ψc(u, vt)xu,vt +
∑
t≥1

∑
k>t

∑
u∈N(vt)

ψc(u, vk)xu,vkxu,vt

=M0 +
∑
t∈[n]

∑
u∈N(vt)

xu,vt
∑

(u,vk)∈Ec:k>t

xu,vk (5.12)
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Finally, we can say that,∑
t∈[n]

∑
u∈N(vt)

xu,vt
∑

(u,vk)∈Ec:k>t

xu,vk ≤
∑
t∈[n]

∑
u∈N(vt)

xu,vt
∑

v′:(u,v′)∈Ec

xu,v′

≤
∑

(u,v)∈E

xu,v
∑

(u,v′)∈Ec∩δ(u)

xu,v′

=
∑

(u,v′)∈Ec

xu,v′
∑

v∈N(u)

xu,v

≤
∑

(u,v′)∈Ec

xu,v′ =M0. (5.13)

Therefore, we get the desired bound by combining Eq. (5.12) and Eq. (5.13).

Therefore, by combining Lemma 21 and Lemma 22, we can easily derive a bound on the sum of
one-step variances i.e.,

∑
t∈[n] Var(∆Mt | Ht−1) used in the Freedman’s inequality. Formally, we

can prove the following.

Lemma 23.
∑
t∈[n] Var(∆Mt | Ht−1) ≤ 12M0 where Var(∆Mt | Ht−1) is the variance in the

one-step change of Mn at time t and M0 = E[|Mc|].

Proof. Letting x(t) =
∑
e∈δ(vt) xe, we have the following.

E[|∆Mt| | Ht−1] =
∑

u∈F̃vt∪{⊥}

Pr[F̃vt = u]
∣∣∣E[Mn | Ht−1, F̃vt = u]− E[Mn | Ht−1]

∣∣∣ (5.14)

Inequality (5.14) is by definition and the fact that the random variable F̃vt is independent of Ht−1.
The support of F̃vt comprises of mainly two types of events (i) an edge (u, vt) ∈ δ(vt) has been
both selected (Fvt = u) and survived Au,vt = 1, and (ii) no edge gets sampled at time t i.e.,
Fvt = F̃vr = ⊥. We let F̃vt = u represent the event that an edge (u, vt) is both selected i.e., Fvt = u
and Fvt ̸= w for any w ∈ Nū(vt) and Fvt = ⊥ represent the event that none of edges were selected.
Since E[Mn | Ht−1, F̃vt = u]− E[Mn | Ht−1] and E[Mn | Ht−1, F̃vt = ⊥]− E[Mn | Ht−1] represent
the one-step change in Mn (the expected matching size restricted to color class c) when F̃vt = u
and F̃vt = ⊥, respectively. By the definition of the random variable F̃vt we have Pr[F̃vt = u] = xu,vt
and Pr[F̃vt = ⊥] = (1− x(t)), therefore

E[|∆Mt| | Ht−1]

=
∑

u∈N(vt)

xu,vt
∣∣E[Mn | Ht−1, F̃vt = u]− E[Mn | Ht−1]

∣∣+
(1− x(t))|E[Mn | Ht−1, F̃vt = ⊥]− E[Mn | Ht−1]|. (5.15)

By summing Equation (5.15) over all time steps t ∈ [n], we obtain the following after applying
Lemma 21, and Lemma 22. ∑

t∈[n]

E[|∆Mt| | Ht−1] ≤ 4M0 + 2M0 (5.16)
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The last inequality follows from Lemma 22 and Lemma 21. Finally we can conclude that
∑
t∈[n] Vt ≤

12M0 by using Observation 1.

Therefore, by applying the Freedman’s inequality (i.e., Theorem 17) we get the desired concen-
tration for the size of matching from color class c.

Theorem 18. For any color class c, Algorithm 5 returns a matching Mc =M∩Ec that is sharply
concentrated around its expected value M0 = E[|Mc|]. Specifically, for any δ > 0, we have that:

Pr
[∣∣|Mc| −M0

∣∣ ≥ δM0

]
≤ 2 exp

(
−
δ2
∑
e∈Ec

xe

28

)
Proof. We have Λ = maxt∆Mt ≤ 2. Applying Freedman’s inequality from Theorem 17 to the
martingale (Mt)t∈[n], where Mn := |Mc| represents the random variable denoting the number of
edges of color c selected by our algorithm in the returned matching, we obtain:

Pr[|M0 −Mn| ≥ λ] ≤ 2 exp
( −λ2

2(ν + λ(2))

)
≤ 2 exp

( −λ2

2(12M0 + 2λ)

)
.

By taking λ = δM0 we get :

Pr[|M0 −Mn| ≥ δM0] ≤ 2 exp
( −δ2M2

0

24M0 + 4δM0

)
≤ 2 exp

(
− δ2M0

28

)
as desired.

This concludes that Property 2 described in Section 1.5.2 can be satisfied. Finally combining
Property 2 together with the fairness constraints in (5.1b), we can conclude the following lemma.

Lemma 24. For any c ∈ [ℓ], and δ > 0, Algorithm 5 returns a matching M that satisfies the
following:

Pr

[
(1− δ)α ≤ |Mc|

|M|
≤ (1 + δ)β

]
≥ 1− 4 exp

(
−
δ2
∑
e∈Ec

xe

28

)

Proof. From Theorem 18 we know that for any color class c the matching size |Mc| is concentrated
sharply around the mean. Therefore, we have the following,

Pr

[
|Mc| ≤

(1− δ)
2

α
∑
e∈E

xe

]
≤ Pr

[
|Mc| ≤

(1− δ)
2

∑
e∈Ec

xe

]
≤ exp

(
− δ2E[|Mc|]

28

)

A similar bound holds for the random variable |M| which is given by

Pr
[
(1− δ)E[|M|] ≤ |M| ≤ (1 + δ)E[|M|]

]
≥ 1− 2 exp

(
− δ2E[|M|]

28

)
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Therefore, we have the following, for any δ1, δ2 ≥ 0 such that 1−δ2
1+δ2

≥ 1,

Pr

[(
|Mc| ≥

(1− δ1)
2

α
∑
e∈E

xe

)
∩
(
|M| ≤ (1 + δ2)

2

∑
e∈E

xe

)]
≥ 1− exp

(
−δ2

∑
e∈E xe

28

)
−

exp

(
−δ2

∑
e∈Ec

xe

28

)

Pr

[
|Mc|
|M|

≥ (1− δ1)
(1 + δ2)

α
)]
≥ 1− 2 exp

(
−δ2

∑
e∈Ec

xe

28

)

Pr

[
|Mc|
|M|

≥ (1− δ)α
]
≥ 1− 2 exp

(
−δ2

∑
e∈Ec

xe

28

)

Similarly, we know that

Pr

[
|Mc| ≤

(1 + δ)

2
β
∑
e∈E

xe

]
≥ Pr

[
|Mc| ≤

(1 + δ)

2

∑
e∈Ec

xe

]
≥ 1− exp

(
−δ2

∑
e∈Ec

xe

28

)

Moreover, we know that for any δ1, δ2 > 0 such that 1+δ1
1−δ2 ≤ 1 we have:

Pr

[(
|Mc| ≤

(1 + δ1)

2
β
∑
e∈E

xe

)
∩
(
|M| ≥ (1− δ2)

2

∑
e∈E

xe

)]
≥ 1− exp

(
−δ2

∑
e∈E xe

28

)
−

exp

(
−δ2

∑
e∈Ec

xe

28

)

Pr

[
|Mc|
|M|

≤ (1 + δ1)

2
· 2

(1− δ2)
β

]
≥ 1− 2 exp

(
−δ2

∑
e∈Ec

xe

28

)

Pr

[
|Mc|
|M|

≤ (1 + δ)β

]
≥ 1− 2 exp

(
−δ2

∑
e∈Ec

xe

28

)
.

Therefore, combining the two-sided fairness bounds we get the following, for any δ > 0,

Pr

[
(1− δ)α ≤ |Mc|

|M|
≤ (1 + δ)β

]
≥ 1− fc(δ,G)

where fc(δ,G) = 4 exp
(−δ2 ∑

e∈Ec
xe

28

)
.

Lemma 24 proves that Algorithm 5 returns a δ-ProbablyFair matching. This lemma, along
with the edge selectability guarantees of the OCRS rounding algorithm as stated in Property 1
completes the proof of Theorem 15.

93



5.4 Exact Fairness for β-Fairness Constraints in Bipartite
Graphs

In the previous section we showed that our algorithm provides a 1/2-approximation of the objective,
provided we violate the two-sided fairness constraints by multiplicative factors dependent on δ. Now
Suppose that α = 0 and only β imposes the fairness constraint; we can argue that by using a simple
LP perturbation trick, we can remove the δ-violations and make it an exact guarantee while still
attaining an asymptotic 1/2-approximation of the objective. More precisely, we satisfy the β-sided
fairness constraint exactly. We are also able to provide a better bound on our failure probability.
Previously, this was fc(δ,G), and it depended on

∑
e∈Ec

xe. We improve this to a new, smaller
failure probability f(ϵ,G), which now only depends on β

∑
e∈E xe and a tunable parameter ϵ. This

makes our algorithm more robust to the structure of the input instance.
If α = 0, we modify our algorithm slightly. We begin by solving a perturbed LP where β in

Lp-Fair is replaced by β(1 − ϵ) where 0 < ϵ < 1. The perturbed LP requires that any feasible
solution must satisfy a stronger β-fairness constraint, which results in a slightly weaker solution to
our problem (see Lemma 25). Let x denote the optimal solution to the perturbed LP i.e., Lp-Fair
with β̃. Since our algorithm still executes an OCRS on each u ∈ U concurrently, Eq. (5.3) ensures
that the matchingM has expected weight

∑
e∈E wexe/2. We now relate

∑
e∈E wexe to the optimal

solution to Lp-Fair when the fairness constraint is β. This will allow us to lower bound the expected
weight of our matching in terms of OPT in Corollary 2. (Recall that OPT is the weight of the
optimal matching in the original problem with fairness constraint β.)

Lemma 25. For any 0 < ϵ < 1, the optimal LP solution to Lp-Fair with β̃=(1− ϵ)β is at least∑
e∈E wexe ≥ (1− ϵ)

∑
e∈E weye, where y = (ye)e∈E is an optimal LP solution to Lp-Fair with β.

Proof. Any feasible solution to Lp-Fair with α = 0 and β(1− ϵ) < 1 is also a feasible solution when
α = 0 and β < 1. Let x = (xe)e∈E and y := (ye)e∈E are optimal fractional solutions to Lp-Fair
with β̃ = β(1− ϵ) and β̃ = β respectively. Therefore,∑

e∈E
wexe ≥ (1− ϵ)

∑
e∈E

weye. (5.17)

Corollary 2. Algorithm 5 returns a matching M with an expected weight of at least 1
2 (1− ϵ)OPT.

We next argue that the matching M we output satisfies the β-fairness constraints exactly with
a probability of at least 1− f(ϵ,G) where f(ϵ,G) = 2 exp

(
− ϵ2β

∑
e∈E xe

28

)
. Note that the failure

probability of our algorithm now only depends on the parameter ϵ and
∑
e∈E xe (see Lemma 26). It

is also reduced by a factor of 2, since we can use a one-sided version of Freedman’s inequality when
α = 0 and β > 0. Here,

∑
e∈E xe refers to the size of optimal fractional matching of Lp-Fair with

β̃ = β(1− ϵ).

Lemma 26. Given an optimal solution x to Lp-Fair with β̃ = (1 − ϵ)β, then we can recover a
solution that satisfies the constraints exactly i.e., no violations in β-fairness constraints. Formally,
we can say that for any color c, and 0 < ϵ < 1, the size of the matching restricted to color class c is
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at most β|M| with high probability,

Pr

[
|Mc|
|M|

≤ β
]
≥ 1− 2 exp

(−ϵ2β∑e∈E xe

28

)
.

Therefore we can conclude that the probability with which our algorithm fails to satisfy β-fairness
constraints is now tightened from fc(δ,G) which depends on

∑
e∈Ec

xe of individual color classes, to
a global quantity β

∑
e∈E xe in f(ϵ,G). This concludes the proof of Theorem 16.

5.4.1 Brute Force Algorithm for Small Instances
Given an instance of ProportionallyFairMatching, recall that the performance of Algorithm 5
improves the larger

∑
e∈E βxe is, where x = (xe)e∈E is an optimal solution to Lp-Fair with

β̃ = (1− ε)β.
We now handle the case where

∑
e∈E βxe ≤ C by running a simple brute-force algorithm. In

order to see how to do this, let y = (ye)e∈E be an optimal solution to Lp-Fair with β. (We
don’t actually use y in our algorithm, it is just for the analysis). Define L = mine∈E we and
U = maxe∈E we. Then,

U
∑
e∈E

xe ≥
∑
e∈E

wexe ≥ (1− ε)
∑
e∈E

weye ≥ (1− ε)L
∑
e∈E

ye,

where the second inequality from the left uses Lemma 25, and the rest use the trivial upper and
lower bounds of U and L. We thus have that

U

L(1− ε)
∑
e∈E

xe ≥
∑
e∈E

ye. (5.18)

Thus, if
∑
e∈E βxe ≤ C, then

∑
e∈E ye ≤

U
L(1−ε)

C
β via (5.18). Let us now suppose that MOPT

is a maximum weighted matching with respect to fairness constraint β. Then, L|MOPT| ≤∑
e∈MOPT

we ≤
∑
e∈E weye ≤ U

∑
e∈E ye ≤ U U

βL
C

1−ε , where the last inequality uses the assumed
inequality

∑
e∈E ye ≤

U
βL

C
1−ε . It follows that

|MOPT | ≤
U2

L2

C

β(1− ε)
. (5.19)

Thus, if we run a brute force algorithm where we check matchings which are fair with respect to
β, and which contain at most U2

L2
C

β(1−ε) edges, then (5.19) ensures that we’ll return an optimal
matching.

5.5 Example demonstrating that |∆Mt| ≥ 2 − ϵ in the Worst
Case

Observation 2. For any t ≥ 1 and ϵ > 0, the one-step change in the martingale can be as large as
2− ϵ, i.e., ∆Mt ≥ 2− ϵ.
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Proof. We establish this by constructing an example where the one-step change in the martingale is
precisely 2− ϵ. Consider the Example 4 where, at time t = 1, vertex vt proposes to vertex u. In this
case, the one-step change in the matching from the blue color class,Mblue, given Ht−1, is 2− ϵ.

Example 4. Consider an instance of proportional matching in an edge-colored graph G = (U, V,E),
where E = Ered ∪ Eblue. Suppose the optimal fractional solution has xu,vk = xw,vt = 1 − ϵ and
xu,vt = ϵ.

vt, F̃vt = u

vk

u

w

ϵ

1− ϵ1− ϵ

Figure 5.1: At t = 1 when vt proposes to u instead of w and F̃vt = u, then the expected change in
the matching restricted to blue edges,Mblue, is bounded by 2(1− ϵ).

5.6 Omitted proofs from Section 5.3
Lemma 27. For any t ≥ 1 when vertex vt is processed, the worse case one-step change given
F̃vt = u is as follows:

max
u∈N(vt)

|E[Mn | Ht−1, F̃vt = u]− E[Mn | Ht−1]| ≤ 2

Proof. Recall that Zw,vt denotes the indicator random variable that the edge (w, vt) is selected
in the matching M. Given the definition of Mt in Eq. (5.6) and conditioned on F̃vt = u for any
u ∈ N(vt), the one-step change is given by:

E
[∑
k≥1

Z(vk) | Ht−1, F̃vt = u
]
− E

[∑
k≥1

Z(vk) | Ht−1

]
=
∑
k≥t

E
[
Z(vk) | Ht−1, F̃vt = u

]
− E

[
Z(vk) | Ht−1

]
=
∑
k≥t

∑
w∈N(vk)

ψc(w, vk)
(
E
[
Zw,vk | Ht−1, F̃vt = u

]
− E

[
Zw,vk | Ht−1

])
(5.20)

Notice that for any (w, vk) with w /∈ N(vt) are not affected by the conditional on F̃vt = u i.e.,

E
[
Zw,vk | Ht−1, F̃vt = u

]
= E

[
Zw,vk | Ht−1

]
.

Therefore, we need to bound the term E[Zw,vk | Ht−1, F̃vt = u]− E[Zw,vk | Ht−1] for any k ≥ t and
w ∈ N(vt) in order to obtain the desired bound stated in the lemma. Additionally, these edges can
be classified into one of the following cases.
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Case 1: k = t, w = u, and F̃vt = u

E
[
Zu,vt | Ht−1, F̃vt = u

]
− E

[
Zu,vt | Ht−1

]
≤ Pr

[
u is safe at t | Ht−1

]
(1− Pr[F̃vt = u | Ht−1])

≤ 1− xu,vt
2

.

(5.21)
The last inequality is from Eq. (5.3).

Case 2: k = t, w ̸= u, and F̃vt = u

E
[
Zw,vt | Ht−1, F̃vt = u

]
− E

[
Zw,vt | Ht−1

]
≥ 0− xw,vt Pr

[
w is safe at t | Ht−1

]
≥ −xw,vt (5.22)

Case 3: k > t, w = u, and F̃vt = u

E
[
Zu,vk | Ht−1, F̃vt = u

]
− E

[
Zu,vk | Ht−1

]
= 0− xu,vk Pr

[
u is safe at t | Ht−1

]
≥ −xu,vk (5.23)

Case 4: k > t, w ̸= u, and F̃vt = u

E
[
Zw,vk | Ht−1, F̃vt = u

]
− E

[
Zw,vk | Ht−1

]
(5.24)

≤ xw,vk
(
Pr
[
w is safe at k | Ht−1, F̃vt = u

]
− Pr

[
w is safe at k | Ht−1

])
≤ xw,vkxw,vt (5.25)

Inequality (5.25) follows from Lemma 18. Hence, substituting the bounds from the four cases into
Eq. (5.20) we have:

E

∑
k≥1

Z(vk) | Ht−1, F̃vt = u

− E

∑
k≥1

Z(vk) | Ht−1


≤ ψc(u, vt)

(
1− xu,vt

2

)
−

∑
w∈N(vt)\{u}

ψc(w, vt)xw,vt−∑
k>t

ψc(u, vk)xu,vk +
∑
k>t

∑
w∈N(vt)\{u}

ψc(w, vk)xw,vkxw,vt

≤ ψc(u, vt)
(
1− xu,vt

2

)
−

∑
w∈Nũ(vt)

ψc(w, vt)xw,vt −
∑
k>t

ψc(u, vk)xu,vk+∑
k>t

∑
w∈Nũ(vt)\{u}

ψc(w, vk)xw,vkxw,vt

≤ 1− xu,vt
2
−

∑
w∈Nũ(vt)

ψc(w, vt)xw,vt −
∑
k>t

ψc(u, vk)xu,vk + (1− xu,vt)

≤ 2.
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The second-to-last inequality follows from the fact:∑
k>t

∑
w∈N(vt)\{u}

ψc(w, vk)xw,vkxw,vt =
∑

w∈N(vt)\{u}

xw,vt
∑
k>t

ψc(w, vk)xw,vk

≤
∑

w∈N(vt)\{u}

xw,vt ≤ 1− xu,vt .

The final inequality is due to:∑
w∈N(vt)

ψc(w, vt)xw,vt +
1

2
xu,vt +

∑
k>t

ψc(u, vk)xu,vk ≤ 2

and this concludes the proof.

Lemma 28. For any t ≥ 1 when vertex vt is processed, the worse case one-step change given
F̃vt = ⊥ is as follows:

E[Mn | Ht−1, F̃vt = ⊥]− E[Mn | Ht−1] ≤ 2

Proof. Following the definitions of Mt in Eq. (5.6) we have:

E[Mn | Ht−1, F̃vt = ⊥]− E[Mn | Ht−1] (5.26)

=
∑
k≥1

E[Z(vk) | Ht−1, F̃vt = ⊥]− E[Z(vk) | Ht−1]

=
∑
k≥t

∑
u∈N(vt)

ψc(u, vk)
(
E[Zu,vk | Ht−1, F̃vt = ⊥]− E[Zu,vk | Ht−1]

)
(5.27)

Notice that for any (u, vk) with u /∈ N(vt) are not affected by the conditional on F̃vt = ⊥ i.e.,

E
[
Zu,vk | Ht−1, F̃vt = ⊥

]
= E

[
Zu,vk | Ht−1

]
.

Therefore, we need to bound the term E[Zu,vk | Ht−1, F̃vt = ⊥]− E[Zu,vk | Ht−1] for any k ≥ t and
u ∈ N(vt) in order to obtain the desired bound stated in the lemma. Additionally, these edges can
be classified into one of two cases.

Case 1: k = t, u ∈ N(vt) and F̃vt = ⊥

E
[
Zu,vt | Ht−1, F̃vt = ⊥

]
− E

[
Zu,vt | Ht−1

]
= 0− Pr

[
u is safe at t | Ht−1

]
Pr[F̃vt = u]

≥ −xu,vt

Case 2: k > t, u ∈ N(vt), and F̃vt = ⊥

E
[
Zu,vk | Ht−1, F̃vt = ⊥

]
− E

[
Zu,vk | Ht−1

]
= Pr[F̃vk = u]

(
Pr[u is safe at k | Ht−1, F̃vt = ⊥]− Pr[u is safe at k | Ht−1]

)
≤ xu,vkxu,vt . (5.28)
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Inequality (5.28) follows from Lemma 19. Hence, substituting the bounds from the four cases into
Eq. (5.27) we have:

E[Mn | Ht−1, F̃vt = ⊥]− E[Mn | Ht−1] ≤
∑
k≥t

∑
u∈N(vt)\{u}

ψc(u, vk)xu,vkxu,vt +
∑

u∈N(vt)

ψc(u, vt)xu,vt

≤
∑

u∈N(vt)\{u}

∑
k≥t

ψc(u, vk)xu,vkxu,vt +
∑

u∈N(vt)

ψc(u, vt)xu,vt

(5.29)

≤ 1 + 1 = 2.

The last inequality is due to∑
u∈N(vt)\{u}

∑
k≥t

ψc(u, vk)xu,vkxu,vt =
∑

u∈N(vt)\{u}

xu,vt
∑
k≥t

ψc(u, vk)xu,vk ≤
∑

u∈N(vt)\{u}

xu,vt ≤ 1.

This completes the proof.

Lemma 29. Suppose that F̃vt = u represent the event that vt proposed to u and Au,vt = 1 in step t,
then ∑

u∈N(vt)

xu,vt

∣∣∣E[Mn | Ht−1, F̃vt = u]− E[Mn | Ht−1]
∣∣∣

≤
∑

u∈N(vt)

xu,vt

(
ψc(u, vt) +

∑
w∈N(vt)

(
aw,vtxw,vt +

∑
k>t

(ψc(u, vk)xu,vk + aw,vkxw,vkxw,vt)
))

Proof. By applying Lemma 20 we have the following,∑
u∈N(vt)

xu,vt

∣∣∣E[Mn | Ht−1, F̃vt = u]− E[Mn | Ht−1]
∣∣∣

=
∑

u∈N(vt)

xu,vt

∣∣∣E[∑
k≥t

Z(vk) | Ht−1, F̃vt = u
]
− E

[∑
k≥t

Z(vk) | Ht−1

]∣∣∣
≤

∑
u∈N(vt)

xu,vt
∑
k≥t

∣∣∣E[Z(vk) | Ht−1, F̃vt = u
]
− E

[
Z(vk) | Ht−1

]∣∣∣
≤

∑
u∈N(vt)

xu,vt
(
ψc(u, vt) +

∑
w∈N(vt)

ψc(w, vt)xw,vt
)
+

∑
u∈N(vt)

xu,vt
∑
k>t

(
ψc(u, vk)xu,vk +

∑
w∈Nū(vt)

ψc(w, vk)xw,vkxw,vt
)

(5.30)

=
∑

u∈N(vt)

xu,vt

(
ψc(u, vt) +

∑
w∈N(vt)

ψc(w, vt)xw,vt (5.31)

+
∑
k>t

(ψc(u, vk)xu,vk +
∑

w∈N(vt)

ψc(w, vk)xw,vkxw,vt)

)
(5.32)
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Equation (5.30) follows directly from Lemma 20. Thus, we obtain the desired bound.

5.7 Omitted proofs from Section 5.4
In order to attain the desired one-sided concentration inequality as stated in Lemma 26, we will a
variant of Freedman’s inequality for supermartingales. This inequality is the same as Theorem 17,
except that since it only controls the upper tail of the random variable, the probability term is
reduced by a factor of 2.

Theorem 19 ([16]). Suppose (Mt)t∈[n] is a supermartingale such that |∆Mt| ≤ Λ for any 1 ≤ t ≤ n,
and

∑
t∈[n] E[∆M2

t | Ht−1] ≤ ν. Then, for all λ > 0,

Pr
[
Mn ≥M0 + λ

]
≤ exp

(
−λ2

2(ν + λΛ)

)

Lemma 30. Suppose that (Mt)t≥0 is the Doob martingale defined in Section 5.3 and M0 ≤ µH i.e.,
we know an upper bound on the expected size of the matching from color class c, then

Pr[Mn ≥ (1 + δ)µH ] ≤ exp

(
−δ2µH

28

)

Proof. Consider the following sequence of random variables (St)t≥0 where St :=Mt − β̃
2

∑
e∈E xe.

Clearly, (St)t≥0 is a supermartingale since (Mt)t≥0 is a martingale and M0 ≤ β̃
2

∑
e∈E xe. The latter

is true because,
M0 = E[|Mc|] =

∑
e∈Ec

xe/2 ≤ β̃
∑
e∈E

xe/2 = µH

This implies the following upper tail bound on Sn:

Pr[Sn ≥ λ] ≤ Pr[Sn ≥ S0 + λ] ≤ exp

(
− λ2

2
(∑

t∈[n] E(|∆St|2 | Ht−1) + λ
))

Pr[Mn ≥ λ+ β̃
∑
e∈E

xe/2] ≤ exp

(
− λ2

2
(∑

t∈[n] E(2|∆Mt| | Ht−1) + λ
)).

The last inequality is due to the fact that |∆St| = |∆Mt|. Therefore, we have that

Pr[Mn ≥ β̃
∑
e∈E

xe/2 + λ] ≤

(
− λ2

2
(
12M0 + 2λ

)).
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By substituting λ = δ β̃2
∑
e∈E xe ≥ δM0,

Pr[Mn ≥ (1 + δ)µH ] ≤ exp

(
− λ2δ

2
(
10λ+ 2λδ

))

= exp
(
− λδ

28

)
= exp

(
− δ2µH

28

)
This concludes the proof.

5.8 Construction of an instance of proportional fair match-
ing where Azuma-Hoeffding inequality fails to achieve
concentration on |Mc|

Theorem 20 (Azuma–Hoeffding inequality). Suppose that (Mt)t≥0 is a martingale and |Mt −
Mt−1| ≤ ct for any 1 ≤ t ≤ n. Then for any δ > 0

Pr[|Mn −M0| ≥ δ] ≤ 2 exp

(
−δ2

2
∑n
t=1 c

2
t

)
.

Example 5. Consider an edge-colored star graph G with 2 colors and n+ 2 vertices. Let u be the
central vertex, and let the remaining vertices be v1, v2, . . . , vn+1. The edges partitions are as follows:
Eblue = {(u, vt) | t = 1, . . . , n} and Ered = {(u, vn+1)}. An optimal solution to the linear program
(LP) Lp-Fair is given by xu,vt =

ϵ
n for 1 ≤ t ≤ n and xu,vn+1

= 1− ϵ.
Let us fix the color class red and Mred denote M∩ Ered where M is the matching returned by

our algorithm. Let the martingale (Mt)t≥0 correspond to the matching restricted to color class c.
Then we have the following observation.

Observation 3. There exists an instance of proportional fair matching where the worst-case sum∑
t≥1 ct can grow as large as Θ(n), where n represents the number of vertices and ct are positive

constants such that |Mt −Mt−1| ≤ ct.

Proof. For each 1 ≤ t ≤ n, when vt is processed we know that the one-step change in the Mc is
given by |∆Mt| = 1− ϵ. Therefore we have

∑
t∈[n] c

2
t ≤

∑
t∈[n] ct = n(1− ϵ).

Therefore, we can conclude that Azuma’s inequality may fail to provide concentration for |Mc|
since E[|Mc|] ≤ nc, where nc represents the total number of vertices with at least one incident edge
from color class c.
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v1

v2
···
vk

vk+1

u

ϵ/k

ϵ/k

ϵ/k

1− ϵ

Figure 5.2: In the edge-colored graph G, we have |∆Mt| = 1− ϵ at each time t. Therefore, the sum∑
t∈[n] |∆Mt| is Θ(n).
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Chapter 6

Conclusion

We studied the problem of graph matching, with a particular focus on modern variants involving
online arrivals, stochastic inputs, and fairness. In Chapter 2, we present results for online matching
with stochastic edges using LP-based techniques focused on first solving the special case of star
graphs (i.e., a single online arrival). We also study a relatively novel setting where the patience of
each vertex (i.e., the maximum number of its incident edges that can be probed) is not initially
known to the algorithm but is itself stochastic.

In Chapter 3, we turned our attention specifically to the offline problem, with stochastic edges.
There, we show an approach to achieve an approximation of 1 − 1/e for bipartite graphs with a
unit patience side. The algorithmic technique uses dependent rounding combined with contention
resolution techniques.

In Chapter 4, we turned our attention to contention resolution schemes more generally, presenting
results for online contention resolution schemes (where elements are revealed in adversarial order)
on the matching polytope.

Finally, in Chapter 5, we demonstrate a novel application of contention resolution schemes to
matching problems, which has no inherent stochasticity and is offline. There, we studied the problem
of finding fair matchings, and demonstrate results for the problem of proportionally fair matching.
We note that the technique in Chapter 5 uses an online contention resolution scheme; however,
the problem is inherently offline, which allows us to process elements (i.e., edges) in any order we
wish. Thus, we should be able to utilize a Rando Order Contention Resolution Scheme (RCRS),
which processes elements in a random order (rather than a fixed, arbitrary order). Such RCRS
achieve better selectability guarantees, which would enable improved approximation ratios (of, e.g.,
1− 1/e) for the fair matching problem. However, it appears to be much more challenging to apply
the same Martingale analysis techniques to the RCRS, and thus deriving probabilistic bounds on
fairness violations seems more challenging. Attempting to overcome this obstacle to improve the
approximation factor from 1/2 to 1− 1/e constitutes an interesting open problem and promising
direction for future work.
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