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Deep learning models are prone to acquiring spurious correlations and biases during train-
ing and adversarial attacks during inference. In the context of predictive models, this results in
inaccurate predictions relying on spurious features. Our research delves into this phenomenon
specifically concerning objects placed in uncommon settings, where they are not conventionally
found in the real world (e.g., a plane on water or a television in a cave). We introduce the "FO-
CUS: Familiar Objects in Common and Uncommon Settings™ dataset which aims to stress-test
the generalization capabilities of deep image classifiers. By leveraging the power of modern
search engines, we deliberately gather data containing objects in common and uncommon set-
tings in a wide range of locations, weather conditions, and time of day. Our comprehensive
analysis of popular image classifiers on the FOCUS dataset reveals a noticeable decline in per-
formance when classifying images in atypical scenarios. FOCUS only consists of natural images

which are extremely challenging to collect as by definition it is rare to find objects in unusual set-



tings. To address this challenge, we introduce an alternative dataset named Diffusion Dreamed
Distribution Shifts (D3S). D3S comprises synthetic images generated through StableDiffusion,
utilizing text prompts and image guides derived from placing a sample foreground image onto a
background template image. This scalable approach allows us to create 120,000 images featuring
objects from all 1000 ImageNet classes set against 10 diverse backgrounds. Due to the incredible
photorealism of the diffusion model, our images are much closer to natural images than previous
synthetic datasets.

To alleviate this problem, we propose two methods of learning richer and more robust
image representations. In the first approach, we harness the foreground and background labels
within D3S to learn a foreground (background)representation resistant to changes in background
(foreground). This is achieved by penalizing the mutual information between the foreground
(background) features and the background (foreground) labels. We demonstrate the efficacy of
these representations by training classifiers on a task with strong spurious correlations. Thus
far, our focus has centered on predictive models, scrutinizing the robustness of the learned ob-
ject representations, particularly when the contextual surroundings are unconventional. In the
second approach, we propose to use embeddings of objects and their relationships extracted us-
ing off-the-shelf image segmentation models and text encoders respectively as input tokens to a
transformer. This leads to remarkably richer features that improve performance on downstream
tasks such as image retrieval.

Large language models are also prone to failures during inference. Given the widespread
use of LLMs, understanding the propensity of these models to fail given adversarial inputs is
crucial. To that end we propose a series of fast adversarial attacks called BEAST that uses beam

search to add adversarial tokens to a given input prompt. These attacks induce hallucination,



cause the models to jailbreak and facilitate unintended membership inference from model out-

puts. Our attacks are fast and are executable in relatively compute constrained environments.
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Chapter 1: Introduction

1.1 Motivation

The pervasive application of deep learning models across diverse real-world domains, such
as autonomous driving, medical imaging with vision models and question answering, code gen-
eration with language models prompts the need for rigorously testing these models. Often, the
metric used to compare models is the average performance of on large datasets and benchmarks
like ImageNet [Den+09a] or MMLU [Hen+20Db] that have only gotten much bigger and more di-
verse over the years. However, to be truly assured of the reliability of these models it is important
to understand their performance in corner cases and the extent to which they can be induced to
behave in ways they were not originally intended. This is critical because errors can potentially
culminate in severe consequences such as the loss of life or property, particularly in contexts like
autonomous vehicles. In the case of generative models like large language models, their outputs
can be used to spread misinformation, steal personal data among other malicious acts with serious
adverse consequences.

To this end, in this thesis we propose benchmarks and methods to evaluate vision models
in atypical settings. We also propose methods to learn image representations that are richer, more
interpretable and are less prone to failures such as spurious correlations. Lastly, we also propose
a family of adversarial attacks on language models that can jailbreak, elicit hallucination and

1



facilitate membership inference attacks. These works broadly tackle various aspects of robustness
in vision (Parts I, II) and language models (Part Ill). While Parts I, Il are pertinent to evaluating
and understanding robustness in respective models, Part Il describes approaches to improve said

robustness. Next, we describe our contributions in our work in greater detail.

1.2 Contributions

1.2.1 Evaluating Predictive Vision Models in Uncommon Settings

In Part | of this thesis, we consider the problem of evaluating supervised image classi -
cation models on uncommon images. Within the scope of this thesis, an uncommon image is
where the main object is present in an uncommon context (e.g., a bird in snow or frog in sand).
Arguably, the best approach to evaluate models on such images is to measure their performance
on a large enough dataset consisting of such images. In Chapter 2, we introduce such a new
dataset containing images both in common and uncommon settings E@QIEWS (Familiar
Objects inCommon andJncommonSettings). We construct the dataset by relying on the fact
that modern search engines often return many relevant results even for quali ed queries of objects
in uncommon settings. For example, searching “bird indoors” still returns a few relevant images
even though this is an uncommon setting. Building on this idea, we collect images of objects in
various common and uncommon environments explicitly. FOCUS has around 21K images of ten
objects along with annotations for different aspects of the environment in the images including a
wide range of locations, weather conditions, and time of day. Depending on the class, we further
annotate these environmental settings@smmonor uncommon Using FOCUS, we assess the

performance of some popular deep learning models with high accuracy on ImageNet, on uncom-



mon settings. We observe that all of these popular models show signi cant drop in accuracy
when tested on objects in uncommon settings. Next, we netune these models on FOCUS and
show clear evidence for substantial improvement in generalization. We also use FOCUS to train
classi ers that can detect various visual attributes we consider in FOCUS and use these classi-
ers to add additional annotations to ImageNet. To the best of our knowledge, FOCUS is the rst
large-scale dataset ofituralimages with explicit environmental annotations such as locations,
weather conditions, and time of day foothcommon and uncommon settings. We believe richly
annotated datasets such as FOCUS can pave the way to develop models that not only have high
accuracy in common settings but are reliable in rare and uncommon settings as well.

FOCUS only consists of natural images, which is ideal for our case as we want to obtain
a performance metric that is representative of real world performance (in uncommon settings).
This, unfortunately, is also a drawback as it is dif cult to scale it up to include more images
with other objects or more novel environments. This is obvious since it is very time consuming
and expensive to place or nd objects in very novel settings and photograph them. To address
this, in Chapter 3, we introduce another datddéfusion Dreamed Distribution Shifts (D3S)
that consists of synthetically generated images. To create this dataset, we leverage the phe-
nomenal advances in photorealistic image generation using diffusion models. These models can
generate a wide variety of images and offer a great degree of control over generation through
text prompts and image guides. D3S consists of synthetic images of a large variety of objects
in diverse backgrounds generated using StableDiffusion [Rom+22]. Each sample is an image
that is labelled with both the foreground object as well as the background category. Note that
the set of foreground labels is same as that of ImageNet, so our dataset has 1,000 foreground

classes. Our dataset includes 10 background labetsgrass, on a road, in a forest, in water, in
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a cave, in sand, indoors, in snow, in rain, at nigivhich are inspired from the uncommon set-
tings in FOCUS. Using D3S, we evaluate various pretrained models including Supervised CNNs,
Supervised vision transformers, Adversarially robust models, Semi-supervised & Semi-weakly

supervised models, Self-supervised models, and Clip zero shot classi ers.

1.2.2 Learning Rich and Robust Image Representations

In Part 1l, we explore two ways of learning image representations that are robust and in-
terpretable. In Chapter 4 we propose a method for extracting foreground and background fea-
tures from an image that are disentangled from each other (Fig. 3.1). Our method leverages
the foreground and background labels in D3S. This disentangled representation drastically im-
proves the resilience of image classi ers against spurious correlations between the foreground
and background in an image. We demonstrate the utility of these disentangled features by show-
ing that the features extracted by our method are resilient to spurious correlations between image
foregrounds and backgrounds. We also show that these disentangled features lead to improved
generalization performance on uncommon, natural, images. In Chapter 5, we propose another
approach to learning image representations based on the Vision Transformer (ViT) [Dos+21a]
architecture. In our method, instead of using the various patches in an image as input tokens
for the transformer, we use the various objects present in the image, the actions being performed
by these objects (if any) and the relationships between the objects. More speci cally, we use
existing segmentation and scene-graph generation methods to extract embeddings for the ob-
jects and CLIP text embeddings for the relationships. We demonstrate a proof-of-concept that

applies such semantically-meaningful tokens in visual representation learning and study its po-



tential. We train a transformer model (called Visual Token Encoder) on the set extracted tokens
of the COCO [Lin+15] dataset. We apply an additive attention mechanism using the relational
and structural information from the metadata, ranked by importance. The learned image embed-
dings are contrastively aligned with the COCO caption embeddings from the CLIP text encoder
which is ne-tuned alongside our model. We compare our method @vdther vision-language
pre-training setups which follow the same training regime as ours but the image-side encoder is
replaced with (i) A ViT (randomly-initialized) or (ii) The CLIP image encoder ( ne-tuned) and
trained directly on COCO images. Our experiments show that our tokenization process signi -
cantly improves representation quality, resulting #7&improvement in text-to-image retrieval

over a ViT and9% over CLIP ( ne-tuned) on the COCO validation split. Moreover, we show
improved compositional reasoning capabilities of the learned image representations by exploring
the ARO [Yuk+23] and Winoground [Thr+22] benchmarks. Our Visual Token Encoder outper-

forms the ViT by18%on ARO and9% on Winoground.

1.2.3 Adversarial Robustness of Generative Language Models

Part Il focuses on the adversarial robustness of large language models (LLMs). Given the
rapid rise and their widespread use in recent years, it is crucial to study techniques that can make
the use of these models unsafe particularly those that manipulaate them into producing output
that is misleading, false, sensitive or outright dangerous. In Chapter 6, we present a novel class
of gradient-free, ef cient, and fadeam Search-based Adversarialtlack BEAST) for LMs
that can run in a minute using a single GPU (or a GPU minute). Our attack uses interpretable

hyperparameters that can be used to tradeoff between attack speed, adversarial prompt readability,



and the attack success rate. While the existing jailbreaking methods have their own advantages,
we demonstrate that BEAST can perform targeted adversarial attacks to jailbreak a wide range
of aligned LMs using just one Nvidia RTX A6000 with 48GB in one minute. We nd that
BEAST is the state-of-the-art jailbreak attack in this constrained setting. For instance, in just
one minute per prompt, we get an attack success ra8®%fon jailbreaking Vicuna-7B-v1.5,
while the best baseline method achie¥&8a Our experiments show that BEAST can be used
to perform untargeted adversarial attacks on aligned LMs to elicit hallucinations in them. We
perform human studies to measure hallucinations and nd that our attacks make LMs generate
15% more incorrect outputs. We also nd that the attacked LMs output irrelevant content
22% of the time. To the best of our knowledge, our work is the rst to propose a scalable
attack procedure to make LM chatbots lesefulef ciently through hallucinations. We show
that BEAST can improve the performance of the existing membership inference attack (MIA)
methods. For instance, the area under the receiver operating characteristic (AUROC) curve for
OPT-2.7B [Zha+22] can be boosted by 4.1% by using our attack to complement the existing MIA

techniques.



Part |

Evaluating Predictive Vision Models in Uncommon Settings



Chapter 2: FOCUS: Familiar Objects in Common and Uncommon Settings

2.1 Introduction

Since the remarkable success of AlexNet [KSH12] in the ImageNet Large Scale Visual
Recognition Challenge (ILSVRC) [Rus+15], deep learning models have been used in a variety
of applications ranging from robotics and self-driving cars to stock trading and computational
biology. Undoubtedly, large scale datasets such as ImageNet [Den+09a] deserve much of the
credit for the success of deep learning. These datasets typically consist of natural images of
objects in some environment. For our purposes, the environment in an image includes all the
contextual information surrounding the object in the image. Evidently, objects do not occur
independently of their environments. In other words, objects are more likely to be found in some
environments than in others (we call thesenmon settings For example, ships are often on
water; cars are usually on streets; birds are usually on trees, etc. Search engines are more likely
to return images with objects in their common settings when queried for an object alone, i.e.,
without any additional quali ers (e.g., justieer” or “frog” ). As a result, objects inncommon
settingsare often missing in many of the popular datasets in use today. Therefore, a classi er's
performance on these datasets is not indicative of how well it does in novel environments.

To address this issue, we introduce a new dataset containing images both in common and

uncommon settings calledOCUS amiliar Objects inCommon andUncommonSettings).

8



(a) deer at night (b) plane in snowy weather (c) ship indoors

(d) bird at night (e)carinrain (f) frog in snow

Figure 2.1: Some uncommon images in the FOCUS dataset. The images in the rst column
depict uncommortime of day those in the second column depict uncommaather and the
ones in the third column depict uncommiocations

Our key idea is that modern search engines often return many relevant results even for quali ed
gueries of objects in uncommon settings. For example, searching “bird indoors” still returns a few
relevant images even though this is an uncommon setting. Building on this idea, we collect im-
ages of objects in various common and uncommon environments explicitly. FOCUS has around
21K images of ten objects along with annotations for different aspects of the environment in the
images including a wide range of locations, weather conditions, and time of day. Depending on
the class, we further annotate these environmental settinggmasoror uncommon

Using FOCUS, we assess the performance of some popular deep learning models with high
accuracy on ImageNet, on uncommon settings. We observe that all of these popular models show
signi cant drop in accuracy when tested on objects in uncommon settings. Next, we netune

these models on FOCUS and show clear evidence for substantial improvement in generalization.



We also use FOCUS to train classi ers that can detect various visual attributes we consider in
FOCUS and use these classi ers to add additional annotations to ImageNet. To the best of our
knowledge, FOCUS is the rst large-scale datasenaturalimages with explicit environmental
annotations such as locations, weather conditions, and time of dagttocommon and uncom-

mon settings. We believe richly annotated datasets such as FOCUS can pave the way to develop
models that not only have high accuracy in common settings but are reliable in rare and uncom-
mon settings as well. Our dataset and code for evaluating models on FOCUS are available at

https://github.com/priyathamkat/focus.

2.2 Related Work

Deep neural networks are well known to rely on spurious features or “shortcuts” for image
classi cation and object detection [Gei+20]. [BVHP18] demonstrate this phenomenon in the case
of detection and classi cation of animals in uncommon locations; cows are improperly detected
or incorrectly classi ed in beaches. [Sag+20] show a similar issue in regard to classi cation
of waterbirds and the color of human hair in CelebA [Liu+15a]. [RZT18] observe that object
detectors may not always detect objects arti cially placed into an image. Further, these objects
can have a non-local impact, causing the detector to not detect other objects in the image.

In light of the above, test accuracy on datasets like CIFAR [KNH14], ImageNet [Den+09a],
etc., though crucial, is insuf cient to measure the ef cacy of deep neural networks. Many datasets
have been proposed in the literature for testing the out-of-distribution effectiveness of classi ca-
tion models. [Hen+21b] propose three datasets, namely, ImageNet-Renditions, DeepFashion

Remixed, StreetView StoreFronts that are designed to test the generalization ability of classi ers
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to unseen rendition styles, camera view points, and geography, respectively. [Bar+19] propose
ObjectNet, a dataset that provides a far richer variation in the rotation, viewpoint and backgrounds
of many object classes in ImageNet. They observe that models trained on ImageNet are 40-45%
less accurate on ObjectNet. Realistic corruptions such as blur, noise, etc., can occur in the real
world, for instance, due to camera shake, low light, etc. Thus, training on high-quality clean
images may cause classi ers to perform poorly on corrupted images. [HD19] propose ImageNet-
C, a dataset of 15 types airti cally corrupted images to systematically study robustness of
deep learning models against (synthetic) corruptions. [Hen+21b] propose Real Blurry Images, a
dataset of 1000 real world blurry images. ImageNet-A [Hen+21a] is a dataset of natural, adver-
sarial images which yield drastically low performance on classi ers trained on ImageNet.

In parallel to OOD datasets, many works have been proposed to explicitly nd the spurious
dependencies on context and/or circumvent them. [Sin+21] propose a method for identifying
the visual attributes that cause classi cation failures using the features of an adversarially robust
model. [Xia+20] propose the Backgrounds Challenge to evaluate how robust models are to (syn-
thetic) changes in backgrounds. [SG21] propose a generative framework which allows choosing
the color, texture and background of a generated image independently. Using this, they generate
counterfactual images and show that training on these images improves out-of-distribution ro-
bustness. BDD100K[Yu+20] is a large scale video dataset for driving that covers a wide range
of locations, environments and weather conditions. [WSM21b] show that training sparse linear
models with deep features as inputs results in improved debuggability of neural networks. In a
similar vein, 3DB [Lec+21] uses photorealistic simulations to test and debug computer vision
models. [BVHP18] introduce a dataset of camera trap images. Since, the traps are xed, the
backgrounds in these images are also more or less xed and hence this dataset provides an ideal
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testing ground for classi cation/detection in uncommon contexts.

A large body of in uential work proposes models that explicitly use context to improve
image classi cation or object detection performance. [GRBO08] use a conditional random eld to
incorporate spatial and semantic context. [Mot+14] propose a deformable parts based model that
uses both local and global context to improve object detection at various scales. [Bel+16] present
a novel architecture called the Inside-Outside Net which uses skip pooling to extract context
inside the region of interest while the information from outside the ROI is extracted through
spatial recurrent neural networks. [CTW12] build an explicit support context model to capture
inter-object physical relationships and use it to detect out-of-context objects. Lastly, [Div+09] is

an extensive survey on the role of various types of context in object detection.

Table 2.1: A frequency breakdown of the various categories and attributes in the FOCUS dataset.
Uncommon settings are highlighted in orange.

Truck Car Plane Ship Cat Dog Horse Deer Frog Bird
Day 1036 2232 1498 1573 1809 2415 2989 1622 931 2298
Time of Day| Night 50 241 128 159 72 56 60 51 180 45
None 29 212 109 29 941 503 66 34 323 124
Cloudy 139 301 259 324 50 151 186 95 17 171
Foggy 27 103 56 109 7 46 105 78 1 43
Partly Cloudy 145 310 305 309 111 170 284 175 44 151
Weather Raining 10 92 19 7 11 7 14 2 3 17
Snowing 9 39 4 3 23 39 36 4 0 32
Sunny 538 956 694 687 639 1083 957 742 423 1184
None 247 884 398 322 1981 1478 533 571 946 869
Forest 172 378 178 79 123 247 586 916 142 400
Grass 326 651 391 105 517 804 1142 1255 274 541
Indoors 31 259 125 5 1344 790 93 10 39 40
Rocks 43 115 55 71 137 109 92 95 239 183
Locations Sand 295 526 239 187 143 414 662 214 152 296
Street 708 1635 389 103 405 372 417 103 29 130
Snow 88 255 110 140 127 298 206 290 7 176
Water 46 211 296 160€ 93 403 296 122 355 581
None 56 96 526 51 372 279 146 49 446 699
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2.3 FOCUS: A Dataset with Common and Uncommon Settings

2.3.1 Building FOCUS

We use the time of day, weather and the locations depicted in an image to characterize
environment in it. Modern search engines are capable of returning relevant results even for un-
common quali ed queries of objects (e.gfrog indoors”). We leverage this to collect images
of objects in various common and uncommon environments explicitly. Concretely, we query the
Microsoft Bing Image Search API with statements of the ferobject > < preposition >
<attribute > (e.g.,“ship on grass”). This ensures that we collect a great variety of uncom-
mon images. We also use synonyms of the object categories and the attributes to increase the
number of samples we collect. Note that we only query for images which have a license that
permits sharing allowing us to release the FOCUS dataset for the research community.

We collect a total of around 37K images using the above procedure. But the search results
are not always accurate; a signi cant fraction of them do not have the relevant object or if they do,
the object is not in the environment mentioned in the search query. In addition, because we query
images based on only one attribute, we do not have any information about the other attributes in
the images. For instance, we do not know the time of day or the locations in a search result for
“carinrain” .

We conduct an Amazon Mechanical Turk study both to improve the accuracy of annotations
inferred from the search queries and to collect missing annotations. Images are shown to workers
in a series of Human Intelligence Tasks (HITs), and they are asked to annotate the image with the

appropriate choice for the different attributes. See the appendix A.2 for more details about the
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design of our HITs.

2.3.2 The Data in FOCUS

The FOCUS dataset is a collection of around 21K images, each annotated with the time of

day, the weather condition and the locations in the image. Concretely, our dataset is as follows:

f(Xi;yistiswis i) oL,

where

Xj is the image
y; is the object labe? f truck, car, plane, ship, cat, dog,
horse, deer, frog, birg
ti is the time of day2 f day, night, nong
w; is the weatheP f cloudy, foggy, partly cloudy, raining,
snowing, sunny, noge
l; are the locationsf forest, grass, indoors, rocks, sand,

street, snow, water, noge

The rationale behind our choices for different attributes is as follows:

1. Object Label: We choose to work with the same 10 object classes in CIFAR-10 [KNH14].

These classes cover 226 (including various birds, animals and vehicles) of the 1000 classes
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in ImageNet.

2. Time of day: Most images in standard datasets are captured during the day, when the
objects are well lit. In contrast, nighttime images often lack a lot of details and are corrupted

by high levels of noise.

3. Weather: Our choices of weather are fairly comprehensive and include the raining, snow-

ing and foggy conditions which often produce natural corruptions in images.

4. Locations: We choose a wide range of locations with a healthy mix between common and
uncommon(object, location)pairs. Since images are often likely to include a combination
of locations, we let the locations attribute of an image to belsebdf the above set instead

of being exactly one element out of it.

“none” is assigned to an attribute if its ambiguous or impossible to determine from the
image. In additioninone” is also assigned tip of an image if none of the considered locations
is in the image. Table 2.1 summarizes the number of FOCUS samples for each object in various

environments.

2.3.3 Common vs. Uncommon Settings

We consider two sources of uncomm@bject, environmengairs:

1. The pair is uncommon in the real world (e.ghip on grass”). On the Internet, searching
for “ship” alone is extremely unlikely to return any images of a ship on grass in the top

results. In other words, the rarity of a pair in the real world is re ected in the dataset.
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2. The pair is uncommon due to the choice of labels and queries used to construct a particular
benchmark. For example, consider thiane” class. ImageNet has two labels correspond-
ing to an airplanetwarplane, military plane”, “airliner” . Neither of these are planes that
are usually found on water makirftplane in water”) an uncommon, if not a non-existent

pair in ImageNet. Seaplanes, however, are not that uncommon in the real world.

We declare ar{object, attribute)uncommon if the number of samples corresponding to
that pair is low (case 1 above). Additionally, we also declare(tpane”, “water”) pair as
uncommon (case 2 above). Our nal choices for uncommon settings are highlighted in orange,
in table 2.1. Figure 2.1 shows some uncommon images from our dataset.

We believe that assigning “night” as uncommon Time of Day and “snowing”, “raining”,
“foggy” as uncommon Weather is reasonable. However, categorizing locations into common
and uncommon settings for various objects is more subjective. In order to further justify our
assignments, we use Gram matrices to identify out-of-distribution samples [SO20]. We rst
compute the Gram matrix deviations for images in the validation set of ImageNet. Next, we
identify the threshold that achieves a 95% true positive rate (TPR) for these images. Finally, we
compute the same deviations for images in FOCUS and note the fraction (table 2.2) of images
with deviations above the threshold. For each class (row), we see that the locations with higher
percentages are, generally speaking, tagged as uncommon (highlighted in orange).

We acknowledge that this is by no means the one true way. We facilitate other studies

opting to do it in other ways by providing all annotations for the collected samples in our dataset,

FOCUS.
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Table 2.2: Uncommon locations (highlighted in orange) in FOCUS are OOD with respect to
ImageNet. Higher percentages (see text for details) indicate that the corresponding images are
out-of-distribution.

Forest Grass Indoors Rocks Sand Street Snow Water
Truck 709 71.3 70 78.8 70.7 66.£473.8 71.4
Car | 69.4 68.7 68.1 72.6 74.5 65.268.9 73.1
Plang 88.2 89.4 91.5 92.6 91.1 88.685.8 91.9
Ship{ 62.7 63.5 90 62.6 62.8 56.8 63.9 61.8
Cat| 78.7 78.3 73.6 71.8 78.1 71.977.6 75.9
Dog| 28.8 29 27 30.2 32.2 26 294 33.1
Horse 86.9 86.8 91.7 87.9 88.786.1 88.6 89.2
Deer| 81.1 81.2 86.7 81.5 78.8 77.7 83.6 77
Frog| 76.2 74.4 75 75.6 76..76.7 77.5 72.9
Bird | 30.6 34.7 27.5 34.4 35.!.36.8 35.5 35.6

2.3.4 Why FOCUS?

Consider a dataset for image classi cation, that is constructed by collecting samples for
each object class without controlling for the environment the object is in. If the images are col-
lected from the internet, using a search engine, then the distribution of images in the dataset
re ects that of the search results. Barring any bias in the search engine, it is reasonable to expect
that the images are an accurate representation of the real world. This means that for a given
object, most, if not all, images will depict the object in an environment that is typical or natural
for the object to be in (eg- ship in water”). Furthermore, unless the number of samples is ex-
ceptionally large, the dataset may not contain some objects in some speci ¢ environments (eg.,
“plane in water”).

A deep learning model trained on such a dataset will exploit any correlation between ob-
jects and their environments in the images since contexsiweacutfor identifying the object,
especially when the correlation is strong. This can be troublesome when the object of interest is

an atypical environment; a model that relies too much on context may fail to identify the object
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in the absence of context cues it has seen during training. This does not mean that all usage of
context is “spurious” and undoubtedly, even humans depend on various types of context (namely
semantic, spatial, pose, etc.,) [OTO07], especially when the object is occluded or lacks discernible
details. However, our argument is that humans' use of context is nuanced; we do not look at the
surroundings when we can tell what an object is simply by looking at the object alone. On the
contrary, today's deep learning models are indiscriminate in their use of context and therein lies
the problem.

Lastly, we believe that FOCUS complements existing datasets such as ObjectNet [Bar+19]
by controlling for a different set of contexts, namely, illumination, weather, and location. In
addition, in order to exercise a rich variation in the control variables, ObjectNet only includes
objects that are easily manipulated by humans. However, our procedure for building FOCUS

(Section 2.3.1) can be used with any object class.

2.4 Evaluating Deep Models on FOCUS

It is crucial to ensure that machine learning models are reliable even in rare and uncommon
settings especially when they are deployed in safety-critical applications. As an example, con-
sider a self-driving car that infers various attributes about its surroundings using deep learning
models. The deployed models may be accura@®i89%of cases that occur in common settings
(e.g., pedestrian crossing on a sunny day). However, given the vast complexity of the real world,
uncommon and corner cases, although rare, are still possible (e.g., a heavily snow covered car
cutting in). If a model is unreliable in those uncommon settings, it could make a grave error

resulting in loss of life and/or property.
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Figure 2.2: Top-1 classi cation accuracy for different models on the FOCUS dataset as a function
of the partitions;

In spirit of the aforementioned, we stress test the generalization power of various deep
learning models to uncommon settings using the FOCUS dataset. Speci cally, we are considering
models that are trained using images close to the mode d@bthect, environmentjistribution
(i.e., common imaggsand evaluating them on images that fall more on the tail of(thgect,

environmentyistribution (i.e.,uncommon imagégs

2.4.1 Experimental Setup

Model architectures. We select some of the most popular deep learning models that have high
test accuracy on ImageNet, namely ResNet50 [He+16a], Wide-ResNet50-2 [ZK16], MobileNet-
v3-large [How+19], Ef cientNet-b4 [TL19], Ef cientNet-b7 [TL19], CLIP [Rad+21], ViT-B/16 [Dos+21a],
and ResNeXt-50 (32x4d) [Xie+17]. For the rst three models, we use the pretrained weights
provided by PyTorch [Pas+19]. We obtain the weights for both variations of Ef cientNet from
https://github.com/lukemelas/EfficientNet-PyTorch . We use the authors'
implementation for CLIP (fronhttps://github.com/openai/CLIP ). Following [Rad+21],

the text inputs to CLIP are of the form “a photo<élass> ", one for each of the 1000 classes
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in ImageNet. Lastly, we usiamm [Wig19] for ViT-B/16 and ResNext-50 (32x4d).

Evaluation metrics. Since the models we evaluate are pretrained on ImageNet, they output 1,000
probabilities (recall, ImageNet has 1,000 classes). On the other hand, our dataset has only 10
object categories. We resolve this apparent mismatch by rst constructing a mapping (denoted
by M) between the 1000 labels in ImageNet and those in our dataset. Concretely, la label
ImageNet is assigned to a labelin our dataset ifr is a semantic superclasslpf For example,

all the different dog breeds in ImageNet are mapped tdtigdabel in FOCUS. Decidedly, some
labels in ImageNet do not have any corresponding labels in our dataset'd@aqg clock”,

“carton” etc.). As our dataset has no images from these labels, we declare a misclassi cation
whenever the network predicts a label that is not in the domail of We say a prediction

is correct if the ImageNet label with the highest logit was assigned to the ground truth label
in FOCUS. That is, for a samplg;;yi;ti;wi;l;) from the FOCUS dataset, le(x;) be the

ImageNet label predicted by a trained network. Then, we have:

correct prediction)  f (X;) := M (g(Xi)) = Vi:

To facilitate the evaluation of the effect of uncommon attributes, we rst partition the
dataset based on the number of uncommon attributes in im&yésa subset of FOCUS sam-
ples withi uncommon attributes fdr= 0; 1; 2; 3. Note thatP, denotecommon samples while

., Pi denotesincommon samples that have at least one uncommon attribute.
We further subdivideP; into PA; A f t;w;lg; jAj = i where the attributes i are

uncommon (for instancd ™) is the set of all images with two uncommon attributes: weather
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Table 2.3: Sizes of different partitions in FOCURS,. is the set of images with uncommon
attributes andP”; A f t;w;lgis the set of images where the attributesAiare uncommon.
Note thatP, constitutesommonmages.

Total
(23902)
Po Py P> Ps
(14144 (5974) (674) (21)
p® p (W) p® ptw) | pWwl) p&h | ptwl)
(641) | (448) | (4885)| (43) | (474) | (157) | (21)

and location). Table 2.3 shows the sizes of the different partitions in our dataset.
We then evaluate the classi cation accuracy of different models in different partitions (re-
ferred to asAcc(P)). In an attempt to measure the effect of a single attribute on the accuracy of

a modelf , we de ne the following generalization gap with respect to an attrilute

_ Jfxi2C(a) j f(xi) = yigj
iC(a)]
jfxi 2 UC(a) j f (xi) = yigj.
jUC(a)j '

Ga

(2.1)

where Cg@) and UC@) are the subsets of images in which attribatess common and un-
common, respectively. Succinctl@, is the difference in the classi cation accuracy between
images with a common choice farand those with an uncommon choice for the same. The

larger theG,, the worse the generalization performance of the model on uncommon choices for

a.
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Table 2.4: Generalization gap (as in Equation 2.1) per attribute for various models. The best gap
on each attribute is in boldface.

Model G Gu G

ResNet50 9% 23% 20%
Wide-ResNet50-2 | 11% 22% 19%
MobileNet-v3-large | 12% 20% 19%
Ef cientNet-b4 7% 19% 18%
Ef cientNet-b7 11% 18% 16%

CLIP 0% 17% 15%

ViT-B/16 11% 17% 19%
ResNeXt-50 (32x4d) 8% 18% 18%

2.4.2 Results

Figure 2.2 shows the accuracy of different model architectures on different partitions of
the FOCUS dataset. We observe that for all the models, the accuracy falls as the number of un-
common attributes increasedNote that both the Ef cientNet models have the highest accuracy
in all three subsets, with Ef cientNet-b7 performing the best among all the models. We postu-
late that this is because these models have larger input size: 380 for Ef cientNet-b4 and 600 for
Ef cientNet-b7 (see [TL19] for details). However, CLIP has the lowest (best) generalization gap
between common and uncommon images (A€Ro) A(Si . Pi)) at 21.6% and ResNet has
the highest gap (i.e., the worst generalization) at 29.8%.

Table 2.4 shows the generalization gap (as in Equation 2.1) per attribute for various models.
We see that all the gaps are positive, clearly indicating poor generalization ability to uncommon
settings. Note thab; is smaller than botks,, andG, for all the models. So, these models are not
hurt as much by uncommon time (i.e., “night”) as they are by uncommon weather or location.
Additionally, we see that CLIP has the best generalization in uncontimenof day weather

(tied with ViT-B/16), andocation

We have not include®; in this analysis as it has very few samples (only 35).
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Figure 2.3: Gains in accuracy of classi cation of objects on uncommon settings after netuning
on FOCUS.

2.4.3 Finetuning

In an attempt to improve classi cation accuracy in uncommon settings, we netune the
classi ers (except CLIP) we previously tested in subsection 2.4.2, on the FOCUS dataset. We do
not ne-tune CLIP on FOCUS because it is a zero-shot classi er and unlike the other models, it
does not have a nal fully connected layer that can be ne-tuned. We start by randomly splitting
the dataset into train and test sets, which are 70% and 30% of the dataset in size, respectively.

We use SGD with a learning rate of 1e-4 to update the last layer (fully-connected layer) of each
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Input Image Localization before netuning Localization after netuning

(a) Plane on WaterBase model attends to the water and predicts “seashore', while the Finetuned model
correctly predicts “warplane'.

(b) Dog Indoors Base model predicts "dishwasher'. Finetuned model, which localizes on the dog
correctly, predicts "Labrador Retriever'.

(c) Cat in Water Base model incorrectly predicts “brown bear'. Note the lack of attention on the cat's
head. Finetuned model has a more accurate localization map and predicts "tabby cat'.

Figure 2.4: Comparison of localization maps of a base ResNet50 model (pretrained on ImageNet)
before and after netuning on FOCUS. In each sub- gure, the rstimage is the input uncommon
image. The second and third images, respectively, show the Grad-CAM [Sel+17] and the Guided
Grad-CAM of the modebefore netuning. Finally, the fourth and fth images show the same

for the modehfter netuning. All Grad-CAM and Guided Grad-CAM images use the predicted
class as their target. After netuning on FOCUS, the model learns to focus more precisely on the
object of interest which leads to substantial increase in classi cation accuracy (see table 2.3).

Figure 2.5: Statistics of various contextual attributes on ImageNet computed by attribute classi-
ers trained on FOCUS.
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model for 10 epochs of the train split. Figure 2.3 shows the gains in top-1 classi cation accuracy
for each of the model on different partitions of the test set. All models perform betfér and
P, after netuning, with ViT-B/16 having a substantial gain of 40% and 56% respectively. This
shows that netuning on FOCUS improves the generalization of classi cation models and allows
them to identify objects in atypical contexts.

Figure 2.4 provides some insight into the effects of netuning a model on FOCUS. The
gure compares the localization maps of a base ResNet50 model that was pretrained on imagenet
with those of the netuned model. Each row illustrates an image from the test split of FOCUS
that is misclassi ed by the base model, but is classi ed correctly by the netuned model. It
also includes the Grad-CAM [Sel+17] localization maps of both the models on that image. In
each case, it is evident that the base model is attending heavily to the wrong part of the image.
As a result, it incorrectly predicts a class that is closely associated with the background: (a) In
gure 2.4a, the model is relying on the presence of water to predict "'seashore' even though its in
the middle of an sea/ocean (b) In gure 2.4b, bowl and the handles on the drawer cause the model
to predict a dishwasher (c) Lastly, in gure 2.4c, the model only looks at the wet, brown fur in
water to predict a "brown bear'. On the other hand, the netuned model focuses more accurately
on the correct object alone, allowing it to identify these objects even though they are present in

uncommon settings.

2.4.4 Expanding ImageNet with FOCUS

Although FOCUS has rich sample annotations, its relatively small size prohibits training

deep classi ers on it from the scratch. In this section, we show that FOCUS can be effectively
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used to provide rich annotations for other large-scale and standard image datasets such as Ima-
geNet. To do this, we train three classi ers on FOCUS, one for predicting each of the contextual
attributes considered in FOCUS. Speci cally, we use a pretrained ResNet50 model as backbone
and attach a linear head farway classi cation 6 = 3;7;9 for time of day, weather, and lo-

cation, respectively). To estimate the ef cacy of these classi ers on ImageNet, we conducted a
separate AMT survey where we ask AMT workers to annotate the contextual attributes for 5,000
randomly chosen images from ImageNet. We nd that these classi ers are reasonably accurate:
the predictions of the classi er agree with that of the humans 74%, 71%, and 75% of the time,
for each of the attributes, respectively.

Finally, we use the attribute classi ers to provide rich annotations of time, weather and
location for all ImageNet samples. Figure 2.5 shows the statistics of various attributes in the train
split of ImageNet. Interestingly, we observe that some contexts such as inclement weather and
images of objects in the dark are severely underrepresented. Given the wide use of Imagenet in
the machine learning community, we believe that such richly annotated version of it can facilitate

large-scale future works to improve model generalization.
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Chapter 3: D3S: Diffusion Dreamed Distribution Shifts

3.1 Introduction

Large, diverse datasets are crucial to training robust machine learning models. In the ab-
sence of diverse data, these models are prone to learning “shortcuts” that do no generalize well
to real-world conditions [Gei+20]. This pathological behavior is particularly exacerbated when
there are simple, yet incorrect decision rules that exploit spurious correlations in data [BVHP18;
Sag+19; Liu+15b; Jab+20; ASF20; Zec+18]. A large body of work exists to detect these spu-
rious correlations [SF21; WSM21a; PRT22; NKH18; MSF22; Moa+22; KF22] and circumvent
them [KIW22; Zha+21; AYZ22; Asg+22]. In learning tasks where collecting rich, representative
datasets is expensive, these methods play an important role in improving generalization perfor-
mance of machine learning models. Nevertheless, if the data is diverse enough, one need not rely
on such methods. Data augmentations such as random ipping [He+16a], MixUp [Zha+18a],
AugMix [Hen+20a], Autoaugment [Cub+19], AugMax [Wan+21] among many others are a rel-
atively cheap way to improve sample diversity. However, these methods are limited in their
ability to break spurious correlations between high-level semantic features such as those due to
co-occurrence of two classes of objects or an object predominantly occurring in a particular en-
vironment. Consequently, the distribution shifts introduced by these augmentations fall far short

of the demands of robustness in real-world settings.
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Figure 3.1: A visual outline highlighting the main contributions of our work. Firstly, we introduce
a synthetic dataset that is exceptionally diverse. Secondly, we demonstrate two practical use cases
that showcase the value and potential of such a dataset.

In our work, we leverage the phenomenal advances in photorealistic image generation us-
ing diffusion models. These models can generate a wide variety of images and offer a great
degree of control over generation through text prompts and image guides. We construct a dataset
calledDiffusion Dreamed Distribution Shifts (D3S) consisting of synthetic images of objects

in diverse backgrounds using StableDiffusion [Rom+22]. Our dataset is in the form of

n .. 0120000
i) (). ()
x(l),lbg,lfg - (3.1)

()

by are its fore-

wherex() is a synthetic image generated through the diffusion modell%r,ldi
ground and background labels, respectively. Note that the set of foregroundl@bielsame

as that of ImageNet, so our dataset has 1,000 foreground classes. Our dataset includes 10 back-
ground labels1® 2 f on grass, on a road, in a forest, in water, in a cave, in sand, indoors, in

snow, in rain, at niglg which are inspired from the uncommon settings in FOCUS [KF22].

Our motivation for creating such a dataset hinges on the fact that humans demonstrate the
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remarkable ability to recognize objects even in novel settings. For example, we can identify a sh

in sand even though we have never seen one in sand before. This capability originates from our
innate grasp of the fundamental attributes and traits that de ne objects, enabling us to ascertain
their identity regardless of the surrounding context. We argue that evaluating deep learning mod-
els on such unusual images sheds light on the robustness of these models to distribution shifts and
also the extent to which these models understand the core features that de ne various objects.

To generate the D3S dataset, we utilize StableDiffusion to denoise an image guide condi-
tioned on a text prompt of the forfa photo of af l¢4 g, f de nition(l¢4)g, f1,43” wherelsg, l,q are
the foreground and background labels respectively. The image guide is created by simply pasting
an image of the foreground object on an image of the background (Fig. 3.1). By incorporating
the image guide instead of relying solely on text, we enhance the delity of the generated images,
ensuring a closer match to the intended foreground and background.

The outputs from StableDiffusion are not always accurate as they may not contain the
intended foreground or background which leads to mislabeled images in the dataset. As our goal
is to evaluate the impact of foreground and background correlations on various pretrained models,
we construct a validation sedD8S benchmark in which the labels are reliable and accurate. To
create this validation set, we set aside 20,000 images and identify the images that are misclassi ed
by a majority of supervised classi ers pretrained on ImageNet. These identi ed images then
undergo further veri cation through a human worker study conducted on MTurk. The human
workers assess the images and Iter out any rejected images, resulting in approximately 17,000
images in the nal validation set. For more comprehensive details regarding the MTurk study
and the construction of the validation set, please refer to Section 3.3.2 and the supplementary

material.
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Using the validation set of D3S, we evaluate 33 pretrained models including Supervised
CNNs (ResNet [He+16a], Ef cientNet [TL19], Inception-ResNet-v2 [Sze+17], MobileNet [How+18;
How+19], DenseNet [Hua+17], ResNeXt [Xie+17], ResNetv2 [He+16b]), Supervised vision
transformers (VIiT [Dos+21b], DeiT [Tou+21]), Adversarially robust models (Adversarial Incep-
tion networks [Kur+18], Robust ResNets[Eng+19]), Semi-supervised & Semi-weakly supervised
models (SSL, SWSL ResNets [Yal+19]), Self-supervised models (BEIT [Bao+22], DINO [Car+21]),
and Clip zero shot classi ers [Rad+21]. We found that the self-supervised models we evaluated
have the most “stable” performance as they have the lowest spread in their classi cation accuracy
(4.67%). We also nd that adversarially trained models show the highest drop when evaluated on
uncommon backgrounds (see Section 3.4 for more details).

Lastly, we leverage the foreground and background labels in our dataset to propose a
method for extracting foreground and background features from an image tlthsenéangled
from each other (Fig. 3.1). This disentangled representation drastically improves the resilience
of image classi ers against spurious correlations between the foreground and background in an
image. We do this by (approximately) penalizing the mutual information between the opposite
pairs via Wasserstein distance between the joint distribution and the product of the marginals. We
demonstrate the utility of these disentangled features by showing that the features extracted by
our method are resilient to spurious correlations between image foregrounds and backgrounds.
We also show that these disentangled features lead to improved generalization performance on

uncommon, natural, images.
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3.2 Background

3.2.1 Foreground-background distribution shifts

Several prior works have proposed ImageNet-like datasets with arti cially controlled cor-
relations between foreground and background features. However, these projects vary in the so-
phistication of the methods used to generate the images, and thus in the quality/naturalness of
the images in the generated datasets. We include samples of each method in the appendix. As a
simple method, Zhet al. [ZXY17] uses bounding boxes to construct separate datasets consist-
ing of only foreground, and only background, objects from ImageNet. This allows for separate
networks to be trained that attend to foreground or background features alone. Masked pixels are
simply blacked out of the images.

Xiao et al. [Xia+21] constructs arti cial images by overlaying the foreground from one
image onto the background of another. They combine foregrounds and backgrounds of images
with disparate class labels, for training and assessing models that attend mostly to foreground
features, rather than (possible irrelevant) background features. The foregrounds are selected using
GrabCut [RKB04] along with bounding box annotations, and holes left in the backgrounds are
lled using a tiling technique. However, because the foregrounds and backgrounds are combined
using simple binary masks, it tends to produce unnatural-looking images.

Kattakinda and Feizi [KF22] take a complementary approach in FOCUS, a dataset of sys-
tematically collected natural images from the Web which are curated to include uncommon back-
grounds for a given foreground. This allows for the distribution of background environments to be

controlled during evaluation. Foregrounds are labeled using 10 course-grained classes, but these
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can each be mapped to sets of ImageNet classes, allowing for pretrained ImageNet classi ers to

be assessed. Note that both [ZXY17] and [Xia+21] also use such course-grained labels.

3.2.2 Text-to-image diffusion models

A diffusion probabilistic model [SD+15; HJA20] is a type of generative model based on
the idea of sequential denoising of images. For an imggeonsider a sequence of noisy copies
of the imagexy, ... Xt:

P
Xt N ( = 1 tXt 1, = tl) (32)

This is known as thdorward diffusion process For properly-chosen values of this means
thatxt is approximately distributed ds (0;1). Then, by learning aeverse diffusion process
(parameterized by network parametejsx; 1 N ( = (Xgt); = (X¢;t)), one can
generate new sampl&g from the training distribution, starting with generated Gaussian noise at
Xt. This simple approach can be modi ed to allow for conditional sample generation [SD+15;
DN21], where samples are generated according to a distribBion) / P (xo) r(xo), where

P is the distribution modeled by the diffusion model, antepresents some external guidance
signal. This can be used, for example along with CLIP [Rad+21], to generate photo realistic
images matching text prompts [Ram+21; Ram+22; Sah+22b; Rom+22]. Image diffusion models
can also be conditioned on images by simply running forward diffusion for some limited number
of steps < T onthe promptimage, and then running reverse diffusiom $deps. This produces

an output that has some commonality with the input image, but is pushed towards the distribution
modeled by the diffusion model as well as any conditioning. This method is used by diffusion-

based image-editing methods.
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3.2.3 Image editing using diffusion models

Several works have explored using diffusion probabilistic models to make photo-realistic
edits to images [Men+21; Nic+22; Sah+22a; ALF22]. SDEdit [Men+21] allows for hand-drawn
sketches to be added to photographs before the images are passed through forward diffusion;
reverse diffusion then produces photorealistic images including the sketched objects. (Photo-
graphic components of the original image are masked to ensure that they are returned unmodi ed
in the nal images.) Nichol [Nic+22] apply SDEdit to their GLIDE model, which allows for
text-based conditioning on the image generation, using CLIP embeddings; Avrahami [ALF22]
demonstrate a similar application of diffusion models. Saharia [Sah+22a] explores using dif-
fusion models for various image-to-image tasks such as inpainting and colorization. Ramesh
[Ram+22] proposes interpolating CLIP embeddings of images as prompts to a diffusion model in
order to interpolate between between the images. Recently, Ruiz [Rui+22] has proposed Dream-
Booth, an approach for inserting objects from user-provided images into generated images via
ne-tuning the diffusion model, while Gal [Gal+23] has proposed an approach that inverts a
CLIP-conditioned diffusion model to nd a “pseudo-word” word embedding that describes an
object in a set of images; this pseudo-word can then be used to prompt new images containing
the object. [Ven+23] is a concurrent work in which counterfactual examples with desired distri-
bution shifts are produced using Textual Inversion [Gal+23]. This method is used to construct
ImageNet*, a shifted version of ImageNet, used to evaluate and debug the robustness of classi-
cation models. Note that in contrast to the above methods, our approach is simpler and more
scalable as it does not involve any netuning of the diffusion model. Additionally, we propose a

novel approach to learn disentangled representations for foregrounds and backgrounds in images
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Figure 3.2: Our dataset D3S contains images of all 1000 classes of objects in ImageNet in various
backgrounds. These images are generated synthetically by speci ¢ prompts and initialization
images to StableDiffusion [Rom+22]. See Algorithm 1, Section 3.3.1 for details.

separately which leads to improved robustness as we show later in this chapter.

3.3 Diffusion Dreamed Distribution Shifts

3.3.1 Generating diverse images using diffusion

We use StableDiffusion [Rom+22] to generate our dataset Diffusion Dreamed Distribution
Shifts (D3S) which consists of images of objects (foregrounds) in diverse environments (back-
grounds). In this chapter, we use all 1000 ImageNet classes as foregrounds andtkef et
grass, on a road, in a forest, in water, in a cave, in sand, indoors, in snow, in rain, gtasght
backgrounds. This list of backgrounds is inspired by FOCUS [KF22] and is not meant to be
exhaustive. We believe that it is a good starting point and already achieves a great deal of diver-
sity (see Fig. 3.2). As described in Section 3.2.2, the outputs of StableDiffusion are conditioned,
optionally, on text prompts and image guides. We use both these modes of guidance in a scalable

fashion (details below) to attain high label accuracy and background diversity.
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