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Recognizing an object’s visual appearance through its attributes, such as color and shape,
and its relations to other objects in an environment, is an innate human ability that allows us to
effortlessly interact with the world. This ability remains effective even when humans encounter
unfamiliar objects or objects with appearances evolve over time, as humans can still identify
them by discerning their attributes and relations. This dissertation aims to equip computer vision
systems with this capability, empowering them to recognize object’s attributes and relations to
become more robust in handling real-world scene complexities. The thesis is structured into two
main parts.

The first part focuses on recognizing attributes for objects, an area where existing research
is limited to domain-specific attributes or constrained by small-scale and noisy data. We overcome
these limitations by introducing a comprehensive dataset for attributes in the wild, marked by
challenges with attribute diversity, label sparsity, and data imbalance. To navigate these challenges,

we propose techniques that address class imbalance, employ attention mechanism, and utilize



contrastive learning for aligning objects with shared attributes. However, as such dataset is expens-
ive to collect, we also develop a framework that leverages large-scale, readily available image-text
data for learning attribute prediction. The proposed framework can effectively scale up to predict
a larger space of attribute concepts in real-world settings, including novel attributes represented in
arbitrary text phrases that are not encountered during training. We showcase various applications
of the proposed attribute prediction frameworks, including semantic image search and object
image tagging with attributes.

The second part delves into the understanding of visual relations between objects. First, we
investigate how the interplay of attributes and relations can improve image-text matching. Moving
beyond the computationally expensive cross-attention network of previous studies, we introduce
a dual encoder framework using scene graphs that is more efficient yet equally powerful on
current image-text retrieval benchmark. Our approach can produce scene graph embeddings rich
in attribute and relation semantics, which we show to be useful for image retrieval and image
tagging. Lastly, we present our work in training large vision-language models on image-text
data for recognizing visual relations. We formulate a new subject-centric approach that predicts
multiple relations simultaneously conditioned on a single subject. Our approach is among the first
work to learn from both weakly- and strongly-grounded image-text data to predict an extensive

range of relationship classes.
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Chapter 1: Introduction

1.1 Overview

In recent years, computer vision has made significant progress in various visual recogni-
tion tasks thanks to the advances of deep learning and the availability of large annotated datasets.
However, most of the existing computer vision models have primarily focused on detecting and
naming objects, while neglecting other visual information that can be crucial in accurately por-
traying the object appearance. For example, these models can visually identify object by assigning
it with a semantic labelg.g car, dog) while being unable to express variations in the object ap-
pearance with visual attributes suchrad carand visual relations as idog playing with stick
Given that objects can be dynamic, occur in various states, possess diverse attributes, and have
close interactions with other objects in the scene, the intra-category visual appearance of object
can significantly vary. Therefore, this thesis aims to explore and develop computer vision models
that go beyond the traditional object classification systems and instead focus on understanding
and perceiving visual attributes and relations of objects.

The ability to recognize attributes and relations of objects facilitates seamless interaction of
humans in the world. This is evidenced in our daily experiences, such as describing an object to
someone using its appearance characteristics, deducing someone is reading a book because it is

open, or exercising caution around a coffee mug placed besides a laptop. The development of au-

1



tomated systems equipped with this nuanced understanding of visual attributes and relations holds
potential for improving a wide range of tasks, including semantic image search, language-based
object selection, object description, text-to-image generation, or vision-language-based robot as-
sistance. A few of these applications are demonstrated in Figure 1.1. Despite the importance of
this problem, contemporary computer vision systems still struggle to recognize fine-grained con-
cepts of attributes and relations. For example, as depicted in Figure 1.2, image retrieval results
on the Adobe Stock [1] and Pinterest [2] platform fed bowl with foodoften yield imprecise
results, such as images ofed bowl without foodor anon-red bowl! with red foadSimilarly, Fig-
ure 1.3 illustrates another example of the state-of-the-art large language model Google BARD [3]
incorrectly recognizes that there idbad eating foodin the image.

In overall, learning fine-grained semantic understanding of objects can be categorized into

two parts: 1) visual attributes, and 2) visual relations.

1.2 Visual Attributes of Objects

When people process to recognize objects from visual scenes, they identify the object with
a categorical label while also simultaneously perceive and describe it with visual attributes. For
instance, a table could be describedaage in size, made ofvood having around shape, being
of beigecolor, andempty These visual attributes constitute a large portion of information about
the object appearance and allow people to easily visualize the objects in their mind, describe the
objects to others, and even recognize them. Understanding attributes offers various advantages
for downstream computer vision problems, such as facilitating more accurate object selection in

images and image retrieval by adding attributes as part of the input text query. Visual attribute



Figure 1.1: Examples of applications of visual attributes and visual relations recognition. (Top
left) Semantic image search: search for images that correctly depict the semantic information
from the input texte.g red bowl with foodshould return images ddowl having colorred and
containingfood (Top right) Image generation: generate image that is faithfully correct w.r.t. the
input text,e.g the image truly displays a clock with color yellow and a bench with color red as
required by the text. (Bottom left) Object description: describe object appearamréof the
visually impaired),e.g the text to the right describes fully all appearance characteristics of the
object to the left. (Bottom right) Language-based object selection: select object in image that
satisfies the input text conditiom.g the image displays a bounding box enclosing uipside

down chait

allows to ground visual objects from images to attribute concepts in language, resulting in a more
comprehensive semantic understanding of objects in visual scenes.

Despite the great importance of attributes, existing work is mostly limited to attributes in
specific domainsd.g clothing [5, 6], human [7], emotion [8]), consisting of very small number
of attribute-object pairs [9], or is rife with label noise [10]. In addition, designing an approach
that can effectively predict visual attributes for objects in the wild is a difficult task due to the

following challenges:



Figure 1.2: Image search results for the input quexy bowl with foodon a) Adobe Stock [1]
where there are mamgd bowls without fooénd on b) Pinterest [2] where there are mamyjte
bowls with red foodresults obtained on Dec 25, 2023).

Figure 1.3: State-of-the-art large language model Google BARD [3] makes mistakes in visual
relation recognition (result obtained on Dec 25, 2023), when it says that there is a bird eating the
fruit in the image, while in fact the image only displays an assortment of food that resembles the

shape of a bird.



Figure 1.4: The first part of the thesis (Chapter 2 and Chapter 3) focuses on recognizing attributes
of objects. On the left in (a), we illustrate that these attributes can be adjectives that describe
physical properties (image source: [4]). Here we denote common primitive attributes in blue, and
rare, not commonly used attributes in green. On the right in (b), we show attributes as verbs and
verb-object pairs that describe actions of the object and its interactions with others in the scene.

 Label sparsity: attribute prediction is a multi-label classification problem where all attributes
applied to an object must be predicted. However, exhaustively annotate all attribute labels for
every object image is a time-consuming and expensive process. Therefore, objects in visual
attribute dataset are often sparsely labeled with a large amount of missing labels.

» Classimbalance and long-tailed attributesvisual attributes follow a long-tailed distribution.
For example, salient attributes such as color are much more commonly used in human daily
conversations than the others.

+ Diverse localization of visual cuesattributes are diverse in nature, some are used to describe
physical properties of objects (such as color, material, shape) whose features localization span
across the object surface, while other attributes require attention to particular image parts or

reasoning with the surrounding contegtd bald-headegwearing haj.

This thesis studies attribute prediction in Chapter 2 and Chapter 3 (illustrated in Figure 1.5).

In Chapter 2, we introduce a large-scale visual attribute dataset of 620 attributes for objects



in the wild to address the limitation of current attribute prediction benchmark, and propose a
computational model with learning algorithm to overcome the above challenges.

As existing work strongly rely on the availability of high-quality human-annotated attribute
labels, it becomes challenging to scale up the predictive capability of learning models to tackle
the vast space of possible attribute concepts in real-world settings. Instead of collecting dense
attribute annotations which is a costly process, we observe that attribute information is extremely
abundant in existing image-caption datasets but has not been utilized for attribute learning by
prior work. To this end, in Chapter 3, we propose a novel neural network model with a train-
ing scheme that allows for learning attribute prediction from multiple image-text datasets with
mixed supervision. The proposed model can learn from strongly supervised data where attribute
labels are annotated and grounded to the correct object bounding box, as well as weakly super-
vised data where only the image-caption pairs are available without any bounding box correspon-
dence. Learning from image-text pairs allows to upgrade the capability of the attribute prediction
model to thousands of attribute classes. In addition, by taking advantage of text embeddings
from pre-trained large vision-language model, our introduced model is also developed with open-
vocabulary prediction ability where it can recognize even novel attribute classes represented in

arbitrary text phrases.

1.3 Visual Relations between Objects

While perceiving visual attributes allows for a more complete semantic understanding of
objects, it is the visual relationships between objects that connect them together and enable the

construction of a high-level semantic meaning for the entire scene. One primary goal in com-



Figure 1.5: The second part of the thesis focuses on visual relations between objects. a) In Chap-
ter 4, we study how to compose object with their attributes and relations in a scene graph to
improve image-text alignment. Here, the figure displays a joint embedding space for the image
and the scene graph. b) In Chapter 5, we formulate a new subject-centric approach for predicting
all visual relationships with respect to a particular subject instaggethe figure illustrates all
relationships w.r.t. the woman in the image.

puter vision is to achieve such a comprehensive understanding of visual scene by developing
models that can recognize objects, describe their attributes, and explain their interactions. This
advancement allows for important applications such as image retrieval given text description.
This research aims to enhance computer vision models with the ability to reason about objects
and their interconnectivity, leading to improve downstream computer vision tasks.

Scene graph was introduced by Johnson et al. [11] as a detailed representation for visual
scene. Scene graph encapsulates all semantic information about the scene, including object iden-
tities, their visual attributes, and their relationships. Upon its introduction, there have been nu-
merous research utilizing scene graph as a scene representation in addition to the usual text de-
scription to tackle visual recognition problems. However, with the emerging of pre-trained text
sequence models on large datasets and the powerful cross-attention networks in vision-language
learning, the use of scene graphs has seen a decline. Nevertheless, recent findings such as those by
Chefer et al. [12] reveal that current models, including advanced ones like Stable Diffusion (with

the usage of Transformer-based text encoder CLIP [13]) still exhibit incorrect object-attribute



binding (.e, pair an attribute with the wrong object in the text description). This suggests that
scene graphs, with their inherent design of accurately pairing objects with their attributes and
relations, may experience a resurgence as a complementary method to describe visual scene. In
regards to the powerful cross-attention networks for vision-language joint modeling, its intensive
computation cost renders it infeasible for large-scale image retrieval. Therefore, it becomes more
desirable for real-world image retrieval system to utilize a dual-encoder framework that can per-
form retrieval efficiently with similarity computation in the embedded vector space. In Chapter 4,
we tackle the image-text retrieval problem by showing that scene graph can enable a dual-encoder
framework that is both more efficient while being as powerful as cross-attention approaches.
Previous studies on visual relationship prediction have predominantly followed a pair-
centric approach, where relationships between every pair of objects are independently classified.
These work also study relation prediction in a closed setting where models are trained on small
dataset with a fixed set of object and relation vocabulary. Furthermore, the proposed models of
these work have to be trained on densely-labeled scene graph datasets such as Visual Genome [10]
which are expensive to collect. In Chapter 5, we propose a novel subject-centric method where
multiple relationships are predicted simultaneously conditioned on one subject. This methodol-
ogy offers a distinct advantage that the prediction for one relation can influence the prediction
of another, which helps prevent undesirable scenarios such as wiesamis predicted to be
sitting ontwo differentbenchesat the same time. In addition, we also extend from the limited
scope of previous work that only study relationship recognition in a closed vocabulary, and pro-
pose an approach that can learn from large public image-text datasets with an open vocabulary
set to recognize arbitrary relationship classes defined at test time. Our approach can learn from

image-text datasets with different levels of grounding supervisieffrom scene graph datasets

8



with object bounding boxes to image-text datasets with no box localization information.



Chapter 2: Closed-Set Attribute Prediction

This chapter is based on the publicatiogarning to Predict Visual Attributes in the Wild,
Pham et al., In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recog-
nition, pages 13018 13028, 2021

While several existing works address attribute prediction, they are limited in many ways.
Objects in a visual scene can be described using a vast number of attributes, many of which can
existindependently of each other. Due to the variety of possible object and attribute combinations,
it is a daunting task to curate a large-scale visual attribute prediction dataset. Existing works
have largely ignored large-scale visual attribute prediction in-the-wild and have instead focused
only on domain-specific attributes [5, 7], datasets consisting of very small number of attribute-
object pairs [9], or are rife with label noise, ambiguity and label sparsity despite having a large
number of images (Visual Genome [10]). Similarly, while attributes can form an important part
of related tasks such as VQA, captioning, referring expression, these works do not address the
unique challenges of attribute prediction. Existing work also fails to address the issue of partial
labels, where only a small subset of all possible attributes are annotated. Partial labels and the lack
of explicit negative labels make it challenging to train or evaluate models for large-scale attribute
prediction. To address these problems, we propose a new large-scale visual attribute prediction

dataset for images in the wild that includes both positive and negative annotations.
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Figure 2.1: Example annotations in the VAW dataset. Each possible attribute-object category pair
is annotated with at least 50 examples consisting of explicit positive and negative labels. Here,
we illustrate positive and negative attribute annotations for the otgbtg, plate, flower, cookie

in the image.

Our dataset, called Visual Attributes in the Wild (VAW), consists of over 927K explicitly la-
beled positive and negative attribute annotations applied to over 260K object instances (with 620
unique attributes and 2,260 unique object phrases). Due to the number of combinations possible,
it is prohibitively expensive to collect exhaustive attribute annotations for each instance. How-
ever, we ensure that every attribute-object phrase pair in the datasem@samof 50 positive
and negative annotations. With density of 3.56 annotations per instance, our dataset is 4.9 times
denser compared to Visual Genome while also providing negative labels. Additionally, annota-
tions in VAW are visually-grounded with segmentation masks available for 92% of the instances.
Formally, our VAW dataset proposes attribute prediction as a long-tailed, partially-labeled, multi-

label classification problem. Examples of attributes in VAW are illustrated in Figure 2.1.
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We explore various state-of-the-art methods in attribute prediction and multi-label learning
and show that the VAW dataset poses significant challenges to existing work. To this end, we first
propose a strong baseline model that considers both low- and high-level features to address the
heterogeneity in features required for different classes of attribetgscplor vs. action), and
is modeled with multi-attention and an ability to localize the region of the object of interest by
using partially available segmentation masks.

We also propose a series of techniques that are uniquely suited for our problem. Firstly, we
explore existing works that address label imbalance between positive and negative labels. Next,
we describe a simple yet powerful scheme that exploits linguistic knowledge to expand the number
of negative labels. Finally, we propose a supervised contrastive learning approach that allows our
model to learn more attribute discriminative features. Through extensive ablations, we show that
most of our proposed techniques are model-agnostic, producing improvements not only on our
baseline but also other methods. Our final model is called Supervised Contrastive learning with
Negative-label Expansion (SCoNE), which surpasses state-of-the-art models by 3.5 mAP and 5.7
overall F1 points.

Our work makes the following contributions: 1) We create a new large-scale dataset for
visual attributes in the wild (VAW) that addresses many shortcomings in existing literature and
demonstrate that VAW poses considerable difficulty to existing algorithms. 2) We design a strong
baseline model for attribute prediction using existing visual attention technique. We further ex-
tend this baseline to our novel attribute learning paradigm called Supervised Contrastive learn-
ing with Negative-label Expansion (SCoNE) that considerably advances the state of the art. 3)
Through extensive experimentation, we show the efficacy of both our proposed model and our

proposed techniques.
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2.1 Related Work

Attribute learning . Some of the earliest work related to attribute learning stem from a desire

to learn to describe objects rather than predicting their identities [14 17]. Since then, extensive
work has sought to explore several aspects of object attributes, including attribute-based zero-shot
object classification [18 20], relative attribute comparison [21 23], and image search [24, 25].
While research in compositional zero shot learning [26 29] also tackle object attributes, they
target transformation aftatesof objects, treat each instance as having amlgstate, and focus

on predicting unseen compositions rather than the prediction of a complete set of attributes for
each object instance. Several works have focused on attribute learning in specific domains such
as animals, scenes, clothing, pedestrian, human facial and emotion attributes [5 8, 30, 31]. In

contrast, we seek to explore attribute predictionuioconstrainedet of objects.

Attribute prediction in the wild . Only a limited number of work have sought to explgemeral
attribute prediction. COCO Attributes [9] is an attempt to develop in-the-wild attribute predic-
tion dataset, however, it is very limited in scope, covering only 29 object categories. Similarly, a
portion of the the Visual Genome (VG) [10] dataset consists of attribute annotations. However,
attributes in VG are not a central focus of the work and therefore they are very sparsely labeled,
noisy, and lack negative labels, making it unsuitable to be used as a standalone attribute prediction
benchmark. Despite this, attribute annotations from VG are often used to train attribute-aware ob-
ject detectors for downstream vision-language tasks [32 34]. By introducing the VAW dataset,
the research community can use its dense attribute annotations in conjunction with VG and our

attribute learning techniques to train better attribute prediction models. Several recent works have
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also sought to take advantage of massive amount of data in VG to curate datasets for specific chal-
lenges [35, 36]. In a similar vein, we also start by leveraging existing sources of clean annotations

to develop our VAW dataset.

Multi-label learning . VAW can be cast as a multi-label classification problem which has been
extensively studied in the research community [37 40]. Multi-label learning involving missing
labels poses a greater challenge, but is also extensively studied [41 44]. In many cases, missing
labels are assumed to hegativeexamples [45 48] which is unsuitable for attribute prediction,
since most of the attributes are not mutually exclusive. Some others attempt to predict missing

labels by training expert models [49], which is also infeasible for a large-scale problem like ours.

Learning from imbalanced data. Data imbalance naturally arises in datasets with large set of
labels. As expected, label imbalance exists in our VAW dataset, therefore techniques designed to
learn from imbalanced data are also related to our explorations. These works can be divided into
two main approaches: cost-sensitive learning [50 52] and resampling [53 57]. We utilize both of

these techniques in our final model.

Visual attention. Attention is a highly effective technique in image classification, captioning,
VQA, and domain-specific attribute prediction [40,41,58 62]. In our VAW dataset, most of the
objects are annotated with their segmentation mask, which allows us to guide the attention map
to ignore irrelevant image regions. We also use additional attention maps to allow our model to

properly explore the surrounding context of the object.

Contrastive learning. Contrastive learning has recently gained a lot of traction as an effec-
tive self-supervised learning technique [63 66]. While originally intended to be used in self-

supervised setting, recent works have expanded contrastive learning to be used in supervised

14



setting [67]. Motivated by these works, we propose an extension of supervised contrastive loss to
allow it to work in a multi-label setting required for VAW. To the best of our knowledge, ours is

the first attempt to apply contrastive loss for multi-label learning.

2.2 Visual Attributes in the Wild Dataset

In this section, we describe how we collect attribute annotations and present statistics of
the final VAW dataset. In general, we aim to overcome the limitations of VG on the attribute
prediction task which includes noisy labels, label sparsity, and lack of negative labels to create a

dataset applicable for training and testing attribute classification models.

2.2.1 Data Collection

VAW is created based on the VGPhraseCut [36] and GQA [35] datasets, both of which
leverage and refine annotations from Visual Genome [10]. VGPhraseCut is a referring expres-
sion dataset that provides high-quality attribute labels and per-instance segmentation mask, while

GQA is a VQA dataset that presents cleaner scene graph annotations.

Step 1: Extraction from VGPhraseCut and GQA

Our goal is to build a dataset that allows us to predict the maximal number of attributes
commonlyused to describe objects in the wild. From VGPhraseCut, we select attributes that
appear within more than 15 referring phrases. After manually cleaning ambiguous and hard to
recognize attributes, we obtain a set of 620 unique attributes which are used throughout the rest
of the process. Next, we extract more instances from GQA that are labeled with these attributes.

We further take advantage of the referring expressions from VGPhraseCut to collect a reliable
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negative label set: given an image, for instances that are not selected by an attribute referring
phrase, we assign that attribute as a negative label for the instance. This step allows us to collect

220,049 positive and 21,799 negative labels.

Step 2: Expand attribute-object coverage

In this step, we seek to collect additional annotations for eveagibleattribute-object
pair that may be lacking annotations. We define feasible pair as those with at least 1 positive
example in our dataset. We ensure that every feasible pair has at least 50 (positive or negative)
annotations. To keep the annotation cost in check, we do not annotate pairs that already have 50
or more annotations. This expansion enriches our dataset with more positives and negatives for
every attribute across different objects, allowing for better training and evaluation of classification

models. This step adds 156,690 positive and 455,151 negative annotations.

Step 3: Expand long-tailed attribute set

In this step, we aim to collect additional annotations for the long-tailed attributes. Long-
tailed attributes are associated with very few object categories, which is either due to the attribute
not being frequently used by humans or the attribute is only applied to a small set of objects.
Hence, given a long-tailed attribute and a known object that it applies to, we first expand its set
of possibly applied objectsy using the WordNet [68] ontology. For example, wiplayingmay
only be applied tachild in the training set, itould also be applicable to other closely related
object categories likenan, woman, persorfter we find candidate object categories for a given
long-tail attribute, we ask humans to annotate randomly sampled images from these candidates
with either positive or negative label for the given attribute. This step adds additionally 16,239

positive and 57,751 negative annotations pertaining to all long-tailed attributes.
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Dataset VAW Visual Genome[10] COCO Attributes [9] EMOTIC [8] WIDER [7] iMaterialist [5]

# attributes 620 68,111 196 26 14 228

# instances 260,895 3,843,636 180,000 23,788 57,524 1,012,947
# object categories 2,260 33,877 29 1 (person¥) 1 (person*) 1 (clothes*)
# attribute anno. per instance 3.56 0.73 20 26 14 16.17

Negative Labels Yes No Yes Yes Yes Yes
Segmentation masks Yes No No No No Yes

Domain In-the-wild  In-the-wild In-the-wild Emotions Pedestrian ~ Fashion

Table 2.1: Statistics of VAW compared with other in-the-wild and domain-specific attribute
datasets. *person (resp. *clothes) category may represent multiple categories including {boy,
girl, man, womanetg (resp. {shirt, pants, topetg). While Visual Genome is the largest among
these in terms of number of attribute annotations, it is sparsely labeled. Other datasets are either
fully annotated for domain-specific attributes or more densely labeled but covering few object
categories.

2.2.2 Statistics

Our final dataset consists of 620 attributes describing 260,895 instances from 72,274 im-
ages. Our attribute set is diverse across different categories, incladiag material, shape,
size, texturgandaction On the annotated instances, our dataset consists of 392,978 positive and
534,701 negative attribute labels. The instances from VGPhraseCut (occupy 92% in the dataset)
are provided with segmentation masks which can be useful in attribute prediction. We split the
dataset into 216,790 instances (58,565 images) for training, 12,286 instances (3,317 images) for
validation, and 31,819 instances (10,392 images) for testing. We split the dataset such that the test
set has higher annotation density per object, which allows for more thorough testing. In particular,
our test set has an average of 7.03 annotations per instance compared to 3.02 in the training set.

In Table 2.1, we compare the statistics of the VAW dataset with other in-the-wild and
domain-specific visual attribute datasets. Compared to existing work, VAW fills an important gap
in the literature by providing a domain-agnostic, in-the-wild visual attribute prediction dataset
with denser annotations, explicit negative labels, segmentation masks, and large number of at-

tribute and object categories.
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