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Mobile robots are widely used and crucial in diverse fields due to their autonomous task
performance. They enhance efficiency, and safety, and enable novel applications like precision
agriculture, environmental monitoring, disaster management, and inspection. Perception plays
a vital role in their autonomous behavior for environmental understanding and interaction.
Perception in robots refers to their ability to gather, process, and interpret environmental data,
enabling autonomous interactions. It facilitates navigation, object identification, and real-time
reactions. By integrating perception, robots achieve onboard autonomy, operating without
constant human intervention, even in remote or hazardous areas. This enhances adaptability
and scalability.

This thesis explores the challenge of developing autonomous systems for smaller robots
used in precise tasks like confined space inspections and robot pollination. These robots face
limitations in real-time perception due to computing, power, and sensing constraints. To address

this, we draw inspiration from small organisms such as insects and hummingbirds, known for



their sophisticated perception, navigation, and survival abilities despite their minimalistic sensory
and neural systems. This research aims to provide insights into designing compact, efficient, and
minimal perception systems for tiny autonomous robots.

Embracing this minimalism is paramount in unlocking the full potential of tiny robots
and enhancing their perception systems. By streamlining and simplifying their design and
functionality, these compact robots can maximize efficiency and overcome limitations imposed
by size constraints. In this work, a Minimal Perception framework is proposed that enables
onboard autonomy in resource-constrained robots at scales (as small as a credit card) that were not
possible before. Minimal perception refers to a simplified, efficient, and selective approach from
both hardware and software perspectives to gather and process sensory information. Adopting a
task-centric perspective allows for further refinement of the minimalist perception framework for
tiny robots. For instance, certain animals like jumping spiders, measuring just 1/2 inch in length,
demonstrate minimal perception capabilities through sparse vision facilitated by multiple eyes,
enabling them to efficiently perceive their surroundings and capture prey with remarkable agility.

This thesis introduces a cutting-edge exploration of the minimal perception framework,
pushing the boundaries of robot autonomy to new heights. The contributions of this work can be

summarized as follows:

» Utilizing minimal quantities such as uncertainty in optical flow (Ajna Chp 2) and
its untapped potential to enable autonomous navigation, static and dynamic obstacle

avoidance, and the ability to fly through unknown gaps.

* By utilizing the principles of interactive perception (Chp 3), the framework proposes novel

object segmentation in cluttered environments eliminating the reliance on neural network



training for object recognition.

* Introducing a generative simulator called WorldGen (Chp 4) that has the power to generate
countless cities and petabytes of high-quality annotated data, designed to minimize the
demanding need for laborious 3D modeling and annotations, thus unlocking unprecedented

possibilities for perception and autonomy tasks.

* Proposed a method to predict metric dense depth maps (Chp 5) in never-seen or
out-of-domain environments by fusing information from a traditional RGB camera and

a sparse 64-pixel depth sensor.

» The autonomous capabilities of the tiny robots are demonstrated on both aerial and ground
robots: (a) autonomous car with a size smaller than a credit ¢anahj), and (b) bee drone
with a length of120mm, showcasing navigation abilities, depth perception in all four main

directions, and effective avoidance of both static and dynamic obstacles. (Chp 6)

In conclusion, the integration of the minimal perception framework in tiny mobile robots
heralds a new era of possibilities, signaling a paradigm shift in unlocking their perception
and autonomy potential. This thesis would serve as a transformative milestone that will
reshape the landscape of mobile robot autonomy, ushering in a future where tiny robots operate
synergistically in swarms, revolutionizing elds such as exploration, disaster response, and

distributed sensing.
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Chapter 1: Introduction

Nature has spent 3.8 billion years on research and development in genetic evolution. They
have evolved over the years based on their daily operations, habitat, and surrounding. The
evolution in nature has beguurposiverather thangeneric This evolution is largely driven
by their perceptual behaviors based on their needs and environment. Over the years, these
systems have learned to solve speci c tasks very ef ciently. These parsimonious systems or
living beings carry a blueprint to develop the next generation of robots. The key to parsimony
is using a minimal amount of information/cues or sensing modalities for an ef cient competition
of goals. In stark contrast, we have been developing robots and Al frameworks for merely 50
years, spending the most time developing independent modules. | draw inspiration from nature
to formulate robot autonomy frameworks using only onboard sensing and computation at scales
that were never thought possible before. The solution to robot autonomy lies at the intersection
of Al, computer vision, computational imaging and robotics — resultingarsimoniougobots.
Parsimonyrefers to thriving in a resource-constrained environment. Even with drastically varied
power and sensor constraints, bees and birds are often able to perform similar tasks. To enable
autonomy at such scales, my research focuses ombhistnessuni cation andgeneralizibility
of Al frameworks for robots.Robustnessefers to inferring prediction in the presence of noise

in the input dataUni cation refers to the formulation of a single mathematical framework that



enables solving different robotics problen@eneralizibilityrefers to the ability of an Al to work
across various environmental conditions.

Inspired by nature, this thesis deals with a minimal perception framework for robots to
develop the next generation of tiny, ef cient, effective, apdrposiverobots with onboard
autonomy. It introduces alternative methodologies to depth sensors that are essential for robot
autonomy, especially navigation and obstacle avoidance.

An outline of the thesis is given below:

» Chapter 2 proposes the general formulation of uncertainty principles in optical ow and

their unconventional uses in robot navigation.

» Chapter 3 utilizes the uncertainty in optical ow along with the principles of interactive
perception to segment the never-seen objects in a cluttered environment by repeated

nudging.

» Chapter 4 introduces a generative simulator to automatically create petabytes of
high-quality annotated data of real-world cities (digital twins) without any need for manual

efforts in 3D modeling by computer vision and robotics applications.

» Chapter 5 presents a method to predict metric dense depth maps by utilizing only a
traditional RGB sensor with a 64-pixel super sparse depth sensor. We demonstrate its

ability to navigate in unknown environments on a credit card-sized robot.

» Chapter 6 serves as the culmination of the minimal perception framework within the
context of robot autonomy applications, encapsulating key ndings and insights, and

offering valuable re ections for future directions in this eld.



1.1 Resource-constraint autonomy

Robot autonomy within a resource-constrained environment is a complex and challenging
task that requires intricate strategies for optimal functionality. The basic premise revolves around
designing robotic systems capable of performing tasks autonomously despite limitations in
computational resources, energy supplies, or sensor capabilities. This is of particular importance
in scenarios such as aerial robotics, deep-sea exploration, or extraterrestrial missions, where
resource management becomes critical. Algorithms, such as those based on reinforcement
learning or genetic algorithms, are often used to optimize resource allocation dynamically. These
algorithms are designed to make trade-offs between resources used and the quality of the task
performed, thus maximizing ef ciency. Sensor fusion techniques are also crucial in managing
limited sensor capabilities, merging data from multiple sources to improve understanding and
accuracy. Moreover, power management strategies, including sleep-wake cycles and variable
processing speed, are implemented to minimize energy consumption. Software and hardware are
co-designed for these systems to leverage the unique properties of speci ¢c hardware for better
resource management. As such, resource-constrained robot autonomy requires a multi-faceted
approach integrating planning, learning, perception, and decision-making to facilitate successful
operation.

From a perception point of view, resource-constrained robot autonomy presents intriguing
challenges and necessitates innovative solutions. The perception system of an autonomous
robot, including cameras, lidar, sonar, and other sensors, serves asyés but in a
resource-constrained environment, the capabilities of these sensors may be limited. Therefore,

advanced methods such as sensor fusion become crucial, which integrate data from different



sensor types to form a more comprehensive understanding of the environment and reduce
perceptual uncertainty. Deep learning and computer vision techniques are also used to extract
relevant features from the sensory data and to recognize objects and patterns, yet they must be
implemented ef ciently due to limited computational resources. Furthermore, perception-based
strategies must account for energy consumption, as continuous data acquisition and processing
can be power-intensive. As such, low-power modes and selective perception, where only relevant
data are actively processed, can be effective strategies. Hence, in resource-constrained robot
autonomy, the perception system must balance between detail and depth of environmental
understanding, computational demand, and energy ef ciency to ensure reliable operation.
Although, these computationally expensive perception algorithms can be outsourced using
a cloud computer or a companion computer over networking. So the question the rst question
that comes to mind is “Why do we need onboard autonomyRutonomous systems that rely
on either wirelessly connected companion computers in the vicinity or cloud computing are
susceptible to deployment in the wild. Such systems tend to fail in GPS-denied environments
as well are prone to latency issues. Onboard robot autonomy leads to secure systems that reduce
the possibilities of hacking and various security threat as well as make the robots more robust.
Although, we have some highly capable autonomous robots with onboard computing that are
relatively large in size (more than 300mm) — both aerial and ground robots: W81, do we
need small robots?'These robots are safe, and agile and can be deployed as swarms. These
swarms are highly scalable and can be effectively produced at much cheaper costs. Furthermore,
these autonomous swarms enable the robots to inspect con ned and dangerous areas that are time
constrained such as thermonuclear power plants. It is a well-known fact that robot autonomy is
substantially affected by the speed and size of the memory, sensor type, and quality as well as the
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power required. This directly affects the robotic system's size, area, and weight.

1.2 Learning From Nature

The eld of biomimetics, or biologically inspired engineering, offers valuable insights
into designing and creating robots based on the study of nature - animals, birds, insects, and
even plant life. These natural entities exhibit unique abilities honed by millions of years of
evolution, providing excellent models for robotic systems. For instance, the agility of a cheetah
can inform the development of robots with enhanced locomotion capabilities. Similarly, the
echolocation method used by bats can inspire the design of robotic sensing systems that operate
effectively in low-light conditions. The collective behavior of ants and bees provides concepts for
swarm robotics, where multiple robots work together to perform complex tasks more ef ciently
than a single robot could. Studying bird ight can contribute to advancements in aerial drone
technology, providing insights into energy ef ciency and aerodynamics. In the case of insects like
spiders, their ability to create intricate web structures could in uence the design of construction
or 3D printing robots. Thus, understanding nature and its mechanisms opens up a wide array of
possibilities for designing innovative, ef cient, and adaptable robotic systems.

From a perception perspective, biomimetics plays a vital role in developing advanced
robotic systems inspired by nature. A central premise is how animals, birds, and insects
perceive and interact with their environment, offering rich insights for creating ef cient robotic
perception systems. For instance, the complex visual processing system of a dragon y, capable
of detecting movement and depth with extraordinary precision, can inspire the development of

sophisticated machine vision algorithms for robots. The sonar system of bats, which enables



navigation and hunting in the dark, provides a model for developing robust echo-based sensing
mechanisms, especially useful for robots operating in low-visibility environments. Birds, with
their ability to adjust their ight based on wind conditions, offer insights for developing adaptive
perception and control systems in aerial drones. Similarly, the tactile sensing of rodents'
whiskers could inform the design of touch-based perception for robots operating in dark or
cluttered spaces. Swarm robotics often draw inspiration from ants and bees, which communicate
and coordinate effectively to perceive their environment collectively and perform complex
tasks. Thus, perception research in biomimetics is about deciphering and applying nature's
sophisticated sensory systems to enhance robotic perception and interaction capabilities.

Thus, in order to make these systems autonomous, let us understand what we can learn from
nature to build the next generation of onboard tiny autonomous robots. What does it take from the
currently existing autonomous systems to downsize by a multitude of factors while maintaining
or eventually enhancing autonomous capabilities? One way is to look at nature and living beings
and observe their behaviors. Let us look at Fig. 1.1. It indicates the perception capabilities
which are largely driven by their perception systems as compared to their body lengths. It is
important to note that perception capabilities monotonically increase with body size i.e. with the
increase in body length, their perception systems become matured with some exceptions in a few
living beings. These exceptions include jumping spiders, cuttle sh, and various species of frogs.
Jumping spiders have a very sparse low-resolution vision system that enables them to process
fast-moving objects or prey and quickly react to hunt them. Whereas cuttle sh and different
species of frogs and other beings have developed their visual systems by modifying the aperture
shapes. For example, a cuttle sh has a "W'-shaped aperture while there are species of frogs that

have vertical or horizontal openings. Also, note that the blue and green bubbles have real-world
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Figure 1.1: A qualitative comparison of living beings and robots in terms of perceptual
capabilities with respect to their scaled body lenghote that cat and eagle sizes are not to
scale.

tiny robots with onboard autonomy. Before this work, there were robots that existed that are
as small as 120mm that are able to perform autonomous tasks such as navigation, static and

dynamic obstacle avoidance as well as ying through unknown-shaped gaps [3]. These robots



are represented in a blue bubble. This work enables us to downsize and boost the autonomy
performance even further at robots that are as small as a credit card (less than 3 inches in length).
These robots are presented with a green bubble in Fig. 1.1. In the following sections, we will

learn how bio-inspired solutions will boost resource-constraint autonomy in mobile robots.

1.3 Frugal Al

Nature's grandest architecture is built upon eons of evolution, an epitome of minimalism
re ned over time. Our approach to building robots should mirror this ethos - evolving complexity
through simplicity, function through form, and achieving great feats not through excess but
ef ciency. One of the most in uential theories highlighting the elegance of simplicity in language
structure is Noam Chomsky's Minimalist Program [4]. Chomsky, a renowned linguist, cognitive
scientist, and philosopher, proposed the Minimalist Program as a radical rethinking of syntactic
theory. Its underlying principle is the idea that nature, including human language, operates
in the simplest and most ef cient way possible. The core of Chomsky's Minimalist Program
rests on the assumption that sentences are built from a basic lexical inventory through a series
of binary merges. This process minimizes computational complexity by reusing the same
operation for structuring sentences, enabling an in nite array of expressions from a nite set
of elements. Another signi cant facet of the Minimalist Program is the notion of “economy.’
Chomsky theorized that linguistic expressions follow the principle of economy, ensuring the
most resource-ef cient outcomes. This mirrors the concept of minimalism where “less is more.'

Based on such theories, a new eld has emerged — Frugal Al which refers to the

development and deployment of arti cial intelligence (Al) systems that operate effectively with



minimal resources, particularly in terms of computational power, energy consumption, and data
requirements. The concept aims to create Al models that maintain high ef ciency and robust
performance despite these constraints. This is particularly relevant in scenarios where the
availability of resources is limited, such as remote areas, edge devices, or low-income regions.
Frugal Al can also contribute to sustainable Al practices, reducing the environmental impact
associated with data centers and large-scale computing.

The development of frugal Al poses signi cant research challenges, necessitating the
exploration of methods that allow model compression, ef cient learning, and effective inference.
Techniques such as quantization, pruning, and knowledge distillation are often used to compress
deep learning models without substantial loss of accuracy. Transfer learning and few-shot
learning strategies are used to enable models to learn effectively from small data sets. On-device
Al and federated learning can be utilized for inference in resource-constrained environments
while also preserving privacy. As such, the research and implementation of frugal Al embody
a shift towards more accessible, sustainable, and decentralized Al practices, making advanced
technologies more equitable and less resource-intensive.

While many forms of perception in the animal kingdom are astoundingly complex, they
also often exhibit a remarkable sense of frugality. This "'minimal perception' underscores how
living beings optimize their perceptual capacities in resource-constrained conditions. In the
following section, we will engage in a detailed exploration of how diverse organisms employ

distinct strategies to address identical challenges.



Figure 1.2: Segmentation of the gap with similar texture on the foreground and background
elements.

1.4 Active Vision

Active vision [3,5—7] is a concept in computer vision and robotics that describes a system's
ability to control the focus of its attention rather than passively analyzing an entire scene. This is
often achieved through physical motion or manipulation of the sensor or environment. It re ects
the concept of “looking around” to gather information, mimicking the way humans and animals
actively observe their surroundings. Active vision systems can also dynamically modify their
eld of view or adjust parameters such as focus and aperture to capture the most pertinent
information. This allows for more ef cient data collection and processing since it enables the
system to concentrate resources on the most relevant aspects of the visual scene.

Figure 1.2 illustrates a scene comprising a foreground and a background. In Figure 1.2a,
the side view setup is presented, where the yellow region represents the foreground with a gap or
hole, while the blue region represents the background. Notably, both foreground and background
elements possess identical textures. Observing the scene from a single view, as depicted in Figure
1.2b, it is unfeasible to determine the exact location of the gap. However, by combining Figures
1.2b-c, it becomes possible to calculate the optical ow, enabling the estimation of ordinal depth.
Consequently, the gap in the image can be identi ed, as demonstrated in Figure 1.2d.

In real-world applications, active vision strategies could signi cantly enhance the
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Figure 1.3: A comparison between a honey bee and a hummingbird.

capabilities of automated systems, such as autonomous vehicles, industrial robots, and
surveillance systems. For instance, an autonomous vehicle equipped with an active vision
system can adjust its sensors to focus on speci c areas of interest like pedestrians, road signs,
or other vehicles. Similarly, in surveillance applications, an active vision system can concentrate
on unusual movements or behavior, making the overall system more effective and ef cient.
Thus, active vision forms a critical part of advanced Al systems, enabling them to interact more
effectively with their environments.

Birds and bees — two different species (See Fig. 1.3 with very different resources in terms
of sensing quality, number of neurons, weight, power, etc., they solve the same problem of ying
through never seen unknown unstructured gaps but in a very different manner. While birds
seamlessly traverse through these gaps, due to lower computation and sensing quality in bees,
they tend to utilize active vision techniques. Bees wander around the gaps and observe the gaps

from various positions and orientations in order to estimate the position and relative size (to the
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Figure 1.4: Bee Peering

background) of the gap. It is also important to note that bees do not estimate the size of the gaps
but they estimate the size of the gap with respect to their body lengths. This effect the amount of
peeringthe bees have to actively perform in order to have an ordinal depth perception of the gap.
Fig. 1.4 demonstrates the amount of movement required for the bee for different sizes of gaps.
This image has been adapted from [8].

GapFlyt [9] studies these behaviors and introducedPT@here they obtain and stack
optical ow [10] from different views in order to estimate the ordinal depth. Fig. 2.5 shows
the active strategy used in GapFlyt [9]. However, a signi cant limitation of this technique is the
absence of mathematical assurances for successful gap traversal. The drone lacks the ability to
estimate the metric depth of the gap or determine whether it has successfully traversed through
it. However, this challenge has been addressed by the TinyDepth approach, which is discussed in

detail in Section 1.9.
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Figure 1.5: Flying Through Unknown Gaps. (a) Active strategy and (b) Visual Servoing

1.5 Principles of Minimal Perception

Minimal perception is de ned by a living being's ability to extract maximal information
from their environment using minimal sensory data. It re ects an organism's capacity to
maintain functional performance while minimizing the cognitive and energy resources required
for perception. This economization of resources is not only essential for survival but also a
testament to nature's ingenuity.

Fig. 1.6 shows the classi cation of the minimal perception framework. The notion of
Minimal Perceptiorcan be conceptualized at different levels — from cognitive to the sensor. This

work deals with three different categories of minimalism in perception:

1. Minimalism in Information: What is the minimum information by the robot required to
complete a given task? This can be carried forward by utilizing minimal quantities such
as uncertainty of optical ow (Chapter 2) or by active perception (observing from multiple

views to learn the structure of the scene rather than the texture. See Fig. 1.7).

2. Minimalism in Sensing Modality: What is the minimal choice of sensor required to a given
size, area, weight, and power constraint to solve the tasks at hand?
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