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The study of the brain has profoundly shaped the evolution of computational learning

models and the history of neural networks. This journey began in the 1940s with Warren

McCulloch and Walter Pitts’ groundbreaking work on the first mathematical model of a

neuron, laying the foundation for artificial neural networks. The 1950s and 60s witnessed

a significant milestone with Frank Rosenblatt’s development of the perceptron, showcasing

the potential of neural networks for complex computational tasks. Since then, the field of

neural networks has witnessed explosive growth, and terms like “Artificial Intelligence” and

“Machine Learning” have become commonplace across diverse fields, including finance,

medicine, and science.

This dissertation explores the symbiotic parallels between neuroscience and machine

learning, focusing on the dynamics of biological and artificial neural networks. We begin

by examining artificial neural networks, particularly in predicting the dynamics of large,

complex networks—a paradigm where traditional machine learning algorithms often strug-



gle. To address this, we propose a novel approach utilizing a parallel architecture that

mimics the network’s structure, achieving scalable and accurate predictions.

Shifting our focus to biological neuronal networks, we delve into the theory of critical

systems. This theory posits that the brain, when viewed as a complex dynamical system,

operates near a critical point, a state ideal for efficient information processing. A key exper-

imental observation of this type of criticality is neuronal avalanches—scale-free cascades

of neuronal activity—which have been documented both in vitro (in neuronal cultures and

acute brain slices) and in vivo (in the brains of awake animals). Recent advancements in

experimental techniques, such as multi-photon imaging and genetically encoded fluores-

cent markers, allow for the measurement of activity in living organisms with unparalleled

single-cell resolution. Despite these advances, significant challenges remain when only a

fraction of neurons can be recorded with sufficient resolution, leading to inaccurate estima-

tions of power-law relationships in size, duration, and scaling of neuronal avalanches. We

demonstrate that by analyzing simulated critical neuronal networks alongside real 2-photon

imaging data, temporal coarse-graining can recover the critical value of the mean size vs.

duration scaling of neuronal avalanches, allowing for more accurate estimations of critical

brain dynamics even from subsampled data.

Finally, we bridge the gap between machine learning and neuroscience by exploring

the concept of excitatory-inhibitory balance, a crucial feature of neuronal networks in the

brain, within the framework of reservoir computing. We emphasize the stabilizing role of

inhibition in reservoir computers (RCs), mirroring its function in the brain. We propose a

novel inhibitory adaptation mechanism that allows RCs to autonomously adjust inhibitory

connections to achieve a specific firing rate target, motivated by the firing rate homeostasis

observed in biological neurons.

Overall, this dissertation strives to deepen the ongoing collaboration between neuro-

science and machine learning, fostering advancements that will benefit both fields.
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Chapter 1: Introduction

1.1 A brief history of neural networks

The quest to understand the human brain and replicate its incredible processing power

has driven the development of arti�cial neural networks and machine learning for over

eight decades. This journey showcases a fascinating interplay between neuroscience and

machine learning, with each �eld inspiring and informing advancements in the other, lead-

ing to a rich symbiotic relationship.

The seeds of arti�cial neural networks were sown in the 1940s with Warren McCulloch

and Walter Pitts' pioneering work. Their groundbreaking paper introduced a mathematical

model of a neuron, laying the foundation for computational models of the brain [105].

Inspired by biological neurons, their model consisted of a simple summation unit with

a binary threshold activation function. This rudimentary model paved the way for more

complex network architectures.

The next signi�cant leap came in the 1950s with Frank Rosenblatt's invention of the

perceptron. This single-layer network, capable of learning simple linear patterns, marked a

crucial milestone [150]. Rosenblatt's work sparked optimism about the potential of neural

networks for various tasks. However, limitations in training algorithms and the inherent

constraints of single-layer networks led to a period of decline in the 1960s and 70s.

During this lull, parallel developments were happening in neuroscience. Researchers

like David Hubel and Torsten Wiesel made signi�cant strides in understanding the visual
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cortex [61]. Their work on the organization of visual processing in the brain, with its

hierarchical architecture and local receptive �elds, resonated with the idea of layered neural

networks.

The tide turned for neural networks in the 1980s with the advent of new learning al-

gorithms like backpropagation [151]. This powerful algorithm allowed for the training of

multi-layer networks, overcoming the limitations of the perceptron. This resurgence co-

incided with the blossoming of cognitive neuroscience, with researchers like Eric Kandel

studying the cellular basis of learning and memory [69]. The parallels between these in-

vestigations into biological learning mechanisms and the training algorithms used in neural

networks became increasingly evident.

The 1990s witnessed a surge in neural network applications, particularly in areas like

pattern recognition and image processing. Advances in computational power further fueled

this growth. However, a new challenge emerged: the dif�culty of training large, complex

networks. Neuroscience again provided crucial insights. Studies on the brain's ef�cient

information processing, its ability to learn with limited data, and its reliance on sparse con-

nectivity inspired the development of techniques like sparsity and regularization in neural

networks to improve ef�ciency and learning [82].

The 21st century has seen the rise of deep learning, a sub�eld of neural networks charac-

terized by deep architectures with many layers. These networks have achieved remarkable

success in tasks like image recognition, natural language processing, and machine transla-

tion. This progress re�ects a deeper understanding of the brain's architecture and learning

mechanisms, including the importance of unsupervised learning and hierarchical organiza-

tion.

Today, the landscape of machine learning is dominated by large language models like

ChatGPT and Gemini. These powerful tools, trained on massive datasets of text and code,

can generate realistic and creative text formats, translate languages, write different kinds
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of creative content, and answer questions in an informative way. This has opened doors

in communication, education, and entertainment. However, the future of neural networks

extends beyond these models. Advancements in neuromorphic computing, inspired by the

brain's structure and ef�ciency, promise to create hardware that can process information

in a similar way [63]. Additionally, research on the interpretability and explainability of

neural networks is crucial for understanding information processing and building trust to

ensure effective applications of this powerful technology.

All in all, the history of neural networks is a testament to the powerful synergy between

neuroscience and machine learning. As we delve deeper into the intricacies of the brain,

we can expect even more groundbreaking advancements in arti�cial intelligence, further

blurring the lines between the biological and the arti�cial.

1.2 Introduction to Reservoir Computing

Within the context of arti�cial neural networks, a key focus of this dissertation will be

reservoir computing. Reservoir computing is an innovative computational paradigm that

utilizes the dynamic properties of recurrent neural networks (RNNs) to process temporal

data. This approach simultaneously emerged from the principles of echo state networks

(ESNs) and liquid state machines (LSMs) [64, 98]. It provides a robust framework for

handling tasks that involve temporal dependencies, such as time series prediction, speech

recognition, and control systems.

The core concept of reservoir computing revolves around mapping input data into a

high-dimensional space through a �xed, randomly initialized recurrent neural network,

known as thereservoir. This reservoir consists of a large number of interconnected neurons

exhibiting complex, non-linear dynamics. One of the key advantages of this approach is

that it decouples the complexity of the recurrent network dynamics from the training pro-
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cess. Instead of training the entire network, only the output weights, which linearly com-

bine the states of individual neurons in the reservoir, are adjusted during training [64, 94].

A typical reservoir computing system is composed of three main components:

� Input Layer : This layer is responsible for transforming the input data into a form

that can be fed into the reservoir. It typically involves scaling and encoding the input

signals.

� Reservoir: The reservoir is a large, �xed recurrent neural network with rich, non-

linear dynamics. The input signals are projected into this high-dimensional space,

where the complex dynamics of the network create a diverse set of internal states.

� Output Layer : The output layer is a linear readout mechanism that maps the high-

dimensional reservoir states to the desired output. This is the only part of the network

that is trained, usually using linear regression techniques.

The reservoir's intricate dynamics enable it to capture and process temporal dependen-

cies in the input data, making it a powerful tool for time-dependent tasks.

The training process in reservoir computing is signi�cantly simpli�ed compared to

traditional RNN training. While traditional RNNs require the adjustment of all network

weights through backpropagation through time, reservoir computing only involves training

the output weights. The reservoir weights and input weights remain �xed after initial-

ization. This simpli�cation reduces the computational complexity and allows for faster

training [179].

Reservoir computing has found applications in various �elds due to its ability to handle

temporal data effectively. Some of them include:

� Time Series Prediction: Reservoir computing has been successfully used for fore-

casting future values in temporal datasets. Its ability to capture complex temporal
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patterns makes it well-suited for �nancial forecasting, weather prediction, and other

time series applications [129, 183].

� Speech Recognition: By leveraging the temporal patterns in audio signals, reser-

voir computing has demonstrated promising results in speech recognition tasks. Its

capacity to process continuous input streams makes it ideal for recognizing spoken

language [48].

� Control Systems: In dynamic control systems, reservoir computing can implement

effective control strategies. Its ability to adapt to temporal changes in the system's

state makes it useful for robotics, automated driving, and other control applications

[157].

Reservoir computing provides a powerful and ef�cient framework for processing tem-

poral data by leveraging the dynamic properties of recurrent neural networks. This ap-

proach decouples the training process from the reservoir's complex dynamics, offering a

practical method to utilize the computational power of recurrent networks. Its diverse ap-

plications, ranging from time series prediction to speech recognition and control systems,

highlight its versatility and effectiveness in managing time-dependent tasks. Subsequent

chapters will address detailed discussions on the speci�cs and implementation of reservoir

computing.

1.3 Criticality in biological and arti�cial neural networks

Criticality , which will be another important focus of this dissertation, refers to the state

of a system poised at the threshold between order and disorder, often exhibiting scale-free

activity characterized by power-law distributions and long-range correlations. This con-

cept, rooted in statistical physics, has found many applications in understanding complex
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systems, including the brain and arti�cial neural networks.

The brain is a highly dynamic and complex system, displaying a diverse range of

spatio-temporal activity patterns. Research suggests that the brain operates near a crit-

ical state, balancing between quiescence and chaos. This criticality is characterized by

scale-invariance and power-law distributions in neural activity patterns [13]. Such a state

is believed to optimize information processing capabilities, enhancing the brain's ability to

respond to stimuli, process information ef�ciently, and store memories.

Early works by Packard [126], Langton [79], and Kauffman [71] independently sug-

gested that the computational performance of a system would be optimized at the edge of

chaos, at a critical point in a phase transition between two dynamical regimes. This hypoth-

esis has been demonstrated experimentally in networks of cortical neurons [13], showing

that they seem to be operating near a critical point.

Criticality has been shown to have signi�cant implications in many areas of information

processing, including:

� Information transmission: The scale-free nature of the dynamics at a critical point

supports local information transmission and enables communication between neu-

rons that are very far from each other [13, 73].

� Memory: When recurrent neuronal networks are at a critical point, the diversity in

stable �ring patterns is maximized, potentially leading to optimal information storage

[18, 54].

� Stability : When a branching network model is tuned to the critical point, it produces

stable trajectories that can be controlled by input [54].

� Processing power: Spiking neuronal network models show that computational power

is maximized at the critical point between order and chaos. Completely ordered net-
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works limit the range of mappings from input to output, while highly random net-

works have a larger range of mappings that are unreliable. Networks tuned between

these extremes perform more effectively at computational tasks [98].

� Dynamic range: At criticality, the range of stimulus intensities that can be processed

is maximized. This has been shown both experimentally in organotypic cultures and

in models of coupled binary neurons [164].

Like the brain, arti�cial neural networks (ANNs) have also been investigated for signs

of criticality. The hypothesis is that ANNs operating near criticality might exhibit improved

learning dynamics, robustness, and generalization capabilities. In recent years, researchers

have explored the conditions under which arti�cial networks might exhibit critical behavior.

Theoretical work has shown that deep neural networks can exhibit criticality by adjust-

ing the balance between excitation and inhibition, much like biological neural networks

[18]. For instance, criticality in these networks can be manipulated through weight initial-

ization, network architecture, and training protocols. Networks initialized at the edge of

chaos demonstrate enhanced training performance and better generalization, as they can

explore a diverse range of network con�gurations ef�ciently.

Within the framework of reservoir computing, a recurring theme of this dissertation,

criticality has been demonstrated to signi�cantly impact performance. When the reser-

voir operates at the edge of chaos, it exhibits a balance between order and complexity that

enhances its computational capabilities. Studies have shown that reservoirs poised at criti-

cality can maximize memory capacity and improve the system's ability to handle nonlinear

and temporal tasks effectively [83]. This is because criticality ensures that the network

retains a rich repertoire of dynamical patterns, facilitating diverse and adaptable responses

to inputs. Consequently, tuning reservoir networks to critical states can signi�cantly boost

their performance in tasks such as speech recognition, time series prediction, and adaptive
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control.

The study of criticality in both biological and arti�cial neural networks reveals several

parallels. Both systems bene�t from operating near criticality, enhancing their ability to

process information, adapt to new stimuli, and learn from experience. This convergence

suggests that principles of criticality may be fundamental to understanding and designing

intelligent systems.

Future research directions include further exploration of how criticality can be har-

nessed in arti�cial systems for improved performance and understanding the underlying

mechanisms that drive criticality in the brain. Advances in neuromorphic computing, which

aim to mimic the brain's architecture and dynamics, may offer new insights and applica-

tions by leveraging criticality for more ef�cient and powerful computation.

Overall, criticality provides a unifying framework for studying complex systems, of-

fering valuable insights into the functioning of the brain and the optimization of arti�cial

neural networks. By continuing to explore this frontier, we may unlock new paradigms for

both neuroscience and arti�cial intelligence.

1.4 Introduction to neuronal avalanches

As alluded to in the previous section, the critical brain hypothesis posits that the brain

operates near a critical point, a tipping point between two distinct states. This critical state

is thought to be ideal for information processing, allowing the brain to ef�ciently respond

to stimuli.

A key piece of evidence supporting this hypothesis is the presence of neuronal avalanches,

which are scale-free cascades of neural activity. Neuronal avalanches were �rst identi-

�ed in the spontaneous activity of organotypic cortex cultures and acute cortex slices in

vitro [13]. Subsequent studies con�rmed avalanche dynamics in various animal models,
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including lightly anesthetized rodents [74, 162, 187], cats [53], awake rodents [15], and

nonhuman primates [187, 188]. In humans, neuronal avalanches have been observed under

various conditions, including the awake state [108], whereas avalanche parameters were

systematically altered under anesthesia [43], and illness [5, 112].

Over the years, neuronal avalanches have signi�cantly advanced our comprehension

of information propagation and variability within synchronized cortical activity. They en-

capsulate both the rapid onset of synchronization and its subsequent dissemination across

the cortex over brief intervals, offering a comprehensive perspective. Notably, avalanches

exhibit scale invariance, meaning their size and duration follow predictable patterns de-

scribed by power laws, regardless of the observational scale. The observed fractal pattern

of neuronal avalanche sizes suggests a self-similar hierarchy. This allows us to look beyond

the analysis of individual synchronization events and investigate the interwoven network of

synchronization events with varying spatiotemporal scales within the cortex. Hence, this

framework transcends the limitations of studying isolated events and facilitates a more com-

prehensive understanding of cortical dynamics. Furthermore, neuronal avalanches might

offer quantitative measures for studying optimization in cortical networks, enabling us to

objectively evaluate the ef�ciency of information processing within the brain.

1.5 Quantifying neuronal avalanches and methodological challenges

Neuronal avalanches, being scale-free cascades of neural activity, can be quanti�ed by

power-laws and their corresponding exponents. The magnitude or size,S, of an avalanche

is de�ned as the number of activations occurring over the course of a single cascade, and

the size probability distributionP(S) is theoretically described by a power law [13] with

critical exponenta ,

P(S) µ S� a : (1.1)
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Similarly, the duration of an avalanche follows a power law [13] with critical exponentb

P(T) µ T � b ; (1.2)

The average size as a function of duration is described by yet another power law,

hSi (T) µ Tc ; (1.3)

where the scaling exponentc captures how the size of an avalanche scales with the temporal

length of the neural cascade [24].

We also �nd that the precise pro�le of activations over the course of a cascade,n(t;T),

is a key measure. Critical systems theory predicts that avalanche shapes are scale-invariant

[114] and thus obey the shape collapse function,

hni (t;T) = T(1� ccoll) � F
� t

T

�
(1.4)

For neuronal avalanches, the universality class is thought to be mean-�eld directed per-

colation (MF-DP). This universality class is associated with the following critical exponent

values:a = 3
2, b = 2, andc = 2; as well as a parabolic shape pro�le withccoll = 2.

However, accurately quantifying neuronal avalanches also presents several challenges.

The limited spatial and temporal resolution of recording techniques can underestimate

avalanche size and frequency due to incomplete capture of neuronal activity within a re-

gion. This issue is further compounded by subsampling, where in vivo recordings typically

capture only a small fraction of the total neuronal population, leading to biased estimates of

the avalanche distribution. We will discuss methods to address this key challenge through-

out this dissertation. Additionally, distinguishing true neuronal activity from background
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noise can be dif�cult, potentially introducing false positives. However, advancements in

recording techniques and machine learning algorithms [81] have helped us optimize signal-

to-noise ratios within the constraints of our experimental methods. Finally, �nite-size ef-

fects can impact the analysis. Recordings often represent a limited portion of the brain,

potentially affecting the observed scaling properties of avalanches. Furthermore, accurate

estimation of critical exponents often requires large datasets, which can be computationally

expensive to analyze. However, due to the comprehensive nature of the neuronal avalanche

framework, overcoming these challenges in data acquisition and analysis is crucial. Un-

veiling the true dynamics of neuronal avalanches will provide a deeper understanding of

information processing and communication within the brain, potentially unlocking new

insights into brain function and dysfunction.

1.6 Dissertation outline

This dissertation begins with an exploration of ef�cient machine learning algorithms to

address the problem of predicting the dynamics of large, complex networks. This chapter

is based on the published work titled “Parallel Machine Learning for Forecasting the Dy-

namics of Complex Networks,” which appeared in Physical Review Letters 128, 164101

(2022). Chapters 3 and 4 focus on criticality in both real and simulated biological neural

networks, examining methods to overcome subsampling in such systems and the use of

temporal coarse-graining to recover the scaling exponent. These chapters are based on the

publications titled “Parabolic Avalanche Scaling in the Synchronization of Cortical Cell

Assemblies,” published in Nature Communications 14, 2555 (2023), and “The Recovery

of Parabolic Avalanches in Spatially Subsampled Neuronal Networks at Criticality,” which

is currently under peer review. Chapter 5 integrates the �elds of neuroscience and ma-

chine learning, exploring relative excitatory-inhibitory mechanisms and plasticity within
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the context of reservoir computing. This chapter summarizes ongoing research and is be-

ing prepared for publication.
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Chapter 2: Parallel machine learning for predicting the dynamics of com-

plex networks

This chapter is adapted from the publication “Parallel Machine Learning for Forecast-

ing the Dynamics of Complex Networks” by Keshav Srinivasan, Nolan Coble, Joy Hamlin,

Thomas Antonsen, Edward Ott and Michelle Girvan published as Physical Review Letters

128, 164101 (2022).

2.1 Overview

This chapter marks the beginning of our exploration into the design of ef�cient machine

learning algorithms. In particular, we focus on forecasting the dynamics of large, complex,

and sparse networks using historical time series data. Accurate predictions of these network

dynamics are crucial across various applications. In this chapter, we propose a machine

learning approach that uses a parallel architecture to simulate the topology of the network in

question. We demonstrate the effectiveness and scalability of our method, which employs

reservoir computing to predict a chaotic network of oscillators.

We consider two scenarios with different levels of prior knowledge: (i) when the net-

work links are known, and (ii) when the network links are unknown and need to be inferred

through a data-driven approach, allowing for approximate optimization of prediction. This

distinction offers insight into how machine learning can adapt to varying degrees of avail-

able information and still yield robust forecasting results.
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2.2 Introduction

Machine learning (ML) has played a vital role in recent scienti�c advances in many

disciplines. A key problem in these contexts is time series prediction of a dynamical sys-

tem for which a �rst-principles, knowledge-based description is unavailable [66]. By using

ML in combination with measured time-series data, one can hope to construct a faithful

model of a system's dynamics and to then use this model to predict the future evolution

of the system's state. Our aim in this chapter is to address this goal forlarge systems of

interacting components with complex connectivity and dynamics- a system type of enor-

mous technical and scienti�c interest in many �elds, ranging, e.g., from neuroscience to

power grids. However, straightforward application of the standard ML prediction schemes

becomes problematic when applied to forecasting the dynamics of large networks. Lever-

aging the typical prevalence of sparse network topology in such systems, we introduce

a parallel method for forecasting node dynamics. The key oft-occurring enabling system

characteristic that our method requires is that the number of network nodes providing inputs

to any node is small relative to the total number of nodes in the network. In our approach,

we construct an ML architecture that mimics the topology of the network. Each node of

the network to be predicted is assigned an individual small ML device and these individual

ML devices are linked to each other based on the underlying connectivity of the network

(either knowna priori or inferred from the available time series data). We demonstrate and

test this method by applying it to a network of Kuramoto oscillators [2, 78] constructed to

exhibit chaotic dynamics. Our method is motivated in part by previous work on parallel

ML prediction of large spatiotemporally chaotic systems [4, 129].

We consider two scenarios: (a) the connectivity of the network is known, and (b) the

connectivity of the network is unknowna priori, yet may be approximately inferred from

node time series data. Scenario (a) serves two purposes: �rst, as preparation for the more
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challenging situation presented by scenario (b), and second, as a method applicable to

cases where the connectivity is, in fact, known. The main conclusion of this work is that

our proposed parallel ML scheme enables data-based network dynamics prediction in cases

that would otherwise (i.e., without parallelization) be unattainable.

2.3 Methods

2.3.1 Test system: Frequency assoratative Kuramoto network

In order to demonstrate and test our approach, we consider the well-studied Kuramoto

model ofN network-coupled oscillators,

�qi = wi + K
N

å
j= 1

Ai j sin(q j � qi); (2.1)

whereqi is the phase angle of oscillatori, wi is the natural frequency of oscillatori when

uncoupled,K is the coupling strength, andAi j is the adjacency matrix that speci�es the

structure of the oscillator network (Ai j = 1, if there exists a network link from nodej to

nodei with i 6= j, andAi j = 0, otherwise). Here we consider an undirected (Ai j = A ji ), fre-

quency assortative Kuramoto network [143]. By `frequency assortative', we mean that two

nodes are more likely to be linked if their natural oscillation frequencies are numerically

close. The resulting frequency assortative system has chaotic dynamics for certain choices

of parameters [168], hence serving as a good example of complex network dynamics whose

evolution is challenging to predict. Each node is taken to have the same number of connec-

tions (this number is called the node's degree). The oscillator natural frequencies,wi , are

drawn from a uniform random distribution from� p=2 to p=2. The frequency assortative

network (i.e., the set of matrix elementsAi j ) is constructed by starting withN0 unlinked

nodes, each with its assigned frequency (wi for nodei) and then successively adding links,
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Figure 2.1: Frequency assortative network structure with 50 nodes displaying the natural
frequencies of the individual oscillators, with nodes colored by frequency. Similar frequen-
cies are connected with higher probability.

as follows. After randomly choosing a nodei that still requires additional links, we next

randomly pick another nodej (not already connected to nodei) which also still requires

additional links, and then, with probabilitypi j , we link nodesi and j, where

pi j µ
dg

dg + jwi � w j jg
(2.2)

We continue in this way to make links until all nodes have the desired degree, d. Due to the

form of pi j (Eq. (2.2)), nodes with similar natural frequencies are connected with a higher

probability (see Fig. 2.1). We use the global order parameter,R, as a metric to measure the
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Figure 2.2: Largest Lyapunov Exponent as a function of the coupling constant,K. The
dashed line represents the chosen value ofK for our studies.

dynamics of the oscillator network, where

R(t) =
å N

i; j= 1Ai j eiq j

Nhdi
(2.3)

For our frequency assortative network, withN = 50, a �xed nodal degree, d, of 3,

d = 0:8, g = 5 andK = 0:5 (our standard parameter set for most of out subsequent numeri-

cal experiments), we observe chaotic behavior, which is con�rmed by the positive value of

l max, the largest Lyapunov exponent of the system (Fig. 2.2).

2.3.2 Background on non-parallel reservoir computing prediction

In this paper we use Reservoir Computing (RC) [64, 98] as our ML scheme, because

of its demonstrated utility for time series prediction [23, 33, 66]. We consider a reservoir

computer constructed with an arti�cial high dimensional dynamical system, known as the

reservoir, which is coupled to an input through an input layer, speci�ed by a matrixW in
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which maps theNu dimensional input vector,u, at discrete timet, to the reservoir state

variables, which are collectively expressed as the scalar components of the reservoir state

vectorr . In our RC implementation, the reservoir is a network (not to be confused with

the network, e.g., Eq. (2.1), whose state we desire to predict), and thekth component of

the vectorr is the scalar state of reservoir nodek. The RC network is directed, sparse, and

random withNr nodes having average input degree,k = 3. The RC adjacency matrix is

denotedB, with matrix elementsBkk = 0, andBkl for k 6= l chosen randomly and uniformly

from [� b , b ] whereb is chosen to yield a maximum eigenvalue ofB denotedr (known as

the spectral radius). Each input to the reservoir is sent toNr=Nin reservoir nodes, whereNin

is the number of inputs to the RC (Note:Nr is chosen to be an integer multiple ofNin). The

input matrix,W in , is then aNr � Nin dimensional matrix. The elements ofW in are chosen

so that every node in the reservoir receives exactly one input fromu(t) while each input

in u(t) is connected toNr=Nin nodes in the reservoir network (see Sec. 2.3.4 for further

discussion). The non-zero elements are drawn from a uniform random distribution from

[� s ,s ], wheres is the input scaling. The reservoir state,r (t), is taken to evolve according

to

r (t + Dt) = a r(t) + ( 1� a ) tanh[Br(t) + W inu(t)]; (2.4)

where the tanh function is applied component-wise to its vector argument. Herea is the

leak rate which controls the timescale of the reservoir nodes. The output of the system,ũ;

is obtained through theNr � Nu dimensional output layer matrixWout

ũ(t) = Woutr (t): (2.5)

For the task of time-series prediction, the reservoir computer is used in two different modes:

a training mode and a prediction mode. In the training mode, the reservoir computing
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system, represented by Eqs. (2.4) and (2.5), is run for the time interval over which training

datau(t) = u(nDt) (n = � nt ; (1� nt); (2� nt); :::;0) is available,r (nDt) is computed, and

the output matrixWout is adjusted (`trained') so that the output of the reservoir computer

ũ(t) best approximatesu(t). This is done through a ridge regression procedure, wherein

we minimize the error summed over the training timest = nDt for n running from 1� nt to

0,

min
Wout

n
å

h
kWoutr (t) � u(t)k2

i
+ b Tr

�
WoutWT

out
� o

(2.6)

Hereb is the Tikhonov regularization parameter that is used to prevent over-�tting. The

quantities (Nr ; r ; s ; a andb), referred to as hyperparameters of the reservoir computing

setup, are collectively used to control the performance of system. In this paper, we chose

the hyperparameters by a subsequent iterative process approximately maximizing the valid

prediction time (See Eq. (2.8)) over the hyperparameters via a coarse grid search (See Table

2.1). In the prediction mode, the reservoir state now evolves autonomously in “closed-loop”

mode; i.e., the output at timet, now serves as the input at timet + Dt,

r (t + Dt) = tanh[Br(t) + W inWoutr (t)]: (2.7)

This procedure generates a predicted time seriesû(nDt) = Woutr (t) that is assumed to ap-

proximate the true future evolution of the state of the system,u(t) at a timenDt for n > 0

(we chooseDt small compared to the time scale for variation ofu so thatu(nDt) essentially

speci�es the continuous time functionu(t)).
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2.3.3 Parallel machine learning architecture

In order to address the high computational complexity of predicting large networks, we

introduce a parallel network RC architecture (see the schematic in Fig. 2.3; for code see Ref

[87]). Each node,i, in the predicted network is assigned its own reservoir,Ri . The inputs to

this reservoir are the signal of nodei itself, as well as that of the nearest network neighbors

of nodei. The number of such neighbors is equal to the network degree. The reservoirRi

is then trained on these inputs to predict the signal of nodei. Because eachRi predicts just

one node, its sizeNr can be relatively small. In addition, since our parallel scheme uses an

interconnected network of independently trained reservoirs, we can ef�ciently parallelize

our training process, making the system scalable to large networks.

Figure 2.3: A schematic diagram for the parallel network ML architecture. Here we show
Reservoir 2 (R2), which receives input from its assigned node (node 2), plus inputs from
nodes connected to node 2 (i.e., nodes 1 and 3). R2 is then is then trained to predict its
assigned node (node 2). This process is the same for each node in the network, such that
the connectivity among the reservoirs mimics the network to be predicted.

2.3.4 Generating the Reservoir Input Matrix,W in

In this section, we provide more details on how we generated the input matrix,W in ,

that feeds into the reservoir for predicting our Kuramoto oscillator network. Here the state
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of each oscillator,i, is speci�ed as a tuple [sinqi(t);cosqi(t)]. The Nosc
in input oscillators

to a particular reservoir are collapsed into a single input vector,u, with Ntot
in (Ntot

in = 2Nosc
in )

elements such thatui(t) = sinqi(t); u(Nosc
in + i)(t) = cosqi(t) for 1 � i � Nosc

in . The elements

of W in are chosen so that each of theNr nodes in the reservoir receives exactly one input

from amongst the 2Nosc
in components of the vectoru(t). In the parallel scheme with known

neighbors, all theNtot
in inputs to a reservoir are treated equally; i.e. each input inu(t) is

connected to the same number (Nr=Ntot
in ) of reservoir nodes (Note:Nr is chosen to be an

integer multiple ofNtot
in ). The non-zero elements ofW in are then randomly drawn from a

uniform distribution in [� s ,s ], wheres is the input scaling.

We compare the performance of an all-to-all input matrix to one that is generated as

mentioned above, with the input scaling,s , optimized separately for each case (s = 0:3

for an all-to-all input matrix, for other hyperparameters see Table 2.1). Fig. 2.4 clearly

highlights the superior performance of the latter method for a Kuramoto oscillator network

with all nodes having degree 3, where each reservoir in the parallel scheme (with known

neighbors) receives 8 inputs from exactly 4 oscillators: 1 ”assigned” + 3 neighbors. The

assigned oscillator is the oscillator the reservoir is trained to predict. As we increase the

number of inputs to a reservoir, it might be bene�cial for each input to be connected to a

non-exclusive subset of the reservoir. This would mean each input is still connected to a

�xed number of reservoir nodes, but we can relax the criteria that each node in the reservoir

is connected to exactly one input.

For parallel prediction with unknown neighbors, we must slightly alter our scheme. In

this case, each of the input oscillators to a reservoir are not treated equally. Of theNosc
in input

oscillators, we only know 1 “true” input oscillator- the assigned oscillator that reservoir is

intended to predict. We cannot distinguish the true neighbors from the false positives in
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the remainingNosc
in � 1 input oscillators. We can account for this by “reserving” a larger

part of the reservoir for the assigned oscillator and dividing the rest of the reservoir equally

between all the inferred neighbors. This means, each of the 2 inputs from the assigned

oscillator are connected toNassign
in =2 reservoir nodes, while the remainingNtot

in � 2 inputs

are each connected to(Nr � Nassign
in )=(Ntot

in � 2) reservoir nodes. HereNr � Nassign
in is chosen

to be an integer multiple ofNtot
in � 2 and hence the number of reservoir nodes used in this

case can only be set approximately equal to one with known neighbors. For example, in our

system with known neighbors we setNr = 200. But for the case with unknown neighbors,

where we setNassign= 50, if we have 7 inferred neighbors for a particular oscillator, theNr

for the corresponding reservoir must be set to 204 to satisfy the criteria.

Figure 2.4: Parallel prediction of Kuramoto system with known neighbors. The blue curves
are the data and red curves are predictions. The dotted lines in each plot denote the valid
prediction time. (a) Using an all-to-all input matrix, i.e., all inputs map to all reservoir
nodes. (b) Using an input matrix where each input is sent to a different disjoint set of
reservoir nodes.

22



2.3.5 RC hyperparameters

We list the RC hyperparameters (Table 2.1) used to plot the results shown in this chapter.

These hyperparameters were chosen by a subsequent iterative coarse grid search, which

approximately maximized the valid prediction time.

Res. nodes Spec. rad. Input scaling Leak rate Regul.

Nr r s a b

Single Reservoir 10000 0.9 0.1 0 10� 7

Parallel Scheme

a) Known Neighbors 200 0.9 0.6 0.1 10� 9

b) Unknown Neighbors � 200* 0.9 0.5 0.1 10� 8

Coupled Lorenz System 1000 0.9 0.2 0.1 10� 7

Table 2.1: Values of reservoir hyperparameters obtained via a coarse grid search for a
single reservoir prediction as well as for the parallel reservoir scheme. *Reservoir size set
approximately to 200; for details, see Section 2.3.4. **See Section 2.4.7

2.3.6 Tests

To compare the parallel RC scheme with the single RC approach, we use aN0 = 50

node frequency assortative Kuramoto oscillator (d = 0:8, g = 5, Eq. (2.2)) network with a

coupling constant ofK = 0:5 (See Section 2.4.7 for results using a coupled Lorenz system).

We study the magnitude of the global order parameterjRj (see Eq. (2.3)), which tells us

about the network-level activity (see Fig. 2.5) and the prediction of the evolution of indi-

vidual node states (see Fig. 2.6), both of which show the same main qualitative behavior.

For the purpose of forming inputs to the reservoir, we specify the state of the oscillatori as

[sinqi(t);cosqi(t)]. The input matrix is generated as described above and in Section 2.3.4.

The degree of the test Kuramoto network is three links per node. This method works best
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for networks with low in-degrees. Large in-degrees and/or the addition of in-hubs can re-

duce predictive performance (See Sections 2.4.5 and 2.4.7). These effects may be mitigated

in part by increasing the number of nodes,Nr , in the parallel reservoirs.

2.4 Results

2.4.1 Single non-parallel reservoir prediction

The single reservoir computer prediction can fail as the size of the network we want to

forecast increases. This is clearly demonstrated in Fig. 2.5a, where the prediction breaks

down in a fraction of a Lyapunov time,l maxt. We quantify the duration of an accurate

prediction by a metric that we call the “valid prediction time”. This metric is de�ned

as the amount of time elapsed before the normalized root mean squared prediction error

(NRMSE),E(t), exceeds some chosen valuef , 0< f < 1, for the the �rst time, where

E(t) =
ku(t) � eu(t)k

hku(t)k2i 1=2
: (2.8)

The valid prediction time forf = 0:1 is marked in Fig. 2.5 by vertical dotted lines. Even

for the very large reservoir (Nr=10000), close to the limit of our computer resources, that is

used in Fig. 2.5a, the system is still not able to predict past a fraction of a Lyapunov time.

2.4.2 Parallel scheme with known links

In cases where the network structure is knowna priori, such as in certain social net-

works, we can construct our parallel reservoir architecture by using the known network

links. In the case of our Kuramoto oscillator network, we demonstrate our results on the 50

node network by using 50 separate parallel reservoirs of relatively modest size (Nr = 200 as
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Figure 2.5: Prediction of the order parameter in 3 different cases of ML implementations.
The blue curves are the data (the truth) and red curves are predictions. The dotted lines
in each plot denote the valid prediction time. (a) Single, non-parallel RC prediction using
a large reservoir (Nr = 10000), (b) Parallel prediction with known network links, using
50 separate reservoirs each having modest size (Nr = 200), (c) Parallel prediction with
unknown network links, using 50 separate reservoirs each having modest size (Nr = 200).
The network structure is estimated by using transfer entropy as a metric to draw network
edges.
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compared toNr = 10000 for Fig. 2.5a), each having the same set of hyperparameters [see

Fig. 2.5b]. The predictive performance of this architecture could potentially be enhanced

by individually optimizing hyperparameters for each of the 50 reservoirs, but this would

considerably increase both the time and computational resources required for this task. As

seen from Fig. 2.5b, our parallel scheme does exceedingly well for multiples of the Lya-

punov time,l maxt. This is particularly clear from a comparison of valid prediction time

(vertical dashed lines) in Fig. 2.5a versus those in Fig. 2.5b, the latter being& 10 times

larger, while at the same time being much less computationally demanding (mainly due to

the difference inNr , Nr = 10000 for the nonparallel case versusNr = 200 in the parallel

case).

2.4.3 Parallel scheme with unknown links

In many cases of interest, one may not have information about the underlying network

structure. Using nodal time-series data for �nding links in networks, such as metabolic [60]

and gene-regulatory networks [11], is an active area of current research. Many heuristic-

based [95] and statistics-based tools like conditional mutual information [174], and corre-

lation [76], as well as recent nonlinear dynamics-based [28] and machine-learning-based

techniques [10], have been used for link inference and might give useful approximations

of the underlying network structure. These methods could then potentially be used in our

parallel network scheme.

Link inference methods like the ones discussed above, typically use past nodal time

series measurements to assign a score between each ordered pair of nodes in the network

re�ecting the likelihood of a directed link existing from the source to the target node. As

we decrease this threshold, we draw more links and hence increase the average number

of inferred neighbors for each node. Initially, decreasing the threshold, or in other words
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increasing the number of inferred neighbors, increases the number of true positive links and

improves the predictive performance of our reservoir scheme. However, if the threshold is

decreased too much, the number of false positives increases substantially and signi�cantly

degrades the predictions. Since our goal is prediction, we view the link-inference threshold

as an additional hyperparameter and choose it (along with the other hyperparameters) so

as to optimize the valid prediction time. By this procedure, we effectively bootstrap our

prediction process to determine the link threshold criterion. An example set of results for

transfer entropy [159] forNr � 200 (See Sec. 2.3.4) is shown in Fig. 2.5c. Again, in marked

contrast with the results in Fig. 2.5a for a large single RC (Nr = 10000), we obtain good

predictions, e.g., a valid time between 3 and 4 Lyapunov times forjRj.

2.4.4 Node-level predictions

In the previous section, we show the performance of our parallel RC scheme for predict-

ing the macroscopic dynamics of the system. Here, we demonstrate that our approach also

captures the node-level dynamics. Fig. 2.6 shows that a single large reservoir (Nr = 10000)

is unable to capture the dynamics of individual oscillators in the network. However, our

parallel schemes with known edges [Fig. 2.6, as well as unknown edges [Fig. 2.6], are able

to capture the dynamics of the individual oscillators. The parallel schemes, also give good

predictions of the system “climate” (i.e. the prediction still seems to resemble the original

dynamics) even after the marked valid prediction time (vertical dotted lines in Fig. 2.6).

2.4.5 Effect of Hubs

Earlier, we mentioned that having hub nodes in the network can affect the performance

of our parallel scheme. In this section, we analyze that effect in greater detail. For this

section, we picked a node at random from the 50-node oscillator network used previously,
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Figure 2.6: Prediction of the dynamics of three representative individual oscillators. The
natural frequency of the oscillators is noted above. The blue curves are the data, and the
red curves are predictions. The vertical dotted lines in each plot denote the valid predic-
tion time. (a) Single, non-parallel RC prediction using a large reservoir (Nr = 10000), (b)
Parallel prediction (with known network links) using 50 separate reservoirs each having
modest size (Nr = 200), (c) Parallel prediction (with unknown network links) using 50 sep-
arate reservoirs each having modest size (Nr � 200). For row (c) the network structure is
estimated by using transfer entropy as a metric for inferring network edges.
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