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Fundamental computer science problems such as edit distance have been well-studied for

decades, and algorithms for these problems have become established and widespread. In mod-

ern times, however, achieving even faster algorithms for more specific scenarios finds increasing

value as dataset sizes become larger and computer application settings become more varied. While

a polynomial-time solution in the static sequential setting may be known and straightforward to

implement, it may not be quick in an online setting or take advantage of structural properties in-

herent to the problem setting that could lead to a more efficient solution. Parameterized algorithms

and algorithms specifically designed for parallel or dynamic settings help address these gaps in

algorithm utility and understanding, bringing a fresh lens to old problems.

In this work, we start by studying algorithms for string, tree, and Dyck edit distance with

runtimes parameterized by the distance itself, termed the “bounded-distance” regime. We begin

by giving anO(n+poly(k))-time algorithm for tree edit distance, answering a longstanding open

question on the existence of such an algorithm (where k represents the distance). Expanding on



our tree edit distance approach, we then give the firstO(n+poly(k))-time algorithms for weighted

string, weighted tree, and weighted Dyck edit distance.

Beyond the bounded-distance regime, we give dynamic solutions for tree and Dyck edit

distance. For each, we provide novel dynamic reductions to string edit distance matching state-

of-the-art approximation factors from the static setting. To do so, we utilize a novel dynamic

heavy-light decomposition implementation of our own complemented by a dynamic strings data

structure from the literature.

Finally, we consider edit distance and related string problems in the Massively Parallel Com-

putations (MPC) model. We give an approximation algorithm for edit distance in subpolynomial

rounds with subpolynomial approximation factor, and conjecture on the hardness of the problem in

MPC. We then end with constant-round MPC algorithms for longest palindrome, longest common

substring, and suffix tree construction.
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Chapter 1: Introduction

As computer scientists are met with increasingly challenging applications and an ever-expanding

range of use cases, modern theoretical questions ask us to reinvent our algorithmic approaches to

find new solutions to old problems. Dataset sizes are larger than ever, and problem domains are

often highly specified to their task. Even longstanding polynomial time solutions taught in text-

books may not always be fast enough or the most well-suited solution to contemporary computer

science scenarios. In response to these concerns, computer scientists are more often considering

practical contexts and theoretical framings to devise more efficient algorithms tailored for modern

settings. In recent years, a large part of algorithmic computer science literature has centered on

parallel algorithms, streaming and dynamic algorithms, fixed-parameter tractable algorithms, and

more beyond standard sequential, static algorithms.

This thesis attempts to dig into a few such classic problems and find new algorithmic ap-

proaches for faster asymptotic bounds in specific settings. The following work namely covers the

string, Dyck, and tree edit distance problems as well as longest palindrome, longest common sub-

string, and suffix tree. We consider edit distance in the bounded-distance regime, when there is an

upper bound on the edit distance of the input instance, as well as the dynamic setting. We consider

both edit distance and suffix tree in the Massively Parallel Computations model. Each of the fol-

lowing sections includes an explanation of the problem settings and their motivations as well as a

1



brief summary of our algorithmic results and approaches.

1.1 Bounded-Distance Regime

In the first part of this work, we study string edit distance and two of its variants, Dyck and

tree edit distance in the bounded-distance regime. String edit distance is a fundamental measure

of string similarity and finds uses in many real-world settings ranging from command-line appli-

cations to genomics. Given two strings, informally their edit distance is the minimum number of

character insertions, deletions and substitutions needed to transform one string into the other. A

well-known O(n2)-time dynamic programming solution solves string edit distance in a straight-

forward manner.

In the bounded-distance regime, we consider when there is a bound k on the edit distance of

a pair of strings, and our goal is to either compute the distance exactly or output that the distance

exceeds k. Fixed-parameter tractable algorithms dependent on k can be quite desirable, as many

real-world scenarios are interested in finding distances between similar inputs, and so, k can be

small, even constant. AnO(nk)-algorithm follows naturally from an observation that the dynamic

programming table from the quadratic-time solution only needs to be filled on k diagonals on either

side of the main diagonal, as cells outside of these diagonals must have distance larger than k. This

solution was pushed further to a neat O(n + k2) runtime thanks to Landau and Vishkin [Landau

and Vishkin, 1988] by doing linear time pre-processing to quickly answer string queries and fill

out each diagonal in O(k) time. As long as k = O(
√
n), the O(n + k2)-time solution keeps pace

with the original dynamic programming approach, and if k is logarithmic or even constant, it can

greatly outspeed the original dynamic programming approach.
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Alongside string edit distance, we study Dyck and tree edit distance. Dyck edit distance is a

variant in which given a parenthesis string, the goal is to find the minimum number of parenthesis

insertions, deletions, and substitutions needed to balance the string. This variant of edit distance

finds uses in programming languages like HTML and JSON, in which tags must be balanced, and

various other problems, such as in the closely related RNA folding problem in which nucleotides

must be balanced according to specific criteria. The final variant, tree edit distance, asks for the

minimum number of node insertions and deletions as well as label substitutions needed to trans-

form one tree into another. Tree edit distance also finds applications in computational biology,

such as when comparing tumor cell phylogenies, as well as databases, compiler optimization, and

more.

Unlike string edit distance, while both Dyck and tree edit distance have been studied since

the 1970’s [Aho and Peterson, 1972,Selkow, 1977], progress beyond cubic time dynamic program-

ming solutions was slow-going. However, recently, an O(n + k4+ϵ)-time solution for Dyck edit

distance was found using a trapezoid decomposition of the parenthesis string complemented by fast

matrix multiplication [Fried et al., 2024]. On the other hand, prior to this work, the best-known

result for tree edit distance in the bounded-distance regime is Õ(nk2) [Akmal and Jin, 2021]. This

leaves a clear open question as to the existence of an O(n + poly(k))-time algorithm for tree edit

distance.

1.1.1 Unweighted Tree Edit Distance in the Bounded Regime

Our first significant contribution in this work is answering this question affirmatively with a

tree edit distance algorithm running in time Õ(n+k15)1. Our main algorithmic contribution behind

1Õ notation denotes hidden polylogarithmic factors.
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Horizontal Periodicity: Vertical Periodicity:

Figure 1.1: Pictured left: horizontal periodicity with string representation
“([. . . ][. . . ][. . . ][. . . ])”. Pictured right: vertical periodicity with string representation
“([. . . ]{([. . . ]{[. . . ][. . . ]}[. . . ])[. . . ]}[. . . ])”.

this result is the identification of two types of periodicity in trees, which we denote horizontal and

vertical (see Figure:1.1 for examples). If both input trees have matching periodic sections of the

same type with large number of repetitions, most repetitions can be removed without affecting the

final distance value leaving fewer unique valid alignments between the remaining tree nodes. After

removing periodicity, the trees can be decomposed into smaller subproblems with bounded height,

which may be solved in O(poly(k))-time each using existing tree edit distance solutions.

1.1.2 Weighted String, Tree, and Dyck Edit Distance

Inspired by our approach to tree edit distance, we extend our methods to the weighted vari-

ants of edit distance. Weighted edit distance typically assigns non-uniform values to each edit

operation dependent on the labels involved in the edit. In real-life applications, one pair of char-
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acters may be considered more “similar” than a different pair of characters, e.g. a is closer to s

on a standard keyboard than it is to k, which may be useful to consider in an auto-correct feature.

Unfortunately, there are only few known improvements beyond a standard dynamic-programming

approach for string edit distance, and even fewer for Dyck and tree edit distance.

In this work, we present:

1. an O(n+ k5)-time algorithm for weighted string edit distance,

2. an O(n+ k7 log k)-time algorithm for weighted tree edit distance,

3. an O(n+ k12)-time algorithm for weighted Dyck edit distance.

Notably our weighted tree edit distance algorithm also improves upon the runtime of our

previous algorithm for unweighted instances. We found that all three problems allow for a ker-

nelization routine, in which an edit distance instance is reduced to an equivalent instance of size

O(poly(k)) in linear time. To find the kernel, first we identify and remove any long matching

periodic sections in the input pair, as done in the previous unweighted tree edit distance algorithm.

In the resulting instances with limited periodicity, we observe that any remaining long matching

sections must be matched by any valid alignment, up to an O(poly(k))-size boundary, and can

therefore be reduced to just their boundaries. By finding a decomposition of the input instance

into O(k) long matching sections and O(k) remaining unmatched characters (or nodes, for tree

edit distance), we can then use our previous observation to reduce all matching sections, so the

total instance becomes a kernel of size O(poly(k)). We can then use standard algorithms from the

literature to calculate the edit distance on the kernel in time O(poly(k)).
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1.2 Dynamic Dyck and Tree Edit Distance

In the second part of this work, we move on from the bounded-distance regime and study

dynamic algorithms for edit distance. In the dynamic setting, we are interested in maintaining solu-

tions to problem instances that incur dynamic updates. For example, dynamic string edit distance

seeks to maintain the distance calculation of a given pair of strings using only minimal time to

update the calculation when either input string undergoes a dynamic character insertion or dele-

tion. Dynamic algorithms are desirable in applications that allow users to modify the input at any

time. In real-world settings, datasets may be added to or removed from or may be fed slowly

into an algorithm, and as such, being able to efficiently maintain solutions in response to dynamic

updates can be critical. Dynamic string edit distance with Õ(n) update time has been recently

solved [Charalampopoulos et al., 2020b], but no prior non-trivial algorithms for dynamic Dyck

and tree edit distance are known.

Our main contributions in the dynamic setting are novel approximate reductions from Dyck

and tree edit distance instances to string edit distance instances that can be maintained in poly-

logarithmic time. For Dyck edit distance, we are able to give an O(log n)-approximate reduction,

matching the static state-of-the-art Dyck-to-string reduction. For tree edit distance, we give a

novel Õ(
√
n)-approximate reduction, which beats the previous best tree-to-string reduction with

approximation factor O(n3/4) [Akutsu et al., 2010a]. Dynamic reductions to string edit distance

are especially powerful, as any current or future dynamic algorithms for string edit distance may

be used to solve instances of Dyck and tree edit distance using our reductions.

A novel dynamic heavy-light decomposition is at the center of both reductions. Given a tree,

a node of the tree is heavy if the logarithm of its subtree size is equal to the logarithm of its parent’s
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subtree size. Like a typical heavy-light decomposition, with this definition any root-to-leaf path

has at mostO(log n) light nodes and heavy paths. With a careful analysis, we show that a dynamic

node insertion or deletion only incurs O(log n) updates to the heavy-light decomposition. These

changes occur specifically at the boundaries of heavy paths, and can all be found and updated in

O(log5) time.

In addition to the above reductions, we also return to the bounded-distance regime and give

a novel dynamic approximation algorithm for tree edit distance with O(k2 log n)-approximation

factor and Õ(1) update time. The algorithm takes a similar, though much simpler, approach to our

previous bounded-distance regime algorithms. We recursively decompose one of the input trees

and try to greedily match the resulting pieces with perfectly matching pieces of the other tree.

When two pieces are matched, they are removed from further consideration except a boundary of

size O(k) on either end of the pieces. We show that executing this recursive approach for at most

O(k log n) iterations leads to an alignment between the two trees with our desired approximation

factor, and we can amortize the update time across O(k) dynamic edits to achieve Õ(1) update

time.

1.3 Massively Parallel String Problems

In the final part of this work, we study a few classic string problems in the Massively Parallel

Computations model. The Massively Parallel Computations (MPC) model is the theoretical back-

ing behind popular distributed processing frameworks MapReduce, Spark, and Hadoop. The goal

of these applications is to be able to efficiently process large datasets that may be stored across

multiple machines. Efficient algorithms designed for MPC are desirable as the size of real datasets

7



trends larger as technological capabilities improve.

In MPC, there are M machines connected in a complete graph network and each has sub-

linear memory, i.e., memory size S = O(n1−ϵ) memory for some 0 < ϵ < 1. Machines can

communicate in rounds to any other machine as long as the total size of all messages passed in a

single round by a machine is no larger than its local memory size. The bottleneck of MPC algo-

rithms tends to be the number of communication rounds, and so, the goal is often to find algorithms

working in constant or at worst logarithmic rounds. Furthermore, in this work we are interested in

space-efficient algorithms, which refers to MPC algorithms where the total memory used across

all machines is M · S = Õ(n).

1.3.1 MPC Edit Distance

We continue our studies of string edit distance, now in space efficient MPC. As a starting

point, the dynamic programming table from the classic O(n2)-time solution can be broken into

tiles of size S by S and then computed in diagonal fashion. Unfortunately, this exact solution

takes nϵ communication rounds. In order to provide any improvement without exceeding nearly

linear total memory, we adapt the sublinear-time approximation algorithm of Bringmann, Cassis,

Fischer, and Nakos [Bringmann et al., 2022a] to MPC. With this, we achieve a subpolynomial-

round algorithm with subpolynomial approximation factor and nearly linear total memory, with

a trade-off parameter between these three metrics that can be adjusted. The algorithm works by

partitioning one of the input strings into individual characters and then recursively combining

pieces of the partition. For each piece in the partition we maintain an edit distance approximation

between the piece and several pieces in the other input string. Each time we combine a set of
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smaller pieces into a larger piece, we calculate the new edit distance approximations from the

approximations of the small pieces. The main challenge of the MPC adaptation that we overcome

is that the number of approximations per recursive level in the algorithm is chosen randomly,

with some levels even requiring Ω(n) approximation calculations, though not necessarily stored

simultaneously. We therefore cannot assign machines at the start of the algorithm, and instead

give a dynamic scheduling routine to efficiently assign machines to approximation calculations as

needed.

In addition to the aforementioned upper bounds, we conjecture that exact edit distance has a

lower bound of nϵ−Ω(1) communication rounds in MPC. To inform our conjecture, we look at the

orthogonal vector problem in MPC, which asks if any pair of vectors are orthogonal given two sets

of n vectors each. Orthogonal vector is a well-established problem in fine-grained complexity, and

there are seemingly no meaningful improvements in MPC for this simple problem beyond a trivial

approach that multiplies all pairs of vectors in nϵ−Ω(1) rounds, which we call the Orthogonal Vector

Conjecture. We show that the sequential reduction from orthogonal vector to edit distance holds in

MPC in constant rounds, as well as a set of other problems, e.g. graph diameter, longest common

substring, etc, and therefore, we give a class of problems we conjecture are polynomial-round hard

in MPC.

1.3.2 Massively Parallel Suffix Tree and Related Problems

Finally, we end this work by considering the problem of suffix tree along with related prob-

lems longest palindrome and longest common substring in MPC. Given a string, the suffix tree is

a trie-like data structure storing the sorted suffixes of the input string. Suffix trees are useful data
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structures in algorithms for a number of other applications, viz., longest palindrome and longest

common substring. Longest palindrome asks to identify the titular longest palindrome in a given

input string, and longest common substring seeks the longest substring common to a pair of input

strings.

We achieve an O(1/ϵ)-round suffix tree construction in MPC with O(n1+ϵ) total memory,

and give constant-round MPC algorithms for longest palindrome and longest common substring

using suffix tree. We then study longest palindrome and longest common substring independently.

We are able to improve the round complexity to exactly O(1) for both without using suffix tree

and improve the total memory for longest palindrome to Õ(n) as well. At the heart of all three

of these algorithms is a novel longest common prefix query oracle that we use to answer batches

of longest common prefix queries of our input strings. The algorithms rely on the oracle to find

maximum-length matching substrings in constant rounds, a key step for each problem.

1.4 Roadmap

The first part of this thesis is concerned with the bounded-distance regime. In Chapter 2,

we discuss an O(n + poly(k))-time algorithm for tree edit distance. In Chapter 3, we discuss

O(n + poly(k))-time algorithms for weighted variants of edit distance. In the second part of the

thesis, contained in Chapter 4, we discuss dynamic Dyck and dynamic tree edit distance. In the

third and final part of the thesis, we discuss MPC string algorithms. In Chapter 5, we show upper

and lower bounds for edit distance in MPC. Finally, in Chapter 6, we give results and related proofs

for suffix tree, longest palindrome, and longest common substring in MPC.
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Part I

Bounded Distance Regime
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Chapter 2: O(n+poly(k))-time Algorithm for Bounded Tree Edit Distance

2.1 Introduction

Computing the edit distance of two strings is one of the most fundamental problems in theo-

retical computer science and combinatorial optimization studied since the 1960s. Tree edit distance

is a natural generalization of edit distance in which the task is to compute a measure of dissimilar-

ity between two (unweighted) rooted trees with node labels in which every insertion, deletion, or

relabeling operation has unit cost. Tree edit distance, first introduced by Selkow [Selkow, 1977],

extends the applications of edit distance to areas such as computational biology (e.g., analysis of

RNA molecules, where the secondary structure of RNA is represented as a rooted tree) [Bille,

2005,Gusfield, 1997,Harel and Tarjan, 1984,Shapiro and Zhang, 1990,Landau et al., 1998], struc-

tured data analysis (e.g., XML) [Buneman et al., 2003, Chawathe, 1999, Ferragina et al., 2009],

image analysis [Bunke and Shearer, 1998], and compiler optimization [Demaine et al., 2010]. Per-

haps the most notable recent application of tree edit distance is in NoSQL big databases, such as

MongoDB [MongoDB, 2022], where each row of the database is a JSON document represented as

a labeled rooted tree, and finding dissimilarity between two rows is a basic operation.

The computational aspect of tree edit distance is also widely studied. Tai [Tai, 1979] gave the

first solution for tree edit distance that runs in time O(n6), where n is the total number of nodes in

both trees. This running time was later improved in a series of works toO(n4) [Zhang and Shasha,
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1989], O(n3 log n) [Klein, 1998], and O(n3) [Demaine et al., 2010]. Very recently, Mao [Mao,

2021] broke the cubic barrier by showing an O(n2.9546)-time algorithm via a reduction to max-

plus product of bounded-difference matrices. In a follow-up preprint, Dürr further improved the

running time to O(n2.9149) [Dürr, 2023].

Boroujeni, Ghodsi, Hajiaghayi, and Seddighin [Boroujeni et al., 2019] presented a (1 + ϵ)-

approximation algorithm for tree edit distance that runs in Õ(n2) time.1 They also obtained an

O(
√
n)-factor approximation algorithm that runs in Õ(n) time. Very recently, Seddighin and

Seddighin [Seddighin and Seddighin, 2022] gave anO(n1.99)-time (3+ϵ)-approximation algorithm

for tree edit distance.

The problem has also been considered from the lower-bound perspective. In particular,

Bringmann, Gawrychowski, Mozes, and Weimann [Bringmann et al., 2020] proved that the cubic

running time barrier for weighted tree edit distance cannot be broken unless APSP admits a truly

subcubic time solution and weighted k-clique admits an O(nk−ϵ)-time solution. The existence of

such a lower bound was previously conjectured by Abboud [Abboud, 2014] in a collection of open

problems in fine-grained complexity.

In contrast to tree edit distance, approximation algorithms for string edit distance have

been subject to many studies [Andoni et al., 2010, Andoni and Onak, 2012, Bar-Yossef et al.,

2004, Batu et al., 2006, Haeupler et al., 2019, Indyk, 2001, Landau et al., 1998, Boroujeni et al.,

2021, Chakraborty et al., 2020, Andoni and Nosatzki, 2020]. After a series of recent develop-

ments [Boroujeni et al., 2021, Chakraborty et al., 2020, Goldenberg et al., 2020, Koucký and Saks,

2020, Brakensiek and Rubinstein, 2020], the current best bound is an algorithm by Andoni and

Nosatzki [Andoni and Nosatzki, 2020], for any constant ϵ > 0, provides a constant-factor approx-

1The Õ(·) notation suppresses polylogarithmic factors.
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imation of edit distance between strings of length n in time O(n1+ϵ).

Given a parameter k as an upper bound on the distance, anO(n+k2)-time algorithm for edit

distance is known since the 1980s, due to Myers [Myers, 1986] and Landau and Vishkin [Landau

and Vishkin, 1988], who combined suffix trees with an elegant greedy algorithm. The existence of

such an Õ(n + poly(k))-time algorithm for tree edit distance (even for unlabeled trees) remained

open despite persistent effort from researchers in the field. In particular, this question was posed

by Mao [Mao, 2021] and Akmal and Jin [Akmal and Jin, 2021]. The current fastest algorithm

for the problem runs in Õ(nk2) time [Akmal and Jin, 2021], improving on the previous results of

O(nk3) time by Touzet [Touzet, 2005]. In this paper, we answer this open question affirmatively

by providing an Õ(n+ k15)-time algorithm for bounded tree edit distance.

The previous algorithms for computing tree edit distance [Tai, 1979, Zhang and Shasha,

1989,Klein, 1998,Demaine et al., 2010,Mao, 2021] are dynamic-programming-based procedures,

and the solutions for bounded tree edit distance [Touzet, 2005, Akmal and Jin, 2021] are obtained

by appropriately pruning the set of states in earlier general-purpose algorithms. Our strategy is

very different: the main effort is to greedily match all but O(poly(k)) nodes of the input trees so

that any polynomial-time algorithm can be used to solve the residual instances of the problem. The

greedy approach is sufficiently powerful only for trees avoiding certain synchronized periodicity,

and therefore we start with a preprocessing step that eliminates appropriate periodic structures.

Although such an approach is fairly simple to realize for strings, implementing it on trees requires

several novel components of their own interest. This is because, so far, the underlying techniques

have not been used on trees, and this setting brings many challenges absent in the context of strings.

For example, periodicity in trees comes in two flavors, which we name vertical and horizontal, and

we provide efficient procedures detecting both kinds. Another obstacle is that, whereas greedily
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matching two characters yields two independent instances of the string edit distance problem,

greedily matching two nodes does not produce two independent instances of the tree edit distance

problem, and thus we need a dedicated algorithm to optimally extend a partial alignment to a

complete alignment of two trees. For more details, see the technical overview in Section 2.2.

Finally, a problem related to (tree) edit distance is the Dyck edit distance problem, in which,

given a sequence of n parentheses, the task is to find the minimum number of edits (character

insertions, deletions, and substitutions) needed to make the sequence well-balanced. The Dyck edit

distance has numerous applications [Harrison, 1978, Kozen, 1997] and has been subject to many

theoretical studies designing exact [Bringmann et al., 2019, Chi et al., 2022a, Backurs and Onak,

2016,Fried et al., 2022,Dürr, 2023] and approximation algorithms [Saha, 2014,Das et al., 2022b].

It is also known that this problem is at least as hard as Boolean matrix multiplication [Abboud

et al., 2018]. Though Dyck edit distance problem has a different flavor than tree edit distance

(since the goal is to find the minimum number of edits to completion, i.e., to a target of well-

balanced parentheses), the existence of an Õ(n+poly(k))-time algorithm for the bounded version

was still a very important open problem (motivated by fixing hierarchical data files, such as XML

and JSON). Backurs and Onak [Backurs and Onak, 2016] solved the open problem by providing

an exact algorithm for Dyck edit distance that runs in O(n + k16) time, which has recently been

improved by Fried, Golan, Kociumaka, Kopelowitz, Porat, and Starikovskaya [Fried et al., 2022]

to run in O(n + k5) time, and further to Õ(n + k4.5442) using fast matrix multiplication [Fried

et al., 2022, Dürr, 2023]. Dyck edit distance falls under the umbrella of a general language edit

distance problem [Bringmann et al., 2019], which, however, is at least as hard as Boolean matrix

multiplication already for k = 0.
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Our Result

While in edit distance, the goal is to transform a string S into another string S ′, in tree

edit distance the goal is to transform a tree T into another tree T ′ using the least number of edit

operations. In the most common version of the problem, it is assumed that both trees T and T ′

are rooted and that there is a left-to-right order between the children of any node. Moreover, each

node has a label (independent of its the degree). The elementary operations are node deletion,

node insertion, and node relabeling. In node deletion, we remove a node v and replace it with all

of its children, preserving their order. The reverse of node deletion is node insertion, which allows

us to select a consecutive set of siblings and bring them under a new node v which appears at the

previous position of the relocated nodes. A node relabeling simply modifies the label of an existing

node.

In fact, we solve a slightly more general problem of computing the edit distance between

two labeled forests, which are defined as sequences of labeled, rooted, and ordered trees. For

two labeled forests F and G, we denote their tree edit distance with ted(F,G). Moreover, for

a threshold k, we denote with ted≤k(F,G) a value equal to ted(F,G) (if it is at most k) or ∞

(otherwise). The main result of this paper is summarized in the following theorem:

Theorem 2.1.1. There exists a randomized algorithm that, given forests F,G of total size n and

an integer k ∈ Z+, computes ted≤k(F,G) in O(n log n + k15 log k log n) time correctly with high

probability.
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2.2 Technical Overview

Given two strings X, Y ∈ Σ≤n and a threshold k ∈ Z≥0, the classic Landau–Vishkin

algorithm [Landau and Vishkin, 1988] computes ed≤k(X, Y ) in time O(n + k2). The algo-

rithm uses dynamic programming: for each i ∈ [0 . . k] and j ∈ [−k . . k], it computes an index

di,j = max{x : ed(X[0 . . x), Y [0 . . x + j)) ≤ i}. In terms of the standard quadratic-size DP

table, di,j can be interpreted as the row of the farthest cell on the jth diagonal that can be reached

with cost at most i. After a linear-time reprocessing of X, Y , each value di,j can be computed

in O(1) time; thus, the algorithm takes O(n + k2) time in total. From the definition of di,j , we

can observe that the alignments produced by the Landau–Vishkin algorithm satisfy the following

greedy property: if a prefix X[0 . . x) is aligned to a prefix Y [0 . . y) and the characters X[x] = Y [y]

match, then these two characters are also aligned (instead of being deleted). This greedy matching

strategy is crucial in achievingO(n+poly(k)) time complexity as it allows the algorithm to focus

on O(poly(k)) mismatches and quickly slide through the bulk of the input strings.

A natural question is whether a similar greedy strategy can be applied in the context of the

edit distance of two labeled forests F and G. While there could be several ways to formalize such

a greedy property, all definitions should capture the following scenario: if the leftmost roots of F

and G have the same label, we should be able to greedily match these roots. Unfortunately, this is

not the case, as illustrated in Fig. 2.1.

However, it is fairly obvious that if the entire leftmost trees of F and G are the same, then

these trees can be matched greedily. In general, as proved in Proposition 2.4.4, if, while construct-

ing an alignment, we are given a chance to match a node u in F with a node v in G (or to delete one

or both of these nodes), then we can greedily match the two nodes provided that the entire subtrees
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Figure 2.1: An example of simple greedy strategy where the alignment matches the leftmost roots,
both having labels a. However, the unique optimal alignment deletes the entire tree T1 and substi-
tutes the label at the node of T2 from b to a.

rooted at u and v, respectively, are identical. We call alignments following this principle greedy

alignments. Unfortunately, these subtrees can be large. Thus, first we need to design a process that,

for any node u ∈ VF (or v ∈ VG), can efficiently encode the information (e.g., structure, labeling)

of the subtree rooted at u. We do it using Look-Ahead Labeling discussed next.

Look-Ahead Labelling: Given unlabeled forests F,G and a labeling λ : VF, VG → Σ (here, VF

stands for the node set of F) and a parameter d, the depth-d look-ahead labeling λ′ = L(λ, d)

satisfies the following property for any pair of nodes u, v ∈ VF ∪ VG: λ′(u) = λ′(v) if and only if

ted(sub≤d(u), sub≤d(v)) = 0. Here, sub≤d(u) denotes the λ-labeled subtree rooted at u trimmed

to depth d.

To construct λ′, we first define the parentheses representation of F and G with respect to

labeling λ. For forest F with labeling λ, this is denoted as Pλ(F) and can be defined using

the following recursion: If F consists of trees T1, . . . ,Tm, then Pλ(F) =
⊙m

i=1 Pλ(Ti), where

Pλ(Ti) = (λ(vi) · Pλ(Fi) · )λ(vi) and · as well as
⊙

denote concatenation. Here, vi is the root of Ti

and Fi is the forest obtained from Ti by removal of vi. To create λ′ in linear time, we replace the

label of each node u ∈ VF ∪ VG with a Karp–Rabin fingerprint of Pλ(sub≤d(v)). Note by setting d

larger than the heights of F and G, we can create a labeling that for each node encodes the entire
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subtree rooted at that node. The details can be found in Section 2.4.1.

As an additional challenge, it turns out that this greedy approach is beneficial only if the

input trees F,G avoid certain periodic structures, which may be present in the input forests. Thus,

we first design an Õ(n)-time algorithm that, given arbitrary labelled forests F,G, produces a pair

of forests F ′, G′ such that ted≤k(F,G) = ted≤k(F
′, G′) and both F ′, G′ avoid synchronized hori-

zontal and vertical k-periodicity, the two types of periodicity which we describe in the following

paragraphs. Moreover, with an Õ(n+ k3)-time post-processing, we also compute an alignment Ã

mapping P(F ′) to P(G′) such that if we consider any optimal alignment B between F ′ and G′ (and

identify it with the corresponding alignment of P(F ′) and P(G′)), then Ã and B differ at O(k4)

positions. Next, we discuss the key ideas of the periodicity reduction process. We remark that this

is the first algorithm that provides an efficient way of reducing periodicity in trees or forests, and

it can be of independent interest.

Periodicity Reduction: One of the most important novel contributions of our algorithm is the

definition and identification of periodicity in forests. An integer p is period of a string S if

S[i] = S[i + p] holds for all i ∈ [0 . . n − p); we then call |S|
p

the exponent of this period of

S. If p ≤ k, then S is called k-periodic. Ideally, we would like to identify and reduce the expo-

nent of periodic regions of forests F and G somehow. Given two strings S and T , if there exist

periodic fragments Q = S[αs . . βs) = T [αt . . βt) such that |αs − αt| ≤ 2k, we say that there

are k-synchronized occurrences of Q in S and T . Synchronized periodicity in strings has previ-

ously been studied for string edit distance algorithms that take advantage of such periodicity when

constructing optimal alignments (e.g., in [Kociumaka et al., 2021]), but never in forests. Unfortu-

nately, reducing periodic fragments in the parentheses representations of forests does not preserve
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tree edit distance. In particular, if a periodic substring is unbalanced, then any edit to an opening

parenthesis in the periodic region also needs to be applied to the corresponding closing parenthesis,

which may lie outside the periodic region. We propose and identify two new types of “balanced”

periodicity in forests, horizontal and vertical periodicity. By constructing forests F ′ and G′ which

avoid k-synchronized horizontal and vertical k-periodicity in F and G without affecting the total

edit distance between the forests, we prove that we also avoid any periodicity in the underlying

parentheses representations of F and G (with an appropriate labeling).

In Section 2.6, the first type of periodicity we identify and reduce is horizontal periodicity.

If a sequence of subtrees of a given node repeats periodically, then we consider the repeated forest

as a horizontal period. Therefore, horizontal periodicity appears in the parentheses representation

of F and G as a balanced periodic fragment. Since horizontal periods are already balanced, any

edits can be applied locally within the horizontally periodic fragment. By computing all maxi-

mal periodic fragments in the parentheses representations of F and G, we can find and reduce

all horizontally periodic regions at nearby locations in both forests. In order to avoid interactions

between overlapping horizontally periodic regions, we are careful to only reduce horizontal pe-

riodicity with large exponent and small period. Algorithm 3 gives detailed pseudocode for the

Õ(n)-time construction of forests F ′ and G′ which avoid k-synchronized horizontal k-periodicity

from input forests F and G.

In Section 2.7, the second type of periodicity we identify and reduce is vertical periodicity.

Vertical periodicity occurs in a forest when there is some path in which the subtrees to the left

and right of the path repeat periodically at subsequent levels of the path (see Fig. 2.4). To find

all vertical periods in a forest F , we identify nodes whose corresponding opening and closing

parenthesis are each contained in periodic substrings of the parentheses representation Pλ(F). Once
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we find all vertical periods of F and G, we use orthogonal range queries (in two dimensions) to

find nodes u ∈ VF and v ∈ VG which are both contained in a vertically periodic region and whose

opening parentheses and closing parentheses are in similar locations of Pλ(F) and Pλ(G). Once

we find all such pairs of nodes, we can reduce the exponent of the periodic path as in the case of

horizontal periods. Algorithm 7 performs these vertical periodic reductions in Õ(n)-time without

introducing any new horizontal k-periodicity, and it outputs forests F ′ and G′ which avoid both

k-synchronized horizontal and vertical k-periodicity.

In Section 2.8, we prove that since F ′ and G′ avoid k-synchronized horizontal and vertical

k-periodicity of large exponent, then Pλ(F
′) and Pλ(G

′) avoids all k-synchronized 2k-periodicity

of large exponent, where λ is an appropriate refinement of the depth-8k look-ahead labeling. We

show that any periodic substring of a forest’s parentheses representation must be either horizontal

or vertical period depending on whether the period string is balanced or unbalanced. At the end

of the section, using an O(n + k3)-time DP algorithm described in Section 2.3, we compute an

alignment Ã of Pλ(F
′) and Pλ(G

′) that differs from any optimal tree alignment of F ′ and G′ on at

most k4 characters.

Given the two trees F ′ and G′ that avoid synchronized horizontal k-periodicity and synchro-

nized vertical k-periodicity, in Section 2.9.5 we design an algorithm using the greedy strategy that

computes ted≤k(F
′, G′) in time Õ(n + h2k7), where h is an upper bound on the height of F ′ and

G′. We provide a brief sketch of the algorithm in the following.

Tree Edit Distance of Shallow Forests: Here, we first show that if we consider any optimal align-

ment A between F ′ and G′, then, for all but 2hk pairs of nodes (u, v) where u ∈ VF ′ and v ∈ VG′ ,

A matches u with v and the subtree rooted at u is identical as the one rooted at v. If we assume
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that F ′ and G′ avoid synchronized horizontal k-periodicity, this allows constructing a large set of

matching pairs M ⊆ {(u, v) : u ∈ VF , v ∈ VG} (of size |VF | − O(h2k4)) that is common to all

optimal greedy alignments; i.e., each pair (u, v) ∈ M is matched by every greedy alignment and

the subtrees rooted at u and v are at distance 0. The time required to construct M is O(n+ hk2).

Given this partial matching M common to every optimal greedy alignment, our next objec-

tive is to extend it in order to construct an optimal alignment between F ′ and G′. An analogous

task is relatively straightforward for strings: given a partial matching, we can first partition the

strings along this matching and then independently compute the optimal distance between subse-

quent pieces. This strategy fails for trees, but we still provide a linear-time algorithm that, given a

pair of forests F ′ and G′ and a non-crossing partial matching M between them, constructs forests

F ′′ and G′′ such that tedM≤k(F
′, G′) = ted≤k(F

′′, G′′) and |F ′′|+ |G′′| = O(k(|F ′|+ |G′|−2|M |)).

Here, tedM≤k(F
′, G′) is the minimum of the cost of all alignments A between F ′, G′ such that each

pair of nodes in M is also matched by A (or∞ if that cost exceeds k).

Thus, following this construction and using the fact that the partial matching M is com-

mon to every optimal greedy alignment between F ′, G′ (thus tedM≤k(F
′, G′) = ted≤k(F

′, G′)) and

|M | = |VF | − O(h2k4), in linear time we can construct trees F ′′, G′′ such that ted≤k(F
′, G′) =

ted≤k(F
′′, G′′) and |F ′′|+ |G′′| = O(h2k5). Next using the Õ(nk2) time algorithm of [Akmal and

Jin, 2021], we compute ted≤k(F
′′, G′′) in time Õ(h2k7). Below, we discuss how to extend a partial

matching to a complete alignment.

Partial Forest Matching: As mentioned earlier, here, given a pair of forests F ′ and G′ and a non-

crossing partial matching M , our objective is to construct forests F ′′ and G′′ such that tedM≤k(F
′, G′) =

ted≤k(F
′′, G′′) and |F ′′| + |G′′| = O(k(|F ′| + |G′| − 2|M |)). Also, if the height of F ′′ (or G′′) is
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h > 2, then there is a length h − 2 top down-path in F ′ avoiding nodes from M . Thus, if M is

large and hits all long paths, then this significantly reduces both the size and the depth of the input

forests while preserving their distance.

We start by partitioning F ′ and G′ along the matching pairs in M , creating forests F̂ and Ĝ,

and a set of partial matching pairs M̂ between F̂ , Ĝ. Our aim is to ensure that each node appearing

in a matching pair of M̂ is a leaf node of some tree in F̂ (or Ĝ) and tedM(F ′, G′) = tedM̂(F̂ , Ĝ).

For this, we mark all the nodes that are present in M and assign each node to the nearest marked

proper ancestor. This creates a partition of VF and of VG. Next for each subset S of nodes in the

partition, we create a tree by deleting all the nodes in VF \ S from F , and we add the tree to F̂

(while preserving the order of the nodes as present in F ). Similarly create Ĝ from G′. Note that,

by construction, each node present in M appears as a leaf node of some tree in F̂ (or in Ĝ). We

also copy all the matching pairs from M to M̂ . Lastly to ensure tedM(F ′, G′) = tedM̂(F̂ , Ĝ),

between each pair of consecutive trees in F̂ and their corresponding trees in Ĝ, we insert a pair of

single-node trees whose roots are also added to M̂ . Now, each node present in M̂ appears as a leaf

node of some tree in F̂ (or in Ĝ) and, if height of F̂ (or Ĝ) is h > 1, then there is a length h − 1

top down path in F ′ (or G′) avoiding nodes from M .

In the second step we further reduce M̂ by removing redundant matching pairs. The idea here

is that, for each matching pair (û, v̂) ∈ M̂ , if their immediate left siblings u and v (respectively)

are also matched by M̂ , i.e., (u, v) ∈ M̂ , then we can discard (û, v̂) to create a new set M̄ and

create forests F̄ and Ḡ by deleting all the nodes present in some discarded matching pair. This is

because (u, v) serves as a representative of (û, v̂) and thus reintroducing them would not violate

the non-crossing property of the matching set, and we can ensure tedM̄(F̄ , Ḡ) = tedM̂(F̂ , Ĝ) =

tedM(F ′, G′). We also show |M̂ | ≤ 2/5(|F̂ |+ |Ĝ|+ 1).
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Lastly, using F̄ , Ḡ, and M̄ , we construct forests F ′′, G′′ such that tedM̄≤k(F̄ , Ḡ) = ted≤k(F
′′, G′′).

To construct F ′′ and G′′, we attach a gadget containing k + 1 uniquely-labeled children to each

node present in M̄ . As the cost of an optimal alignment of F ′′ and G′′ is bounded by k, it should

match at least one node from each gadget; following this, we can show the alignment will indeed

match all the nodes from the gadget and from set M̄ thus proving tedM̄≤k(F̄ , Ḡ) = ted≤k(F
′′, G′′).

Moreover, from the above construction and using the bound of |M̂ |, we can show |F ′′| + |G′′| =

O(min(|F ′|+ |G′|+ k|M |, k(|F ′|+ |G′| − 2|M |))). Also, by the gadget construction, we ensure

the height of F ′′ (or G′′) is at most the height of F̄ (or Ḡ) plus one. Thus, if the height of F ′′ (or

G′′) is h > 2, then there is a length h − 2 top down path in F ′ (or G′, respectively) avoiding M .

We provide the details in Section 2.9.1.

To summarize, given arbitrary labelled forests F,G and a threshold k, we first design an algo-

rithm that in time Õ(n) produces a pair of forests F ′, G′ such that ted≤k(F,G) = ted≤k(F
′, G′) and

F ′, G′ avoid synchronized horizontal and vertical k-periodicity. At Õ(n+ k3) time, this algorithm

also computes an alignment Ã between P(F ′) and P(G′) such that, any optimal alignment B be-

tween F ′ and G′, differs from Ã atO(k4) positions. Next, using the greedy strategy and the partial

matching technique, we design an algorithm that can compute ted≤k(F
′, G′) in time Õ(n+ h2k7),

given that the heights of F ′ and G′ is at most h. However, the challenge is that the height h can

be much larger than k. To solve this issue, instead of directly computing the distance between

F ′, G′, we design Section 2.9.3, which first creates a partial matching M̃ using random sampling

within alignment Ã, and then extends this partial matching to construct an optimal alignment be-

tween F ′ and G′. The random sampling constructs M̃ in such a way so that, given F ′, G′, and

M̃ , the partial matching reduction generates forests F ′′, G′′ where tedM̃≤k(F
′, G′) = ted≤k(F

′′, G′′)
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and the heights of F ′′ and G′′ are bounded by O(k4). Thus, one can compute the distance in time

Õ(n+ k15). We now give a sketch of the sampling technique.

Level Sampling Set the height threshold h = O(k4). Select the sampling parameter r from

[0 . . h) uniformly at random. Mark all the nodes in F ′ and G′ at depth congruent to r modulo h.

Next, we create a partial matching M̃ as follows: for each marked node u ∈ VF ′ (or in VG′), add

(u, v) to M̃ , where v ∈ VG′ (or v ∈ VF ′) and Ã matches the parentheses representing u with the

parentheses representing v. Apply partial matching reduction on F ′, G′ and M̃ to create forests

F ′′, G′′ given (i) every marked node is present in M̃ (ii) |M̃ | = O(n/k4). Using the bound on |M̃ |,

we claim |F ′′|+ |G′′| = O(n). Moreover, neither of F ′′, G′′ has a top-down length-h path avoiding

M̃ . Hence, the height of F ′′, G′′ is at most h + 1 = O(k4). Thus, we can compute ted≤k(F
′′, G′′)

using the shallow forest algorithm in time Õ(n+poly(k)). Note that the partial matching reduction

ensures tedM̃≤k(F
′, G′) = ted≤k(F

′′, G′′). As ted(F ′, G′) ≤ k and any optimal alignment between

F ′ and G′ and Ã differs in at most O(k4) matching pairs, following our sampling strategy we

further can argue that ted≤k(F
′, G′) = tedM̃≤k(F

′, G′) holds with constant probability. To ensure

concentration, we repeat this Θ(log n) times and report the minimum distance computed.

2.3 Preliminaries

2.3.1 Strings

A string Y ∈ Σn is a sequence of |Y | := n characters from an alphabet Σ. For i ∈ [0 . . n),

we denote the ith character of Y with Y [i]. The reverse of a string Y is Y := Y [n − 1]Y [n −

2] · · ·Y [0]. We say that a string X occurs as a substring of a string Y if X = Y [i] · · ·Y [j − 1]
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holds for some indices 0 ≤ i ≤ j ≤ |Y |. We denote the underlying occurrence of X as Y [i . . j).

Formally, Y [i . . j) is a fragment of Y that can be represented using a reference to Y as well as its

endpoints i, j. The fragment Y [i . . j) can be alternatively denoted as Y [i . . j−1], Y (i−1 . . j−1],

or Y (i− 1 . . j). A fragment of the form Y [0 . . j) is a prefix of Y , whereas a fragment of the form

Y [i . . n) is a suffix of Y .

An integer p ∈ [1 . . n] is a period of a string Y ∈ Σn if Y [i] = Y [i + p] holds for all

i ∈ [0 . . n − p). In this case, the prefix Y [0 . . p) is called a string period of Y . By per(Y ) we

denote the smallest period of Y . The exponent of a string Y is defined as exp(Y ) := |Y |
per(Y )

, and

we say that a string Y is periodic if exp(Y ) ≥ 2.

For a string Y and an integer m ≥ 0, we define the mth power of Y , denoted Y m, as the

concatenation of m copies of Y . For a string Y ∈ Σn, we define a forward rotation rot(Y ) =

Y [1] · · ·Y [n−1]Y [0]. In general, a cyclic rotation rots(Y ) with shift s ∈ Z is obtained by iterating

rot or the inverse operation rot−1. A non-empty string Y ∈ Σn is primitive if it is distinct from

its non-trivial rotations, i.e., if Y = rots(Y ) holds only when s is a multiple of n. A string Y is

primitive if and only if it cannot be expressed as Y = Xm for some string X and integer m > 1.

2.3.2 Edit-distance Alignments

The edit distance (also known as the Levenshtein distance) ed(X, Y ) between two strings

X and Y is defined as the smallest number of character insertions, deletions, and substitutions

required to transform X to Y .

Equivalently, the edit distance ed(X, Y ) can be defined as the cost of the cheapest alignment

A : X → Y . There are many ways to formally define an alignment; all of them, however, need to
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identify which characters of X are deleted and which characters of Y are inserted. The remaining

characters are aligned (either substituted or matched) in the left-to-right order. Since parts of this

work rely on the techniques of [Kociumaka et al., 2021], we chose to stick to their formalization.

Definition 2.3.1. A sequence A = (xt, yt)
m
t=0 is an alignment of a string X ∈ Σ∗ onto a string

Y ∈ Σ∗, denoted A : X → Y , if (x0, y0) = (0, 0), (xm, ym) = (|X|, |Y |), and (xt+1, yt+1) ∈

{(xt + 1, yt + 1), (xt + 1, yt), (xt, yt + 1)} for t ∈ [0 . .m).

Given an alignment A = (xt, yt)
m
t=0 : X → Y , for every t ∈ [0 . .m):

• If (xt+1, yt+1) = (xt + 1, yt), we say that A deletes X[xt].

• If (xt+1, yt+1) = (xt, yt + 1), we say that A inserts Y [yt].

• If (xt+1, yt+1) = (xt + 1, yt + 1), we say that A aligns X[xt] and Y [yt], denoted X[xt] ∼A

Y [yt]. If additionally X[xt] = Y [yt], we say that A matches X[xt] and Y [yt], denoted

X[xt] ≃A Y [yt]. Otherwise, we say that A substitutes X[xt] for Y [yt].

The cost of an edit distance alignmentA is the total number characters thatA deletes, inserts,

or substitutes. We denote the cost by edA(X, Y ). The cost of an alignment A = (xt, yt)
m
t=0 is at

least its width, defined as maxmt=0 |xt − yt|. Observe that ed(X, Y ) can be defined as the minimum

cost of an alignment of X and Y , that is, ed(X, Y ) = minA:X→Y edA(X, Y ). An alignment of X

and Y is optimal if its cost is equal to ed(X,Y ).

Given an alignment A = (xt, yt)
m
t=0 of X, Y ∈ Σ+, we partition the elements (xt, yt) of

A into matches (for which X[xt] ≃A Y [yt]) and breakpoints (the remaining elements). We de-

note the set of matches and breakpoints by MA(X, Y ) and BA(X, Y ), respectively. Observe that

|BA(X, Y )| = 1 + edA(X, Y ).

We say that a set M ⊆ Z≥0×Z≥0 is non-crossing if there are no distinct pairs (x, y), (x′, y′) ∈
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M with x ≤ x′ and y ≥ y′. Observe that, for every alignment A of X, Y , the set {(x, y) ∈

[0 . . |X|) × [0 . . |Y |) : X[x] ∼A Y [y]} is non-crossing. We further say that a non-crossing set

M ⊆ [0 . . |X|) × [0 . . |Y |) is a non-crossing matching of strings X,Y if X[x] = Y [y] holds for

every (x, y) ∈ M . Note that, for every alignment A of X, Y , the set MA(X, Y ) is a non-crossing

matching.

Given an alignment A = (xt, yt)
m
t=0 of X and Y , for every ℓ, r ∈ [0 . .m] with ℓ ≤ r,

we say that A aligns X[xℓ . . xr) to Y [yℓ . . yr), denoted X[xℓ . . xr) ∼A Y [yℓ . . yr). If there is

no breakpoint (xt, yt) with t ∈ [ℓ . . r), we further say that A matches X[xℓ . . xr) to Y [yℓ . . yr),

denoted X[xℓ . . xr) ≃A Y [yℓ . . yr).

Definition 2.3.2 (Greedy alignment [Kociumaka et al., 2021]). We say that an alignmentA of two

strings X, Y ∈ Σ∗ is greedy if X[x] ̸= Y [y] holds for every (x, y) ∈ BA(X, Y ) such that x ̸= |X|

and y ̸= |Y |.

As proven in [Kociumaka et al., 2021], any two strings X, Y ∈ Σ∗ have an optimal alignment

that is also greedy.

For strings X, Y ∈ Σ∗ and integers k ≥ w ≥ 0, we denote by Ak,w(X, Y ) the family of

alignments ofA : X → Y whose cost is at most k and whose width is at most w. Furthermore, we

define GAk,w(X, Y ) as the set consisting of all greedy alignments in Ak,w(X, Y ). The following

result can be obtained using a straightforward adaptation of the Landau–Vishkin algorithm [Landau

and Vishkin, 1988]. The only difference compared to the baseline implementation is that the DP

table is artificially restricted to diagonals [−w . . w].

Lemma 2.3.3. Given strings X, Y ∈ Σ≤n and integers k, w ∈ Z≥0, one can in O(n + kw)

time decide whether Ak,w(X, Y ) ̸= ∅. If the answer is positive, the algorithm reports a witness
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alignment A ∈ GAk,w(X, Y ).

2.3.3 Trees and Forests

Definition 2.3.4 (Forest). We say that a forest F is a (possibly empty) sequence of non-empty

rooted ordered trees T1, . . . ,Tm. Formally, each such tree Ti consists of a root node vi and a forest

Fi representing the descendants of vi. We write VF to denote the node set of F.

For a node v ∈ VF in a forest F, we denote the parent of v by parentF(v). If v is a root, then

we set parentF(v) = ⊥F; consistently with [Mao, 2021, Akmal and Jin, 2021], we refer to ⊥F as

the virtual root of F. We denote V̄F = VF ∪{⊥F} as the set of nodes in F including the virtual root.

For each node v ∈ V̄F, we denote the sequence of children of v by childrenF(v). Observe that the

forest F is uniquely specified by the lists childrenF(v) for v ∈ V̄F and these lists, in total, contain

every node u ∈ VF exactly once.

We define the height of a forest F, denoted height(F), as the maximum number of nodes on

the root-to-leaf path in F. Thus, an empty forest has height 0, whereas a forest consisting of roots

only has height 1.

Definition 2.3.5 (Labelled forest). A labeled forest F consists of a forest F and a labeling function

λ : VF → Σ assigning labels (from an integer alphabet Σ = [0 . . σ)) to nodes of F.

In this work, we typically consider two labeled forests F,G. We then assume that the under-

lying unlabeled forests F,G have disjoint node sets and a joint labeling λ : VF ∪ VG → Σ.

Definition 2.3.6 (Tree edit distance). The following operations are jointly called edits of a labeled

forest F :
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Substitution (relabeling) Change the label of a node in F with another symbol from Σ.

Deletion Delete a node v from F . As a result, the children of v become the children of parentF (v)

while preserving their order. Formally, we modify childrenF (parentF (v)) by replacing v

with childrenF (v).

Insertion Insert a labeled node v into F so that deletion of v produces F again. Formally, an

insertion is specified by a u ∈ V̄F (which will become the parent of v), a (possibly empty)

fragment of childrenF (u) (identifying nodes which will become the children of v), and the

label of the new node.

The tree edit distance ted(F,G) is defined as the minimum number of edits (listed above) required

to transform one forest to the other.

Just like the string edit distance, the tree edit distance admits an equivalent definition in terms

of alignments A : F → G. Such an alignment must specify which nodes in F are deleted and

which nodes in G are inserted. The remaining nodes are aligned (either relabeled or matched).

Unlike for string edit distance, where the alignment must only be consistent with the left-to-right

ordering, here, the alignment must the consistent with both the pre-order and the post-order forest

traversal.

2.3.4 Parenthesis Representation of Forests

Aiming to adapt string techniques into the forest setting, we map each forest to a string

through the parentheses representation (closely related to the bi-order traversal considered in [Mao,

2021]).

Definition 2.3.7 (Parenthesis representation). For every unlabeled forest F, we define the paren-
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theses representation of F, denoted P(F) ∈ {(,)}∗, using the following recursion: If F consists

of trees T1, . . . ,Tm, where each Ti consists of a root node vi and a forest Fi representing the de-

scendants of vi, then P(F) =
⊙m

i=1 P(Ti), where P(Ti) = ( · P(Fi) · ) and · as well as
⊙

denote

concatenation.

For a labelling λ : VF → Σ, we further set Pλ(F) ∈ ({(,)} × Σ)∗ so that Pλ(F) =⊙m
i=1 Pλ(Ti) and Pλ(Ti) = (λ(vi) · Pλ(Fi) · )λ(vi). For a labeled forest F = (F, λ), we also

write P(F ) := Pλ(F).

Observe that P(F) forms a well-parenthesized sequence and there is a bijection between

nodes of F and the pairs of matching parentheses in P(F). We define functions oF, cF : VF →

[0 . . 2|F|) so that the opening and the closing parenthesis representing u are located at positions

oF(u) and cF(u), respectively.

Definition 2.3.8. We say that A : P(F) → P(G) is a tree alignment of forests F and G, denoted

A : F→ G if the following consistency conditions are satisfied for each u ∈ VF:

• either A deletes both P(F)[oF(u)] and P(F)[cF(u)], or

• there exists v ∈ VG such that P(F)[oF(u)] ∼A P(G)[oG(v)] and P(F)[cF(u)] ∼A P(G)[cG(v)].

We denote the set of all tree alignments A : F→ G with TA(F,G) ⊆ A(P(F),P(G)).

Definition 2.3.9. Consider a joint labeling λ of forests F,G and an alignment A ∈ TA(F,G). We

denote tedλ,A(F,G) :=
1
2
edA(Pλ(F),Pλ(G)). In terms of the underlying labeled forests F,G, we

express this as tedA(F,G) := 1
2
edA(P(F ),P(G)).

We observe that Definitions 2.3.6 and 2.3.9 are equivalent as each tree edit operation can be

represented using two string edit operations. For example, a deletion of a node v ∈ VF corresponds

to deleting the characters at positions oF (u) and cF (u) in P (F ).
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Observation 2.3.10. For any two forests F,G, we have ted(F,G) = minA∈TA(F,G) tedA(F,G).

Furthermore, for an integer k ∈ Z≥0, we denote TAk(F,G) = {A ∈ TA(F,G) : tedA(F,G) ≤

k}. We also denote

ted≤k(F,G) =


ted(F,G) if ted(F,G) ≤ k,

∞ otherwise.

2.4 Labeling Refinements

Consider two joint labelings λ, λ′ : VF ∪ VG → Σ of forests F,G. We say that λ is a

refinement of λ′ if λ′(u) = λ′(v) holds for any two nodes u, v ∈ VF ∪ VG such that λ(u) = λ(v). If

simultaneously λ is a refinement of λ′ and λ′ is a refinement of λ, we say that λ is equivalent to λ′.

2.4.1 Look-Ahead Refinement

For a node v of an unlabeled forest F, let sub(v) denote the subtree of F rooted at v. Further,

for an integer d ∈ Z+, let sub<d(v) denote the subtree of sub(v) consisting of nodes at distance

less than d from the root v.

Definition 2.4.1 (Look-ahead refinement). Let λ be a joint labeling of forests F,G. We say that λ′

is a depth-d look-ahead refinement of λ if, for any u, v ∈ VF ∪ VG, we have λ′(u) = λ′(v) if and

only if Pλ(sub<d(u)) = Pλ(sub<d(v)). We use L(λ, d) to denote a depth-d look-ahead refinement

of λ (chosen arbitrarily up to equivalence of labelings).

Lemma 2.4.2. Consider forests F,G, their joint labeling λ, an alignment A ∈ TA(F,G), and an

integer d ∈ Z+. Then,

tedL(λ,d),A(F,G) ≤ d · tedλ,A(F,G).
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Proof. Let the level of a node in VF ∪ VG denote its distance to the root. We mark some nodes of

F,G and prove that tedL(λ,d),A(F,G) is bounded by the number of marks.

1. IfA deletes a node u ∈ VF at level ℓ or aligns such a node to a node v ∈ VG with λ(u) ̸= λ(v),

then we mark all ancestors of u at levels in (ℓ− d . . ℓ].

2. If A inserts a node v ∈ VG at level ℓ, then we mark all ancestors of v at levels in (ℓ− d . . ℓ].

Clearly, the total number of marks does not exceed d · tedλ,A(F,G).

It remains to prove that each unit of tedL(λ,d),A(F,G) can be charged to a marked node. If

A deletes a node in VF ∪ VG, then this node is already marked. We shall prove that if A aligns

a node u ∈ VF with a node v ∈ VG such that L(λ, d)(u) ̸= L(λ, d)(v), then either u or v is

marked. For a proof by contradiction, suppose that this is not the case. In particular, this means

thatA does not delete nor insert any node in sub<d(u) and sub<d(v). Consequently, these trees are

isomorphic, i.e., P(sub<d(u)) = P(sub<d(v)), and A aligns nodes according to this isomorphism.

Moreover, λ assigns the same label to any two nodes matched by this isomporhism (otherwise, u

would have been marked), and thus Pλ(sub<d(u)) = Pλ(sub<d(v)), contradicting the assumption

that L(λ, d)(u) ̸= L(λ, d)(v).

Lemma 2.4.3. Given forests F,G of total size n, their joint labeling λ, and an integer d ∈ Z≥0, a

labeling equivalent to L(λ, d) can be constructed in O(n) using a randomized algorithm correct

with high probability.

Proof. We replace the label of each node v ∈ VF ∪ VG with the Karp–Rabin fingerprint [Karp

and Rabin, 1987] of Pλ(sub<d(v)). Choosing a sufficiently large prime number p = nΘ(1) and a

uniformly random seed r ∈ [0 . . p), we can guarantee that, with high probability, the fingerprints

will have no collisions among the n strings Pλ(sub<d(v)).
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As far as the implementation is concerned, for each node v at level ℓ, we first identify all its

descendants v1, . . . , vm at level ℓ + d. Such lists can be produced in linear time by a traversal of

F and G that maintains the ancestors of the currently visited node in an array indexed by the level

of the ancestor. When visiting a node at level ℓ ≥ d, we add it to the list of descendants of the

ancestor at level ℓ−d. Next, we note that Pλ(sub<d(v)) can be obtained from Pλ(sub(v)) by cutting

out the fragments representing Pλ(sub(vi)). Thus, given the list v1, . . . , vm, we can represent

Pλ(sub<d(v)) as the concatenation of m + 1 fragments of Pλ(sub(v)). The fingerprint of each

fragment of Pλ(F ) and Pλ(G) can be constructed in O(1) time and the Karp–Rabin fingerprints

support concatenations in O(1) time. Consequently, the desired fingerprints can be constructed in

O(n) time in total.

Next, we show that there exists an optimum alignment that becomes greedy if we refine the

labeling using look-ahead d ≥ max{height(F ), height(G)}.

Proposition 2.4.4. Let λ be a joint labeling of unlabeled forests F,G of height at most h and let

λ̂ = L(λ, h). Then, there exists a tree alignment A ∈ TA(F,G) of optimum cost tedλ,A(F,G) =

tedλ(F,G) such that A ∈ GA(Pλ̂(F),Pλ̂(G)).

Proof. Consider a tree alignment A ∈ TA(F,G) of optimum cost tedλ,A(F,G) = tedλ(F,G). We

perform the following steps repeatedly for 2|F| rounds: at round i, we construct a tree alignment

Ai ∈ TA(F,G) such that tedλ,Ai
(F,G) = tedλ,A(F,G) and Pλ̂(F)[x] ̸= Pλ̂(G)[y] for every (x, y) ∈

BAi
(Pλ̂(F),Pλ̂(G)) ∩ ([0 . . i)× [0 . . 2|G|)). Trivially, A0 := A satisfies this condition for i = 0.

Round i. At round i, we construct Ai given Ai−1 = (xt, yt)t∈[0. .m]. If Pλ̂(F)[x] ̸= Pλ̂(G)[y]

already holds for every (x, y) ∈ BAi−1
(Pλ̂(F),Pλ̂(G)) ∩ ([0 . . i) × [0 . . 2|G|)), then we simply set

Ai := Ai−1. Otherwise, let (x, y) be the leftmost breakpoint with Pλ̂(F)[x] = Pλ̂(G)[y]. By the
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assumptions on Ai−1, we must have x = i− 1.

Case 1. First, we consider the case where (x, y) = (oF(u), oG(v)) for some (u, v) ∈ VF × VG.

Let (x̄, ȳ) = (cF(u), cG(v)) and note that, due to Pλ̂(F)[x] = Pλ̂(G)[y] and λ̂ = L(λ, h), we have

Pλ̂(F)[x . . x̄] = Pλ̂(G)[y . . ȳ]. We define q := min{t : xt > x̄ and yt > ȳ} and create Ai so that it:

• aligns Pλ̂(F)[0 . . x) against Pλ̂(G)[0 . . y) in the same way as Ai−1 did,

• matches Pλ̂(F)[x . . x̄] against Pλ̂(G)[y . . ȳ],

• deletes Pλ̂(F)(x̄ . . xq) and inserts Pλ̂(G)(ȳ . . yq) (at least one of these fragments is empty),

• aligns Pλ̂(F)[xq . . 2|F|) against Pλ̂(G)[yq . . 2|G|) in the same way as Ai−1 did.

Formally, Ai is defined as follows, where ⊙ denotes concatenation of sequences and p ∈ [0 . .m]

is such that (x, y) = (xp, yp):

Ai = (xt, yt)t∈[0. .p) ⊙ (x+ δ, y + δ)δ∈[0. .x̄−x] ⊙ (x̂, yq)x̂∈(x̄. .xq) ⊙ (xq, ŷ)ŷ∈(ȳ. .yq) ⊙ (xt, yt)t∈[q. .m].

First, we show Ai ∈ TA(F,G). For this, take a node u′ ∈ VF and consider several cases:

• oF(u
′) ∈ [x . . x̄] or cF(u′) ∈ [x . . x̄]. In this case, u′ ∈ sub(u) and thus both oF(u

′) ∈

[x . . x̄] and cF(u
′) ∈ [x . . x̄]. Moreover, due to Pλ̂(F)[x . . x̄] ≃Ai

Pλ̂(G)[y . . ȳ], in this case,

Ai matches u′ with the corresponding node of the subtree sub(v) identical to sub(u).

• oF(u
′), cF(u

′) ∈ (x̄ . . xq). In this case, Ai deletes both Pλ̂(F)[oF(u
′)] and Pλ̂(F)[cF(u

′)].

• oF(u
′) ∈ (x̄ . . xq) and cF(u

′) ∈ [xq . . 2|F|). In this case, Ai deletes Pλ̂(F)[oF(u
′)]

and handles Pλ̂(F)[cF(u
′)] in the same way as Ai−1 did. Thus, we must prove that Ai−1

deleted u′. For a proof by contradiction, suppose that Ai−1 aligned u′ with some node

v′ ∈ VG. By the non-crossing property of Ai−1, due to (x, y), (xq, yq) ∈ Ai−1, we must have
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oG(v
′) ∈ [y . . yq) and cG(v

′) ∈ [yq . . 2|G|). Moreover, since (x̄ . . xq) ̸= ∅, we must have

(ȳ . . yq) = ∅, which means that oG(v′) ∈ [y . . ȳ] = [y . . yq). Consequently, v′ ∈ sub(v) and

hence cG(v
′) ∈ [y . . ȳ] = [y . . yq); this contradicts cG(v′) ∈ [yq . . 2|G|).

• oF(u
′) ∈ [0 . . x) and cF(u

′) ∈ (x̄ . . xq). In this case, Ai deletes Pλ̂(F)[cF(u
′)] and

handles Pλ̂(F)[oF(u
′)] in the same way asAi−1 did. Thus, we must prove thatAi−1 deleted u′.

For a proof by contradiction, suppose that Ai−1 aligned u′ with some node v′ ∈ VG. By the

non-crossing property ofAi−1, due to (x, y), (xq, yq) ∈ Ai−1, we must have oG(v′) ∈ [0 . . y)

and cG(v
′) ∈ [y . . yq). Moreover, since (x̄ . . xq) ̸= ∅, we must have (ȳ . . yq) = ∅, which

means that cG(v′) ∈ [y . . ȳ] = [y . . yq). Consequently, v′ ∈ sub(v) and hence oG(v
′) ∈

[y . . ȳ] = [y . . yq); this contradicts oG(v′) ∈ [0 . . y).

• oF(u
′), cF(u

′) ∈ [0 . . x) ∪ [xq . . 2|F|). In this case, Ai handles u′ in the same way as

Ai−1 did.

This case analysis above is exhaustive and, in all cases, the two parentheses corresponding to u′

are handled consistently. Consequently, we indeed have Ai ∈ TA(F,G).

Next we argue that tedλ,Ai
(F,G) ≤ tedλ,Ai−1

(F,G) or, equivalently, edAi
(Pλ(F),Pλ(G)) ≤

edAi−1
(Pλ(F),Pλ(G)). The two alignments differ only on Pλ(F)[x . . xq) and Pλ(G)[y . . yq). The

contribution of these fragments to the cost ofAi : Pλ(F) ; Pλ(G) equals |(x̄ . . xq)|+ |(ȳ . . yq)| =∣∣|(x̄ . . xq)| − |(ȳ . . yq)|
∣∣ = ∣∣|[x . . xq)− |[y . . yq)|

∣∣. Due to (x, y), (xq, yq) ∈ Ai−1, the contribution

of these fragments to the cost of Ai−1 : Pλ(F) ; Pλ(G) must be at least that large.

Finally, we note that the breakpoints of Ai in [0 . . i) × [0 . . 2|G|) satisfy the greedy prop-

erty. For breakpoints to the left of (x, y), this follows by definition of (x, y). Moreover, due to

Pλ̂(F)[x] ≃ Pλ̂(G)[y], the pair (x, y) is not a breakpoint in Ai; in particular, the subsequent pair
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(x+ 1, y + 1) ∈ Ai satisfies x+ 1 = i.

...{}{()}({}....

..{}{()}{()}{}..

Ai−1 Pλ(F )

Pλ(G)

x x̄ xq

y ȳ yq

...{}{()}({}....

..{}{()}{()}{}..

Ai

x x̄ xq

y ȳ yq

P λ(G)

P λ(F )

(a) Case 1

...{}{()}({}....

...{}{{()}}{}...

Ai−1

xx̄ xq

yp ȳ y yq

...{}{()}({}....

...{}{{()}}{}...

Ai

x̄ xqx

yp ȳ y yq

P λ(F )

P λ(G)

P λ(G)

P λ(F )

(b) Case 2

Figure 2.2: Example of the construction of alignment Ai from alignment Ai−1

Case 2. Next, we consider the case where (x, y) = (cF(u), cG(v)) for some (u, v) ∈ VF × VG.

Define (x̄, ȳ) = (oF(u), oG(v)) and note that, due to Pλ̂(F)[x] = Pλ̂(G)[y] and λ̂ = L(λ, h), we

have Pλ̂(F)[x̄ . . x] = Pλ̂(G)[ȳ . . y]. Define q = min{t : xt > x and yt > y} and p = max{t : xt ≤

x̄ and yt ≤ ȳ}. We create Ai so that it:

• aligns Pλ̂(F)[0 . . xp) against Pλ̂(G)[0 . . yp) in the same way as Ai−1 did,

• deletes Pλ̂(F)[xp . . x̄) and inserts Pλ̂(G)[yp . . ȳ) (at least one of these fragments is empty),

• matches Pλ̂(F)[x̄ . . x] against Pλ̂(G)[ȳ . . y],

• deletes Pλ̂(F)(x . . xq) and inserts Pλ̂(G)(y . . yq) (at least one of these fragments is empty),

• aligns Pλ̂(F)[xq . . 2|F|) against Pλ̂(G)[yq . . 2|G|) in the same way as Ai−1 did.

Formally, Ai is defined as follows:

Ai = (xt, yt)t∈[0. .p) ⊙ (x̂, ȳ)x̂∈[xp. .x̄) ⊙ (x̄, ŷ)ŷ∈[yp. .ȳ) ⊙ (x̄+ δ, ȳ + δ)δ∈[0. .x−x̄]

⊙ (x̂, yq)x̂∈(x. .xq) ⊙ (xq, ŷ)ŷ∈(y. .yq) ⊙ (xt, yt)t∈[q. .m].

First, we show Ai ∈ TA(F,G). For this, take a node u′ ∈ VF and consider several cases:
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• oF(u
′) ∈ [x̄ . . x] or cF(u′) ∈ [x̄ . . x]. In this case, u′ ∈ sub(u) and thus both oF(u

′) ∈

[x̄ . . x] and cF(u
′) ∈ [x̄ . . x]. Moreover, due to Pλ̂(F)[x̄ . . x] ≃Ai

Pλ̂(G)[ȳ . . y], in this case,

Ai matches u′ with the corresponding node of the subtree sub(v) identical to sub(u).

• oF(u
′), cF(u

′) ∈ [xp . . x̄) ∪ (x . . xq). In this case, Ai deletes both Pλ̂(F)[oF(u
′)] and

Pλ̂(F)[cF(u
′)].

• oF(u
′) ∈ [xp . . x̄) and cF(u

′) ∈ [xq . . 2|F|). In this case, Ai deletes Pλ̂(F)[oF(u
′)] and

handles Pλ̂(F)[cF(u
′)] in the same way as Ai−1 did. Thus, we must prove that Ai−1 deleted

u′. For a proof by contradiction, suppose that Ai−1 aligned u′ with some node v′ ∈ VG.

By the non-crossing property of Ai−1, due to (xp, yp), (x, y), (xq, yq) ∈ Ai−1, we must have

oG(v
′) ∈ [yp . . y) and cG(v

′) ∈ [yq . . 2|G|). Moreover, since [xp . . x̄) ̸= ∅, we must have

[yp . . ȳ) = ∅, which means that oG(v′) ∈ [ȳ . . y) = [yp . . y). Consequently, v′ ∈ sub(v) and

hence cG(v
′) ∈ [s . . y] = [yp . . y]; this contradicts cG(v′) ∈ [yq . . 2|G|) due to yq > y.

• oF(u
′) ∈ (x . . xq) and cF(u

′) ∈ [xq . . 2|F|). In this case, Ai deletes Pλ̂(F)[oF(u
′)] and

handles Pλ̂(F)[cF(u
′)] in the same way as Ai−1 did. Thus, we must prove that Ai−1 deleted

u′. For a proof by contradiction, suppose that Ai−1 aligned u′ with some node v′ ∈ VG.

By the non-crossing property of Ai−1, due to (xp, yp), (x, y), (xq, yq) ∈ Ai−1, we must have

oG(v
′) ∈ [y . . yq) and cG(v

′) ∈ [yq . . 2|G|). Moreover, since (x . . xq) ̸= ∅, we must have

(y . . yq) = ∅, which means that oG(v′) = y; this is a contradiction because y = cG(v).

• oF(u
′) ∈ [0 . . xp) and cF(u

′) ∈ [xp . . x̄). In this case, Ai deletes Pλ̂(F)[cF(u
′)] and

handles Pλ̂(F)[oF(u
′)] in the same way as Ai−1 did. Thus, we must prove that Ai−1 deleted

u′. For a proof by contradiction, suppose that Ai−1 aligned u′ with some node v′ ∈ VG.

By the non-crossing property of Ai−1, due to (xp, yp), (x, y), (xq, yq) ∈ Ai−1, we must have

oG(v
′) ∈ [0 . . yp) and cG(v

′) ∈ [yp . . y). Moreover, since [xp . . x̄) ̸= ∅, we must have
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[yq . . ȳ) = ∅, which means that oG(v′) ∈ [ȳ . . y) = [yp . . y). Consequently, v′ ∈ sub(v) and

hence oG(v
′) ∈ [ȳ . . y] = [yp . . y]; this contradicts oG(v′) ∈ [0 . . yp).

• oF(u
′) ∈ [0 . . xp) and cF(u

′) ∈ (x . . xq). In this case, Ai deletes Pλ̂(F)[cF(u
′)] and

handles Pλ̂(F)[oF(u
′)] in the same way as Ai−1 did. Thus, we must prove that Ai−1 deleted

u′. For a proof by contradiction, suppose that Ai−1 aligned u′ with some node v′ ∈ VG.

By the non-crossing property of Ai−1, due to (xp, yp), (x, y), (xq, yq) ∈ Ai−1, we must have

oG(v
′) ∈ [0 . . yp) and cG(v

′) ∈ [y . . yq). Moreover, since (x . . xq) ̸= ∅, we must have

(y . . yq) = ∅, which means that cG(v′) = y. Consequently, v = v′ and hence oG(v
′) = ȳ;

this contradicts oG(v′) ∈ [0 . . yp) due to yp ≤ ȳ.

• oF(u
′), cF(u

′) ∈ [0 . . xp) ∪ [xq . . 2|F|). In this case, Ai handles u′ in the same way as

Ai−1 did.

This case analysis above is exhaustive and, in all cases, the two parentheses corresponding to u′

are handled consistently. Consequently, we indeed have Ai ∈ TA(F,G).

Next we argue that tedλ,Ai
(F,G) ≤ tedλ,Ai−1

(F,G) or, equivalently, edAi
(Pλ(F),Pλ(G)) ≤

edAi−1
(Pλ(F),Pλ(G)). The two alignments differ only in how on Pλ(F)[xp . . xq) and Pλ(G)[yp . . yq).

The contribution of these fragments to the cost of Ai : Pλ(F) ; Pλ(G) equals |[xp . . x̄)| +

|[yp . . ȳ)|+|(x . . xq)|+|(y . . yq)| =
∣∣|[xp . . x̄)|−|[yp . . ȳ)|

∣∣+∣∣|(x . . xq)|−|(y . . yq)|
∣∣ = ∣∣|[xp . . x)−

|[yp . . y)|
∣∣+∣∣|[x . . xq)−|[y . . yq)|

∣∣. Due to (xp, yp)(x, y), (xq, yq) ∈ Ai−1, the contribution of these

fragments to the cost of Ai−1 : Pλ(F) ; Pλ(G) must be at least that large.

Finally, we shall prove that Ai is greedy up to index i − 1. For breakpoints to the left of

(xp, yp), this follows by definition of (x, y). Moreover, none of the pairs (x̄ + δ, ȳ + δ)δ∈[0. .x−x̄]

is a breakpoint and, in particular, the subsequent pair (x + 1, y + 1) ∈ Ai satisfies x + 1 = i.
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Hence, it suffices to consider breakpoints of the form (x̂, ȳ) for some x̂ ∈ [xp . . x̄) or (x̄, ŷ) for

some ŷ ∈ [yp . . ȳ). These two cases are symmetric, so let us consider (x̄, ŷ) for some ŷ ∈ [yp . . ȳ).

For a proof by contradiction, suppose that Pλ̂(F)[x̄] = Pλ̂(G)[ŷ]; consequently, Pλ̂(F)[x̄ . . x] =

Pλ̂(G)[ŷ . . ŷ + x − x̄] because λ̂ = L(λ, h). Moreover, due to [yp . . ȳ) ̸= ∅, so we must have

[xp . . x̄) = ∅, i.e., xp = x̄. Define r = min{t ∈ [p . . q) : yt−xt ≥ ŷ−x̄}. Note that yp−xp ≤ ŷ−x̄

and y−x = ȳ−x̄ > ŷ−x̄; hence, xr ∈ [xp . . x] = [x̄ . . x] and yr−xr = ŷ−x̄. Since all breakpoints

to the left of (x, y) satisfy the greedy property and since Pλ̂(F)[x̄ . . x] = Pλ̂(G)[ŷ . . ŷ + x − x̄],

we conclude that Pλ̂(F)[xr . . x] ≃Ai−1
Pλ̂(G)[yr . . ŷ + x − x̄]. In particular, Pλ̂(F)[x] ≃Ai−1

Pλ̂(G)[ŷ + x− x̄], which contradicts (x, y) ∈ Ai−1 by the non-crossing property of Ai−1 because

ŷ + x− x̄ < ȳ + x− x̄ = y.

After 2|F| rounds, we construct a tree alignmentA2|F| ∈ TA(F,G) such that tedλ,A2|F|(F,G) =

tedλ,A(F,G) and Pλ̂(F)[x] ̸= Pλ̂(G)[y] holds for every (x, y) ∈ BA2|F|(Pλ̂(F),Pλ̂(G))∩([0 . . 2|F|−

1]×[0 . . 2|G|)). Thus,A2|F| ∈ TA(F,G) is an optimum tree alignment andA2|F| ∈ GA(Pλ̂(F),Pλ̂(G)).

2.4.2 Compatibility Refinement

Definition 2.4.5 (Compatibility). Let λ be a joint labeling of forests F,G, and let w ∈ Z≥0. We

say that nodes u ∈ VF and v ∈ VG are w-compatible if λ(u) = λ(v), |oF(u) − oG(v)| ≤ w, and

|cF(u)− cG(v)| ≤ w.

Definition 2.4.6 (Compatibilty refinement). Let λ be a joint labeling of forests F,G, and let w ∈

Z≥0. We say that λ′ is a w-compatibility refinement of λ if, for any u, v ∈ VF ∪ VG, we have

λ′(u) = λ′(v) if and only if (u, v) belongs to the transitive closure of the w-compatibility relation.
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We use C(λ,w) to denote a w-compatibility refinement of λ (chosen arbitrarily up to equivalence

of labelings).

Lemma 2.4.7. Given forests F,G of total size n, their joint labeling λ, and an integer w, a w-

compatibility refinement labeling λ′ = C(λ,w) can be constructed in O(n log n) time.

Proof. We process nodes according to the original label. For each label ℓ, we use a BFS-based

algorithm to compute connected components with respect to the w-compatibility relation. While

doing so, we maintain two instances of a data structure for dynamic orthogonal range report-

ing [Mortensen, 2006], one with points (oF(u), cF(u)) for all unvisited nodes u ∈ VF with label

ℓ, and one with points (oG(v), cG(v)) for all unvisited nodes v ∈ VG with label ℓ. While we do

not have direct access to edges incident to any vertex, an orthogonal range reporting query allows

listing all unvisited neighbors of any vertex. Each listed node is immediately visited (and thus the

corresponding point is removed from the range reporting data structure), so, in total, we haveO(n)

queries producing output of total size O(n). Thus, the algorithm works in O(n log n) time.

Observation 2.4.8. Consider a joint labeling λ of forests F,G, an integer w ∈ Z≥0, and an align-

ment A ∈ TA(F,G) of width at most w. Then, tedC(λ,w),A(F,G) = tedλ,A(F,G).

2.5 Periodicity Reduction in Strings

In this section, we analyze the structure of alignments A ∈ GAk,w(X, Y ) under the assump-

tion that X, Y avoid certain periodic structure. This is loosely inspired by the proof of [Kociumaka

et al., 2021, Lemma III.10].

Definition 2.5.1. We say that a pattern P has s-synchronized occurrences in strings X,Y if P =

X[x . . x+ |P |) = Y [y . . y + |P |) holds for some positions x, y satisfying |x− y| ≤ s.
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Definition 2.5.2. Consider integers s, e, ℓ ∈ Z+. We say that strings X, Y ∈ Σ∗ avoid s-synchronized

e-powers with root at most ℓ if there is no non-empty string Q ∈ Σ≤ℓ such that Qe has s-

synchronized occurrences in X, Y .

Lemma 2.5.3. Consider strings X, Y , integers e, k, w ∈ Z+, and two alignmentsA,A′ ∈ Ak,w(X, Y ).

If X, Y avoid w-synchronized e-powers with root at most 2w, then |A \ A′| ≤ 7wke.

Proof. Let us partition X into individual characters representing deletions or substitutions of A

or A′ and maximal fragments X[x . . x + ℓ) that A and A′ match perfectly: X[x . . x + ℓ) ≃A

Y [y . . y+ ℓ) and X[x . . x+ ℓ) ≃A′ Y [y′ . . y′+ ℓ) for some y, y′ ∈ [0 . . |Y | − ℓ]∩ [x−w . . x+w].

Observe that the number of such maximal fragments is at most 2k + 1 and their total length is at

least |X| − 2k.

If y = y′, then (x+δ, y+δ) ∈ A∩A′ holds for all δ ∈ [0 . . ℓ]. Otherwise, P := X[x . . x+ℓ)

has w-synchronized occurrences in X, Y (starting at positions x, y) and per(P ) ≤ |y − y′| ≤ 2w.

Denote Q := X[x . . x + per(P )) and observe that, if ℓ ≥ 2we, then Qe is a prefix of P and thus

also has w-synchronized occurrences in X, Y , contradicting our assumption. Hence, y ̸= y′ is

only possible if ℓ < 2we. In either case, X[x . . x+ ℓ) contributes at least ℓ+ 1− 2we elements to

A ∩A′.

Overall, the fragments contribute at least |X|−2k+(1−2we)(2k+1) ≥ |X|−4wke−2we+1

elements toA∩A′. Consequently, |A\A′| ≤ |A|−|A∩A′| ≤ |X|+1+k−(|X|−4wke−2we+1) =

4wke+ 2we+ k ≤ 7wke.

Lemma 2.5.4 (Compare [Kociumaka et al., 2021, Lemma III.10]). Consider strings X, Y ∈ Σ≤n

and integers e, k, w ∈ Z+. If X, Y avoid w-synchronized e-powers with root at most 2w, then there

exists a set M of size |M | ≥ |X| − 15wk2e such that M ⊆ MA(X, Y ) holds for every alignment
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A ∈ GAk,w(X, Y ). Moreover, such a set M can be constructed in O(n+ kw) time.

Proof. Let us fix an alignment A ∈ GAk,w(X, Y ) and partition X into individual characters rep-

resenting deletions or substitutions of A and maximal fragments X[x . . x + ℓ) that A matches

perfectly: X[x . . x + ℓ) ≃A Y [y . . y + ℓ) for some y ∈ [0 . . |Y | − ℓ]. Observe that the number of

such maximal fragments is at most k + 1 and their total length it at least |X| − k.

Let us fix a maximal fragment X[x . . x+ℓ) ≃A Y [y . . y+ℓ). We claim that (x+δ, y+δ) can

be added to M for every δ ∈ [7wke . . ℓ). For this, consider another alignment A′ ∈ GAk,w(X, Y ).

By Lemma 2.5.3, we have |A \ A′| ≤ 7wke. By the pigeonhole principle, this means that (x +

δ, y + δ) ∈ A′ holds for some δ ∈ [0 . . 7wke). Then, the greedy nature of A′ guarantees that A′

must greedily match X[x+ δ . . x+ ℓ) and Y [y+ δ . . y+ ℓ) and, in particular, X[x+7wke . . x+ ℓ)

and Y [y+7wke . . y+ ℓ). Hence, X[x . . x+ ℓ) contributes at least ℓ− 7wke pairs to M . The total

contribution of all maximal fragments X[x . . x+ ℓ) is |X| − k− (k+1) · 7wke ≥ |X| − 15wk2e.

As for the efficient algorithm, we use Lemma 2.3.3 to build A (if one exists) in O(n + kw)

time. The remaining steps of the construction above can be easily implemented in O(n) time.

2.6 Horizontal Periodicity Reduction

In this section, we discuss periodic sections of the input forests F and G. Specifically, we

look at “horizontal periodicity,” which refers to the case when the children of a given node are a

periodic sequence of subtrees. If a horizontal period is repeated a large number of times in both

F and G, we know that any minimum cost alignment of F and G must align the periodic subtrees

in a predictable way. We then argue that we can consider two forests F ′ and G′ that are the exact

same as F and G with a bound on the number of repetitions of horizontal periodic subtrees.
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For ease of analysis, we do these periodic reductions on the parentheses representations of

P(F ) and P(G) with tree alignments. Furthermore, we borrow some useful definitions and results

from [Bannai et al., 2017] on maximal periodic substrings in strings, called runs.

Definition 2.6.1 (Runs, [Bannai et al., 2017]). A run in a string S is a triple (i, j, p) such that

S[i . . j) is periodic with per(S[i . . j)) = p and maximal in length, i.e., neither S[i − 1 . . j) nor

S[i . . j + 1) is a fragment with period p. We call j−i
p

the exponent of the run. Let Runs(S) denote

the set of all runs in S.

Theorem 2.6.2 (Theorem 9 of [Bannai et al., 2017]). The number of runs in a string S of length n

is less than n.

Theorem 2.6.3 (Algorithm 1 of [Bannai et al., 2017]). Given a string S of length n, the set of runs

Runs(S) can be computed in O(n) time.

Using the results of the above theorems, we can find all horizontal periodic substrings of

P(F ) and P(G) in O(n) time. Ideally, we could just iterate through a list of computed runs and

reduce the exponent of each run in constant time. However, some runs may be overlapping, and so

by reducing one run, we may significantly change the length of a previously reduced run, or even

worse introduce a new run to the string. So, by requiring that the period of runs that we reduce is

small, we also can guarantee that the overlap of runs will be manageable.

Lemma 2.6.4 (Fact 2.2.4, [Kociumaka, 2018]). Any two distinct runs (i1, j1, p1) and (i2, j2, p2) in

a string S satisfy |[i1 . . j1) ∩ [i2 . . j2)| < p1 + p2 − gcd(p1, p2).

Corollary 2.6.5. Consider two distinct runs (i1, j1, p1) and (i2, j2, p2) in a string S with periods

p1, p2 ≤ 4k and exponents j1−i1
p1

, j2−i2
p2
≥ 8k. If i1 ≤ i2, then j1 < j2 and j1 − i2 < 8k.
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Proof. By Lemma 2.6.4, we have |[i1 . . j1) ∩ [i2 . . j2)| < p1 + p2 − gcd(p1, p2) < 8k. Due

to |[i2 . . j2)| ≥ 8kp2 ≥ 8k, this means that [i2 . . j2) is not contained in [i1 . . j1), i.e., j1 < j2.

Moreover, j1 − i2 = min(j1, j2)−max(i1, i2) ≤ |[i1 . . j1) ∩ [i2 . . j2)| < 8k.

Since horizontal periodic reductions take place on subtrees, we require that any periodic

substring we reduce has a balanced string period in the parentheses representation. For a string

X , we define a balance function σ(X) which is mapped to the minimum number of rotations

of X needed to make it balanced. If X cannot be balanced, σ(X) := −1. For example, let

X = )][()(, then σ(X) = 2 since rot2(X) = [()()]; let Y = (((((, then σ(Y ) = −1

since there is no rotation that balances Y . We give the following lemma for computing the σ

function.

Lemma 2.6.6. σ(X) can be computed in time O(|X|).

Proof. To compute σ(X), we run a folklore stack matching algorithm for checking balance on

X . The algorithm iterates across the characters of X and every opening parenthesis the algorithm

comes across gets pushed onto the stack. When the algorithm reaches a closing parenthesis, it pops

an opening parenthesis from the stack and matches the two. We modify this basic algorithm so that

if the stack is empty when a closing parenthesis is reached, it ignores the failed match and continues

to the next character. Additionally, the algorithm will keep track of the largest index m < |X| such

that X[m] is a closing parenthesis which had no match due to the stack being empty when this

parenthesis was reached. Clearly we must rotate X at least m + 1 times in order for closing

parenthesis X[m] to potentially have an opening parenthesis before it in X to match to. Moreover,

since m is the index of the last unmatched closing parenthesis in X then for any index i > m

there can only be unmatched opening parenthesis. Therefore, rotating more than m+ 1 times will
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only place unmatched opening parenthesis at the end of X with no potential matches afterwards.

Thus, we rotate exactly m + 1 times, and run the stack matching algorithm on rotm+1(X). If

the rotated string is balanced and all matching parentheses share the same parenthesis type, then

σ(X) = m+ 1. Otherwise, σ(X) := −1.

Note that the above lemma shows that checking balance and finding the minimum number

of rotations to balance a string only takes linear time. Since we only want to find the balance of

periodic substrings of length at most 4k, then computing σ will only take time O(k).

From the above definition and results, we can now give our algorithm to reduce horizontal

periodicity seen below in Algorithms 1, 2, and 3. The goal of Algorithm 3 is to take two input

forests F and G and output forests F ′ and G′ which are the same as the input forests except any

long horizontal periodic synchronized occurrences are reduced to an exponent of at most 18k. First,

Algorithm 2 uses Algorithm 1 as a subroutine to compute all runs of the parentheses representations

of input forests F and G, sorted by starting index. Before the algorithm can actually reduce

any pair of runs, it must make sure the runs adhere to strict requirements. First, to make sure

the overlap between runs that we want to reduce is not too large compared to the run size, we

only reduce runs whose period is at most 4k in length and whose exponent is larger than 16k.

Algorithm 1 does exactly this and returns a filtered list of runs that meet these criteria. Afterwards,

Algorithm 2 iterates over pairs of runs, one from P(F ) and one from P(G) in sorted order by their

starting index. Note that we only want to reduce periodic substrings who have 2k-synchronized

occurrences; otherwise we cannot align the matching periodic subtrees with less than k edits. If we

find a very large run in one input forest with no synchronized occurrence in the other input forest,

the algorithm should not reduce these occurrences.
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After checking for these properties in each run, Algorithm 2 does one final check that the

string period of the run is a balanced parentheses string, i.e., it actually corresponds to a sequence

of subtrees in the original forests F and G. If a run’s string period is not balanced, we do not

actually have horizontal periodicity and cannot reduce these runs as easily (these runs are instead

handled in Sections 2.7 and 2.8). If a run is not balanced, did not have a small enough period, or did

not have a large enough exponent, the run is simply copied over to the corresponding output forest

F ′ or G′ without any changes. In the case that Algorithm 2 does find a pair of runs representing

2k-synchronized occurrences of large horizontal periodicity, a triple representing the pair of runs

and their common period and exponent is added to a set S. Then, Algorithm 3 iterates across set

S and reduces all found 2k-synchronized occurrences to only 14k repetitions of the string period.

Algorithm 3 copies all characters in P(F ) to a new string P(F ′) except any substrings contained in

2k-synchronized occurrences of horizontal periodicity, in which instead the algorithm skips all but

the last 14k repetitions of the string period. Once we have the output forests F ′ and G′, it is still

necessary to show that reduced runs have not changed the tree edit distance at all nor introduced

any new horizontal periodicity. The rest of the section is devoted to the analysis of these three

algorithms and their outputs.

Algorithm 1: FilterRuns(S).
1 R← SortByStartingIndex(Runs(S));
2 R′ ← empty list;
3 for (i, j, p) ∈ R do
4 if p ≤ 4k and j−i

p
≥ 16k then

5 R′.append
(
(i, j, p)

)
;

6 return R′;

We begin by proving that the runtime of Algorithm 2 is linear. Since we know that computing

all runs in a string only takes O(n) time from Theorem 2.6.3, the call to Algorithm 1 do not cause
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Algorithm 2: SyncOccurrences(F,G).
1 RF ← FilterRuns(P(F )), RG ← FilterRuns(P(G));
2 ℓF , ℓG ← 0;
3 S ← empty list;
4 while ℓF < |RF | and ℓG < |RG| do
5 (iF , jF , pF )← RF [ℓF ], (iG, jG, pG)← RG[ℓG];
6 X ← P(F )[iF . . iF + pF ), Y ← P(G)[iG . . iG + pG);
7 e← ⌊ |[iF . .jF )∩[iG. .jG)|

pF
⌋;

8 if e ≥ 16k and ∃α ≤ pF , rotα(X) = Y and σ(X) ≥ 0 then
// Add synchronized occurrences to set S

9 S.append((max(iF , iG), pF , e− 2k));
// Go to a new run

10 if jF < jG then
11 ℓF ← ℓF + 1;
12 else
13 ℓG ← ℓG + 1;
14 return S;

any issues. As for the main loop of Algorithm 2, either the algorithm finds a reason that a pair of

runs do not contain 2k-synchronized occurrences and moves on to the next run, or the algorithm

creates a synchronized occurrence triple and adds it to the output list S. Therefore, we must be

careful that all the checks done in each case do not take superlinear total time.

Lemma 2.6.7. Given forests F and G of total size n, Algorithm 2 runs in time O(n).

Proof. The runtime of Algorithm 2 is mostly affected by the call to Algorithm 1 for sorting and

computation of runs in step 1 as well as the number of iterations and work done in each iteration

of the while loop spanning steps 4–14. First in step 1, by Theorem 2.6.3, computing all runs of

both forests can be done in time O(n), and there are less than 2n runs total by Theorem 2.6.2.

Therefore, sorting all O(n) runs by their starting index can be done using a radix sort in time

O(n). The rest of Algorithm 1 filters runs in linear time to make sure the period is small enough

and the exponent is large enough. Due to these filtering steps and Corollary 2.6.5, we can observe
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that |RF |, |RG| = O(n/k).

We look individually at the work done in the subsequent iterations of the while loop. An

important observation is that one of the run counters ℓF or ℓG always increments by 1 (steps 11

and 13) per iteration of the loop. Line 8 involves three checks. First, the overlap of the runs is

computed, which takes constant time. Then, we check if a rotation of string period X is equal

to a rotation of string period Y . Since pF ≤ 4k, checking all rotations takes time O(k) using a

rolling hash function [Karp and Rabin, 1987]. The last check just requires computing σ(X), which

by Lemma 2.6.6 takes time O(|X|) = O(k). The remaining instructions within each iteration of

the while loop take O(1) time, so each iteration costs O(k) time in total. As mentioned earlier,

|RF |, |RG| = O(n/k), and hence the entire algorithm is done in linear time.

Now, we prove that Algorithm 2 indeed finds 2k-synchronized occurrences of horizontal

periodicity with large exponent in F and G. Any triple (i, p, e) added to set S by Algorithm 2

satisfies these requirements as per the checks in step 8. Therefore, the following proof is fairly

straightforward and mostly just formalizes this intuition.

Lemma 2.6.8. Given forests F,G, let S = SyncOccurrences(F,G). Then for any (i, p, e) ∈

S, there must be runs (iF , jF , p) in P(F ), (iG, jG, p) in P(G) each containing 2k-synchronized

occurrences of string Qe in P(F ) and P(G) where |Q| = p ≤ 4k, e ≥ 14k, i = max(iF , iG), and

Q is balanced.

Proof. First, we observe that triples (i, p, e) are only inserted to S in step 9 of Algorithm 2. Let

(iF , jF , pF ) and (iG, jG, pG) be the runs considered by the algorithm during such an insertion, and

note that p = pF = pG ≤ 4k and i = max(iF , iG). By symmetry, we assume without loss of

generality that iF ≤ iG. From the checks done in step 8, the string periods X = P(F )[iF . . iF + p)
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and Y = P(G)[iG . . iG + p) are the same up to rotation, i.e., they satisfy rotα(X) = Y for some

α ∈ [0 . . p). Moreover, σ(X) ̸= 1, that is, the string Q := rotσ(X)(X) is balanced. Observe that

there exists a position i′F ∈ [i . . i+p) such that i′F − iF ≡ σ(X) (mod p). From step 8, we further

know that e+ 2k ≥ 16k and that the set of overlapping indices between the two runs satisfies

|[i . .min(jF , jG))| = |[iF . . jF ) ∩ [iG . . jG)| ≥ pF

⌊
|[iF . .jF )∩[iG. .jG)|

pF

⌋
= p(e+ 2k) ≥ p(e+ 2).

Hence, Qe occurs in P(F ) at both position i′F , i
′
F+p ∈ [i . . i+2p). Moreover, there exists a position

i′G ∈ [i′F . . i′F + p) such that i′G − iG ≡ σ(X) − α (mod p), which, due to rotσ(X)−α(Y ) = Q

and [i′F . . i′F + p) ⊆ [i . . i + 2p), implies that Qe occurs in P(G) at position i′G. Since p ≤ 4k,

we conclude that Qe has 2k-synchronized occurrence in P(F ) and P(G) at positions (i′F , i
′
G) or

(i′F + p, i′G), depending on whether i′G ∈ [i′F . . i′F + 2k] or i′G ∈ (i′F + 2k . . i′F + p).

Algorithm 3: SyncReductions(F,G)

1 S ← SyncOccurrences(F,G);
2 sF , sG ← ε;
3 ℓ← 0;
4 for (i, p, e) ∈ S do

// Copy from start of previous synchronized occurrences
to start of next synchronized occurrences

5 sF ← sF · P(F )[ℓ . . i);
6 sG ← sG · P(G)[ℓ . . i);

// Reduce synchronized occurrences to exponent of 14k
7 ℓ← i+ p(e− 14k);
8 sF ← sF · P(F )[ℓ . . |P(F )|);
9 sG ← sG · P(G)[ℓ . . |P(G)|);

10 return sF , sG;

Next, we prove the main statement that we need in order to show that the outputted forests F ′

and G′ from Algorithm 3 have the same edit distance as the original forests F and G. Conceptually,
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2k-synchronized

6k e− 6k

Figure 2.3: A 2k-synchronized horizontal periodicity with |Q| = 8 is demonstrated. Each gray and
red circle correspond to a balanced period block in P(F ) and P(G) similar to the zoomed portion.
According to Lemma 2.6.9 we can reduce the period exponent to 6k by removing the blue part of
P(F ) and P(G) so that the tree edit distance ted≤k(F,G) remains unchanged.

the proof just shows that for long synchronized occurrences of a run in both forests, any two

minimal cost alignments of F and G must match long segments of these periodic sections together.

In fact, we show that given any minimal cost tree alignmentA of F and G, we can build a minimal

cost tree alignment of F ′ and G′ that follows A almost exactly.

Lemma 2.6.9. Consider forests F,G such that P(F )[αF . . βF ) = P(G)[αG . . βG) = Qe for a bal-

anced string Q of length 0 < |Q| ≤ 4k, an integer exponent e ≥ 6k, and indices αF , αG, βF , βG

satisfying |αF − αG| ≤ 2k. Let F ′, G′ be forests such that P(F ′) = P(F )[0 . . αF ) · Qe′ ·

P(F )[βF . . |P(F )|) and P(G′) = P(G)[0 . . αG) · Qe′ · P(G)[βG . . |P(G)|) for some integer ex-

ponent e′ ≥ 6k. Then, ted≤k(F,G) = ted≤k(F
′, G′).

Proof. We assume without loss of generality that Q is primitive (otherwise, we replace Q by

its primitive root) and denote p := |Q| ≤ 4k. Let A be an optimal tree alignment such that

ted(F,G) = tedA(F,G) ≤ k.
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Claim 2.6.10. There exist iF , iG ∈ [0 . . 3k] such that (αF + iF · p, αG + iG · p) ∈ A and jF , jG ∈

[0 . . 3k] such that (βF − jF · p, βG − jG · p) ∈ A.

Proof. Let (xF , xG) ∈ A be the leftmost element of A such that xF ≥ αF and xG ≥ αG. By

symmetry between F and G, we assume without loss of generality that xF = αF . Consider the k+1

occurrences of Q starting at positions αF + i · p for i ∈ [0 . . k]. Since Q is balanced, the alignment

A (of cost at most k) matches at least one of them exactly; we can thus define iF ∈ [0 . . k] so that

A matches P(F )[αF + iF · p . . αF + (iF + 1) · p) exactly to some fragment P(G)[yG . . yG + p).

Due to (xF , xG) ∈ A, the non-crossing property of A implies that yG ≥ αG. Moreover, since

tedA(F,G) ≤ k and P(F )[αF + iF · p] ∼A P(G)[yG], we have yG ≤ (αF + iF · p) + 2k ≤

αF + kp+ 2k ≤ αG + kp+ 4k ≤ αG + 3kp, where the last inequality follows from p ≥ 2 (recall

that Q is balanced, so its length is even). Furthermore, since Q is primitive (i.e., distinct from all

its non-trivial cyclic rotations), we conclude that yG = αG + iG · p for some iG ∈ [0 . . 3k]. The

second claim is symmetric (with respect to reversal).

Observe that P(F )[αF + iFp . . βF − jFp) = QdF for dF := e− jF − iF and, symmetrically,

P(G)[αG + iGp . . βG − jGp) = QdG for dG := e− jG − iG. We denote d = min(dF , dG), observe

that d ≥ e− 6k ≥ 0, and construct a tree alignment A′ so that it

• aligns P(F )[0 . . αF + iFp) with P(G)[0 . . αG + iGp) in the same way as A does;

• matches P(F )[αF+iFp . . αF+(iF+d)p) = Qd with P(G)[αG+iGp . . αG+(iG+d)p) = Qd;

• deletes P(F )[αF +(iF +d)p . . βF −jFp) = QdF−d and P(G)[αG+(iG+d)p . . βG−jGp) =

QdG−d;

• aligns P(F )[βF − jFp . . |P(F )|) with P(G)[βG− jGp . . |P(G)|) in the same way asA does.

Note that A′ is a tree alignment: for any node of F , the corresponding parentheses are either both
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outside P(F )[αF + iFp . . βF − jFp) (and then they are handled as in A) or both contained in a

single copy of Q (which is either deleted or matched perfectly to a copy of Q in P(G)). Moreover,

the cost of A′ does not exceed the cost of A: the two alignments only differ in how they align QdF

with QdG , and A′ provides an optimum alignment of these fragments.

Now, if the exponent e of Qe = P(F )[αF . . βF ) = P(G)[αG . . βG) is modified to e′ ≥ 6k,

we can interpret this as modifying exponent d of the fragments Qd matched perfectly by A′ to

d′ = d + e′ − e ≥ 0. Thus, A′ can be trivially adapted without modifying its cost and hence

ted(F ′, G′) ≤ tedA′(F,G) = ted(F,G). The converse inequality follows by symmetry between

(F,G) and (F ′, G′).

From the previous lemma, it is clear that reducing a long run does not affect edit distance.

Utilizing this idea, we finally prove that the forests outputted by Algorithm 3 have the same edit

distance ted≤k as the input forests and avoid 2k-synchronized runs with an exponent more than

14k.

Definition 2.6.11 (Synchronized horizontal periodicity). We say that forests F,G avoid synchro-

nized horizontal k-periodicity if there is no non-empty balanced string Q of length |Q| ≤ 4k such

that Q18k has 2k-synchronized occurrences in P(F ),P(G).

Proposition 2.6.12 (Avoiding Horizontal k-Periodicity). There exists anO(n)-time algorithm that,

given labeled forests F,G of total size n and an integer k ∈ Z+, produces labeled forests F ′, G′ that

satisfy ted≤k(F,G) = ted≤k(F
′, G′) and, moreover, avoid synchronized horizontal k-periodicity.

Proof. Let sF , sG = SyncReductions(F,G). By Lemma 2.6.8, for any triple (i, p, e) ∈ S of

Algorithm 3, there are 2k-synchronized occurrences in F,G of some Qe with |Q| = p satisfying the

constraints of Lemma 2.6.9 within runs r1 = (i1, j1, p) and r2 = (i2, j2, p) of F and G, respectively.
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In step 5–7, we move the start of the synchronized occurrences forward by (e− 14k)p and do not

copy the skipped over indices to sF and sG. This is equivalent to reducing the exponent of r1 and

r2 by e− 14k since j1−(i1+(e−14k)p)
p

= j1−i1
p
− (e− 14k). Furthermore, since the 2k-synchronized

occurrences with exponent e lie completely within r1 and r2, steps 5–7 are actually equivalent to

reducing the synchronized occurrences of Qe to Q14k in each forest. Note that since Q is balanced,

there exist forests F ′, G′ such that P(F ′) = sF and P(G′) = sG. Therefore, by Lemma 2.6.9, we

have that ted≤k(F,G) = ted≤k(F
′, G′).

Now, we must show that F ′, G′ avoid synchronized horizontal k-periodicity. Suppose for

contradiction that there exist 2k-synchronized occurrences of some Q18k with balanced string pe-

riod Q such that |Q| ≤ 4k in F ′ and G′. If Q18k was initially found in 2k-synchronized occur-

rences in F and G, then since it is periodic, it must be the case that it was contained in runs

(iF , jF , pF ), (iG, jG, pG), in F and G respectively, with pF , pG ≤ |Q| ≤ 4k and jF−iF
pF

, jG−iG
pG
≥

18k. Without loss of generality, let jF < jG. Since Q18k is a 2k-synchronized occurrence, it must

be that the overlap of these runs is at least 18k − 2k = 16k and so, jF > iG + 8k. Let (i′G, j
′
G, p

′)

be the run in RG preceding (iG, jG, pG). Note that by Corollary 2.6.5, j′G < iG + 8k < jF . Fur-

thermore, we only increment the run counter of the forest whose current run ends before the other

forest’s current run. Since j′G < jF and jF < jG, we will always reach an iteration of Algorithm 2

that considers the pair of runs (iF , jF , pF ), (iG, jG, pG). Since the overlap of the two runs is at least

16k, Algorithm 2 will therefore add triple (max(iF , iG), pF , e− 2k) to S for some e ≥ 16k. Then

Algorithm 3 reduces the 2k-synchronized occurrences containing Q16k to an exponent of at most

14k in steps 5–7. Therefore, if any 2k-synchronized occurrences with exponent at least 18k and

period at most 4k is present in F and G, it will be reduced to an exponent of at most 14k in F ′, G′.

Now, if F ′, G′ do not avoid synchronized horizontal k-periodicity it must be the case that
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by reducing the exponent of overlapping runs, we created new 2k-synchronized occurrences Q18k

where |Q| ≤ 4k. Clearly, Q18k must lie in some new run r′Q = (i′Q, j
′
Q, p

′
Q) in F ′ since it is

periodic. We will show that this is not possible for such a run to form due to the small overlap

between periodic substrings with period at most 4k. By Corollary 2.6.5, the overlap between r′Q

and any other reduced runs is at most 8k. Since r′Q has length at least 18k, r′Q may overlap at

most two reduced runs. We refer to the two reduced runs as r′1 = (i′1, j
′
1, p

′
1) and r′2 = (i′2, j

′
2, p

′
2)

and without loss of generality assume they are in P(F ′). Let P(F ′)[j′1 − β1 . . j
′
1] be the overlap

between r′1 and r′Q, and similarly let P(F ′)[i′2 . . i
′
2 + β2] be the overlap between r′2 and r′Q. Since

r′1 and r′2 are reduced, there are two corresponding runs r1 = (i1, j1, p1), r2 = (i1, j2, p1) in P(F ),

such that P(F )[j1− β1 . . j1) = P(F ′)[j′1− β1 . . j
′
1) and P(F )[i2 . . i2 + β2) = P(F ′)[i′2 . . i

′
2 + β2).

Note that since we do not change any characters between any runs, we also know that the middle

substrings P(F ′)[j′1 . . i
′
2] = P(F )[j1 . . i2] are equal as well. Combining these three substrings we

have that P(F ′)[i′Q . . j′Q) = P(F )[j1−β1 . . i2+β2), which implies that Q18k is a periodic substring

of P(F ). In other words, Q18k is contained in a run in P(F ) before any reductions occur, which is

a contradiction.

Finally, we discuss the runtime of Algorithm 3. First Algorithm 3 calls Algorithm 2 in

step 1, and by Lemma 2.6.7, this takes time O(n). Now, we consider the loop in steps 4–7.

We copy substrings from P(F ) and P(G) of the start of one pair of synchronized occurrences to

the start of the next pair of synchronized occurrences. Note that synchronized occurrences we

copy have periods at most 4k and exponents at least 14k, and so by Corollary 2.6.5, we know

that no two synchronized occurrences will start at the same index. Therefore, we only copy each

character of P(F ) and P(G) at most once across the entire algorithm, and so Algorithm 3 takes

time O(n+ |P(F )|+ |P(G)|) = O(n).

55



2.7 Vertical Periodicity Reduction

In order to remove periodicity from regions of P(F ),P(G) which may be unbalanced, we

consider a second type of periodicity, vertical periodicity, in addition to horizontal periodicity.

Avoiding horizontal periodicity allows us to reduce large powers of repeated balanced substrings;

in this section, we essentially aim to reduce large powers of pairs of periodic substrings which

are balanced together but may be unbalanced separately. We do so by finding paths of nodes in

forests F and G such that the children to the left and right of the path of each node in the path are

the same, which we call vertical periodicity. At the bottom of the path, we may no longer have

vertical periodicity, and so in a parentheses representation of the forest we will have two separate

periodic substrings, one to the left of the path and one to the right of the path. We define some

useful notation for vertical periodicity as follows:

Definition 2.7.1 (Context). We define a context as a pair C = (CL, CR) such that CL ·CR = P(T )

for some labeled forest T .

Definition 2.7.2 (Vertical composition). For a context C = (CL, CR) and a labeled forest F , we

denote by C⟨F ⟩ the labeled forest H such that P(H) = CL ·P(F ) ·CR. Similarly, for two contexts

C = (CL, CR) and D = (DL, DR), we denote C⟨D⟩ = (CLDL, DRCR).

Observe that the vertical composition of contexts is associative. For a context C and an

integer e ∈ Z+, we define Ce as the context obtained by vertical composition of e copies of C. We

say a forest context C occurs at node u of a labeled forest F if the subtree of F rooted at node u is

of the form C⟨H⟩ for some labeled forest H .

We say that context C has s-synchronized occurrences in labeled forests F,G if C occurs at
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a node u of F and at a node v of G such that |oF (u)− oG(v)| ≤ s and |cF (u)− cG(v)| ≤ s.

Definition 2.7.3 (Synchronized vertical periodicity). We say that forests F,G avoid synchronized

vertical k-periodicity if there is no context C = (CL, CR) with |CL|, |CR| ≤ 4k such that C18k has

2k-synchronized occurrences in F,G.

To avoid synchronized vertical k-periodicity, we first compute periodic contexts which occur

in forests F and G individually without concern for synchronicity. Note that if a forest has such

a periodic context C18k = (CL, CR)
18k, then that forest has two separate periodic substrings we

want to identify, namely C18k
L and C18k

R . Additionally, from the definition of context it is clear

that while CL and CR do not need to be balanced parentheses strings, CL · CR does have to be

balanced. Therefore, CL cannot begin with a closing parenthesis and CR cannot end with an

opening parenthesis since such parentheses would have no match in CL · CR. For this reason,

we will want to find periodic substrings starting at opening parentheses in P(F ),P(G) as well as

periodic substrings ending at closing parentheses

For a node u in a forest F , consider qL ∈ [1 . . 4k] and e ∈ Q such that qL is a period of

P(F )[o(u) . . o(u) + qL · e) and e is maximized. More specifically, we want to find the longest

periodic substring starting at o(u) with period at most 4k and exponent at least 16k. If e ≥ 16k, we

may have vertical periodicity that we want to avoid, and so we define an array QF to store these

values. Let QF [o(u)] := (qL, o(u) + qLe). If e < 16k, we do not need to worry about reducing

any substring starting at o(u) and so, we set a default value QF [o(u)] := (1, o(u)). Since we want

to find periodic substrings ending in closing parentheses as well, we define QF [c(u)] := (qR, i)

where P(F )(c(u)− i . . c(u)] is the longest periodic substring ending at c(u) with a period qR ≤ 4k

and exponent at least 16k. Again if the exponent is less than 16k, we define QF [c(u)] := (1, c(u)).
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Lemma 2.7.4. Given a forest F , QF can be computed in time O(n).

Proof. Initially, we set QF [ℓ] := (1, ℓ) as the default value for all ℓ ∈ [0 . . 2|F |) and use Al-

gorithm 1 to compute the set RF of runs (i, j, p) of P(F ) with period p ≤ 4k and exponent

j−i
p
≥ 16k; as discussed in Section 2.6, this costs O(n) time. For every run (i, j, p) ∈ RF , take

any index ℓ ∈ [i . . j) such that P(F )[ℓ] is an opening parenthesis. If the exponent of the substring

P(F )[ℓ . . j), that is, j−ℓ
p

, is at least 16k, we update QF [ℓ] to (p, j). By iterating over all indices

in each run, we will find the longest periodic substring starting at every opening parenthesis in

QF with exponent at least 16k. Note that any two runs with period at most 4k has less than 8k

overlapping characters by Corollary 2.6.5, and therefore, we only consider each index ℓ twice.

Furthermore, we update each value QF [ℓ] at most once because the indices in the overlap of the

runs cannot have an exponent of at least 16k in each run (otherwise the overlap would exceed 8k).

To finish the computation of QF , we do the analogous steps for closing parentheses. For ev-

ery run (i, j, p) ∈ RF , we take any index ℓ ∈ [i . . j). If the exponent of the substring P(F )[i . . ℓ] =

P(F )(i − 1 . . ℓ], that is, ℓ−(i−1)
p

, is at least 16k, we update QF [ℓ] to (p, i − 1). Now, note that by

Corollary 2.6.5, runs with period at most 4k can only overlap in at most 8k indices. Furthermore,

since we only update QF if the exponent of a run is at least 16k = 2(8k), any index ℓ ≤ |P(F )|

can be contained in at most two runs of period at most 4k and exponent at least 16k. Therefore,

iterating through all such runs of P(F ) and computing QF for each index takes time O(n).

We give Algorithm 4 for pseudocode on computing QF from forest F . Now that we have

computed QF , we can iterate over all nodes of forest F to compute the maximal periodic context

that occur at each node u ∈ F . Let QF [o(u)] = (qL, jL) and QF [c(u)] = (qR, jR), and denote

the string periods by PL = P(F )[o(u) . . o(u) + qL) and PR = P(F )(c(u) − qR . . c(u)]. Assume
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Algorithm 4: ComputeQ(F ).
1 RF ← FilterRuns(P(F ));
2 QF [ℓ]← (1, ℓ) ∀ℓ ∈ [|P(F )|];
3 for (i, j, p) ∈ RF do
4 for ℓ ∈ [i . . j) do
5 if P(F)[ℓ] is an opening parenthesis and j−ℓ

p
≥ 16k then

6 QF [ℓ]← (p, j);
7 if P(F)[ℓ] is a closing parenthesis and ℓ−(i−1)

p
≥ 16k then

8 QF [ℓ]← (p, i− 1);

that there is a periodic context Ce that occurs at u such that C = (CL, CR), e is maximized, and

the subtree rooted at u is of form Ce⟨H⟩. This means that for two positive integers rL, rR ∈ Z+,

|CL| = rLqL and |CR| = rRqR since CL and CR could be periodic themselves. To find the correct

coefficients rL and rR, we need to compute the number of unmatched opening parentheses in PL

and the number of unmatched closing parentheses in PR, denoted by dL and dR respectively. Values

dL and dR correspond to the depth that PL and PR go down in the tree. The highest node in which

the runs starting at o(u) and ending at c(u) synchronize is located at depth d := lcm(dL, dR). By

synchronizing we mean that the unmatched opening and closing parentheses are matched so that

CL · CR is balanced. Hence, CL = P
d/dL
L and CR = P

d/dR
R . After this step we need to check

whether the conditions |CL| ≤ 4k, |CR| ≤ 4k, and e ≥ 16k still hold.

The next step is to find the maximum exponent e such that Ce occurs at node u. There is

no guarantee that P(F )[jL . . jR] forms a balanced substring. For example, the left run could finish

earlier than the right run, or the two runs could diverge as illustrated in Figure 2.4. To fix this issue,

we first find the vertices vL and vR corresponding to indices jL and jR in P(F ) respectively. If v∗

is the Lowest Common Ancestor (LCA) of vL and vR, then

e =
⌊
min

{
jL−o(u)
|CL|

, c(u)−jR
|CR| , c(u)−o(u)+1

|CL|+|CR| ,
D[o(v∗)]−D[o(u)]+1

d

}⌋
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v∗

u

dL = 2

dR = 1

lcm(dL, dR) = 2

vL vR

([[]](([[]](([[]](([[]]())(()[])[])[])[])[])[])[])

CL CL CRCR
v∗ vL vR

Figure 2.4: An example tree in which the left run starting at o(u) and the right run ending at c(u)
diverge. The depth of the runs are dL = 2 and dR = 1. Therefore, the depth of the context is
lcm(dL, dR) = 2, and the left and right runs end at vL and vR respectively. In this case, the LCA v∗

of vL and vR is at distance 5 from u, which indicates the exponent e = ⌊5+1
2
⌋ = 3 of context Ce.

where the value D[o(v)] = D[c(v)] is the depth of node v (i.e., the distance to the root of the

corresponding tree). The arguments of the min function indicate that the left run is long enough,

the right run is long enough, the subtree of u is large enough (which is needed if the left run

overlaps the right run), and that the runs do not diverge too early. Again, we need to check whether

e ≥ 16k.

Definition 2.7.5. Given a forest F , let C(F ) be a set of quadruples (u, qL, qR, e) such that

1. u is a node in F

2. qL, qR ≤ 4k, e ≥ 16k.

3. CL = P(F )[o(u) . . o(u) + qL), CR = P(F )(c(u) − qR . . c(u)] form context C = (CL, CR)
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in the subtree rooted at u.

4. Ce is a maximal context, i.e., Ce+1 does not occur at u.

Lemma 2.7.6. C(F ) can be computed in O(n log n) time.

Algorithm 5: ComputeContexts(F,D).
1 QF ← ComputeQ(P(F ));
2 C ← empty set;
3 for u ∈ VF do
4 (qL, jL)← QF [o(u)], (qR, jR)← QF [c(u)];

// Check for dummy QF values and make sure o(u) and c(u)
are not in the same period

5 if jL ̸= o(u) and jR ̸= c(u) and (c(u)− o(u)) ≥ max{qL, qR} then
6 dL ← D[o(u) + qL]−D[o(u)];
7 dR ← D[c(u)− qR]−D[c(u)];
8 d← lcm(dL, dR);
9 CL ← P(F )[o(u) . . o(u) + qL)

d/dL;
10 CR ← P(F )(c(u)− qR . . c(u)]d/dR ;
11 if |CL| > 4k or |CR| > 4k then
12 continue;

// Let vL, vR be the nodes corresponding to jL, jR
13 v∗ ← LCA(vL, vR);
14 e← ⌊min{ jL−o(u)

|CL|
, c(u)−jR

|CR| , c(u)−o(u)+1
|CL|+|CR| ,

D[o(v∗)]−D[o(u)]+1
d

}⌋;
15 if e ≥ 16k then
16 C.insert

(
(u, |CL|, |CR|, e)

)
;

17 return C;

Proof. Given forest F , we showed that we can find QF in O(n) time in Lemma 2.7.4. In the rest

of the algorithm, we iterate over the nodes of F . For each node u ∈ VF , we check QF [o(u)] and

QF [c(u)] to find a potential periodic context rooted at vertex u. If the desired context exists with

period at most 4k and exponent at least 16k, it satisfies the required conditions to enter C(F ).

In order to find the period of a maximal context, we first define array D[0 . . 2|F |) so that, for

each node u ∈ VF , the value D[o(u)] = D[c(u)] is the depth of node u (i.e., the distance to the root

of the corresponding tree). Recall that dL is the number of unmatched opening parentheses in PL,
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the shortest period starting from o(u) which is stored in array QF , and similarly dR is the number

of the number of unmatched closing parenthesis in PR. The shortest period of a maximal context

is equal to lcm(dL, dR), which can be found in O(log k) time.

dL = D[o(u) + qL]−D[o(u)], (2.1)

dR = D[c(u)− qR]−D[c(u)]. (2.2)

To find the correct exponent, we query the LCA of two nodes in the tree which indicate the

end of QF [o(u)] and QF [c(u)]; this operation takes O(1) time after O(n)-time preprocessing of

the forest F [Harel and Tarjan, 1984,Bender et al., 2005]. Once we have the LCA v∗, we compute

the exponent in O(1) time using the D array.

Once we compute the set of contexts of each node in forests F and G, we next find which

contexts have 2k-synchronized occurrences that we should reduce. We can use 2-D range queries

to find such synchronized occurrences since we need to check both if the opening parentheses

indices and closing parenthesis indices are within 2k of each other.

Definition 2.7.7. Given a set of points S and a query rectangle Q in the plane, orthogonal range

successor (ORS) is the problem of finding the point with smallest x-coordinate in S ∩ Q. Given

a quadruple (u, qL, qR, e) ∈ C(F ) with context C = (P(F )[o(u) . . o(u) + qL),P(F )(c(u) −

qR . . c(u)]) we let ORSC(u) denote an ORS query which returns a node v ∈ G such that (v, qL, qR, e′) ∈

C(G), (P(G)[o(v) . . o(v)+qL),P(G)(c(v)−qR . . c(v)]) = C,|o(u)−o(v)| ≤ 2k, |c(u)−c(v)| ≤ 2k

and no node v′ ∈ G exists satisfying these requirements with o(v′) < o(v). If no node satisfies the

query, we return (0, 0, 0, 0).
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Theorem 2.7.8 (Linear time ORS queries [Gao et al., 2020]). Given a set of n points in the plane,

a data structure can be computed in time O(n
√
log n) to answer ORS queries in O(lg lg n) time.

Definition 2.7.9. Given a string s, a fingerprint hash of s is a function hs : s → [|s|3] such that

hs(s[i1 . . j1]) = hs(s[i2 . . j2]) if and only if s[i1 . . j1] = s[i2 . . j2].

Theorem 2.7.10 (Linear time fingerprint hash [Gawrychowski, 2011] ). Given a string s with

n = |s|, after O(n) preprocessing time, fingerprint hash values can be computed in constant time

for substrings of s.

Lemma 2.7.11. Given forests F,G and quadruple (u, qL, qR, e) ∈ C(F ) with context

C = (P(F )[o(u) . . o(u) + qL),P(F )(c(u) − qR . . c(u)]), ORSC(u) ∈ G can be computed in

O(lg lg n) time with O(n
√
lg n) preprocessing.

Proof. We will build a separate ORS data structure DC for each context C = (CL, CR) that cor-

responds to a quadruple of C(F ). Any node v ∈ G will be contained in data structure DC if

(v, qL, qR, e) ∈ C(G) corresponds has context C. To determine which point belongs to which data

structure, we first preprocess P(F ),P(G) and compute a fingerprint hash hF,G in O(n) time by

Theorem 2.7.10. Then, given a quadruple (v, qL, qR, e) ∈ C(G), determining which data structure

v belongs to can be done in constant time using hF,G. Since there is only one quadruple per node

of F and G in C(F ), C(G) and n nodes total per forest, we can construct all data structures of

contexts in C(F ) in timeO(n
√
lg n) according to Theorem 2.7.8. Input queries to these data struc-

tures will be the 2k× 2k rectangle surrounding a point (o(u), c(u)) such that (u, qL, qR, e) ∈ C(F )

and outputs will be quadruples (v, qL, qR, e
′) ∈ C(G) where (o(v), c(v)) is the orthogonal range

successor of (o(u), c(u)) in DC . Note that node v will be the one with smallest index o(v) out

of all potential candidates satisfying the query since ORS queries return the point with smallest
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x-coordinate as per Definition 2.7.7. Again, by Theorem 2.7.8, these queries can be answered in

time O(lg lg n).

Algorithm 6: VertPeriods(F,G)

1 i← −1;
2 S ← ∅;
3 C(F )← SortByStartingIndex(C(F ));
4 for (uF , q

F
L , q

F
R , eF ) ∈ C(F ) do

5 if o(uF ) > i then
6 C ← (P(F )[o(uF ) . . o(uF ) + qFL ),P(F )(c(uF )− qFR . . c(uF )]);
7 (v, qGL , q

G
R , eG)← ORSC(u);

8 if eG ̸= 0 then
9 e′ ← min(eF , eG);

10 S ← S ∪ (uF , uG, q
F
L , q

F
R , e

′);
11 i← o(u) + e′qFL − 12k;
12 return S;

Algorithm 6 and Algorithm 7 identify and output forests F ′, G′ with reduced vertical peri-

odicity. Algorithm 6 simply iterates through all nodes u of forest F that are the beginning of a

vertical period with power at least 16k. Then using ORS queries, we find any nodes v in G with a

matching context to that of u and add the 2k-synchronized occurrence to set S to be reduced in Al-

gorithm 7. Algorithm 7 is fairly straightforward and simply outputs P(F ′) and P(G′) by copying

all characters of P(F ),P(G) and skipping all but 16k repetitions of any 2k-synchronized vertical

periods of set S. We now show that these algorithms do correctly identify vertical periods and that

reducing vertical period powers does not change tree edit distance. Most of the following proofs

mimic the same structures as Section 2.6 with more details since each context Ce = (CL, CR)
e has

a left Ce
L and right Ce

R part we must consider rather than a single substring Qe.

Lemma 2.7.12. Given forests F,G and S = VertPeriods(F,G), then for any (u, v, qL, qR, e) ∈ S

there is 2k-synchronized occurrences of Ce at nodes u in F , v in G where C = (P(F )[o(u) . . o(u)+
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qL),P(F )(c(u)− qR . . c(u)]) and e ≥ 16k.

Proof. The proof of this lemma is fairly straightforward from the steps of Algorithm 6. First,

note that for any quintuple (u, v, qL, qR, e
′) added to S in step 10, there must be some quadruple

(u, qL, qR, eF ) ∈ C(F ) where by definition of C(F ), eF ≥ 16k and CeF occurs at node u where

context C = (P(F )[o(u) . . o(u) + qL),P(F )(c(u) − qR . . c(u)]). Furthermore, by definition of

ORSC(u) any quadruple (v, qGL , q
G
R , eG) returned in step 7 must also have an occurrence of CeG at

node v where |o(u)− o(v)| ≤ 2k, |c(u)− c(v)| ≤ 2k. Moreover, (v, qL, qR, eG) must be in C(G),

and so, eG ≥ 16k. So, since in step 9 we set e′ = min(eF , eG), we have that e′ ≥ 16k and there is

a 2k-synchronized occurrence of Ce at nodes u in F and v in G.

Algorithm 7: VertSyncReductions(F,G)

1 S ← VertPeriods(F,G);
2 S ′ ← ∅;
3 for (uF , uG, qL, qR, e) ∈ S do
4 S ′ ← S ′ ∪ {(o(uF ), o(uG), qL, e), (c(uF )− qR · e+ 1, c(uG)− qR · e+ 1, qR, e)} ;
5 S ′ ← SortByStartingIndex(S ′);
6 sF , sG ← ε;
7 iF , iG ← 0;
8 for (ℓF , ℓG, q, e) ∈ S ′ do
9 sF ← sF · P(F )[iF . . ℓF );

10 sG ← sG · P(G)[iG . . ℓG);
11 iF ← ℓF + q(e− 16k);
12 iG ← ℓG + q(e− 16k);
13 sF ← sF · P(F )[iF . . |P(F )|) ;
14 sG ← sG · P(G)[iG . . |P(G)|) ;
15 return sF , sG;

Lemma 2.7.13. Consider forests F,G and a context C = (CL, CR) such that 0 < |CL|, |CR| ≤ 4k

and, for some integer exponent e ≥ 10k, the context Ce has 2k-synchronized occurrences in F,G
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at nodes u and v, respectively. This means that

P(F ) = P(F )[0 . . oF (u)) · Ce
L · P(F )[oF (u) + e|CL| . . cF (u)− e|CR|] · Ce

R · P(F )(cF (u) . . |P(F )|),

P(G) = P(G)[0 . . oG(v)) · Ce
L · P(G)[oG(v) + e|CL| . . cG(v)− e|CR|] · Ce

R · P(G)(cG(v) . . |P(G)|).

We define F ′, G′ so that the following holds for some exponent e′ ≥ 10k:

P(F ′) = P(F )[0 . . oF (u)) · Ce′

L · P(F )[oF (u) + e|CL| . . cF (u)− e|CR|] · Ce′

R · P(F )(cF (u) . . |P(F )|),

P(G′) = P(G)[0 . . oG(v)) · Ce′

L · P(G)[oG(v) + e|CL| . . cG(v)− e|CR|] · Ce′

R · P(G)(cG(v) . . |P(G)|).

Then, ted≤k(F,G) = ted≤k(F
′, G′).

Proof. We assume without loss of generality that C is primitive (if C can be expressed as an integer

power of a smaller context, we should consider that context instead) and denote qL := |CL| ≤ 4k

and qR := |CR| ≤ 4k. For i ∈ [0 . . e), let ui be the node of F with oF (ui) = oF (u) + iqL

(and cF (ui) = cF (u)− iqR) and let vi be the node of G with oG(vi) = oG(v) + iqL (and cG(vi) =

cG(v)−iqR). Moreover, letA be an optimal tree alignment such that ted(F,G) = tedA(F,G) ≤ k.

Claim 2.7.14. There exist iF , iG ∈ [0 . . 5k] such that

(oF (u) + iF · qL, oG(v) + iG · qL), (1 + cF (u)− iF · qR, 1 + cG(v)− iG · qR) ∈ A.

Moreover, there exist jF , jG ∈ [0 . . 5k] such that

(oF (u)+ (e− jF )qL, oG(v)+ (e− jG)qL), (1+ cF (u)− (e− jF )qR, 1+ cG(v)− (e− jG)qR) ∈ A.
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Proof. Let (xF , xG) ∈ A be the leftmost element of A such that xF ≥ oF (u) and xG ≥ oG(v).

By symmetry between F and G, we may assume without loss of generality that xF = oF (u).

The context C occurs at each of the nodes u0, . . . , uk and, since the occurrences are disjoint,

the alignment A (of cost at most k) must match one of these occurrences perfectly. We pick

the index iF ∈ [0 . . k] of one such perfectly matched occurrence and denote the node matched

to uiF by w. In particular, P(F )[oF (uiF ) . . oF (uiF ) + qL) ≃A P(G)[oG(w) . . oG(w) + qL) and

P(F )(cF (uiF )−qR . . cF (uiF )] ≃A P(G)(cG(w)−qR . . cG(w)]. Since (xF , xG) ∈ A, we must have

oG(w) ≥ oG(v) by the non-crossing property of A. At the same time, oG(w) ≤ oF (uiF ) + 2k ≤

oF (u)+ kqL+2k ≤ oG(v)+ kqL+4k ≤ oG(v)+ 5kqL. Similarly, cG(w) ≥ cG(v)− 5kqR, which

also implies cG(w) ≤ cG(v).

Our next goal is to show that w = viG for some iG ∈ [0 . . 5k]. For a proof by contradiction,

suppose that oG(vi) < oG(w) < oG(vi+1) for some i ∈ [0 . . 5k). Due to cG(w) > cG(v) − 5kqR,

this also implies that cG(vi) > cG(w) > cG(vi+1), i.e., that w is a node on the path between

vi and vi+1. Suppose that the length of this path is ℓ and the node w is at distance ℓ′ from

vi. Hence, P(G)[oG(vi) . . oG(w)) has ℓ′ unmatched opening parentheses out of the ℓ unmatched

opening parentheses in CL. Moreover, P(G)[oG(vi) . . oG(w)) · P(G)[oG(w) . . oG(vi+1)) = CL =

P(G)[oG(w) . . oG(vi+1)) · P(G)[oG(vi) . . oG(w)), and thus there is a primitive string QL such that

P(G)[oG(w) . . oG(vi+1)) and P(G)[oG(vi) . . oG(w)) are both powers of QL. The number of un-

matched opening parentheses is QL must be a common divisor of ℓ and ℓ′, i.e., CL can be ex-

pressed as a string power with exponent ℓ/ gcd(ℓ, ℓ′). A symmetric argument shows that CR can

be expressed as a string power with exponent ℓ/ gcd(ℓ, ℓ′). Overall, we conclude that C can be ex-

pressed as a context power with exponent ℓ/ gcd(ℓ, ℓ′), contradicting the primitivity of C. Hence,

w = viG for some iG ∈ [0 . . 5k] holds as claimed and, in particular, oG(w) = oG(v) + iGqL and
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cG(w) = cG(v)− iGqR.

The proof of the second part of the claim is analogous.

Observe that P(F )[oF (u) + iF qL . . oF (u) + (e − jF )qL) = CdF
L and P(F )(cF (u) − (e −

jF )qR . . cF (u)−iF qL] = CdF
R for dF := e−jF−iF . Symmetrically, P(G)[oG(v)+iGqL . . oG(v)+

(e− jG)qL) = CdG
L and P(G)(cG(v)− (e− jG)qR . . cG(v)− iGqL] = CdG

R for dG := e− jG − iG.

We denote d = min(dF , dG), observe that d ≥ e − 10k ≥ 0, and construct a tree alignment A′ so

that it:

• aligns P(F )[0 . . oF (u) + iF qL) with P(G)[0 . . oG(v) + iGqL) in the same way as A does;

• matches P(F )[oF (u)+iF qL . . oF (u)+(iF +d)qL) = Cd
L with P(G)[oG(v)+iGqL . . oG(v)+

(iG + d)qL) = Cd
L;

• deletes P(F )[oF (u) + (iF + d)qL . . oF (u) + (e− jF )qL) = CdF−d
L and P(G)[oG(v) + (iG +

d)qL . . oG(v) + (e− jG)qL) = CdG−d
L ;

• aligns P(F )[oF (u)+(e−jF )qL . . cF (u)−(e−jF )qR] with P(G)[oG(v)+(e−jG)qL . . cG(v)−

(e− jG)qR] in the same way as A does;

• deletes P(F )(cF (u)− (e− jF )qR . . cF (u)− (iF + d)qR] = CdF−d
R and P(G)(cG(v)− (e−

jG)qR . . cG(v)− (iG + d)qR] = CdG−d
R ;

• matches P(F )(cF (u)−(iF+d)qR . . cF (u)−iF qR] = Cd
R with P(G)(cG(v)−(iG+d)qR . . cG(v)−

iGqR] = Cd
R;

• aligns P(F )(cF (u)− iF qR . . |P(F )|) with P(G)(cG(v)− iGqR . . |P(G)|) in the same way as

A does.

This definition makes it clear that A′ is an edit-distance (string) alignment. In terms of the forests

F and G, the alignment A′ can be interpreted so that it:
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• perfectly matches the occurrences of C at nodes uiF , . . . , uiF+d−1 to the occurrences of C at

nodes viG , . . . viG+d−1, respectively;

• deletes the occurrences of C at nodes uiF+d, . . . uiF+dF−1 and viG+d, . . . viG+dG−1;

• handles the remaining parts of F and G in the same way as A does.

This interpretation makes it clear that A′ is a tree alignment. Moreover, A and A′ only differ in

how they align CdF to CdG , and A′ provides an optimum alignments of these contexts.

Now, if the exponent e of the context Ce is modified to e′ ≥ 10k, we can interpret this as

modifying the exponent d of the contexts Cd matched perfectly byA′ to d′ = d+e′−e ≥ 0. Thus,

A′ can be trivially adapted without modifying its cost, and hence ted(F ′, G′) ≤ tedA′(F,G) =

ted(F,G). The converse inequality follows by symmetry between (F,G) and (F ′, G′).

Now we’ve shown that we correctly identify 2k-synchronized occurrences of vertical peri-

odicity and that reducing such occurrences to an exponent of at least 10k does not change the tree

edit distance. Before giving the main proposition of the section, we show that any two contexts

C = (CL, CR) we add to our set S in Algorithm 6 overlap in at most 16k characters in each CL and

CR. Thus, when reducing the exponents of repeated contexts to an exponent of 16k in Algorithm 7,

we do not have to worry about attempting to remove the same periodic regions twice.

Claim 2.7.15. Given two distinct quintuples γ = (uF , uG, qL, qR, e), γ
′ = (u′

F , u
′
G, q

′
L, q

′
R, e

′) ∈ S,

it is true that

• |[o(uF ) . . o(uF ) + qLe) ∩ [o(u′
F ) . . o(u

′
F ) + q′Le

′)| ≤ 12k

• |[o(uF ) . . o(uF ) + qLe) ∩ (c(u′
F )− q′Re

′ . . c(u′
F )]| ≤ 12k

• |(c(uF )− qRe . . c(uF )] ∩ (c(u′
F )− q′Re

′ . . c(u′
F )]| ≤ 12k

• |[o(uG) . . o(uG) + qLe) ∩ [o(u′
G) . . o(u

′
G) + q′Le

′)| ≤ 16k
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• |[o(uG) . . o(uG) + qLe) ∩ (c(u′
G)− q′Re

′ . . c(u′
G)]| ≤ 16k

• |(c(uG)− qRe . . c(uG)] ∩ (c(u′
G)− q′Re

′ . . c(u′
G)]| ≤ 16k

Proof. If the intersection of any pairs of ranges is empty in any of the six properties of the claim,

we are done since 0 ≤ 12k. Therefore, we assume that all intersections are non-empty. In this

proof, when discussing contexts C = (CL, CR) we call CL the left part of the context and CR the

right part.

We start by proving the first property of the claim. Conceptually, this property is showing

that no pair γ, γ′ of 2k-synchronized occurrences of vertical periodicity added to our set S overlap

very much in forest F in their left parts of their contexts. For this properties, without loss of

generality we assume o(uF ) < o(u′
F ) and so |o(uF ) . . o(uF ) + qLe) ∩ [o(u′

F ) . . o(u
′
F ) + q′Le

′)| =

(o(uF ) + qLe) − o(u′
F ). Note that Algorithm 6 considers nodes in left-to-right order according

to their opening parenthesis index due to the sort in step 3. Therefore, γ is added to S before γ′,

and then variable i is set to o(uF ) + eqL − 12k. Therefore, by step 5 of Algorithm 6, o(u′
F ) >

o(uF ) + eqL − 12k and (o(uF ) + qLe)− o(u′
F ) < (o(uF ) + qLe)− (o(uF ) + qLe− 12k) = 12k.

We now move on to the second property, which conceptually is showing no pair γ, γ′ of

2k-synchronized occurrences of vertical periodicity in set S overlap between the left part of γ and

the right part of γ′. Note that by Definition 2.7.5, P(F )[o(uF ) . . o(uF ) + qLe) and P(F )[c(u′
F ) −

q′Re
′ . . c(uF )] are both periodic and part of some runs R and R′, respectively. If R ̸= R′, then

already we have our desired property by Corollary 2.6.5. If R = R′, then we reach a contradiction

since the string period of R cannot contain both unmatched opening parentheses and unmatched

closing parentheses as required to be part of both a left context (P(F )[o(uF ) . . o(uF ) + qLe)) and

a right context (P(F )[c(u′
F )− q′Re

′ . . c(uF )]).
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For the third property, now we must show that γ and γ′ do not overlap in the right parts

of their contexts. Unfortunately, this is not as straightforward as the first case since step 5 and

step 11 of Algorithm 6 only directly handle the left parts of contexts. Without loss of generality,

we assume c(uF ) > c(u′
F ).

Case i) The runs containing P(F )(c(uF )−qRe . . c(uF )] and P(F )(c(u′
F )−q′Re

′ . . c(uF )] are

different. In this case we are done by Corollary 2.6.5 as in the proof of the second property.

Case ii) The runs containing P(F )(c(uF )−qRe . . c(uF )] and P(F )(c(u′
F )−q′Re′ . . c(uF )] are

the same, denoted Rc
F , but the runs containing P(F )[o(uF ) . . o(uF )+qLe) and P(F )[o(u′

F ) . . o(u
′
F )+

q′Le
′) are different, denoted Ro

F and Ro′
F , respectively. For contradiction let us assume the intersec-

tion |(c(uF ) − qRe . . c(uF )] ∩ (c(u′
F ) − q′Re

′ . . c(uF )]| is greater than 8k. Since qR, q
′
R ≤ 4k by

Definition 2.7.5, then at least two repetitions of the period string of RC
F is contained in the 8k in-

tersection. Therefore, there must be two repetitions of each period string in the overlap of Ro
F , R

o′
F

as well. However, by Lemma 2.6.4, this is a contradiction for whichever run has the larger period.

Case iii) The runs containing P(F )(c(uF )−qRe . . c(uF )] and P(F )(c(u′
F )−q′Re′ . . c(uF )] are

the same, denoted Rc
F , and the runs containing P(F )[o(uF ) . . o(uF )+qLe) and P(F )[o(u′

F ) . . o(u
′
F )+

q′Le
′) are the same, denoted Ro

F . Furthermore, we consider the runs of corresponding contexts oc-

curring at nodes uG, u
′
G ∈ G. Let Rc

G, R
c′
G be the runs containing P(G)(c(uG)− qRe . . c(uG)] and

P(G)(c(u′
G)−q′Re′ . . c(uG)], respectively, and let Ro

G, R
o′
G be the runs containing P(G)[o(uG) . . o(uG)+

qLe) and P(G)[o(u′
G) . . o(u

′
G) + q′Le

′), respectively. We assume without loss of generality that

c(u′
F ) < c(uF ). We split this case into 3 sub-cases.

Case iiia) The runs Rc
G, R

c′
G are different runs. In this case, both Rc

G, R
c′
G have at most 8k

characters in their intersection by Corollary 2.6.5, and so, c(u′
G) ≤ c(uG) − eqR + 8k. Hence

c(u′
F ) ≤ c(u′

G)+2k ≤ (c(uG)− eqR+8k)+2k ≤ c(uF )+2k− eqR+10k ≤ c(uF )− eqR+12k,
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which implies that c(u′
F )− (c(uF )− eqR) ≤ 12k.

Case iiib) The runs Rc
G, R

c′
G are the same runs, but Ro

G, R
o′
G are different runs. This sub-case

is akin to case ii) by applying the observation that c(u′
F ) ≤ o(u′

G) + 2k and c(uF ) ≤ o(uF ) + 2k

since (uF , uG) and (u′
F , u

′
G) denote 2k-synchronized occurrences. For contradiction, let us assume

the intersection of |(c(uF )−qRe . . c(uF )]∩(c(u′
F )−q′Re′ . . c(uF )]| is at least 12k. Then, |(c(uG)−

qRe . . c(uG)]∩ (c(u′
G)−q′Re

′ . . c(uG)]| ≥ |(c(uF )−qRe . . c(uF )]∩ (c(u′
F )−q′Re

′ . . c(uF )]|−4k ≥

8k. Since qR, q
′
R ≤ 4k by Definition 2.7.5, there must be two repetitions of each period string in

the overlap of Ro
G, R

o′
G as well. However, by Lemma 2.6.4, this is a contradiction for whichever

run has the larger period.

Case iiic) The runs Rc
G, R

c′
G are the same runs, and Ro

G, R
o′
G are the same runs. In this

case, Algorithm 6 would have found maximal 2k-synchronized occurrences represented by γ′′ =

(uF , uG, qL, qR, e
′′) which cannot be extended (i.e. some run ends which contains part of these

synchronized occurrences). If o(u′
F ) > o(uF )+e′′qL−12k, then this would lead to a contradiction

since e′ is at least 16k ≥ 12k and therefore, γ′′ would not be maximal. Hence, this entire sub-case

cannot occur.

Finally, we discuss the fourth through sixth properties. Observe that since γ and γ′ represent

2k-synchronized occurrences, the intersections of any two ranges considered in these properties

cannot be more than 4k more than their corresponding intersections in F . Therefore, by properties

1-3, we have properties 4-6.

Proposition 2.7.16 (Avoiding Vertical k-Periodicity). There exists an O(n log n)-time algorithm

that, given labeled forests F,G of total size n and an integer k ∈ Z+, produces forests labeled

forests F ′, G′ that satisfy ted≤k(F,G) = ted≤k(F
′, G′) and, moreover, avoid both synchronized
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horizontal k-periodicity and synchronized vertical k-periodicity.

Proof. We consider Algorithm 7 to prove this proposition. First we find S = VertPeriods(F,G)

in step 1; by Lemma 2.7.12, any (u, v, qL, qR, e) ∈ S represents a 2k-synchronized occurrence of

Ce where CL = P(F )[o(u) . . o(u) + qL), CR = P(G)(c(u) − qR . . c(u)], C = (CL, CR) at nodes

u and v. In step 4, we identify the start of the specific periodic substrings we want to reduce the

exponent of, and construct a set S ′ with quadruples containing these starting indices, the length of

the periods, and the exponent to be reduced. In step 5 we sort these quadruples by their indices and

iterate through them in order from left to right. For each quadruple (ℓF , ℓG, q, e), in step 11 and

step 12, we move the start of these synchronized occurrences ahead by q(e − 16k). Clearly, this

is equivalent to shortening the power e of the synchronized occurrences of C to a power of 16k

exactly since

(ℓF + qe)− (ℓF + q(e− 16k))

q
= 16k.

We also note that by Claim 2.7.15, no two quadruples of S ′ will represent overlapping synchronized

occurrences with more than 16k overlapping characters. Therefore, since CL · CR is a balanced

string, we can construct forests F ′, G′ such that P(F ′) = sF ,P(G
′) = sG and by Lemma 2.7.13,

ted≤k(F,G) = ted≤k(F
′, G′).

Now, we want to show that F ′, G′ avoid vertical k-periodicity. Assume for contradiction

that there is some 2k-synchronized occurrences of Ce in F ′, G′ with e ≥ 18k. First we consider

the case when the 2k-synchronized occurrences already were present in F ′, G′ at some nodes

u ∈ F, v ∈ G. If node u was directly considered in an iteration of Algorithm 6 and node v

with quadruple (v, qL, qR, ev) was returned by ORS query on u, then we would have added these

occurrences to S and reduced exponent e to at most 14k. It may be the case however that an
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earlier node v′ with quadruple (v′, qL, qR, ev′) where o(v′) < o(v) was returned by the ORS query

as per Definition 2.7.7. However, since the ORS checks for queries within a range of 4k in the x-

coordinate, then o(v)− o(v′) ≤ 4k. Since o(v)− o(v′) ≤ 4k and ev, ev′ ≥ 16k, by Corollary 2.6.5

we know that o(v) and o(v′) must be part of the same maximal run. Since the contexts starting at

o(v) and o(v′) overlap in at least 16 − 4k > 8k, then at least two full periods are in the overlap

since qL ≤ 4k. Also, c(v) and c(v′) must have two full periods in the overlap of the contexts which

occur at v and v′. As a result, c(v) and c(v′) must also be in the same run, otherwise Lemma 2.6.4

is violated. Thus, ev′ ≥ ev, and so a quintuple (u, v′, qL, qR, e
′) will have been added to S with

e′ ≥ e. In other words, the occurrence of Ce at u would have been avoided if u was considered in

an iteration of Algorithm 6.

Now if u is not considered in an iteration of Algorithm 6, then there must be some quintuple

(x, z, qL, qR, e
′) added to S with o(x) < o(u) and o(x) + e′qL − 12k ≥ o(u) according to step 5

and step 11. By Corollary 2.6.5, o(u) and o(x) must be in the same run. Furthermore, since

(o(x) + e′qL) − o(u) ≥ 12k ≥ 8k and we only consider periods of length at most 4k, two full

repetitions of the period overlap in F between the 2k-synchronized occurrences considered at

x, z and u, v. Therefore, c(u) and c(x) must be part of the same run, otherwise Lemma 2.6.4

is violated. Similarly in forest G, since we know that u, v and x, z are 2k-synchronized then

(o(z)+e′qL)−o(v) ≥ 12k−4k = 8k and so two full repetitions of the period overlap in G as well

. Thus, o(v) and o(x) are part of the same run and c(v) and c(x) are part of the same run as well.

So, the 2k-synchronized occurrences at x, z will either fully overlap that of the 2k-synchronized

occurrences at u, v, or stop at o(u) + eqL or o(v) + eqL if either of these indices are the end of

the vertical period. In either case the exponent of the 2k-synchronized occurrences at u, v will be

reduced to less than 16k.
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We have shown that if a 2k-synchronized C18k occurs in F,G, we will reduce it. How-

ever, it is possible that such an occurrence comes as a result of other reductions. In this case, by

Corollary 2.6.5, such a synchronized occurrence in F ′, G′ can overlap at most two reduced vertical

periods C18k
1 , C18k

2 since both contexts had powers of at least 18k in F,G. Since the overlap with

each context is at most 16k and we leave 16k repetitions of C1 and C2 in F ′, G′, any context C18k

in F ′, G′ must have also occurred in F,G. As shown previously, C18k must have been reduced

to C16k, which is a contradiction. Therefore, all 2k-synchronized occurrences of vertical periods

have been reduced in F ′, G′ to a power of 16k. Note that by the same argument, no new horizontal

periodicity can occur in F ′, G′ as well.

Algorithm 6 takes O(n log n) time to compute S by Lemmas 2.7.6 and 2.7.11. We add one

quintuple to S per node in F , so |S| ≤ n. Therefore, Algorithm 7 takes timeO(n log n) to compute

forests F ′, G′.

2.8 Full Periodicity Reduction

Lemma 2.8.1. Let λ be a joint labeling of forests F,G resulting in labeled forests F,G, and let

λ̂ = C(L(λ, 8k), 2k) for some k ∈ Z+. If F,G avoid both synchronized horizontal k-periodicity

and synchronized vertical k-periodicity, then Pλ̂(F) and Pλ̂(G) avoid 2k-synchronized (22k + 2)-

powers with root at most 4k.

Proof. For a proof by contradiction, suppose that there is a string Q̂ of length q̂ ∈ (0 . . 4k] such

that Q̂22k+2 = Pλ̂(F)[x . . x + (22k + 2)q̂) = Pλ̂(G)[y . . y + (22k + 2)q̂) for some positions x, y

with |x − y| ≤ 2k. Note that λ̂ is a refinement of L(λ, 8k), which, in turn, is a refinement of

λ′ := L(λ, 4k). In particular, Pλ′(F)[x . . x+ (22k + 2)q̂) = Pλ′(G)[y . . y + (22k + 2)q̂) is a string
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with period q̂. Let q be the shortest period of this string and let Q be the underlying string period.

If Q contains the same number of opening and closing parentheses, then, since Q2 occurs

in a balanced string Pλ′(F), we conclude that some cyclic rotation of Q is balanced, and therefore

F,G do not avoid synchronized horizontal k-periodicity (because λ′ is a refinement of λ). Thus, by

symmetry, we may assume without loss of generality that Q contains more opening than closing

parentheses. Suppose that Q[δ] is the leftmost unmatched opening parenthesis within Q and define

nodes u0, . . . , u22k+1 ∈ VF such that oF(ui) = x+ δ + iq and nodes v0, . . . , v22k+1 ∈ VG such that

oG(vi) = y + δ + iq. Observe that cF(u0) > · · · > cF(u22k+1) > oF(u22k+1) and cG(v0) > · · · >

cG(v22k+1) > oG(v22k+1).

Next, we prove two claims regarding 2k-compatibility with respect to L(λ, 8k), which we

simply refer to as compatibility in the remainder of the proof.

Claim 2.8.2. If there exists i ∈ [0 . . 22k] and a node u′ ∈ VF with oF(u
′) ∈ [oF(u0) . . oF(u22k)]

such that λ̂(ui) = λ̂(u′), then u′ = ui′ for some i′ ∈ [0 . . 22k].

Proof. Note that λ̂(ui) = λ̂(u′) implies Pλ(sub<8k(u
′)) = Pλ(sub<8k(ui)) and Pλ′(sub<4k(u

′)) =

Pλ′(sub<4k(ui)). We thus have Pλ′(F)[oF(u
′) . . oF(u

′) + q) = Pλ′(F)[oF(ui) . . oF(ui) + q) because

the common size of sub<4k(u
′) and sub<4k(ui) is at least 4k ≥ q. Since q is the shortest period

of Pλ′(F)[oF(u0) . . oF(u22k) + q), we conclude that oF(u′) − oF(u0) is a multiple of q, and hence

u′ = ui′ for some i′ ∈ [0 . . 22k].

Claim 2.8.3. For all i ∈ [0 . . 22k), we have cF(ui) ≤ cF(ui+1) + 4k and cG(vi) ≤ cG(vi+1) + 4k

Proof. We focus on the claim regarding F (the claim regarding G is symmetric). For a proof by

contradiction, suppose that cF(ui) > cF(ui+1) + 4k holds for some i ∈ [0 . . 22k). By construction,

the node ui shares the λ̂-label with its descendant whose opening parenthesis is located at position
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oF(ui)+ q̂. Consider the underlying path in the compatibility graph, let u′ ∈ VF be the last node on

this path that is an ancestor of ui (possibly u′ = ui), and let u′′ ∈ VF be the subsequent node of F on

this path. By definition of compatibility, we have |oF(u′)−oF(u′′)| ≤ 4k and |cF(u′)−cF(u′′)| ≤ 4k.

Moreover, since u′ is an ancestor of ui, we have oF(u′) ≤ oF(ui) and cF(u
′) ≥ cF(ui). We conclude

the proof by deriving a contradiction for every possible location of oF(u′′).

• If oF(u′′) ≤ oF(ui), then either cF(u′′) ≤ oF(ui), which implies cF(u′′) ≤ oF(ui) < oF(ui+1) <

cF(ui+1) < cF(ui)− 4k ≤ cF(u
′)− 4k ≤ cF(u

′′) (a contradiction) or cF(u′′) ≥ cF(ui), which

means that u′′ is an ancestor of ui and contradicts the choice of u′.

• If oF(u′′) ∈ (oF(ui) . . oF(ui+1)), then a contradiction follows from Claim 2.8.2

• If oF(u′′) ∈ [oF(ui+1) . . cF(ui+1)], then u′′ is an ancestor of ui+1, which means that cF(u′′) ≤

cF(ui+1) < cF(ui)− 4k ≤ cF(u
′)− 4k ≤ cF(u

′′) (a contradiction).

• If oF(u′′) > cF(ui+1), then oF(u
′′) > cF(ui+1) > oF(ui+1) + 4k > oF(ui) + 4k ≥ oF(u

′) +

4k ≥ oF(u
′′), which is also a contradiction.

The nodes (ui)i∈[0. .22k] and (vi)i∈[0. .22k] share the same λ′-label, so the subtrees Pλ(sub<4k(ui))

and Pλ(sub<4k(vi)) are all isomorphic. Consequently, by Claim 2.8.3, the context C := (CL, CR) :=

(Pλ(F)[oF(u0) . . oF(u1)),Pλ(F)(cF(u1) . . cF(u0)]) satisfies 0 < |CL|, |CR| < 4k and occurs at all

nodes (ui)i∈[0. .22k) and (vi)i∈[0. .22k). Its power C22k occurs in F at node u0 and in G at node v0.

Observe that, for every i ∈ [0 . . 22k], the node vi must be compatible with some u′ ∈ VF. If

i ∈ [4k . . 18k], then oF(u
′) ≥ oG(vi)− 2k ≥ oF(ui)− 4k ≥ oF(ui−4k) and oF(u

′) ≤ oG(vi)+ 2k ≤

oF(ui) + 4k ≤ oF(ui+4k), so oF(u
′) ∈ [oF(ui−4k) . . oF(ui+4k)]. By Claim 2.8.2, this means that

u′ = uj for some j ∈ [i−4k . . i+4k]. In particular, |oF(ui)−oG(vj)| ≤ 2k and |cF(ui)−cG(vj)| ≤

2k. Since (oF(ut))t∈[0. .22k) and (oG(vt))t∈[0. .22k) form arithmetic progressions with difference |CL|
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and (cF(ut))i∈[0. .22k) and (cG(vi))t∈[0. .22k) form arithmetic progressions with difference −|CR|, we

conclude that there exists δ := j − i ∈ [−4k . . 4k] such that |oF(ut) − oG(vt+δ)| ≤ 2k and

|cF(ut) − cG(vt+δ)| ≤ 2k hold whenever t, t + δ ∈ [0 . . 22k]. This means that C18k has 2k-

synchronized occurrences in F and G (at nodes u0, vδ if δ ≥ 0, and at nodes u−δ, v0 otherwise),

contradicting the assumption that F,G avoid synchronized vertical k-periodicity.

Proposition 2.8.4. There exists a randomized algorithm that, given forests F,G and a threshold

k ∈ Z+, produces forests F ′, G′ and an alignment A : P(F ′) ; P(G′) such that:

• ted≤k(F,G) = ted≤k(F
′, G′), and

• |A△B| ≤ 5376k4 for every alignment B ∈ TAk(F
′, G′).

The running time is O(n log n+ k3) and the algorithm is correct w.h.p.

Proof. The forests F ′, G′ are produced by horizontal (Proposition 2.6.12) and vertical (Propo-

sition 2.7.16) periodicity reduction; this guarantees ted≤k(F,G) = ted≤k(F
′, G′). Let F′,G′

be the underlying unlabeled forests and let λ′ be their joint labeling. We use Lemmas 2.4.3

and 2.4.7 to construct λ̂ = C(L(λ′, 8k), 2k) and strings Pλ̂(F
′), Pλ̂(G

′). Note that the width of

any B ∈ TAk(F
′, G′) does not exceed 2k and, by Lemma 2.4.2 and Observation 2.4.8, we have

edB(Pλ̂(F
′),Pλ̂(G

′)) ≤ 2k · 8k ≤ 16k2. Thus, B ∈ A16k2,2k(Pλ̂(F
′),Pλ̂(G

′)). We construct A

in O(n + k3) time using Lemma 2.3.3 as an arbitrary alignment in GA16k2,2k(Pλ̂(F
′),Pλ̂(G

′)); if

there is no such alignment, then A16k2,2k(Pλ̂(F
′),Pλ̂(G

′)) = ∅ and hence TAk(F
′, G′) = ∅. By

Lemmas 2.5.3 and 2.8.1, we have |A△B| ≤ 7 · 2k · 16k2 · (22k + 2) ≤ 5376k4.
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2.9 Main Algorithm

2.9.1 Partial Forest Matching

Let F and G be labeled forests. We say that a set M ⊆ VF × VG is non-crossing if the

set
⋃

(u,v)∈M{(oF (u), oF (v)), (cF (u), cF (v))} ⊆ Z≥0 × Z≥0 is non-crossing. Furthermore, we

say that M ⊆ VF × VG is a non-crossing matching of forests F,G if
⋃

(u,v)∈M{(oF (u), oF (v)),

(cF (u), cF (v))} is a non-crossing matching of P(F ),P(G).

We say that a tree alignment A ∈ TA(F,G) aligns u ∈ VF with v ∈ VG, denoted u ∼A v,

if P(F )[oF (u)] ∼A P(G)[oG(v)] and P(F )[cF (u)] ∼A P(G)[cG(v)]. If, additionally, u and v have

the same labels, we say thatAmatches u and v, denoted u ≃A v. For a set M ⊆ VF×VG, we define

TAM(F,G) = {A ∈ TA(F,G) : u ≃A v for each (u, v) ∈ M}; note that TAM(F,G) = ∅ unless

M is a non-crossing matching. Moreover, we denote tedM(F,G) = minA∈TAM (F,G) tedA(F,G).

In this section, we consider the problem of computing tedM(F,G) given labeled forests

F,G and a non-crossing matching M ⊆ VF × VG. The following lemma provides a reduction that

restricts the heights of F,G and lets us assume that M ⊆ LF × LG, where LF ⊆ VF is the set of

leaves of F and LG ⊆ VG is the set of leaves of G.

Lemma 2.9.1. There exists a linear-time algorithm that, given labeled forests F,G and a non-

crossing matching M ⊆ VF × VG, produces labeled forests F ′, G′ and a non-crossing matching

M ′ ⊆ LF ′ × LG′ such that:

• tedM
′
(F ′, G′) = tedM(F,G);

• |F ′| = |M |+ |F |, |G′| = |M |+ |G|, and |M ′| = 2|M |;

• if the height of F ′ (G′) is h > 1, then there is an (h − 1)-node top-down path in F (respec-
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tively, G) avoiding nodes participating in M .

F F ′

G G′

Figure 2.5: An illustration of the transformation implemented in Lemma 2.9.1. The non-crossing
matching is represented using colorful wavy lines. In the input forests F and G, each node inherits
its color from the nearest marked ancestor.

Proof. Let us denote M = {(ui, vi) : i ∈ [1 . .m]} and mark all nodes participating in M . We

decompose VF =
⋃m

i=0 VFi
so that u ∈ VF0 if u does not have any proper marked ancestor and, for

every i ∈ [1 . .m], we have u ∈ VFi
if ui is the nearest proper marked ancestor of u. We further

define forests F0, . . . , Fm so that Fi is obtained from F by deleting all vertices in VF \ VFi
.

As far as the implementation is concerned, a top-down traversal of F allows classifying

each node u ∈ VF into one of the classes VFi
. This is because every root node belongs to VF0 ,

every node with a marked parent ui belongs to the class VFi
, and every other node belongs to the

same class as its unmarked parent. Consequently, the forest F can be decomposed into the forests

F0, . . . , Fm in linear time. Symmetrically, we decompose the forest G into analogously defined

forests G0, . . . , Gm.

Due to the fact that M is non-crossing, this yields a decomposition M =
⋃m

i=0Mi, where

Mi = M ∩ (VFi
× VGi

). Furthermore, if u ∼A v holds for an alignment A ∈ TAM(F,G), then the
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set M ∪ {(u, v)} ⊆ VF × VG is non-crossing, and thus there exists i ∈ [0 . .m] such that u ∈ VFi

and v ∈ VGi
. Consequently, we have tedM(F,G) =

∑m
i=0 ted

Mi(Fi, Gi).

In the second step of the algorithm, we create nodes û1, . . . , ûm and v̂1, . . . , v̂m, all sharing

the same label. The forest F ′ is obtained as a (horizontal) concatenation F ′ := F0·û1·F1 · · · ûm·Fm,

where each node ûi is interpreted as a single-node forest. Symmetrically, G′ := G0 · v̂1 ·G1 · · · v̂m ·

Gm. Finally, we set M ′ := M ∪ {(ûi, v̂i) : i ∈ [1 . .m]}. The forests F ′, G′ and the set M ′ can be

easily constructed in linear time.

The construction trivially yields |F ′| = |F |+|M |, |G′| = |G|+|M |, and |M ′| = 2|M |. Since

the separator nodes are included in M ′, we further have tedM
′
(F ′, G′) =

∑m
i=0 ted

Mi(Fi, Gi) =

tedM(F,G). The separator nodes are leaves and Mi ⊆ LFi
× LGi

holds for each i ∈ [0 . .m] (by

definition of the decompositions of F and G), so we have M ′ ⊆ LF ′ × LG′ . Finally, observe that

if the height of F ′ is h > 1, then one of the forests Fi has an h-node root-to-leaf path. Trimming

the leaf, we obtain an (h− 1)-node top-down path avoiding marked nodes. By construction of Fi,

this path is also present in F . A symmetric reasoning lets us characterize the height of G′.

The following reduction prunes unnecessary leaves. This is useful if M ⊆ LF × LG is very

large.

Lemma 2.9.2. There exists a linear-time algorithm that, given labeled forests F,G and a non-

crossing matching M ⊆ LF × LG produces labeled forests F ′, G′ and a non-crossing matching

M ′ ⊆ LF ′ × LG′ such that:

• F ′ and G′ are obtained by deleting some leaves in F and G, respectively;

• M ′ = M∩(VF ′×VG′) = M∩(VF×VG′) = M∩(VF ′×VG) satisfies |M ′| ≤ 2
5
(|F ′|+|G′|+1);

• tedM
′
(F ′, G′) = tedM(F,G).
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Proof. The algorithm identifies a subset M̂ of redundant leaf pairs and constructs (F ′, G′,M ′) so

that M ′ = M \ M̂ whereas the forests F ′ and G′ are obtained be deleting all nodes participating

in M̂ . Specifically, M̂ contains all pairs (û, v̂) ∈M such that û and v̂ have immediate left siblings

u and v, respectively, such that (u, v) ∈ M . The construction trivially yields tedM
′
(F ′, G′) ≤

tedM(F,G). As for the inverse inequality, we shall prove that every alignmentA′ ∈ tedM
′
(F ′, G′),

can be converted to an alignmentA ∈ tedM(F,G) of the same cost. For this, we simply extendA′

so that û ≃A v̂ holds for all (û, v̂) ∈ M̂ . A simple inductive argument (reintroducing (û, v̂) ∈ M̂

in the left-to-right order) shows that this does not introduce any crossings among the aligned pairs

of vertices. This is because any existing pair crossing (û, v̂) would also cross the pair (u, v) of

immediate left siblings.

Next, we note that if (u′, v′) ∈M ′, then one of the following cases holds:

• u′ or v′ is the leftmost root of F ′ (resp. G′);

• u′ or v′ is the leftmost child of its parent (and the parent is not participating in M ′);

• u′ or v′ has an immediate left sibling that is not participating in M ′.

The number of nodes not participating in M ′ is |F ′|+|G′|−2|M ′|, and each of them can be charged

twice (by its right sibling and by its leftmost child). Hence, |M ′| ≤ 2(1 + |F ′| + |G′| − 2|M ′|),

and this simplifies to |M ′| ≤ 2
5
(|F ′|+ |G′|+ 1).

Finally, we observe that F ′, G′, and M ′ can be easily constructed in linear time.

The last result of this section reduces computing tedM≤k(F,G) to computing ted≤k(F
′, G′)

for some F ′ and G′.

Lemma 2.9.3. There exists an algorithm that, given labeled forests F,G, a non-crossing matching

M ⊆ LF × LG, and an integer k ∈ Z≥0, produces labeled forests F ′, G′ satisfying the following
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conditions:

• ted≤k(F
′, G′) = tedM≤k(F,G);

• |F ′| = |F |+ (k + 1)|M | and |G′| = |G|+ (k + 1)|M |;

• The height of F ′ (G′) does not exceed the height of F (resp., G) plus one.

The running time of the algorithm is O(|F ′|+ |G′|).

Proof. Let M = {(ui, vi) : i ∈ [1 . .m]}. For each i ∈ [1 . .m], we attach k + 1 new nodes,

ui,0, . . . , ui,k, as children of ui and k + 1 new nodes, vi,0, . . . , vi,k, as children of vi. The nodes ui,j

and vi,j share a unique label $i,j that is not present anywhere else in the constructed forests F ′, G′.

This completes the description of the constructed forests F ′, G′. It is easy to see that F ′, G′ can be

constructed in time proportional to their sizes, which are |F |+ (k + 1)|M | and |G|+ (k + 1)|M |,

respectively. Moreover, the height of F ′ (resp. G′) may increase compared to the height of F (G)

by at most one (since we attach new leaves only to existing nodes).

Thus, it remains to prove that tedM≤k(F,G) = ted≤k(F
′, G′). For this, let us first observe

that ted(F ′, G′) ≤ tedM(F,G). This is because, any A ∈ TAM(F,G) can be extended to an

alignment A′ ∈ TA(F ′, G′) such that ui,j ≃A′ vi,j holds for all i ∈ [1 . .m] and j ∈ [0 . . k]. If any

of the newly matched pairs (ui,j, vi,j) crossed some other pair of vertices aligned by A′, already

(ui, vi), with ui ≃A vi, would cross that pair. As for the converse inequality, consider an alignment

A′ ∈ TA(F ′, G′) of cost at most k. By Proposition 2.4.4, we can choose A′ so that it can be

interpreted as a greedy alignment with respect to (unbounded) look-ahead labels. We shall prove

that, for each i ∈ [1 . .m], we have ui ≃A′ vi and ui,j ≃A′ vi,j for j ∈ [0 . . k]. As a result, a

matching A ∈ TAM(F,G) of the same cost can be obtained by restricting A′ to the nodes of F

and G.
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Let us fix i ∈ [1 . .m]. As the cost of A′ is at most k, this alignment must match the

node ui,ȷ̂ for some ȷ̂ ∈ [0 . . k]. The only vertex in G′ sharing the label with ui,ȷ̂ is vi,ȷ̂, so

we must have ui,ȷ̂ ≃A′ vi,ȷ̂ and, in particular, P(F ′)[cF ′(ui,ȷ̂)] ≃A′ P(G′)[cG′(vi,ȷ̂)]. Further-

more, observe that the nodes (ui, vi) and the nodes (ui,j, vi,j) for j ∈ [0 . . k] not only share

their regular labels, but also their (unbounded) look-ahead labels. Consequently, the greedy na-

ture of A′ yields P(F ′)[cF ′(ui,ȷ̂) . . cF ′(ui)] ≃A′ P(G′)[cG′(vi,ȷ̂) . . cG′(vi)]. Since A′ is a tree

alignment, P(F ′)[cF ′(ui)] ≃A′ P(G′)[cG′(vi)] implies P(F ′)[oF ′(ui)] ≃A′ P(G′)[oG′(vi)]. Us-

ing the greedy nature of A′ once again, we finally conclude that P(F ′)[oF ′(ui) . . cF ′(ui)] ≃A′

P(G′)[oG′(vi) . . cG′(vi)]. Thus, ui ≃A′ vi and ui,j ≃A′ vi,j for j ∈ [0 . . k] hold as claimed.

We conclude with a corollary that applies Lemmas 2.9.1 to 2.9.3 one after another.

Corollary 2.9.4. There exists an algorithm that, given labeled forests F,G, a non-crossing match-

ing M ⊆ VF × VG, and an integer k ∈ Z≥0, produces labeled forests F ′, G′ such that:

• ted≤k(F
′, G′) = tedM≤k(F,G);

• |F ′|+ |G′| = O(min(|F |+ |G|+ k|M |, 1 + (k + 1)(|F |+ |G| − 2|M |)));

• if the height of F ′ (or G′) is h > 2, then there is an (h − 2)-node top-down path in F

(respectively, G) avoiding nodes participating in M .

The running time of the algorithm is O(|F |+ |G|+ |F ′|+ |G′|).

Proof. As hinted above, the algorithm behind Corollary 2.9.4 simply chains the procedures under-

lying Lemmas 2.9.1 to 2.9.3. Let us denote the intermediate results by (F̂ , Ĝ, M̂) and (F̄ , Ḡ, M̄),

respectively. Due to ted≤k(F
′, G′) = tedM̄≤k(F̄ , Ḡ) and tedM̄(F̄ , Ḡ) = tedM̂(F̂ , Ĝ) = tedM(F,G),

we conclude that ted≤k(F
′, G′) = tedM≤k(F,G) holds as claimed. As for the heights, observe that

if the height of F ′ is h > 2, then the heights of F̄ are F̂ are at least h − 1 > 1. By Lemma 2.9.1,
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this means that F contains a top-down path of at least h− 2 nodes none of which participate in M .

A symmetric argument can be used to bound the height of G′.

It remains to bound |F ′|+ |G′|. Applying Lemma 2.9.3, Lemma 2.9.2, and Lemma 2.9.1 in

subsequent steps, we obtain

|F ′|+|G′| ≤ |F̄ |+|Ḡ|+2(k+1)|M̄ | ≤ |F̂ |+|Ĝ|+2(k+1)|M̂ | ≤ |F |+|M |+|G|+|M |+4(k+1)|M |

= O(|F |+ |G|+ k|M |).

However, we further have

2|M̄ | ≤ |F̄ |+ |Ḡ| ≤ |F̄ |+ |Ḡ| − 10|M̄ |+ 10|M̄ | ≤ |F̄ |+ |Ḡ| − 10|M̄ |+ 4(|F̄ |+ |Ḡ|+ 1)

= 5(|F̄ |+ |Ḡ| − 2|M̄ |) + 4 = 5(|F̂ |+ |Ĝ| − 2|M̂ |) + 4 = 5(|F |+ |G| − 2|M |) + 4,

and thus

|F ′|+ |G′| ≤ |F̄ |+ |Ḡ|+2(k+1)|M̄ | ≤ (k+2)(|F̄ |+ |Ḡ|) = O(1+ (k+1)(|F |+ |G|− 2|M |)).

Consequently, we indeed have |F ′| + |G′| = O(min(|F | + |G| + k|M |, 1 + (k + 1)(|F | + |G| −

2|M |))).

2.9.2 Tree Edit Distance of Shallow Forests

Theorem 2.9.5. There exists a randomized algorithm that, given forests F,G of height at most

h ∈ Z+ and a threshold k ∈ Z+, computes ted≤k(F,G) inO(n log n+h2k7 log(hk)) time correctly
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with high probability.

Proof. Let F and G be the underlying unlabeled forests and let λ be their joint labeling. Using

Proposition 2.6.12, at the cost of O(n) time, we can assume without loss of generality that F,G

avoid synchronized horizontal k-periodicity, i.e., there is no balanced string Q of length |Q| ≤ 4k

such Q18k has 2k-synchronized occurrences in Pλ(F) and Pλ(G). In the next step, we construct a

labeling λ̂ equivalent to L(λ, h) (using Lemma 2.4.3) as well as the strings Pλ̂(F) and Pλ̂(G). Since

λ̂ is a refinement of λ, we conclude that there is no balanced string Q of length |Q| ≤ 4k such Q18k

has 2k-synchronized occurrences in Pλ̂(F) and Pλ̂(G). Moreover, λ̂ assigns distinct labels to nodes

in any root-to-leaf path; thus, for any unbalanced string Q, even Q2 cannot occur in Pλ̂(F) or Pλ̂(G).

Consequently, Pλ̂(F) or Pλ̂(G) avoid 2k-synchronized 18k-powers of length at most 4k. This lets us

apply Lemma 2.5.4 to build a set MP of size |MP| ≥ 2|F |−15·(18k)·(2hk)2 ·2k ≥ 2|F |−O(h2k4)

such that MP ⊆ MA(Pλ̂(F),Pλ̂(G)) holds for every A ∈ GA2hk,2k(Pλ̂(F),Pλ̂(G)); the construction

of MP costs O(n+ hk2) time.

Claim 2.9.6. Let M = {(u, v) ∈ VF × VG : (oF (u), oG(v)) ∈ MP and (cF (u), cG(v)) ∈ MP}. If

ted(F,G) ≤ k, then M is a non-crossing matching of size |M | ≥ |F | − O(h2k4) and, moreover,

tedM(F,G) = ted(F,G).

Proof. By Proposition 2.4.4, there is an optimum alignment A ∈ TA(F,G) of cost tedA(F,G) =

ted(F,G) such that A ∈ GA(Pλ̂(F),Pλ̂(G)). If ted(F,G) ≤ k, then the width of A is at most 2k

and, by Lemma 2.4.2, its cost edA(Pλ̂(F),Pλ̂(G)) does not exceed 2hk. Hence,A ∈ GA2hk,2k(Pλ̂(F),Pλ̂(G)),

which means that MP ⊆ MA(Pλ̂(F),Pλ̂(G)) and, in particular, A ∈ TAM(F,G). Consequently,

tedM(F,G) = ted(F,G) and the number of vertices u ∈ VF not participating in M does not exceed

2|F | − |MP| = O(h2k4).
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In the light of Claim 2.9.6, we construct M and check whether it is a non-crossing matching

of size |M | ≥ |F | − O(h2k4); if it is not, we report that ted(F,G) > k. The remaining task is to

compute tedM≤k(F,G). For this, we use Corollary 2.9.4, which reduces this problem to computing

ted≤k(F
′, G′), where |F ′|+|G′| = O(k ·h2k4) because |F |+|G|−2|M | = O(h2k4); this reduction

costs O(n + h2k5) time. As for the final step of determining ted≤k(F
′, G′), we employ the algo-

rithm of [Akmal and Jin, 2021], whose running time isO(h2k5 ·k2 ·log(h2k5)) = O(h2k7 log(hk)).

Overall, our procedure takes O(n+ h2k7 log(hk)) time.

2.9.3 Level Sampling

Theorem 2.1.1. There exists a randomized algorithm that, given forests F,G of total size n and

an integer k ∈ Z+, computes ted≤k(F,G) in O(n log n + k15 log k log n) time correctly with high

probability.

Algorithm 8: TreeEditDistance(F,G, k)
Input: labeled forests F,G, integer threshold k ∈ Z+

Output: ted≤k(F,G)
1 (F ′, G′,A) := FullPeriodicityReduction(F,G, k);

// Proposition 2.8.4
2 d :=∞;
3 h := 21508k4;
4 for i := 0 to Θ(log(|F |+ |G|)) do
5 Pick ri ∈ [0 . . h) uniformly at random;
6 Mark nodes in F ′, G′ at depths ≡ ri (mod h);
7 Mi := {(u, v) ∈ VF ′ × VG′ : P(F ′)[oF ′(u)] ≃A

P(G′)[oG′(v)], and
P(F ′)[cF ′(u)] ≃A P(G′)[cG′(v)], and u or v is marked};

8 if |Mi| ≤ 4
h
(|F ′|+ |G′|) and all marked nodes participate in Mi then

9 (Fi, Gi) := PartialMatchingReduction(F ′, G′,Mi, k);
// Corollary 2.9.4

10 di := ShallowTreeEditDistance(Fi, Gi, k); // Theorem 2.9.5
11 d := min(d, di);
12 return d;
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Proof. As a first step, we apply Proposition 2.8.4, which produces forests F ′, G′ and an alignment

A : P(F ′) ; P(G′). Next, we pick h := 21508k4 and draw s = Θ(log n) uniformly random

values r1, . . . , rs ∈ [0 . . h). As described below, each of these values ri is either discarded or

results in an upper bound on ted≤k(F
′, G′). We mark all nodes in F ′ and G′ whose depths are

congruent to ri modulo h. We then attempt using A to construct a non-crossing matching Mi in

which all marked nodes participate. For this, we add to Mi every pair of nodes (u, v) ∈ VF ′ × VG′

such that P(F ′)[oF ′(u)] ≃A P(G′)[oG′(v)], P(F ′)[cF ′(u)] ≃A P(G′)[cG′(v)], and u or v is marked.

By construction, this guarantees that Mi is a non-crossing matching. However, we discard Mi if

|Mi| > 4
h
(|F ′| + |G′|) or there exists a marked node that does not participate in Mi. If Mi is not

discarded, we use Corollary 2.9.4 to build forests Fi, Gi such that ted≤k(Fi, Gi) = tedMi
≤k(F

′, G′),

and then we compute di := ted≤k(Fi, Gi) using Theorem 2.9.5. The final answer d is defined as

the minimum among the values di computed for non-discarded matchings Mi.

Let us analyze the correctness of this approach. Proposition 2.8.4 provides the following

guarantees with high probability:

• ted≤k(F,G) = ted≤k(F
′, G′),

• for every alignment B ∈ TAk(F
′, G′), we have |A△B| ≤ 5376k4.

Due to tedMi(F ′, G′) ≥ ted(F ′, G′), the reported value d must clearly satisfy d ≥ ted≤k(F
′, G′) =

ted≤k(F,G). The main challenge is to prove the converse inequality. This task is trivial if

ted(F,G) > k. Otherwise, it boils down to showing that, with high probability, there exists

i ∈ [1 . . s] such that di ≤ ted≤k(F,G). Let us fix an optimum alignment B ∈ TA(F ′, G′). We

shall first prove that di ≤ ted≤k(F,G) holds conditioned on the following events:

• |Mi| ≤ 4
h
(|F ′|+ |G′|);
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• the alignment B that does not make any edits on the marked nodes and the parentheses

corresponding to the marked nodes do not contribute to A△B.

Since B does not make any edits on the marked nodes, all the marked nodes participate in the fol-

lowing non-crossing matching: {(u, v) ∈ VF ′ × VG′ : u ≃B v and u or v is marked}. Furthermore,

this matching is equal to Mi because the parentheses corresponding to marked nodes do not con-

tribute to A△B. Consequently, tedMi(F ′, G′) ≤ tedB(F
′, G′) ≤ k, and thus di = ted≤k(Fi, Gi) =

tedMi
≤k(F

′, G′) = ted≤k(F
′, G′) = ted≤k(F,G). It remains to prove that the favorable events hold

with high probability for at least one i ∈ [1 . . s]. For this, we analyze the complementary bad

events. For a random remainder modulo h, each individual node in VF ′ ∪ VG′ is marked with

probability 1
h

. Hence, in expectation, the number of marked nodes is 1
h
(|F ′| + |G′|). Given that

each pair in Mi contains a marked node, this means that E[|Mi|] ≤ 1
h
(|F ′| + |G′|). By Markov’s

inequality, we conclude that |Mi| > 4
h
(|F ′| + |G′|) holds with probability at most 1

4
. Moreover,

there are at most 2k nodes affected by the edits of B and at most 10752k4 further nodes may con-

tribute to B△A. By the union bound, at least one of these nodes is marked with probability at most

2k+10752k4

h
≤ 1

2
. Overall, for each i ∈ [1 . . s], the probability of the bad events does not exceed

1
4
+ 1

2
= 3

4
. Due to s = Θ(log n), the probability that the bad events hold for all i ∈ [1 . . s] does

not exceed (3
4
)s = n−Θ(1). Thus, the algorithm is correct with high probability.

Let us complete the proof with the running time analysis. Applying Proposition 2.8.4 costs

O(n log n + k3) time. For each i ∈ [1 . . s], the set Mi can be constructed and verified in O(n)

time. If ri is not discarded, then |Mi| = O( 1h(|F
′|+ |G′|)) = O( n

k4
) and neither F ′ nor G′ contains

an h-node top-down path avoiding nodes participating in Mi. Consequently, the application of

Corollary 2.9.4 takes O(n) time and produces forests of size O(n) and height at most h + 1 =
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O(k4). The final application of Theorem 2.9.5 thus costs O(n + k15 log k) time. Since all steps,

except for the preprocessing of Proposition 2.8.4, are repeated O(log n) times, the overall time

complexity of our algorithm is O(n log n+ k15 log k log n).

2.10 Conclusion

This paper gives an Õ(n + poly(k))-time algorithm for bounded tree edit distance, solving

an open problem posed in [Akmal and Jin, 2021, Mao, 2021]. Multiple natural improvements

and extensions of this result might be feasible. An immediate direction for future work is to

significantly reduce the polynomial dependency on k, which currently stays at k15, akin to the

recent progress for Dyck edit distance [Fried et al., 2022]. Another open question is whether the

weighted version of tree edit distance admits an Õ(n+poly(k))-time algorithm (assuming that the

cost of each edit is at least one). To the best of our knowledge, no such algorithm is known even

for weighted string edit distance.
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Chapter 3: Weighted Edit Distance Computation: Strings, Trees and Dyck

3.1 Introduction

String edit distance and its several variants have been studied for decades since the 1960s [Lev-

enshtein, 1965,Needleman and Wunsch, 1970,Wagner and Fischer, 1974]. Historically, most work

on these problems assumed that the edit operations have unit weights in order to simplify the prob-

lem and streamline theoretical results. Till date, the fastest exact algorithm for unweighted edit

distance is due to Myers [Myers, 1986] and Landau and Vishkin [Landau and Vishkin, 1988], who

obtained an O(n + k2)-time solution for two strings of length n with an upper bound k on their

edit distance. This bound is now known to be optimal (up to subpolynomial factors) under the

Strong Exponential Hypothesis [Backurs and Indyk, 2018]. Over the years, the Holy-Grail result

of [Myers, 1986, Landau and Vishkin, 1988] has inspired many developments on fast approxima-

tion algorithms for (unweighted) string edit distance [Chakraborty et al., 2020, Goldenberg et al.,

2019, Goldenberg et al., 2020, Kociumaka and Saha, 2020] and similar Õ(n + poly(k))-time1

algorithms for generalizations such as the (unweighted) Dyck and tree edit distances [Backurs

and Onak, 2016, Fried et al., 2022, Das et al., 2022a]. However, almost all real-world applica-

tions require weighted edit distance, where different weights are assigned to different edit opera-

tions (insertions, deletions, and substitutions), and the weights may vary with the characters being

1The Õ(·) notation suppresses factors polylogarithmic in the input size n.
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edited [Wagner and Fischer, 1974, Zhang and Shasha, 1989, Kurtz, 1996, Gusfield, 1997, Peris and

Marzal, 2002,Jurafsky and Martin, 2009,Fontan et al., 2016,Skiena, 2020,Koide et al., 2020,Ger-

lach et al., 2021, Chumachenko et al., 2022]. As a result, there is a major gap between the the-

oretical results of prior research and real-world utility of these results. In this paper, we bridge

this fundamental gap between the understanding of unweighted and weighted edit distance: We

provide the first non-trivial algorithm computing the weighted edit distance and its generalizations

to weighted tree and Dyck tree edit distance.

More specifically, in this paper we propose the firstO(n+poly(k))-time algorithm for exact

weighted edit distance computation in which, given a weight function w : Σ∪{ε}×Σ∪{ε} → R≥0

(normalized so that w(a, b) ≥ 1 for a ̸= b), the goal is to find an alignment that minimizes the total

weight of edit operations (insertions, deletions, and substitutions) assuming that it does not ex-

ceed a provided threshold k. Strikingly, except for the vanilla O(n2)-time dynamic-programming

algorithm and its almost trivial O(nk)-time implementation, none of the aforementioned develop-

ments on unweighted edit distance apply to this weighted variant. We then generalize our result

to weighted tree and Dyck edit distances, bringing in several new techniques that lead to im-

provements even for the unweighted tree edit distance problem: As a byproduct of our results,

we present a deterministic O(n + k7 log k)-time solution, which is much faster than the random-

ized O(n log n + k15 log2 k)-time algorithm of Das, Gilbert, Hajiaghayi, Kociumaka, Saha, and

Saleh [Das et al., 2022a].

Can this apparent lack of progress in weighted edit distance computation be explained? As

we observe later, even basic properties like monotonicity, which was fundamental for efficient com-

putation of unweighted edit distance [Myers, 1986, Landau and Vishkin, 1988], break down when

considering weighted operations. This precludes any local matching approach, which seemed nec-
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essary for a linear-time algorithm for bounded (unweighted) edit distance [Myers, 1986, Landau

and Vishkin, 1988,Backurs and Onak, 2016,Fried et al., 2022,Das et al., 2022a]; instead, a global

view of the sequences is needed to find matching substrings and yet maintain the linear runtime.

Faced with such barriers, our biggest contribution is a kernelization method for weighted edit dis-

tance, not just for strings, but also for tree and Dyck edit distance instances. Interestingly, our

kernels are weight-agnostic, that is, the kernelization algorithms do not need to know the weight

function w. Given how fundamental weighted edit distance is, we believe our O(n + poly(k))

algorithm for weighted edit distance will be instrumental for further significant developments in

the area.

3.1.1 Related Work

String Edit Distance: Edit distance is one of the most fundamental problems in computer science

studied since the 1960s [Levenshtein, 1965, Needleman and Wunsch, 1970, Wagner and Fischer,

1974]. In the unweighted edit distance problem, given two strings of length at most n, the goal is

to find the minimum number of edit operations (insertions, deletions, and substitutions) required

to transform one string into the other. Given a parameter k as an upper bound on the edit distance,

an algorithm proposed in the 1980s by Myers [Myers, 1986] and Landau and Vishkin [Landau

and Vishkin, 1988] achieves this task in O(n+ k2) time by combining suffix trees with an elegant

greedy approach. As long as k = O(
√
n), the running time of the above algorithm in linear in

n. For larger values of k, approximation algorithms for edit distance have been studied exten-

sively [Landau et al., 1998, Indyk, 2001, Bar-Yossef et al., 2004, Batu et al., 2006, Andoni and

Onak, 2012, Andoni et al., 2010], especially recently [Haeupler et al., 2019, Chakraborty et al.,
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2020, Goldenberg et al., 2020, Koucký and Saks, 2020, Brakensiek and Rubinstein, 2020, Borou-

jeni et al., 2021]. This culminated with the currently best bound by Andoni and Nosatzki [Andoni

and Nosatzki, 2020], who obtained a constant-factor approximation algorithm with running time

O(n1+ϵ) time for any constant ϵ > 0. All of these works require monotonicity and assume that

an optimal solution can be extended easily if matching suffixes are added to both strings, none of

which may hold in weighted edit distance instances. As a result, the state-of-the-art approximation

algorithm for weighted edit distance, by Kuszmaul [Kuszmaul, 2019], offers much worse trade-off,

with an O(nτ )-factor approximation in Õ(n2−τ ) time for any 0 ≤ τ ≤ 1.

Tree Edit Distance: The tree edit distance problem, first introduced by Selkow [Selkow, 1977],

is a generalization of edit distance in which the task is to compute a measure of dissimilarity be-

tween two rooted ordered trees with node labels. In the unweighted version of tree edit distance,

every node insertion, deletion, or relabeling operation has unit cost. The problem has numerous

applications in compiler optimization [Demaine et al., 2010], structured data analysis [Chawathe,

1999,Buneman et al., 2003,Ferragina et al., 2009], image analysis [Bunke and Shearer, 1998], and

computational biology [Harel and Tarjan, 1984, Shapiro and Zhang, 1990, Gusfield, 1997, Landau

et al., 1998,Bille, 2005]. The current best bound on running time of an algorithm for finding exact

tree edit distance is due to Dürr [Dürr, 2023] who obtained an O(n2.9149)-time algorithm for the

problem, after a long series of improvements fromO(n6) [Tai, 1979] toO(n4) [Zhang and Shasha,

1989], to O(n3 log n) [Klein, 1998], to O(n3) [Demaine et al., 2010], and to O(n2.9546) [Mao,

2021]. Moreover, there is a (1 + ϵ)-approximation algorithm for tree edit distance with running

time Õ(n2) time due to Boroujeni, Ghodsi, Hajiaghayi, and Seddighin [Boroujeni et al., 2019]. Re-

cently, Seddighin and Seddighin [Seddighin and Seddighin, 2022] gave an O(n1.99)-time (3 + ϵ)-
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approximation algorithm for tree edit distance (building on a previous Õ(n)-time O(
√
n)-factor

approximation algorithm of [Boroujeni et al., 2019]). Furthermore, Das, Gilbert, Hajiaghayi, Ko-

ciumaka, Saha, and Saleh [Das et al., 2022a] obtained an Õ(n + k15)-time algorithm for exact

tree edit distance with an upper bound k on the distance (see also an Õ(nk2)-time algorithm of

Akmal and Jin [Akmal and Jin, 2021], which improves upon a previous algorithm with running

time O(nk3) for the bounded tree edit distance problem [Touzet, 2005]).

As far as the weighted tree edit distance is concerned, the fastest algorithm, by Demaine,

Mozes, Rossman, and Weimann [Demaine et al., 2010], takes O(n3) time, which matches the

conditional lower-bound of Bringmann, Gawrychowski, Mozes, and Weimann [Bringmann et al.,

2020] (earlier conjectured by Abboud [Abboud, 2014]). Specifically, there is no truly subcubic-

time algorithm for weighted tree edit distance unless APSP has a truly subcubic-time solution.

The lower bound still holds for trees over a constant-size alphabet unless the weighted k-clique

problem admits an O(nk−ϵ)-time algorithm.

Dyck Edit Distance: The Dyck edit distance problem is another variation of edit distance which

falls under the umbrella of general language edit distance [Aho and Peterson, 1972, Myers, 1995,

Saha, 2017, Bringmann et al., 2019] and has numerous practical applications, e.g., for fixing hi-

erarchical data files, in particular XML and JSON files [Harrison, 1978, Kozen, 1997]. In the

unweighted version of this problem, given a string of n parentheses, the goal is to find the mini-

mum number of edits (character insertions, deletions, and substitutions) to make the string well-

balanced. Several algorithms for both exact [Bringmann et al., 2019,Chi et al., 2022a, Dürr, 2023]

and approximation [Saha, 2014, Das et al., 2022b] versions of the problem have been obtained.

Finding exact Dyck edit distance is at least as hard as Boolean matrix multiplication [Abboud
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et al., 2018]. The bounded Dyck edit problem was subject to several recent studies as well: Back-

urs and Onak [Backurs and Onak, 2016] obtained the first algorithm with running timeO(n+k16),

which was further improved to O(n + k5) [Fried et al., 2022], and finally to O(n + k4.5442) using

fast matrix multiplication [Fried et al., 2022, Dürr, 2023]. Except for the O(n3)-time exact algo-

rithm for language edit distance [Myers, 1995], these results are not applicable to the weighted

setting.

3.1.2 Our Contribution

The main contributions of our paper are new algorithms for weighted string, tree, and Dyck

edit distance. We define a weight function as a function w : Σ ∪ {ε} × Σ ∪ {ε} → R≥0 such

that w(a, a) = 0 and w(a, b) ≥ 1 for a ̸= b. If a, b ∈ Σ, then w(a, ε) is the cost of deleting a,

w(ε, b) is the cost of inserting b, whereas w(a, b) is the cost of substituting a for b. The assumption

w(a, a) = 0 indicates that matching symbols can be aligned at no cost, whereas the assumption

w(a, b) ≥ 1 for a ̸= b indicates that the weights are normalized so that every edit costs at least

one. A weight function is a quasimetric if it also satisfies the triangle inequality (which we assume

for tree and Dyck edit distance). When it comes to computations on weights, we consider any

uniform model in which real numbers are subject to only comparison and addition [Pettie and

Ramachandran, 2005], e.g., the RAM model.

We define edw(X, Y ) to be the minimum cost of an alignment of strings X and Y for weight

function w. Furthermore, we define edw≤k(X, Y ) as edw(X, Y ) (if it is at most k) or∞ (otherwise).

We give the first weighted bounded edit distance algorithm with runtime O(n+ poly(k)).

Theorem 3.1.1. Given strings X, Y of length at most n, an integer k ∈ Z+, and a weight func-
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tion w, the value edw≤k(X, Y ) can be computed in O(n+ k5) time.

Similarly to string edit distance, we define tedw(F,G) as the minimum cost of a tree align-

ment of forests F and G for weight function w. We define tedw≤k(F,G) analogously and give the

first weighted tree edit distance algorithm with runtime O(n + poly(k)). In the unweighted case,

our deterministic algorithm is significantly faster than the state-of-the-art randomized algorithm

from [Das et al., 2022a].

Theorem 3.1.2. Given forests F,G of length at most n, an integer k ∈ Z+, and a quasimetric

w, the value tedw≤k(F,G) can be computed in O(n + k15) time. Moreover, ted≤k(F,G) can be

computed in O(n+ k7 log k) time.

Finally, we define dyckw≤k(X) to be the minimum distance edw≤k(X, Y ) between X and a

string Y in the Dyck language. We give the first algorithm for weighted Dyck edit distance with

runtime O(n+ poly(k)). In this setting, the alphabet consists of opening and closing parentheses,

and we need to assume that the weight function, apart from satisfying the triangle inequality, treats

opening and closing parentheses of the same type similarly. This is captured in the notion of a

skewmetric formally defined in Section 3.4.2.

Theorem 3.1.3. Given a string X of length n, an integer k ∈ Z+, and a skewmetric w, the value

dyckw≤k(X) can be computed in O(n+ k12) time.

We note that, although our algorithms assume k is given, one can also obtain running times

analogous to those of Theorems 3.1.1 to 3.1.3 but with the sought distance instead of the thresh-

old k. For this, it suffices to start from the largest value k that results in the running time of O(n),

e.g., k = Θ(n1/5) for strings, and keep doubling the threshold k as long as the algorithm outputs
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∞. The first finite outcome is guaranteed to be the sought distance and, since the running times

of the subsequent iterations form a geometric progression, the overall runtime is dominated by the

last iteration, where k is at most twice the sought distance.

3.1.3 Overview

The folklore algorithms to compute edit distance for unweighted and weighted instances use

dynamic programming and runs in O(n2) time. Given two strings X and Y , the entry D[i, j] of

the dynamic programming table D holds the weighted (unweighted) edit distance of prefixes of X

and Y up to indices i and j respectively. That is D[i, j] := ed(X[0 . . i), Y [0 . . j)). Then

D[i+1, j+1] = min{D[i, j+1]+1, D[i+1, j]+1, D[i, j]+δ(X[i], Y [j])} :unweighted edit distance

D[i+1, j+1] = min{D[i, j+1]+w(X[i], ε), D[i+1, j]+w(ε, Y [j]), D[i, j]+w(X[i], Y [j])}.

:weighted edit distance

The first entry in the recursive definition corresponds to deleting X[i], the second entry corresponds

to inserting Y [j], and the third entry corresponds to either matching or substitution (δ(X[i], Y [j]) =

0 if X[i] = Y [j], otherwise δ(X[i], Y [j]) = 1). Clearly, D[|X|, |Y |] equals the total weighted

(unweighted) edit distance between X and Y , and can be computed in O(n2) time.

It is possible to improve the running time toO(nk) if the weighted (unweighted) edit distance

is bounded by k < n. In this case the entries corresponding to only 2k + 1 diagonals surrounding

the main diagonal of D need to be computed. However, the similarities between the developments
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on unweighted and weighted edit distance computations end here.

The first major breakthrough in the unweighted edit distance computation came in the late

eighties [Myers, 1986, Landau and Vishkin, 1988]. An O(n + k2)-time algorithm for unweighted

edit distance was developed whenever edit distance is bounded by k, thereby giving a linear time

algorithm for k ≤
√
n. The algorithm utilizes two simple but powerful properties of unweighted

edit distance, namely (i) monotonicity: D[i + 1, j + 1] ≥ D[i, j], and (ii) greedy extension: if

X[i] = Y [j] then D[i+1, j+1] = D[i, j]. These two properties together imply that if we can find

maximal equal substrings in X and Y through a preprocessing step, only O(k2) entries of D need

to be computed. More precisely, for each of the 2k+1 diagonals, these are the at most k+1 entries

with k+1 ≥ D[i+1, j+1] > D[i, j]. The preprocessing step utilizes a linear-time construction of

a suffix tree to answer any maximal equal substring queries in constant time, leading to an overall

running time of O(n + k2). All subsequent developments on fast approximation algorithms for

unweighted string edit distance rely on the above two properties without exception.

Unfortunately, none of the above two properties hold for weighted edit distance computation.

The following simple examples will make this observation clear.

1. No monotonicity: Let X = ab, Y = c, and w(a, c) + w(b, ε) < w(a, ε). Then D[1, 0] =

w(a, ε) and D[2, 1] = w(a, c) + w(b, ε) < w(a, ε).

2. No greedy extension: Let X = ab, Y = b, and w(a, b) + w(b, ε) < w(a, ε). Then substi-

tuting a to b and deleting b from X is cheaper than deleting a and matching the subsequent

b.

In some sense, this explains the lack of progress on weighted instances in this field. We need a

very different approach and new ideas.
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When k, the minimum weighted edit distance, is small for two input strings, clearly most

characters of the input strings are perfectly matched and contribute no cost to the edit distance

computation. The main idea of our algorithm is to find small representative instances for the input

strings and then run theO(nk)-time weighted edit distance solution on these representatives to find

the original weighted edit distance. In fact, we prove that any instance of the bounded-weighted

edit distance can be solved using strings of size O(k4). Our algorithm constructs such an O(k4)-

size kernel from strings of size O(n) in time O(n), and then the resulting small instances can be

solved in time O(k5) using the O(nk)-time weighted extension of the dynamic programming.

We are also able to extend the idea of kernelization to weighted instances of tree and Dyck

edit distances by giving the first O(n + poly(k)) algorithms for them. Notably, our algorithms

are deterministic and give significant improvements over the recent randomized algorithms on

unweighted tree edit distance [Das et al., 2022a]. We show it is possible to compute small

O(poly(k))-size kernels from the original instances of each problem in linear time, and then run

dynamic programming based algorithms to compute the final edit distance values.

To find such kernels, we utilize substrings that have synchronized occurrences in both input

strings X and Y , that is, they occur in X and Y at positions x and y, respectively, satisfying

|x − y| = O(k). Our kernelization algorithm first tries to cover the input strings (almost entirely)

with O(k) pairs of synchronized occurrences. If this is impossible, then we conclude that the

edit distance must be large, that is, edw≤k(X, Y ) = ∞. Otherwise, we apply a novel notion of

edit-distance equivalence so that synchronized occurrences of a substring P can be substituted

with synchronized occurrences of an equivalent substring P ′ without affecting the edit distance

edw≤k(X, Y ). To this end, we provide a linear-time algorithm that, given any string P , computes an

edit-distance equivalent string P ′ of size poly(k).
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A similar notion of equivalent pieces is also central to our algorithms for weighted tree and

Dyck edit distance. Our three algorithms all utilize the following high-level steps:

1. Partition the input objects intoO(k) pieces most of which can be paired up to form synchro-

nized occurrences.

2. If the algorithm failed to find sufficiently long synchronized occurrences, report that the edit

distance exceeds k.

3. Otherwise, for every pair of synchronized occurrences, substitute the original piece with a

small equivalent replacement.

4. Solve the resulting small instance with a known dynamic-programming algorithm.

3.1.3.1 Weighted String Edit Distance

We now describe how to obtain Theorem 3.1.1 by implementing the aforementioned high-

level scheme.

Edit-Distance Equivalent Strings The biggest technical contribution behind our weighted edit

distance algorithm is a linear-time procedure (of Corollary 3.2.14) that, given a string P , computes

an equivalent string of length O(k3). In the first phase, it eliminates k-periodicity: as long as

the processed string contains a fragment of the form Q4k+1 with |Q| ∈ [1 . . 2k], this fragment is

replaced by Q4k. As shown in Lemma 3.2.9, the strings Q4k+1 and Q4k are equivalent, so this

step preserves equivalence with the input string P . Eventually, the first phase results in a string

that avoids k-periodicity and is equivalent with P (see Fig. 3.1 for example). It is implemented

in Lemma 3.2.13, where the underlying algorithm processes the input string P from left to right and

removes the first copy of Q for every encountered fragment of the form Q4k+1 with |Q| ∈ [1 . . 2k].
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In Lemma 3.2.11, we prove that if P avoids k-periodicity and satisfies |P | ≥ 42k3, then

it is equivalent to P [0 . . 21k3) · P [|P | − 21k3 . . |P |), that is, the concatenation of its prefix of

length 21k3 and its suffix of length 21k3 (with the characters in the middle removed). For this,

we consider synchronized occurrences of P in strings X and Y and an optimal alignment A of

cost edw(X, Y ) ≤ k that maps X onto Y . We observe that A must perfectly match a length-10k2

fragment within the length-21k3 prefix of the occurrence of P in X . Moreover, since P avoids

k-periodicity, A can only match this fragment to the corresponding fragment of the occurrence

of P in Y . Symmetrically, A must match the two copies of a length-10k2 fragment within the

length-21k3 suffix of P . We conclude that A aligns the two copies of P [d . . |P | − e) for some

d, e ∈ [0 . . 21k3]. Since A is optimal, it must perfectly match the two copies of P [d . . |P | − e).

Thus, P [21k3 . . |P | − 21k3) can be removed from the synchronized occurrences of P in X and Y

without affecting the cost edw≤k(X, Y ). Consequently, if the first phase returns a string of length at

least 42k3, then the algorithm of Corollary 3.2.14 removes all but the leading 21k3 and the trailing

21k3 characters of that string (see Fig. 3.2 for example).

Linear-Time Kernel In order to apply the notion of edit-distance equivalence, we need to identify

synchronized occurrences within X and Y . To this end, we check whether ed(X, Y ) ≤ k. If this is

not the case, then edw(X, Y ) ≥ ed(X, Y ) > k holds for every normalized weight function w, and

thus we already know that edw≤k(X, Y ) =∞. If ed(X,Y ) ≤ k, on the other hand, then we construct

an optimal unweighted A alignment mapping X onto Y . As formally proved in Fact 3.2.7, the

unedited characters of X form at most k + 1 fragments that A matches perfectly. Each of these

fragments of X forms a synchronized occurrence together with its image under A in Y . Thus,

we can replace the synchronized occurrences with occurrences of an equivalent string of length
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O(k3). Since we have partitioned X and Y into O(k) edited characters plus O(k) synchronized

occurrences, this yields strings X ′ and Y ′ of length O(k4) satisfying edw≤k(X
′, Y ′) = edw≤k(X, Y ).

In order to construct A efficiently, we use the O(n + k2) unweighted edit distance algorithm

of [Myers, 1986, Landau and Vishkin, 1988]. However, if n ≤ k4, then we do not need to worry

about reducing the size of X and Y in the first place and therefore do not construct an optimal

unweighted alignment; otherwise, O(n + k2) = O(n) and constructing the O(k4)-size kernel

takes linear time; see Theorem 3.2.15 for details on our kernel for weighted string edit distance.

As mentioned earlier, once we have a kernel (X ′, Y ′) of size O(k4), we can run the O(nk)-

time weighted edit-distance algorithm to compute edw≤k(X
′, Y ′) = edw≤k(X, Y ) in O(k5) time.

3.1.3.2 Weighted Tree Edit Distance

Our algorithm for weighted tree edit distance follows the same high-level approach. How-

ever, compared to the string edit distance, two major challenges arise. First, the structure of pe-

riodicity is much richer and requires two notions: horizontal periodicity of forests and vertical

periodicity of contexts. As a result, we need separate definitions of tree-edit-distance equivalence

for forests and contexts. Nevertheless, assuming that the weight function w satisfies the triangle

inequality, we can still construct equivalent forests and contexts of size O(k3) and O(k4), respec-

tively. The second challenge is that the state-of-the-art algorithm for computing the unweighted

tree edit distance is randomized and takes O(n log n + poly(k)) time rather than O(n + poly(k))

time. Thus, in order to achieve a deterministic linear-time kernel, we need another method for

identifying large synchronizing occurrences. Our workaround is to shrink the input in multiple

iterations (essentially halving the size each time) rather than in a single shot. This way, we can still
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obtain a kernel of size O(k5), which is asymptotically as small as we would get from an optimum

unweighted alignment.

Periodicity in Trees Intuitively, the two types of periodicity in trees correspond to the two ways to

interpret strings as trees. For a string X , the horizontal embedding constructs a tree with |X| leafs

attached to the root and labeled by subsequent characters of X , whereas the vertical embedding

constructs a path with |X| nodes labeled by subsequent characters of X . Similarly, forest algebras

(see [Bojańczyk and Walukiewicz, 2008] for a survey) in formal language theory involve two

natural monoids: a horizontal monoid of forests (with concatenation, denoted ·) and a vertical

monoid of contexts (with composition, denoted ⋆). A context can be defined as a tree with a

single hole in some leaf, and contexts can be composed by placing one of them in the hole of the

other. Moreover, placing a forest in the hole of a context yields a forest. In order to formalize

these notions and easily port combinatorial and algorithmic tools designed for strings, we interpret

forests as balanced strings of parentheses; see Section 3.3.1.

Following [Das et al., 2022a], a horizontal power is the concatenation of multiple copies

of the same forest, whereas a vertical power is the composition of multiple copies of the same

context; see Fig. 1.1 for an example. More specifically, we say that a forest contains horizontal

k-periodicity if it has a subforest of the form Q4k+1 for some forest Q of size |Q| ≤ 4k, whereas a

context contains vertical k-periodicity if it can be expressed as a composition of several contexts,

including Q6k+1 for some context Q of size |Q| ≤ 8k.

Tree-Edit-Distance Equivalent Forests The first ingredient of our algorithm for weighted tree

edit distance is a linear-time procedure that, given a forest P , constructs an equivalent forest of
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size O(k3). The first phase of this subroutine eliminates horizontal k-periodicity: as long as the

processed forest contains a subforest of the form Q4k+1 with |Q| ∈ [1 . . 4k], this subforest is

replaced by Q4k. As shown in Lemma 3.3.5, the forests Q4k+1 and Q4k are equivalent, so this step

preserves equivalence with the input forest P . An efficient implementation of this phase relies

on the fact that, if P is interpreted as a string, then horizontal k-periodicity can be interpreted

as a substring of the form Q4k+1 for a sufficiently short balanced string Q. Thus, we can reuse

Lemma 3.2.13 to obtain a forest equivalent with P that avoids horizontal k-periodicity.

In Lemma 3.3.7, we show the equivalence of any two forests of size at least 74k3 that avoid

horizontal k-periodicity.2 Based on this result, if horizontal periodicity reduction yields a forest of

size at least 74k3, we return a canonical forest of size exactly 74k3; see Lemma 3.3.17 for details.

Tree-Edit-Distance Equivalent Contexts Our next ingredient is a linear-time algorithm that, given

a context P , constructs an equivalent context of size O(k4). First, we use the previous procedure

for every maximal forest in P (that does not contain the hole). Then, we eliminate vertical k-

periodicity: as long as P contains a context of the form Q6k+1 with |Q| ∈ [1 . . 8k], this context is

replaced by Q6k. As shown in Lemma 3.3.10, the contexts Q6k+1 and Q6k are equivalent, so this

step preserves equivalence with the input context P . For an efficient implementation, the spine,

i.e., the path from the root of P to the hole, is interpreted as a string, with each character encoding

the label of the underlying node and the subtrees attached there to the left and to the right of the

spine. This way, vertical-k periodicity can be interpreted as periodicity in the constructed string,

and hence Lemma 3.2.13 can be used again.

In Lemma 3.3.12, we show the equivalence of any two contexts of size at least 578k4 that

2This statement is stronger that its counterpart for strings, Lemma 3.2.11, because we now assume that the weight
function w satisfies the triangle inequality.
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avoid vertical k-periodicity and subforests of size more than 74k3. Thus, if vertical periodicity

reduction yields a context of size at least 578k4, we replace it with a canonical context of size

exactly 578k4; see Lemma 3.3.18 for details.

Linear-Time Kernel As for strings, in order to apply the notion of tree-edit-distance equivalence,

we need to identify synchronized occurrences of forests and contexts within the input forests F

and G. As mention above, in order to obtain a deterministic linear-time kernel, we cannot use the

algorithm of [Das et al., 2022a] to obtain a tree alignment mapping F to G with at most k edits.

Instead, we develop an iterative workaround. At each step, we decompose F into O(k) contexts

and forests (jointly called pieces) of size at most n
2k

each; see Lemma 3.3.15 for details. Next, we

maximize the number of pieces (from the decomposition) that admit disjoint synchronized occur-

rences in G; Lemma 3.3.16 implements this step in O(n+ k4) time using dynamic programming.

If ted(F,G) ≤ k, then no more than k of the pieces are left unmatched (an optimal alignment

may edit at most k pieces). We replace the matched pieces with equivalent pieces of size O(k5),

obtaining forests of size at most n
2
+ O(k5), where the first term corresponds to the unmatched

pieces; see Theorem 3.3.19. As long as n = ω(k5), this procedure essentially halves the input size.

Hence, as shown in Corollary 3.3.20, this still yields a linear-time algorithm producing forests F ′

and G′ of size O(k5) such that tedw≤k(F
′, G′) = tedw≤k(F,G).

Once we have such a kernel (F ′, G′) of sizeO(k5), we can run the cubic-time weighted edit-

distance algorithm [Demaine et al., 2010] to compute tedw≤k(X
′, Y ′) = tedw≤k(X, Y ) in O(k15)

time, for a total runtime ofO(n+k15). Additionally, we significantly improve the state-of-the-art of

the unweighted tree edit distance problem by using the O(nk2 log n)-time algorithm from [Akmal

and Jin, 2021], which gives us a total runtime ofO(n+k7 log k) for unweighted tree edit distance.
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3.1.3.3 Weighted Dyck Edit Distance

In the final section of our paper, the weighted Dyck edit distance algorithm follows a similar

approach to that of the string and tree edit distance algorithm. However, many of the proofs and

details are specific to Dyck edit distance problem and come with their own set of intricacies and

difficulties that we outline in the following.

Given a string X over an alphabet Σ = T ∪ T (where T and T are the sets of opening

and closing parentheses, respectively), an integer k ∈ Z+, and a skewmetric weight function w

representing the cost of each edit operation (parenthesis insertion, deletion, and substitution), our

objective is to compute the minimum weight of a sequence of edits that convert X to a well-

parenthesized expression over Σ provided the total weight of all edits is bounded by k. In this

work we design a deterministic algorithm that achieves this goal in O(n + k12) time. For the

unweighted counterpart of this problem, the recent solution of [Fried et al., 2022, Dürr, 2023]

computes the Dyck edit distance in time O(n + k4.5442). That algorithm, consistently with its

predecessors [Backurs and Onak, 2016, Fried et al., 2022], starts with a greedy preprocessing step

that exhaustively removes any two adjacent characters X[i]X[i + 1] such that X[i] is an opening

parenthesis and X[i + 1] is a closing parenthesis of the same type. Following a simple argument,

it can be shown that the Dyck edit distance of the preprocessed string stays exactly the same as the

input string X .

Preprocessing We tried to follow a similar approach for the weighted version, but it turns out

that such a simple analysis is not enough to construct a reduced string. For example, let the input

string be ({(). For a general weight function w, it is not evident that the optimal matching should
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always match the last two parentheses. In fact, if we consider a weight function where the cost

of substituting { with ) is 10 whereas the cost of substituting ( with } is 5, then any optimal

matching should match the first and the last parentheses instead of the last two. Thus, in this work,

we consider our weight function w to be a skewmetric. Formally, we assume that w satisfies the

triangle inequality and skew-symmetry, that is, w(p1, p2) = w(p2, p1) holds for all p1, p2 ∈ Σ∪{ε},

where p is the parenthesis complementary to p (and ε = ε). Following this property of w, we

show that one can apply a similar greedy preprocessing (as described for the unweighted version)

to reduce X to a string X ′ while preserving the weighted Dyck edit distance. Our argument

is substantially more elaborate, though, and follows a case-by-case analysis depending on the

structure of the other alternate alignments (Claim 3.4.7). Nevertheless, it is trivial to observe the

greedy preprocessing can be done in linear time.

Dyck-Edit-Distance Equivalent Strings Next, following a similar strategy as described for string

edit distance, we further reduce X ′ to generate a string X ′′ of length O(k4) while preserving the

weighted Dyck edit distance. For this first we introduce the concept of k-synchronicity. A substring

P containing only opening parentheses and a substring P containing only closing parentheses are

k-synchronized if P appears after P , they are of same length and their height difference is at most

2k. Following this and the non-crossing property of Dyck matching, first we argue that if the

lengths of P, P are large and the distance is bounded by k, then there exist a substring ℓ ∈ P that

is matched with a substring ℓ′ ∈ P in the optimal alignment (we fix one for the analysis purpose).

Now if we replace P with P \ ℓ and P ′ with P ′ \ ℓ′ then in the resulting string the distance stays

the same (Fact 3.4.12). Following this, for any two k-synchronized substrings P, P , we can reduce

their periodicity as follows: if P = Qe and P = Qe, (where Q is a primitive string with large
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exponent e) then at least one occurrence of Q is matched with its reverse complement counterpart

Q in P . Thus, we can remove the matched part while not changing the distance, and it reduces the

exponent by one. Repeat this until e become small (Lemma 3.4.13).

Next assuming that P, P avoid periodicity, it can be shown that there exists a pair of indices

i, j ∈ [0 . . 78k3] such that P [i] is matched with, P [|P | − 1 − i] and P [|P | − 1 − j] is matched

with, P [j] in the optimal alignment. Thus, following the fact that |P | = |P | and the non-crossing

property of the Dyck optimal alignment, all the indices between i and |P |−1−j are also matched,

and thus removing these matched characters from both P, P does not affect the Dyck edit distance.

Consequently, we replace each k-synchronized pairs with substrings of length just 156k3 (replace

P, P with their first and last 78k3 characters) to generate a string X ′′ such that the weighted Dyck

edit distance of X and X ′′ is the same (Lemma 3.4.15, Corollary 3.4.17).

Linear-Time Kernel Lastly, we show if the distance is bounded by k, then X can be partitioned

in time O(n + k5) into O(k) disjoint k-synchronized pairs of substrings (plus O(k) individual

characters) and thus the total length of X ′′ is bounded by O(k4). Start by preprocessing input

string X to generate X ′. Next, we check if ded(X ′) ≤ k and, if so, we compute an unweighted

optimal Dyck alignment M of X ′ in time O(n + k5) [Fried et al., 2022]. Then, we argue any

pair of substrings of X ′ that are matched byM are k-synchronized. Thus, usingM, we identify

the set of maximal substrings from T ∗ and T
∗

that are matched byM. A substring is maximal in

a sense that either the substring itself or its matched counterpart can not be extended to the right

or left without paying an edit. As unweighted Dyck edit distance is no more than the weighted

version and hence, assuming cost ofM is bounded by k, we can show string X ′ can be partitioned

into O(k) different k-synchronized pairs. Also, these maximal fragments can be found in linear
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time with a left-to-right scan of X ′. Subsequently, we create a string X ′′ from X ′ as follows: (i)

for each k-synchronized pairs we reduce them following the algorithm as discussed above and add

two corresponding strings each of length O(k3) (ii) add all the characters that are edited byM just

the same to X ′′ (Theorem 3.4.19).

Finally, we compute the weighted Dyck edit distance of X ′′ using the dynamic program

algorithm of [Myers, 1995] in time O(k12).

3.2 String Edit Distance

3.2.1 Preliminaries

A string Y ∈ Σn is a sequence of |Y | := n characters from an alphabet Σ. For i ∈ [0 . . n),

we denote the ith character of Y with Y [i]. We say that a string X occurs as a substring of a string

Y if X = Y [i] · · ·Y [j − 1] holds for some integers 0 ≤ i ≤ j ≤ |Y |. We denote the underlying

occurrence of X as Y [i . . j). Formally, Y [i . . j) is a fragment of Y that can be represented using a

reference to Y as well as its endpoints i, j. The fragment Y [i . . j) can be alternatively denoted as

Y [i . . j − 1], Y (i− 1 . . j − 1], or Y (i − 1 . . j). A fragment of the form Y [0 . . j) is a prefix of Y ,

whereas a fragment of the form Y [i . . n) is a suffix of Y .

Theorem 3.2.1 (LCE queries [Landau and Vishkin, 1988, Farach-Colton et al., 2000]). Strings

X, Y can be preprocessed in linear time so that the following longest common extension (LCE)

queries can be answered in O(1) time: given positions x ∈ [0 . . |X|] and y ∈ [0 . . |Y |], compute

the largest ℓ such that X[x . . x+ ℓ) = Y [y . . y + ℓ).

As mentioned in Section 3.1.3, high-power periodicity plays a key role in our algorithms,
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which we may now formally define for strings here. An integer p ∈ [1 . . n] is a period of a string

Y ∈ Σn if Y [i] = Y [i+ p] holds for all i ∈ [0 . . n− p). In this case, the prefix Y [0 . . p) is called a

string period of Y . By per(Y ) we denote the smallest period of Y . The exponent of a string Y is

defined as exp(Y ) := |Y |
per(Y )

, and we say that a string Y is periodic if exp(Y ) ≥ 2.

Theorem 3.2.2 (2-Period queries [Kociumaka et al., 2015, Bannai et al., 2017]). A string X can

be preprocessed in linear time so that one can decide in constant time whether any given fragment

X[i . . j) is periodic and, if so, compute its shortest period per(X[i . . j)).

For a string Y and an integer m ≥ 0, we define the mth power of Y , denoted Y m, as the

concatenation of m copies of Y . A non-empty string Y ∈ Σn is primitive if it cannot be expressed

as Y = Xm for some string X and integer m > 1. For a string Y ∈ Σn, we define a forward

rotation rot(Y ) = Y [1] · · ·Y [n − 1]Y [0]. In general, a cyclic rotation rots(Y ) with shift s ∈ Z is

obtained by iterating rot or the inverse operation rot−1. A string Y is primitive if and only if it is

distinct from its non-trivial rotations, i.e., if Y = rots(Y ) holds only when s is a multiple of n.

3.2.2 Edit-Distance Alignments and Weighted Edit Distance

In this subsection, we discuss alignments and their weighted cost, which provide a formal

way to describe a sequence of edits needed to transform a string X into Y .

Definition 3.2.3. A sequence A = (xt, yt)
m
t=0 is an alignment of a fragment X[x . . x′) onto a

fragment Y [y . . y′) if (x0, y0) = (x, y), (xm, ym) = (x′, y′), and (xt+1, yt+1) ∈ {(xt + 1, yt + 1),

(xt + 1, yt), (xt, yt + 1)} for t ∈ [0 . .m). The set of all alignments of X[x . . x′) onto Y [y . . y′) is

denoted with A(X[x . . x′), Y [y . . y′)).
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Given an alignment A = (xt, yt)
m
t=0 ∈ A(X[x . . x′), Y [y . . y′)), for every t ∈ [0 . .m), we

say that

• A deletes X[xt] if (xt+1, yt+1) = (xt + 1, yt).

• A inserts Y [yt] if (xt+1, yt+1) = (xt, yt + 1).

• A aligns X[xt] to Y [yt], denoted by X[xt] ∼A Y [yt], if (xt+1, yt+1) = (xt + 1, yt + 1).

• A matches X[xt] with Y [yt], denoted by X[xt] ≃A Y [yt], if X[xt] ∼A Y [yt] and X[xt] =

Y [yt].

• A substitutes X[xt] for Y [yt] if X[xt] ∼A Y [yt] but X[xt] ̸= Y [yt].

Insertions, deletions, and substitutions are jointly called (character) edits.

Example 3.2.4. For an example of an alignment, consider strings X = abc and Y = bd. One

optimal alignment A might be {(0, 0), (1, 0), (2, 1), (3, 2)}. The pairs (0, 0), (1, 0) represent a

deletion of X[0] = a by A. The pairs (1, 0), (2, 1), (3, 2) signify that A aligns X[1 . . 2] ∼A

Y [0 . . 1], i.e. bc ∼A bd. Moreover, X[1] is matched to Y [0] since X[1] = Y [0] = b while X[2] is

substituted for Y [1] since X[2] = c ̸= d = Y [1].

For an alphabet Σ, we define Σ̄ := Σ ∪ {ε}, where ε is the empty string over Σ. We say that

a function w : Σ̄ × Σ̄ → R≥0 ∪ {∞} is a weight function if w(a, a) = 0 holds for all a ∈ Σ̄. The

cost of an alignment A ∈ A(X[x . . x′), Y [y . . y′)) with respect to a weight function w, denoted

edwA(X[x . . x′), Y [y . . y′)), is defined as the total cost of edits that A performs, where:

• the cost of deleting X[x] is w(X[x], ε),

• the cost of inserting Y [y] is w(ε, Y [y]),

• the cost of substituting X[x] for Y [y] is w(X[x], Y [y]).

The width of an alignment (xt, yt)
m
t=0 ∈ A(X[x . . x′), Y [y . . y′)) is defined as maxmt=0 |xt − yt|.
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We usually consider alignments of the entire string X[0 . . |X|) onto the entire string Y [0 . . |Y |),

and we denote the set of all such alignment with A(X, Y ) = A(X[0 . . |X|), Y [0 . . |Y |)). The

weighted edit distance of strings X, Y ∈ Σ∗ with respect to a weight function w is defined as

edw(X, Y ) = minA∈A(X,Y ) ed
w
A(X, Y ). For k ∈ R≥0, we also denote

edw≤k(X, Y ) =


edw(X, Y ) if edw(X, Y ) ≤ k,

∞ otherwise.

In the literature, the (weighted) edit distance of X and Y is sometimes defined as the min-

imum cost of a sequence of edits that transform X into Y . As shown in the following fact

(whose technical proof is deferred to Section 3.5), this sequence-based view is equivalent to our

alignment-based view provided that w is a quasimetric, that is, it satisfies the triangle inequality

w(a, b) + w(b, c) ≥ w(a, c) for every a, b, c ∈ Σ̄. The assumption of w being quasimetric can

be made without loss of generality in the sequence-based view (a single character can be edited

multiple times, so one can replace w by its distance closure without affecting the edit distances).

Our alignment-based view, on the other hand, is more general and captures weighted edit distances

violating the triangle inequality.

Fact 3.2.5. If w is a quasimetric on Σ̄, then edw is a quasimetric on Σ∗. In this case, edw(X, Y )

can be equivalently defined as the minimum cost of a sequence of edits transforming X into Y .

Although our algorithm for strings works for any weight function, its tree and Dyck coun-

terparts assume that w is a quasimetric. Specifically, they rely on the following fact proved in

Section 3.5.
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Fact 3.2.6. Consider a string X and its fragment X[i . . j). Then, for every quasimetric w, we have

edw(X,X[i . . j)) = edw(X[0 . . i) ·X[j . . |X|), ε).

While our main results are on the weighted version of edit distance, our algorithm relies on

unweighted edit distance procedures as well. If w is the discrete metric on Σ̄ (that is, for every

a, b ∈ Σ̄, we have w(a, b) = 0 if a = b and w(a, b) = 1 otherwise), then we drop the superscript w

in edw and edwA. This yields the unit-cost edit distance (also known as the unweighted edit distance

or the Levenshtein distance). We consider weight function w to be normalized that is w(a, b) ≥ 1

holds for all a, b ∈ Σ̄ with a ̸= b. In this case, edwA(X, Y ) ≥ edA(X, Y ) holds for all strings

X, Y ∈ Σ∗ and alignments A ∈ A(X,Y ).

Given an alignment A = (xt, yt)
m
t=0 ∈ A(X,Y ), for every ℓ, r ∈ [0 . .m] with ℓ ≤ r, we

say that A aligns X[xℓ . . xr) to Y [yℓ . . yr), denoted X[xℓ . . xr) ∼A Y [yℓ . . yr). In this case, for

any weight function w, we write edwA(X[xℓ . . xr), Y [yℓ . . yr)) to denote the cost of the induced

alignment of X[xℓ . . xr) onto Y [yℓ . . yr). If edwA(X[xℓ . . xr), Y [yℓ . . yr)) = 0, we say that A

matches X[xℓ . . xr) with Y [yℓ . . yr), denoted X[xℓ . . xr) ≃A Y [yℓ . . yr).

Fact 3.2.7. Consider k ∈ Z≥0, strings X, Y , and an alignmentA ∈ A(X,Y ) of cost edA(X, Y ) ≤

k. Then, the string X can be partitioned into at most k individual characters (that A deletes or

substitutes) and at most k + 1 fragments that A matches perfectly to fragments of Y .

Proof. Let A = (xt, yt)
m
t=0 and let t1 < · · · < te be the indices in [0 . .m) corresponding to edits

in A. Then, the maximal fragments that A matches perfectly are X[0 . . xt1), X[xti+1 . . xti+1
) for

i ∈ [1 . . e), and X[xte+1 . . |X|). Moreover, A deletes or substitutes X[xti ] for every i ∈ [1 . . e]

such that xti+1 > xti . Each edit contributes one unit to the cost ofA, so the decomposition contains

at most e ≤ k edited characters and e+ 1 ≤ k + 1 fragments matched perfectly.
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3.2.3 Combinatorial Foundations

Before giving our algorithms for weighted string edit distance, we discuss edit distance

equivalent substrings, one of our main technical contributions.

Definition 3.2.8. For k ∈ Z≥0 and a weight function w, strings P, P ′ are called edw≤k-equivalent if

edw≤k(X, Y ) = edw≤k(X[0 . . pX) · P ′ ·X[pX + |P | . . |X|), Y [0 . . pY ) · P ′ · Y [pY + |P | . . |Y |))

holds for all strings X and Y in which P occurs at positions pX and pY , respectively, satisfying

|pX − pY | ≤ k. We say that such occurrences of P in X and Y are k-synchronized occurrences.

First, we prove that changing the power of a periodic substring does not change the edit

distance cost of any synchronized occurrences of that substring. Second, we prove that we only

need to consider the small prefixes and suffixes of substrings when calculating the edit distance. In

both cases, we are able to show that any optimal alignment must align such large substrings (first

periodic and then non-periodic) that have synchronized occurrences in edit distance instances, and

so, we do not have to worry about most of these large substrings when calculating edit distance.

See Fig. 3.1 and Fig. 3.2 for examples of these two edit distance equivalent steps.

Lemma 3.2.9. Let k ∈ Z+, let Q be a string, and let e, e′ ∈ Z≥4k. Then, Qe and Qe′ are edw≤k-

equivalent for every weight function w.

Proof. We assume without loss of generality that Q is primitive. (If Q = Rm for m ∈ Z≥2, then

Qe = Rme and Qe′ = Rme′ can be interpreted as powers of R rather than powers of Q.) Suppose

that Qe occurs in strings X and Y at positions pX and pY , respectively, satisfying |pX − pY | ≤ k.
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a a c a a c a a c a a c

a a c a a c a a c a a c

a a c a a c

a a c a a c

X:

Y :

X ′:

Y ′:

d

d′

Figure 3.1: Periodicity reduction in X and Y with an optimal alignment depicted by lines connect-
ing characters of the two strings. At indices d, d′ in X and Y respectively, the periodic substring
is fully aligned (depicted by green lines), and so, we may reduce the power of these periodic
substrings to construct X ′ and Y ′ with ed(X, Y ) = ed(X ′, Y ′).

a c e g n o r s u v x

a c e g n o r s u v x

a c e u v x

a c e u v x

X:

Y :

X ′:

Y ′:

Figure 3.2: For any synchronized occurrences of a substring P that avoids k-periodicity, any opti-
mal alignment (depicted by lines connecting characters of the two strings) must match most of the
inner characters of P (see green lines). We can construct strings X ′, Y ′ removing these matched
characters such that ed(X, Y ) = ed(X ′, Y ′).
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Denote X ′ = X[0 . . pX) ·Qe′ ·X[pX + |Qe| . . |X|) and Y ′ = Y [0 . . pY ) ·Qe′ ·Y [pY + |Qe| . . |Y |).

Moreover, let q = |Q| and let A ∈ A(X, Y ) be an alignment such that edw(X, Y ) = edwA(X, Y ) ≤

k.

Claim 3.2.10. There exist iX , iY ∈ [0 . . 3k] such that

X[pX + iX · q . . pX + (iX + 1) · q) ≃A Y [pY + iY · q . . pY + (iY + 1) · q).

Proof. Let (tX , tY ) ∈ A be the leftmost element of A such that tX ≥ pX and tY ≥ pY . By

symmetry between X and Y , we assume without loss of generality that tX = pX . Consider the

k + 1 occurrences of Q in X starting at positions pX + i · q for i ∈ [0 . . k]. The alignment A

matches at least one of them exactly; we can thus define iX ∈ [0 . . k] so that A matches X[pX +

iX · q . . pX + (iX + 1) · q) exactly to some fragment Y [sY . . sY + q). Due to (tX , tY ) ∈ A,

the non-crossing property of A implies that sY ≥ tY ≥ pY . Moreover, since edA(X, Y ) ≤ k and

X[pX+iX ·q] ≃A Y [sY ], we have sY ≤ (pX+iX ·q)+k ≤ pX+kq+k ≤ pY +kq+2k ≤ pY +3kq.

Furthermore, since Q is primitive (i.e., distinct from all its non-trivial cyclic rotations), we conclude

that sY = pY + iY · q for some iY ∈ [0 . . 3k].

Now, if Qe = X[pX . . pX +e ·q) = Y [pY . . pY +e ·q) is replaced with Qe′ for e′ ≥ e−1, we

can interpret this as replacing Q = X[pX+iX ·q . . pX+(iX+1)·q) = Y [pY +iY ·q . . pY +(iY +1)·q)

with Q1+e′−e. By Claim 3.2.10, A can be trivially adapted without modifying its cost, and hence

edw(X ′, Y ′) ≤ edwA(X, Y ) = edw(X, Y ). If e′ < e−1, we repeat the above argument to decrement

the exponent e one step at a time, still concluding that edw(X ′, Y ′) ≤ edw(X, Y ). In either case,

the converse inequality follows by symmetry between (X, Y, e) and (X ′, Y ′, e′).
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We say that a string avoids k-periodicity if it does not contain any substring of the form

Q4k+1 with |Q| ∈ [1 . . 2k].

Lemma 3.2.11. Let k ∈ Z+ and let P, P ′ be strings of lengths at least 42k3 such that P [0 . . 21k3) =

P ′[0 . . 21k3) and P [|P | − 21k3 . . |P |) = P ′[|P ′| − 21k3 . . |P ′|) avoid k-periodicity. Then, P and

P ′ are edw≤k-equivalent for every weight function w.

Proof. Suppose that P occurs in strings X and Y at positions pX and pY , respectively, satisfying

|pX−pY | ≤ k. Denote X ′ = X[0 . . pX) ·P ′ ·X[pX + |P | . . |X|) and Y ′ = Y [0 . . pY ) ·P ′ ·Y [pY +

|P | . . |Y |). Moreover, let A ∈ A(X, Y ) be an alignment such that edw(X, Y ) = edwA(X, Y ) ≤ k.

Claim 3.2.12. There exist d, e ∈ [0 . . 21k3] such that

X[pX + d . . pX + |P | − e) ∼A Y [pY + d . . pY + |P | − e).

Proof. Let us partition X[pX . . pX + 21k3) into individual characters representing deletions or

substitutions of A and maximal fragments that A matches perfectly (to fragments of Y ). By

Fact 3.2.7, the number of such maximal fragments is at most k + 1 and their total length is at least

21k3 − k ≥ 20k3. Hence, one of these fragments is of length at least 20k3

k+1
≥ 10k2. Thus, let

R := X[rX . . rX + |R|) be a fragment of length at least 10k2 contained in X[pX . . pX +21k3) that

Amatches perfectly to Y [rY . . rY + |R|). Moreover, let r′Y := rX + pY − pX . If rY = r′Y , then we

set d := rX − pX = rY − pY so that (pX + d, pY + d) ∈ A. Otherwise, both Y [rY . . rY + |R|) and

Y [r′Y . . r′Y + |R|) are occurrences of R in Y . Moreover, 0 < |rY − r′Y | ≤ |rY − rX |+ |r′Y − rX | ≤

edwA(X, Y ) + |pY − pX | ≤ 2k. Hence, per(R) ≤ |rY − r′Y | ≤ 2k and exp(R) ≥ |R|
2k
≥ 4k + 1.

Since Y [r′Y . . r′Y + |R|) is contained in Y [pY . . pY + 21k3) = P [0 . . 21k3), this contradicts the
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assumption about P [0 . . 21k3) avoiding k-periodicity.

A symmetric argument shows that (pX+ |P |−e, pY + |P |−e) holds for some e ∈ [0 . . 21k3],

which lets us conclude that X[pX + d . . pX + |P | − e) ∼A Y [pY + d . . pY + |P | − e).

By Claim 3.2.12, we have X[pX + d . . pX + |P | − e) ∼A Y [pY + d . . pY + |P | − e). Both

fragments match P [d . . |P | − e), so the optimality ofA guarantees X[pX + d . . pX + |P | − e) ≃A

Y [pY + d . . pY + |P | − e). Hence, if P = X[pX . . pX + |P |) = Y [pY . . pY + |P |) is replaced with

P ′, we can interpret this as P [d . . |P |−e) = X[pX+d . . pX+ |P |−e) = Y [pY +d . . pY + |P |−e)

with P ′[d . . |P ′|−e). Since X[pX+d . . pX+ |P |−e) ≃A Y [pY +d . . pY + |P |−e), the alignment

A can be trivially adapted without modifying its cost, and therefore edw(X ′, Y ′) ≤ edwA(X, Y ) =

edw(X, Y ). The converse inequality follows by symmetry between (X, Y, P ) and (X ′, Y ′, P ′).

3.2.4 Algorithm

The following lemma lets us transform any string P to a string P ′ that avoids k-periodicity

and is edw≤k-equivalent to P for every weight function w. It is stated in a general form so that it can

be reused in subsequent sections.

Lemma 3.2.13. Let e ∈ Z+ and let Q be a family of primitive strings of length at most e. There

is an algorithm that repeatedly transforms an input string P by replacing an occurrence of Qe+1

(for some Q ∈ Q) with an occurrence of Qe, arriving at a string P ′ that does not contain any

occurrence of Qe+1 (for any Q ∈ Q). Moreover, this algorithm can be implemented in linear time

using a constant-time oracle that tests whether a given primitive fragment of P belongs to Q.

Proof. At preprocessing, we construct data structures for LCE and 2-Period queries in P ; see The-

orems 3.2.1 and 3.2.2. In the main phase, our algorithm scans the string P from left to right
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Algorithm 9: Caps the exponent of every power of Q ∈ Q occurring in P to at most
e.

1 PeriodicityReduction(P, e,Q):
2 R← ε;
3 r ← 0;
4 while r < |P | do
5 if r + 2e ≤ |P | and P [r . . r + 2e) is periodic then q ← per(P [r . . r + 2e));
6 else q ← 1;
7 m← max{ℓ : P [r . . r + ℓ) = P [r + q . . r + q + ℓ)};
8 if m ≥ eq and P [r . . r + q) ∈ Q then
9 r ← r + q;

10 else
11 R← R · P [r];
12 r ← r + 1;
13 return R;

maintaining a string R and an index r ∈ [0 . . |P |] such that R · P [r . . |P |):

• is obtained from P by repeatedly replacing an occurrence of Qe+1 (for some Q ∈ Q) with

an occurrence of Qe,

• does not contain any occurrence of Qe+1 (for Q ∈ Q) starting at position smaller than |R|.

We initialize the process with R := ε and r := 0. At each step, we test if P [r . . r+2q) is periodic;

if so, we retrieve its shortest period q; otherwise, we set q := 1. Then, we further check whether

P [r . . r+ q) ∈ Q and P [r . . r+ eq) = P [r+ q . . r+ q+ eq). If both tests are successful, we move

the index r to position r + q. Otherwise, we append P [r] to R and increment r.

Let us analyze the correctness of this algorithm. First, suppose that P [r . . |P |) does not

have a prefix of the form Qe+1 for any Q ∈ Q. In particular, P [r . . r + q) /∈ Q or m < eq.

Thus, our algorithm appends P [r] to R and increments r. The invariant remains satisfied because

R · P [r . . |P |) did not change and P [r . . |P |) had no prefix of the form Qe+1 for any Q ∈ Q.

Next, suppose that P [r . . |P |) has a prefix of the form Qe+1 for some Q ∈ Q. If |Q| ̸= 1,

then |Q| is the shortest period of P [r . . r + 2e) because Q is primitive and |Q| ≤ e. If |Q| = 1, on
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the other hand, then P [r . . r + 2e) either has period 1 or at least e + 2. In all cases, the algorithm

correctly identifies q = |Q|. Moreover, the subsequent tests whether P [r . . r + q) belongs to Q

and m ≥ eq are successful. Hence, the algorithm transforms R ·P [r . . |P |) into R ·P [r+ q . . |P |),

which is a valid operation because the prefix Qe+1 of P [r . . |P |) is replaced with the prefix Qe of

P [r + q . . |P |). Thus, it remains to prove that R · P [r + q . . |P |) does not contain any occurrence

of Q̂e+1 (for any Q̂ ∈ Q) starting at position smaller than |R|. Since R ·P [r . . |P |) did not contain

such an occurrence, the occurrence of Q̂e+1 would need to end at position |R| +m or larger. The

fragment P [r+q . . r+q+m) thus has periods q and q̂ := |Q̂|. Moreover, by primitivity of Q and Q̂,

the Periodicity Lemma [Fine and Wilf, 1965] implies q = q̂ due to m ≥ eq ≥ e+q−1 ≥ q̂+q−1.

However, this means that q is a period of P [r . . r + q +m], contradicting the definition of m.

The overall running time is linear, including the preprocessing and the query time of the data

structures of Theorems 3.2.1 and 3.2.2, because each iteration of the while loop costs constant

time.

Corollary 3.2.14. There exists a linear-time algorithm that, given a string P and an integer

k ∈ Z+, constructs a string of length at most 42k3 that is edw≤k-equivalent to P for every weight

function w.

Algorithm 10: Construct a string of length at most 42k3 that is edw≤k-equivalent to P .

1 StringReduction(P, k):
2 P ′ ← PeriodicityReduction(P, 4k, {Q ∈ Σ+ : |Q| ≤

2k and Q is primitive});
3 if |P ′| ≥ 42k3 then return P ′[0 . . 21k3) · P ′[|P ′| − 21k3 . . |P ′|);
4 else return P ′;

Proof. We set P ′ := PeriodicityReduction(P, 4k,Q) with Q consisting of all primitive

strings of length in [1 . . 2k]. We return P ′′ := P ′[0 . . 21k3) · P ′[|P ′| − 21k3 . . |P ′|) or P ′ de-
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pending on whether |P ′| ≥ 42k3 or not. By Lemmas 3.2.9 and 3.2.13, the string P ′ is edw≤k-

equivalent to P and avoids k-periodicity. Thus, if |P ′| ≤ 42k3, then the algorithm is correct.

Otherwise, Lemma 3.2.11 implies that P ′′ is edw≤k-equivalent to P ′ (and, by transitivity, to P )

because P ′[0 . . 21k3) and P ′[|P ′| − 21k3 . . |P ′|) avoid k-periodicity. Due to Lemma 3.2.13, the

running time is linear (a primitive fragment belongs to Q if and only if its length does not exceed

2k, which takes O(1) time to test).

Theorem 3.2.15. There exists a linear-time algorithm that, given strings X , Y and an integer

k ∈ Z+, constructs strings X ′, Y ′ of lengths at most 85k4 such that edw≤k(X, Y ) = edw≤k(X
′, Y ′)

holds for every weight function w.

Algorithm 11: Construct strings X ′, Y ′ of length at most 85k4 such that
edw≤k(X, Y ) = edw≤k(X

′, Y ′)

1 StringKernel(X,Y, k):
2 if |X| ≤ 85k4 and |Y | ≤ 85k4 then return (X, Y );
3 if ed(X,Y ) > k then return (ak+1, ε) for some a ∈ Σ;
4 Let (xt, yt)

m
t=0 ∈ A(X, Y ) be an alignment satisfying edA(X, Y ) ≤ k;

5 X ′, Y ′, P ← ε;
6 for t← 0 to m do
7 if t < m and xt+1 > xt and yt+1 > yt and X[xt] = Y [yt] then
8 P ← P ·X[xt]
9 else

10 P ← StringReduction(P, k);
11 X ′ ← X ′ · P ;
12 Y ′ ← Y ′ · P ;
13 P ← ε;
14 if t < m and xt+1 > xt then X ′ ← X ′ ·X[xt];
15 if t < m and yt+1 > yt then Y ′ ← Y ′ · Y [yt];
16 return (X ′, Y ′)

Proof. Our procedure is implemented as Algorithm 11. First, if X and Y are already of length

at most 85k4, then we return X and Y unchanged. If ed(X,Y ) > k, we return strings ak+1 and
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ε, where a ∈ Σ is an arbitrary character. If ed(X,Y ) ≤ k, we construct an alignment A :=

(xt, yt)
m
t=0 ∈ A(X,Y ) of (unweighted) cost at most k. We then build the output strings X ′ and Y ′

during a left-to-right scan of the alignment A: We append to X ′ and Y ′ every character of X and

Y (respectively) that A edits. Moreover, for every pair of maximal fragments in X and Y that A

matches perfectly, we apply the reduction of Corollary 3.2.14 and append the resulting string to

both X ′ and Y ′.

Let us now prove that the resulting instance (X ′, Y ′) satisfies edw≤k(X, Y ) = edw≤k(X
′, Y ′).

This is trivial when the algorithm returns (X, Y ) in Algorithm 11. If ed(X, Y ) > k, then ed≤k(X, Y ) =

∞ = ed≤k(a
k+1, ε) and thus also edw≤k(X, Y ) = ∞ = edw≤k(a

k+1, ε) because the weighted edit

distance with a normalized weight function is at least as large as the unweighted edit distance. In

the remaining case of ed(X, Y ) ≤ k, we maintain an invariant that |X ′| − |Y ′| = xt − yt and

edw≤k(X, Y ) = edw≤k(X
′ · P ·X[xt . . xm), Y

′ · P · Y [yt . . ym)) hold at the beginning of every iter-

ation of the for loop as well as after every execution of Line 10 and Line 13. It is easy to see that

the strings X ′ ·P ·X[xt . . xm) and Y ′ ·P · Y [yt . . ym) change only at Line 10, when P is replaced

with StringReduction(P, k). The correctness of this step follows directly from the definition

of edw≤k-equivalence (Definition 3.2.8) since StringReduction(P, k) is edw≤k-equivalent to P .

Next, we show that the returned strings are of length at most 85k4. This is clear when

the algorithm terminates at Line 2 or 3. Otherwise, we apply Fact 3.2.7 to observe that X is

decomposed into at most k characters that A deletes or substitutes (which are copied to X ′) and at

most k + 1 maximal fragments that A matches perfectly to fragments of Y (which are copied to

X ′ after applying StringReduction). By the guarantee of Corollary 3.2.14, we conclude that

|X ′| ≤ k + (k + 1) · 42k3 ≤ 85k4. Symmetrically, we have |Y ′| ≤ 85k4.

It remains to analyze the time complexity of our procedure. We use the Landau–Vishkin
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algorithm [Landau and Vishkin, 1988] to check whether ed(X, Y ) ≤ k and, if so, construct the

alignment A. This costs O(n + k2) time, which is O(n) because we perform this step only if

n ≥ k4 ≥ k2. The scan of the alignment A takes O(m) = O(n) time, including the applications

of Corollary 3.2.14, which operate on strings of total length at most n.

Having reduced the string lengths toO(k4), we can use the classic dynamic programming [Wag-

ner and Fischer, 1974] to compute edw≤k(X, Y ) in O(k8) time. However, since w is a normalized,

the running of [Wagner and Fischer, 1974] can be reduced to O(nk). For completeness, we de-

scribe this improvement below.

Proposition 3.2.16. Given strings X,Y of length at most n, an integer k ∈ Z+, and a weight

function w, the value edw≤k(X, Y ) can be computed in O(nk) time.

Proof. Recall that the algorithm of [Wagner and Fischer, 1974] maintains a table D[0 . . |X|, 0 . . |Y |]

such that D[i, j] = edw(X[0 . . i), Y [0 . . j)) holds for each i ∈ [0 . . |X|] and j ∈ [0 . . |Y |]. We have

D[0, 0] = 0, whereas the remaining entries are constructed in O(1) time each using the following

formula:

D[i, j] = min



D[i− 1, j] + w(X[i− 1], ε) if i > 0,

D[i, j − 1] + w(ε, Y [j − 1]) if j > 0,

D[i− 1, j − 1] + w(X[i− 1], Y [j − 1]) if i, j > 0.

(3.1)

In order to compute edw≤k(X, Y ), we use a modified table D′[0 . . |X|, 0 . . |Y |] such that D′[0, 0] =

0, D′[i, j] = ∞ if |i − j| > k, whereas the remaining entries are computed using (3.1) (with

D replaced by D′). A straightforward inductive argument shows that D′[i, j] ≥ D[i, j] holds for

all i ∈ [0 . . |X|] and j ∈ [0 . . |Y |] and, moreover, D[i, j] ≤ k implies D′[i, j] = D[i, j]. For

|i − j| > k, this is true because w is normalized and thus D[i, j] = edw(X[0 . . i), Y [0 . . j)) ≥
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ed(X[0 . . i), Y [0 . . j)) ≥ |i − j| > k. For |i − j| ≤ k, on the other hand, the argument is based

on the inductive hypothesis and the fact that the weight function w has non-negative values. The

entries D′[i, j] = ∞ for |i − j| > k can be set implicitly, which reduces the running time to

O(nk).

Theorem 3.1.1. Given strings X, Y of length at most n, an integer k ∈ Z+, and a weight func-

tion w, the value edw≤k(X, Y ) can be computed in O(n+ k5) time.

Proof. We first apply Theorem 3.2.15 to build strings X ′, Y ′ of lengthO(k4) such that edw≤k(X
′, Y ′) =

edw≤k(X, Y ). Then, we compute edw≤k(X
′, Y ′) using Proposition 3.2.16. The running times of these

two steps are O(n) and O(k4 · k) = O(k5), respectively, for a total of O(n+ k5).

3.3 Tree Edit Distance

3.3.1 Preliminaries

For an alphabet Σ, we define a set PΣ :=
⋃

a∈Σ{(a,)a} of parentheses with labels over Σ.

A forest with node labels over Σ is a balanced string of parentheses over Σ. Formally, the set

of forests with labels over Σ is defined as the smallest subset FΣ ⊆ P∗
Σ satisfying the following

conditions:

• ε ∈ FΣ,

• F ·G ∈ FΣ for every F,G ∈ FΣ,

• (a · F · )a ∈ FΣ for every F ∈ FΣ and a ∈ Σ.

For a forest F , we define the set of nodes VF as the set of pairs (i, j) ∈ [0 . . |F |) such that

F [i] is an opening parenthesis, F [j] is a closing parenthesis, and F [i . . j] is balanced. For a node
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u = (i, j) ∈ VF , we denote the positions of the opening and the closing parenthesis by o(u) := i

and c(u) := j. A forest F is a tree if (0, |F | − 1) ∈ VF .

Fact 3.3.1. A forest F can be preprocessed in linear time so that one can test in constant time

whether any given fragment F [i . . j) is balanced.

Proof. Let us define the height function H : [0 . . |F |] → Z so that H(i) equals the number of

opening parentheses in F [0 . . i) minus the number of closing parentheses in F [0 . . i). Since F is

balanced, the fragment F [i . . j) is balanced if and only if H(i) = H(j) = minm∈[i. .j] H(m). This

condition can be tested in O(1) time after linear-time preprocessing using range minimum queries

(RMQ) [Harel and Tarjan, 1984].

A context with node labels over Σ is a pair C = ⟨CL;CR⟩ ∈ PΣ × PΣ such that CL ·CR is a

tree. The node set VC of a context C is identified with the node set of the underlying tree CL · CR.

The depth of a context C is the number of nodes u ∈ VC whose opening parenthesis belongs to CL

and closing parenthesis belongs to CR, that is, o(u) < |CL| < c(u).

The (vertical) composition of contexts C,D results in a context C⋆D := ⟨CL ·DL;DR ·CR⟩.

Moreover, vertical composition of a context C and a forest F results in a tree C ⋆F := CL ·F ·CR.

A context C is primitive if it cannot be expressed as vertical composition of e ≥ 2 copies of the

same context.

A context C occurs in a forest F at node u ∈ VF if CL = F [o(u) . . o(u) + |CL|) and

CR = F (c(u)− |CR| . . c(u)], or equivalently, F [o(u) . . c(u)] = C ⋆ G for some forest G
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3.3.2 Forest Alignments and Weighted Forest Edit Distance

We begin our discussion of weighted tree edit distance by formally defining forest align-

ments, which are similar to alignments on strings with just a few additional restrictions to make

sure the alignments make valid edits on forests.

Definition 3.3.2. We say that an alignment A ∈ A(F,G) is a forest alignment of forests F and G

if the following consistency conditions are satisfied for each u ∈ VF :

• either A deletes both F [o(u)] and F [c(u)], or

• there exists v ∈ VG such that F [o(u)] ∼A G[o(v)] and F [c(u)] ∼A G[c(v)].

The set of all forests alignments of F onto G is denoted with TA(F,G) ⊆ A(F,G).

Define PΣ = PΣ ∪ ε and a mapping λ : PΣ → Σ̄ such that λ((a) = λ()a) = a for each

a ∈ Σ, and λ(ε) = ε. For a weight function w : Σ̄ × Σ̄ → R≥0, we define a correspond-

ing weight function w̃ : PΣ × PΣ → R≥0 so that w̃(p, q) = w(λ(p), λ(q)) for all p, q ∈ PΣ.

The cost of a forest alignment A ∈ TA(F,G) with respect to a weight function w is defined as

tedwA(F,G) := 1
2
edw̃A(F,G). Moreover, for any two forests F,G, we define the weighted tree edit

distance tedw(F,G) = minA∈TA(F,G) ted
w
A(F,G), and for a threshold k ∈ R≥0, we set

tedw≤k(F,G) =


tedw(F,G) if tedw(F,G) ≤ k,

∞ otherwise.

The superscript is omitted if w is the discrete metric over Σ̄.

Fact 3.3.3. If w is a quasimetric on Σ̄, then tedw is a quasimetric on FΣ. In that case, tedw(F,G)
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can be equivalently defined as the minimum cost of a sequence of edits transforming F into G,

where inserting a node with label b costs w(ε, b), deleting a node with label a costs w(a, ε), and

changing a node label from a to b costs w(a, b).

Proof. Consider arbitrary forests F,G,H ∈ FΣ as well as alignments A = (xt, yt)
m
t=0 ∈ TA(F,G)

and B = (ŷt, ẑt)
m̂
t=0 ∈ TA(G,H). We can construct the product alignment A ⊗ B as in the proof

of Fact 3.2.5, which has edwA⊗B(F,H) ≤ edwA(F,G) + edwB(G,H). Therefore, it remains to prove

that A⊗ B is a tree alignment.

Consider an arbitrary node uF ∈ VF . If A deletes uF (that is, it deletes both characters

F [o(uF )] and F [c(uF )]), then A ⊗ B also deletes uF ; see Case 2 in the recursive definition of

A ⊗ B. The other possibility is that A aligns uF with some node uG ∈ VG (that is, it aligns

F [o(uF )] with G[o(uG)] and F [c(uF )] with G[c(uG)]). If B deletes uG, thenA⊗B deletes uF ; see

Case 6 in the recursive definition of A⊗B. Finally, if B aligns uG with some node uH ∈ VH , then

A⊗ B aligns uF with uH ; see Case 7 in the recursive definition of A⊗ B.

3.3.3 Combinatorial Foundations

3.3.3.1 Forests

Similar to our discussion of weighted string edit distance, before giving our tree edit dis-

tance algorithms we prove the existence of small edit distance equivalent forests for synchronized

occurrences of large subforests in the input instance forests.

Definition 3.3.4. For k ∈ Z≥0 and a weight function w, forests P, P ′ are called tedw≤k-equivalent
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if

tedw≤k(F,G) = tedw≤k(F [0 . . pF ) · P ′ · F [pF + |P | . . |F |), G[0 . . pG) · P ′ ·G[pG + |P | . . |G|))

holds for all forests F and G in which P occurs at positions pF and pG, respectively, satisfying

|pF − pG| ≤ 2k.

Lemma 3.3.5. Let k ∈ Z+, let Q be a forest, and let e, e′ ∈ Z≥4k. Then, Qe and Qe′ are tedw≤k-

equivalent for every normalized weight function w.

Proof. We assume without loss of generality that Q is primitive. (If Q = Rm for m ∈ Z≥2, then

Qe = Rme and Qe′ = Rme′ can be interpreted as powers of R rather than powers of Q.) Suppose

that Qe occurs in forests F and G at positions pF and pG, respectively, satisfying |pF − pG| ≤ 2k.

Denote F ′ = F [0 . . pF ) ·Qe′ · F [pF + |Qe| . . |F |) and G′ = G[0 . . pG) ·Qe′ ·G[pG + |Qe| . . |G|).

Moreover, let q = |Q| and let A be a forest alignment such that tedw(F,G) = tedwA(F,G) ≤ k.

Claim 3.3.6. There exist iF , iG ∈ [0 . . 3k] such that

F [pF + iF · q . . pF + (iF + 1) · q) ≃A G[pG + iG · q . . pG + (iG + 1) · q).

Proof. Let (fb, gb) ∈ A be the leftmost element of A such that fb ≥ pF and gb ≥ pG. By

symmetry between F and G, we assume without loss of generality that fb = pF . Consider the

k + 1 occurrences of Q in F starting at positions pF + i · q for i ∈ [0 . . k]. Since Q is balanced,

the alignment A (of unweighted cost at most k) matches at least one of them exactly; we can thus

define iF ∈ [0 . . k] so that A matches F [pF + iF · q . . pF + (iF + 1) · q) exactly to some fragment

G[ga . . ga + q). By definition of b, we have a ≥ b and thus ga ≥ gb ≥ pG. Moreover, since
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tedA(F,G) ≤ k and F [pF + iF · q] ∼A G[ga], we have ga ≤ (pF + iF · q) + 2k ≤ pF + kq+2k ≤

pG + kq+4k ≤ pG +3kq, where the last inequality follows from q ≥ 2 (recall that Q is balanced,

so its length is even). Furthermore, since Q is primitive (i.e., distinct from all its non-trivial cyclic

rotations), we conclude that ga = pG + iG · q for some iG ∈ [0 . . 3k].

Now, if Qe = F [pF . . pF + e · q) = G[pG . . pG+ e · q) is replaced with Qe′ for e′ ≥ e−1, we

can interpret this as replacing Q = F [pF+iF ·q . . pF+(iF+1)·q) = G[pG+iG ·q . . pG+(iG+1)·q)

with Q1+e′−e. By Claim 3.3.6, A can be trivially adapted without modifying its cost, and hence

tedw(F ′, G′) ≤ tedwA(F,G) = tedw(F,G). If e′ < e − 1, we repeat the above argument to

decrement the exponent one step at a time, still concluding that tedw(F ′, G′) ≤ tedw(F,G). In

either case, the converse inequality follows by symmetry between (F,G, e) and (F ′, G′, e′).

We say that a forest F avoids horizontal k-periodicity if there is no forest Q of length |Q| ∈

[1 . . 4k] such that Q4k+1 occurs in F .

Lemma 3.3.7. Let k ∈ Z+ and let P, P ′ be forests of length |P |, |P ′| ≥ 74k3 avoiding horizontal

k-periodicity. Then, P and P ′ are tedw≤k-equivalent for every normalized quasimetric w.

Proof. Suppose that P occurs in forests F and G at positions pF and pG, respectively, satisfying

|pF − pG| ≤ 2k. Denote F ′ = F [0 . . pF ) ·P ′ ·F [pF + |P | . . |F |) and G′ = G[0 . . pG) ·P ′ ·G[pG+

|P | . . |G|).

Let A = (ft, gt)
m
t=0 be an alignment such that tedw(F,G) = tedwA(F,G) ≤ k. Moreover, let

(fa, ga) ∈ A be the leftmost element of A such that fa ≥ pF or ga ≥ pG, and let (fb, gb) ∈ A be

the leftmost element of A such that fb ≥ pF + |P | and gb ≥ pG + |P |. We construct an alignment

A′ so that it:
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• aligns F [0 . . fa) with G[0 . . ga) in the same way as A does;

• deletes F [fa . . pF ) and inserts G[ga . . pG) (at least one of these fragments is empty);

• matches F [pF . . pF + |P |) = P with G[pG . . pG + |P |) = P ;

• deletes F [pF + |P | . . fb) and inserts G[pG + |P | . . gb) (at least one of these fragments is

empty);

• aligns F [fb . . |F |) with G[gb . . |G|) in the same way as A does.

To prove that A′ is a forest alignment, let us consider several possibilities for a node u in F .

• If u is inside P = F [pF . . pF + |P |), then A′ matches u to the corresponding node inside

P = G[pG . . pG + |P |).

• If u is outside P = F [pF . . pF+|P |) andA aligns u to a node v of G inside P = G[pG . . pG+

|P |), then o(u), c(u) ∈ [fa . . pF ) ∪ [pF + |P | . . fb) because of the non-crossing property of

A ∋ (fa, ga), (fb, gb). Hence, A′ deletes u.

• If u is outside P = F [pF . . pF + |P |) and A aligns u to a node v of G outside P =

G[pG . . pG + |P |), then o(u), c(u) ∈ [0 . . fa) ∪ [fb . . |F |) because of the non-crossing prop-

erty of A ∋ (fa, ga), (fb, gb). Hence, A′ also aligns u to v.

• If u is outside P = F [pF . . pF + |P |) and A deletes u, then A′ also deletes u.

Our next goal is to prove that tedwA′(F,G) ≤ tedwA(F,G). This relies on the following claim.

Claim 3.3.8. There exists t ∈ [a . . b] such that ft − gt = pF − pG.

Proof. Let us partition P = F [pF . . pF + |P |) into individual characters representing deletions

or substitutions of A and maximal fragments that A matches perfectly (to fragments of G). By

Fact 3.2.7, the number of such fragments is at most 2k+1 and their total length is at least |P |−2k.
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Hence, one of these fragments, denoted R = F [rF . . rF + |R|), is of length at least |P |−2k
2k+1

≥ 24k2.

Suppose that the fragment of G matched perfectly to R is G[rG . . rG+ |R|). If rF −pF = rG−pG,

the claim holds for t such that (ft, gt) = (rF , rG). Otherwise, we note that R has period q :=

|(rF − pF ) − (rG − pG)| ∈ [1 . . 4k]. Let q = R[0 . . q) and observe that |R|
q
≥ 24k2

4k
≥ 4k + 2.

Hence, Q4k+2 is a substring of P ; since P avoids horizontal k-periodicity, we conclude that no

cyclic rotation of Q is balanced.

As Q is a substring of a balanced string P , this means that the number of opening parentheses

in Q does not match the number of closing parentheses in Q. By symmetry (up to reversal),

we assume without loss of generality that Q has more opening than closing parentheses. Thus,

there exists a node u in F such that o(u) ∈ [rF . . rF + q) yet c(u) ≥ rF + |R|. In particular,

c(u) − o(u) ≥ |R| − q ≥ 24k2 − 4k > 8k. Let v, v′ be the nodes in G matched with u by A and

A′, respectively. Note that |o(v) − o(v′)| ≤ 4k and |c(v) − c(v′)| ≤ 4k. Due to c(v′) − o(v′) =

c(u) − o(u) > 8k, we conclude that v is ancestor of v′ or vice versa. In either case, we have

0 ≥ (o(v′)− o(v)) · (c(v′)− c(v)) = ((o(u)− o(v))− (pF − pG)) · ((c(u)− c(v))− (pF − pG)).

The value (ft − gt)− (pF − pG) can change by at most one for subsequent indices t. The sign of

this value is different when (ft, gt) = (o(u), o(v)) and (ft, gt) = (c(u), c(v)), so it must be equal

to 0 at some intermediate index t.

The alignments A and A′ only differ in how they align F [fa . . ft) with G[ga . . gt) and

F [ft . . fb) with G[gt . . gb), and, by Fact 3.2.6, A′ provides an optimum alignment of these frag-

ments. Now, if P = F [pF . . pF + |P |) = G[pG . . pG + |P |) is modified to P ′, then A′ can be

trivially adapted without modifying its cost and hence tedw(F ′, G′) ≤ tedwA′(F,G) = tedw(F,G).

The converse inequality follows by symmetry between (F,G, P ) and (F ′, G′, P ′).
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3.3.3.2 Contexts

Definition 3.3.9. For k ∈ Z≥0 and a weight function w, contexts P = ⟨PL;PR⟩ and P ′ = ⟨P ′
L;P

′
R⟩

are called tedw≤k-equivalent if

tedw≤k(F,G) = tedw≤k(F [0 . . o(u)) · P ′
L · F [o(u) + |PL| . . c(u)− |PR|] · P ′

R · F (c(u) . . |F |),

G[0 . . o(v)) · P ′
L ·G[o(v) + |PL| . . c(u)− |PR|] · P ′

R ·G(c(v) . . |G|))

holds for all forests F and G in which P occurs at nodes u and v, respectively, satisfying |o(u) −

o(v)| ≤ 2k and |c(u)− c(v)| ≤ 2k.

Lemma 3.3.10. Let k ∈ Z+, let Q be a context, and let e, e′ ∈ Z≥6k. Then, Qe and Qe′ are

tedw≤k-equivalent for every normalized weight function w.

Proof. We assume without loss of generality that Q is primitive. (If Q = Rm for m ∈ Z≥2, then

Qe = Rme and Qe′ = Rme′ can be interpreted as powers of R rather than powers of Q.) Let

Q = ⟨QL;QR⟩ with qL = |QL| and qR = |QR|. Suppose that Qe occurs in forests F and G at

nodes u and v, respectively, satisfying |o(u)− o(v)| ≤ 2k and |c(u)− c(v)| ≤ 2k. Denote

F ′ = F [0 . . o(u)) ·Qe′

L · F [o(u) + |Qe
L| . . c(u)− |Qe

R|] ·Qe′

R · F (c(u) . . |F |),

G′ = G[0 . . o(v)) ·Qe′

L ·G[o(v) + |Qe
L| . . c(u)− |Qe

R|] ·Qe′

R ·G(c(v) . . |G|).

For i ∈ [0 . . e), let ui be the node of F with o(ui) = o(u) + i · qL (and c(ui) = c(u)− i · qR) and

let vi be the node of G with o(vi) = o(v) + i · qL (and c(vi) = c(v) − i · qR). Moreover, let A be

an optimal forest alignment such that ted(F,G) = tedA(F,G) ≤ k.
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Claim 3.3.11. There exist iF , iG ∈ [0 . . 5k] such that

F [o(u) + iF · qL . . o(u) + (iF + 1) · qL) ≃A G[o(v) + iG · qL . . o(v) + (iG + 1) · qL),

F (c(u)− (iF + 1) · qR . . c(u)− iF · qR] ≃A G(c(v)− (iF + 1) · qR . . c(v)− iG · qR].

Proof. Let (fb, gb) ∈ A be the leftmost element of A such that fb ≥ o(u) and gb ≥ o(v). By

symmetry between F and G, we may assume without loss of generality that fb = o(u). Consider

the k + 1 disjoint occurrences of C in F at positions (o(u) + i · qL, c(u) + i · qR) for i ∈ [0 . . k].

The alignment A (of unweighted cost at most k) must match one of these occurrences perfectly to

a context within G. We pick the index iF ∈ [0 . . k] of one such perfectly matched occurrence and

suppose that it occurs at a node v′ of G.

In particular,

F [o(uiF ) . . o(uiF ) + qL) ≃A G[o(v′) . . o(v′) + qL),

F (c(uiF )− qR . . c(uiF )] ≃A G(c(v′)− qR . . c(v′)].

Since (fb, gb) ∈ A, we must have o(v′) ≥ gb ≥ o(v) by the non-crossing property of A. At the

same time, since the unweighted cost of A does not exceed k, we have o(v′) ≤ o(uiF ) + 2k ≤

o(u) + kqL + 2k ≤ o(v) + kqL + 4k ≤ o(v) + 5kqL. Similarly, c(v′) ≥ c(v)− 5kqR, which also

implies c(v′) ≤ c(v).

Our next goal is to show that v′ = viG for some iG ∈ [0 . . 5k]. For a proof by contradiction,

suppose that o(vi) < o(v′) < o(vi+1) for some i ∈ [0 . . 5k). Due to c(v′) > c(v)− 5kqR, this also

implies that c(vi) > c(v′) > c(vi+1), i.e., that v′ is a node on the path between vi and vi+1. Suppose
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that the length of this path is ℓ and the node v′ is at distance ℓ′ from vi. Hence, G[o(vi) . . o(v
′)) has

ℓ′ unmatched opening parentheses out of the ℓ unmatched opening parentheses in QL. Moreover,

G[o(vi) . . o(v
′)) ·G[o(v′) . . o(vi+1)) = QL = G[o(v′) . . o(vi+1)) ·G[o(vi) . . o(v

′)), and thus there

is a primitive string QL such that G[o(v′) . . o(vi+1)) and G[o(vi) . . o(v
′)) are both powers of QL.

The number of unmatched opening parentheses is QL must be a common divisor of ℓ and ℓ′, i.e.,

QL can be expressed as a string power with exponent ℓ/ gcd(ℓ, ℓ′). A symmetric argument shows

that QR can be expressed as a string power with exponent ℓ/ gcd(ℓ, ℓ′). Overall, we conclude that

C can be expressed as a context power with exponent ℓ/ gcd(ℓ, ℓ′), contradicting the primitivity of

C. Hence, v′ = viG for some iG ∈ [0 . . 5k] holds as claimed and, in particular, o(v′) = o(v)+ iGqL

and c(v′) = c(v)− iGqR.

Now, if the occurrences of Qe at nodes u, v are replaced with Qe′ for e′ ≥ e − 1, we can

interpret this as replacing the occurrences of Q at nodes uiF , viG with Q1+e′−e. By Claim 3.3.11,

A can be trivially adapted without modifying its cost, and hence tedw(F ′, G′) ≤ tedwA(F,G) =

tedw(F,G). If e′ < e − 1, we repeat the above argument to decrement the exponent one step at

a time, still concluding that tedw(F ′, G′) ≤ tedw(F,G). In either case, the converse inequality

follows by symmetry between (F,G, e) and (F ′, G′, e′).

We say that a context P = ⟨PL;PR⟩ avoids vertical k-periodicity if it cannot be expressed as

P = C ⋆ Q6k+1 ⋆ D for some contexts C,Q,D satisfying |Q| ∈ [1 . . 8k].

Lemma 3.3.12. Let k ∈ Z+, let P = ⟨PL;PR⟩, P ′ = ⟨P ′
L;P

′
R⟩ be contexts of length |PL| +

|PR|, |P ′
L| + |P ′

R| ≥ 578k4 that avoid vertical k-periodicity and whose halves do not contain any

balanced substring of length more than 74k3. Then, P and P ′ are tedw≤k-equivalent for every

normalized weight function w.
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Proof. Suppose that P occurs in forests F and G at nodes u and v, respectively, satisfying |o(u)−

o(v)| ≤ 2k and |c(u)− c(v)| ≤ 2k, Denote

F ′ = F [0 . . o(u)) · P ′
L · F [o(u) + |PL| . . c(u)− |PR|] · P ′

R · F (c(u) . . |F |),

G′ = G[0 . . o(v)) · P ′
R ·G[o(v) + |PL| . . c(v)− |PR|] · P ′

R ·G(c(v) . . |G|).

Let A = (ft, gt)
m
t=0 be an optimal forest alignment such that ted(F,G) = tedA(F,G) ≤ k. More-

over, let (fa, ga) ∈ A be the leftmost element of A such that fa ≥ o(u) or ga ≥ o(v), (fb, gb) ∈ A

be the leftmost element of A such that fb ≥ o(u) + |PL| and gb ≥ o(v) + |PL|, (fc, gc) ∈ A be

the leftmost element of A such that fc > c(u) − |PR| or gc > c(v) − |PR|, and let (fd, gd) be the

leftmost element of A such that fd > c(u) and gd > c(v). We construct an alignment A′ so that it:

• aligns F [0 . . fa) with G[0 . . ga) in the same way as A does;

• deletes F [fa . . o(u)) and inserts G[ga . . o(v)) (at least one of these fragments is empty);

• matches F [o(u) . . o(u) + |PL|) = PL with G[o(v) . . o(v) + |PL|) = PL;

• if b > c, deletes F [o(u) + |PL| . . c(u)− |PR|] and inserts G[o(v) + |PL| . . c(v)− |PR|];

• if b ≤ c, deletes F [o(u) + |PL| . . fb) and inserts G[o(v) + |PL| . . gb) (at least one of these

fragments is empty);

• if b ≤ c, aligns F [fb . . fc) with G[gb . . gc) in the same way as A does;

• if b ≤ c, deletes F [fc . . c(u) − |PR|] and inserts G[gc . . c(v) − |PR|] (at least one of these

fragments is empty);

• matches F (c(u)− |PR| . . c(u)] = PR with G(c(v)− |PR| . . c(v)] = PR;

• deletes F (c(u) . . fd) and inserts G(c(v) . . gd) (at least one of these fragments is empty);

• aligns F [fd . . |F |) with G[gd . . |G|) in the same way as A does.
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To prove that A′ is a forest alignment, let us consider several possibilities for a node u′ in F .

• If u′ belongs to P = ⟨F [o(u) . . o(u) + |PL|);F (c(u)− |PR| . . c(u)]⟩, then A′ matches u′ to

the corresponding node that belongs to P = ⟨G[o(v) . . o(v)+ |PL|);G(c(v)− |PR| . . c(v)]⟩.

• If u′ is outside F [o(u) . . c(u)] and A aligns u′ to a node v′ of G inside G[o(v) . . c(v)],

then o(u′), c(u′) ∈ [fa . . o(u)) ∪ (c(u) . . fd) because of the non-crossing property of A ∋

(fa, ga), (fd, gd). Hence, A′ deletes u′.

• If u′ is outside F [o(u) . . c(u)] and A aligns u′ to a node v′ of G outside G[o(v) . . c(v)], then

o(u′), c(u′) ∈ [0 . . fa) ∪ [fd . . |F |) because of the non-crossing property of A ∋ (fa, ga),

(fd, gd). Hence, A′ also aligns u′ to v′.

• If u′ is outside F [o(u) . . c(u)] and A deletes u′, then A′ also deletes u′.

• If b > c and u′ is inside F [o(u) + |PL| . . c(u)− |PR|], then A′ deletes u′.

• If b ≤ c, u′ is inside F [o(u) + |PL| . . c(u)− |PR|], and A aligns u′ to a node v′ of G outside

G[o(v) + |PL| . . c(v) − |PR|], then o(u′), c(u′) ∈ [o(u) + |PL| . . fb) ∪ [fc . . c(u) − |PR|]

because of the non-crossing property of A ∋ (fb, gb), (fc, gc). Hence, A′ deletes u′.

• If b ≤ c, u′ is inside F [o(u) + |PL| . . c(u) − |PR|], and A aligns u′ to a node v′ of G

inside G[o(v)+ |PL| . . c(v)−|PR|], then o(u′), c(u′) ∈ [fb . . fc) because of the non-crossing

property of A ∋ (fb, gb), (fc, gc). Hence, A′ also aligns u′ to v′.

• If b ≤ c, u′ is inside F [o(u) + |PL| . . c(u)− |PR|], and A deletes u′, then A′ also deletes u′.

Let us now prove that tedwA′(F,G) ≤ tedwA(F,G). This relies on the following claim.

Claim 3.3.13. There exist tL ∈ [a . . b] such that ftL − gtL = o(u) − o(u) and tR ∈ [c . . d] such

that ftL − gtL = c(u)− c(u).

Proof. By symmetry (up to reversal), we can focus without loss of generality on the first claim.
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Moreover, by symmetry between F and G, we can assume without loss of generality that fa =

o(u); in particular, this implies fa − ga ≥ o(u) − o(v). If there exists t ∈ [a . . b] such that

ft − gt ≤ o(u) − o(v), then, since ft − gt may change by at most one for subsequent positions,

there is also tL ∈ [a . . b] such that ftL − gtL = o(u) − o(v), Consequently, it remains to consider

the case when ft − gt > o(u)− o(v) holds for all t ∈ [a . . b].

Let us express P as a vertical composition of e contexts P = P0 ⋆ · · · ⋆ Pe−1, where e is the

depth of P . Observe that the occurrences of P at node u in F and v in G, for each i ∈ [0 . . e),

induce occurrences of Pi at some nodes ui in F and vi in G. Since F (o(ui) . . o(ui) + |Pi,L|) and

F (c(ui) − |Pi,R| . . c(ui)) are balanced, we conclude that |Pi| ≤ 2 · (74k3 + 1) ≤ 150k3. We

can decompose [0 . . e) into at most k individual indices i such that A does not match perfectly

the occurrence of Pi at vi and at most k + 1 intervals [i . . i′) such that A matches the occurrence

Pi ⋆ · · · ⋆ Pi′−1 at vi perfectly to a context in F . Let us choose such an interval [i . . i′) maximizing

|Pi ⋆ · · · ⋆ Pi′−1|; this length is at least 578k4−k·150k3
k+1

≥ 214k3. Let i′′ ∈ [i . . i′) be the maximum

index such that |Pi′′ ⋆ · · ·⋆Pi′−1| > 8k; note that |Pi ⋆ · · ·⋆Pi′′−1| ≥ 214k3− (150k3+8k) ≥ 56k2.

For each j ∈ [i . . i′′], denote by u′
j be the node of matched with vj by A. Note that |o(u′

j)−

o(uj)| ≤ 4k and |c(u′
j) − c(uj)| ≤ 4k. Moreover, o(u′

j) − o(vj) > o(u) − o(v) = o(uj) − o(vj)

implies o(u′
j) > o(uj). Since |Pj ⋆ · · · ⋆ Pi′−1| > 8k, we conclude that u′

j = uj′ for some

j′ ∈ [j . . i′). Moreover, if j > i, then u′
j must be a child of u′

j−1. Hence, there exists δ > 0 such

that u′
j = uj+δ holds for all j ∈ [i . . i′′]. For j ∈ [i . . i′′), this implies Pj = Pj+δ and that both

halves of Pj ⋆ · · ·⋆Pj+δ−1 are of length at most 4k. In particular, if we define Q = Pi ⋆ · · ·⋆Pi+δ−1,

then, due to |Pi⋆···⋆Pi′′−1|
8k

≥ 56k2

8k
≥ 6k + 1, we conclude that Q6k+1 occurs in F and G at positions

ui and vi, respectively. This contradicts the assumption that P avoids vertical periodicity.
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The alignments A and A′ only differ in how they align the following fragments:

• F [fa . . ftL) with G[ga . . gtL): here, A′ matches one fragment perfectly with a suffix of the

other; by Fact 3.2.6, this is optimal.

• F [ftL . . ftR) with G[gtL . . gtR) if b > c: here, the cost of A′ is equal to the cost of deleting

F [o(u)+ |PL| . . c(u)−|PR|] and inserting G[o(v)+ |PL| . . c(v)−|PR|]. By Fact 3.2.6, these

two costs do not exceed the cost of A aligning F [ftL . . fc) with G[gtL . . gc) and aligning

F [fb . . ftR) with G[gb . . gtR).

• F [ftL . . fb) with G[gtL . . gb) if b ≤ c: here, A′ matches one fragment perfectly with a prefix

of the other; by Fact 3.2.6, this is optimal.

• F [fc . . ftR) with G[gc . . ftR) if b ≤ c: here, A′ matches one fragment perfectly with a suffix

of the other; by Fact 3.2.6, this is optimal.

• F [ftR . . fd) with G[gtR . . gd): here, A′ matches one fragment perfectly with a prefix of the

other; by Fact 3.2.6, this is optimal.

If the occurrences of P at nodes u in F and v in G are modified to occurrences of P ′, then

A′ can be trivially adapted without modifying its cost and hence tedw(F ′, G′) ≤ tedwA′(F,G) =

tedw(F,G). The converse inequality follows by symmetry between (F,G, P ) and (F ′, G′, P ′).

3.3.4 Algorithms

We say a piece of a forest F is a balanced fragment F [i . . j) or a pair of fragments ⟨F [i . . i′);F [j′ . . j)⟩

that form a context, that is, F [i . . j) is a tree and F [i′ . . j′) is balanced. For a fragment F [i . . j), we

denote the set of pieces contained in F [i . . j) byP(F [i . . j)). Moreover, letP(F ) = P(F [0 . . |F |)).

Definition 3.3.14. A set D ⊆ P(F [i . . j)) is a piece decomposition of a balanced fragment F [i . . j)
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of a forest F if it satisfies one of the following conditions:

• D = ∅ and i = j;

• D = {F [i . . j)} and i < j;

• D = DL ∪ DR for some piece decompositions DL of F [i . .m) and DR of F [m. . j), where

m ∈ (i . . j).

• D = {⟨F [i . . i′);F [j′ . . j)⟩} ∪ D′ for a context ⟨F [i . . i′);F [j′ . . j)⟩ ∈ P(F ) and a piece

decomposition D′ of F [i′ . . j′).

Lemma 3.3.15. There exists a linear-time algorithm that, given a forest F and an integer t ≥ 2,

constructs a piece decomposition D of F consisting of at most max(1, 6|F |
t
− 1) pieces of length at

most t each.

Algorithm 12: D(i, j): Construct a decomposition of a balanced fragment F [i . . j).
1 if j = i then return ∅;
2 if j ≤ i+ t then return {F [i . . j)};
3 i′ ← i; j′ ← j;
4 while true do // F [i′ . . j′) is balanced and (i′ − i) + (j − j′) ≤ t
5 Let m ∈ [i′ . . j′] be such that F [i′ . .m) is a tree;
6 if (m− i) + (j − j′) ≤ t then i′ ← m;
7 else if m < j′ and (i′ − i) + (j −m) ≤ t then j′ ← m;
8 else if F [i . . j) is not a tree then return D(i, i′) ∪ D(i′,m) ∪ D(m, j′) ∪ D(j′, j);
9 else if m = j′ and (i′ + 1− i) ≤ (j − j′ + 1) ≤ t then i′ ← i′ + 1; j′ ← j′ − 1;

10 else return {⟨F [i . . i′);F [j′ . . j)⟩} ∪ D(i′,m) ∪ D(m, j′);

Proof. Algorithm 12 provides a recursive procedure that, for every balanced fragment F [i . . j) of

F , constructs a piece decomposition D(i, j) of F [i . . j) consisting of pieces of size at most t. In

the corner cases of j = i and j ∈ (i . . i + t], we return D(i, j) = ∅ and D(i, j) = {F [i . . j)},

respectively. Otherwise, we iteratively grow fragments F [i . . i′) and F [j′ . . j) (initially empty)

maintaining the following invariants:
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(a) F [i′ . . j′) is balanced;

(b) |F [i . . i′)|+ |F [j′ . . j)| ≤ t;

(c) if F [i . . j) is a tree, then F [i . . i′) = F [j′ . . j) = ε or ⟨F [i . . i′);F [j′ . . j)⟩ is a context;

(d) if F [i . . j) is not a tree, then F [i . . i′) and F [j′ . . j) are balanced.

At each iteration, we identify a position m ∈ (i′ . . j′] such that F [i′ . .m) is a tree (such a position

always exists due to j − i > t and by invariants (a), (b)).

(1) We set i′ ← m as long as it would not violate invariant (b).

(2) If m ̸= j′, we set j ← m as long as it would not violate invariant (b).

(3) If m = j′ and F [i . . j) is a tree, we set (i′, j′) ← (i′ + 1, j′ − 1) as long as it would not

violate invariant (b).

(4) Otherwise, we return D(i, j) := {⟨F [i . . i′);F [j′ . . j)⟩} ∪ D(i′,m) ∪D(m, j′) if F [i . . j) is

a tree and D(i, j) := D(i, i′) ∪ D(i′,m) ∪ D(m, j′) ∪ D(j′, j) if F [i . . j) is not a tree.

It is easy to see that cases (1)–(3) preserve the invariants and hence case (4) results in a valid piece

decomposition with pieces of size at most t.

Next, we prove that the number of pieces is at most max(1, 6(j−i)
t
− 3) if F [i . . j) is a tree

and at most max(1, 6(j−i)
t
− 1) otherwise. This holds trivially if j ≤ i + t, where Algorithm 12

terminates at Line 1 or 2. If F [i . . j) is a tree of size j − i > t, then Algorithm 12 terminates at

Line 10. We consider several sub-cases:

1. If m− i′ ≤ 2t
3

and j′ −m ≤ t
3
, then |D(i, j)| ≤ 3 < 6(j−i)

t
− 3 because j − i > t.

2. If m− i′ ≤ 2t
3

and j′−m > t
3
, then (m− i) + (j − j′) > t because the test in Line 6 failed.

Hence, j′−m < j− i− t and |D(i, j)| ≤ 2+ |D(m, j′)| ≤ 2+ 6(j′−m)
t
−1 < 6(j−i−t)

t
+1 <

6(j−i)
t
− 3.
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3. If m− i′ > 2t
3

and j′−m = 0, then (i′ +1− i) + (j − j′ +1) > t because the test in Line 9

failed. Hence, j′ − i′ ≤ j − i − t + 1 and |D(i, j)| ≤ 1 + |D(i′, j′)| ≤ 1 + 6(j′−i′)
t
− 3 ≤

6(j−i−t+1)
t

− 2 < 6(j−i)
t
− 3.

4. If m − i′ > 2t
3

and 0 < j′ −m ≤ t
3
, then (i′ − i) + (j −m) > t because the test in Line 7

failed. Hence, m − i′ < j − i − t and |D(i, j)| ≤ 2 + |D(i′,m)| ≤ 2 + 6(m−i′)
t
− 3 <

6(j−i−t)
t
− 1 < 6(j−i)

t
− 3.

5. If m− i′ > 2t
3

and j′−m > t
3
, then |D(i, j)| ≤ 1+ |D(i′,m)|+ |D(m, j′)| ≤ 1+ 6(m−i′)

t
−

3 + 6(j′−m)
t
− 1 ≤ 6(j−i)

t
− 3.

If F [i . . j) is not a tree, then Algorithm 12 terminates at Line 8. We consider several sub-cases:

1. If m− i′ ≤ 2t
3

and j′ −m ≤ t
3
, then |D(i, j)| ≤ 4 < 6(j−i)

t
− 1 because j − i > t.

2. If m− i′ ≤ 2t
3

and j′−m > t
3
, then (m− i) + (j − j′) > t because the test in Line 6 failed.

Hence, j′−m < j− i− t and |D(i, j)| ≤ 3+ |D(m, j′)| ≤ 3+ 6(j′−m)
t
−1 < 6(j−i−t)

t
+2 <

6(j−i)
t
− 1.

3. If m− i′ > 2t
3

and j′−m = 0, then |D(i, j)| ≤ 2+ |D(i′, j′)| ≤ 2+ 6(j′−i′)
t
−3 ≤ 6(j−i)

t
−1.

4. If m − i′ > 2t
3

and 0 < j′ −m ≤ t
3
, then (i′ − i) + (j −m) > t because the test in Line 7

failed. Hence, m − i′ < j − i − t and |D(i, j)| ≤ 3 + |D(i′,m)| ≤ 3 + 6(m−i′)
t
− 3 <

6(j−i−t)
t

< 6(j−i)
t
− 1.

5. If m− i′ > 2t
3

and j′−m > t
3
, then |D(i, j)| ≤ 2+ |D(i′,m)|+ |D(m, j′)| ≤ 2+ 6(m−i′)

t
−

3 + 6(j′−m)
t
− 1 ≤ 6(j−i)

t
− 2 < 6(j−i)

t
− 1.

It remains to provide a linear-time implementation of our algorithm. We assume that there

are bidirectional pointers between the opening and the closing parentheses representing the same

node. Such pointers can be constructed using a linear-time stack-based preprocessing of the input
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forest F . Each iteration of the while loop increases j − j′ + i′ − i (except for the final one), so

a single call to the D(i, j) function costs O(t) due to invariant (b). The total number of calls is

O(|D(0, |F |)|) = O(1
t
· |F |), so the overall running time, including preprocessing, is O(|F |).

Lemma 3.3.16. Given forests F and G of total size n, a piece decomposition D of F , and an

integer s ∈ Z+, one can find in O(n + |D|s3) time a maximum-size set S ⊆ D × P(G) that, for

some alignment A ∈ TA(F,G) of width at most s, contains only pairs of pieces that A matches

perfectly.

Algorithm 13: Compute a maximum-size element of S(Di,j, G[i′ . . j′)).

1 Pairs(Di,j, G[i′ . . j′)):
2 S ← ∅;
3 if i′ < min(j′, i+ s) then S

max← Pairs(Di,j, G[i′ + 1 . . j′));
4 if j′ > max(i′, j − s) then S

max← Pairs(Di,j, G[i′ . . j′ − 1));
5 if Di,j = {F [i . . j)} and F [i . . j) = G[i′ . . j′) then
6 S

max← {(F [i . . j), G[i′ . . j′))};
7 if Di,j = Di,m ∪ Dm,j for some m ∈ (i . . j) then
8 foreach m′ ∈ [m− s . .m+ s] ∩ [i′ . . j′] do
9 S

max← Pairs(Di,m, G[i′ . .m′)) ∪ Pairs(Dm,j, G[m′ . . j′));
10 if Di,j = {⟨F [i . . i+ ℓ);F [j − r . . j)⟩} ∪ Di+ℓ,j−r then
11 if F [i . . i+ ℓ) = G[i′ . . i′ + ℓ) and F [j − r . . j) = G[j′ − r . . j′) and

G[i′ + ℓ . . j′ − r) is balanced then
12 S

max← {(⟨F [i . . i+ ℓ);F [j − r . . j)⟩, ⟨G[i′ . . i′ + ℓ);G[j′ − r . . j′)⟩)} ∪
Pairs(Di+ℓ,j−r, G[i′ + ℓ . . j′ − r))

13 S
max← Pairs(Di+ℓ,j−r, G[max(i+ ℓ− s, i′) . .min(j − r + s, j′)));

14 return S;

Proof. For a piece decomposition Di,j of a balanced fragment F [i . . j) and a fragment G[i′ . . j′),

let S(Di,j, G[i′ . . j′)) be the family of all subsets of Di,j × P(G[i′ . . j′)) that, for some align-

ment A ∈ A(F [i . . j), G[i′ . . j′)) of width at most s, contain only pairs of pieces that A matches

perfectly. Algorithm 13 implements a recursive procedure Pairs(Di,j, G[i′ . . j′)) that computes a

maximum-size element of S(Di,j, G[i′ . . j′)) assuming that i′ ∈ [i−s . . i+s] and j′ ∈ [j−s . . j+s].
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It uses an S
max← S ′ operator that assigns S ← S ′ if |S ′| > |S|. The algorithm returns the largest of

the following candidates:

1. ∅. This is trivially valid because every alignment A ∈ A(F [i . . j), G[i′ . . j′)) of width at

most s witnesses ∅ ∈ S(Di,j, G[i′ . . j′)).

2. Pairs(Di,j, G[i′+1 . . j′)) if i′ < min(j′, i+ s). Let S = Pairs(Di,j, G[i′+1 . . j′)) with

a witness alignment A′ ∈ A(F [i . . j), G[i′ + 1 . . j′)). An alignment obtained from A′ by

prepending (i, i′), which corresponds to inserting Y [i′], witnesses S ∈ S(Di,j, G[i′ . . j′)).

3. Pairs(Di,j, G[i′ . . j′ − 1)) if j′ > max(i′, j − s). Let S = Pairs(Di,j, G[i′ . . j′ − 1))

with a witness alignmentA′ ∈ A(F [i . . j), G[i′ . . j′−1)). An alignment obtained fromA′ by

appending (j, j′), which corresponds to inserting Y [j′−1], witnesses S ∈ S(Di,j, G[i′ . . j′)).

4. {(F [i . . j), G[i′ . . j′))} if Di,j = {F [i . . j)} and F [i . . j) = G[i′ . . j′). The alignment (i+ t,

j + t)i
′−i
t=0 ∈ A(F [i . . j), G[i′ . . j′)) witnesses {(F [i . . j), G[i′ . . j′))} ∈ S(Di,j, G[i′ . . j′)).

5. Pairs(Di,m, G[i′ . .m′)) ∪ Pairs(Dm,j, G[m′ . . j′)) if Di,j = Di,m ∪ Dm,j for some m ∈

(i . . j) and m′ ∈ [m − s . .m + s] ∩ [i′ . . j′]. Denote SL = Pairs(Di,m, G[i′ . .m′)) and

SR = Pairs(Dm,j, G[m′ . . j′)) with witness alignmentsAL ∈ A(F [i . .m), G[i′ . .m′)) and

AR ∈ A(F [m. . j), G[m′ . . j′)), respectively. Stitching AL and AR at the common endpoint

(m,m′) yields an alignment witnessing SL ∪ SR ∈ S(Di,j, G[i′ . . j′)).

6. {(⟨F [i . . i+ℓ);F [j−r . . j)⟩, ⟨G[i′ . . i′+ℓ);G[j′−r . . j′)⟩)}∪Pairs(Di+ℓ,j−r, G[i′+ℓ . . j′−

r)) if Di,j = {⟨F [i . . i+ℓ);F [j−r . . j)⟩}∪Di+ℓ,j−r and ⟨G[i′ . . i′+ℓ);G[j′−r . . j′)⟩ is a con-

text in G matching ⟨F [i . . i+ ℓ);F [j− r . . j)⟩. Consider a set S ′ = Pairs(Di+ℓ,j−r, G[i′+

ℓ . . j′ − r)) and a witness alignment A′ ∈ A(F [i + ℓ . . j − r), G[i′ + ℓ . . j′ − r)). Stitch-

ing (i + t, i′ + t)ℓt=0, A′, and (j + t, j′ + t)0t=−r at the common endpoints yields an align-
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ment witnessing S ′ ∪ {(⟨F [i . . i+ ℓ);F [j − r . . j)⟩, ⟨G[i′ . . i′ + ℓ);G[j′ − r . . j′)⟩)} ∈

S(Di,j, G[i′ . . j′)).

7. Pairs(Di+ℓ,j−r, G[max(i+ ℓ− s, i′) . .min(j − r+ s, j′))) if Di,j = {⟨F [i . . i+ ℓ);F [j −

r . . j)⟩} ∪ Di+ℓ,j−r. Let S = Pairs(Di+ℓ,j−r, G[i′ + ℓ′ . . j′ − r′)), where ℓ′ = max(0, i +

ℓ− s− i′) and r′ = max(0, j′ − j + r − s), with a witness alignment A′ ∈ A(F [i+ ℓ, j −

r), G[i′ + ℓ′, j′ − r′)). Stitching (i+ t, i′ + t)ℓ
′
t=0, (i+ t, i′ + ℓ′)ℓt=ℓ′ , A′, (j + t, j′ − r′)−r′

t=−r,

and (j + t, j′ + t)0t=−r′ yields an alignment witnessing S ∈ S(Di,j, G[i′ . . j′)).

Next, consider a maximum-size element S ∈ S(Di,j, G[i′ . . j′)) and a witness alignment

A ∈ A(F [i . . j), G[i′ . . j′)) of width at most s.

(a) If Di,j = ∅, we must have S = ∅, which is covered by candidate 1.

(b) Suppose that Di,j = {F [i . . j)}. The case of S = ∅ is covered by candidate 1. Otherwise,

S = {(F [i . . j), G[i′′ . . j′′))} for some i′′ ∈ [i′ . . i+ s] and j′′ ∈ [j − s . . j′]. This is covered

by i′′ − i′ applications of candidate 2, j′ − j′′ applications of candidate 3, and finally an

application of candidate 4.

(c) Suppose that Di,j = Di,m ∪ Dm,j for some m ∈ (i . . j). Since the width of A does not

exceed s, we must have (m,m′) ∈ A for some m′ ∈ [m − s . .m + s] ∩ [i′ . . j′]. Conse-

quently, S can be expressed as a union of an element of S(Di,m, G[i′ . .m′)) and an element

of S(Dm,j, G[m′ . . j′)). This case is thus covered by candidate 5.

(d) Suppose that Di,j = {⟨F [i . . i + ℓ);F [j − r . . j)⟩} ∪ Di+ℓ,j−r. If S does not contain any

pair of the form (⟨F [i . . i + ℓ);F [j − r . . j)⟩, ⟨G[i′′ . . i′′ + ℓ);G[j′′ − r . . j′′)⟩), then S ∈

S(Di+ℓ,j−r, G[max(i+ℓ−s, i′) . .min(j−r+s, j′))), and this case is covered by candidate 7.

Otherwise, we must have i′′ ∈ [max(i′, i− s) . . i+ s] and j′′ ∈ [j− s . .min(j′, j+ s)]. This
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is covered by i′′ − i′ applications of candidate 2, j′ − j′′ applications of candidate 3, and

finally an application of candidate 4 because S \ {(⟨F [i . . i + ℓ);F [j − r . . j)⟩, ⟨G[i′ . . i′ +

ℓ);G[j′ − r . . j′)⟩)} ∈ S(Di+ℓ,j−r, G[i′ + ℓ . . j′ − r)).

This completes the proof that Algorithm 13 is correct. The sought set S is obtained via a call

Pairs(D, G[0 . . |G|)) which is valid as long as s ≥
∣∣|F | − |G|∣∣. Otherwise, there is no alignment

A ∈ TA(F,G) of width at most s, and thus we return S = ∅.

As for the efficient implementation, we use memoization to make sure that each call to

Pairs is executed at most once. The number of calls is O(|D| · s2) and each one performs O(s)

instructions. In order to implement every instruction inO(1) time, we implement sets as persistent

linked lists augmented with their size (this is valid because the arguments of every union operation

are guaranteed to be disjoint). Moreover, we use Theorem 3.2.1 (for checking whether fragments

of F match fragments of G) and Fact 3.3.1 (for checking whether fragments of G are balanced).

Including the necessary preprocessing, the overall runtime is O(n+ |D|s3).

Lemma 3.3.17. There exists a linear-time algorithm that, given a forest P and an integer k ∈

Z+, constructs a forest of length at most 74k3 that is tedw≤k-equivalent to P for every normalized

quasimetric w.

Algorithm 14: Construct a forest of length at most 74k3 that is tedw≤k-equivalent to
P .

1 HorizontalReduction(P, k):
2 P ′ ← PeriodicityReduction(P, 4k, {Q ∈ Σ+ : |Q| ≤

4k and Q is a primitive forest});
3 if |P ′| ≥ 74k3 then return (37k3

a )37k3

a for some a ∈ Σ;
4 else return P ′;

Proof. We apply Lemma 3.2.13 with e = 4k and Q consisting of all primitive forests of length at
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most 4k. We return P ′′ := (37k3

a )37k3

a (for an arbitrary label a ∈ Σ) or P ′ depending on whether

|P ′| ≤ 74k3 or not.

Observe that Q is chosen so that P ′ avoids horizontal k-periodicity and, by Lemma 3.3.5,

P ′ is tedw≤k-equivalent to P for every normalized quasimetric w. Thus, the algorithm is correct

if |P ′| < 74k3. Otherwise, Lemma 3.3.7 implies that P ′ and P ′′ are tedw≤k-equivalent for every

normalized quasimetric w (both avoid horizontal k-periodicity and are of length at least 74k3).

The oracle testing in constant time whether a given fragment of P belongs to Q can be

implemented using Fact 3.3.1. Thus, by Lemma 3.2.13, the overall running time is linear.

Lemma 3.3.18. There exists a linear-time algorithm that, given a context P and an integer k ∈ Z+,

constructs a context of length at most 578k4 that is tedw≤k-equivalent to P for every normalized

quasimetric w.

Algorithm 15: Construct a context of length at most 578k4 that is tedw≤k-equivalent
to P .

1 VerticalReduction(P, k):
2 Let P = P0 ⋆ · · · ⋆ Pe−1, where each Pi is a context of depth 1;
3 for i← 0 to e do
4 Let Pi = ⟨(aiFi;Gi)ai⟩;
5 P← P · ⟨(ai ·

HorizontalReduction(Fi, k);HorizontalReduction(Gi, k) · )ai⟩;
6 Q ← {Q : ⋆|Q|−1

i=0 Q[i] is a primitive context of length at most 8k};
7 P′ ← PeriodicityReduction(P, 6k,Q);
8 P ′ ←⋆|P′|−1

i=0 P′[i];
9 if |P ′| ≥ 578k4 then return ⋆17k2−1

i=0 ⟨(a((a)a)
i; ((a)a)

17k2−1−i)a⟩ for some a ∈ Σ;
10 else return P ′;

Proof. Let P = P0 ⋆ · · · ⋆ Pe−1, where each Pi is a context of depth 1, that is, Pi = ⟨(aiFi;Gi)ai⟩

for some label ai ∈ Σ and forests Fi, Gi. As the first step, our algorithm constructs a string P[0 . . e)

whose characters are depth-1 contexts defined so that P[i] = ⟨(aiF
′
i ;G

′
i)ai⟩, where forests F ′

i =
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HorizontalReduction(Fi, k) and G′
i = HorizontalReduction(Gi, k) are constructed

using Lemma 3.3.17. Next, we transform P using Lemma 3.2.13 with e = 6k and a family Q

defined so that P[i . . j) ∈ Q if and only if P[i] ⋆ · · · ⋆ P[j − 1] is a primitive context of length at

most 8k (this implies j − i ≤ 4k). In order to apply Lemma 3.2.13 to P, we use linear-time string

sorting [Paige and Tarjan, 1987, Andersson and Nilsson, 1994] to map characters of P (depth-1

contexts) to integer identifiers. By composing the contexts corresponding to the resulting string P′,

we obtain a context P ′. We return P ′′ := ⋆17k2−1
i=0 ⟨(a((a)a)

i; ((a)a)
17k2−1−i)a⟩ (for an arbitrary

label a ∈ Σ) or P ′ depending on whether |P ′| ≥ 578k4 or not.

Note that |P ′′| =
∑17k2−1

i=0 (1+2·i+2·(17k2−1−i)+1) = 17k2 ·2·17k2 = 578k4. Thus, the

resulting context (either P ′ or P ′′) is guaranteed to be of length at most 578k4. Let us now argue

that it is tedw≤k-equivalent to P for every normalized quasimetric w. By Lemma 3.3.17, the forests

F ′
i and G′

i are tedw≤k-equivalent to Fi and Gi, respectively, and thus ⋆e−1
i=0P[i] is tedw≤k-equivalent

to P . By Lemma 3.2.13, the context P ′ is obtained from ⋆e−1
i=0P[i] by repeatedly replacing Q6k+1

with Q6k for primitive contexts Q of length at most 8k. By Lemma 3.3.10, Q6k+1 is then tedw≤k-

equivalent to Q6k, so this operation preserves tedw≤k-equivalence, i.e., P ′ is also tedw≤k-equivalent to

P . Moreover, each depth-1 context in P′ originates from P, so each forest occurring in (either half

of) P ′ is of length at most 74k3. Furthermore, Lemma 3.2.13 guarantees that P ′ is not of the form

C ⋆Q6k+1 ⋆D for any context Q of length at most 8k, and thus P ′ avoids vertical k-periodicity. By

construction, P ′′ avoids vertical k-periodicity and its halves contain only forests of lengths at most

74k3 (in fact, at most 34k2). Consequently, Lemma 3.3.12 implies that P ′′ is tedw≤k-equivalent to

P ′ (and, by transitivity, to P ) provided that |P ′′| ≥ 578k4.

As for the running time analysis, we note that all applications of Lemma 3.3.17 concern

disjoint fragments of P , so the total cost of the calls to HorizontalReduction is linear.
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Assigning integer identifiers to contexts P[i] and applying Lemma 3.2.13 also takes linear time.

Finally, P ′′ is constructed only if |P ′| ≥ 578k4, so the cost of this step is also be bounded by

O(k4) = O(|P |).

Theorem 3.3.19. There exists an O(n)-time algorithm that, given forests F , G of size at most

n ≥ 12716k5 and an integer k ∈ Z+, constructs forests F ′, G′ of lengths at most n
2
+ 6358k5 such

that tedw≤k(F,G) = tedw≤k(F
′, G′) holds for every normalized quasimetric w.

Proof. By symmetry, we assume without loss of generality that |F | ≥ |G|. We start by applying

Lemma 3.3.15 to construct a piece decomposition D of F consisting of at most 12k − 1 pieces

of length at most ⌈ n
2k
⌉ each. Next, we use Lemma 3.3.16 to identify a maximum-size set S ⊆

D × P(G) that, for some alignment A ∈ A(F,G) of width at most 2k, contains only pairs of

pieces that A matches perfectly. If |S| < |D| − k, we return F ′ = ((a)a)
k+1 and G′ = ε for

some a ∈ Σ. Otherwise, for each pair of matching forests F [i . . j) = P = G[i′ . . j′) in S, we

use Lemma 3.3.17 to construct a forest P ′ of length at most 74k3 that is tedw≤k-equivalent to P for

every normalized quasimetric w. We replace the occurrences of P at F [i . . j) and G[i′ . . j′) by

occurrences of P ′. Similarly, for every pair of matching contexts ⟨F [i . . i + ℓ);F [j − r . . j)⟩ =

P = ⟨G[i′ . . i′ + ℓ);G[j′ − r . . j′)⟩ in S, we use Lemma 3.3.18 to construct a context P ′ of length

at most 578k4 that is tedw≤k-equivalent to P for every normalized quasimetric w. We replace the

occurrences of P at ⟨F [i . . i+ ℓ);F [j − r . . j)⟩ and ⟨G[i′ . . i′ + ℓ);G[j′ − r . . j′)⟩ by occurrences

of P ′.

If tedw(F,G) ≤ k holds for any normalized weight function w, then the unweighted cost of

the underlying optimal alignment does not exceed k. Thus, its width is at most 2k, and it matches

perfectly all but at most k pieces of D. Consequently, in that case, |S| ≥ |D| − k. In particular, if
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we return F ′ = ((a)a)
k+1 and G′ = ε for some a ∈ Σ, then tedw≤k(F,G) = ∞ = tedw≤k(F

′, G′)

holds as claimed. In that case, |F ′|, |G′| ≤ 2k + 2 ≤ 4k < 6358k5. Otherwise, by definition of

tedw≤k-equivalence, the resulting forests F ′ and G′ satisfy tedw≤k(F,G) = tedw≤k(F
′, G′). Moreover,

|F ′| ≤ k · ⌈ n
2k
⌉+(11k− 1) · 578k4 ≤ n

2
+ k+(11k− 1) · 578k4 ≤ n

2
+11 · 578 · k5 = n

2
+6358k5

and |G′| = |F ′|+ |G| − |F | ≤ |F ′| ≤ n
2
+ 6358k5.

The applications of Lemmas 3.3.15 and 3.3.16 cost O(n) and O(n + k4) = O(n) time,

respectively. The calls to HorizontalReduction and VerticalReduction concern dis-

joint pieces of F , so their total cost is O(n) by Lemmas 3.3.17 and 3.3.18, respectively.

Corollary 3.3.20. There exists a linear-time algorithm that, given forests F , G and an integer k ∈

Z+, constructs forests F ′, G′ of lengths at most 12717k5 such that tedw≤k(F,G) = tedw≤k(F
′, G′)

holds for every normalized quasimetric w.

Proof. We iteratively apply Theorem 3.3.19 as long as max(|F |, |G|) > 12717k5 and return the

resulting pair of forests. Formally, we construct a sequence (Fi, Gi)
t
i=0 such that (F0, G0) = (F,G)

and tedw≤k(Fi+1, G)i+1 = tedw≤k(Fi, Gi) holds for every i ∈ [0 . . t). Consider forests (Fi, Gi) at

iteration i. If ni := max(|Fi|, |Gi|) ≤ 12717k5, we set t := i and return (F ′, G′) := (Fi, Gi).

Otherwise, we apply Theorem 3.3.19 to derive forests Fi+1 and Gi+1 of lengths at most ni+1 :=

max(|Fi+1|, |Gi+1|) ≤ 1
2
ni + 6358k5 such that tedw≤k(Fi+1, G)i+1 = tedw≤k(Fi, Gi). Since ni+1 −

12716k5 ≤ 1
2
(ni − 12716k5), the value ni strictly decreases at each iteration and thus the process

terminates. Moreover, the running time of each iteration is O(ni) = O(ni − 12716k5). The latter

values form a geometric series dominated by the leading term at i = 0. Hence, the total running

time is linear in the input size.

Theorem 3.1.2. Given forests F,G of length at most n, an integer k ∈ Z+, and a quasimetric
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w, the value tedw≤k(F,G) can be computed in O(n + k15) time. Moreover, ted≤k(F,G) can be

computed in O(n+ k7 log k) time.

Proof. We first apply Corollary 3.3.20 to build forests F ′, G′ of lengthO(k5) such that tedw≤k(F,G) =

tedw≤k(F
′, G′). Then, we compute tedw≤k(F

′, G′) using the algorithm of Demaine, Mozes, Ross-

man, and Weimann [Demaine et al., 2010]. The running times of these two steps are O(n) and

O((k5)3), respectively, for a total of O(n+ k15). If w is the discrete metric (the unweighted case),

then we compute ted≤k(F
′, G′) using the algorithm of Akmal and Jin [Akmal and Jin, 2021],

which costs O(k5 · k2 · log(k5)) = O(k7 log k) time.

3.4 Dyck Edit Distance

In this section we give a deterministic algorithm that computes weighted Dyck edit distance

of a given input string. Formally we show the following.

Theorem 3.1.3. Given a string X of length n, an integer k ∈ Z+, and a skewmetric w, the value

dyckw≤k(X) can be computed in O(n+ k12) time.

3.4.1 Preliminaries

In Dyck Language, the alphabet Σ consists of two disjoint sets T and T of opening and

closing parentheses, respectively, with a bijection f : T → T mapping each opening parenthesis to

the corresponding closing parenthesis. We extend this mapping to an involution f : T ∪T → T ∪T

and then to an involution f : Σ∗ → Σ∗ mapping each string X[0]X[1] · · ·X[|X| − 1] to its reverse

complement X[|X| − 1] · · ·X[1]X[0]. Given two strings X, Y , we denote their concatenation by

XY or X · Y .
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The Dyck language Dyck(Σ) ⊆ Σ∗ consists of all well-parenthesized expression over Σ;

formally, it can be defined using a context-free grammar whose only non-terminal S admits pro-

ductions S → SS, S → ∅ (empty string), and S → aSa for all a ∈ T .

Definition 3.4.1 (Heights). Given an alphabet set Σ, define the function h : Σ → {−1, 1} where

h(a) = 1 if a ∈ Σ is an opening parenthesis and h(a) = −1 otherwise. Given a string X ∈ Σn,

define the height of a position i where 0 ≤ i ≤ n, as H(i) =
∑i−1

j=0 h(X[j]).

Here H(i) is the difference between the number of opening parentheses and the number of

closing parentheses in X[0..i).

Definition 3.4.2 (Peaks and valleys). Given a string X ∈ Σ, an index i ∈ [1 . . . n) is called a peak

if H(i− 1) < H(i) > H(i+ 1) and a valley if H(i− 1) > H(i) < H(i+ 1).

3.4.2 Dyck Language Alignments and Weighted Dyck Edit Distance

We say thatM ⊆ {(i, j) ⊆ Z2 : i < j} is a non-crossing matching if any two distinct pairs

(i, j), (i′, j′) ∈ M satisfy i < j < i′ < j′ or i < i′ < j′ < j. Such a matching can also be

interpreted as a functionM : Z→ Z ∪ {⊥} withM(i) = j if (i, j) ∈M or (j, i) ∈M for some

j ∈ Z, andM(i) = ⊥ otherwise. For a string X ∈ Σ∗ we define its Dyck language alignment to

be a matching functionM as defined above.

For two fragments X[p . . q) and X[p′ . . q′) of X , we write X[p . . q) ≃M X[p′ . . q′) if

X[p . . q) = X[p′ . . q′) ∈ T ∗ and (r, q′ − r − 1) holds for every r ∈ [p . . q).

Similar to Section 3.2.2 we define a weight function w on Σ̄ := Σ∪{ε}. We call this weight

function a skewmetric if it satisfies the triangle inequality, that is, w(a, b)+w(b, c) ≥ w(a, c) holds

for every a, b, c ∈ Σ̄ and skew-symmetry, that is, w(a, b) = w(b, a) holds for every a, b ∈ Σ̄. In the
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rest of this section we assume the weight function w to be skewmetric unless stated otherwise.

Definition 3.4.3. The weighted Dyck edit distance of a string X ∈ Σ∗ with respect to a weight

function w is the minimum edit distance edw(X, Y ) between X and a string Y ∈ Dyck(Σ). For-

mally,

dyckw(X) = min
Y ∈Dyck(Σ)

edw(X, Y ).

For k ∈ R≥0, we also denote

dyckw≤k(X) =


dyckw(X) if dyckw(X) ≤ k,

∞ otherwise.

The cost of an alignmentM∈ M(X) with respect to a weight function w, denoted dyckwM(X),

is defined as

dyckwM(X) =
∑

(i,j)∈M

dyckw(X[i]X[j]) +
∑

i∈[0. .|X|):M(i)=⊥

dyckw(X[i]).

Fact 3.4.4. For every string X and weight function w, we have dyckw(X) = minM∈M(X) dyck
w
M(X).

Proof. We first show by induction on |X| that dyckw(X) ≤ dyckwM(X) holds for every M ∈

M(X). The claim is trivial if |X| = 0. IfM(0) = ⊥, then we constructM′ := {(i − 1, j − 1) :

(i, j) ∈ M} and X ′ := X[1 . . |X|). By the inductive assumption, dyckw(X) ≤ dyckw(X ′) +

dyckw(X[0]) ≤ dyckwM′(X ′) + dyckw(X[0]) = dyckwM(X). If M(0) = |X| − 1, then we con-

struct M′ := {(i − 1, j − 1) : (i, j) ∈ M \ {(0, |X| − 1)} and X ′ = [1 . . |X| − 1). By

the inductive assumption, dyckw(X) ≤ dyckw(X ′) + dyckw(X[0]X[|X| − 1]) ≤ dyckwM′(X ′) +

dyckw(X[0]X[|X|−1]) = dyckwM(X). Otherwise, we have (0, p) ∈M for some p ∈ [1 . . |X|−1).
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In this case, we construct M′ := {(i, j) ∈ M : j ≤ p} and X ′ := X[0 . . p], as well as

M′′ := {(i−p−1, j−p−1) : (i, j) ∈M and i > p} and X ′′ := X[p+1 . . |X|). By the inductive

assumption, dyckw(X) ≤ dyckw(X ′) + dyckw(X ′′) ≤ dyckwM′(X ′) + dyckwM′′(X ′′) = dyckwM(X);

here, the last equality follows from the fact that |M| = |M′| + |M′′|: any (i, j) ∈ M with i ≤ p

and j > p would violate the non-crossing property ofM.

Next, we show by induction on |X| that there exists M ∈ M(X) such that dyckwM(X) ≤

dyckw(X); again, the claim is trivial for |X| = 0. Let us fix Y ∈ Dyck(Σ) and A ∈ A(X, Y )

such that dyckw(X) = edwA(X, Y ). If A deletes X[0], we consider X ′ := X[1 . . |X|). The

inductive assumption yields a matching M′ such that dyckwM′(X ′) ≤ dyckw(X ′). In this case,

we setM := {(i + 1, j + 1) : (i, j) ∈ M′} so that dyckwM(X) = dyckw(X[0]) + dyckwM′(X ′) ≤

edw(X[0], ε)+dyckw(X ′) ≤ w(X[0], ε)+edw(X ′, Y ′) ≤ edwA(X, Y ) = dyckw(X). The case when

A deletes X[|X|−1] is symmetric, so we may assume thatA deletes neither X[0] nor X[|X|−1];

in particular, Y ̸= ε.

Suppose that Y = Y ′ · Y ′′ for some non-empty strings Y ′, Y ′′ ∈ Dyck(Σ). This yields a

decomposition X = X ′ ·X ′′ such that edw(X, Y ) = edw(X ′, Y ′) + edw(X ′′, Y ′′). Moreover, the

optimality of Y guarantees that X ′ and X ′′ are both non-empty. The inductive assumption yields

matchingsM′,M′′ such that dyckwM′(X ′) ≤ dyckw(X ′) and dyckwM′(X ′′) ≤ dyckw(X ′′). In this

case, we setM :=M′ ∪ {(i+ |X ′|, j + |X ′|) : (i, j) ∈M′′} so that dyckwM(X) = dyckwM′(X ′) +

dyckwM′(X ′′) ≤ dyckw(X ′)+dyckw(X ′′) ≤ edw(X ′, Y ′)+edw(X ′′, Y ′′) ≤ edwA(X, Y ) = dyckw(X).

In the remaining case, we must have Y = aY ′a for a ∈ T and Y ′ ∈ Dyck(Σ). Let us first

suppose that A aligns Y [0] = a with X[0] and Y [|Y | − 1] = a with X[|X| − 1]. In this case, A

aligns Y [1 . . |Y |−1) = Y ′ with X ′ := X[1 . . |X|−1). The inductive assumption yields a matching

M′ such that dyckwM′(X ′) ≤ dyckw(X ′). In this case, we setM := {(0, |X|−1)}∪{(i+1, j+1) :
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(i, j) ∈ M′} so that dyckwM(X) = dyckw(X[0]X[|X| − 1]) + dyckwM′(X ′) ≤ edw(X[0]X[|X| −

1], aa) + dyckw(X ′) ≤ w(X[0], a) +w(X[|X| − 1], a) + edw(X ′, Y ′) ≤ edwA(X, Y ) = dyckw(X).

Next, suppose that A aligns Y [0] = a with X[0] but inserts Y [|Y | − 1] = a. In this case, A aligns

Y [1 . . |Y | − 1) = Y ′ with X ′ := X[1 . . |X|). The inductive assumption yields a matching M′

such that dyckwM′(X ′) ≤ dyckw(X ′). In this case, we set M := {(i + 1, j + 1) : (i, j) ∈ M′}

so that dyckwM(X) = dyckw(X[0]) + dyckwM′(X ′) ≤ edw(X[0], aa) + dyckw(X ′) ≤ w(X[0], a) +

w(ε, a) + edw(X ′, Y ′) ≤ edwA(X, Y ) = dyckw(X). The case when A inserts Y [0] = a and aligns

Y [|Y | − 1] = a with X[|X| − 1] is symmetric. The case when A inserts both Y [0] = a and

Y [|Y | − 1] = a is impossible by optimality of Y . Finally, we note that, since A deletes neither

X[0] nor X[|X| − 1], the alignment A cannot align Y [0] to any character other than X[0] and

Y [|Y | − 1] to any character other than Y [|Y | − 1]. Thus, the case analysis above is complete.

Claim 3.4.5. For every x ∈ Σ and skewmetric weight function w, dyckw(x) = w(x, ϵ) = w(ϵ, x).

Proof. We consider the following three different cases.

Case 1: x is deleted. In this case dyckw(x) = w(x, ϵ).

Case 2: x is inserted after x if x ∈ T and before x if x ∈ T . In this case dyckw(x) = w(ϵ, x) =

w(x, ϵ). The last equality follows as w is skew-symmetric. Thus an insertion can be replaced with

a deletion. From now on wards we assume that only allowed edits are deletion and substitutions.

Case 3: x is substituted by some y ∈ Σ. Here we also need to insert y. Thus dyckw(x) = w(x, y)+

w(ϵ, y) = w(x, y) + w(y, ϵ) ≥ w(x, ϵ). The second equality follows as w is skew-symmetric and

the last inequality follows as w obeys triangle inequality. Trivially dyckw(x) ≤ w(x, ϵ). Thus the

claim follows.
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Claim 3.4.6. For every x, y ∈ Σ̄ and skewmetric weight function w, dyckw(xy) = minz∈T∪{ϵ}w(x, z)+

w(y, z).

Proof. Let z ∈ T∪{ϵ}minimizes w(x, z)+w(y, z). It is straight forward to argue that dyckw(xy) ≤

w(x, z) + w(y, z) as x, y can be substituted by z, z respectively. Next we argue the converse. Fol-

lowing Claim 3.4.5 we assume the only allowed edits are deletions and substitutions.

Case 1: Both x and y are deleted. Here dyckw(xy) ≥ w(x, ϵ) + w(y, ϵ). The claim follows as

ϵ ∈ T ∪ {ϵ} and ϵ = ϵ.

Case 2: x is substituted by y. Here dyckw(xy) ≥ w(x, y) = w(x, y) + w(y, y). Thus the claim

follows as y ∈ T .

Case 3: y is substituted by x. Here dyckw(xy) ≥ w(y, x) = w(x, x) + w(y, x). Thus the claim

follows as x ∈ T .

Case 3: x is substituted by z and y is substituted by z. Here dyckw(xy) ≥ w(x, z)+w(y, z). Thus

the claim follows as z ∈ T .

From now on wards we assume w to be skew-symmetric.

3.4.2.1 Preprocessing.

Given the input string X ∈ Σn, preprocess X as follows. As long as there are two neighbor-

ing indices i, i + 1 such that X[i + 1] = X[i] and X[i] ∈ T remove them. Let the resulting string

be X ′. We make the following claim.

Claim 3.4.7. dyckw(X) = dyckw(X ′).

Proof. LetM be an optimal alignment of X . For contradiction assume for two consecutive indices
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i, i + 1, X[i + 1] = X[i], X[i] ∈ T but (i, i + 1) /∈ M. Next depending on the matching indices

of i, i+ 1, we consider the following three cases.

Case 1: Let (j, i), (i + 1, k) ∈ M where j ∈ [0 . . . i) ∪ {⊥} and k ∈ (i + 1 . . . |X|) ∪ {⊥}. In

this case we create another alignment M′ = M \ {(j, i), (i + 1, k)} ∪ {(i, i + 1), (j, k)}. We

argue dyckw(X[j]X[k]) ≤ dyckw(X[j]X[i]) + dyckw(X[i + 1]X[k]), thus proving dyckwM′(X) ≤

dyckwM(X). Following Claim 3.4.6, let a, b ∈ T∪{ϵ} be such that dyckw(X[j]X[i]) = w(X[j], a)+

w(X[i], a) and dyckw(X[i+ 1]X[k]) = w(X[i+ 1], b) + w(X[k], b). Thus,

dyckw(X[j]X[i]) + dyckw(X[i+ 1]X[k]) = w(X[j], a) + w(X[i], a) + w(X[i+ 1], b) + w(X[k], b)

= w(X[j], a) + w(a,X[i]) + w(X[i+ 1], b) + w(X[k], b)

≥ w(X[j], X[i]) + w(X[i+ 1], b) + w(X[k], b)

≥ w(X[j], b) + w(X[k], b)

≥ dyckw(X[j], X[k])

The second equality follows as w is skew-symmetric; thus w(X[i], a) = w(a,X[i]). The

third and fourth inequality follows as w follows triangle inequality and X[i] = X[i + 1]. The last

inequality follows from Claim 3.4.6.

Case 2: Let (k, i), (j, i + 1) ∈ M where k, j ∈ [0 . . . i) ∪ {⊥} and j < k. In this case we create

another alignmentM′ =M\{(k, i), (j, i+1)}∪{(i, i+1), (j, k)}. We argue dyckw(X[j]X[k]) ≤

dyckw(X[k]X[i]) + dyckw(X[j]X[i + 1]), thus proving dyckwM′(X) ≤ dyckwM(X). Following

Claim 3.4.6, let a, b ∈ T ∪ {ϵ} be such that dyckw(X[k]X[i]) = w(X[k], a) + w(X[i], a) and
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dyckw(X[j]X[i+ 1]) = w(X[j], b) + w(X[i+ 1], b). Thus,

dyckw(X[k]X[i]) + dyckw(X[j]X[i+ 1]) = w(X[k], a) + w(X[i], a) + w(X[j], b) + w(X[i+ 1], b)

= w(X[k], a) + w(a,X[i]) + w(X[j], b) + w(X[i+ 1], b)

≥ w(X[k], X[i]) + w(X[i+ 1], b) + w(X[j], b)

≥ w(X[k], b) + w(X[j], b)

≥ dyckw(X[j], X[k])

Case 3: Let (i, k), (i + 1, j) ∈ M where k, j ∈ (i + 1 . . . |X|) ∪ {⊥} and j < k. In this

case we create another alignment M′ = M \ {(i, k), (i + 1, j)} ∪ {(i, i + 1), (j, k)}. We ar-

gue dyckw(X[j]X[k]) ≤ dyckw(X[i]X[k]) + dyckw(X[i + 1]X[j]), thus proving dyckwM′(X) ≤

dyckwM(X). Following Claim 3.4.6, let a, b ∈ T∪{ϵ} be such that dyckw(X[i]X[k]) = w(X[i], a)+

w(X[k], a) and dyckw(X[i+ 1]X[j]) = w(X[i+ 1], b) + w(X[j], b). Thus,

dyckw(X[i]X[k]) + dyckw(X[i+ 1]X[j]) = w(X[i], a) + w(X[k], a) + w(X[i+ 1], b) + w(X[j], b)

= w(X[i], a) + w(X[k], a) + w(X[j], b) + w(b,X[i+ 1])

≥ w(X[i], a) + w(X[k], a) + w(X[j], X[i+ 1])

≥ w(X[j], a) + w(X[k], a)

≥ dyckw(X[j], X[k])

The preprocessing can be done in time O(n). Also, we can assume that in the preprocessed
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string no two neighbouring symbols can be aligned. Following this and Claim 35 from [Backurs

and Onak, 2016], we can make the following claim.

Claim 3.4.8. Let X ∈ Σn. There exists an algorithm that preprocesses X in O(n) time, and

either declares dyckw(X) > k, or outputs a string X ′ of length at most n such that dyckw(X) =

dyckw(X ′) and X ′ has at most 2k valleys.

Thus from now on wards we assume X to be preprocessed and has at most 2k valleys.

3.4.3 Periodicity Reduction

Definition 3.4.9. For k ∈ Z≥0 a fragments X[a . . b) and X[c . . d) of a string X are k-synchronized

if X[a . . b) ∈ T ∗, X[c . . d) ∈ T
∗
, b−a = d−c, b ≤ c, and H(b)+H(c)−2minm∈[b. .c] H(m) ≤ 2k.

Note that X[a . . b) and X[c . . d) are 0-synchronized if and only if (a, b, c, d) is a trapezoid.

Definition 3.4.10. For k ∈ Z≥0 and a skewmetric weight function w, strings P, P ′ ∈ T ∗ are called

dyckw≤k-equivalent if

dyckw≤k(X) = dyckw≤k(X[0 . . a) · P ′ ·X[b . . c) · P ′ ·X[d . . |X|))

holds for every string X with k-synchronized fragments X[a . . b) = P and X[c . . d) = P .

Fact 3.4.11 (Fact 36, [Backurs and Onak, 2016]). LetM be an alignment such that dyckwM(X) ≤

k. If X[a . . b) ≃M X[c . . d), then the fragments X[a . . b) and X(c . . d] are k-synchronized.

Fact 3.4.12. Consider a string X and an alignment M ∈ M(X) such that dyckM(X) ≤ k for

some k ∈ Z≥0. Moreover, let X[a . . b) and X[c . . d) be k-synchronized fragments of length ℓ > 6k.
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Then, there exist k-synchronized fragments X[a′ . . b′) and X[c′ . . d′) of length ℓ′ ≥ ℓ−6k
k+1

, such that

X[a′ . . b′) ≃M X[c′ . . d′) and a ≤ a′ ≤ b′ ≤ b ≤ c ≤ c′ ≤ d′ ≤ d. Furthermore, we then have

|(a+ d)− (a′ + d′)| ≤ 4k.

Proof. Since M is non-crossing, it is disjoint with [a . . b) × [d . . |X|) or [0 . . a) × [c . . d). By

symmetry (up to the reverse complement), let us assume thatM is disjoint with [a . . b)× [d . . |X|).

Consider x ∈ [a . . b−4k) such that X[x] ≃M X[y]. The assumption implies that y < d. Moreover,

b − x = H(b) − H(x) > 4k, so H(x) < H(b) − 4k. At the same time, |H(y + 1) − H(x)| ≤

2k, so H(y + 1) < H(b) − 2k. Since X[a . . b) and X[c . . d) are k-synchronized, this means

that y + 1 /∈ [b . . c], i.e., y ∈ [c . . d). Consider the fragment X[a . . b − 4k) and the minimal

subfragment of X[c . . d) containing positions that M matches perfectly to positions X[x] with

x ∈ [a . . b − 4k). These two fragments contain at most 2k positions that are deleted or matched

imperfectly. The remaining positions constitute a common subsequence of X[a . . b − 4k) and

X[c . . d); this subsequence can be interrupted at most k times, so there is a contiguous subsequence

X[a′ . . b′) ≃M X[c′ . . d′) of length at least ℓ−6k
k+1

. Due to |H(a) − H(d)| ≤ 2k and |H(a′) −

H(d′)| ≤ 2k, we have 4k ≥ |H(a)−H(d)−H(a′) +H(d′)| = |a− a′ + d− d′|.

Lemma 3.4.13. Let k ∈ Z+, let Q ∈ T ∗ be a string, and let e, e′ ∈ Z≥8k. Then Qe and Qe′ are

dyckw≤k-equivalent for every skewmetric weight function w.

Proof. We assume without loss of generality that Q is primitive. (If Q = Rm for m ∈ Z≥2,

then Qe = Rme and Qe′ = Rme′ can be interpreted as powers of R rather than powers of Q.)

Let q = |Q|. Consider a string X and positions pT , pT such that Qe = X[pT . . pT + e · q)

and Qe = X(pT − e · q . . pT ] are k-synchronized fragments. Denote X[0 . . pT ) · Qe′ · X[pT +

e · q . . pT − e · q] · Qe′ · X(pT . . |X|). Moreover, let M ∈ M(X) be an alignment such that
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dyckw(X, Y ) = dyckwM(X, Y ) ≤ k.

Claim 3.4.14. There exist iT , iT ∈ [0 . . 7k] such that

X[pT + iT · q . . pT + (iT + 1) · q) ≃M X(pT − (iT + 1) · q . . pT − iT · q].

Proof. Consider the 8k occurrences of Q starting at positions pT + i · q for i ∈ [0 . . 7k] (let this

fragment be P ) and 8k occurrences of Q ending at positions pT − i · q for i ∈ [0 . . 7k] (let this

fragment be P ). Note P, P are also are k-synchronized fragments. Thus following Fact 3.4.12,

there exists at least one occurrence of Q in P , starting at index ℓ such thatM matches it exactly

with a fragment in P . We can thus define iT ∈ [0 . . 7k] so thatMmatches X[pT+iT ·q . . pT+(iT+

1) · q) exactly to some fragment X(sT − q . . sT ] ∈ P . By definition of P , we have sT ≥ pT − 7kq.

Furthermore, since Q is primitive (i.e., distinct from all its non-trivial cyclic rotations), we conclude

that sT = pT − iT · q for some iT ∈ [0 . . 7k].

Now, if Qe = X[pT . . pT +e ·q) is replaced with Qe′ and Qe = X(pT −e ·q . . pT ] is replaced

with Qe′ for e′ ≥ e− 1, we can interpret this as replacing Q = X[pT + iT · q . . pT + (iT + 1) · q)

with Q1+e′−e and Q = X(pT − (iT + 1) · q . . pT − iT · q] with Q1+e′−e. By Claim 3.4.14,M can

be trivially adapted without modifying its cost, and hence dyckw(X ′) ≤ dyckwM(X) = dyckw(X).

If e′ < e − 1, we repeat the above argument to decrement the exponent e one step at a time,

still concluding that dyckw(X ′) ≤ dyckw(X). In either case, the converse inequality follows by

symmetry between (X, e) and (X ′, e′).

We say that a string P ∈ T ∗ avoids k-periodicity if it does not contain any substring Q8k+1
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with |Q| ∈ [1 . . 4k].

Lemma 3.4.15. Let k ∈ Z+ and let P, P ′ ∈ T ∗ be strings of lengths at least 156k3 such that

P [0 . . 78k3) = P ′[0 . . 78k3) and P [|P |−78k3 . . |P |) = P ′[|P ′|−78k3 . . |P ′|) avoid k-periodicity.

Then, P and P ′ are dyckw≤k-equivalent for every skewmetric weight function w.

Proof. Consider a string X and positions pT , pT such that P = X[pT . . pT + |P |), P = X(pT −

|P | . . pT ] are k-synchronized fragments. Denote X ′ = X[0 . . pT ) ·P ′ ·X[pT + |P | . . pT −|P |] ·P ′ ·

X(pT . . |X|]. Moreover, letM∈ M(X) be an alignment such that dyckw(X) = dyckwM(X) ≤ k.

Claim 3.4.16. There exist d, e ∈ [0 . . 78k3] such that (pT + d, pT − d) ∈ M and (pT + |P | −

e, pT − |P |+ e) ∈M.

Proof. By Fact 3.4.12, X[pT . . pT + 78k3) contains a fragment of length at least 78k3−6k
k+1

≥ 36k2

thatM matches perfectly to a fragment of X(pT − 78k3 . . pT ] Thus, let R := X[rT . . rT + |R|)

be a fragment of length at least 36k2 contained in X[pT . . pT + |P |) that M matches perfectly

to X[rT − |R| . . rT ) = R. Moreover, let r′
T

:= pT + pT − rT . If rT = r′
T

, then the claim is

satisfied for d = rT − pT = pT − rT . Otherwise, both X[rT − |R| . . rT ) and X[r′
T
− |R| . . r′

T
) are

occurrences of R in X . Moreover, 0 < |rT − r′
T
| ≤ |(pT − r′

T
)− (pT − rT )| ≤ |(rT − pT )− (pT −

rT )|+ |(rT − pT )− (pT − r′
T
)| ≤ 2dyckwM(X) + 2k ≤ 4k. Hence, per(R) ≤ |rT − r′

T
| ≤ 4k and

exp(R) ≥ |R|
4k
≥ 9k. Since X[r′

T
− |R| . . r′

T
) is contained in X(pT − |P | . . pT ] = P [0 . . 78k3),

this contradicts the assumption that P [0 . . 78k3) and thus P [0 . . 78k3) avoids k-periodicity.

The second part of the claim is proved analogously.

As X[pT +d . . pT +|P |−e) ∈ T and X[pT +d . . pT +|P |−e) = X(pT − |P |+ e . . pT − d],

the optimality ofM guarantees that X[pT + d . . pT + |P | − e) ≃M X(pT − |P |+ e . . pT − d].
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Hence, if P = X[pT . . pT + |P |) = X(pT − |P | . . pT ] is replaced with P ′, we can interpret this as

P [d . . |P | − e) = X[pT + d . . pT + |P | − e) = X(pT − |P |+ e . . pT − d] with P ′[d . . |P ′| − e).

Since X[pT + d . . pT + |P | − e) ≃M X(pT − |P |+ e . . pT − d], the alignmentM can be trivially

adapted without modifying its cost, and therefore dyckw(X ′) ≤ dyckwM(X) = dyckw(X). The

converse inequality follows by symmetry between (X,P ) and (X ′, P ′).

Corollary 3.4.17. Let k ∈ Z+. For every string P ∈ T ∗, there exists a string of length at most

156k3 that is dyckw≤k-equivalent to P for every skewmetric weight function w.

Proof. We proceed by induction on |P | with the trivial base case of |P | ≤ 156k3. If |P | ≥ 156k3

and P avoids k-periodicity, then Lemma 3.4.15 implies that P is equivalent to a string P ′ :=

P [0 . . 78k3) · P [|P | − 78k3 . . |P |) of length 156k3. Thus, suppose that P contains a fragment

P [i . . j) = Q8k+1 and |Q| ∈ [1 . . 4k]. By Lemma 3.4.13, Q8k+1 is equivalent to Q8k, and thus

P is equivalent to a string P ′ := P [0 . . i) · P [i + |Q| . . |P |). By the inductive assumption, P ′

is equivalent to some string P ′′ of length at most 156k3, and, by transitivity of the considered

equivalence, P is also equivalent to P ′′.

3.4.4 Algorithm

Lemma 3.4.18. There exists a linear-time algorithm that, given a string P and an integer k ∈ Z+,

constructs a string P ′ of length at most 156k3 that is dyckw≤k-equivalent to P for every skewmetric

weight function w. Moreover P ′ avoids k-periodicity.

Proof. We apply Algorithm 9 with e = 8k andQ consisting of all primitive strings in T ∗ of length

in [1 . . 4k]. If the resulting string P ′ satisfies |P ′| < 156k3, we return P ′. By Lemmas 3.2.13

and 3.4.13, the string P ′ is dyckw≤k-equivalent to P and avoids k-periodicity. Thus, if |P ′| ≤
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Algorithm 16: Construct a string of length at most 156k3 that is dyckw≤k-equivalent to
P .

1 DyckReduction(P, k):
2 P ′ ← PeriodicityReduction(P, 8k, {Q ∈ T+ : |Q| ≤

4k and Q is primitive});
3 if |P ′| ≥ 156k3 then return P ′[0 . . 78k3) · P ′[|P ′| − 78k3 . . |P ′|);
4 else return P ′;

156k3, then the algorithm is correct. Otherwise, we return P ′[0 . . 78k3) · P ′[|P ′| − 78k3 . . |P ′|).

P ′[0 . . 78k3) and P ′[|P ′| − 78k3 . . |P ′|) both avoid k-periodicity, so P ′[0 . . 78k3) · P ′[|P ′| −

78k3 . . |P ′|) is dyckw≤k-equivalent to P by Lemma 3.4.15. Due to Lemma 3.2.13, the running time

is linear (testing whether a primitive fragment belongs toQ simplifies to checking if its length does

not exceed 4k.)

Theorem 3.4.19. There exists a O(n + k5)-time algorithm that, given a preprocessed string X

and an integer k ∈ Z+, constructs strings X ′ of lengths at most 630k4 such that dyckw≤k(X) =

dyckw≤k(X
′) holds for every skewmetric weight function w.

Proof. Our procedure is implemented as Algorithm 17. First, if X is already of length at most

630k4, then we return X as it is. If dyck(X) > k, we return strings ak+1, where a ∈ Σ is an

arbitrary character. If dyck(X) ≤ k, we construct a Dyck language alignment M ∈ M(X) of

(unweighted) cost at most k. We then build the output string X ′ using M as follows: scan X

from left to right, if the the scanned character X[i] is edited by M we append it to X ′ (here

Order(i, j) = 1 if j > i otherwise it is 0). Otherwise X[i] is matched underM. If X[i] ∈ T , we

proceed with scanning the following characters to identify the maximal fragment P = X[i . . j) ∈

T ∗ such that there is a fragment X(i′ . . j′] where dyck(X[i . . j)X(i′ . . j′]) = 0 and M matches

X[i . . j) with X(i′ . . j′]. Next we apply the reduction of Lemma 3.4.18 on P and append the
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Algorithm 17: Construct strings X ′ of length at most 630k4 such that dyckw≤k(X) =
dyckw≤k(X

′)

1 DyckKernel(X, k):
2 if |X| ≤ 630k4 then return (X);
3 if dyck(X) > k then return (ak+1) for some a ∈ Σ;
4 LetM∈ M(X) be a dyck language alignment satisfying dyckM(X) ≤ k;
5 X ′, P,Q← ε;
6 for i← 0 to n− 1 do
7 ifM(i) = ⊥ or dyck(X[i]X[M(i)]) · Order(i,M(i)) = 1 or

dyck(X[M(i)]X[i]) · Order(M(i), i) = 1 then
8 X ′ ← X ′ ·X[i]
9 else if X[i] ∈ T andM(i+ 1) =M(i)− 1 and

dyck(X[i+ 1]X[M(i)− 1]) = 0 then
10 P ← P ·X[i]
11 else if X[i] ∈ T then
12 P ← P ·X[i];
13 P ← DyckReduction(P, k);
14 X ′ ← X ′ · P ;
15 P ← ε;
16 else if X[i] ∈ T andM(i+ 1) =M(i)− 1 and

dyck(X[M(i)− 1]X[i+ 1]) = 0 then
17 Q← Q ·X[i]
18 else
19 Q← Q ·X[i];

20 Q← DyckReduction(Q, k);
21 X ′ ← X ′ ·Q;
22 Q← ε;
23 return (X ′)
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reduced string to X ′. Otherwise X[i] ∈ T . Here also we proceed with scanning the following

characters to identify the maximal fragment Q = X[i . . j) ∈ T
∗

such that there is a fragment

X(i′ . . j′] where dyck(X(i′ . . j′]X[i . . j)) = 0 andM matches X[i . . j) with X(i′ . . j′]. Next we

consider the Q (note Q ∈ T ∗), apply the reduction of Lemma 3.4.18 on Q and append the reverse

complement of the reduced string to X ′.

Let us now prove that the resulting string X ′ satisfies dyckw≤k(X) = dyckw≤k(X
′). This

is trivial when the algorithm returns X in Algorithm 17. If dyck(X) > k, then dyck≤k(X) =

dyck≤k(a
k+1) = ∞ and thus also dyckw≤k(X) = dyckw≤k(a

k+1) = ∞ because the weighted Dyck

edit distance with a normalized weight function is at least as large as the unweighted Dyck edit

distance. In the remaining case we assume dyck(X) ≤ k. Let S = {P1, . . , Pℓ} be the set of

fragments from T ∗ that are ever generated and processed using DyckReduction() routine at

Line 13. Similarly let S = {Q1, . . , Qℓ′} be the set of fragments from T
∗

that are ever generated

and whose reveres complements are processed using DyckReduction() routine at Line 20. By

construction it is trivial to follow that (i) the fragments are disjoint; (ii) for all i ∈ [0 . . n), if X[i] ∈

T and is not edited byM, then there exist some Pj such that X[i] ∈ Pj and if X[i] ∈ T and is not

edited byM, then there exist some Qj such that X[i] ∈ Qj; (iii) The fragments are maximal in a

sense that if Pi = X[a . . b) ∈ S, then eitherM(b) ̸=M(b− 1)− 1 or X[b] ̸= X[M(b)] and same

holds for the fragments in S. Next we prove for each Pi = X[a . . b) ∈ S, ∃Qj = X(c . . d] ∈ S,

such that |Pi| = |Qj| and for all k ∈ [0 . . |Pi|), (a + k, d − k) ∈ M and X[a + k] = X[d− k].

For this we first claim thatM(b − 1) is a starting index of some Qj ∈ S. As otherwiseM(b) =

M(b−1)−1 and X[b] ̸= X[M(b)]; this contradicts the maximality of Pi. Further by construction

for all k ∈ [a . . b), X[M(k)] ∈ Qj . Finally we argueM(a) is a ending index of Qj . As otherwise

M(a − 1) =M(a) + 1 and this contradicts the fact that a is the starting index of some segment
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from S. Similarly we can show for each Qj ∈ S there is a corresponding match Pi ∈ S and this

provides an one to one correspondence between a pair of fragments from S and S. Thus for a

fragment Pi ∈ S letM(Pi) represents the corresponding matched fragments from S and we can

represent S ∪ S = ∪i∈[ℓ](Pi,M(Pi)). Following Fact 3.4.11, Pi,M(Pi) are k-synchronized. Next

in the algorithm for each pair (Pi,M(Pi)) we add strings DyckReduction(Pi) representing

Pi and DyckReduction(Pi) (note M(Pi) = Pi) representing M(Pi) to X ′. Following the

fact that every character that is not contained in a fragment from S ∪ S is edited byM and thus

copied to X ′ directly, by applying Lemma 3.4.18 repeatedly for every pair (Pi,M(Pi)), we claim

dyckw≤k(X) = dyckw≤k(X
′).

Next, we show that the returned string is of length at most 630k4. This is clear when the

algorithm terminates at Line 2 or 3. Otherwise, we create a string X ′, to which we directly copy

the characters that are edited byM. However there are at most 2k characters thatM deletes or

substitutes. Next we identify maximal fragments P = X[i . . j) ∈ T ∗ such that there is another

fragment X(i′ . . j′] ∈ T
∗

that is matched with P byM. The maximality of P and the preprocess-

ing of X ensure that at least one of X[j] and X[i′] is edited byM, We call these characters the

boundary characters for P . Notice for any two distinct fragments P, P ′ ∈ T ∗, the the boundary

characters are different and by construction P, P ′ are disjoint. As there are at most 2k characters

thatM edits, we conclude there can be at most 2k fragments over T ∗, that our algorithm can con-

struct. For each such fragment following the reduction of Lemma 3.4.18, we add a substring of

length 156k3 to X ′. Thus the total length of all the substrings is 312k4. Similarly we can argue for

the fragments Q ∈ T
∗
. Thus we can bound the total length of X ′ by 2 · 312k4 + 2k < 630k4.

It remains to analyze the complexity of our procedure. We use the algorithm [Fried et al.,

2022] to check whether dyck(X) ≤ k and, if so, construct the alignmentM. This costs O(n +
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k5) time. Next we perform a single left to right scan of X . Throughout, all the conditions in

the if/else statements can be checked in O(1) time. Moreover any character is passed to the

DyckReduction() routine at most twice. Thus following Lemma 3.4.18, given X and M,

X ′ can be constructed in linear time.

Proof of Theorem 3.1.3. We first preprocess X in linear time following the steps described in Sec-

tion 3.4.2.1 to build strings X ′ such that dyckw≤k(X
′) = dyckw≤k(X). Next we apply Theorem 3.4.19

on X ′, to build strings X ′′ of length O(k4) such that dyckw≤k(X
′′) = dyckw≤k(X

′). This takes time

O(n + k5). Lastly if X = ak+1 (this can be checked in time O(k)) output the distance is > k.

Otherwise we compute dyckw≤k(X
′′) using the dynamic program algorithm from [Myers, 1995] in

time O(k12). Thus the total running time is O(n+ k12).

3.5 Deferred Proofs from Section 3.2

In the following, we give the missing proofs of facts from Section 3.2.

Fact 3.2.5. If w is a quasimetric on Σ̄, then edw is a quasimetric on Σ∗. In this case, edw(X, Y )

can be equivalently defined as the minimum cost of a sequence of edits transforming X into Y .

Proof. Consider arbitrary strings X,Y, Z ∈ Σ∗ as well as alignments A = (xt, yt)
m
t=0 ∈ A(X, Y )

and B = (ŷt, ẑt)
m̂
t=0 ∈ A(Y, Z). We construct a product alignment A ⊗ B ∈ A(X,Z) such that

edwA⊗B(X,Z) ≤ edwA(X, Y ) + edwB(Y, Z). Let us denote A′ = (xt, yt)
m−1
t=0 and B′ = (ŷt, ẑt)

m̂−1
t=0 , as

well as X ′ = X[0 . . |X| − 1) if X ̸= ε, Y ′ = Y [0 . . |Y | − 1) if Y ̸= ε, and Z ′ = Z[0 . . |Z| − 1)

if Z ̸= ε. We proceed by induction on m + m̂ and consider several cases based on how A and B

handle the trailing characters of X , Y , and Z.
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1. m = m̂ = 0. In this case, X = Y = Z = ε, and we define A ⊗ B := (0, 0). Trivially,

edwA⊗B(X,Z) = 0 = edwA(X, Y ) + edwB(Y, Z).

2. (xm−1, ym−1) = (|X| − 1, |Y |), that is, A deletes X[|X| − 1]. In this case, A′ ∈ A(X ′, Y ),

and we define A ⊗ B := (A′ ⊗ B) ⊙ (|X|, |Z|), where ⊙ denotes concatenation, so that

A ⊗ B deletes X[|X| − 1]. By the induction hypothesis, edwA⊗B(X,Z) = edwA′⊗B(X
′, Z) +

w(X[|X|−1], ε) ≤ edwA′(X ′, Y )+edwB(Y, Z)+w(X[|X|−1], ε) = edwA(X, Y )+edwB(Y, Z).

3. (ŷm̂−1, ẑm̂−1) = (|Y | − 1, |Z|), that is, B inserts Z[|Z| − 1]. In this case, B′ ∈ A(Y, Z ′), and

we defineA⊗B := (A⊗B′)⊙ (|X|, |Z|) so thatA⊗B inserts Z[|Z|−1]. By the induction

hypothesis, edwA⊗B(X,Z) = edwA⊗B′(X,Z ′)+w(ε, Z[|Z|−1]) ≤ edwA(X, Y )+edwB′(Y, Z ′)+

w(ε, Z[|Z| − 1]) = edwA(X, Y ) + edwB(Y, Z).

4. (xm−1, ym−1) = (|X|, |Y |− 1) and (ŷm̂−1, ẑm̂−1) = (|Y |−1, |Z|), that is,A inserts Y [|Y |−

1] and B deletes Y [|Y | − 1]. In this case, A′ ∈ A(X, Y ′) and B′ ∈ A(Y ′, Z), and we

define A ⊗ B := A′ ⊗ B′. By the induction hypothesis, edwA⊗B(X,Z) = edwA′⊗B′(X,Z) ≤

edwA′(X, Y ′) + edwB′(Y ′, Z) ≤ edwA(X, Y ) + edwB(Y, Z).

5. (xm−1, ym−1) = (|X|, |Y | − 1) and (ŷm̂−1, ẑm̂−1) = (|Y | − 1, |Z| − 1), that is, A inserts

Y [|Y | − 1] and B aligns Y [|Y | − 1] with Z[|Z| − 1]. In this case, A′ ∈ A(X, Y ′) and

B′ ∈ A(Y ′, Z ′), and we define A ⊗ B := (A′ ⊗ B′) ⊙ (|X|, |Z|) so that A ⊗ B inserts

Z[|Z|−1]. By the induction hypothesis, edwA⊗B(X,Z) = edwA′⊗B′(X,Z ′)+w(ε, Z[|Z|−1]) ≤

edwA′(X, Y ′)+ edwB′(Y ′, Z ′)+w(ε, Y [|Y | − 1])+w(Y [|Y | − 1], Z[|Z| − 1]) = edwA(X, Y )+

edwB(Y, Z).

6. (xm−1, ym−1) = (|X| − 1, |Y | − 1) and (ŷm̂−1, ẑm̂−1) = (|Y | − 1, |Z|), that is, A aligns

X[|X| − 1] with Y [|Y | − 1] and B deletes Y [|Y | − 1]. In this case, A′ ∈ A(X ′, Y ′) and

B′ ∈ A(Y ′, Z), and we define A ⊗ B := (A′ ⊗ B′) ⊙ (|X|, |Z|) so that A ⊗ B deletes
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X[|X| − 1]. By the induction hypothesis, edwA⊗B(X,Z) = edwA′⊗B′(X ′, Z) + w(X[|X| −

1], ε) ≤ edwA′(X ′, Y ′) + edwB′(Y ′, Z) + w(X[|X| − 1], Y [|Y | − 1]) + w(Y [|Y | − 1], ε) =

edwA(X, Y ) + edwB(Y, Z).

7. (xm−1, ym−1) = (|X| − 1, |Y | − 1) and (ŷm̂−1, ẑm̂−1) = (|Y | − 1, |Z| − 1), that is, A

aligns X[|X| − 1] with Y [|Y | − 1] and B aligns Y [|Y | − 1] with Z[|Z| − 1]. In this case,

A′ ∈ A(X ′, Y ′) and B′ ∈ A(Y ′, Z ′), and we define A⊗B := (A′ ⊗B′)⊙ (|X|, |Z|) so that

A ⊗ B aligns X[|X| − 1] with Z[|Z| − 1]. By the induction hypothesis, edwA⊗B(X,Z) =

edwA′⊗B′(X ′, Z ′) + w(X[|X| − 1], Z[|Z| − 1]) ≤ edwA′(X ′, Y ′) + edwB′(Y ′, Z) + w(X[|X| −

1], Y [|Y | − 1]) + w(Y [|Y | − 1], Z[|Z| − 1]) = edwA(X, Y ) + edwB(Y, Z).

It is easy to check that the above cases cover all the possibilities. In particular, Case 2 covers the

case of m̂ = 0 < m whereas Case 3 covers the case of m = 0 < m̂. We also remark that Cases 2

and 3 are sometimes both applicable; by convention, we then follow Case 2. Finally, we note that

Cases 5–7 rely on the assumption that w satisfies the triangle inequality. This completes the proof

of the first part of the fact.

To show that edw(X, Y ) can be equivalently defined as the minimum cost of a sequence of

edits transforming X into Y , we first consider each of the operations in a minimum alignment A

of X and Y individually to build a sequence of edits S fromA. We iterate through all pairs (xt, yt)

ofA from right to left starting with t = m−1, stopping after t = 0 has been handled, and building

S according to the definition of alignments:

1. If (xt, yt) = (xt+1 − 1, yt+1 − 1) and X[xt] = Y [yt], we add nothing to S.

2. If (xt, yt) = (xt+1 − 1, yt+1 − 1) and X[xt] ̸= Y [yt], we add a substitution of X[xt] with

Y [yt] to S.
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3. If (xt, yt) = (xt+1 − 1, yt+1), we add a deletion of X[xt] to S.

4. If (xt, yt) = (xt+1, yt+1 − 1), we add an insertion of Y [yt] at position xt in X to S.

In all cases, we decrement t by 1. Clearly the resulting sequence of edits has the same cost

as A, and by the definition of alignments, S transforms X into Y . We now consider a minimum

sequence of edits S that transforms X to Y and build an alignment A ∈ A(X, Y ) from S such

that edwA(X, Y ) ≤ cost(S) (we let cost(S) denote the total cost of edits by S). We use notation

A′, X ′, Y ′ as before, and proceed by induction to construct A:

1. If X[|X|−1] is deleted by S and a character is inserted at the end of X , thenA′ ∈ A(X ′, Y ′)

and we set A = A′ ⊙ (|X|, |Y |). We note that the inserted character c may be substituted

to Y [|Y | − 1]. We let S ′ be the sequence S without the insertion, deletion, and if possible

substitution on the last character of X . By the induction hypothesis and triangle inequality,

edA(X, Y ) = edA′(X ′, Y ′) + w(X[|X| − 1], Y [|Y | − 1]) ≤ edA′(X ′, Y ′) + w(X[|X| −

1], ε)+w(ε, Y [|Y |−1]) ≤ edA′(X ′, Y ′)+w(X[|X|−1], ε)+w(ε, c),+w(c, Y [|Y |−1]) ≤

cost(S ′) + w(X[|X| − 1], ε) + w(ε, c),+w(c, Y [|Y | − 1]) = cost(S).

2. If X[|X|−1] is deleted by S and no character is inserted at the end of X , thenA′ ∈ A(X ′, Y )

and we set A = A′ ⊙ (|X|, |Y |). We let S ′ be the sequence S without the deletion of

X[|X| − 1]. By the induction hypothesis, edA(X, Y ) = edA′(X ′, Y ) + w(X[|X| − 1], ε) ≤

cost(S ′) + w(X[|X| − 1], ε) = cost(S).

3. If a character is inserted at the end of X , thenA′ ∈ A(X, Y ′) and we setA = A′odot(|X|, |Y |).

We let S ′ be the sequence S without this insertion. By the induction hypothesis, edA(X, Y ) =

edA′(X, Y ′) + w(ε, Y [|Y | − 1], ε) ≤ cost(S ′) + w(ε, Y [|Y | − 1]) = cost(S).

4. If X[|X|−1] is substituted by S, thenA′ ∈ A(X ′, Y ′) and we setA = A′⊙(|X|, |Y |). We let
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S ′ be the sequence of S without any substitutions of X[|X|−1] and let C be an ordered list of

characters substituted by S at X[|X| − 1]. Then, by the induction hypothesis, edA(X, Y ) =

edA′(X ′, Y ′)+w(X[|X|−1], Y [|Y |−1]) ≤ edA′(X ′, Y ′)+
∑|C|−1

i=0 w(ci, ci+1) ≤ cost(S ′)+∑|C|−1
i=0 w(ci, ci+1) = cost(S).

By induction, we can see that there exists an alignment A with cost at most that of S.

Fact 3.2.6. Consider a string X and its fragment X[i . . j). Then, for every quasimetric w, we have

edw(X,X[i . . j)) = edw(X[0 . . i) ·X[j . . |X|), ε).

Proof. The unique alignment in A(X[0 . . i) · X[j . . |X|), ε) deletes all characters, and therefore

edw(X[0 . . i) ·X[j . . |X|), ε) =
∑

u∈[0. .i)∪[j. .|X|) w(X[u], ε).

Next, consider an alignmentA ∈ A(X,X[i . . j)) that deletes X[0 . . i), matches X[i . . j) per-

fectly, and deletes X[j . . |X|). Hence, edw(X,X[i . . j)) ≤ edwA(X,X[i . . j)) =
∑

u∈[0. .i)∪[j. .|X|) w(X[u], ε) =

edw(X[0 . . i) ·X[j . . |X|), ε).

Now, let Y = X[i . . j) and consider an arbitrary alignment B ∈ A(X, Y ). For each

u ∈ [0 . . i)∪ [j . . |X|), we recursively define a sequence (cu,t)mu
t=0 so that cu,0 = u, the alignment B

aligns X[cu,t] to Y [cu,t+1 − i] = X[cu,t+1] for t ∈ [0 . .mu), and B deletes X[cu,mu ]. By construc-

tion, the sequences (cu,t)mu
t=0 are finite and each position in X belongs to at most one such sequence.

Moreover, since w is quasimetric, w(X[cu,t], ε) ≤ w(X[cu,t], X[cu,t+1])+w(X[cu,t+1], ε) holds for

every t ∈ [0 . .mu), and thus w(X[cu,0], ε) ≤ w(X[cu,mu ], ε) +
∑

t∈[0. .mu)
w(X[cu,t], X[cu,t+1]).

Since B deletes X[cu,mu ] and X[cu,t] ∼B Y [cu,t+1 − i] = X[cu,t+1] holds for t ∈ [0 . .mu), this
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yields

edwB(X, Y ) ≥
∑

u∈[0. .i). .[j∪|X|)

w(X[cu,mu ], ε) +
∑

t∈[0. .mu)

w(X[cu,t], X[cu,t+1])


≥

∑
u∈[0. .i). .[j∪|X|)

w(X[u], ε)

= edw(X[0 . . i) ·X[j . . |X|), ε).

Since B was chosen arbitrarily, we conclude that edw(X, Y ) ≥ edw(X[0 . . i) ·X[j . . |X|), ε).
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Part II

Dynamic Tree and Dyck Distance
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Chapter 4: Dynamic Dyck and Tree Edit Distance: Decompositions and Reduc-

tions to String Edit Distance

4.1 Introduction

The Dyck language represents the set of well-balanced sequences of parentheses and is

one of the most fundamental context-free languages. Early work by Chomsky and Schützen-

berger [Chomsky and Schützenberger, 1963] showed that a nondeterministic version of Dyck is

equivalent to the entire set of context-free grammars. Since then, the Dyck language has not

only played a pivotal role in formal language theory but has also found numerous applications in

other fields. For example, the popular RNA folding problem in bioinformatics requires a similar

balance condition between various nucleotides [Nussinov and Jacobson, 1980, Bringmann et al.,

2019, Das et al., 2022b] and the modern-day programming languages HTML, XML, and JSON

maintain balanced sequences of parentheses to determine the structure of stored information. Most

of these applications also require correcting errors, and thus determining how far the underlying

data semantics deviate from the well-balanced property. This is formulated as the Dyck edit dis-

tance and has been studied since the early seventies [Aho and Peterson, 1972]. The Dyck edit

distance counts the minimum number of insertions, deletions, and substitutions needed for a given

parenthesis string to become well balanced, that is to become a member of the Dyck language.
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Furthermore, in many of the above applications, the parenthesis strings being considered change

frequently (e.g., mutations in RNA sequences, edits in programming text, etc.) and the correspond-

ing Dyck edit distance must be recomputed many times over. This motivates the study of dynamic

Dyck edit distance where the goal is to maintain the Dyck edit distance quickly over such updates.

Along with Dyck edit distance, we consider a fundamental measure of distances over trees:

tree edit distance. The tree edit distance involves comparing two ordered, rooted, and labeled

trees to determine the minimum number of node insertions, deletions, and relabelings required to

transform one tree into another. Originally introduced by Selkow [Selkow, 1977], tree edit distance

has found a wide range of applications including in computational biology (e.g., in analyzing

RNA molecules, whose secondary structure is depicted as a rooted tree) [Bille, 2005, Gusfield,

1997, Harel and Tarjan, 1984, Shapiro and Zhang, 1990], image analysis [Bunke and Shearer,

1998], and compiler optimization [Demaine et al., 2010], as well as in NoSQL big databases like

MongoDB [MongoDB, 2022]. Like in Dyck edit distance, the change in underlying data requires

updating the tree edit distance, and the goal of dynamic tree edit distance is to maintain these

updates quickly.

In this work, we initiate the study of dynamic Dyck and tree edit distance problems. In

this setting, the underlying sequence goes through dynamic insertions, deletions, and substitu-

tions. The goal is to maintain Dyck edit distance or tree edit distance fast with such updates. The

dynamic variants are particularly important for practical applications, such as efficiently tracking

and updating changes in structured documents or correcting compilation errors. However, even

the fastest known algorithms in the static setting for these problems are quite slow. The static

Dyck edit distance problem admits a simple folklore O(n3)-time dynamic programming solution

which was improved in a series of papers [Bringmann et al., 2019, Williams and Xu, 2020, Chi
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et al., 2022a, Chi et al., 2022b] to Õ(n
3+ω
2 )1 where ω is the exponent of fast matrix multiplication,

ω ≤ 2.371339 from [Alman et al., 2024]. For tree edit distance, Mao [Mao, 2021] gave the first

subcubic algorithm with a runtime of O(n2.9546) for tree edit distance, which was then slightly

improved by Dürr to 2.9148 [Dürr, 2023]. While this improvement came after a long series of

works [Tai, 1979, Zhang and Shasha, 1989, Klein, 1998, Demaine et al., 2010], it also uses fast

matrix multiplication. For both of these problems, the best combinatorial algorithms that do not

use fast matrix multiplication stands at O(n3), and fine-grained complexity states that this running

time is conditionally optimal [Abboud et al., 2018, Bringmann et al., 2020].

To obtain faster static running time, a series of work have studied designing approximation

algorithms [Saha, 2014, Saha, 2015, Das et al., 2022b, Koucký and Saks, 2023, Boroujeni et al.,

2019, Seddighin and Seddighin, 2022]. If we concentrate our attention to nearly-linear time algo-

rithms, that is algorithms running in O(n1+ϵ) time for any ϵ > 0, the best known approximation

factor known for the Dyck edit distance is O(log n) in O(n1+ϵ) time for any constant ϵ > 0 and

O(2
√
logn log logn) in O(n1+o(1)) time 2, whereas for the tree edit distance, it is O(

√
n) in Õ(n)

time [Boroujeni et al., 2019]. This raises the following question.

Can we obtain a dynamic algorithm for the Dyck and Tree edit distance problems that have

update times of nϵ, ϵ > 0, and achieve approximation factors that are close to known near-linear

time static algorithms for these problems?

Results. In this paper, we make significant progress towards resolving the above question. We

show for the Dyck edit distance, if we allow no(1) update time, then a O(2
√
logn log logn) approxima-

1Õ(n) notation is commonly used to hide poly log n factors.
2These bounds come from [Saha, 2014,Koucký and Saks, 2023] utilizing the best bounds known for the string edit

distance problem in the desired time bounds [Andoni and Onak, 2012, Andoni and Nosatzki, 2020].
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tion is possible. On the other hand, if we let the update time to be nϵ, for any constant ϵ > 0, then

we can achieve an approximation factor of (log n)O( 1
ϵ
).

Theorem 4.1.1. (Informal) There exists a randomized dynamic algorithm, that maintains a

poly log n-approximation of Dyck edit distance (correctly with high probability against an oblivi-

ous adversary) for an (initially empty) string X of length at most n undergoing edits. The expected

amortized update time of the algorithm is nO(ϵ) per update for any constant ϵ > 0. Moreover, if

we allow an approximation factor of O(2
√
logn log logn), then an expected amortized update time of

no(1) is possible.

For tree edit distance, we get the following result, which achieves an O(
√
n log n)-factor

approximation in the worst case (since the maintained value can be capped by n without loss of

generality). However, when ted(F ,G) is small (less than
√

n/ log n), it achieves a significantly

better approximation ratio. Moreover, the update time is only polylogarithmic.

Theorem 4.1.2. There exists a deterministic dynamic algorithm that, for (initially empty) forests

F and G of size at most n undergoing edits, maintains a value t̃ed(F ,G) such that ted(F ,G) ≤

t̃ed(F ,G) ≤ O(ted(F ,G)2 log n). The algorithm supports updates in O(log3+o(1) n) worst-case

time.

Reductions and Decompositions to String Edit Distance. At the core of two of our main re-

sults lie new dynamic reductions and decomposition methods to string edit distance. Simplistically

speaking, we show an instance of a Dyck edit distance problem can be decomposed into multiple

disjoint string edit distance instances in such a way that it is possible to maintain this decomposition

fast with dynamic updates, and we do not lose much in the approximation factor. In the static set-

ting, Saha [Saha, 2014] gave the first such decomposition method for Dyck edit distance that loses
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a log n factor in approximation. While her method was randomized, Koucký and Saks [Koucký

and Saks, 2023] simplified the reduction and made it deterministic. In this paper, one of our main

contributions is to implement a novel decomposition inspired by these reductions under dynamic

updates.

For tree edit distance, we also take a similar approach. We show there exists a reduction from

tree edit distance to a single instance of string edit distance which loses only an O(
√
n) factor in

the approximation. This significantly improves the best-known such result by Akutsu, Fukagawa,

and Takasu [Akutsu et al., 2010b] that provides an O(n3/4)-approximate reduction, and only for

trees that have constant maximum degree. Not only do we improve the approximation factor in the

static setting, we also show how this reduction can be maintained dynamically. Using this novel

tree to string reduction, we are able to obtain the following dynamic result.

Theorem 4.1.3. (Informal) There exists a randomized dynamic algorithm, that maintains an

O(n
1
2
+o(1))-approximation of tree edit distance between F and G (correctly with high probabil-

ity against an oblivious adversary) for (initially empty) forests F ,G of size at most n undergoing

edits. The expected amortized update time of the algorithm is no(1) per edit.

The above approach is both simple and powerful as it enables us to use the known dynamic

approximation algorithms for string edit distance [Kociumaka et al., 2023] as a black box.

Compared to dynamic graph algorithms, the development in dynamic string algorithms is

relatively recent [Chen et al., 2013b, Charalampopoulos et al., 2020b, Kociumaka et al., 2023,

Bringmann et al., 2024]. We add several important tools to this growing field of research. As

part of our Dyck and tree reductions to string edit distance, we propose a new dynamic heavy-

light decomposition (see Section 4.2.2.3) method where the heavy paths do not need to be split
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or merged, and therefore can be maintained efficiently over updates. Given the significance of

heavy-light decomposition in the literature of strings, we believe our approach will be useful for

many other applications as well.

Improved Static Approximation Algorithm for Tree Edit Distance Our results on tree edit

distance not only give the first nontrivial algorithm in the dynamic setting, it also beats the best

approximation bound known for tree edit distance in linear time. Our approximation algorithm

from Theorem 4.1.2 determines whether a given tree edit distance instance has a distance of at most

k or at least k2 log n for some integer k and input size n. Therefore, as long as ted(F ,G) <
√

n
logn

,

it beats the state-of-the-art linear-time algorithm by achieving the O(
√
n) factor approximation

[Boroujeni et al., 2019].

It is to be noted that k vs k2 gap problem has been studied extensively for string edit dis-

tance [Landau and Vishkin, 1988, Goldenberg et al., 2019, Kociumaka and Saha, 2020], and for

Dyck edit distance [Saha, 2014, Koucký and Saks, 2023]. Unfortunately, none of the prior de-

composition approaches for string problems in this regime extends to tree problems. We provide

a new string decomposition approach that not only can be extended to the tree setting with better

approximation factor and runtime than the previous state-of-the-art for tree edit distance, but can

be easily computed in the dynamic setting as well.

4.1.1 Roadmap

In the remainder of this section, we give a technical overview of our reductions to string

edit distance and our novel tree edit distance approximation algorithm. In Section 4.2, we discuss

relevant preliminaries for our later technical sections. In Section 4.3, we give our dynamic Dyck
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approximation algorithm and proof of its runtime and correctness. In Section 4.4, we give our new

tree to string reduction in both the static and dynamic setting. In Section 4.5, we give our state-of-

the-art tree edit distance approximation algorithm with proof of correctness and its adaptation to

the dynamic setting. Sections 4.6 and 4.7 provide some additional results for exact dynamic Dyck

edit distance using existing techniques from prior work.

4.1.2 Technical Overview

4.1.2.1 Dynamic Dyck Approximation Algorithm.

We start with a technical overview of our first algorithm that approximates Dyck edit distance

in the dynamic setting by reducing the Dyck edit distance instance to a set of dynamic string edit

distance instances. In the static setting, similar reductions were studied [Saha, 2014, Koucký and

Saks, 2023], where the core idea was to decompose the Dyck edit distance instance into multiple

string edit distance instances. Our new dynamic reduction begins with a similar decomposition

concept but employs a new technique that diverges significantly from previous approaches. As

[Koucký and Saks, 2023] directly decomposes the input string, even a single dynamic edit in

their approach can affect multiple string edit distance instances, making it challenging for efficient

dynamic maintenance (we discuss this further in the following paragraphs).

We introduce a new reduction approach that, rather than directly decomposing the input Dyck

edit distance instance, first constructs a tree representation of the Dyck edit distance problem. This

tree is then decomposed into paths using a carefully designed heavy-light decomposition, which

we subsequently convert back into strings. These strings serve as string edit distance instances,

allowing us to approximate the Dyck edit distance of the original parenthesis sequence. Our heavy-
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light decomposition is specifically tailored to enable polylogarithmic maintenance time, resulting

in a sub-polynomial update time. While the steps of our new reduction and the static reduction

are completely distinct, we are able to use one of the core analysis techniques from the static

reduction to prove that our new reduction achieves a logarithmic approximation factor statically

and a sub-polynomial approximation factor dynamically.

We now provide a brief overview of the reduction and analysis framework of [Koucký and

Saks, 2023] and discuss the challenges of maintaining the reduction dynamically. Following this,

we introduce our new dynamic reduction and provide an overview of the technical details and

analysis for our main Dyck edit distance result.

Reduction from Dyck to String Edit Distance in the Static Setting [Koucký and Saks, 2023].

Given an input string X , the Dyck to string reduction of [Koucký and Saks, 2023] begins by con-

structing a collection C(X) of strings corresponding to subsequences of X such that each string

contains a sequence of opening parentheses followed by a sequence of closing parentheses of equal

length. Each string in C(X) corresponds to an instance of the string edit distance problem, and the

resulting string edit distance instances are used to compute an approximation for the Dyck edit

distance of X .

The construction of C(X) begins by partitioning X according to its LR-decomposition where

each part of the LR-decomposition is a maximal-length disjoint substring composed of a sequence

of opening parentheses followed by a sequence of closing parentheses, called LR-segments. For

each LR-segment, either a prefix of opening parentheses or a suffix of closing parentheses is

trimmed so that the remaining string has an equal number of opening and closing parentheses.

The resulting substring of X is added to C(X) and removed from X for the remainder of the
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Iteration X1 C(X1)

1 (([(]([]]](()(()))]] (], ([]], (), (())

2 (([]()]] (], ([]], (), (()), [], ()

3 ((]] (], ([]], (), (()), [], (), ((]]

Table 4.1: The above table contains an example of the construction routine for C(X1) given string
X1. The red and blue parenthesis coloring separate the LR-segments of X1 in each iteration.

Iteration X2 C(X2)

1 (([(([]]](()(()))]] (([]]], (), (())

2 (([()]] (([]]], (), (()), ([()]]

3 ( (([]]], (), (()), ([()]]

Table 4.2: The above table contains an example of the construction routine for C(X2) given string
X2. The red and blue parenthesis coloring separate the LR-segments of X2 in each iteration. X1

and X2 differ by a single parenthesis, X1[4] is not present in X2. However, C(X1) and C(X2) differ
in over half of their strings.

construction algorithm. After each LR-segment is processed, the input string X is comprised of

exactly the trimmed prefixes and suffixes. This process is then repeated iteratively until only a

sequence of opening or a sequence of closing parentheses remains in X . See Table 4.1 for an

example of the construction of C(X1) for a string X1.

The collection C(X) constructed as above corresponds to a set of string edit distance in-

stances that are used to approximate the Dyck edit distance of X . For each LR-segment in C(X),

recall that the segment contains a sequence of opening parentheses followed by a sequence of clos-

ing parentheses. Each segment is split in half, the closing parenthesis sequence is reversed, and

each closing parenthesis is replaced with an opening parenthesis of the same type.3 The sum of

the edit distances between each pair of halves for each string of the LR-decomposition yields an

O(log n)-approximation of the Dyck edit distance for the original input string X .

The core concept behind the LR-decomposition comes from a natural observation. Note

3e.g., segment “(([((}))])” would become pair “(([((”, “([(({” .
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that the Dyck edit distance can be defined as the number of deletions or substitutions needed to

balance a parenthesis string. In a balanced parenthesis string, every parenthesis has a “match”: the

parenthesis with opposite parity (open or closed), of the matching type and matching height. Here

the height of a parenthesis is defined as the difference between the number of opening and closing

parentheses preceding it, see Figure 4.1a. Consider an opening parenthesis followed immediately

by a closing parenthesis contained in a parenthesis string. If these parentheses do not match after

all edits in an optimal sequence, one of the two parentheses must have been deleted. Instead, the

sequence could be modified to match these two parentheses, which may require a substitution to

align their types and an additional deletion for a later parenthesis that was intended to match with

one of them. This adjustment would require 2 edits instead of the original 1 to handle this pair of

parentheses.

This simple idea can be extended to LR-segments of X that contain an equal number of

opening and closing parentheses. If d of the opening parentheses in an LR-segment are not matched

to the following sequence of d closing parentheses after performing an optimal sequence of edits,

then at least d deletions must take place on this LR-segment. These d deletions can be replaced with

d substitutions with an additional d deletions of the later parentheses to obtain a 2-approximation

for the number of edits required to balance the parentheses in this LR-segment. By computing

this approximation for each segment of the LR-decomposition of X , a 2-approximation of the

number of edits needed to balance all characters contained in these segments is found excluding a

prefix of opening parentheses or a suffix of closing parentheses per segment. The same steps are

repeated iteratively on the string comprised of the remaining prefixes and suffixes until no more

LR-segments are contained in X . Since over half of the string is removed in each iteration, there

are O(log n) iterations. Determining the substitutions and deletions needed for each LR-segment
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can be done by computing the string edit distance between the two halves of the LR-segment.

Thus, the LR-decomposition provides a way to achieve a 2 · O(log n)-approximation for the Dyck

edit distance.

Reduction from Dyck to String Edit Distance in the Dynamic Setting. The key challenge in im-

plementing this reduction dynamically is maintaining C(X) as the input string X undergoes up-

dates. Reconstructing the collection of strings after each update following the above construction

method is too time-consuming. Even a single pass to parse the entire string to compute the LR-

decomposition, and then to trim prefixes and suffixes would require linear time in the number of

LR-segments, which could be O(n) in the worst case.

Furthermore, a single parenthesis insertion or deletion in X can change a super-constant

number of strings in C(X), see Table 4.2 for an example of how deleting a single parenthesis greatly

changes C(X). A key challenge, therefore, lies in structuring C(X) to efficiently identify and

update only the affected strings. To address these challenges, rather than constructing a collection

of subsequences of X directly, we first represent X with a tree TX . We then re-frame the reduction

by representing X through a collection of paths within this tree TX .

To build a tree TX from X , we begin by pairing together the opening parentheses and closing

parentheses of equal height, which we refer to as twins. For each opening parenthesis, its twin

is the closest closing parenthesis to its right that has the same height. Note, that his procedure

defines a one-to-one mapping between opening and closing parentheses in X . Each pair of twins

corresponds to a node in the tree. For an opening parenthesis at index i in X , referred to as

X[i], its corresponding node in the tree is the child of the node that corresponds to the nearest

opening parenthesis X[j] with j < i and of height exactly 1 less than that of X[i]. Any opening
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Figure 4.1: (a) Example of a graph of heights of parentheses in a given input string from [Fried
et al., 2024]. (b) The tree representation TX of parenthesis string X = (1(2(3)3)2(4)4)1(5)5

where matching indices in the subscripts of the parentheses indicate pairs of twins. The path
containing nodes labeled 1, 2, 3 corresponds to string (1(2(3)3)2)1.

parentheses with no parent represent the root of their own tree. In this tree representation of X ,

each path corresponds to an LR-segment of X by arranging the sequence of opening parentheses,

followed by the sequence of closing parentheses, that corresponds to the nodes appearing in the

path. See Figure 4.1b for an example of TX .

To reduce Dyck to string edit distance with our tree representation of X , we first perform a

heavy-light decomposition on TX . We recall the definition of heavy-light decomposition here.

Definition 4.1.4 (Heavy-Light Decomposition). Given a forest F , a heavy-light decomposition of

F assigns a label heavy or light to each node of F . For a given node u ∈ F , a child node v of u is

heavy if ⌊lg |F(v)|⌋ = ⌊lg |F(u)|⌋, and light otherwise. A node with no parent is light by default.

Here, for a node u ∈ F , F(u) denotes the subtree of F rooted at vertex u , and ⌊lg |F(u)|⌋ denotes

the heavy depth of u in F . A set of heavy nodes in F is called a heavy path if it forms a path in F .

As in a typical heavy-light decomposition, every node in a forest has at most one heavy child.

We also make one other useful observation that is folklore for heavy-light decompositions.

Observation 4.1.5. Given a forestF with |F| = n, any root-to-leaf path includes at mostO(log n)

light nodes.
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Once the heavy-light decomposition is obtained, we partition the tree into paths based on

the heavy-light status of each node, ensuring that each path consists solely of heavy nodes except

for the starting node, which is a light node. Since each path of the tree corresponds to a se-

quence of opening and closing parentheses of matching height, the core principle of the reduction

from [Koucký and Saks, 2023] still holds; for each string corresponding to these heavy node paths,

we can find a 2-approximation for the number of edits needed to balance the parentheses in this

string using the corresponding string edit distance estimation. We compute the string edit distance

between the opening and closing parenthesis sequences for each path, and as a heavy-light de-

composition ensures each root-to-leaf path has at most O(log n) light nodes, the 2-approximation

factor only compounds additively O(log n) times. Thus, the re-framed Dyck to string reduction

using the tree still provides an O(log n)-approximation.

New Dynamic Heavy-light Decomposition. With our new tree representation, we have shifted

the challenge of the dynamic approach from maintaining C(X) to maintaining the heavy-light de-

composition of the tree representation of X in the dynamic setting. In a traditional heavy-light

decomposition, which typically designates the child with the largest subtree as heavy while cate-

gorizing the remaining children as light, a single dynamic edit to the tree can result in many nodes

changing their type from heavy to light and vice versa. By defining our heavy-light decomposition

based on the logarithm of the size of the subtrees, a dynamic update to X creates a structured

impact on the nodes of the tree, which our algorithm utilizes. This approach ensures that any

root-to-leaf path contains only O(log n) light nodes, which is consistent with the conventional

heavy-light decomposition. We observe that when a parenthesis is inserted or deleted at index i,

all the parentheses appearing at an index greater than i have their height changed by 1. Further,
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any pair of twin parentheses, where both indices are greater than i, have their height shifted and

thus, these pairs are unaffected. Thus, the only pairs of twins, with opening parenthesis appearing

at an index j1 < i and closing parenthesis appearing at an index j2 > i are affected and need to

be handled. These are exactly the ancestor nodes of the node corresponding to X[i]. Since any

root-to-leaf path can contain at most O(log n) heavy paths, we only need to update a logarithmic

number of heavy paths in the path decomposition of TX for each edit. Moreover, since the heights

of the parentheses only change by 1, we are primarily concerned with a shift of just 1 node between

adjacent affected heavy paths, specifically the first or last nodes of these heavy paths. These are

specifically the nodes that may change their status from heavy to light or vice versa. For each of

these first and last nodes of affected heavy paths, we recompute their heavy-light status by com-

paring the size of their subtree to that of their parent’s subtree. Since we only need to check O(1)

starting and ending nodes per heavy path acrossO(log n) heavy paths, we may maintain the entire

heavy-light decomposition in polylogarithmic time.

When a dynamic update occurs on X , we can identify the set of heavy paths that contain

the ancestor nodes of the node corresponding to the inserted or deleted parenthesis. Subsequently,

we can adjust the first and last nodes of these heavy paths as needed, all within logarithmic time.

For all the affected paths, we then perform O(1) edits on the corresponding string edit distance

instances according to these shifts. By utilizing a dynamic string edit distance algorithm that can

handle dynamic insertions and deletions in sub-polynomial time, we recompute the distances for

these updated instances and then update our Dyck edit distance approximation with these new

distances.

We highlight that our proposed dynamic heavy-light decomposition introduces significantly

new ideas, allowing heavy paths to remain intact without needing to be split or merged. Traditional
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dynamic heavy-light decompositions, such as those in link-cut trees, lack this property and could

not be applied in our reduction (since the dynamic string edit distance approximation does not

support splits and concatenations). Given the heavy-light decomposition’s broad utility, we believe

our approach has potential for further applications and could be of independent interest.

4.1.2.2 Dynamic Approximate Tree to String Edit Distance

We now concentrate our attention on an overview of the Õ(
√
n)-approximation algorithm

for dynamic tree edit distance. Our method begins with a new Õ(
√
n)-approximate reduction from

tree to string edit distance in the dynamic setting. This reduction enables us to use theO(b logb n)-

approximation dynamic string edit distance algorithm where 2 ≤ b ≤ n is an integer parameter

we may set, which has an update time of O(b2(log n)O(logb n)) [Kociumaka et al., 2023] to achieve

our final result. We start by discussing the new reduction in the static setting and then outline the

additional techniques required to implement it dynamically.

Reduction from Tree to String Edit Distance in the Static Setting. In the static setting, the

best-known reduction from string to tree edit distance, developed by Akutsu, Fukagawa, and

Takasu [Akutsu et al., 2010b], provides an Õ(n3/4) approximation. Despite a decade passing,

no improvement has been proposed on this bound and moreover, the reduction only works for con-

stant degree trees. Until now, whether or not there exists a reduction of tree to string edit distance

for unbounded degree trees that has an approximation loss of o(n) remained an open question.

We therefore not only significantly improve the prior bound and provide a reduction offering an

approximation of Õ(
√
n), we show that it works for all trees and can be maintained even when

the trees go through changes over time. In [Akutsu et al., 2010b], the authors convert two rooted
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labeled trees T and T ′ into strings by labeling the edges based on specific structural properties:

a node v is defined as "special" if the subtree rooted at v is small while the subtree rooted at its

parent is large. Labels are assigned to edges based on the presence of special children. Each non-

special edge (u, v) is labeled by v, while each special edge receives a unique label that incorporates

information about the subtrees of v’s special children. After labeling, the trees T and T ′ are con-

verted to strings S and S ′ through an Euler tour. The next step is to compute an optimal string

alignment A between these strings. However, converting A to a valid tree alignment results in an

approximation loss of Õ(n3/4).

Our algorithm is inspired by a similar framework but introduces a new approach from the

outset, beginning with the label generation step. Instead of assigning labels to edges, our method

assigns labels to nodes using a heavy-light decomposition, rather than the heavy subtree approach

in [Akutsu et al., 2010b]. Incorporating heavy-light decomposition in label generation gives us

more flexibility in exploiting the structural properties of the Euler tour representation, allowing the

optimal string alignment to be transformed directly into a valid tree alignment with an improved

approximation guarantee. Our string-to-tree alignment step is also entirely new and simpler than

that in [Akutsu et al., 2010b]. Further, the cost analysis of this step ensures a Õ(
√
n) approximation

and introduces several foundational techniques and concepts, serving as a core contribution of our

work.

Parentheses representation. The first step in our reduction translates a tree edit distance in-

stance into a string edit distance instance. This begins by performing a heavy-light decomposition

(Definition 4.1.4) on the input trees T and T ′. Specifically, we define a node v as light if it does

not share the same heavy depth as its parent u. Next, each node v is assigned a label that encodes
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information about the subtree rooted at v, excluding its heavy child and the subtree rooted at that

heavy child, which is represented by a dummy character. Finally, we take an Euler tour of each

tree using these new labels, resulting in strings that serve as instances for string edit distance. For-

mally, let F be a tree with root node r. Then, the string representation of T is defined recursively,

as P(T ) = (λ(r)P(T \ r))λ(r)
4. Here λ(r) represents the label of node r, and P(T \ r) is the forest

resulting from deleting node r from T . For a given node u in F , let o(u) and c(u) represent the

index of the opening and closing parentheses, respectively, corresponding to u in P(F).

String to tree alignment. The second step begins by computing an optimal alignment A

between P(T ) and P(T ′). A key observation here is that, under A, a match between a node

u ∈ T and a node u′ ∈ T ′ satisfies the tree alignment constraints ifA aligns both P(T )[o(u)] with

P(T ′)[o(u′)] and P(T )[c(u)] with P(T ′)[c(u′)]. Nodes that do not meet this condition are referred

to as misaligned and thus violate the tree alignment constraints.

For a node u ∈ T , misalignments can be categorized as follows: (i) A aligns only one of

the parentheses corresponding to u while deleting the other, making u partially deleted; (ii) A

aligns o(u) with o(v1) and c(u) with c(v2), where v1 and v2 lie on the same root-to-leaf path in

T ′, classifying u as a single-branch misaligned node; (iii) similar to (ii), but v1 and v2 appear on

different root-to-leaf paths in T ′, making u a multi-branch misaligned node.

Next, we discuss how our algorithm TreeAlign transforms A to eliminate all misaligned

nodes, resulting in a valid tree alignment. If a misaligned node u is either light, partially deleted,

or a multi-branch misaligned node, we updateA by removing the matches related to u. For a heavy

single-branch misaligned node, more complex processing is required. One common structure in

4For a forest F , the string representation is defined as the concatenation of the string representations of the trees it
contains.
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single-branch mis-aligned nodes involves a sequence of single-branch nodes alternating between T

and T ′ where each node aligns only one of its parentheses with the previous node in the sequence

and its other parenthesis with the next node. We formally define this as a chain. To handle a heavy

single-branch misaligned node u, we modify A by removing the matches associated with u if u

is not part of a chain, if it appears near either end of a chain, or if there is a large subtree (size

≥
√
n) rooted at u. Otherwise, we adjust A to align the subtree rooted at u (including u) with the

subtree rooted at v (including v), where v ∈ T ′ is the node following u in the chain sequence, while

maintaining A as a valid alignment. It becomes fairly intuitive that after these modifications, no

nodes remain misaligned under A, allowing A to be interpreted as a valid tree alignment between

T and T ′.

Cost analysis. We now prove that performing TreeAlign increases the number of edits in

alignment A by at most a factor of Õ(
√
n). Before, we delve into details, we present example

instances of tree edit distance that shed light on the functioning of our reduction and give an

intuitive idea of why we achieve a
√
n approximation factor.

(a) T1

A1 B1

A2 B2

A3 B3

Ai Bi

T2

A2A1 B1

A3 B2

A4 B3

Bi

(b) T1

A B

A B

A B

A B

T2

AA B

A B

A B

B

Figure 4.2: Two instances the tree edit distance problem. (a) Trees T1 and T2 with Ai ̸= Aj ,
Bi ̸= Bj for i ̸= j. (b) Trees T1 and T2 with repeating subtrees A and B to the left and right,
respectively, of the center path.
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Examples illustrating the Reduction. In Figure 4.2a, both trees T1 and T2 have subtrees

labeled A1, A2, . . . , Ai, B1, B2, . . . , Bi, while Figure 4.2b presents subtrees simply labeled as A

and B (without indexing). We refer to the central path through the tree as the spine. Furthermore,

we assume that for all i ̸= j, Ai ̸= Aj and Bi ̸= Bj .

First, let’s study the pair of trees depicted in Figure 4.2a. Ignoring any special labeling, the

conventional Euler tour string representations of T1 and T2 are given as follows: T1 is represented

as (A1(A2(A3 . . . B3)B2)B1), and T2 as (A1A2(A3(A4(. . .)B3)B2)B1), where each pair of paren-

theses “(”, “)” corresponds to a node along the spines of the trees. It is evident that only a few

deletions are necessary to make these two strings similar. However, the only way to achieve sim-

ilarity between T1 and T2 is either by deleting all the nodes in the spines or by removing all the

subtrees attached to the spines. If the spine is quite long, for instance, if i = O(n), then the tree edit

distance is O(n), whereas the string edit distance is O(1). Figure 4.2a serves as a representative

example of the challenges we tackle using our label embedding technique. By embedding subtree

information in the labels of the nodes, the resulting Euler tour strings for T1 and T2 are respectively

(A1,B1A1(A2,B2A2 . . . and (A1,A2,B1A1A2(A3,B2A3 . . .. Thus, for these strings, any optimal sequence

of edits must remove all parentheses corresponding to the nodes on the spine, as each one carries a

distinct label after the embedding process. Consequently, the gap between the string and tree edit

distances reduces to a mere O(1).

However, we can still encounter a gap of O(
√
n) in certain cases. For instance, if we mod-

ify the pair of trees to have more periodicity, as shown in Figure 4.2b, the resulting strings are

(A,BA(A,BA . . . and (A,A,BAA(A,BA(A,B. . .. In this scenario, only O(1) deletions are necessary

to make these strings equal. Conversely, to make T1 and T2 identical trees, we have two options:

either delete all the nodes in the spine, as previously mentioned or remove a few copies of A and B.
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It is important to note that in Figure 4.2a, we were required to delete all Ai and Bi, whereas, in the

periodic trees, we may only need to delete O(1) copies of them. If |A|, |B| <
√
n, then deleting

O(1) copies of A and B will require only O(
√
n) deletions. On the other hand, if |A|, |B| ≥

√
n,

we know that the length of the spine can be at most n/|A| = O(
√
n). Thus, deleting the spine

nodes will also result inO(
√
n) deletions. In both scenarios, the string edit distance remainsO(1),

while the tree edit distance is O(
√
n). In Section 4.4.1, we formally establish that this is the maxi-

mum gap attainable through our reduction. We show that for any optimal string alignment between

the Euler tour strings generated by our reduction, we can construct a corresponding tree alignment

for the original input trees with at most Õ(
√
n) additional deletions.

In the remainder of the cost analysis overview, we give more details that helps to establish

the formal bound in Section 4.4.1.

If a node u is partially deleted, since the string alignment A already incurs a cost of 1 for

deleting one of its parentheses, we can modify A to delete the other parenthesis as well, thereby

only doubling the cost.

Next, we address the processing of misaligned nodes that appear in a chain. We make two

key observations. First, by definition, any chain consists of either all light nodes or all heavy nodes.

Second, for every maximal chain, sinceA aligns the opening and closing parentheses of each node

with at least a one-position shift, it incurs at least one deletion. Thus, the cost of A is at least one

for every maximal chain. We begin by considering chains of light nodes. Since the length of such

a chain is at most O(log n), deleting all light nodes may increase the cost by at most a factor of

O(log n).

We now analyze the cost of handling a chain that consists solely of heavy nodes. First,

consider a heavy node u for which the subtree rooted at u, excluding the subtree of its heavy child
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if one exists, is large (i.e., of size ≥
√
n). The number of such heavy nodes is bounded by

√
n.

Therefore, removing all these nodes (i.e., their corresponding matches from A) incurs a cost of at

most O(
√
n). Since each chain contributes at least one deletion under A, the overall increase in

cost is at most a factor of O(
√
n). Therefore, we now need to address the heavy nodes that have

small subtrees, excluding the subtree of its heavy child (if it exists), rooted at them. If such a node

u does not appear close to either end of the chain, we modify A to align the subtree rooted at u

(including u) with the subtree rooted at v (including v), where v ∈ T ′ is the node that follows u in

the chain sequence. This adjustment maintains the same cost. Alternatively, for a constant number

of nodes that root small subtrees and are located at either end of a chain, we delete the subtree that

is rooted at those nodes. Since this is performed only a constant number of times for each chain,

and the size of each subtree is at most
√
n, the total cost incurred remainsO(

√
n). Furthermore, as

each chain contributes at least one deletion under A, the overall increase in cost is again bounded

by a factor of O(
√
n).

We note that the threshold used to distinguish between large and small subtrees is crucial in

determining the approximation guarantee. For instance, if we set a higher threshold, the number

of nodes with large subtrees will decrease, but we will have to delete more nodes associated with

small subtrees located close to either end of the chain, which will raise the overall cost. On the

other hand, if we adopt a lower threshold, the number of nodes with large subtrees will increase,

again contributing to a higher total cost. This analysis supports our decision to use a threshold of

√
n and explains the rationale behind the approximation factor.

Finally, we analyze the cost of handling misaligned nodes that do not belong to a chain.

Note these are essentially the multi-branch misaligned nodes. We represent these nodes using

a concept called an extended chain. An extended chain is a sequence of nodes (possibly multi-
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branch) alternating between T and T ′, where, underA, each node aligns only one of its parentheses

with the previous node in the sequence and its other parenthesis with the next node. We observe

that an extended chain contains at most one multi-branch misaligned node and one partially deleted

node. SinceA incurs at least a cost of one for each partially deleted node, deleting the multi-branch

misaligned nodes increases the overall cost by at most a constant factor. We remark that the formal

analysis includes many additional details and must address more complex scenarios, such as cases

where multiple chains or extended chains overlap. Further, instead of focusing on ordered trees,

we consider a more general case where the input may consist of a pair of ordered forests, with each

forest being an ordered collection of trees.

Reduction from Tree to String Edit Distance in the Dynamic Setting. To implement our reduction

dynamically, the primary challenge is updating the label of each node following an edit operation

to keep the Euler tour string representation up-to-date. Since our label encodings rely on the heavy-

light decomposition of the input trees, the first step is to maintain this decomposition dynamically.

We achieve this using a strategy similar to that used for dynamic heavy-light decomposition in the

Dyck edit distance algorithm (Theorem 4.3.7), which enables a logarithmic update time.

Next, we observe that a dynamic edit (such as insertion, deletion, or relabeling of a node)

may require adding, removing, or updating a pair of parentheses in the Euler tour for the affected

node. The main challenge, however, is that any ancestor nodes containing the modified parentheses

in their labels will also need corresponding label updates. In our string reduction, it is specifically

the parents of light nodes who encode information about the subtrees rooted at these light nodes

within their labels. Therefore, any update within these light subtrees must also be reflected in the

label of their parent. Consequently, for any edit, the only affected nodes are those that serve as
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parents to light nodes along the path from the root to the edited node. Since any root-to-leaf path

in the heavy-light decomposition contains at most O(log n) light nodes, onlyO(log n) nodes need

their labels updated for each edit. After identifying changes in the heavy-light decomposition,

we apply split and concatenate operations from the dynamic strings data structure [Gawrychowski

et al., 2018] to update the labels of each affected node inO(log n) time. Therefore, the total update

time for maintaining the Euler tour representation is bounded by polylog(n).

In addition to the updates mentioned above, there are further updates required due to nodes

outside the root-to-edited-node path that may switch from light to heavy or vice versa. We note

that only the nodes whose status has shifted between heavy and light, along with their parent

nodes, need label modifications. Specifically, when a node changes from light to heavy, the label

of its parent must substitute the child’s subtree with a dummy character. Conversely, if a node

transitions from heavy to light, we must replace the dummy character in the parent’s label with

the encoding of the light child’s subtree. In a conventional heavy-light decomposition, an arbitrary

number of nodes can change their status between heavy and light with each update. However, as we

discussed while analyzing the heavy-light decomposition for Dyck edit distance, our specialized

decomposition has the property that only a logarithmic number of nodes can have their statuses

switched. Since each switch requires updating the labels of only two nodes, the total number of

nodes needing label updates is bounded byO(log n). Consequently, using the dynamic strings data

structure allows us to perform all label updates, and thus update the Euler tour representation, in a

total update time of polylog(n).

As in the final step of our approximate dynamic Dyck edit distance algorithm, we similarly

pass the updated parenthesis representations of each tree to the dynamic string edit distance al-
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gorithm. This algorithm then manages dynamic insertions and deletions of characters within the

parenthesis string, producing an updated alignment in sub-polynomial update time.

4.1.2.3 Improved Static and Dynamic Tree Edit Distance

We end with a technical overview for our O(k2 log n)-approximate static and dynamic tree

edit distance algorithm where k is an upper bound on the distance and n is the input size. Our

algorithm actually uses a decomposition of the parenthesis string representation of the input forests

to distinguish between the two cases of whether the distance of the input instance is at most k or

at least Õ(k2). Our algorithm works straightforwardly in linear time up to logarithmic factors in

the static setting. We show that using a clever combination of the dynamic string data structure of

[Gawrychowski et al., 2018] and the dynamic tree query data structure of [Navarro and Sadakane,

2014], we can implement our novel decomposition algorithm in the dynamic setting with amortized

Õ(1)-update time.

Tree Decomposition in the Static Setting. We begin with a brief description of our novel tree

edit distance approximation algorithm for distance bound k. Given forests F and G, the algorithm

maintains a decomposition S of P(F ), where recall P(F) is the parenthesis representation of F

(the string formed by concatenating the string representations of each tree in F ). Initially, S is just

the entire string P(F).

We use the following routine for a limited number of iterations to find our approximation.

First, we remove the first part σ in S. If σ has size at most O(k), we do nothing and move on to

the next part of S. If instead the size of σ is larger than our threshold, we check if there is a part in

G that exactly matches σ and has the same starting index up to a left or right shift of length k. If
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such a match is found, we remove σ from S. If a match is not found, we partition σ into a constant

number of pieces with size a constant fraction of the previous size of σ and add these pieces to S.

We repeat these steps for O(k log n) iterations, and if S is empty after the last iteration, we output

ted(F ,G) ≤ k, otherwise ted(F ,G) ≥ O(k2 log n).

To analyze the correctness of our algorithm, we observe that we can view the parts contained

in S at any timestep of the algorithm as a tree T . Each node of the tree corresponds to a single

part contained in S. The root of T is the node corresponding to the entire forest P(F). If a part σ

is broken into a constant number of smaller parts σ1, σ2, . . . , σM in the last case of our algorithm,

then the node vσ ∈ T corresponding to σ will be the parent of the nodes vσ1 , vσ2 , . . . , vσM
∈ T

corresponding to σ1, σ2, . . . , σM . Each level of the tree contains each parenthesis of P(F) at most

once since at any timestep, S cannot contain the same parenthesis in two different parts. Since

ted(F ,G) ≤ k, there are at most k edits made to P(F) and furthermore, at most k nodes on each

level of the tree whose corresponding part will not find matches in G. Therefore, the total number

of nodes in T cannot ever exceed O(k · h) where h is the height of the tree. Since we either match

or partition each σ ∈ S into pieces of a constant fraction of the previous size, h must be O(log n).

Thus, if ted(F ,G) ≤ k, we are guaranteed to find S empty after O(k · h) = O(k log n) iterations,

which matches our algorithm. Moreover, since our algorithm matches all parts of S exactly except

those with size at most O(k), the set of matched elements actually defines an alignment between

F and G with O(k2 log n) deletions needed for non-matched elements.

Tree Decomposition in the Dynamic Setting. Implementing the above algorithm in the dynamic

setting introduces two main challenges. First, how we partition each unmatched part of set S into

a constant number of pieces with reduced size is straightforward in the static setting, i.e., using a
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tree centroid decomposition to guide our partitioning. In the dynamic setting, however, we are not

aware of any such quickly computable decomposition for trees. Second, we need a fast way to find

matches for each part in S. The latter challenge we discuss in more detail after explaining how

we perform our partitioning, as the partitioning method determines the types of parts of P(F) that

will be contained in S.

Our partitioning method will take as input a subforest P(F )[i . . j), a balanced parenthesis

substring of P(F), or a context (P(F)[i1 . . j1),P(F)[i2 . . j2)). A context is a subforest of F

excluding the subtree of some node in this subforest. More formally, both P(F)[i1 . . j2) and

P(F)[j2 . . i2) must be a subforest of F . See Figure 4.3 for an example.

To partition a subforest piece σ, we find a node u in σ such that its subtree has size at most

|σ|/2 and its parent u′ (if it exists) has subtree size at least |σ|/2. Furthermore, we choose u such

that it is centered in σ, i.e., o(u) ≤ ⌈|σ|/2⌉, c(u) ≥ ⌈|σ|/2⌉. We then divide the subforest into six

subforest and context parts around this node. See Figure 4.4 for a picture of the six parts. To see

that each of the six parts has size at most |σ|/2, we first observe that we chose u to be a central

node in σ, so any of the parts fully contained to the left or right of u must have size at most |σ|/2.

For the remaining two parts, we observe that u and its parent u′ are chosen such that the subtree

of u has size at most |σ|/2 and the set of remaining nodes has size at most |σ| − |σ|/2 = |σ|/2,

respectively.

Partitioning a context piece σ is a bit more difficult and results in two cases. In the first

case, if there is a node u in σ satisfying the same constraints as in the case for subforests, we

may perform the same decomposition as we did before. However, it is possible all valid nodes u

satisfying these constraints are exactly in the gap of the context. Therefore, in the second case, no

such u exists. Let v be the node in σ whose subtree is excluded from σ as per the definition of
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w

u
— —

Figure 4.3: An example of a context (P(F )[o(w) . . o(u)],P(F )[c(u) . . c(w)]) for the subtree of
node w in a forest F formed by excluding the subtree of node u. The left part of the context,
depicted in blue, is P(F )[o(w) . . o(u)] and the right part of the context, depicted in orange, is
P(F )[c(u) . . c(w)].

contexts. The subtree of v in σ must already be size |σ|/2 or else we would fall into the first case.

We set the first part of our partition to be all nodes of σ excluding v and its subtree. Then, we note

that at most one of the left half of the children of v or the right half of the children of v must have

a combined size of greater than |σ|/2. For the smaller half, we set it to be its own part. For the

remaining half of the subtree of v, this half is itself a subforest, and so we partition the remaining

subforest into 6 more pieces as we did for subforest pieces before. This results in at most 8 total

pieces of size at most |σ|/2.

For both subforest and context partitioning, in order to check for a node u in σ satisfying

our size constraints, we perform a binary search on a root-to-leaf path in σ aided by the dynamic

tree query data structure of [Navarro and Sadakane, 2014] (see Theorem 4.5.2 for the specific set

of queries). The tree query data structure supportsO(log n)-time dynamic insertions and deletions

and answers queries in time O(log n). Thus, our partitioning can be done in time O(log2 n) per

part in S.

Lastly, we describe our efficient matching routine for subforests and contexts for the match-

ing step of our algorithm. We utilize the dynamic strings data structure of [Gawrychowski et al.,

2018] to answer IPM, internal pattern matching, queries in O(log n)-time each, formally given

in [Kempa and Kociumaka, 2022]. Given a pattern P and text T , IPM(P, T ) reports all occur-
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w

u′

u
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P(F )[i . . j)

Figure 4.4: An example of partitioning a forest piece P(F )[i . . j). The six parts as defined in the
proof of Lemma 4.5.5 are colored 1 - blue, 2 - orange, 3 - magenta, 4 - uncolored, 5 - red, 6 - green.

rences of P in T . For |T | < 2|P |, all occurrences are reported as a single arithmetic progression

of starting positions of P .

By definition, subforests are a subtring of F , so a single IPM query straightforwardly finds

a match for a given subforest σ of F if one exists. Contexts are defined as two substrings in F that

correspond to a balanced set of parentheses when combined, and so, we can use two IPM queries

to find the set of matches in G for each substring individually. The remaining difficulty is to find

some pair of matches for each part that correspond to a single valid context in G. Again using

the data structure of [Navarro and Sadakane, 2014], we may rewrite the arithmetic progression of

starting indices from each IPM query as instead an arithmetic progression of depths. See Figure 4.5

for an example. The intersections of these arithmetic progressions corresponds to potential context

matches. We prove that we can check precisely the smallest depth intersection of the two depth

progressions, and if this intersection is a valid context, we output this match, otherwise there is no

match.

Since both our partitioning and our matching routines can be done in poly-logarithmic time

dynamically, our entire dynamic algorithm can be performed in Õ(k)-time. We may amortize this

time cost to obtain Õ(1)-time per update, see Section 4.5 for details.
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Gσ

Figure 4.5: An example of a context σ and forest G for which HasMatch(σ) = true. The arithmetic
progression of depths for the left and right part of σ are f1(i) = 2i + 1, f2(i) = i, respectively.
Green colored nodes represent root nodes of valid matching contexts corresponding to intersections
in f1 and f2.

Further Results. We provide further new results for Dynamic Dyck edit distance, specifically

when we are allowed higher update times, and when we want to compute the Dyck edit distance

exactly. Specifically, our result is a dynamic algorithm with sub-linear update time that computes

an O(log n)-approximation of Dyck edit distance. For a parenthesis string X , our algorithm uses

two separate subroutines to efficiently handle the cases when the Dyck edit distance of X , ded(X),

is large (Ω(
√
n)) and small (O(

√
n)). For large distance, we may straightforwardly recompute the

Dyck to string edit distance reduction of [Saha, 2014, Koucký and Saks, 2023] after a number of

dynamic edits occur that is proportional to the distance. We can use a string edit distance algorithm

on the resulting instances to obtain the following result. See Subsection 4.6.1 for details.

Theorem 4.1.6. There exists a randomized dynamic algorithm that, for a fixed parameter ϵ ∈ R+,

maintains anO(f(ϵ) log |X|)-approximation of ded(X) (correctly with high probability against an

adaptive adversary) for a string X ∈ Σ∗ undergoing edits. The algorithm has amortized update
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time Õϵ(|X|1+ϵ/ded(X)) per edit and pre-processing time Õϵ(|X|1+ϵ).

When ded(X) is small, maintaining the same approximation guarantee requires more fre-

quent recomputations due to amortization constraints. We show how these recomputations can be

done efficiently using the dynamic strings data structure of [Gawrychowski et al., 2018] that we

equip with a few specific additional operations useful for our algorithm. For this case we obtain

the following. See Subsection 4.6.2 for details.

Theorem 4.1.7. There exists a randomized dynamic algorithm that maintains anO(log(ded(X)))-

approximation of ded(X) (correctly with high probability against an adaptive adversary) for a

string X ∈ Σ∗ undergoing edits. This algorithm has amortized update time Õ(ded(X) + 1) per

edit and pre-processing time of Õ(|X|).

We combine the two above results to obtain the following theorem.

Theorem 4.1.8. There exists a randomized algorithm that, for a fixed parameter ϵ ∈ R+, main-

tains an O(f(ϵ) log ded(X))-approximation of ded(X) (correctly with high probability against an

adaptive adversary) for a string X ∈ Σ∗ undergoing edits. This algorithm has amortized update

time Õ(|X|.5+ϵ) per edit and pre-processing time of Õϵ(|X|1+ϵ).

In addition to approximation algorithms, we design an exact algorithm for the bounded-

distance regime, where the Dyck edit distance is upper bounded by k. This algorithm achieves an

update time of Õ((1 + ded(X))5) per edit. Consequently, when k is small, this approach beats

the traditional cubic-time solution for Dyck edit distance in the dynamic setting. To obtain this

result, we adapt the Dyck edit distance algorithm of [Fried et al., 2024]. The algorithm of [Fried

et al., 2024] separates parentheses of the input string into trapezoids and clusters, and we show
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this decomposition can be maintained in the dynamic setting without much additional work. See

Section 4.7 for details.

Theorem 4.1.9. There exists a dynamic algorithm that maintains ded(X) (correctly with high

probability against an adaptive adversary) for a string X ∈ Σ∗ undergoing edits, with update time

Õ((1 + ded(X))5) per edit. The algorithm has a pre-processing time Õ(|X|+ ded(X)5).

4.1.3 Related Works

String Edit Distance: One of the most fundamental problems in computer science is string

edit distance, with roots dating back to the 1960s [Levenshtein, 1965, Needleman and Wunsch,

1970, Wagner and Fischer, 1974]. Given two strings, the objective of string edit distance is to find

the minimum number of edit operations (insertions, deletions, and substitutions) required to trans-

form one string into the other. An algorithm by Landau and Vishkin [Landau and Vishkin, 1988]

builds upon insights by Ukkonen [Ukkonen, 1985] and Myers [Myers, 1986] to achieve this task in

O(n+ k2) time by leveraging suffix trees and an elegant approach combining greedy and dynamic

programming component. This algorithm has linear running time in the length of the strings n

as long as the edit distance k is at most O(
√
n). For larger values of k, the study of approxima-

tion algorithms for edit distance has been extensive [Landau et al., 1998, Indyk, 2001, Bar-Yossef

et al., 2004, Batu et al., 2006, Andoni and Onak, 2012, Andoni et al., 2010], particularly in recent

years [Haeupler et al., 2019, Chakraborty et al., 2020, Goldenberg et al., 2020, Koucký and Saks,

2020, Brakensiek and Rubinstein, 2020, Boroujeni et al., 2021, Kuszmaul, 2019]. Andoni and

Nosatzki [Andoni and Nosatzki, 2020] obatin the current best bound, presenting a constant-factor

approximation algorithm running in O(n1+ϵ)-time for any constant ϵ > 0. Recently, Das, Gilbert,
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Hajiaghayi, Kociumaka, and Saha [Das et al., 2023] proposed an O(n + k5)-time algorithm for

weighted string edit distance in which a weight function determines the cost of edits, further im-

proved to Õ(n+
√
nk3) by Cassis, Kociumaka, and Wellnitz [Cassis et al., 2023]. This latter paper

also shows that any polynomial-factor improvement of this runtime (for any
√
n ≤ k ≤ n) would

violate the All-Pairs Shortest Paths Hypothesis (i.e., yield an All-Pairs Shortest Paths algorithm

with truly sub-cubic runtime).

Dyck Edit Distance: In this paper, we delve deeply into the variant of edit distance known as

Dyck edit distance, a special case of general language edit distance [Aho and Peterson, 1972, My-

ers, 1995, Saha, 2017, Bringmann et al., 2019], with various practical applications such as fixing

hierarchical data files, notably XML and JSON files [Harrison, 1978, Kozen, 1997]. For a paren-

thesis string of length n, the Dyck edit distance is the minimum number of edits (character inser-

tions, deletions, and substitutions) required to make the string well-balanced. Various algorithms

have been developed for both exact [Bringmann et al., 2019, Chi et al., 2022a, Dürr, 2023] and

approximate [Saha, 2014, Das et al., 2022b, Koucký and Saks, 2023] versions of this problem.

Finding the exact Dyck edit distance is at least as hard as Boolean matrix multiplication [Abboud

et al., 2018]. Recent studies have also explored the bounded-distance Dyck edit problem in which

an upper bound k is known for the Dyck edit distance of a string. Backurs and Onak [Backurs

and Onak, 2016] initially presented an algorithm with a runtime of O(n + k16), later improved to

O(n+k5) [Fried et al., 2024], and further improved toO(n+k4.5442) through the use of fast matrix

multiplication [Fried et al., 2024,Dürr, 2023]. However, except for theO(n3)-time exact algorithm

for language edit distance [Myers, 1995], these results do not extend to the weighted setting. When

the weight function is anti-symmetric and satisfies the triangle inequality, an O(n + k12)-time al-
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gorithm is known [Das et al., 2023] for the weighted setting.

Tree Edit Distance: The tree edit distance problem, initially introduced by Selkow [Selkow,

1977], is another generalization of edit distance aiming to compute a measure of dissimilarity

between two rooted ordered trees with node labels. Given two trees, the tree edit distance is the

minimum number of insertions, deletions, and relabelings needed to transform one tree into the

other. This problem finds applications in diverse fields such as compiler optimization [Demaine

et al., 2010], structured data analysis [Chawathe, 1999, Buneman et al., 2003, Ferragina et al.,

2009], image analysis [Bunke and Shearer, 1998], and computational biology [Harel and Tar-

jan, 1984, Shapiro and Zhang, 1990, Gusfield, 1997, Landau et al., 1998, Bille, 2005]. Currently

the best algorithm for finding exact tree edit distance has O(n2.9149) runtime due to Dürr [Dürr,

2023], following a series of improvements from O(n6) [Tai, 1979], O(n4) [Zhang and Shasha,

1989],O(n3 log n) [Klein, 1998],O(n3) [Demaine et al., 2010], andO(n2.9546) [Mao, 2021]. Fur-

thermore, a (1 + ϵ)-approximation algorithm for tree edit distance with a running time of Õ(n2)

was presented by Boroujeni, Ghodsi, Hajiaghayi, and Seddighin [Boroujeni et al., 2019]. Re-

cently, Seddighin and Seddighin [Seddighin and Seddighin, 2022] introduced an O(n1.99)-time

(3 + ϵ)-approximation algorithm for tree edit distance. For the case when the tree edit distance

doe not exceed a threshold k, Akmal and Jin [Akmal and Jin, 2021] presented an Õ(nk2)-time

algorithm (improving upon an O(nk3)-time solution [Touzet, 2005]), whereas Das, Gilbert, Ha-

jiaghayi, Kociumaka, and Saha [Das et al., 2023] achieved a runtime of Õ(n + k7) algorithm

(improving upon anO(n+ k15)-time solution [Das et al., 2022a]). For weighted tree edit distance,

the fastest algorithm, by Demaine, Mozes, Rossman, and Weimann [Demaine et al., 2010], oper-

ates in O(n3) time, matching the conditional lower bound of Bringmann, Gawrychowski, Mozes,
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and Weimann [Bringmann et al., 2020]. However, when the weighted tree edit distance k is small

and the weight function satisfies the triangle inequality, the O(n + k15)-time algorithm of [Das

et al., 2023] may outperform the O(n3) upper bound.

Dynamic Edit Distance: Dynamic algorithms address real-world scenarios where data evolves

rapidly, necessitating efficient updates to maintain solutions. Over recent decades, substantial

progress has been made in understanding fundamental problems in graphs and sequences within

the dynamic setting. Notable examples include maximum matchings in graphs [Sankowski,

2007, Gupta and Peng, 2013, Bhattacharya et al., 2023], connectivity [Nanongkai and Saranu-

rak, 2017, Chuzhoy et al., 2020], maximum flow [Chen et al., 2020, van den Brand et al., 2023],

minimum spanning trees [Nanongkai et al., 2017, Chuzhoy et al., 2020], clustering [Charikar

et al., 2004, Henzinger and Kale, 2020, Bateni et al., 2023], diameter estimation [van den Brand

and Nanongkai, 2019], independent set [Assadi et al., 2018], pattern matching [Alstrup et al.,

2000, Gawrychowski et al., 2018, Charalampopoulos et al., 2020c, Clifford et al., 2022], lossless

compression [Nishimoto et al., 2020], string similarity [Alstrup et al., 2000, Charalampopoulos

et al., 2020a], longest increasing subsequence [Mitzenmacher and Seddighin, 2020, Kociumaka

and Seddighin, 2021,Gawrychowski and Janczewski, 2021], suffix arrays [Kempa and Kociumaka,

2022], and others.

Various dynamic models with differing complexities have been explored, including incre-

mental, decremental, and fully-dynamic models, supporting insertion, deletion, or both [Bhat-

tacharya and Kulkarni, 2020, Gutenberg et al., 2020, Karczmarz et al., 2022, van den Brand et al.,

2023,Bernstein, 2016,Henzinger et al., 2016,Bernstein et al., 2020b,Bernstein et al., 2020a,Deme-

trescu and Italiano, 2004, Gupta and Peng, 2013, Roditty and Zwick, 2016, Hanauer et al., 2022].
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The evolution of dynamic edit distance algorithms initially tackled simpler variants of the prob-

lem, with early focus on updates limited to string endpoints [Landau et al., 1998, Kim and Park,

2004, Ishida et al., 2005, Tiskin, 2008]. Notably, Tiskin’s linear-time algorithm [Tiskin, 2008]

accommodates edit distance maintenance with character insertions or deletions at either endpoint

of the strings. Recently, Charalampopoulos, Kociumaka, and Mozes [Charalampopoulos et al.,

2020b] presented an Õ(n)-update-time algorithm for the general dynamic edit distance problem,

allowing updates anywhere within the strings, with the caveat that SETH prohibits sublinear up-

date time even in the most restrictive scenarios. A very recent preprint of Gorbachev and Koci-

umaka [Gorbachev and Kociumaka, 2024] circumvents this lower bound and achieves Õ(k) time

per update, where k is the edit distance. Kociumaka, Mukherjee, and Saha presented the first ap-

proximate dynamic edit distance algorithm that approximates edit distance in no(1) time within a

no(1) approximation factor [Kociumaka et al., 2023]. Improving the approximation to constant in

sub-polynomial update time remains a fascinating open question.

In addition to dynamic edit distance algorithms, dynamic data structures for string prob-

lems have been extensively studied. These structures maintain dynamic strings while accom-

modating queries such as equality testing, longest common prefix, pattern matching, and more

[Mehlhorn et al., 1997, Alstrup et al., 2000, Gawrychowski et al., 2018, Charalampopoulos et al.,

2020c, Clifford et al., 2022, Gawrychowski et al., 2018, Nishimoto et al., 2020, Kempa and Koci-

umaka, 2022, Charalampopoulos et al., 2020a, Chen et al., 2013a, Mitzenmacher and Seddighin,

2020, Kociumaka and Seddighin, 2021, Gawrychowski and Janczewski, 2021, Amir et al., 2019].

Some works also consider split and concatenate operations, enabling functionalities beyond char-

acter edits, such as cut-paste and copy-paste operations [Mehlhorn et al., 1997, Alstrup et al.,

2000, Gawrychowski et al., 2018]. Meanwhile, significant strides have been made in fully dy-
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namic graph algorithms, addressing central problems like spanning forests, transitive closure,

shortest paths, maximum matching, maximal independent set, maximal matching, set cover, ver-

tex cover and others [Nanongkai and Saranurak, 2017, Chuzhoy et al., 2020, Nanongkai et al.,

2017,Sankowski, 2004,van den Brand et al., 2019,Karczmarz et al., 2022,Demetrescu and Italiano,

2004, van den Brand and Nanongkai, 2019, Sankowski, 2007, Gupta and Peng, 2013, Assadi et al.,

2018, Baswana et al., 2011, Solomon, 2016, Bhattacharya et al., 2019, Abboud et al., 2019, Bhat-

tacharya and Kulkarni, 2019] (see also survey [Hanauer et al., 2022] for recent advances in fully

dynamic graph algorithms).

4.2 Preliminaries

Given a string X = x0x1 . . . xn−1, we denote xi as X[i] and substrings xixi+1 . . . xj−1 as

X[i . . j − 1] = X(i − 1 . . j). X[i . .] denotes X[i . . |X|), the suffix of X starting at i. Given an

interval I ⊆ [0 . . n), X[I] is the substring of X of all characters in X with indices that fall in

interval I . Any substring of X starting with the first character of X is a prefix of X , i.e. X[0 . . i)

for any i ∈ [0 . . n]. We let X represent the reverse string of X , i.e. xn−1xn−2 . . . x0. For two

strings X, Y , X · Y is the concatenation of X and Y . For a sequence of strings X1, X2, . . . , Xk,⊙k
i=1Xi = X1 ·X2 · . . . ·Xk. We denote LCP(X,Y ) as the length of the longest common prefix

of X and Y . Given two strings X and Y , the edit distance ed(X,Y ) is the minimum number of

insertions, deletions, and substitutions needed to transform X into Y .
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4.2.1 Parenthesis Strings

For a parenthesis string X , let the transpose of X , denoted by T (X), be the string corre-

sponding to X with each opening parenthesis replaced by a closing parenthesis of the same type

and each closing parenthesis replaced by an opening parenthesis of the same type. For example, if

X = “(([)[”, then T (X) = “](]))”. We define the height of a character in X as the height of the

index at which it occurs, where the height of an index i ∈ [0 . . n], denoted hX(i), is defined as the

difference in the number of opening and closing parentheses in X[0 . . i). A parenthesis string is

monotone if it is composed of only opening parentheses or only closing parentheses. For a string

X , LMP(X) denotes the longest monotone prefix of X .

A Dyck sequence is a sequence of opening and closing parentheses that is well-parenthesized.

We denote Dyck as the set of all Dyck sequences.

Definition 4.2.1. Consider a parenthesis string X . Indices 0 ≤ i < j < |X| are called twins if

hX(i) = hX(j + 1) and hX(j
′) > hX(i) holds for all j′ ∈ (i..j].5

We write twinX(i) := j and twinX(j) := i if i and j are twins.6

The following observation is easy to see from the above definition.

Observation 4.2.2. The set of twins is non-crossing, i.e. given twins i < i′ and j < j′ with i ̸= j, j′

and i′ = twinX(i), j
′ = twinX(j), it cannot be that i < j < i′ < j′.

In this work, we consider the problem of Dyck edit distance, defined as follows.

5Note that X[i] is an opening parenthesis since hX(i + 1) > hX(i), and X[j] is a closing parenthesis since
hX(j) > hX(j + 1).

6If the parenthesis string X is clear from the context, we omit the subscript X at hX(·) and twinX(·).
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Definition 4.2.3 (Dyck edit distance). Given a parenthesis string X , the Dyck edit distance of X ,

denoted as ded(X), is the minimum number of character deletions, insertions, and substitutions

needed to place X in Dyck.

4.2.2 Tree Edit Distance Preliminaries

4.2.2.1 Alignments

Recall that given two strings X and Y , the edit distance ed(X, Y ) is the minimum number

of insertions, deletions, and substitutions needed to transform X into Y . Edit distance may be

equivalently defined via the minimum cost alignment A : X → Y .

Definition 4.2.4 (Alignments). A sequence A = (xt, yt)
m
t=0 is an alignment of a string X ∈ Σ∗

onto a string Y ∈ Σ∗, denoted A : X → Y , if (x0, y0) = (0, 0), (xm, ym) = (|X|, |Y |), and

(xt+1, yt+1) ∈ {(xt + 1, yt + 1), (xt + 1, yt), (xt, yt + 1)} for t ∈ [0 . .m).

Given an alignment A = (xt, yt)
m
t=0 : X → Y , for every t ∈ [0 . .m):

• If (xt+1, yt+1) = (xt + 1, yt), we say that A deletes X[xt].

• If (xt+1, yt+1) = (xt, yt + 1), we say that A deletes Y [yt].

• If (xt+1, yt+1) = (xt + 1, yt + 1), we say that A aligns X[xt] and Y [yt], denoted X[xt] ∼A

Y [yt]. If additionally X[xt] = Y [yt], we say that A matches X[xt] and Y [yt], denoted

X[xt] ≃A Y [yt]. Otherwise, we say that A substitutes X[xt] for Y [yt].

The cost of an edit distance alignmentA is the total number characters thatA deletes, inserts,

or substitutes. We denote the cost by edA(X, Y ). The cost of an alignment A = (xt, yt)
m
t=0 is at

least its width, defined as maxmt=0 |xt − yt|. Observe that ed(X, Y ) can be defined as the minimum
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cost of an alignment of X and Y , that is, ed(X,Y ) = minA:X→Y edA(X, Y ). An alignment of

X and Y is optimal if its cost is equal to ed(X, Y ). We often consider a restricted version of edit

distance, the deletion-only edit distance, which is the minimum cost of an alignment of X and Y in

which only deletions and matches are allowed (no substitutions are allowed), denoted ded(X, Y ).

It is easy to see that ded(X, Y ) ≤ 2 · ed(X, Y ) as any substitution (xt, yt), (xt + 1, yt + 1) can be

replaced with two deletions (xt, yt), (xt+1, yt), (xt+1, yt+1). We define analogous deletion-only

versions for Dyck and Tree edit distances as well, denoted dedd and tedd, respectively.

We say that a set M ⊆ Z≥0 × Z≥0 is non-crossing if there are no distinct pairs

(x, y), (x′, y′) ∈ M with x ≤ x′ and y ≥ y′. Observe that, for every alignment A of X, Y ,

the set {(x, y) ∈ [0 . . |X|)× [0 . . |Y |) : X[x] ∼A Y [y]} is non-crossing.

4.2.2.2 Forests

A tree T = (V,E, λ) is a connected, directed, acyclic graph with node set V , edge set E,

and node labeling λ : V → Σ for some alphabet Σ. For a node u, we say u ∈ T when u is in the

node set V of T . Given nodes u, v ∈ V and edge (u, v) ∈ E, we call u the parent of v and v the

child of u. For a given node v ∈ V , let child(v) denote the set of children of v. A node v ∈ V is

an internal node if it has at least one child and is a leaf node otherwise. Let P denote the unique

path from a node v ∈ V to the root of r of T (inclusive). Every node u in P is an ancestor of v

and v is a descendant of u. A path from the root of T to a leaf node is called a branch of T . In this

work, we consider ordered trees in which the children of each node have a left-to-right ordering.

Let T (v) denote the subtree of T rooted at v. We say that |T | is the size of T and is equal to |V |.

A forest is a ordered set of trees.
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Given two forests F = (VF , EF , λF) and G = (VG, EG, λG), the tree edit distance ted(F ,G)

is the minimum number of node insertions, node deletions, and node label substitutions needed to

transform F into G. In a forest F , a node deletion of a node v ∈ F with parent u and children

w1, w2, . . . , wℓ removes v from F and sets the parent of w1, w2, . . . , wℓ to u. If v has no parent,

then each of w1, w2, . . . , wℓ become root nodes of its own tree (its respective subtree) in F . In a

forest F containing node u with children w1, w2, . . . , wℓ, a node insertion adds a new node v as

the child of some node u ∈ F such that u is to the right of wi, to the left of wj+1, and u is set to

be the parent of wi+1, wi+2, . . . , wj for any 0 ≤ i < j ≤ ℓ. If i = 0 or j = ℓ, then u will have no

left or right sibling, respectively, after insertion since there is no w0 or wℓ+1 node. Furthermore, if

a node v is inserted as a new root of F , v becomes the child of the “virtual root” of F , the parent

of all root nodes in F , and so v will become the parent of a subset of the root nodes of F .

Given a forest F , a folklore mapping of F to a string, called the parenthesis representation

of F , P(F) is defined as follows:

Let F be comprised of trees T1, T2, . . . , Tm with root nodes r1, r2, . . . , rm, respectively,

where trees are in order from left to right such that T1 is the leftmost tree in F . Then,

P(F) =
⊙m

i=1 (λ(ri)P(Ti \ ri))λ(ri). Note that in the above definition, we use parentheses ( and )

to distinguish the parentheses contained in the string from the normal algebraic use of parentheses.

Furthermore, the subscript of such a parentheses (i denotes a unique type of parentheses that is

only equal to other parentheses with the same subscript, which we often call the label of the paren-

thesis. For a given node u in F , let oP (u) and cP (u) represent the index of the opening and closing

parentheses, respectively, corresponding to u in P(F). We call oP (u) the twin of cP (u), and vice

versa.

It is easy to see inductively that the substring of P(T ) between oP (u) and cP (u) for a node u
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in tree T is exactly the parenthesis representation of the subtree of u, i.e. P(T )[oP (u) . . cP (u)] =

P(T (u)). This implies the following useful observation.

Observation 4.2.5. Given a forest F with nodes u, v. u is an ancestor of v if and only if oP (u) <

oP (v) < cP (v) < cP (u).

Definition 4.2.6 (Tree Alignments). We say that an alignment A : P(F) → P(G) is a tree align-

ment of forests F and G, denoted by A : F → G if the following consistency conditions are

satisfied for each u ∈ VF :

• either A deletes both P(F)[oP (u)] and P(F)[cP (u)], or

• there exists v ∈ VG such that P(F)[oP (u)] ∼A P(G)[oP (v)] and P(F)[cP (u)] ∼A

P(G)[cP (v)].

Note that ted(F ,G) can be defined as the minimum cost tree alignment of P(F) and P(G),

i.e., 2 · ted(F ,G) = minA∈TA(F ,G) tedA(F ,G).

4.2.2.3 Heavy-Light Decompositions

Given a forest F , a heavy-light decomposition of F assigns a label heavy or light to each

node of F . For a given node u ∈ F , a child node v of u is heavy if ⌊lg |F(v)|⌋ = ⌊lg |F(u)|⌋, and

light otherwise. A node with no parent is light by default. Here, for a node u ∈ F , F(u) denotes

the subtree of F rooted at vertex u , and ⌊lg |F(u)|⌋ denotes the heavy depth of u in F . A set of

heavy nodes in F is called a heavy path if it forms a connected path in F . The following useful

observations are folklore:

Observation 4.2.7. Given a forestF with |F| = n, any root-to-leaf path includes at mostO(log n)

light nodes.
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Proof. A node v is light if it does not have the same heavy depth as its parent u. For nodes

u and v such that v is in the subtree of u, note that the heavy depth of v is at most the heavy

depth of u since |F(v)| < |F(u)|. Therefore, for any root-to-leaf path, the sequence of heavy

depth values corresponding to each node on the path is non-increasing. Since the maximum heavy

depth value is ⌊lg |F|⌋ = ⌊lg |n|⌋ and the minimum heavy depth value is 0, there are at most

⌊lg |n|⌋ + 1 = O(log n) pairs of nodes u and v where u is the parent of v in a root-to-leaf path

such that the heavy depth of v is smaller than the heavy depth of u. Therefore, there are at most

O(log n) light nodes in a root-to-leaf path.

Observation 4.2.8. Given a forest F , every node u ∈ F has at most one child node that is heavy.

Proof. Assume for sake of contradiction that a node u has at least two heavy children v1, v2. Let

2k+1 > |F(u)| ≥ 2k for some k ∈ Z+. Then, ⌊lg |F(v1)|⌋ = ⌊lg |F(v2)|⌋ = k, and so,

|F(v1)|+ |F(v2)| ≥ 2⌊lg |F(v1)|⌋ + 2⌊lg |F(v2)|⌋ = 2 ∗ 2k = 2k+1 > |F(u)|. (4.1)

Since v1 and v2 are both children of u, however, |F(u)| ≥ |F(v1)|+ |F(v2)|, which is a contradic-

tion with Inequality 4.1.

4.3 Approximate Dynamic Dyck Edit Distance

In this section, we prove our main result for dynamic Dyck edit distance, a sub-polynomial

approximation with sub-polynomial update time for dynamic edits. Specifically, for parameters

2 ≤ b ≤ n and a dynamic parenthesis string X of length at most n, our algorithm achieves an

O(b logb n log n)-approximation and supports updates in time O(b2(log n)O(logb n)). We show that
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using a tree representation of parenthesis string X determined by the heights of the parentheses in

X , the heavy-light decomposition of the tree provides a novel natural reduction from Dyck to string

edit distance. Each update to X will cause at most O(log n) updates to the heavy paths and the

corresponding string edit distance instances. We then use a dynamic approximation of [Kociumaka

et al., 2023] to maintain an approximate string edit distance for each heavy path.

Definition 4.3.1 (Reduction tree). Given a parenthesis string X , the height tree TX is defined via

pairs of twins in X .

Each node in TX corresponds to an opening parenthesis X[i] and the corresponding closing

parenthesis X[twin(i)]. For any closing parentheses X[i] with X[twin(i)] undefined (there is no

earlier opening parenthesis twin in X), we add an opening parenthesis of an unused type to the start

of X , which we refer to as a dummy opening parenthesis. The parent of the node corresponding to

X[i] is the node corresponding to X[j] where j = max{j′ ∈ [0 . . i) : h(j′) = h(i) − 1} if such a

j exists. We add an additional node to be the root of the tree and set the root to be the parent of all

nodes with no parents according to our above construction.

Given a node u, we let iu represent the index of the corresponding opening parenthesis of

u. We say u contains X[iu]. Note these indices are adjusted after inserting the dummy opening

parentheses.

A useful observation regarding the height tree is that, since the parent u of a given node v

must have a smaller index and smaller height, then, in fact, any node w is a descendant of u if and

only if the indices iw and twin(iw) lie in the range [iu, twin(iu)]. Using this observation, we can

efficiently determine whether a node is heavy or light in O(log(n)) time by maintaining a self-

balancing binary tree built on top of X that returns the indices corresponding to any given node of
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TX .

Observation 4.3.2. For every two nodes u, v in height tree TX , the node v is a (proper) descendant

of u if and only if iu < iv < twin(iv) < twin(iu).

Proof. First, let v be a proper descendant of u and assume for contradiction we have iu <

twin(iu) < iv < twin(iv) or iv < twin(iv) < iu < twin(iu) (other orderings contradict the

non-crossing properties of twins). We begin with the case when iv < twin(iv) < iu < twin(iu).

Consider the path from u to v. Observe that by Definition 4.3.1, each parent-child pair in this path

must have the opening parenthesis corresponding to the parent to the left of the opening parenthesis

corresponding to the child. Therefore, iu < iv, which contradicts our assumption.

Now, assume v is a proper descendant of u with iu < twin(iu) < iv < twin(iv). Consider

the path w0, w1, w2, . . . , wℓ in TX from u to v with w0 = u and wℓ = v. By Definition 4.3.1,

h(iwi
) < h(iwi+1

) for all 0 ≤ i < ℓ and so, h(iu) < h(iv). Furthermore by our definition of

parents, u must be the closest opening parenthesis to iv with height h(iu) satisfying iu < iv. By

the definition of twins, we know that h(twin(iu) + 1) = h(iu). Since height only increments by

1 per opening parenthesis and decrements by 1 per closing parenthesis in the parenthesis string

and h(iv) > h(iu), there must be some opening parenthesis at index x > twin(iu) (which may be

twin(iu) + 1) such that h(x) = h(iu). This contradicts that iu is the closest opening parenthesis to

iv satisfying iu < iv with height h(iu). Thus, if v is a proper descendant of u, we must have that

iu < iv < twin(iv) < twin(iu).

Now, assume we have iu < iv < twin(iv) < twin(iu). Let u′ be the ancestor of v with

height h(iu′) = h(iu); by Definition 4.3.1, u′ is the node corresponding to the closest opening

parenthesis to iv with height h(iu) and satisfying iu′ < iv. If u′ = u, we are done. Otherwise, by
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our proof above and the non-crossing property of twins, we know that iu < iu′ < iv < twin(iv) <

twin(iu′) < twin(iu). However, this contradicts the definition of twins for iu and twin(iu), since

twin(iu′) satisfies h(twin(iu′) + 1) = h(iu) and is closer to iu than twin(iu). Thus, u must be an

ancestor of v.

We decompose TX into a heavy-light decomposition. Recall that in our heavy-light decom-

position, for a given node u ∈ TX , a child node v of u is heavy if ⌊lg |TX(v)|⌋ = ⌊lg |TX(u)|⌋, and

light otherwise. Note that u has at most one heavy child by Observation 4.2.8.

A heavy path of TX is a path beginning with a light node u and the longest path of descen-

dants of u which are all heavy nodes (some heavy paths may consist of a single light node). Note in

Section 4.2, we defined heavy paths to exclude light nodes, but in the remainder of this section we

assume that light nodes are included as defined above. Given a heavy path P = (u1, u2, u3, . . . , uℓ),

the heavy string corresponding to P is the string X[iu1 ] · X[iu2 ] · . . . ·X[iuℓ
] ·X[twin(iuℓ

)] · . . . ·

X[twin(iu1)]. We denote the set of heavy paths of tree TX asHTX , and we note thatHTX partitions

TX . We denote SX as the set of heavy strings of X , which partitions X . We assume each heavy

path inHTX stores a pointer to its head node, tail node, and the corresponding heavy string in SX .

We also assume each heavy path knows its length (which may be calculated during pre-processing

and maintained in the head nodes of each path for constant-time access). We will maintain these

dynamically, and we do not explicitly store TX .

We give anO(log4 n)-time algorithm for maintaining SX when X undergoes dynamic edits.

Furthermore, we show that there are at most O(log n) changes to the set of heavy path strings,

and therefore only O(log n) changes to the string edit distance instances we obtain from our set

of heavy paths. To show this, we partition the set of nodes in TX into three types based on their
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location relative to the update: Type I nodes whose corresponding opening and closing parenthesis

come before the edit, Type II nodes whose corresponding opening parenthesis comes before the

edit and whose corresponding closing parenthesis comes after the edit, and Type III nodes whose

corresponding parentheses come after the edit. It is easy to see that the subtrees of Type I and

Type III nodes remain completely the same since the heights of all parentheses in these subtrees

are shifted by the same amount by the dynamic edit. As for Type II nodes, it turns out that these

are exactly the set of nodes on the path from the root of TX to the node containing the edited paren-

thesis. As such, we know there are at mostO(log n) light nodes on this path by Observation 4.2.7.

Through a careful case analysis of the interactions between Type II nodes and their parents

and children, we show that any heavy node that becomes light must have a neighboring light Type

II node that may be charged for updating the heavy path. Since there are O(log n) light Type II

nodes and only one child of a Type II node may be heavy, there are at most O(log n) edits to SX

per edit to X . To identify these changes, we look at the light Type II nodes of TX and check all

the nearby nodes to see if any have changed from light to heavy or heavy to light. When checking

to see if a node is light or heavy, we use Observation 4.3.2 as well as a segment tree to answer

range queries of the form (i, h) where we want to know the index of the next parenthesis after

index i whose height is h. To maintain this segment tree efficiently subject to updates, we use a

common technique called lazy propagation. With these range queries, we can find the size of a

node’s subtree quickly and check whether they are heavy or light. While the lemma is significant,

we leave the proof to the end of this section, in Subsection 4.3.1 since it is a long case-by-case

analysis and introduces a few additional algorithmic tools, e.g. the range queries discussed above.

Lemma 4.3.3. For a string X with n = |X|,HTX and SX undergoesO(log n) edits, which can be
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identified and maintained in O(log5 n) time, when X undergoes a dynamic insertion or deletion.

Proof. See Subsection 4.3.1 for details.

We now prove that the heavy string set provides a good approximation of ded(X) for a

parenthesis string X . Recall that dedd(X) denotes the deletion-only Dyck edit distance where

substitutions and insertions are not allowed, and that ded(X) ≤ dedd(X) ≤ 2 · ded(X).

Lemma 4.3.4. Given a parenthesis string X and its heavy string set SX ,

dedd(X) ≤
∑
s∈SX

dedd(s) ≤ 2(lg(|X|) + 1)dedd(X).

Proof. Given a string s ∈ SX , let Ps ∈ HTX be the corresponding heavy path in TX of s and let rs

represent the head node of Ps (which is a light node). We define the depth of s to be ⌊lg |TX(rs)|⌋.

We partition the strings of SX according to their depths. We let Mi = {M i
1,M

i
2, . . . ,M

i
ℓi
} represent

the set of heavy path strings whose depth is i for 0 ≤ i < h, where h ≤ ⌊lg |X|⌋+1. For example,

M0 is the set of single-node heavy paths at the leaves of T . For 0 ≤ i ≤ h, we define Xi to be

the string of X with
⋃i−1

i′=0

⋃ℓi′
j=0M

i′
j removed. We will prove that the following holds for every

0 ≤ i < h:

dedd(Xi+1) ≤ dedd(Xi) ≤ dedd(Xi+1)+

ℓi∑
j=1

dedd(M
i
j) and

ℓi∑
j=1

dedd(M
i
j) ≤ 2dedd(Xi).

Let us first consider an optimal deletion-only edit sequence OPTi for Xi. For each 1 ≤ j ≤

ℓi, let Di
j be the number of deletions in M i

j made by OPTi and N i
j be the number of parentheses

in M i
j that are matched to parentheses outside of M i

j . We note that, since M i
j is a balanced LR-

segment, whenever a parenthesis of M i
j is matched to a parenthesis outside of this segment, we
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must delete a parenthesis in the other half of M i
j since a matching must be non-crossing. Therefore,

N i
j ≤ Di

j. (4.2)

Now, we define M̂ i
0, M̂

i
1, . . . , M̂

i
ℓi

as the remaining substrings of Xi between each M i
j , so that

Xi = M̂ i
0 ·M i

1 · M̂ i
1 ·M i

2 · . . . ·M i
ℓi
· M̂ i

ℓi
. We define D̂i

j as the number of deletions in M̂ i
j made by

OPTi and N̂ i
j as the number of parentheses in M̂ i

j that are matched to a parenthesis in some M i
j′ .

We note that by definition,
∑ℓi

j=0 N̂
i
j =

∑ℓi
j=1N

i
j , and furthermore,

dedd(Xi) =

ℓi∑
j=0

D̂i
j +

ℓi∑
j=1

Di
j.

Now, we consider dedd(Xi+1), which does not need to delete any parentheses from Mi since all of

these segments are removed but may need to delete parentheses of Xi+1 which were matched to

parentheses in Mi. Therefore,

dedd(Xi+1) ≤ dedd(Xi) +

ℓi∑
j=0

N̂ i
j −

ℓi∑
j=1

Di
j

= dedd(Xi) +

ℓi∑
j=1

(
N i

j −Di
j

)
≤ dedd(Xi) +

ℓi∑
j=1

(
Di

j −Di
j

)
= dedd(Xi)

where the second inequality follows from (4.2). Furthermore, (4.2) yields

ℓi∑
j=1

dedd(M
i
j) ≤

ℓi∑
j=1

(
Di

j +N i
j

)
≤

ℓi∑
j=1

2Di
j ≤ 2dedd(Xi).
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It remains to prove that dedd(Xi) ≤ dedd(Xi+1) +
∑ℓi

j=1 dedd(M
i
j). For this, note that each string

M i
j is a substring of Xi and Xi is obtained from Xi+1 by removing all these substrings M i

j . If

Y, Z ∈ Dyck, then also Y [0 . . y) ·Z ·Y [y . . |Y |) ∈ Dyck for every y ∈ [0 . . |Y |]; hence, in order to

place Xi in Dyck, it suffices to independently perform the deletions that place Xi+1 and all strings

M i
j in Dyck.

Finally, observe that

∑
s∈SX

dedd(s) =
h−1∑
i=0

ℓi∑
j=1

dedd(M
i
j) ≤

h−1∑
i=0

2dedd(Xi)

≤
h−1∑
i=0

2dedd(X0)

= 2h · dedd(X)

≤ 2(lg(|X|) + 1)dedd(X).

and

∑
s∈SX

dedd(s) =
h−1∑
i=0

ℓi∑
j=1

dedd(M
i
j) ≥

h−1∑
i=0

(dedd(Xi)− dedd(Xi+1))

= dedd(X0)− dedd(Xh) = dedd(X)− dedd(ε) = dedd(X).

This completes the proof.

Combining Lemma 4.3.4, Observation 4.6.1, and the facts that ded(X) ≤ dedd(X) ≤

2ded(X) and ed(Y, Z) ≤ edd(Y, Z) ≤ 2ed(Y, Z), we immediately obtain the following result.
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Corollary 4.3.5. Given a parenthesis string X and its heavy string set SX ,

ded(X) ≤ 2
∑
s∈SX

ed(L(s), T (R(s))) ≤ 8(lg(|X|) + 1)ded(X).

We now state the dynamic string edit distance result of [Kociumaka et al., 2023], which we

utilize to quickly solve each string edit distance instance we obtain from our reduction.

Theorem 4.3.6 ( [Kociumaka et al., 2023] Theorem 7.10). Given integers 2 ≤ b ≤ n, there ex-

ists a randomized dynamic algorithm that maintains an O(b logb n)-approximation of ed(X,Y )

(correctly with high probability against an oblivious adversary) for (initially empty) strings

X, Y of length at most n undergoing edits. The expected update time of the algorithm is

O(b2(log n)O(logb n)).

Our dynamic approximation with a trade-off between approximation factor and update time

follows from Lemma 4.3.3, Corollary 4.3.5, and Theorems 4.3.6.

Theorem 4.3.7. Given integers 2 ≤ b ≤ n, there exists a randomized dynamic algorithm, that

maintains an O(b logb n log n)-approximation of ded(X) (correctly with high probability against

an oblivious adversary) for an (initially empty) string X of length at most n undergoing edits. The

expected update time of the algorithm is O(b2(log n)O(logb n)) per edit.

Proof. Note, by Lemma 4.3.3, S(X) requires O(log |X|) edits per dynamic edit to X and

can be maintained in O(log4 n)-time. By Theorem 4.3.6, these edits may be handled in time

O(b2(log n)O(logb n)) each, and so in total take expected timeO(log4 n+log n ·b2(log n)O(logb n)) =

O(b2(log n)O(logb n)) to maintain. We use the sum of the approximations for each heavy path string

to obtain our approximation of ded(X), which may be updated by subtracting theO(log n) affected
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paths’ old approximations and adding their new approximations after recomputing them. By The-

orem 4.3.6 and Corollary 4.3.5, the approximation factor will be O(b logb n) · 8(lg(n) + 1) =

O(b logb n log n).

Observe that when b is set to 2Θ(
√
logn log logn), the approximation ratio becomes O(log n ·

2O(
√
logn log logn)) and the update time becomes 2O(

√
logn log logn). Setting b = logO( 1

ϵ
) n, we get

(log n)O( 1
ϵ
)-factor approximation with O(nϵ) update time for any constant ϵ > 0.

Although the dependence on parameter b in the approximation factor and update time may

be somewhat high in the above theorem, both quantities match the state-of-the-art for dynamic

string edit distance (up to an extra O(log n) factor present in the approximation only). The Dyck

edit distance is at least as hard to approximate as the string edit distance, so this relationship is

expected: any significant improvements to the approximation or update time for dynamic Dyck

edit distance would therefore automatically improve the state-of-the-art for the dynamic string edit

distance, and vice versa.

4.3.1 Dynamic Heavy-Light Decomposition

In the remainder of this section, we describe how the set of heavy paths of a height tree for

a parenthesis string X can be maintained in O(log5 n) time. Before we show the proof of how the

heavy paths of TX are maintained, we develop a few useful tools.

First, we discuss minimum height range queries range(i, h) that return the maximum range

starting at i in X such that all parentheses in this range have heights greater than h. To answer them

in O(log2 n) time, we use a well-known technique called lazy propagation to maintain a balanced

binary tree with height information on top of X that we may use to quickly determine the answer
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to such queries.

Lemma 4.3.8. A parenthesis string X can be dynamically maintained in O(log |X|) time per

update so that, given i, h ∈ [0 . . |X|), the range range(i, h) can be computed in O(log2 |X|) time.

Proof. See Appendix 4.8.1 for details.

Additionally, we also wish to know, for a given index iv, its twin index twin(iv). We use

a self-balancing binary tree structure to do so, similar to the construction of X̂ in the proof of

Lemma 4.6.8.

Lemma 4.3.9. A parenthesis string X can be dynamically maintained in O(log |X|) time per

update so that, given any parenthesis X[iv] corresponding to node v ∈ TX , the indices iv and

twin(iv) can be computed in O(log |X|) and O(log2 |X|) time, respectively. Furthermore, |TX(v)|

may be computed in O(log2 |X|) time.

Proof. To answer index queries of a node v ∈ TX , we utilize a binary tree B built on top of X .

Each node x ∈ B corresponds to a substring of X , denoted Sx. Each leaf node of B corresponds to

a single character of X and leaves are assigned characters in sorted order according to X such that

the leftmost leaf corresponds to X[0]. Each internal node x of B with children xL, xR corresponds

to the concatenation SxL
·SxR

. Therefore, each level of B partitions X . In addition to this partition,

each node x ∈ B stores the size of its substring |Sx| (note that x does not store the substring Sx

itself, as this would require too much time to maintain). The tree B can be constructed straight-

forwardly in time O(|X|). When X undergoes a dynamic edit, we only need to update the nodes

whose corresponding substrings are affected. When the height of B is O(log |X|), there are only

O(log |X|) such nodes. Leaf nodes do not require any work to maintain, and internal nodes may
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be reconstructed in constant time from the information in their children (the length of the substring

Sx at node x is the sum of the lengths of the substrings SxL
and SxR

at the two children of x). We

may use a self-balancing tree such as an AVL tree to maintain the height of O(log |X|) while still

only affecting O(log |X|) nodes per update.

Now, we show how to use B to answer index queries. We assume that each node v ∈ TX

stores a pointer to the leaf of B corresponding to the character X[iv]. To find the index iv, we

begin at the leaf corresponding to X[iv] and we traverse B upwards while maintaining a count.

Whenever the node we are at is the left child of its parent we do not increase the count. Whenever

the node we are at is the right child of its parent, this means that the left child corresponds to a

substring of X lying to the left of X[iv] and so we add the size of this substring, stored in that left

child, to the count. We do this until we reach the root node so that the count becomes the number

of characters to the left of X[iv], which is iv. Since the height of B isO(log |X|) and each traversal

to a parent node takes constant time, these queries only take O(log |X|) time.

To get the index of twin(iv), we perform a minimum height range query range(iv +1, h+1)

which takesO(log2 |X|) time by Lemma 4.3.8. Then, we may compute |TX(v)| = (1+ twin(iv)−

iv)/2

With the two tools above, we can efficiently determine if a given node v ∈ TX is heavy or not.

The subtree of the heavy child of u (if any) is at least half the size of the subtree of u. Therefore,

we may make a binary search using minimum range height queries to identify the heavy child.

Lemma 4.3.10. Given a parenthesis string X and the data structure of Lemma 4.3.8, for a paren-

thesis X[iv] corresponding to node v ∈ TX , we may find iu, twin(iu) where u is the heavy child of

v ∈ TX , if it exists, in O(log3 n) time.
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Proof. We first obtain iv and twin(iv) using Lemma 4.3.9, and let d = twin(iv)− iv. Additionally,

we find h(iv) by computing the total length of all heavy paths from v to the root of XT (recall

each heavy path stores its length). We observe that any heavy child u of v must have |TX(u)| ≥

|TX(v)|/2. Therefore, we perform range(iv + d/4, h(iv)) since h(iu) must be h(iv) + 1. If the

range query returns an index after iv + d/2, we may determine that iu ∈ (iv . . iv + d/4), otherwise

iu ∈ [iv + d/4 . . iv + d/2] if it exists. We set d′ = d/2 and search the respective half by setting our

starting point to either iv + d′/4 again or iv + d/4+ d′/4. We then continue until we find the exact

starting index of iu if it exists, or find that no such index exists.

Once we determine iu, we may use Lemma 4.3.9 to determine if u is indeed a heavy child of

v.

Now we prove that the heavy-light decomposition of TX can be maintained in poly-

logarithmic update time when X undergoes dynamic edits.

Proof of Lemma 4.3.3. Let Y be the string X after a dynamic update. We discuss deletions and

insertions separately. First, let us assume that the dynamic update is a deletion of X[j] so that

Y = X[0 . . j) ·X(j . . |X|). Let TX and TY be the respective height trees of X and Y . We define

the following function f : [0 . . |X|]→ [0 . . |Y |] mapping positions in X to positions in Y :

f(i) =


i if i ∈ [0 . . j),

i− 1 if i ∈ [j . . |X|].

Observe that Y [f(i)] = X[i] holds for every i ∈ [0 . . |X|) \ {j}. We also lift f to a mapping

between the nodes of TX and of TX so that if a node u ∈ TX contains an opening parenthesis X[i]
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with i ̸= j, then its image in TY is the node f(u) that contains the corresponding opening paren-

thesis Y [f(i)]. If X[j] is an opening parenthesis, then f is undefined (⊥) for the node containing

X[j]. Furthermore, we classify nodes u ∈ TX according to their relationship with j.

We say that a node u ∈ TX is of Type I if iu < twinX(iu) < j, of Type II if iu < j ≤

twinX(iu), and of Type III if j < iu < twinX(iu). Note that if X[j] is an opening parenthesis, the

node u with iu = j is not assigned to any type. This node will be deleted, so it is not useful to

group with other nodes. We now discuss some relevant properties of each type of node.

Claim 4.3.11. For all Type I or Type III nodes u ∈ TX , we have TX(u) = TY (f(u)).

Proof. First, assume u is a Type I node. By definition, iu < twinX(iu) < j. Then by Observa-

tion 4.3.2, every node v ∈ TX(u) satisfies iv < twinX(iv) < twinX(iu) < j, and thus it is also a

Type I node. Furthermore, the heights within [0 . . j) do not change, i.e., hY (f(i)) = hX(i) holds

for all i ∈ [0 . . j). Therefore, for any two type I nodes v, w ∈ TX , we have that w is the parent of

v if and only if f(w) is the parent of f(v). Thus, TX(u) = TX(f(u)).

The proof of when u is a Type III node follows similarly. By definition, j < iu < twinX(iu),

and every node v ∈ TX(u) satisfies j < iu < iv < twinX(iu), and thus it is also a Type III

node. Furthermore, the heights within [j . . |X|] are all incremented, that is, hY (f(i)) = hX(i) + 1

for all i ∈ [j . . |X|] if X[j] is closing, or all decremented, that is, hY (f(i)) = hX(i) − 1 for all

i ∈ [j . . |X|] if X[j] is opening. Therefore, for any two type III nodes v, w ∈ TX , we have that w

is the parent of v if and only if f(w) is the parent of f(v). Thus, TX(u) = TX(f(u)).

By Claim 4.3.11, the structure of Type I nodes and Type III is essentially intact by the

mapping f . We therefore turn our attention to Type II nodes.
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Claim 4.3.12. Every Type II node in TX has exactly one Type II child, except for the following

node with no Type II children:

• if X[j] is closing, the node u ∈ TX with twinX(iu) = j;

• if X[j] is opening, the parent of the node u with iu = j.

Furthermore, for any two Type II nodes v, w ∈ TX , we have that w is the parent of v if and only if

f(w) is the parent of f(v).

Proof. First, consider a node u ∈ TX and its two children w,w′ with w located to the left of w′.

Then, iw < twinX(iw) < iw′ < twinX(iw′). If both w,w′ were Type II nodes, we would have

j ≤ twinX(iw) < iw′ < j, a contradiction. Thus, every node u ∈ TX has at most one Type II child.

Now, we consider the case when X[j] is closing. First, if twinX(iu) = j, all descendant

nodes v of u satisfy iv < twinX(iv) < twinX(iu) = j and are Type I nodes. So, in this case, u

has no Type II children as claimed. Now when iu < j < twinX(iu), let us assume u has no Type

II children. Therefore, all children v satisfy either twinX(iv) < j or j < iv. Since, twin pairs

are non-crossing by Observation 4.2.2, the Type II node w with iw < twinX(iw) = j must be a

descendant of v since iu < j < twinX(iu). However, w cannot be a child of any Type I and Type

III node, again due to twins’ non-crossing property. Therefore, u must have at least one Type II

child.

Now, let us assume that u ∈ TX is a Type II node and X[j] is opening. If u is the parent

of node v with iv = j, note that any other Type II node w must satisfy iw < j < twinX(iw) and

cannot be a sibling of v. Thus, u has no Type II children in this case. If u is not the parent of v, it

must still be an ancestor of v and, by the same argument as above, u must have at least one Type II

child.
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To prove the final property of the statement, take Type II nodes v, w. By the definition

of the mapping function, f(v) ∈ TY is the node containing Y [f(iv)] and f(w) ∈ TY is the node

containing Y [f(iw)]. Since iv, iw < j and the heights within [0 . . j) do not change, i.e., hY (f(i)) =

hX(i) holds for all i ∈ [0 . . j), we conclude that w is the parent of v if and only if f(w) is the parent

of f(v).

Claim 4.3.13. Consider a Type II node u ∈ TX and its image f(u) ∈ TY . If X[j] is closing, then

twinY (f(iu)) = f(twinX(iw)), where w is the parent of u. If the parent of u is the root of TX , then

twinY (f(iu)) is undefined. If X[j] is opening, then twinY (f(iu)) = f(twinX(iv)), where v is the

Type II child of u, or twinY (iv) = f(twinX(j)) if no such child exists.

Proof. First, suppose that X[j] is closing and w is the parent of u where w is not the root of TX .

Note that twinX(iw) = min{r ≥ iw : hX(r + 1) = hX(iw)} and twinX(iu) = min{r ≥ iu :

hX(r + 1) = hX(iu)}. Moreover, hX(iu) = hX(iw) + 1. Consequently, hX(r) > hX(iu) for r ∈

(iu . . twinX(iu)], hX(r) ≥ hX(iu) for r ∈ (iw . . twinX(iw)], and hX(twinX(iw)+1) = hX(iu)−1.

Informally, we know that all parentheses between iu and twinX (iu) have height greater than h(iu),

and moreover, the height of iw and its twin twin(iw)+1 is h(iu)−1. After deleting X[j], the height

of all parentheses after index j are increased by 1, and so the height of twinX(iw) matches h(iu) in

TY and is the nearest closing parenthesis with matching height to the right of iu, i.e., it is the twin

of iu. Formally put, since iw ≤ iu < j ≤ twinX(iu) < twinX(iw), as well as hY (f(r)) = hX(r)

for r ∈ [0 . . j] and hY (f(r)) = hX(r) + 1 for r ∈ (j . . |X|], we have hY (q) > hX(iu) =

hY (f(iu)) for q ∈ (f(iu) . . f(twinX(iw))] and hY (f(twinX(iw)) + 1) = hY (f(twinX(iw) + 1)) =

hX(twinX(iw)) + 1 = hX(iu) = hY (f(iu)). Therefore, twinY (f(iu)) = f(twinX(iw)).

If the parent of u is the virtual root added to TX that does not correspond to any parenthesis
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of X , then note that hX(iu) > hX(r) for all r ∈ (iu . . |X|) and so, hY (f(iu)) > hY (q) for all

q ∈ (f(iu) . . |X|). Thus, twinY (f(iu)) is undefined in this case.

Now, suppose that X[j] is opening and w is either a Type II child of u or the deleted node.

Note that twinX(iw) = min{r ≥ iw : hX(r + 1) = hX(iw)} and twinX(iu) = min{r ≥ iu :

hX(r + 1) = hX(iu)}. Moreover, hX(iu) = hX(iw) − 1. Consequently, hX(r) > hX(iu) for

r ∈ (iu . . twinX(iu)], hX(r) > hX(iu) + 1 for r ∈ (iw . . twinX(iw)], and hX(twinX(iw) + 1) =

hX(iu) + 1. Since iu ≤ iw < j ≤ twinX(iw) < twinX(iu), as well as hY (f(r)) = hX(r)

for r ∈ [0 . . j] and hY (f(r)) = hX(r) + 1 for r ∈ (j . . |X|], we have hY (q) > hX(iu) =

hY (f(iu)) for q ∈ (f(iu) . . f(twinX(iw))] and hY (f(twinX(iw)) + 1) = hY (f(twinX(iw) + 1)) =

hX(twinX(iw))− 1 = hX(iu) = hY (f(iu)). Therefore, twinY (f(iu)) = f(twinX(iw)).

The following two claims specify how Type I and Type III nodes with Type II parents may

move from TX to TY . We also consider the children of the deleted node (if X[j] is opening); all

these children are of Type III.

Claim 4.3.14. If u ∈ TX is a Type I node with a Type II parent w, then f(w) is the parent of f(u).

Proof. Note that since the heights of opening parentheses corresponding to Type I and Type II

nodes do not change, the parent-child relationships between these nodes also do not change.

Claim 4.3.15. Consider a Type III node u ∈ TX with a Type II or deleted parent w. If X[j] is

closing, then the parent of f(u) is f(w′), where w′ is the Type II child of w.7 If X[j] is opening,

then the parent of f(u) is f(w′), where w′ is the parent of w.

Proof. Now, suppose that X[j] is closing. Observe that the heights of opening parentheses cor-

responding to Type III nodes increase by one whereas the heights of opening parentheses corre-
7If w does not have a Type II child, then twinX(iw) = j and all children of w are of Type I.
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sponding to Type II nodes stay the same. If a Type III node u has a Type II parent w and w′ is

the type II child of w, then hX(iu) = hX(iw) + 1 = hX(iw′) and hY (f(iu)) = hX(iu) + 1 =

hX(iw′) + 1 = hY (f(iw′)) + 1. Furthermore, twinX(iw′) = min{r ≥ iw′ : hX(r + 1) = hX(iw′)}

and twinX(iw) = min{r ≥ iw : hX(r + 1) = hX(iw)}. For all q ∈ (iw′ , iu), we have that

hY (q) = hX(q) + 1 > hX(iw) = hX(iu)− 2 = hY (f(iu))− 1. Thus, iw′ is the maximum index of

a parenthesis with iw′ < ij and hY (f(iw′)) = hY (f(iu))− 1.

The analysis is analogous if X[j] is opening: then, the heights of opening parentheses cor-

responding to Type III nodes decrease instead. If w is a child of the root of TX that does not

correspond to any parenthesis in X , then there would have no opening parenthesis that satisfies the

parent condition for f(u) and so, in this case, f(u) becomes a child of the root.

Next, we discuss how an algorithm can identify the changes to the heavy paths in TX . For

the following analysis, define kx = ⌊lg |TX(x)|⌋ and k′
x = ⌊lg |TY (f(x))|⌋ for a node x ∈ TX . The

following claim implies that a node x ∈ TX needs to change its heavy path only if k′
x ̸= kx.

Claim 4.3.16. Let u, v ∈ TX be nodes such that ku = k′
u = k′

v = kv. Then, u is an ancestor of v if

and only if f(u) is an ancestor of f(v).

Proof. The characterization of the parent-child relation specified within the claims above leaves

very few cases where the ancestor-descendant relation does not need to be preserved by f . If X[j] is

closing, this is only possible when u is a Type II node and v is a descendant of its Type III sibling, in

which case f(v) is a descendant of f(u). In that case, however, TY (f(u)) contains the image under

f of all the nodes in TX(u) and TX(v), so |TY (f(u))| ≥ |TX(u)|+ |TX(v)| ≥ 2ku+2kv ≥ 2ku+1, so

k′
u ≥ ku + 1 contradicts our assumption. If X[j] is closing, this is only possible when u is a Type
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II node and v is a descendant of its Type III child, in which case f(v) is a descendant of a sibling

of f(u). In that case, however, TX(u) contains the pre-image under f of all the nodes in TY (f(u))

and TY (f(v)), so |TX(u)| ≥ |TY (f(u))| + |TY (f(v))| ≥ 2k
′
u + 2k

′
v ≥ 2k

′
u+1, so ku > k′

u + 1

contradicts our assumption.

Thus, it suffices to iterate over all nodes x ∈ TX with k′
x ̸= kx and move them from one

heavy path to another. By Claim 4.3.11, we only have to concern ourselves with Type II nodes

(and the deleted node). We use the following claim to characterize them.

Claim 4.3.17. Consider a Type II node v with parent u. If X[j] is closing, then kv ≤ k′
v ≤ ku ≤ k′

u.

If X[j] is opening, then k′
v ≤ kv ≤ k′

u ≤ ku.

Proof. Suppose that X[j] is opening. By Claims 4.3.14 and 4.3.15, we have TY (f(v)) =

f(TX(v) ∪ {w ∈ TX : w is a descendant of a Type III sibling of v}). Thus, |TX(v)| ≤ |TY (f(v))|.

The subtree TX(u) additionally contains u and the descendants of Type III siblings of v, so

|TY (f(v))| < |TX(u)|. The inequality |TX(u)| ≤ |TY (f(u))| is analogous to its counterpart for v.

Suppose that X[j] is closing. By Claims 4.3.14 and 4.3.15, we have TY (f(u)) = f(TX(u) \

{w ∈ TX : w is a descendant of a Type III sibling of v or represents X[j]}). Thus, |TY (f(u))| <

|TX(u)|. The subtree TX(v) additionally contains the node w representing X[j] but misses u and

the descendants of Type I siblings of v, so |TX(v)| ≤ |TY (f(u))|. The inequality |TY (f(v))| <

|TX(v)| is analogous to its counterpart for u.

We are ready to characterize the affected nodes. First, suppose that X[j] is closing. By

Claim 4.3.17, kv ≤ k′
v ≤ ku ≤ k′

u holds for every Type II node v with parent u. If kv ̸= k′
v, then

kv < k′
v ≤ ku, so v is a light node. Consequently, our algorithm inspects the light Type II nodes v

(in the bottom-up order) and filters out those for which kv = k′
v. We remove every remaining node
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v from its original heavy path and insert its image f(v) into the updated heavy path. In order to

identify the latter path, we use Lemma 4.3.10 to find the heavy child of f(v). If there is none but

the parent u of v satisfies k′
v = ku = k′

u, then we insert f(v) to the heavy path of u. For all other

nodes v, we have k′
v < k′

u, so f(v) is light and belongs to a singleton heavy path.

Next, suppose that X[j] is opening. In this case, the deleted node containing X[j] needs to

be removed from its heavy path. Let us focus on the other nodes. By Claim 4.3.17, we have that

k′
v ≤ kv ≤ k′

u ≤ ku for every Type II node v with parent u. If ku ̸= k′
u, then k′

v ≤ kv ≤ k′
u < ku,

so v is a light node. Consequently, our algorithm inspects the parents u of the light Type II nodes

(as well as the parent of the deleted node, all in the bottom-up order) and filters out nodes u with

ku = k′
u. We remove every remaining node u from its original heavy path and insert its image

f(u) into the updated heavy path. In order to identify the latter path, we use Lemma 4.3.10 to find

the heavy child of f(u). If there is none, then the parent w of u satisfies k′
u < ku ≤ k′

w, so f(u) is

light and belongs to a singleton heavy path.

In all cases, by Observation 4.3.2, there are O(log n) Type II nodes to inspect, and they

can be found by iterating over the heavy paths containing the node corresponding to X[j] and its

ancestors in TX . All the changes described above can be implemented in O(log4 n) time since we

utilize Lemma 4.3.10 O(log n) times. Thus in all cases, we may perform the changes to the heavy

path set in O(log4 n) time and there are at most O(log n) such changes. This gives us our total

time of O(log5 n).

Note that when deleting an opening parenthesis, we have to delete the node corresponding

to that parenthesis. We may straightforwardly remove this node’s parenthesis from its heavy path

in TX to fix the heavy path set. Additionally, a closing parenthesis previously matched at the root

node may now no longer have a match. To fix this, we add another dummy opening parenthesis
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and a new node to the root of TY .

We note that a dynamic insertion of an opening parenthesis is symmetric in the case of

deleting a closing parenthesis with one difference. The algorithm must create a new node for the

new opening parenthesis, which we may add to the set of heavy paths using Lemma 4.3.10 in

O(log3 n) time. We also may perform an additional clean-up step for both a dynamic insertion of

an opening parenthesis and dynamic deletion of a closing parenthesis, since it is possible that a

dummy opening parenthesis no longer has a matching closing parenthesis. This must be the root

node of TY , and so we may directly check if this is the case in the root node and delete it if so.

Similarly, a dynamic insertion of a closing parenthesis is symmetric to the deletion of an opening

parenthesis except we do not have to add any node for the inserted parenthesis. As before, we

may need to add a dummy node to the root of the tree which can be done in O(log3 n) time using

Lemma 4.3.10.

4.4 Static and Dynamic Tree to String Edit Distance

In this section, we discuss the related problem of tree edit distance and provide the first ap-

proximation algorithm for tree edit distance in the dynamic setting. Given two labeled trees as

input, the goal of tree edit distance is to find the minimum number of edits needed to transform

one tree into the other. To do so, we utilize a novel reduction technique, which converts an in-

stance of tree edit distance to an instance of string edit distance. Via a Euler tour of the trees and

a heavy-light decomposition, the algorithm builds a string with special labeling where subtrees of

a node are embedded into its label. In total, we are able to give an Õ(n 1
2 )-approximation algo-

rithm in the dynamic setting for tree edit distance with sub-polynomial update time. We begin by
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defining the reduction and discussing structural properties that arise in the reduction, and then in

Subsection 4.4.3, we show how to find a tree alignment using a string alignment obtained via our

reduction. We analyze the obtained tree alignment in Subsections 4.4.4 and 4.4.5, and finally, in

Subsection 4.4.6, we show how to maintain our reduction in the dynamic setting.

4.4.1 Õ(
√
n)-approximate Reduction to String Edit Distance

In order to utilize string edit distance to compute an approximation to the tree edit distance of

two given forests, we utilize a modification of the parenthesis representation based on the heavy-

light decomposition of F , which we denote P(F) for a forest F .

Recall that F(v) is the subtree of F rooted at vertex v. We define a new subtree of F rooted

at vertex v denoted by F ′(v) as follows: if w is a heavy child of v, replace w and the entire subtree

rooted at w with a single node having a label #, that is not used by any other node in F . We call

F ′(v) the light subtree of v. We define P(F) as follows:

Definition 4.4.1. LetF be comprised of trees T1, T2, . . . , Tm with root nodes r1, r2, . . . , rm, respec-

tively, where the trees are in order from left to right such that T1 is the leftmost tree in F . Let h(v)

for v ∈ F be 1 if v is a heavy node in F and 0 if v is a light node in F , and let hd(v) = ⌊lg |F(v)|⌋

denote the heavy depth of v in forest F .

P(Ti, h, hd) =


(F ′(ri) · P(Ti \ ri, h, hd) · )F ′(ri) if h(ri) = 1,

(F ′(ri),hd(ri) · P(Ti \ ri, h, hd) · )F ′(ri),hd(ri) if h(ri) = 0.

Then, P(F) = P(F , h, hd) =
⊙m

i=1P(Ti, h, hd).
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Moving forward, for notational simplicity we replace oP(u) with o(u) and cP(u) with c(u).

In the above definition, the entire light sub-tree of a node is embedded in the label of the

parentheses corresponding to that node. In addition, parentheses corresponding to light nodes have

the heavy depth of their corresponding node embedded in the label as well. From our previous

observations of the heavy-light decomposition, we know there are at most O(log n) light node an-

cestors of any node in forest F or G. Furthermore, each node u appears in the label of o(v) and

c(v) for a node v precisely when u lies in the light subtree of v. Therefore, any optimal tree align-

ment on the parenthesis representation P(F),P(G) has a corresponding optimal tree alignment

on the modified parentheses representation P(F),P(G) with at most an additional multiplicative

O(log n) number of edits. We now briefly prove this formally.

Observation 4.4.2. Given a forest F and any node u in F , u appears in the label of at most

O(log n) parentheses in P(F).

Proof. By Definition 4.4.1, any ancestor node a of u such that u is a descendant of a light node

child of a will contain u in the label of o(a), c(a). Since there are at most O(log n) light node

ancestors of u by Observation 4.2.7, then there are at most O(log n) parentheses in P(F) whose

labels contain u.

Observation 4.4.3. Given forests F ,G and alignment A : P(F) → P(G), if u ≃A v for nodes

u and v in F and G, respectively, then u and v must either both be light nodes or both be heavy

nodes.

Proof. Note that in the construction of P(F ), for a light node u we include ⌊lg |F ′(u)|⌋ in the

label of P(F)[o(u)] and P(F)[c(u)]. On the other hand, a heavy node v in G does not include

238



⌊lg |G ′(v)|⌋. Thus, P(F)[o(u)] ̸= P(G)[o(v)] nor P(F)[c(u)] ̸= P(G)[c(v)], and so A cannot

match the parentheses corresponding to u with the parentheses corresponding to v.

Lemma 4.4.4. Given forests F ,G, ed(P(F),P(G)) ≤ O(log(n)) · ted(F ,G)

Proof. Consider an optimal sequence of edits S which transforms F into G. Such a sequence

defines a corresponding optimal sequence of edits S on P(F),P(G) (note this is the parenthesis

representation of F and G, not to be confused with the modified version P(F),P(G)) where

each node deletion, insertion, and substitution on a node u in F or G corresponds to a dele-

tion or substitution, respectively, of the corresponding parentheses o(u), c(u) in P(F) and P(G)

such that ed(P(F),P(G)) = 2|S| = 2 · ted(F ,G). Let Fi be the forest after the first i edits

of S on F . Note that ed(P(F),P(G)) =
∑|S|−1

i=0 ed(P(Fi),P(Fi+1)). Now, we define a se-

quence of edits S ′ which transforms P(F ) into P(G) (the modified representations). We note

that ed(P(Fi),P(Fi+1)) ≤ O(log n) · ed(P (Fi), P (Gi)) since every node of F or G is contained

in the label of at most O(log n) parentheses by Observation 4.4.2, which means any edit to a node

may require an additional O(log n) substitutions to update these parentheses. So, we need at most

an additionalO(log n) label substitutions per edit of S on P(Fi) to reach P(Fi+1). Thus, we have

the following inequalities

ed(P(F),P(G)) ≤
|S|−1∑
i=0

ed(P(Fi),P(Fi+1)) ≤
|S|−1∑
i=0

O(log n) · ed(P(Fi),P(Fi+1))

= O(log n)
|S|−1∑
i=0

ed(P(Fi),P(Fi+1)) = O(log n) · ted(F ,G).
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([[]{}])()

(([{}]))

P(F):

P(G):

((((()))))

([((()))])

P(F):

P(G):

Figure 4.6: Example alignments between two parenthesis representations of forests F and G.
Parentheses with lines connecting them are aligned, and parentheses with no lines connecting them
to another are deleted. (left) The orange pair of parentheses correspond to a partially deleted node.
The blue pair of parentheses correspond to a single-branch mis-aligned node. The green pair of
parentheses correspond to a multi-branch mis-aligned node. (right) The shown alignment contains
a chain of nodes in F and G corresponding to the blue parentheses.

4.4.2 String to Tree Alignment

Given forests F ,G along with their modified parenthesis representations P(F),P(G), the

primary issue with using a string alignment on the modified representations to approximate

ted(F ,G) is that an optimal string alignment between P(F),P(G) may not adhere to the tree

alignment constraints as stated in Definition 4.2.6.

Given an alignment A : P(F) → P(G), we say that a node u in F (or in G) is tree-aligned

if A aligns both o(u) and c(u) to o(v) and c(v), respectively, for some node v ∈ G. Otherwise, u

is mis-aligned. Mis-aligned nodes are precisely those which violate the tree alignment constraints.

There are three categories of mis-aligned nodes we consider in this work. A node u ∈ F is

partially deleted if A aligns only one of o(u) or c(u) while A deletes the remaining twin. Node u

is a single-branch mis-aligned node if o(u) ∼A o(v1) and c(u) ∼A c(v2) for v1, v2 ∈ G such that

v1 ̸= v2 and v1 and v2 are on the same branch of G, e.g., o(v1) < o(v2) < c(v2) < c(v1). Node u

is a multi-branch mis-aligned node if o(u) ∼A o(v1) and c(u) ∼A c(v2) for v1, v2 ∈ G such that v1

and v2 are not on the same branch of G, e.g., o(v1) < c(v1) < o(v2) < c(v2). See Figure 4.6 for

examples of each type of mis-aligned node.

One common structure in string alignments that violate the tree alignment constraints in-
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volves a sequence of single-branch mis-aligned nodes such that each node in the sequence has

only one of its corresponding parenthesis aligned to the previous node in the sequence and its other

corresponding parentheses aligned to the next node in the sequence. We define them formally as

follows.

Definition 4.4.5 (Chains). Given an alignmentA : P(F)→ P(G), a chain C is a maximal-length

sequence of at least 3 nodes alternating between F and G where all nodes in C from F lie on a

single branch and all nodes in C from G lie on a single branch such that o(C[i]) < o(C[i + 2]) <

c(C[i+ 2]) < c(C[i]) for all i ∈ [0, |C| − 2] and either

1. For all even i such that C[i] ∈ F , if i < |C| − 1, o(C[i]) ≃A o(C[i + 1]) and if i > 0,

c(C[i]) ≃A c(C[i− 1]). We call this an opening chain. OR

2. For all even i such that C[i] ∈ F , if i < |C| − 1, c(C[i]) ≃A c(C[i + 1]) and if i > 0,

o(C[i]) ≃A o(C[i− 1]). We call this a closing chain.

Note in the above definition, we require that the parentheses in each case are not just aligned,

but actually match (i.e., their labels are equal). Figure 4.6 gives a simple example of a chain. As a

result of requiring matches, an important property of a chain is that the light subtree of every node

in a chain is equal.

Observation 4.4.6. For any 0 ≤ i, j < |C| for a chain C of deletion-only alignment A : P(F)→

P(G) where C[i] is a node in F and C[j] is a node in G, F ′(C[i]) = G ′(C[j]). Similarly, if C[i] is

a node in F and C[j] is a node in F , F ′(C[i]) = F ′(C[j]).

Proof. This observation follows from induction. Consider the first case of the observation state-

ment, when C[i] is a node in F and C[j] is a node in G. Without loss of generality let i < j and

C[0] ∈ F , C[1] ∈ G.
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For the base case, by Definition 4.4.5, o(C[0]) ≃A o(C[1]) or c(C[0]) ≃A c(C[1]) and so,

P(F)[o(C[0])] = P(G)[o(C[1])] or P(F)[c(C[0])] = P(G)[c(C[1])]. Thus,by the definition of

P(F), Definition 4.4.1, it must be that F ′(C[0]) = G ′(C[1]) since the light subtree of a node

u ∈ F is embedded in P(F)[o(u)] and P(F)[c(u)].

Now assume the statement is true for nodes in the chain up to index i−1. By Definition 4.4.1,

the label of a node u ∈ P(F) (P(G)) contains F ′(u) (G ′(u)). Furthermore, by Definition 4.4.5,

o(C[i]) ≃A o(C[i + 1]) or c(C[i]) ≃A c(C[i + 1]) and so, F ′(C[i]) = G ′(C[i + 1]). Similarly,

G ′(C[i+ 1]) = F ′(C[i+ 2]). Thus, by induction, F ′(C[i]) = G ′(C[j]).

The remaining case when C[i], C[j] ∈ F follows analogously.

As a result of the above observation, mis-aligned nodes may lead to a significant gap between

the string edit distance and tree edit distance of P(F) and P(G). Chains allow for a fluidity in

string alignments that often help minimize the number of edits required at the cost of violating

tree alignment constraints. See Figure 4.7 for an example of a pair of forests whose parentheses

representations have a string edit distance of O(1) but tree edit distance of O(
√
n). By identifying

and fixing mis-aligned nodes in chains, we show how to construct a tree alignment from any string

alignment A : P(F) → P(G) at the cost of an additional multiplicative factor of Õ(
√
n) edits to

match the gap up to logarithmic factors.

4.4.3 String to Tree Alignment Construction

4.4.3.1 Tree-Aligning a Mis-aligned Heavy Node

Given a minimum-cost deletion-only string alignment A : P(F) → P(G), we first discuss

how to fix a single mis-aligned heavy node of F . There are two main cases: first, if a mis-aligned
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(X(X(...(XX)...)X)

X(X(...(X)X)...)X)

P(F):

P(G):

(X(X(...(XX)...)X)

X(X(...(X)X)...)X)

P(F):

P(G):

Figure 4.7: Pictured above are a string alignment (left) and a tree alignment (right) for the paren-
theses representations of a forest F and G. Parentheses with lines connecting them are aligned,
and parentheses with no lines connecting them to another are deleted. X represents a substring
of length

√
n/4. Using a chain, an optimal string alignment only requires two deletions of paren-

theses highlighted in red. On the other hand, an optimal tree alignment must delete two copies of
substring X to satisfy the constraints of Definition 4.2.6. The difference in the optimal string edit
distance and tree edit distance is O(|X| − 2) = O(

√
n).

heavy node u is part of a chain, we aim to modify A to match both o(u) and c(u) to the next node

v ∈ G in the chain sequence, so that u and v are tree-aligned. Furthermore, we modify A to match

the light subtrees of u and v together as well. Recall one of the main constraints of an alignment

is that for alignment A = (xt, yt)
m
t=0, (xt+1, yt+1) ∈ (xt + 1, yt + 1), (xt + 1, yt), (xt, yt + 1)

for all t ∈ [0,m). After matching the light subtrees of u and v, we remove any pairs that

would violate this constraint and add deletions of any affected parentheses outside of these light

subtrees. Second, if a mis-aligned heavy node u is not part of a chain, we simply delete o(u),

c(u) and the parentheses in P(G), if any, that were previously matched to them by A. We

now define the two cases formally. For two nodes v, v′ in a forest F , we let w(v, v′) denote

|o(v) − o(v′)| + |c(v) − c(v′)|. Let u be a mis-aligned node in a maximal-length heavy path H

of F where recall a heavy path is a set of heavy nodes in F that form a connected path in F . We

refer to the following subroutine as TreeAlign(A, u), which we define for a only a single node u

and utilize iteratively, discussed subsequently in Subsection 4.4.3.2.

TreeAlign(A, u) :

1. If there exists a chain C such that
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• C[k] = u for some k ∈ [0 . . |C| − 5],

• w(C[k], C[k + 2]) <
√
n,

• w(C[k + 2], C[k + 4]) <
√
n,

• C[k + 2], C[k + 4] ∈ H

then modify A to match the light subtree of u with the light subtree of C[k + 1].

2. Otherwise, modify A to delete node u.

In the above routine, we use two short-hand phrases ”match the light subtree of u with the

light subtree of C[k + 1]” and “delete node u” when discussing modifications to A. We now

rigorously define these two steps. Recall an alignment matches parentheses of strings X and y at

indices i, j, respectively, when it contains pairs (i, j), (i + 1, j + 1) and deletes a parenthesis at

index i in X when it contains pairs (i, j), (i+ 1, j) with a symmetric case for deletion in Y .

Delete node u: To “delete a node u” for a node u ∈ F , any matches of o(u) and c(u)

are replaced with deletions in alignment A. For example, if o(u) ≃A o(v) for u ∈ F , v ∈ G in a

deletion-only alignmentA : P(F)→ P(G), then we replace pairs (o(u), o(v)), (o(u)+1, o(v)+1)

with pairs (o(u), o(v)), (o(u) + 1, o(v)), (o(u) + 1, o(v) + 1). Note that this deletes both o(u) and

o(v). If instead o(u) is not matched, we make no changes toA. We do the analogous modifications

of A for c(u).

Match light subtrees of u and v: To “match the light subtree of u with the light subtree of v”

for nodes u ∈ F , v ∈ G such that u and v are consecutive nodes in a chain C of A, A is modified

to match all parentheses in P(F ′)(u) to those in P(G ′)(v) and delete any parentheses of F or G

who no longer have a valid match inA according to the alignment definition, Definition 4.2.4. This

modification is much more involved than deleting a node. First, we observe that the constraints of
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case 1 in the above routine require that u is not the last node in heavy path H since C[k + 2] ∈ H ,

and so u has some heavy child u′. Furthermore, since v = C[k + 1], by Observation 4.4.6,

P(G ′)(v) = P(F ′)(u) and so, v must have a heavy child v′. Every chain must either be an opening

chain or a closing chain such that either o(u) ≃A o(v) or c(u) ≃A c(v), respectively. Without loss

of generality, we assume that c(u) ≃A c(v), and so pairs (c(u), c(v)), (c(u)+1, c(v)+1) are inA.

We begin our modifications ofA to match P(F)(c(u′), c(u)] to P(G)(c(v′), c(v)]. Figure 4.8

provides a depiction of the changes we will make to A for these substrings, which we describe in

detail as follows. In order to maintain alignment constraints as per Definition 4.2.4, before we

can add anything, we first remove any previous pairs of A containing an index corresponding to

a parenthesis in P(F)(c(u′), c(u)] or P(G)(c(v′), c(v)]. Let (iF , iG) ∈ A be the rightmost pair in

A such that iF ≤ c(u′) and iG ≤ c(v′). By the definition of alignments, it must be the case that

at least one of iF = c(u′) or iG = c(v′) is true; without loss of generality, let iF = c(u′). We

remove all pairs of A between pairs (c(u′), iG) and (c(u) + 1, c(v) + 1), exclusive. We insert a

matching sequence (c(u′), c(v′)), (c(u′) + 1, c(v′) + 1), (c(u′) + 2, c(v′) + 2), . . . , (c(u), c(v)) into

A at the position before pair (c(u) + 1, c(v) + 1). We then insert a deletion sequence (c(u′), iG +

1), (c(u′), iG +2), . . . , (c(u′), c(v′)− 1) intoA at the position after pair (c(u′), iG). This completes

the matching of P(F)(c(u′), c(u)] to P(G)(c(v′), c(v)] and deletion of any additional parentheses

needed to maintain alignment constraints.

We now finish matching the light subtrees of u and v by modifying A to match

P(F)[o(u), o(u′)) and P(G)[o(v), o(v′)). See Figure 4.9 for a depiction of these modifications

to A that we describe formally as follows. Let (o(u), iG) be the first pair in A with left index o(u)

and let (iF , o(v′)) be the first pair in A with right index o(v′). Observe that o(v) ≃A o(C[k + 2])

with o(u) < o(C[k + 2]) by our earlier assumption of C. Since o(u) < o(C[k + 2]), o(v′) > o(v)
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...})[])[[]])

...{})[[]])

P(G):

P(F):
c(u)c(u′)

c(v′) c(v)iG
...})[])[[]])

...{})[[]])

P(G):

P(F):
c(u)c(u′)

c(v′) c(v)iG

Figure 4.8: Example of an alignment A (left) and the result of TreeAlign(A, u) (right) for a node
u in Case 1 of the TreeAlign routine. Parentheses with lines connecting them are aligned, and
parentheses with no lines connecting them to another are deleted. For a chain C, u = C[k]
corresponds to the rightmost (blue) parenthesis of P(F) and v = C[k + 1] corresponds to the
rightmost (blue) parenthesis in P(G). After TreeAlign(A, u), o(u) ≃A o(v) and the rest of the
light subtrees of u and v, depicted by the orange parentheses, are matched as well. The parentheses
previously aligned with the light subtree of u, which correspond to range [iG, c(v)) are now deleted.

and (o(C[k+2], o(v)) ∈ A, by the non-crossing property of alignments, iG ≤ o(v) and iF ≥ o(u′).

We remove all pairs ofA between (o(u), iG) and (iF , o(v
′)), exclusive. We insert deletion sequence

(o(u), iG + 1), (o(u), iG + 2), . . . , (o(u), o(v)) into A at the position after pair (o(u), iG). Next, we

insert matching sequence (o(u) + 1, o(v) + 1), (o(u) + 2, o(v) + 2), . . . , (o(u′), o(v′)) into A at

the position after pair (o(u), o(v)). Finally, we insert deletion sequence (o(u′) + 1, o(v′)), (o(u′) +

2, o(v′)), . . . , (iF −1, o(v′)) intoA at the position after pair (o(u′), o(v′)). The above steps modify

A to match substrings P(F)[o(u), o(u′)) to P(G)[o(v), o(v′)) while maintaining alignment con-

straints.

4.4.3.2 Tree-Aligning All Heavy Nodes

We can use the TreeAlign subroutine iteratively to fix all mis-aligned heavy nodes of A

in F . First, let H = {H1, H2, . . . , Hℓ} be the set of all maximal-length heavy paths Hi =

(ui
1, u

i
2, . . . , u

i
mi
) in F , which partitions the set of heavy nodes in F . Observe that for a heavy

path Hi ∈ H, any two nodes ui
j1
, ui

j2
∈ Hi must have the same heavy depth according to the

definition of heavy nodes. We order the paths in H according to the heavy depths of their nodes
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Figure 4.9: Example of an alignment A (left) and the result of TreeAlign(A, u) (right) for a node
u in Case 1 of the TreeAlign routine. Parentheses with lines connecting them are aligned, and
parentheses with no lines connecting them to another are deleted. For a chain C, u = C[k]
corresponds to the leftmost (blue) parenthesis of P(F) and v = C[k + 1] corresponds to the
rightmost (blue) parenthesis in P(G). After TreeAlign(A, u), o(u) ≃A o(v) and the rest of the
light subtrees of u and v, depicted by the orange parentheses, are matched as well. The parentheses
previously aligned with the light subtrees of u and v, which correspond to ranges [o(u′), iF) and
[iG, o(v)) are now deleted (where u′ is the heavy child of u, corresponding to the black opening
parenthesis ’(’ in F).

from smallest heavy depth to largest heavy depth. We begin with H1, the heavy path with smallest

heavy depth, and consider each node of H1 one at a time. Let H1 = (u1
1, u

1
2, . . . , u

1
m1

) be ordered

from highest level node to lowest level node in F , i.e., u1
i is an ancestor of all u1

j for i ≤ j. For u1
i

for i = 1 to m1, if u1
i is mis-aligned, we call TreeAlign(u1

i ,A). Otherwise, we make no changes

to A and move on to the next heavy node. After handling H1, we perform TreeAlign on the heavy

nodes of H2, then H3, etc., until all heavy nodes have been handled.

4.4.3.3 Aligning Light Nodes

We have not yet dealt with mis-aligned light nodes. It turns out any mis-aligned light node

can be deleted without increasing the number of edits by more than a poly-logarithmic factor.

Therefore, for any mis-aligned light node u ∈ F , we modify A to delete node u. The order of

these modifications does not matter, so long as we do this for all such mis-aligned light nodes.

We let TreeAlign(A) denote the alignment created after performing TreeAlign(A, u) on all heavy

nodes u ∈ F and deleting all mis-aligned light nodes as described above. Now, we give a short
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proof that TreeAlign(A) is indeed a tree alignment followed by a case analysis proving that the

new alignment only increases the number of deletions by a factor of Õ(
√
n).

4.4.4 Tree Alignment Constraint Analysis

First, we show that for alignmentA : P(F)→ P(G) and node u ∈ F , TreeAlign(A, u) does

in fact yield a sequence of pairs satisfying the alignment definition.

Lemma 4.4.7. Given a deletion-only alignment A and a mis-aligned node u ∈ F , sequence A

after performing TreeAlign(A, u) is an alignment.

Proof. By Definition 4.2.4, we must make sure that (0, 0), (|P(F)|, |P(G)| ∈ A and (xt1 , yt+1) ∈

(xt + 1, yt + 1), (xt + 1, yt), (xt, yt + 1) for all t ∈ [0,m) where A = (xt, yt)
m
t=0 after modify-

ing A. Note that in both cases of TreeAlign(A, u), we never replace the first or last pair of A,

so we can focus on the third constraint as the first two are trivially true. It is easy to see that

both cases of TreeAlign follow this constraint, but in the following, we show this explicitly for

the sake of completion. If u is handled in Case 2 of TreeAlign, it is deleted. In this case pairs

(o(u), o(v)), (o(u)+1, j+1) are replaced with (o(u), o(v)), (o(u)+1, o(v)), (o(u)+1, o(v)+1) or

(c(u), c(v)), (c(u)+1, c(v)+1) are replaced with (c(u), c(v)), (c(u)+1, c(v)), (c(u)+1, c(v)+1).

The only change to A are new pairs (o(u) + 1, o(v)) and (c(u) + 1, c(v)), which both satisfy the

alignment constraint.

If u is handled in Case 1 of TreeAlign, its light subtree is matched to the light subtree of a

node v where C[k] = u,C[k + 1] = v for some chain C. As in case 1, we denote u′ as the heavy

child of u and v′ as the heavy child of v. We assume without loss of generality that c(u) ≃A c(v)

and that the rightmost pair (iF , iG) in A satisfying iF ≤ c(u′), iG ≤ c(v′) has iG = c(v′) (see the

248



previous “Match light subtrees” section for discussion of these assumptions). First, the TreeAlign

routine replaces the sequence of pairs between (c(u′), iG) and (c(u)+1, c(v)+1) with the sequence

(c(u′), iG + 1), (c(u′), iG + 2), . . . , (c(u′), c(v′)− 1), (c(u′), c(v′)), (c(u′)− 1, c(v′)− 1), (c(u′)−

2, c(v′) − 2), . . . , (c(u), c(v)). Thus, each index increments by at most one between every pair

in the new alignment A after these modifications and so, the alignment constraint is satisfied.

Second, the TreeAlign routine replaces the sequence of pairs between (o(u), iG) and (iF , o(v
′))

(where (o(u), iG) is the first pair in A with left index o(u) and (iF , o(v
′)) is the first pair in A with

right index o(v′)) with sequence (o(u), iG + 1), (o(u), iG + 2), . . . , (o(u), o(v)), (o(u) + 1, o(v) +

1), (o(u)+2, o(v)+ 2), . . . , (o(u′), o(v′)), (o(u′)+ 1, o(v′)), (o(u′)+ 2, o(v′)), . . . , (iF − 1, o(v′)).

Thus, again each index increments by at most one between every pair in the new alignmentA after

these modifications, and so A remains an alignment in either case of TreeAlign.

Recall that TreeAlign(A) denotes the alignment A after performing TreeAlign(A, u) on all

mis-aligned heavy nodes and deleting all mis-aligned light nodes. Next, we show that in addition

to TreeAlign(A) satisfying the alignment requirements, it is also a tree alignment. To this end,

we show that there are no nodes of F mis-aligned by TreeAlign(A). A useful observation about

alignments is that if there is a mis-aligned node of G, then there must be a mis-aligned node of F .

Therefore, if there are no mis-aligned nodes of F , then all nodes of F and G are tree aligned by

TreeAlign(A). The proof of this observation is as follows.

Observation 4.4.8. Given an alignment A : P(F) → P(G), if u ∈ G is mis-aligned by A, then

there must be some v ∈ F that is also mis-aligned.

Proof. Let u ∈ G be any mis-aligned node by A. By definition of mis-aligned nodes, at least
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one of o(u) or c(u) must be matched by A. If o(u) ≃A o(v) for some v ∈ F , by definition of

mis-aligned nodes, c(u) is either deleted or matched to a different parenthesis c(v′) for v′ ̸= v.

Therefore, c(v) does not match to c(u) byA, and so, v is also mis-aligned. A symmetric argument

can be shown for when c(u) ≃A c(v) and o(u) is deleted or matched to a different parenthesis c(v′)

for v′ ̸= v.

As a pre-cursor to the final lemma of the section, we show that when running TreeAlign on

a node u in a heavy path H , any other node in H previously aligned by TreeAlign is unaffected by

the modifications made during the alignment of u.

Lemma 4.4.9. Given forests F ,G and a deletion-only alignment A : F → G and heavy path

H = {u1, u2, . . . , um} in F where o(ui) < o(uj) < c(uj) < c(ui) for all i < j, if uj ∈ H is

tree-aligned with node v ∈ G by A, then uj will still be tree-aligned with v by A after performing

TreeAlign(A, ui).

Proof. First, if ui is tree-aligned itself by A, then TreeAlign(A, ui) does not make any changes to

A. If ui is mis-aligned and falls into Case 2 of TreeAlign(A, ui), then trivially the statement is true

since the only nodes affected by the changes to A are ui and the node in G it is matched to.

If ui is mis-aligned and falls into case 1, then we consider the two steps taken by

TreeAlign(A, ui) and how they affect a node uj ∈ H tree-aligned with v ∈ G by A. We will

argue that in fact these steps do not affect the alignment pairs for uj and v at all, and if they did,

the non-crossing property of alignments would be violated.

By the constraints of case 1, ui is contained in a chain C such that C[k] = ui where k ≤

|C| − 5 and C[k + 2] ∈ F . Since there is another node in H after ui, ui must have heavy child

ui+1. Let vi denote C[k + 1], by Observation 4.4.6, vi must have heavy child vi+1. Without
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loss of generality, we assume c(ui) ≃A c(vi), and let (iF , iG) ∈ A denote the rightmost pair

in A with iF ≤ c(ui+1), iG ≤ c(vi+1). The first step of the TreeAlign routine modifies all pairs

between (iF , iG) and (c(ui) + 1, c(vi) + 1), exclusive. Refer to Figure 4.8 for an example of these

modifications.

First, we note that either iF = c(ui+1) or iG = c(vi+1) by their definition. In either case, we

claim that o(uj) < iF . In the former case, this is trivially true since the opening parentheses cor-

responding to nodes in H have smaller index in P(F) than the closing parentheses corresponding

to these same nodes. In the latter case, the claim is true by the non-crossing property of align-

ments since (iF , c(vi+1)) and (c(C[k + 2]), c(C[k + 3])) are in A with c(C[k + 3]) < c(vi+1), so

o(uj) < c(C[k + 3]) < iF . Therefore, o(uj) is unaffected by the modifications of the first step of

TreeAlign.

If j < i, then uj is one of the ancestors of ui with c(uj) > c(ui), and so c(uj) is unaffected

by the modifications of the first step as well in this case.

If j > i, then c(uj) is affected only if iF < c(uj) ≤ c(ui). In this case, since uj is a

descendant of ui, the heavy child ui+1 of ui must also be affected by these changes, i.e., it must

be that iF < c(ui+1). As mentioned previously, either iF = c(ui+1) or iG = c(vi+1) and since

iF < c(ui+1), it must be that iG = c(vi+1). Recall that v ∈ G denotes the node tree-aligned with

uj by A. By the non-crossing property of alignments, since pairs (iF , c(vi+1)), (c(ui), c(vi)) are

in A and iF < c(uj) < c(ui), it must be that c(vi+1) < c(v) < c(vi). Furthermore, since vi+1

is the heavy child of vi, then this implies that v must lie in the light subtree of vi, i.e., c(vi+1) <

o(v) < c(v) < c(vi). However, this leads to a contradiction: the non-crossing property is violated

by (o(uj), o(v)) and (iF , c(vi+1)) since o(uj) < iF but o(v) > c(vi+1). Thus, it must be that

iF > c(uj) and so uj is unaffected by these changes.
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Now, let (o(ui), iG) be the first pair in A with left index o(ui) and let (iF , o(vi+1)) be the

first pair in A with right index o(vi+1). The second step of the TreeAlign routine modifies all

pairs between (o(ui), iG) and (iF , o(vi+1)), exclusive (see Figure 4.9 for example). As in the first

step, if j < i, then uj is not affected by these changes since o(uj) < o(ui) and c(uj) > iF .

If j > i, the alignment of o(uj) could be affected if o(ui+1) ≤ o(uj) < iF . By an analogous

argument to the first step, this would imply that v is in the light subtree of o(vi), i.e., o(vi) <

o(v) < c(v) < o(vi+1). However, this would violate the non-crossing property of A due to pairs

(c(uj), c(v)), (iF , o(vi+1)) ∈ A with c(uj) > iF and c(v) < o(vi+1). Thus, uj is not modified by

either step of TreeAlign(A, ui).

We now give an inductive argument to prove that all nodes of F are tree aligned. The

main challenge of the proof comes from Case 1 of the TreeAlign(A, u) routine, which affects the

alignment of heavy nodes beyond just u. The previous lemma already shows that no other node in

the same heavy path as u is affected, but we must also make sure any heavy nodes not in this heavy

path are also still tree-aligned after this routine. In the modifications of this case, we were careful

to add deletions for all affected parentheses, so in fact even for nodes in other heavy paths, these

modifications maintain that nodes of F are still tree-aligned. We discuss this formally as follows.

Lemma 4.4.10. Given an alignment A, TreeAlign(A) is a tree alignment.

Proof. Let H = {H1, H2, . . . , Hℓ} be the set of all maximal-length heavy paths in order from

smallest node heavy depth to largest node heavy depth. We prove that all heavy nodes in

TreeAlign(A) are tree-aligned by induction on i where i is the index of the current heavy path

Hi whose mis-aligned nodes are currently being processed by the TreeAlign routine.

As the base case, we consider TreeAlign(A, u1
i ) for some u1

i in H1 = (u1
1, u

1
2, . . . , u

1
m1

) where
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the nodes of H1 are ordered from highest level to lowest level in F such that u1
i is the ancestor

of all u1
j with j > i. We show that after performing TreeAlign(A, u1

i ) for all i from 1 to m1, all

nodes in H1 are tree-aligned. First, if u1
i does not satisfy the conditions of case 1, A is modified

to delete both o(u1
i ) and c(u1

i ). Clearly, u1
i will be tree-aligned after this step and no other node

alignment will be affected. Instead, if u1
i falls into case 1, then it is contained in a chain C such

that C[k] = u1
i andA is modified so that u1

i is tree-aligned to v = C[k+1] ∈ G. By Lemma 4.4.9,

all other nodes of H that are already tree-aligned will remain tree-aligned, and so after all nodes

of H1 are passed to TreeAlign, all heavy nodes in H1 will be tree-aligned.

Now, we assume that all heavy nodes in heavy paths up to path Hz−1 are tree-aligned, and

we want to show that all heavy nodes in heavy paths up to Hz are tree-aligned after perform-

ing TreeAlign(A, uz
i ) for all i from 1 to mz. By the same argument as the base case, all mis-

aligned heavy nodes uz
i of Hz will be tree-aligned after performing either case 1 or case 2 of

TreeAlign(A, uz
i ). We now must confirm that all heavy nodes from Hj for j < z are also still

tree-aligned after performing these steps. If uz
i falls into case 2 of the TreeAlign(A, uz

i ) routine, it

is deleted and no heavy nodes of any prior paths are affected, so we only need to consider case 1.

If uz
i falls into case 1, it is contained in a chain C such that C[k] = uz

i and will be matched

to v = C[k + 1] ∈ G. As in the base case, assume without loss of generality that c(uz
i ) ≃A c(v)

and let (iF , iG) denote the rightmost pair in A satisfying iF ≤ c(uz
i+1), iG ≤ c(v′) where v′ is the

heavy child of v. First, the TreeAlign routine replaces the sequence of pairs between (iF , iG) and

(c(uz
i ) + 1, c(v) + 1) with a sequence of matches between the light subtrees uz

i and v and then

deletions of all other parentheses corresponding to indices of the removed pairs.

If iF = c(uz
i+1), then only nodes u′ ∈ F with c(uz

i+1) < o(u′) < c(u′) < c(uz
i ) are affected

by these modifications. These are exactly the nodes in the light subtree of uz
i and are therefore
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matched and tree-aligned to corresponding nodes in the light subtree of v.

If iF < c(uz
i+1), then iG = c(v′). In this case, there may exist some u′ ∈ F that lie outside

of the light subtree of uz
i and are affected by modifications to A TreeAlign(A, uz

i ) as long as u′ is

tree-aligned with a node in the light subtree of v before modifications. Note that for any such u′,

o(uz
i ) < o(u′) < c(u′) < c(uz

i ), and so u′ must either be in Hz or a path Hz′ for z′ < z. Since

we have already dealt with nodes in Hz, we only concern ourselves with the latter case. By the

induction hypothesis these nodes are already tree-aligned. Therefore, both o(u′) and c(u′) must

be deleted or aligned to parentheses in the light subtree of v before TreeAlign modifies A, and so,

after modifications, these parentheses will both be deleted and u′ will still be tree-aligned.

Now let (o(uz
i ), iG) be the first pair in A with left index o(uz

i ) and (iF , o(v
′)) be the first

pair in A with right index o(v′). Second, the TreeAlign routine replaces the sequence of pairs

between (o(uz
i ), iG) and (iF , o(v

′)) with a matching of the parentheses corresponding to the light

subtrees of uz
i and v and then deletions of all other parentheses corresponding to removed pairs.

By an analogous argument to the previous case, any node u′ affected by these modifications must

be in a heavy path Hz′ for z′ < z, and so by the induction hypothesis, after modifications, u′ is

tree-aligned to a node in the light subtree of v or both o(u′) and o(v′) are now deleted.

By induction, all heavy nodes in F will be tree-aligned in TreeAlign(A). Recall that A is

modified to delete mis-aligned light nodes of F , so trivially, there will be no mis-aligned light

nodes in F in the final alignment. By Observation 4.4.8, all nodes in F and G are tree-aligned, and

so TreeAlign(A) is a tree alignment
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4.4.5 Alignment Cost Analysis

We now prove that performing TreeAlign only increases the number of edits in alignment A

by a Õ(
√
n) multiplicative factor. The main challenge is arguing that additional deletions from

case 1 of the TreeAlign routine do not blow up the cost of the alignment. Any node falling into this

case must be in a chain, and to manage deletion costs, we first consider the end points the chain.

Since we define chains to include nodes in only a single root-to-leaf path of each forest, chains

must have finite length and the last node of a chain must be a partially deleted node. Therefore, we

will typically charge deletions incurred by the TreeAlign to the deletions already present at the end

points of chains. Moreover, we can extend this idea further to sequences that include multi-branch

mis-aligned nodes as well. We define them as follows.

Definition 4.4.11 (Extended chain). Given an alignment A : P(F)→ P(G), an extended chain C

is a maximal-length sequence of at least 3 nodes alternating from F and G where

1. For all even i such that C[i] ∈ F , if i < |C| − 1, o(C[i]) ≃A o(C[i + 1]) and if i > 0,

c(C[i]) ≃A c(C[i− 1]). OR

2. For all even i such that C[i] ∈ F , if i < |C| − 1, c(C[i]) ≃A c(C[i + 1]) and if i > 0,

o(C[i]) ≃A o(C[i− 1]).

Note the difference between the above definition and Definition 4.4.5 is we no longer require

the mis-aligned nodes of an extended chain to be on a single branch of F or G. This allows us

to follow maximal-length sequences of aligned parentheses corresponding to mis-aligned nodes.

Similarly to chains, we show that every extended chain ends in a partially deleted node. We now

prove this formally for chains and then extended chains.
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Lemma 4.4.12. Given an alignment A : P(F)→ P(G) and a chain C in A, let u = C[i] for any

i > 2. If there exists a node v ̸= C[i − 1] such that either o(u) ≃A o(v) or c(u) ≃A c(v), then

v = C[i+ 1].

Proof. Without loss of generality let u ∈ F , v ∈ G. Let u′ = C[i − 2] ∈ F , v′ = C[i − 1] ∈ G.

We know by Definition 4.4.5 that o(u′) < o(u) < c(u) < c(u′) and without loss of generality let

o(u′) ≃A o(v′), c(u′) ≃A c(v), and so, o(u) ≃A o(v) since v ̸= v′ as given. We know that pairs

(o(u′), o(v′)), (o(u), o(v)), (c(u′), c(v)) are in A and since o(u′) < o(u) < c(u′), then o(v′) <

o(v) < c(v) by the non-crossing property of alignments. Therefore, v satisfies the requirements of

Definition 4.4.5, and v = C[i+ 1].

Corollary 4.4.13. Given an alignment A : P(F) → P(G) and a chain C in A, C[|C| − 1] is a

partially deleted node.

Proof. From Lemma 4.4.12, if C is finite, the last node u of a chain must have either o(u) or c(u)

not aligned by A, i.e. u is a partially deleted node. Note that since there are a finite number of

nodes, C can only be infinite if it contains the same node more than once. Assume for contra-

diction this is the case; let C[i] = C[j] with i < j. Since C[i] = C[j], then o(C[i]) = o(C[j]),

which violates the requirement that o(C[i]) < o(C[j]) by the definition of chains, Definition 4.4.5.

Therefore, every chain is finite and must reach a partially deleted node.

Now, we turn our attention back to extended chains. Every extended chain has a very pre-

dictable structure; each extended chain contains at most 1 multi-branch mis-aligned node and at

most 2 chains. We now prove this formally.

Lemma 4.4.14. Given an alignmentA : P(F)→ P(G) and an extended chain C inA, C contains

at most 1 multi-branch mis-aligned node and at most 2 chains.
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Proof. Let C be an extended chain with multi-branch mis-aligned node u1 = C[i] for any 2 <

i < |C| − 2. Without loss of generality, let u1 ∈ F and v1 = C[i − 1] ∈G, v2 = C[i + 1] ∈

G. By Definition 4.4.11, without loss of generality let o(u1) ≃A o(v1) and c(u1) ≃A c(v2).

We know by the definition of multi-branch mis-aligned nodes, o(v1) < c(v1) < o(v2) < c(v2).

Consider the next node u2 = C[i + 2]. We know that o(v2) ≃A o(u2). Furthermore, since pairs

(o(u1), o(v1)), (c(u1), c(v2)) are in A and o(v1) < o(v2) < c(v2), then o(u1) < o(u2) < c(u1).

Therefore, by Definition 4.4.5, u1, v2, u2 form a chain. By Lemma 4.4.12, any node C[j] for i <

j < |C| − 1 must also be part of the chain and C[|C| − 1] must be a partially deleted node. By a

symmetric argument, it must also be the case that C[i], C[i− 1], . . . , C[1] form a chain and C[1] is a

partially deleted node.

Since we know that extended chains only contain a single multi-branch mis-aligned node

and can only continue as long as the chains contained in them, we know that eventually they must

end in a partial deletion as chains do.

Corollary 4.4.15. Given an alignment A : P(F) → P(G) and an extended chain C in A, then

C[|C| − 1] is a partially-deleted node.

Proof. By Lemma 4.4.14, every extended chain has at most 2 chains and at most 1 multi-branch

mis-aligned node. By Corollary 4.4.13, chains must end in a partially deleted node. Thus, extended

chains are finite, and by Definition 4.4.11, the last node will have either o(C[|C|−1]) or c(C[|C|−1])

deleted.

We prove a few more useful properties of chains. First, we show that every chain only in-

tersects with at most O(log n) heavy paths. We want to map deletions incurred by the TreeAlign
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routine to deletions already present in A, and since TreeAlign handles each heavy path of F itera-

tively, we do this mapping from the perspective of nodes in heavy paths. Therefore, this fact allows

us to consider nodes in a chain on a per path basis at the cost of only an additionalO(log n) factor.

Lemma 4.4.16. Given an alignment A : P(F) → P(G) with a chain C, let S =

{H1, H2, . . . , Hm} be the set of heavy paths such that for all 1 ≤ i ≤ m, there exists u ∈ C

with u ∈ Hi. Then |S| = O(log n) where n = |F |+ |G|.

Proof. Observe by Definition 4.4.5, for any i ∈ [0, |C| − 2], we must have that o(C[i]) < o(C[i+

2]) < c(C[i + 2]) < c(C[i]). By Observation 4.2.5, this implies that all nodes in a chain are in an

ancestor-descendant relationship. Thus, the nodes of F in C lie on a single root-to-leaf path of F .

By Observation 4.2.7, these nodes can be in at most O(log n) heavy paths.

Another important property about chains is that since they have some periodicity in their

light subtrees, we know that any two chains that overlap on the same heavy path follow a similar

structure. The lemma and its proof are very notation-heavy, but the idea is very simple. See

Figure 4.10 for an example of two chains lying on the same path and an example of why trying to

change the alignment structure of only one of the chains leads to a violation of the non-crossing

property of alignments. This structure is important because we can fix chains all in the same way

without having to worry about how they are oriented in the alignment, and so when we fix a chain,

we do not incur a blowup in the number of deletions from other overlapping chains.

Lemma 4.4.17. Given an alignment A : P(F)→ P(G) with chains C1, C2. For indices 0 ≤ i1 ≤

|C1| − 4, 0 ≤ i2 ≤ |C2| − 4 with C1[i1], C2[i2], C1[i1 + 2] in the same heavy path of either F or G,

258



([([(...)])

[([(...)])]

P(F):

P(G):

([([(...)])

[([(...)])]

P(F):

P(G):

Figure 4.10: (left) An example of two overlapping chains C1, C2 where C1 includes the blue paren-
theses and C2 includes the black brackets. This is the only possible alignment structure of two or
more chains when o[C1(k)] < o[C2(k)] < o[C1(k + 1)]. (right) An example of two overlapping
chains violating the non-crossing property.

• o(C1[i1]) < o(C2[i2]) < o(C1[i1 + 2]) if and only if o(C1[i1 + 1]) < o(C2[i2 + 1]) <

o(C1[i1 + 3]),

• c(C1[i1 + 2]) < c(C2[i2]) < c(C1[i1]) if and only if c(C1[i1 + 1]) < c(C2[i2 + 1]) <

c(C1[i1 + 3]).

Proof. First, note that o(C1[i1]) < o(C2[i2]) < o(C1[i1 + 2]) if and only if c(C1[i1 + 2]) <

c(C2[i2]) < c(C1[i1]) since C1[i1], C2[i2], C1[i1 + 2] lie on the same path of F or G. By the

definition of chains, either o(C1[i1]) ≃A o(C1[i1 + 1]) or c(C1[i1]) ≃A c(C1[i1 + 1]). Without loss

of generality, we assume the former. Again by the definition of chains, o(C2[i2]) ≃A o(C2[i2 + 1])

or c(C2[i2]) ≃A c(C2[i2+1]). Consider the latter case where pair (c(C2[i2]), c(C2[i2+1])) is inA.

Since o(C1[i1]) ≃A o(C1[i1 + 1]), pairs (c(C1[i1 + 2]), c(C1[i1 + 1])), (c(C1[i1 + 4]), c(C1[i1 + 3])

must be in A. By the non-crossing property, we must have that c(C1[i1 + 4]) < c(C1[i1 + 2]) <

c(C2[i2]) and c(C1[i1 + 3]) < c(C1[i1 + 1]) < c(C2[i2 + 1]). Therefore, we also know that

o(C2[i2+1]) < o(C1[i1+1]). Furthermore, pairs (o(C1[i1]), o(C1[i1+1])), (o(C1[i1+2]), o(C1[i1+

3])), (o(C2[i2 + 2], o(C2[i2 + 1]) are in A. By the non-crossing property, since o(C2[i2 + 1]) <

o(C1[i1 + 1]) < o(C1[i1 + 3]), then o(C2[i2 + 2]) < o(C1[i1]) < o(C1[i1 + 2]). This implies

that o(C2[i2 + 2]) < o(C1[i1]) < o(C2[i2]), however this is a contradiction with the definition

of chains for C2 since o(C2[i2 + 2]) must be greater than o(C2[i2]). Therefore, it must be that

o(C[i2]) ≃A o(C[i2 + 1]).
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In this case, we know that pairs (o(C1[i1]), o(C1[i1 + 1])), (o(C1[i1 + 2]), o(C1[i1 +

3])), (o(C2[i2], o(C2[i2 + 1]) are in A, and since o(C1[i1]) < o(C2[i2]) < o(C1[i1 + 2]), by the

non-crossing property, we must have that o(C1[i1 +1]) < o(C2[i2 +1]) < o(C1[i1 +3]). Note that

this implies that c(C1[i1+1]) < c(C2[i2+1]) < c(C1[i1+3]) since C1[i1+1], C2[i2+1], C1[i1+3]

are on the same heavy path by the definition of chains and C1[i1], C2[i2], C1[i1 +2] lie on the same

path.

With the above lemma, we can prove another useful structural lemma. If the number of

nodes in the light subtree of a chain node C[i] is smaller than the light subtree of the next node

in the chain C[i + 2], then there must be some mis-aligned node not in C in the light subtree of

C[i+2] on the same heavy path as the chain nodes. Furthermore, if this node is in a different chain

C ′, it must be the first node. We write this formally in the following.

Lemma 4.4.18. Given an alignment A : P(F) → P(G) with a chain C such that w(C[i], C[i +

2]) <
√
n,w(C[i+2], C[i+4]) ≥

√
n with C[i], C[i+2] ∈ H for some heavy path H in F . Then,

there must be a mis-aligned node u in H with o(C[i + 2]) < o(u) < o(C[i + 4]). Furthermore, u

must either be a multi-branch mis-aligned node, a partially-deleted node, or the first node of F in

a chain C ′ ̸= C.

Proof. First, note that since w(C[i], C[i + 2]) <
√
n but w(C[i + 2], C[i + 4]) ≥

√
n, by Obser-

vation 4.4.6, since the light subtrees of C[i] and C[i + 2] are the same, there must be some heavy

node on path H between C[i + 2] and C[i + 4]. If any node on H between C[i + 2] and C[i + 4]

is a multi-branch mis-aligned node or partially deleted, we are done.

If all such nodes are in a chain, assume for contradiction that none are the first node of F in

their respective chain. For any such node in chain C ′, i.e., C ′[j] for some j ≥ 3, we have that by
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Lemma 4.4.17, C ′[j−2] must be on H between C[i], C[i+2]. Since the the light subtrees of C ′[j]

and C ′[j − 2] are the same by Observation 4.4.6, if all nodes in chains were not the first node of

F in their chain, then we have that w(C[i], C[i + 2]) ≥ w(C[i + 2], C[i + 4]) ≥
√
n, which is a

contradiction with our assumption that w(C[i], C[i + 2]) <
√
n. Thus, one of the nodes between

C[i+ 2] and C[i+ 4] in a chain must be the first node in F in this chain.

Finally, we aim to prove the main lemma of the section. Let A : P(F)→ P(G) be an opti-

mal alignment and letA′ denote TreeAlign(A). Let DA be the deleted parentheses ofA and let D′
A

be the deleted parentheses of TreeAlign(A, u). For a mis-aligned node u, let C(u) correspond to the

extended chain containing u. For an extended chain C(u), let dC(u) denote the deleted parenthesis

corresponding to C[|C| − 1]. We define a mapping γ : D′
A → DA and show that the pre-image

γ−1(d) of any parenthesis d ∈ DA is at most of size O(
√
n log n).

To define our mapping, we consider the deletions incurred by TreeAlign(A, u) for each heavy

node u in F . Recall that if u is tree-aligned, nothing occurs, so we only are concerned with mis-

aligned nodes. Consider a mis-aligned node u in a heavy path H and let C denote the extended

chain containing u if one exists.

Case 1: If u falls into case 1, then u = C[k] for some chain C and integer k. The TreeAlign routine

modifies A so that nodes in tree F(u)′ are tree-aligned to nodes in tree G(v)
′ where v = C[k + 1],

deleting any other parentheses whose alignment would violate the non-crossing property after this

modification. Let P(F)[a] be a parenthesis deleted in this step, let ua ∈ H be the heavy node

in path H whose light subtree contains the node corresponding to P(F)[a], and let C(ua) be the

extended chain containing ua. To define mapping γ for each such a, we break up this case into

subcases to make sure we avoid mapping more than Õ(
√
n) new deletions to a single deletion of
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A.

Before discussing the mappings, if ua is node Ca[ka] in chain Ca with Ca[ka+2], Ca[ka+4] ∈

H , w(Ca[ka], Ca[ka + 2]) <
√
n,w(Ca[ka + 2], Ca[ka + 4]) <

√
n, then ua itself falls into case 1

of TreeAlign and will have its light subtree, including P(F)[a], later aligned by TreeAlign(A, ua).

As a result, we do not map a in this case.

a) If a is already deleted in A, set γ(a) = a.

b) If ua is a multi-branch mis-aligned node or a partially-deleted node, set γ(a) = dC(ua).

c) If C[k − 2] /∈ H or C[k + 6] /∈ H , set γ(a) = dC(u).

d) If ua is a node Ca[ka] in chain Ca and either Ca[ka + 2] /∈ H or Ca[ka + 4] /∈ H , then set

γ(a) = dC(ua).

e) If w(C[ka + 4], C[ka + 6]) ≥
√
n, by Lemma 4.4.18, there is some u′ ∈ H such that u′ is a

mis-aligned node with o(C[ka + 4]) < o(u′) < o(C[ka + 6]) such that u′ is a multi-branch

mis-aligned node or the first node ofF in a chain. Let C(u′) be the extended chain containing

u′. Set γ(a) = dC(u′).

Case 2: For u in case 2, u must either be a multi-branch node, a single-branch node, or part of a

chain not satisfying the requirements of case 1 in TreeAlign. We set γ(o(u)) = γ(c(u)) = dC(u).

We now analyze the above mapping in the proof of the main lemma of the section.

Lemma 4.4.19. Given forests F ,G, ted(F ,G) ≤ O(log n ·
√
n) · ed(P(F),P(G)).

Proof. We consider each of the cases of mapping γ and show that the number of parentheses a

mapped to any single d ∈ DA, i.e., γ(a) = d is at most Õ(
√
n) for each case.

Case 1(a): In this case, a is d, so trivially we only have a single element mapped to d from this

case.
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Case 1(b): If ua is a multi-branch mis-aligned node or partially deleted node mapped to d in this

case, then d must be in the same extended chain as ua, which only contains a single multi-branch

mis-aligned node by Lemma 4.4.14 and at most two partially deleted nodes by the definition of

extended chains, Definition 4.4.11. Since w(C[k], C[k + 2]) <
√
n, we know that less than

√
n

parentheses lie in the light subtree of ua as by the definition of the parenthesis representation and

Observation 4.2.5, the light subtree of C[k] corresponds precisely to P(F)[o(C[k]), o(C[k + 2]))

and P(F)(c(C[k + 2]), c(C[k])], and so only O(
√
n) parentheses map to d from this case.

Case 1(c): In this case, u is the first node of chain C in H or the third-last node of chain C in H .

In either case, since w(C[k], C[k + 2]) <
√
n, then at most O(

√
n) deletions are mapped to dC(u)

per heavy path. By Lemma 4.4.16, there are then only O(log n ·
√
n) total deletions mapped to

dC(u).

Case 1(d): In this case ua is the second-last or third-last node of chain Ca in H . Similarly to Case

1(c), in either case, since w(C[k], C[k + 2]) <
√
n, then at most O(

√
n) deletions are mapped to

dC(ua) per heavy path. By Lemma 4.4.16, there are then onlyO(log n ·
√
n) total deletions mapped

to dC(ua).

Case 1(e): In this case, there is some mis-aligned node u′ ∈ H with o(C[ka + 4]) < o(u′) <

o(C[ka +6]). Since w(C[ka], C[ka +4]) < 2
√
n, at most O(

√
n) deletions are mapped to dC(u′) in

this step. By Lemma 4.4.18, u′ is either a multi-branch mis-aligned node, partially deleted node,

or first node in F of its chain. In all cases, these can only occur at most O(1) times per extended

chain, and so O(
√
n) total deletions are mapped to dC(u′) in this case.

Case 2: For u in case 2, u must either be a multi-branch node, a single-branch node, or part of a

chain not satisfying the requirement of case 1. Deletions of o(u) and c(u) are assigned to dC(u).
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There can only be O(1) multi-branch or partially-deleted nodes mapped to dC from case 2 by

the Definition 4.4.11 and Lemma 4.4.14. If u is at position k in a chain C, it must be that either

C[k+2], C[k+4] /∈ H , w(C[k], C[k+2]) ≥
√
n, or w(C[k+2], C[k+4]) ≥

√
n. Note that the first

case implies that u is the last or second-last node in H part of C, so this can only happen twice per

heavy path that shares nodes with extended chain C. By Lemma 4.4.16, there can only beO(log n)

deletions mapped to dC(u) by this case. In the remaining two cases, either w(C[k], C[k+2]) ≥
√
n

or w(C[k + 2], C[k + 4]) ≥
√
n, which can only occur O(n/

√
n) = O(

√
n) times per chain, and

so at most O(
√
n) chain nodes are mapped to dC(u) from case 2.

Finally, we briefly mention that any deleted light node in extended chain C may have its

corresponding deletion mapped to dC . Since chains of light nodes can only be length O(log n) by

Observation 4.2.7, then there are at mostO(log n) light node deletions mapped to a single deletion

of DA.

Thus, in all cases, at most O(log n ·
√
n) parentheses are mapped to any d ∈ DA, and

therefore, ted(F ,G) ≤ |D′
A| ≤ O(log n ·

√
n) · |DA| = O(log n ·

√
n) · ed(P(F),P(G)).

4.4.6 Approximate Dynamic Tree Edit Distance

We now show that our novel tree to string reduction can be maintained dynamically and

used in conjunction with the dynamic string edit distance algorithm of [Kociumaka et al., 2023]

to obtain a dynamic approximation for tree edit distance with sub-polynomial update time. Our

reduction relies on maintaining a heavy-light decomposition on the input trees as dynamic edits

occur on the tree. Fortunately, we have already shown how to dynamically maintain our heavy-
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light decomposition in our dynamic Dyck edit distance algortihm; observe that the relationship

between input trees and their parentheses representation is precisely the same relationship between

a parenthesis string and its reduction tree from Section 4.3. The only difference is that now dynamic

edits come directly to the tree, which correspond to two edits on the parentheses string. With this

in mind, we can directly use our earlier result that states that we can maintain the heavy-light

paths of our decomposition in poly-logarithmic time. The main challenge of this section then is

showing how we update the subtree embeddings in the labels of our reduction strings according

to Definition 4.4.1. Recall that in our reduction strings, a node’s label contains the subtree of all

its light children. For any dynamic insertion or deletion, we therefore need to reflect the dynamic

edit in the labels of O(log n) ancestor nodes, one per light node. Additionally, for any nodes that

change from heavy to light or light to heavy we need to adjust its parents label accordingly.

In order to reflect the dynamic edit in light node ancestor labels, we first need a way to

compute the set of light node ancestors of the dynamic edit. We show that using a binary tree built

on top of the parenthesis representation, we can do so.

Lemma 4.4.20. For a forest F , a data structure can be dynamically maintained to compute the

light node ancestor set of node v for all v ∈ F in time O(log2 |F|) with update time O(log2 |F|)

when a node of F changes from heavy to light or light to heavy. The data structure can be initial-

ized in time Õ(|F|).

Proof. We begin by computing a heavy-light decomposition of F . Recall that by Observa-

tion 4.2.5, ancestors of node v are precisely those nodes u with o(u) < o(v) < c(v) < c(u).

So, we show how to find the set of light nodes satisfying these conditions. To do so, we utilize a

binary tree B built on top of the parenthesis representation of F .
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The leaves of B partition P(F) into individual characters so the ith leaf corresponds to the

ith character in P(F) and each internal node v corresponds to the concatenation of the strings

in its children, which we denote as Sv. Each node v of B stores the number of unmatched light

node opening parentheses UO
v and unmatched light node closing parentheses UC

v in Sv. Note

here that parenthesis o(u) (c(u)) for a node u is unmatched in a substring if c(u) (o(u)) is not

contained in that substring. Observe that given node v with left child u and right child w, UO
v =

max{UO
u − UC

w , 0} + UO
w and UC

v = max{UC
w − UO

u , 0} + UC
u . It is easy to see that constructing

B bottom-up can be done in O(|F|)-time with this fact. Furthermore, if a single parentheses is

deleted from F or changed from light to heavy or heavy to light, updating the root-to-leaf path

of the updated parenthesis can be done in time logarithmic of the height of tree, which can be

maintained using a self-balancing tree, e.g., an AVL tree, while only affecting an additional factor

of O(log |F|) nodes per update. Therefore, when a node u changes from heavy to light, we can

rebuild the root-to-leaf path to the leaves corresponding to o(u) and c(u) in O(log2 |F|) time.

Now, we discuss how to use B to find the set of light node ancestors of a node v ∈ F .

We start at the leaf corresponding to o(v) and traverse upwards through parent-child links. As we

traverse upwards, if we are at a node u, we will keep track of the number of unmatched closing

parentheses to the left of o(v) in Su, which we denote as Lu. If we are currently at node w ∈ B

moving to parent node u, we may compute Lu from Lw as follows. If w is the left child of u

and w′ is the right child of u, then Lu = Lw. If w is the right child and w′ is the left child of u,

Lu = max{Lw − UO
w′ , 0}.

We use the above values Lu to determine when there is a new unmatched light node paren-

thesis o(v′) in Su to the left of o(v), which implies that o(v′) < o(v) < c(v) < c(v′), i.e., v′ is

a light node ancestor of v. If w, the previous node we moved to u from is the left child of u, we
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know that there is no new such parenthesis o(v′) to the left of u in Su that was not already present

in Sw, so we do nothing. However, if w is the right child of u and w′ denotes the left child of u, we

know the number of new light node parentheses to the left of o(v) in Su is UO
w′ − Lw. If this value

is positive, we mark the left child w′ and continue traversing to the root.

For all marked nodes u, we traverse back down the tree from u to find the indices of the light

node ancestors of v. Note that all parentheses in strings corresponding to marked nodes lie to the

left of o(v) by our marking algorithm. Therefore, we just need to determine the exact leaf nodes

corresponding to opening parentheses whose match is to the right of o(v). Let w be the left child of

u and let w′ be the right child of u. If UO
w′ is greater than 0, we traverse right. If UO

w −UC
w′ > 0, we

traverse left. In either case, we know that there is an unmatched opening parenthesis corresponding

to a light node ancestor of v. These two cases are not exclusive, we may do one or both traversals.

When we reach the leaf nodes, we may take the index stored there and add its corresponding node

in F to the set of light node ancestors. A single ancestor node requires traversing up and down the

tree once each where the height of the tree is O(log |F|), and since there are O(log |F|) such light

node ancestors, we may compute the entire set in time O(log2 |F|).

To dynamically maintain our subtree embeddings efficiently, we utilize a dynamic strings

data structure of [Gawrychowski et al., 2018], which allows us to store and perform splitting and

merging operations on a collection of strings. Additionally, each string in the structure is assigned

a unique integer identifier (see [Gawrychowski et al., 2018] for details on how this is done).

We now state some necessary definitions from [Gawrychowski et al., 2018]. As mentioned,

we will dynamically maintain this data structure on a collection of strings X that will be initially

created during a pre-processing step. We define the following operations for the data structure:
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Theorem 4.4.21 ( [Gawrychowski et al., 2018] Thm. 6.12). A collection X of persistent strings of

total length n can be dynamically maintained subject to the following operations:

add(X) for X ∈ Σ+ results in X = X ∪ {X} and takes O(log n+ |X|) time.

concat(X1, X2) for X1, X2 ∈ X results in X := X ∪ {X1 ·X2} and takes O(log n) time.

split(X, k) for X ∈ X , k ∈ [|X|] results in X := X ∪{X[0 . . k), X[k . . |X|)} and takesO(log n)

time.

LCP(X1, X2) for X1, X2 ∈ X computes the length of longest common prefix of X1 and X2 and

takes O(1) time.

The algorithms are Las-Vegas randomized and the running time bounds hold with high probability.

We now discuss how to maintain our label embeddings formally in the proof of the main

theorem of this section.

Theorem 4.4.22. Given integers 2 ≤ b ≤ n, there exists a randomized dynamic algorithm, that

maintains an O(b logb n log2 n ·
√
n)-approximation of ted(F ,G) (correctly with high probability

against an oblivious adversary) for (initially empty) forestsF ,G of size at most n undergoing edits.

The expected update time of the algorithm is O(b2(log n)O(logb n)) per edit.

Proof. Let n = |F|. Without loss of generality let the dynamic update occur in F . We will

utilize a dynamic stings data structure instance X from Theorem 4.4.21 to store the parentheses

representations of light subtrees for all nodes in F and G, and we use the unique integer identifier

assigned to each string in X as the label of each node in P(F).

First, we show how to maintain P(F) in X so that we may quickly find the parenthesis

representation of the light subtree of any node in F . If u ∈ F is deleted, then we may use

split(P(F), o(u)) and split(P(F), o(u) + 1) followed by concat(P(F )[0 . . o(u)− 1],P(F)[o(u) +
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1 . .)) to remove P(F )[o(u)] from P(F) in X . We may then remove P(F )[c(u)] similarly. If u ∈ F

is inserted with label λ(u), then we may similarly perform split(P(F), o(u)), split(P(F), o(u)+1)

and then concat(P(F )[0 . . o(u) − 1], λ(u)), concat(P(F )[0 . . o(u) − 1] · λ(u),P(F )[o(u) . .]) to

insert λ(u) at P(F )[o(u)]. We may insert λ(u) at P(F )[c(u)], similarly. By Theorem 4.4.21, these

steps take time O(log n) since we are using O(1) split and concat operations.

We now show how to maintain P(F) ∈ X . For a dynamically deleted node u ∈ F , we may

remove it from P(F) analogously to deletions from P(F) described above. For a dynamically

inserted node u ∈ F , we need to find a unique integer identifier for its light subtree that we may

use as its label in P(F). To find the parenthesis representation of the light subtree of u, we just

take its subtree in P(F ) and replace its heavy child v with a dummy character #. We perform

split(P(F ), o(u)) and then on the resulting string P(F )[o(u) . .), perform split(P(F )[o(u) . .], o(v))

and split(P(F )[o(u) . . n], c(v) + 1). We obtain P(F )[o(u) . . o(v)) and P(F )[c(u) . . c(v)), which

are the two strings corresponding to the light subtree of u. We then can concatenate the two

substrings together with an additional # between them to obtain the parenthesis representation of

the light subtree of u, which may done with two concat operations. If u is a light node, we also

concatenate its heavy depth as well as per Definition 4.4.1. We let the unique integer identifier for

the string corresponding to the light subtree of u represent the label of u in P(F) in X . We then

insert the resulting integer identifier at positions o(u) and c(u) in P(F) analogously to insertions

into P(F ). Note that the above steps again take time O(log n).

Now, a dynamic edit also affects the labels of more than just the edited node itself in P(F).

First, by Observation 4.4.2, we know that u appears in the label of O(log n) parentheses in P(F),

which are precisely those parentheses corresponding to parents of light node ancestors of u. By

Lemma 4.4.20, we may obtain the set of light node ancestors of v and recompute the light subtree
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label of its parent analogously to the dynamic insertion steps above.

Furthermore, some nodes may change from heavy to light and light to heavy during a dy-

namic edit. By Lemma 4.3.3, we may maintain the heavy-light decomposition of F and G in

O(log5)-time. For each such node u that changes from heavy to light or light to heavy, we update

the data structure of Lemma 4.4.20 accordingly in O(log2 n)-time by Lemma 4.4.20 and recon-

struct the light subtree label of its parent and add the resulting label to P(F) in X as done above.

In total, this can be done in O(log7 n) time, and so each update to P(F) can be maintained in

poly-logarithmic time.

Finally, we use the dynamic string edit distance algorithm of Theorem 4.3.6 to compute

ed(P(F),P(G)), which is our approximation of ted(P(F),P(G)). The approximation factor fol-

lows from Theorem 4.3.6, Lemma 4.4.19, Lemma 4.4.4, and the update time is dominated by

Theorem 4.3.6.

4.5 k versus k2 log n Approximate Tree Edit Distance

We begin by giving a new static approximation algorithm for tree edit distance. Given forests

|F ,G that we wish to approximate the distance of, the following approximation algorithm main-

tains a collection of pieces ofF and iteratively checks if each piece has a corresponding occurrence

in P(G). A piece of P(F) may be either a forest P(F)[i . . j) which is a balanced parenthesis string,

or a context (P(F)[i1 . . j1),P(F)[i2 . . j2)) with i1 < j1 < i2 < j2 which is a pair of substrings

such that P(F)[i1 . . j2) is a tree and P(F)[j1 . . i2) is itself a forest. A context may be thought of

as a subtree of a node w ∈ F corresponding to indices o(w) = i1 and c(w) = j2− 1 excluding, for

some descendant u of w, a contiguous set of children of u and their subtrees. We call P(F)[i1 . . j1)
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the left part and P(F)[i2 . . j2) the right part. See Figure 4.3 for an example. For a given forest piece

P(F)[i1 . . j1], we define |σ| := j− i, and for a given context piece (P(F)[i1 . . j1),P(F)[i2 . . j2)),

we define |σ| := j1 − i1 + j2 − i2.

In each iteration of the approximation algorithm, a single piece of the collection is checked

for a corresponding occurrence in P(G) up to a potential left or right shift in index of up to size k,

and if an occurrence is found successfully, we remove that piece from the collection. If no occur-

rence is found, it is partitioned into a constant number of new pieces of size smaller by a constant

factor, which are added back into the collection. At any step, if a considered piece of our collection

is of sizeO(k), we may remove it from the collection and move on to the next piece. We will argue

that only k log |F| iterations of this procedure is enough to distinguish whether ted(|F ,G) ≤ O(k)

or ted(|F ,G) ≥ O(k2 log |F|). Since we only consider O(k log |F|) pieces in total, we know that

ignoring pieces of size O(k) only incurs potentially O(k2 log |F|) total edits. If ted(|F ,G) ≤ k,

we will show that all k edits will fall into pieces of size at most O(k) after O(k log |F|) steps, and

so at the end of the algorithm, the collection of pieces will be empty in this case. Furthermore, the

set of pairs of matched pieces found by the algorithm can be complemented by a set of deletions

for any unmatched pieces to form a valid tree alignment of distanceO(k2 log n), which we discuss

in the proof of Theorem 4.5.1 below. If the collection of pieces is non-empty, this implies instead

that ted(|F ,G) ≥ k2 log |F|.

An important subroutine in our algorithm will be finding corresponding pieces in P(G) for

each piece of P(F). We refer to this subroutine as HasMatch in the following pseudocode.

For a given forest piece σ = P(F )[iF . . jF) of F , HasMatch(σ) returns true if there exists

iG . . jG such that P(F)[iF . . jF) = P(G)[iG . . jG) and |iF − iG| ≤ k, otherwise it returns false.

For a given context piece σF = (P(F)[iF1 . . jF1 ) . .P(F)[iF2 . . jF2 )), HasMatch(σF) with jF1 −
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iF1 ≥ 2k and jF2 − iF2 ≥ 2k returns true if there exists indices iG1 , i
G
2 , j

G
1 , j

G
2 such that σG =

(P(G)[iG1 . . jG1 ),P(G)[iG2 . . jG2 )) is a context with σF = σG and |iF1 − iG1 |, |iF2 − iG2 | ≤ k, otherwise

it returns false. For a context piece with only one of either jF1 − iF1 ≥ 2k or jF2 − iF2 ≥ 2k, i.e.

only the left or right part of σF has size at least 2k, we return true if the large part has a match in

G up to a shift of size k (and we ignore the smaller part since it does not affect the approximation

factor).

In the following algorithm, we assume M = O(1) and C < 1 is a constant.

Algorithm 18: O(k2 log n)-approximate Tree Edit Distance
1 S ← P(F) ;
2 for i = 0 to (C + 1)k logC |F| do
3 σ ← S[0];
4 if |σ| ≤ 4k then
5 Remove σ from S;
6 else if HasMatch(σ) then
7 Remove σ from S;
8 else
9 Partition σ into at most M pieces σ1, σ2, . . . , σM of size at most C|σ|;

10 Add σ1, σ2, . . . , σM to S;
11 if |S| == 0 then
12 Return Yes;
13 else
14 Return No;

Theorem 4.5.1. Given forestsF and G such that either ted(|F ,G) ≤ k or ted(|F ,G) ≥ k2 log |F|,

Algorithm 18 outputs Yes if ted(|F ,G) ≤ k and No if ted(|F ,G) ≥ k2 log |F|.

Proof. First, we consider when ted(|F ,G) ≤ k and show that Algorithm 18 always outputs YES.

Let n = |F|. Consider a tree in which each node of the tree corresponds to one of the pieces

processed by Algorithm 18. Any internal node corresponding to a piece σ is the parent of at most

M children whose corresponding pieces σ1, σ2, . . . , σM partition σ and each have size at most
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C|σ|. Any leaf node corresponds to a piece σ such that either |σ| ≤ 4k or HasMatch(σ) is true.

Note that each parenthesis in P(F) appears in the piece of at most one node per level in the tree.

Since ted(|F ,G) ≤ k, there at most k parentheses undergoing edits in either F or G, and so, at

each level of the tree, at most k pieces will be unmatched and potentially be partitioned further.

Furthermore, the size of a piece at level i is at most n
Ci , so there are at most logC

n
k

levels before

all pieces are smaller than 4k and removed from S. In total, we have at most k · logC(nk ) internal

nodes and therefore, a total of at most (C + 1) · k logC(nk ) that nodes in the entire tree. In other

words, after at most (C + 1) · k logC(nk ) pieces are processed, Algorithm 18 will terminate with S

empty when ted(|F ,G) ≤ k. Since our algorithm runs for exactly (C + 1)k · logC n iterations, the

algorithm will return Yes.

Now, we consider when Algorithm 18 outputs Yes, and we show that in this case,

ted(|F ,G) ≤ O(k2 log n). Even better, we will explicitly construct a sequence of pairs A, which

will be a tree alignment between P(F) and P(G) with cost O(k2 log n).

Observe that when Algorithm 18 outputs Yes, S must be empty, and so every parenthesis of

F must have been part of a removed piece σF such that either |σF | ≤ 2k or HasMatch(σF) is

true. If HasMatch(σF) is true, there must be some σG that is a subforest or context of G such that

σG = σF with starting index or indices matching that of σF up to a shift of k in either direction.

We add a sequence of pairs to match σF and σG , excluding the first and last 2k parentheses and

their matches.

Formally, if σF is a forest P(F)[iF . . iF ] with match P(G)[iG . . jG], we add (iF + 2k, iG +

2k), (iF +2k+1, iG+2k+1), (iF +2k+2, iG++2k2), . . . , (jF−2k, jG−2k), (jF−2k, jG−2k)

toA. Note by Definition 4.2.6, we must careful that all nodes u ∈ F have both o(u) and c(u) either

deleted or both aligned to some o(v) and c(v) for v ∈ G. Since σF is a forest, there are no nodes
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u ∈ F such that i ≤ o(u) < j < c(u), i.e., all parentheses in σF have their corresponding twin in

σF as well. Thus, the only issue we must be careful about is if the opening parenthesis o(u) of a

node u ∈ F is in the first 2k parentheses of σF and therefore excluded from the added matching

sequence, but the corresponding twin c(u) is contained in the matching sequence. In this case,

we may replace the pairs matching c(u) with two deletions. Specifically, (c(u), c(v)), (c(u) +

1, c(v) + 1) is replaced with (c(u), c(v)), (c(u) + 1, c(v)), (c(u) + 1, c(v) + 1), which deletes c(u)

and c(v). Later, we will add deletions for o(u) and o(v) after adding all matching sequences to

satisfy Definition 4.2.6. We make the analogous modifications for the symmetric case when c(u) is

in the last 2k parentheses of σF and excluded from the matching sequence but o(u) is not excluded.

If σF is a context (P(F)[iF1 . . jF1 ],P(F)[iF2 , jF2 ]) with match (P(G)[iG1 . . j
G
1 ],P(G)[iG2 . . j

G
2 ]),

similarly we add (iF1 +2k, iG1 +2k), (iF1 +2k+1, iG1 +2k+1), . . . (jF1 − 2k+1, jG1 − 2k+1) toA

if jF1 − iF1 ≤ 2k and (iF2 +2k, iG2 +2k), (iF2 +2k+1, iG2 +2k+1), . . . , (jF2 − 2k+1, jG2 − 2k+1).

We additionally modify this sequence to add deletions for any matched parentheses whose twins

are not matched as in the forest case above. Furthermore, recall that if the left or right part of σF

has size less than 2k, we do not find a match for it in the HasMatch routine. In this case, we add

a matching sequence for only the part of σF which has size at least 2k.

Observe that after our above steps, any left index x of a pair (x, y) ∈ A with 0 ≤ x ≤ |F| is

added to A at most once since when a piece of F has a match in G, it is removed from S for the

remainder of Algorithm 18. Any parentheses contained in a matched piece will never be matched

in a future piece. Furthermore, any right index y of a pair (x, y) ∈ A is similarly added to A at

most once. Consider a second pair (σF
2 , σ

G
2 ) of matched pieces handled by the algorithm. First,

since σF
1 , σ

F
2 are both matched, they must have no overlap in P(F), and second, according to the

definition of HasMatch, since we only allow shifts of up to k, their corresponding pieces in G can
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only overlap in at most 2k characters. Since we are careful to skip the first and last 2k indices in

our matching sequences added to A, these right indices will never be added twice.

To finish our alignment A, if (0, 0) or (|F|, |G|) is not already included in A, we add these

pairs to the beginning or end of A, respectively. Finally, we add deletions for any remaining

unmatched indices of F and G. Formally, for any adjacent pairs (x1, y1), (x2, y2) in A with x2 −

x1 > 1 (y2 − y1 > 1) we add sequence (x1 + 1, y1, x1 + 2, y1), . . . , (x1, y2) ((x1, y1 + 1, x1, y1 +

2), . . . , (x1, y2)) to A between these pairs. Deletions of indices in F correspond exactly to the

pieces σ with |σ| ≤ k and the 2k beginning and ending indices per matched piece. Since there are

(C + 1)k logC n such pieces, we have at most O(k2 logC n) deletions in F . By choosing F and

G such that |F| ≥ |G|, there similarly must be at most G − F + O(k2 logC n) ≤ O(k2 logC n)

deletions of indices in G. Thus, A is a tree alignment with cost O(k2 logC n).

4.5.1 Õ(k)-time implementation

We now discuss how Algorithm 18 can be implemented in Õ(k)-time in the dynamic setting.

The main two challenges we consider are: 1) the partitioning of a piece of forestF into O(1) pieces

with size at most a constant fraction of the original piece size 2) the HasMatch routine.

To perform some useful basic operations on trees in the dynamic setting, we utilize the

data structure of [Navarro and Sadakane, 2014]. This dynamic tree data structure supports poly-

logarithmic dynamic node insertion and deletion and can be used to answer a number of common

query types that we list in the following. We assume, as in [Navarro and Sadakane, 2014], that

forest F is stored in its parenthesis string form P(F) and dynamic updates occur on this string.

Theorem 4.5.2 (Theorem 2 and Table 1 of [Navarro and Sadakane, 2014]). Given an ordered tree
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T with n nodes the following operations can be carried out with 2n+O(n log log n/ log n) bits:

• insert(i, j), insert a node at indices i and j in P(F) in time O(log n/ log log n).

• delete(v), delete a node v, in time O(log n/ log log n).

• depth(v), return the depth of node v in time O(log n/ log log n).

• LAQ(v, d), level ancestor queries, which returns the ancestor u of v with depth(u) =

depth(v)− d in time O(log n).

• LCA(u, v), lowest common ancestor, which returns the lowest common ancestor of nodes u

and v in time O(log n/ log log n).

• parent(v), which returns the parent of node v in time O(log n/ log log n).

We will create an instance of the above data structure for each tree of forests F and G and

use the insert and delete operations to maintain these instances when a dynamic update occurs in

F and G at the cost of only O(log n/ log log n)-time per update.

In addition to the above operations, for a forest F and node u, we will often want to know

|F(u)|, the size of the subtree rooted at u (in the parenthesis representation of F ). By Observa-

tion 4.2.5, it is easy to see that P(F )[o(u) . . c(u)] = |F(u)|, and so we assume we have constant-

time access to these sizes.

4.5.1.1 Partitioning Forest and Context Pieces

In order to partition a forest piece σ of S, we find a central node u contained in a tree T ∈ σ

such that the following four sets all have size at most n/2:

• siblings to the left of u and their subtrees,

• siblings to the right of u and their subtrees,
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• the subtree of of u,

• all remaining nodes.

We must be careful with the fourth set, the remaining nodes, as they may not be either a forest

nor context. To handle this, we further separate the remaining nodes into three more additional sets:

• the forest to the left of T ,

• the forest to the right of T ,

• the context formed of the remaining nodes of T not yet in a piece.

We will later show that each part of the decomposition has size at most |σ|/2, and show that with

some additional work, a similar decomposition works for context pieces as well. We utilize the

data structure of [Navarro and Sadakane, 2014] to answer two additional query types to help us

find our key node u.

Lemma 4.5.3. Given a forest F with n = |F|, a subforest P(F)[i . . j), and node v with i ≤

o(v) < c(v) < j, the highest ancestor u of v satisfying i ≤ o(u) < c(u) < j can be found in time

O(log2 n/ log log n).

Proof. To find u from node v, we utilize a binary search on the path from the root of the tree T

containing v. First, using the data structure of Theorem 4.5.2, we get the depth d of v and perform

a level ancestor query LAQ(v, d/2). Let v′ be the returned node of this query and let v′′ denote its

parent if it exists.

If o(v′) < i, v′ is outside of the subforest P(F )[i . . j] and so, we continue the search recur-

sively moving back towards v, i.e., we would next query LAQ(v, 3d/4) in order to find an ancestor

in the target subforest. Otherwise, we continue the search recursively moving towards the root of

T . In this case, we would next query LAQ(v, d/4). If we always traverse towards the root and
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eventually reach the root itself without stopping in one of our earlier cases, we return the root as

the highest ancestor of v in P(F )[i, j]. Otherwise, we must have found our target node on the root

to v path and will return that node instead from one of the above cases.

Since we halve our search range every iteration, our algorithm will finish in O(log n) it-

erations and by Theorem 4.5.2, each iteration takes time O(log n/ log log n) for a total time of

O(log2 n/ log log n).

Lemma 4.5.4. Given a forest F with n = |F|, subforest P(F )[i . . j), a threshold m, and node v

with i ≤ o(v) < c(v) < j, the highest ancestor u of v satisfying |F(u)| ≤ m and i ≤ o(u) <

c(u) < j can be found in time O(log2 n/ log log n) if it exists.

Proof. To find u from node v, we utilize a binary search on the path from the root of the tree T

containing v. First, using the data structure of Theorem 4.5.2, we get the depth d of v and perform

a level ancestor query LAQ(v, d/2). Let v′ be the returned node of this query and let v′′ denote its

parent if it exists.

If o(v′) < i, v′ is outside of the subforest P(F )[i . . j] and so, we continue the search recur-

sively moving back towards v, i.e., we would next query LAQ(v, 3d/4) in order to find an ancestor

in the target subforest. Similarly, if |F(v′)| > m, we continue the search recursively towards v

since the size of the subtree of v′ is too large. Instead, if |F(v′)| ≤ m and o(v′′) < i, then we

return v′, the highest ancestor of v in P(F )[i, j). If |F(v′)| ≤ m and |F(v′′)| > m, we return v′

as it satisfies the lemma requirements. Finally, |F(v′)| ≤ m and |F(v′′)| ≤ m, we continue the

search recursively moving towards the root of T . In this case, we would next query LAQ(v, d/4).

If we always traverse towards the root and eventually reach the root itself without stopping in one

of our earlier cases, we return the root as the highest ancestor of v in P(F )[i . . j]. Otherwise, we
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must have found our target node on the root to v path and will return that node instead from one of

the above cases. If we finish our search and do not find u, we return nothing.

Since we halve our search range every iteration, our algorithm will finish in O(log n) it-

erations and by Theorem 4.5.2, each iteration takes time O(log n/ log log n) for a total time of

O(log2 n/ log log n).

We now give the formal piece partition statement.

Lemma 4.5.5. Given forest F and either forest piece σ = P(F )[i . . j) or context piece σ =

(P(F )[i1 . . j1),P(F )[i2 . . j2)), we may partition σ into at most 8 pieces each of size at most ⌈|σ|/2⌉

in time O(log2 n/ log log n).

Proof. We begin with the treatment for forest pieces σ = P(F )[i . . j). Let m = ⌈ j−i
2
⌉. First, we

check index m + i. We assume P(F )[m + i] is an opening parenthesis, otherwise the following

steps may be done symmetrically in the other direction. Let v be the node of F corresponding to

P(F )[m+ i]. Since v is the node corresponding to the midpoint of σ, by Lemmas 4.5.3 and 4.5.4,

we may find ancestors w, the highest ancestor of v in P(F )[i . . j) and u, the highest ancestor of

v in P(F )[i . . j) such that |F(u)| ≤ m if it exists, in time O(log2 n/ log log n). Additionally, by

Theorem 4.5.2, we may find the parent u′ of u if it exists in time O(log n/ log log n). We now list

the six parts we partition σ into and then discuss their size. We utilize the following observation

that since u is an ancestor of v, we have that o(u) ≤ o(v) = m < c(v) ≤ c(v).

1. If u exists, the first part is P(F )[o(u) . . c(u)], the subtree rooted at node u. By Lemma 4.5.4,

this part must have size at most m.

2. If u exists and w ̸= u, the second part is P(F )(o(u′) . . o(u)), the forest composed of subtrees

rooted at siblings of u to the left of u. Since w ̸= u and w is the highest ancestor of v
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satisfying i ≤ o(w), then we have that i ≤ o(w) ≤ o(u′). Furthermore, we know that

o(u) ≤ o(v) = m+ i, and so the size of this part is bounded by o(u)− o(u′) ≤ (m+ i)− i

= m.

3. If u exists and w ̸= u, the third part is P(F )(c(u) . . c(u′)), the forest composed of subtrees

rooted at siblings of u to the right of u. By a symmetric argument as to the previous part, the

size of this part is bounded by m.

4. If u exists and w ̸= u, the fourth part is (P(F )[o(w) . . o(u′)],P(F )[c(u′) . . c(w)]), the con-

text rooted at w excluding the subtree of u′. By Lemma 4.5.4, |F(u′)| > m and so, this part

can have size at most j − i−m ≤ m.

5. The fifth part is P(F )[i . . o(w)), the forest composed of subtrees rooted at siblings of w to

the left of w. By the same reasoning as the fourth part, the size of this part is bounded by m.

6. The sixth part is P(F )(c(w) . . j), the forest composed of subtrees rooted at siblings of w to

the right of w. By the same reasoning as the fourth part, the size of this part is bounded by

m.

The above partitions P(F )[i . . j) into six pieces of size at most m, which is half of the

original forest piece, in time O(log2 n/ log log n). See Figure 4.4 for an example of this partition

scheme.

Now we show how to partition a context piece σ = (P(F )[i1 . . j1),P(F )[i2 . . j2)). Let

m = (j1 − i1 + j2 − i2)/2. We begin by finding node v, the parent of the subforest P(F )[j1 . . i2),

which we may find using Theorem 4.5.2 by querying the parent of the node corresponding to

P(F )[j1]. We will have two cases for partitioning contexts.

First, if |F(v)| − (i2 − j) ≤ m then we repeat the same partitioning as for forest pieces
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using nodes w and u from Lemmas 4.5.3 and 4.5.4 in relation to v. The main change is that the

first part, subforest P(F )[o(u) . . c(u)] is replaced with context (P(F )[o(u) . . j1),P(F )[i2 . . c(u)])

as we must still exclude the missing subforest P(F )[j1 . . i2). Also, we note that by the definition

of contexts, parts five and six will be empty since a context contains nodes only in a single tree,

and so σ will not contain any siblings of the root of this tree. Therefore, we will have 4 pieces total

of size m.

If instead |F(v)| − (i2 − j1) > m, we cannot repeat the same partitioning as already

the subtree of v is too large to be its own part. Observe that only one of |(o(v) . . j1)| > m

or |[i2 . . c(v))| > m may be true. Without loss of generality, let us assume the former,

|(o(v) . . j1)| > m. In this case, we set |[i2 . . c(v))| to be its own forest part of size at most

m. We additionally set (P(F )[i1 . . o(v)],P(F )[c(v) . . j2)) to be a context part of size at most

(j1 − i1 + j2 − i2) − (|F [v]| − (i2 − j1)) ≤ 2m − m = m. Finally, with the remaining forest

P(F )(o(v) . . j1), we partition it into 6 pieces in the same way we did in the above case for forest

pieces. Therefore, we get 8 pieces total of size at most m in time O(log2 n/ log log n).

4.5.1.2 The HasMatch Routine

We now show how, given a forest or context piece σ in F , we may find a matching piece in

G if one exists up to a k-index shift.

We primarily will rely on the data structure of [Kempa and Kociumaka, 2022], which sup-

ports updates and internal pattern matching queries (IPM) in O(log1+o(1) n) time each. Given a

pattern P and a text T , IPM(P, T ) reports all occurrences of P in T . For |T | < 2|P |, all occur-

rences are reported as a single arithmetic progression of starting positions. Since HasMatch is
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only interested in finding matches up to a 2k-shift in either direction, in order to limit our search,

we use the split operation so that we may cut out exactly the set of indices we need to perform an

IPM query on.

Finding matches in G for forest pieces of F is straightforward applications of the previous

theorem. Finding matches in G for context pieces of F requires additional work due to being

two separate parts, which we cannot find a match for with a single IPM query. Instead, we use

IPM queries for each part of a context piece, which return two separate arithmetic progressions

for the starting indices of matches for each part. Using depth queries from the data structure of

Theorem 4.5.2, we may rewrite each progression as an arithmetic progressions of the depths of the

starting indices of matches for each part. Then, we find where these depths are equal between each

progression and check if at such an equal depth these matches correspond to a single context piece

in G. We give the statement formally as follows.

Lemma 4.5.6. Given forests F ,G, and a piece σ of F , HasMatch(F) can be computed in time

O(log(|F|+ |G|)).

Proof. We utilize an instance X of the dynamic strings data structure of [Kempa and Kociumaka,

2022]. We first consider when a piece σ that we pass to the HasMatch routine is a forest piece

P(F)[i . . j). In order to limit our search in G to just the starting index range [i− 2k . . i+ 2k], we

first perform two split operations on P(G) to retrieve P(G)[i− 2k . . j+2k), the substring of G that

may contain a match for σ with a shift of up to 2k. Finally, we query IPM(σ,P(G)[i−2k . . j+2k))

using X and, if there is a match, output HasMatch(σ) = true. By Theorems 4.4.21 and [Kempa

and Kociumaka, 2022], this takes time O(log(|F|+ |G|)) with high probability.

Now, if a piece σ that we pass to the HasMatch routine is a context
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⟨P(F)[i1 . . j1),P(F)[i2 . . j2)⟩, we need to check the left and right parts of the context sep-

arately and then find if any matches for each part correspond to a single context8. Now, using

the same steps as for forest pieces, we may find an arithmetic progression for all occurrences

of each part in G separately with a shift of size up to k using the dynamic strings data structure

X to perform split and IPM operations. We may have multiple matches for the left and right

parts separately, and we must check if any pair of these matches forms a single context, i.e., the

unmatched opening parentheses in the left part correspond to the same nodes as the unmatched

closing parentheses in the right part.

Since the string P(F)[i1 . . j1) is of length more than 4k, its occurrences within P(G)[i1 −

2k . . j1 + 2k) overlap, and their starting positions form an arithmetic progression i1 + δ1,1, i1 +

δ1,2, . . . , i1 + δ1,s. Moreover, since P(F)[i1 . . j1) does not contain any unmatched closing paren-

thesis, the same must be true about P(G)[i1 + δ1,1 . . j1 + δ1,s). Consequently, all potential

matches for the root of the context (the opening parenthesis at position P(F )[i1]) must lie on

a single root-to-leaf path of G. Furthermore, the depths of these potential matches also form

an arithmetic progression (whose difference is the number of unmatched opening parentheses in

P(G)[i1 + δ1,1 . . i1 + δ1,2) = . . . = P(G)[i1 + δ1,s−1 . . i1 + δ1,s). A symmetric argument shows

that the possible matches for the root of the context based on the exact occurrences of the right

part P(F)[i2 . . j2) within P(G)[i2 − 2k . . j2 + 2k) also lie on a single root-to-leaf path at depths

constituting an arithmetic progression.

Let {a1 · x + b1 : x ∈ {0, . . . , c1}} be the arithmetic progression of the depths for the set of

returned left part matches and let {a2 · x + b2 : x ∈ {0, . . . , c2}} be the arithmetic progression of

8As per the description of HasMatch, if either part has size at most 4k, we ignore it and treat the remaining part
as a forest piece.
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the depths for the right part matches, which we may obtain using depth queries in O(log |G|)-time

with the data structure of Theorem 4.5.2. We intersect the two arithmetic progressions and, if the

intersection is empty, return false. If the intersection is non-empty, we identify its minimum ele-

ment and retrieve the corresponding occurrences P(G)[i′1 . . j
′
1) and P(G)[i′2 . . j

′
2) of P(F)[i1 . . j1)

and P(F)[i2 . . j2), respectively. We return true if and only if P(G)[i′1 . . j
′
1) is balanced.

In this case, ⟨P(G)[i′1 . . j
′
1),P(G)[i′2 . . j

′
2)⟩ is indeed a valid context: since P(G)[i′1] and

P(G)[j′2 − 1] are opening and closing, respectively, and correspond to nodes at the same level, the

unmatched parentheses from P(G)[i′1 . . j
′
1) and P(G)[i′2 . . j

′
2) are all matched within P(G)[i′1 . . j

′
2).

It remains to prove that we have not lost a valid match by greedily taking the minimum

depth. For this, suppose that there was valid match ⟨P(G)[i′′1 . . j
′′
1 ),P(G)[i′′2 . . j

′′
2 )⟩ at a larger

depth. In this case, P(G)[j′′1 . . i
′′
2) is balanced, and so is P(G)[i′′1 . . j

′′
2 ). Then P(G)[i′1 . . j

′
1) is sand-

wiched between the two, and hence also balanced: any hypothetical unmatched parenthesis within

P(G)[i′1 . . j
′
1) must be matched within P(G)[i′′1 . . j

′′
2 ) but, since ⟨P(G)[i′′1 . . j

′′
1 ),P(G)[i′′2 . . j

′′
2 )⟩ is a

context, the unmatched parentheses of P(G)[i′′1 . . j
′
1) are matched within P(G)[i′2 . . j

′′
2 ), and vice

versa.

4.5.2 Dynamic Approximation Algorithm

The results above can be interpreted as a dynamic data structure supporting the following

two operations:

Updates that modify F or G using a given edit operation, supported in O(log1+o(1) n) time. These

updates simply maintain the dynamic strings data structure [Kempa and Kociumaka, 2022]

and the dynamic forest data structure of Theorem 4.5.2.
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Queries that, given an integer k, return Yes if ted(F ,G) ≤ k and only if ted(F ,G) ≤ Ck2 log n

(for some explicit constant C). The query procedure works in O(k log3+o(1) n) time.

We now show how to apply these two procedures in order to maintain an approximate tree

edit distance t̃ed(F ,G) that, all times, satisfies ted(F ,G) ≤ t̃ed(F ,G) ≤ O(ted(F ,G) log n), and

takes O(log3+o(1) n) worst-case time per update.

We always ask queries in succession for subsequent thresholds k = 1, 2, 4, . . . until the

answer is Yes. The threshold κ for which this condition happens satisfies κ/2 ≤ ted(F ,G) ≤

Cκ2 log n, and it is computed in time at most O(κ log3+o(1) n). We call this an extended query

procedure.

Our approximation algorithm maintains the aforementioned dynamic data structure, D,

which stores forests F and G. The updates are not immediately applied to D, though, but stored in

a buffer B (implemented as a simple queue). We occasionally run the extended query procedure on

D in small O(log3+o(1) n)-time steps so that a value κ is guaranteed to be returned in no more than

⌈0.1κ⌉ steps. Furthermore, we store the result κ of the last completed execution of the extended

query procedure, and the value b representing the number of updates (applied to D or still in the

buffer) since that execution has been launched.

Initially, D stores two empty forests, the buffer B is empty, no extended query procedure is

underway, κ = 0 (which is the tree edit distance of empty strings), and b = 0. At each update, we

perform the following steps:

1. Buffer the incoming update and increment b.

2. If there is no extended query procedure underway:

• Apply the first min(|B|, 2) updates from the buffer.
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• If the buffer is now empty, launch a new extended query procedure (without running it

yet).

3. If there is an extended query procedure underway (possibly just launched):

• Run the extended query procedure for one step.

• If the procedure terminates, update κ and set b := |B|.

4. Return C · κ2 log n+ b.

Lemma 4.5.7. The returned value t̃ed(F ,G) satisfies ted(F ,G) ≤ t̃ed(F ,G) ≤

O(ted(F ,G)2 log n).

Proof. The lower bound for t̃ed(F ,G) is easy: the forests F∗ and G∗ from the moment when

we launched the previous extended query procedure satisfy ted(F∗,G∗) ≤ Cκ2 log n as well as

ted(F ,G) ≤ ted(F∗,G∗) + b. Combining these two inequalities, we get ted(F , G) ≤ Cκ2 log n+

b = t̃ed(F ,G).

As for the upper bound, let us first note that ted(F ,G) ≥ ted(F∗,G∗)− b ≥ 0.5κ− b. When

the extended query procedure terminates with value κ, it has been running for at most ⌈0.1κ⌉ steps,

and thus the buffer contains at most 0.1κ unprocessed updates, that is, we have b ≤ 0.1κ once the

procedure terminates. These updates are applied in the double speed, and thus b ≤ 0.2κ once the

next extended procedure is launched.

Consequently, if the update algorithm returns t̃ed(F ,G) when no extended query algorithm

is underway or one has already been running for s ≤ 0.05κ steps, then b ≤ 0.25κ, and hence

ted(F ,G) ≥ 0.5κ − 0.25κ = 0.25κ. Thus, t̃ed(F ,G) = Cκ2 log n + b ≤ Cκ2 log n + 0.25κ ≤

16Cted(F ,G)2 log n+ ted(F ,G).

Otherwise, an extended query procedure is underway running for s ≥ 0.05κ steps already,
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and then b ≤ 0.2κ + s ≤ 5s. Moreover, we know that a value κ′ ≥ 10s will be returned by the

procedure underway, and the instance F ′,G ′ from its launch time satisfies ted(F ′,G ′) ≥ κ′/2 =

5s. Since s updates have been requested since the launch, we have ted(F ,G) ≥ ted(F ′,G ′) −

s ≥ 4s. Thus, t̃ed(F ,G) = Cκ2 log n + b ≤ 400Cs2 log n + 5s ≤ 25Cted(F ,G)2 log n +

1.25ted(F ,G).

In order to derive Theorem 4.1.2, it suffices to observe that the procedure that we run at each

update takes O(log3+o(1) n) time, dominating by the single step of the extended query algorithm.

4.6 Further Results on Approximating Dynamic Dyck Edit Distance

In this section, we present two algorithms that each return good approximate solutions for

different regimes of Dyck edit distance. The first algorithm provides an approximation factor of

O(f(ϵ) log |X|) in Õϵ(|X|1+ϵ/ded(X)) update time where f(ϵ) is a function dependent only on a

fixed parameter ϵ. The second algorithm gives an O(log |X|)-approximations in Õ(ded(X) + 1)

amortized update time. Thus, the first algorithm is preferable for ded(X) = Ω(
√
n) while the

second algorithm is preferable for ded = O(
√
n). These algorithms can be combined to create a

logarithmic-approximation algorithm for dynamic Dyck edit distance for any input string.

In this section, we will often consider approximate Dyck edit distance with deletions only.

For a parenthesis string X , dedd(X) refers to the deletion-only Dyck edit distance. To see why

considering only deletions is still satisfactory for our purposes, observe that any substitution in a

minimum sequence of edits occurs so that two parentheses can be matched together, and instead,

we may replace the substitution by deleting the formerly matched pair of parentheses. Since we

already lose a factor of O(log n) in our approximation algorithms, we may handle doubling the
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number of edits needed by disallowing substitutions without increasing our asymptotic approxi-

mation factor. As for insertions, any minimal sequence of edits with insertions and deletions has

a corresponding sequence of edits with deletions only with the same number of total edits. This is

because whenever a parenthesis is inserted into X to be matched with a pre-existing parenthesis in

X , we can instead forego the insertion and simply delete the existing parenthesis in X to satisfy

the requirements of a Dyck string.

4.6.1 Large Dyck Edit Distance

We first consider the case when the Dyck edit distance of the input string X ∈ Σn is large,

that is k = dedd(X) satisfies k ≥
√
n. Since k is so large and a single edit changes dedd(X) by at

most ±1, at a constant-factor loss in the approximation ratio, it suffices to update our approxima-

tion of k = dedd(X) every Θ(k) updates. As a result, we can afford to use a static approximation

algorithm because its large cost amortizes over the Θ(k) updates.

The first tool we use is anO(log n)-approximate reduction from Dyck edit distance to string

edit distance from [Koucký and Saks, 2023]. This technique is a large part of several of our later

algorithms. We give some necessary definitions to understand this reduction. A string Y is called

an LR-string if it can be decomposed into a prefix L(Y ) consisting of opening parentheses and a

suffix R(Y ) consisting of closing parentheses, i.e. Y = L(Y ) · R(Y ). A maximal LR-segment of

a string X is an LR-string that is a substring of X and cannot be extended to a larger LR-string.

Given a string X , its maximal LR-strings determine a unique partition of X into disjoint substrings,

the LR-decomposition of X .

We observe that finding the deletion-only Dyck edit distance of an LR-string X is equivalent
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to finding the minimum number of edits needed to transform the maximal-length sequence of

opening parentheses in X into the transpose of the maximal-length sequence of closing parentheses

in X .

Observation 4.6.1. Every LR-string X satisfies dedd(X) = edd(L(X), T (R(X))).

Proof. Let X ′ be a longest subsequence of X such that X ′ ∈ Dyck. Since X is an LR-string, X ′

must also be an LR-string and, furthermore, since X ′ ∈ Dyck, it must be that L(X ′) = T (R(X ′))

is a common subsequence of L(X) and T (R(X)). Therefore, dedd(X) = |X| − |X ′| =

|L(X)|+ |T (R(X))| − 2|L(X ′)| ≤ edd(L(X), T (R(X))). Similarly, let Z be a longest common

subsequence of L(X) and T (R(X)). Note that Z · T (Z) belongs to Dyck and is a subsequence of

X . Consequently, edd(L(X), T (R(X)) = |L(X)| + |T (R(X))| − 2|Z| = |X| − |Z · T (Z)| ≤

dedd(X).

We now state the reduction.

Theorem 4.6.2 (Theorem 7.1, [Koucký and Saks, 2023]). There is a deterministic algorithm that,

given a string X , in Õ(|X|) time outputs a collection C(X) of LR-strings such that:

1.
∑

Y ∈C(X) |Y | = |X|, and

2. dedd(X) ≤
∑

Y ∈C(X) dedd(Y ) ≤ (3 + 2 lg(dedd(X))) dedd(X).

The preceding theorem, for a parenthesis string X , outputs a collection C(X) of LR-strings

which may be used to find a logarithmic-factor approximation of the Dyck edit distance of X . We

will then use string edit distance algorithms to find the Dyck edit distance of each such LR-string

according to Observation 4.6.1. The particular string edit distance approach we utilize will be as

fast as possible while making sure not to add any super-logarithmic factors to the approximation

ratio.
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Theorem 4.6.3 ( [Andoni and Nosatzki, 2020, Theorem 1.1]). There exists a function f : R+ →

R+ and a randomized algorithm that, given two strings X, Y ∈ Σ≤n and a parameter ϵ ∈ R+,

computes an f(ϵ)-factor approximation of edd(X, Y ) in Oϵ(n
1+ϵ) time correctly with high proba-

bility.9

With the above techniques, the main result of this subsection follows.

Theorem 4.1.6. There exists a randomized dynamic algorithm that, for a fixed parameter ϵ ∈ R+,

maintains anO(f(ϵ) log |X|)-approximation of ded(X) (correctly with high probability against an

adaptive adversary) for a string X ∈ Σ∗ undergoing edits. The algorithm has amortized update

time Õϵ(|X|1+ϵ/ded(X)) per edit and pre-processing time Õϵ(|X|1+ϵ).

Proof. The algorithm proceeds in epochs. Each epoch starts with finding the collection C(X)

using the algorithm of Theorem 4.6.2. Recall that each string Y ∈ C(X) is an LR-string and

dedd(Y ) = edd(L(Y ), T (R(Y ))) holds by Observation 4.6.1. For each Y ∈ C(X), the sec-

ond step is to approximate edd(L(Y ), T (R(Y ))) using the algorithm of Theorem 4.6.3. Let

aY represent the approximated edit distance found for each Y ∈ C(X); we are guaranteed that

edd(L(Y ), T (R(Y ))) ≤ aY ≤ f(ϵ)edd(L(Y ), T (R(Y ))). We use a := 2
∑

Y ∈C(X) aY as the ap-

proximation of dedd(X) for the duration of the epoch, which lasts for m := ⌊a/(4f(ϵ)(3+2 lg a))⌋

dynamic edits. At the beginning of the epoch,

a = 2
∑

Y ∈C(X)

aY ≥ 2
∑

Y ∈C(X)

edd(L(Y ), T (R(Y )))

= 2
∑

Y ∈C(X)

dedd(Y )

9As discussed in [Andoni and Nosatzki, 2020], the value f(ϵ) is doubly exponential in 1/ϵ and independent of any
other variables. The subscript ϵ in Õϵ denotes hidden ϵ factors.
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≥ 2 · dedd(X) ≥ 2 · dedd(X)

and

a = 2
∑

Y ∈C(X)

aY ≤ 2
∑

Y ∈C(X)

f(ϵ)edd(L(Y ), T (R(Y )))

= 2f(ϵ)
∑

Y ∈C(X)

dedd(Y )

≤ 2f(ϵ)(3 + 2 lg(dedd(X)))dedd(X)

≤ 2f(ϵ)(3 + 2 lg a)dedd(X)

≤ 4f(ϵ)(3 + 2 lg a)dedd(X),

where, in both chains, the first inequality follows from Theorem 4.6.3 and the second inequality

follows from Theorem 4.6.2.

Throughout the epoch, the value dedd(X) may change by at most ±m, so we still have

a ≥ a
2
+m ≥ dedd(X)−m+m = dedd(X) and a = 2a−a ≤ 8f(ϵ)(3+2 lg a)(dedd(X)+m)−a ≤

8f(ϵ)(3 + 2 lg a)dedd(X) + 8f(ϵ)(3 + 2 lg a)m − a ≤ 8f(ϵ)(3 + 2 lg a)dedd(X), so the value a

remains an O(f(ϵ) log n)-approximation of dedd(X).

It remains to analyze the running time. The application of Theorem 4.6.2 takes Õ(|X|)

time. The application of Theorem 4.6.3 takes Oϵ(|Y |1+ϵ) time for each Y ∈ C(X). Across all

Y ∈ C(X), this cost is proportional to

∑
Y ∈C(X)

|Y |1+ϵ ≤
∑

Y ∈C(X)

|Y | · |X|ϵ = |X|1+ϵ.

Furthermore, summing up each approximation for the edit distance of all strings in the LR-
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decomposition of X takes at most O(|X|) time. Consequently, the total cost of each epoch

is Oϵ(|X|1+ϵ). Across m = Ω(dedd(X)/ log |X|) updates within the epoch, this yields

Õ(|X|1+ϵ/dedd(X)) amortized time per update.

4.6.2 Small Dyck Edit Distance

To complement the previous dynamic approximate Dyck edit distance algorithm, we con-

sider the case when the Dyck edit distance of an input string is small. Specifically, given an input

string X with |X| = n, let k = dedd(X); we aim to match our approximation ratio and update time

from the large edit distance case of the previous section when k = O(
√
n) instead. To this end, we

pre-process X such that all neighboring parentheses which may be matched together are removed.

We denote the remaining string as X̂ , which has the same Dyck edit distance as X but is composed

of O(k) maximal LR-segments instead of potentially O(n) segments. We are careful to maintain

X̂ as X is updated, potentially removing any new pairs of neighboring matching parentheses or

even reintroducing any previously removed parentheses if their neighbor no longer matches after

an update. We again use the Dyck to string edit distance reduction to find a collection of LR-

segments that we use to approximate the Dyck edit distance of X . Then, we introduce a string edit

distance algorithm of [Cole and Hariharan, 2002] to compute the edit distance of each segment

in time O(k2) each, which we then sum to find our approximation for dedd(X). In each step of

the preceding process, we will rely on the dynamic strings data structure ( [Gawrychowski et al.,

2018]) to build a balanced binary tree on top of our input string X which allows us to efficiently

construct, store, and query information of X̂ .

In addition to the listed operations in Theorem 4.4.21, we augment the data structure with
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two additional operations to efficiently maintain X̂ and the Dyck to string edit distance reduction.

First, for any string X ∈ X , the transpose of X , T (X), may be queried and will also be stored in

X . Second, for any string X ∈ X , we will answer LMP(X) queries (recall LMP(X) is the longest

prefix of X composed of only opening or only closing parentheses) in O(log n) time.

Lemma 4.6.4. A collection X of parenthesis strings of total length n can be dynamically main-

tained subject to the following queries in addition to the operations of Theorem 4.4.21:

addT(X) for X ∈ X results in X = X ∪ {T (X)} and takes O(1) time,

LMP(X) for X ∈ X computes the length of the longest monotone prefix of X (consisting of

opening or closing parentheses only) and takes O(log n) time.

Proof. Internally, we use Theorem 4.4.21 to maintain two collections of stringsXT = X∪{T (X) :

X ∈ X} and XO = {O(X) : X ∈ XT}, where O(X) is the outline of X , defined as a binary of

string of length |X| such that O(X)[i] = 0 if X[i] is an opening parenthesis and O(X)[i] = 1 if

X[i] is a closing parenthesis for all i ∈ [|X|].

Let us first describe how to maintain XT . For every operation add(X) on X , we compute

T (X) inO(|X|) time and use both add(X) and add(T (X)) on XT . For every operation split(X, k)

on X , we perform both split(X, k) and split(T (X), |X| − k) on XT so that, besides X[0 . . k) and

X[k . . |X|), also T (X[0 . . k)) = T (X)[|X| − k . . |X|) and T (X[k . . |X|)) = T (X)[0 . . |X| − k)

are also added to XT . For every operation concat(X1, X2) on X , we perform both concat(X1, X2)

and concat(T (X2), T (X1)) on XT so that, besides X1 · X2, also T (X1 · X2) = T (X2) · T (X1)

is added to XT . The LCP(X1, X2) operation on X is simply performed on XT . It is easy to

see that, with the above implementations, the asymptotic update and query times match those of

Theorem 4.4.21. Moreover, the addT(X) operation onX does not require any update on XT : since
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we already have T (X) ∈ XT , it suffices to return the handle to T (X).

Next, we focus on maintaining XO. When we perform add(X) on XT , we also straight-

forwardly compute O(X) in O(n)-time and perform add(O(X)) on XO. When we perform

split(X, k) or concat(X1, X2) on XT , we also perform split(O(X), k) or concat(O(X1),O(X2))

on XO, respectively. Again, it is easy to see that, with the above implementations, the asymptotic

update and query times match those of Theorem 4.4.21. It remains to implement the LMP(X)

query on X . For this, we observe that

LMP(X) = LCP(O(X),O(X)[1 . . |X|)) + 1.

Consequently, we may perform split(O(X), 1) in O(log n)-time and then using the above LCP

query to find LMP(X) in O(log n) total time. To make sure that XO does not grow too much, we

remove the outputs of split(O(X), 1) as soon as the LCP query is completed.

[Charalampopoulos et al., 2020c] and [Cole and Hariharan, 2002] show that an oracle that

answers LCP queries in logarithmic time is sufficient to efficiently compute the string edit dis-

tance between two strings. These papers utilize a slightly modified implementation of the classic

dynamic programming solution of [Landau and Vishkin, 1989] for string edit distance that only

relies on LCP queries. We may utilize the dynamic strings data structure to answer these queries

and solve an instance of string edit distance in quadratic runtime with respect to the edit distance

between the two strings. Since in this section we are considering when the edit distance is at most

O(
√
n), we can afford a quadratic blow-up (and some additional log factors).

Lemma 4.6.5 ( [Charalampopoulos et al., 2020c] Lemma 6.2, [Cole and Hariharan, 2002], Sec-
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tion 5). Given strings X1, X2, k ∈ Z+, and an oracle that answers LCP queries of any pair of

substrings of X1, X2 in O(log n) time, min{edd(X1, X2), k} can be computed in Õ(k2) time.

Proof. As noted in [Charalampopoulos et al., 2020c], the algorithm of Section 5 [Cole and Har-

iharan, 2002] can be utilized to find edd(X1, X2) with O(k2) LCP queries. Therefore, if each

LCP query may be answered in O(log n) time, we may compute edd(X1, X2) in total time

O(k2 log n).

As a result of the preceding lemma, it turns out that the main challenge of this section is

efficiently maintaining the dynamic reduction of Dyck to string edit distance, rather than solv-

ing the string edit distance instances themselves. In order to limit how many instances of string

edit distance we must compute, we first pre-process X to find and store X̂ in a collection X of

Lemma 4.6.4.

Definition 4.6.6. Given a parenthesis string X , we define X̂ to be the parenthesis string resulting

from removing every neighboring pair of an opening parenthesis followed by a matching closing

parenthesis until no more removals can be performed.

An important detail about X̂ is that it contains no balanced substrings since we remove all

neighboring matching parentheses from X . Any sequence of opening parentheses followed by

closing parentheses in X̂ requires at least 1 edit to balance. Therefore, C(X̂), which is a collection

of LR-segments by Theorem 4.6.2, only contains at most O(k) segments. This allows us to limit

the number of string edit distance instances that we need to solve toO(k) each time we recompute

our Dyck edit distance approximation via the reduction to string edit distance.

Lemma 4.6.7 ( [Backurs and Onak, 2016] Claim 35). Given a parenthesis string X with

dedd(X) ≤ k, there are O(k) maximal LR-segments in X̂ .
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An important step of constructing C(X̂) is finding sequences of opening parentheses fol-

lowed by equal-length sequences of closing parentheses. We construct O(X̂) to quickly find such

neighboring sequences since we do not care about the type of parentheses in this step, only whether

they are opening or closing.

Lemma 4.6.8. For a parenthesis string X with n = |X|, the string X̂ can be maintained with Õ(n)

pre-processing time and O(log2 n) update time when X undergoes dynamic insertions, deletions,

and substitutions.

Proof. First, we describe how to construct and maintain X̂ . We are going to build a binary tree

where the leaves of the tree partition X into individual characters such that each leaf contains a

single parenthesis of X . Each parent of a leaf node will concatenate the characters in its children,

removing any pairs of matching parenthesis. We will continue this process level by level: for any

internal node, we concatenate the substrings in its children and combine them, removing any new

matching neighboring parentheses. We set the height of the binary tree such that the root node will

contain X̂ since we made sure to remove matching neighboring parentheses at each level of the

tree.

To build the above binary tree, we use a dynamically maintained collection of strings. First,

we let X be an empty collection of strings. Let L = O(log n) be the number of levels in the

binary tree we wish to build. We denote each node of the binary tree as vℓI where ℓ ∈ [L] is the

level of the node and I ⊆ [0 . . |X| − 1] is the interval such that vℓI contains a pointer to X̂I ∈ X

where XI = X[I] and I is the union of the intervals of the children of vℓI . Handling each leaf

node vLI is straightforward since I contains just a single index and so XI = X̂I since there can

be no pairs of parentheses in any of the intervals at the leaf level. We sort the leaves from left-to-

296



right in increasing index such that the leftmost leaf is vL{0} and the rightmost leaf is vL{|X|−1}. We

additionally perform add(X[i]) to X and store a pointer to X[i] in leaf vL{i} for all i ∈ [|X| − 1].

Now we show how to continue building the binary tree bottom-up using X . We assume for any

level of the tree, the intervals of the nodes at that level form a non-overlapping partition of [|X|]

and are in sorted order. It is easy to see this will be the case inductively since the leaf level already

partitions [|X|] in sorted order, and we defined the interval of a node to be the union of the intervals

of its children. For a given node vℓI with 0 ≤ ℓ ≤ L, we wish to add X̂I to X and store pointers to

these substrings at this node. We may assume its children vℓ+1
I1

and vℓ+1
I2

have pointers to X̂I1 ∈ X

and X̂I2 ∈ X , respectively and I = I1 ∪ I2 as per our construction. To construct X̂I , we want

to concatenate X̂I1 , X̂I2 and remove any neighboring matching parentheses. By Definition 4.6.6,

there must not be any neighboring matching parentheses within either X̂I1 or X̂I2; we only need

to check parentheses that are matches between the suffix of X̂I1 and prefix of X̂I2 . To do so, we

take m = min(LCP(T (X̂I1), X̂I2), LMP(X̂I2)), which tells us exactly how long the sequence of

matching neighboring parentheses between the two substrings is. Note that we only want to find

the number of opening parentheses in the suffix of X̂I1 that match with the closing parentheses

in the prefix of X̂I2 , and we must be careful not to include any closing parentheses of X̂I1 or any

opening parentheses of X̂I2 by making sure the largest value we can return is LMP(X̂I2). We then

perform split(X̂I1 , |X̂I1|−m) and split(X̂I2 ,m), and finally we concatenate the resulting substrings

concat(X̂I1 [0 . . |X̂I1| −m]), X̂I2 [m. .]) to add X̂I to X and store a pointer to X̂I in node vℓI . We

will continue concatenating substrings of each node’s intervals in this way level by level until we

reach the root and obtain X̂ .

First, we note that there areO(log n) levels of the binary tree, and thereforeO(n) total nodes

in the binary tree. Each node requires 1 LCP query, 1 LMP query, 2 split operations, and 1 concat
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operation to construct the substring for its interval. Therefore, each node takes time O(log n) to

process by Theorem 4.4.21 and Lemma 4.6.4, and so the total pre-processing time to build X̂ is

O(n log n).

When X gets updated, we need only update nodes whose corresponding substring intervals

are affected by the update. When the height of the binary tree is O(log n), there are only O(log n)

such nodes. Since we used a constant number of split, add, and concat operations each taking

time O(log n), reconstructing our affected paths may take time O(log2 n). Since deletions and

insertions may cause the tree to become unbalanced, instead of a standard binary tree we may use

a self-balancing tree such as an AVL tree instead to maintain the height of O(log n) while still

affecting O(log n) nodes per update.

We now have all the ingredients to prove the main theorem of this subsection.

Theorem 4.1.7. There exists a randomized dynamic algorithm that maintains anO(log(ded(X)))-

approximation of ded(X) (correctly with high probability against an adaptive adversary) for a

string X ∈ Σ∗ undergoing edits. This algorithm has amortized update time Õ(ded(X) + 1) per

edit and pre-processing time of Õ(|X|).

Proof. We will dynamically maintain a collection of strings X according to Theorem 4.4.21,

Lemma 4.6.4 and construct X̂ according to Lemma 4.6.8. Using these tools, we build our re-

duction to string edit distance in time Õ(k) where k = dedd(X). Normally the reduction takes

Õ(n) time according to Theorem 4.6.2, but we show how to reduce computation time utilizing our

dynamic strings collection in the following claim.

Claim 4.6.9. Given a parenthesis string X belonging to a dynamic collection X of Lemma 4.6.4,

one can implement the Dyck-to-string reduction of Theorem 4.6.2 in time Õ(s), where s is the
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number of maximal LR-segments of X , with each string in C(X) reported as a handle to an element

of X .

Proof. We first recall the algorithm of [Koucký and Saks, 2023] for a parenthesis string X , which

constructs C(X) satisfying Theorem 4.6.2 as follows:

1. Construct the LR-decomposition D of X .

2. If the first (last) segment ofD only contains closing (opening) parentheses, add this segment

to C(X).

3. For each remaining segment Y in D, let Y ′ be the maximal-length substring of Y composed

of a sequence of opening parentheses followed by an equal-length sequence of closing paren-

theses. Add Y ′ to C(X).

4. Let X ′ be the remainder of the string of X after removing all such substrings Y ′ from the

previous step. If X ′ is not empty, repeat steps 1–3 on X ′.

Note that in step 3, we fully remove either all the opening parentheses or all the closing

parentheses in each segment, and therefore, we reduce the number of segments by at least half in

each round of the algorithm. Thus, steps 1–3 may be repeated at most O(log n) times. Unfortu-

nately, without utilizing our dynamic string collection, each such repetition of steps 1–3 may take

time O(|X|) to construct the LR-decomposition of X and handle each segment. We now explain

how to leverage X to avoid this linear-time blowup.

Since the LR-decomposition of X consists ofO(s) segments handled in steps 2–3 and we re-

peat steps 1–3 at mostO(log n) times, then the total reduction will take Õ(s) time if each segment

can be processed in Õ(1) time.

Recall that via Lemma 4.6.4, we may find the length of maximal prefixes of strings in X
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composed of only opening or closing parentheses in O(log n)-time. Let ℓ1 = LMP(X), we then

perform split(X, ℓ1) to isolate the first maximal sequence of opening or closing parentheses in

X . If X[0] is a closing parenthesis, then we add X[0 . . ℓ1) to C(X) as per step 2. If X[0] is an

opening parenthesis, we find the length of the following sequence of closing parentheses ℓ2 =

LMP(X(ℓ1 . .]). Define m = min(ℓ1, ℓ2), we then add X[ℓ1 − m. . ℓ1 + m) to C(X), which is

the maximal substring of the first LR-segment in X composed of an equal number of opening

parentheses and following closing parentheses. If m = ℓ1, then there are more closing parentheses

in this segment, and so, we use split to add the remaining fragment Y1 = X(ℓ1 + m. . ℓ1 + ℓ2]

to dynamic string collection X . If m = ℓ2, we instead use split to add the remaining fragment

Y1 = X[0 . . ℓ1 −m) to X . This marks the end of the processing for the first LR-segment, and we

now repeat the same steps on X(ℓ1 + ℓ2 . .] to handle the remaining segments. When we find the

new remaining fragment Y2 for the second segment, we perform concat(Y1, Y2) and continue as

before. We process each segment, querying X to determine the length of the maximal sequence

of opening and closing parentheses in each segment of the LR-decomposition. Then, we find the

remaining fragment and concatenate it to all previous fragments. After processing all segments,

we will have concatenated all remaining fragments of LR-segments not added to C(X), and we

may recurse on the resulting concatenation as per step 4.

Each segment of the LR-decomposition requires a constant number of split, concat opera-

tions and LCP, LMP queries each of which takes at most O(log n) time by Theorem 4.4.21 and

Lemma 4.6.4. There are O(s) segments per LR-decomposition and O(log n) levels of recursion.

Therefore, in total computing C(X) takes time Õ(s).

Since the runtime of Claim 4.6.9 depends on the number of segments in the LR-
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decomposition of X , instead of applying the reduction directly to X , we apply the reduction to

X̂ , which has O(k) segments in its LR-decomposition by Lemma 4.6.7. This is possible feasible

because ded(X) = ded(X̂) and, by Lemma 4.6.8, X̂ can be maintained in X . Once we have our

set of LR-strings C(X̂), we may solve the corresponding string edit distance instances according

to Observation 4.6.1. We will utilize Lemma 4.6.5 to solve all instances in total time Õ(k2). Note

that one condition of Lemma 4.6.5 is that we may answer LCP queries in O(log n) time. Note that

Claim 4.6.9 ensures that Y ∈ X for all Y ∈ C(X̂). Therefore, for any substrings Y1, Y2 of Y we

wish to query, we only need a constant number of split operations on X to add Y1 and Y2 to X and

then perform our LCP query. By Theorem 4.4.21, each split takes O(log n) time and each LCP

query takesO(1), so we indeed satisfy the conditions of Lemma 4.6.5. Lemma 4.6.5 gives an exact

solution for string edit distance10, and so by summing the string edit distance of each Y ∈ C(X̂),

we obtain an O(log n)-approximation for dedd(X̂), and thereby also ded(X), by Theorem 4.6.2.

Our algorithm proceeds in epochs. Each epoch starts by computing X̂ according to

Lemma 4.6.8 and the collection C(X̂) using the algorithm of Claim 4.6.9. For each Y ∈ C(X̂),

the next step is to compute dedd(Y ) = edd(L(Y ), T (R(Y ))) using the exact algorithm of

Lemma 4.6.5. Let aY denote dedd(Y ) for each Y ∈ C(X̂). We now discuss the approxima-

tion factor in a similar analysis to the Proof of Theorem 4.1.6. We use a = 2
∑

Y ∈C(Y ) aY as our

approximation of dedd(X) for the duration of the epoch, which lasts for m := ⌊a/(4(3 + 2 lg a))⌋

dynamic edits. At the beginning of the epoch,

a = 2
∑

Y ∈C(X̂)

aY = 2
∑

Y ∈C(X̂)

edd(L(Y ), T (R(Y )))

10If we do not know k, we may perform a binary search for the value of k at the cost of an additional O(log k)
factor.
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= 2
∑

Y ∈C(X̂)

dedd(Y )

≥ 2 · dedd(X) ≥ 2 · dedd(X)

and

a = 2
∑

Y ∈C(X̂)

aY = 2
∑

Y ∈C(X̂)

edd(L(Y ), T (R(Y )))

= 2
∑

Y ∈C(X̂)

dedd(Y )

≤ 2(3 + 2 lg(dedd(X)))dedd(X)

≤ 2(3 + 2 lg a)dedd(X)

≤ 4(3 + 2 lg a)dedd(X),

Throughout the epoch, the value dedd(X) may change by at most ±m, so we still have

a ≥ a
2
+m ≥ dedd(X)−m+m = dedd(X) and a = 2a−a ≤ 8(3+2 lg a)(dedd(X)+m)−a ≤

8(3 + 2 lg a)dedd(X) + 8(3 + 2 lg a)m − a ≤ 8(3 + 2 lg a)dedd(X), so the value a remains an

O(log n)-approximation of dedd(X).

For each dynamic edit to X , we must update X̂ and C(X̂), which takes time Õ(log n + k)

according to Lemma 4.6.8 and Claim 4.6.9. We only recompute a using the O(k2) string edit

distance algorithm of Lemma 4.6.5 once per epoch that contains m = Ω(k/ log n) edits; this

yields Õ(log n+ k + k2 log n/k) = Õ(1 + k) amortized time per update.

302



4.6.3 Combined Algorithm

We may combine the algorithms of Theorem 4.1.6 and Theorem 4.1.7 and transition between

the two routines according to our current approximation of Dyck edit distance for the parenthesis

string.

Theorem 4.1.8. There exists a randomized algorithm that, for a fixed parameter ϵ ∈ R+, main-

tains an O(f(ϵ) log ded(X))-approximation of ded(X) (correctly with high probability against an

adaptive adversary) for a string X ∈ Σ∗ undergoing edits. This algorithm has amortized update

time Õ(|X|.5+ϵ) per edit and pre-processing time of Õϵ(|X|1+ϵ).

4.7 Exact Dynamic k-Dyck Edit Distance

In this section, we give an algorithm for exact dynamic Dyck edit distance by keeping track of

a unique decomposition of parentheses strings in trapezoidal segments and the remaining clusters

[Fried et al., 2024]. The algorithm supports dynamic updates in time O((1 + ded(X))5). To build

this decomposition, we consider the graph of the heights of all the parentheses in a parenthesis

string, as shown in Figure 4.1a, where recall the height of an index is the difference in the number

of preceding closing parentheses from the number of opening parentheses. We then use this graph

to find natural trapezoids, defined formally in the following definition, and build a tree structure on

the resulting components, which we now state.

Definition 4.7.1 (Trapezoid, [Fried et al., 2024, Definition 3.2]). Given a parenthesis string X , a

trapezoid (a, b, c, d) is a quadruple such that

1. h(a) = h(d),
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Figure 4.11: Example of a trapezoid and cluster decomposition (left) and corresponding decom-
position (right) from [Fried et al., 2024]. Note that colored edges depict tall maximal trapezoids
while black edges depict clusters.

2. b− a = h(b)− h(a) = h(c)− h(d) = d− c, and

3. h(i) ≥ h(b) = h(c) for all i ∈ [b . . c].

A trapezoid is maximal if it cannot be extended, i.e., neither (a − 1, b, c, d + 1) nor (a, b +

1, c− 1, d) is a trapezoid. A trapezoid is tall if b− a ≥ 2k, where k = ded(X)11.

Definition 4.7.2 (Cluster, [Fried et al., 2024, Definition 3.5]). Consider a cycle on n + 1 vertices

[0 . . n] with edges {(i, i + 1)|i ∈ [0 . . n)} ∪ {(n, 0)}. Given a parenthesis string X , for each tall

maximal trapezoid (a, b, c, d) of X , remove all edges (i, i + 1) for i ∈ [a . . b) ∪ [c . . d), remove

vertices (a . . b) ∪ (c . . d), and add edges (a, d), (b, c). A cluster is a connected component of the

resulting graph.

The set of tall maximal trapezoids and clusters partition the indices of X , and there exists a

natural tree, the decomposition tree such that each node of the tree corresponds to a tall maximal

trapezoid or a cluster. The cluster containing indices 0 and n is the root of the tree. Given a cluster

C and trapezoid T = (a, b, c, d), C is the parent of T if a, d ∈ C, and T is the parent of C if

11Since k is initially unknown, we may use an exponential search for k by running the algorithm on k set to
1, 2, 4, 8, . . . until it succeeds with the nearest power of 2 larger than ded(X). This only adds a factor of O(log k) to
the pre-processing of the data structure. When dynamic edits occur, we may use our computed value of ded(X) + 2
before the edit as our upper bound since Dyck edit distance can only change by 2 in either direction per dynamic edit.
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b, c ∈ C. See Figure 4.11 for an example of such a decomposition.

The key component of the trapezoid and cluster decomposition is that the Dyck edit distance

of X̂ (recall X̂ is the parenthesis string obtained by removing all neighboring pairs of matching

parentheses from X iteratively until no such pairs remain and has the same Dyck edit distance as

X) may be computed efficiently when k is small using this tree. There are at mostO(k) trapezoids

andO(k2) indices of X̂ in clusters. Each trapezoid may be processed in time Õ(k3) with access to

an oracle that answers LCP queries in O(1)-time, and each cluster processed in time O(k5). The

main difficulty in the dynamic setting is constructing the trapezoid and cluster decomposition and

maintaining the decomposition tree efficiently. The static setting requires a linear time construc-

tion, but we may utilize the LR-decomposition, the partition of X̂ into maximal-length substrings

of opening parentheses followed by closing parentheses, first defined in Section 4.6.1 to compute

this in polynomial time dependent on k. Similarly to Section 3, we utilize the dynamic strings data

structure to build the LR-decomposition, and we augment the data structure to store additional

information about X that we wish to access later.

Lemma 4.7.3. Given a parenthesis string X with k = ded(X) and a dynamically maintained

collection of strings X with X̂ ∈ X , the LR-decomposition D of X̂ can be computed in time

O(k log n). Furthermore, D may constructed such that given a segment S ∈ D, |L(S)|, |R(S)|

and for any index i ∈ [|X| − 1], h(i) may be found in O(log k) time.

Proof. Let ℓ1 = LMP(X̂), where recall LMP(X̂) is the maximal-length prefix of X̂ composed

of only opening or only closing parentheses. Next, we perform split(X̂, ℓ1 − 1) to separate this

prefix from X̂ . If X̂[0] is a closing parenthesis, we add S1 = X̂[0 . . ℓ1) to D. Otherwise, we let

ℓ2 = LMP(X̂[m. .]) and perform split(X̂, ℓ1 + ℓ2− 1) and then add S1 = X̂[0 . . ℓ1 + ℓ2) to D. We
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continue repeating the same steps for the remaining string X ′ = X[ℓ1 + ℓ2 . .] until X ′ is empty

after splitting the last segment. By Lemma 4.6.7, there areO(k) segments inO(X̂). Each segment

may be added to D using a constant number of split and LMP queries. By Theorem 4.4.21, each

split takes time O(log n) and by Lemma 4.6.4, each LMP query takes time O(log n). Therefore,

in total, constructing D takes time O(k log n).

Now, during construction of D, when finding a segment Si ∈ D, we observe that the values

ℓ1 and ℓ2 correspond to lengths |L(Si)|, |R(Si)|, respectively. Furthermore, we may easily store

the heights of the first index αL
i in L(Si) and the first index αR

i in R(Si) by taking h(αL
i ) =∑i−1

j=0 |L(Sj)| − |R(Sj)| and αR
i = |L(Si)|+

∑i−1
j=0 |L(Sj)| − |R(Sj)|, respectively. Then, for any

index i ∈ [|X|], we may first use a binary search through D to identify which segment Si ∈ D that

i belongs to. Then, if X[i] ∈ L(Si), we find that h(i) = h(αL
i )+i−αL

i . Similarly, if X[i] ∈ R(Si),

then h(i) = h(αR
i ) + αR

i − i. Overall, this takes O(log k) time per height query due to the binary

search required.

We now give the construction of the set of tall maximal trapezoids of X̂ .

Lemma 4.7.4. Given a parenthesis string X and a dynamically maintained collection of strings

X with X̂ ∈ X , the set of tall maximal trapezoids of X̂ can be computed in time O(k2 log n).

Proof. First, we compute the LR-decomposition D of X̂ in time O(k log n) according to

Lemma 4.7.3.

We assume as per their construction that the segments S1, S2, . . . , Sm of D are sorted ac-

cording to their starting indices, e.g. X[0] ∈ S1. For each segment Si, let αL
i and βL

i be the first

and last index of L(Si), respectively, and define αR
i and βR

i similarly forR(Si). For each segment

Si, we observe that any index j of L(Si) will be part of a trapezoid with some index in R(Sj)
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for some j ≥ i if Sj is the nearest segment to the right of Si such that it contains an index of

height exactly 1 more than h(j). Therefore, we iterate through D from left-to-right to match every

opening parenthesis in a segment of D to the closing parenthesis of a later (or the same) segment

with the correct corresponding height.

We consider an index unmatched if it has not yet been included in a trapezoid by our con-

struction algorithm. When considering two segments Si, Sj with i ≤ j, we first take the highest

height of its unmatched opening parentheses and the lowest height of closing parentheses in Sj .

We note that as we are considering segments left-to-right, Sj must be able to match all unmatched

opening parentheses with heights between the highest height of Si and the lowest height of Sj .

Therefore, we take this difference as the height of our trapezoid, taking care to not exceed the

number of unmatched opening parentheses in Si. If the computed trapezoid height is larger than

2k, we add it to the set of tall trapezoids, otherwise we move onto the next segment R(Sj+1) to

consider matching with L(Si). In either case, we update how many opening parentheses have been

matched so far in L(Si). The following is our construction algorithm, which we do for each Si for

i from 1 to m:

1. matched← 0, T ← ∅

2. For each Sj for j from i to m:

(a) Let d← h(βL
i −matched)− h(βR

j ), d
′ ← |L(Si)| −matched

(b) If d′ ≥ d ≥ 2k, then T ← T ∪ (βL
i −matched− d, βL

i −matched, βR
j − d, βR

j )

(c) If d > d′ ≥ 2k, then T ← T ∪ (αL
i , β

L
i −matched, βR

j − d, βR
j − d+ d′)

(d) If h(βL
i − matched) ≥ h(βR

j ), then set matched ← min(matched + h(βL
i −

matched)− h(βR
j ) + 1, |L(Si)|).
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Note that there are m ≤ k segments, so there are k2 repetitions of step 2 for our construction

of T . By Lemma 4.7.3, we may answer height queries in time O(log n), and therefore, the total

time of construction for T is O(k2 log n).

Lemma 4.7.5. Given a parenthesis string X , its LR-decomposition D, and its corresponding set

of tall maximal trapezoids T , the set of clusters of X̂ and the decomposition tree of X can be

computed in time Õ(k2).

Proof. We describe the procedure for computing each cluster. Recall that each cluster is a con-

nected component of the graph of parenthesis heights in X with each edge of tall maximal trape-

zoids (a, b, c, d) removed and edges (a, d) and (b, c) inserted. We assume the segments in D are in

increasing sorted order according to the starting indices of the segments. Let Si be the first segment

of D with a substring contained in a trapezoid T = (a, b, c, d) ∈ T . We add all previous segments

Sj, j < i to our first cluster C1 as well as the fragment of Si before index a. Then, we find the

segment Sj containing index d, and continue in a similar manner. Let the Si′ be the next closest

segment i′ ≥ j contained in a tall maximal trapezoid T ′ = (a′, b′, c′, d′) ̸= T . We add the fragment

of Sj after index d and before trapezoid T ′ to cluster C1 as well as all segments between Sj and

Si′ . Additionally, we add the fragment of Si′ before index a′. We then repeat these steps until we

reach the end of X̂ . C1 is the parent of any trapezoids traversed in this step.

We continue in a similar manner to construct the remaining connected components. To find

the next cluster Cm, we find the first index u of X not contained in a previous cluster Cℓ, ℓ < m,

and find the segment Si ∈ D containing u (for example, for C2 this index will be b of trapezoid

T from our construction of C1). We add every index in the remainder of Si and every following

segment of D until we reach a trapezoid T = (a, b, c, d). If a is the first index of T that we reach,
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then we continue adding indices starting at d as we did in the first step and set T as the child of

Cm. If instead we reached index c (e.g., in the case we started our connected component at index b

earlier), we have found the entire connected component, set T as the parent of Cm, and move onto

the next cluster.

There are at most O(k) clusters we need compute, and for each, we may have to check each

segment of D, where |D| = O(k) by Lemma 4.6.7. We may sort the set of trapezoids are sorted

according to their starting indices inO(k log k)-time, and so we may use a binary search whenever

we need to find the nearest trapezoid after an a given index of X̂ . Therefore, the total time of

construction will be Õ(k2),

Theorem 4.1.9. There exists a dynamic algorithm that maintains ded(X) (correctly with high

probability against an adaptive adversary) for a string X ∈ Σ∗ undergoing edits, with update time

Õ((1 + ded(X))5) per edit. The algorithm has a pre-processing time Õ(|X|+ ded(X)5).

Proof. The subroutine processing a tall trapezoid is given ded≤k(X[i . . j)) for all i, j ∈ [b −

2k . . b] ∪ [c − 2k . . c], and the output is ded≤k(X[i . . j)) for i, j ∈ [a . . a + 2k] ∪ [d − 2k . . d].

For (i, j) ∈ [a . . b]2 ∪ [c . . d]2, we have ded≤k(X[i . . j)) = ⌈(j − i)/2⌉ because all parentheses in

X[i . . j) are all opening or all closing. Furthermore, [Fried et al., 2024, Lemma 3.4] claims that

(i, j) ∈ ([a . . b]× [c . . d])\ ([b−2k . . b]× [c . . c+2k]) and v ∈ [0 . . k], we have ded(X[i . . j)) ≤ v

if and only if Lv[(i + j) − (b + c)] ≥ j, where Lv is computed by the following algorithm,

which assumes that all out-of-bounds are initialized entries have value −∞. We also denote δ+ =

max(δ, 0) and δ− = min(δ, 0).

This algorithm can be implemented in O(k2 log n) time assuming that X is stored in a data
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Algorithm 19: Processing a trapezoid (a, b, c, d)

1 for v := 0 to k do
2 for δ := −2v to 2v do
3 L′

v[δ] := min(d− 2k + δ+,
max(Lv−1[δ − 2] + 2, Lv−1[δ − 1] + 1, Lv−1[δ] + 1, Lv−1[δ +

1], Lv−1[δ + 2]));
4 if ded(X[b− 2k + δ+ . . c+ 2k + δ−)) ≤ v then
5 L′

v[δ] := max(L′
v[δ], c+ 2k + δ−);

6 if L′
v[δ] ̸= −∞ then

7 Lv[δ] := L′
v[δ] + LCP(T (X[a . . b+ c+ δ − L′

v[δ])), X[L′
v[δ] . . d));

structure of Lemma 4.6.4. To process the clusters, we note that there are O(k2) indices in clusters,

so each index of the cluster may be solved with a standard cubic time Dyck edit distance algorithm

in O(k2+3) total time (see Fried et al. [Fried et al., 2024] for details). By Lemmas 4.7.4 and 4.7.5,

we can compute the set of trapezoids, clusters, and decomposition tree in time O(k2). So in total,

we have O(k5) update time.

4.8 Missing Proofs of Section 4.3

4.8.1 Lazy Propagation

For our sub-polynomial dynamic Dyck edit distance approximation algorithm, we often wish

to find parentheses with specific height conditions, such as twins of a given parenthesis or the index

of the parenthesis corresponding to the parent node of a given child node. In general, we wish to

quickly answer what we call minimum height range queries, queries range(i, h) that return the

maximum range starting at i such that all parentheses in this range have heights greater than h.

In this section, we describe how we can use segment trees to pre-process a parenthesis string

X to answer such range queries in logarithmic time, and then show how to use a well-known

technique lazy propagation to correctly maintain this data structure when X undergoes dynamic
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updates.

The segment tree is a binary tree. Each leaf node of the segment tree T for X will correspond

to an index 0 ≤ i < |X|. Leaf nodes will be ordered such that the leftmost leaf node corresponds

to index 0 and the rightmost leaf node corresponds to index |X| − 1. Each internal node will be

the parent of two consecutive nodes from the following level and will correspond to the range of

indices in the concatenation of the range of indices of its children. Additionally, each node v with

corresponding range [i, j] stores the minimum height of an index in this range, denoted minh(v).

For a leaf node v, minh(v) = h(i) where i is the index corresponding to v.

Algorithm 20: Answering minimum height range queries with segment trees
1 Combine ([ℓ1 . . r1], [ℓ2 . . r2]):
2 if r1 == ℓ2 − 1 then
3 Return [ℓ1 . . r2];
4 else
5 Return [ℓ1 . . r1];
6 GetMinRange (v, i, h):
7 if i > v.r then
8 Return ∅;
9 if i ≤ v.ℓ and minh(v) > h then

10 Return [v.ℓ . . v.r];
11 if i ≤ v.ℓ and minh(v.left) ≤ h then
12 Return GetMinRange (v.left, i, h)
13 else if i ≤ ℓ and minh(v.left) > h then
14 Return Combine([v.left.ℓ, v.left.r],GetMinRange(v.right, i, h))
15 else
16 Return

Combine(GetMinRange(v.left, i, h),GetMinRange(v.right, i, h));

Claim 4.8.1. For a parenthesis string X , Algorithm 20 answers a minimum height range query

(i, h) in O(log2 n) time.

Proof. We first build the segment tree as described above for X . We can then pass the root of

the tree to the GetMinRange function along with ℓ = 0, r = |X| − 1 and the query values i
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and h. Whenever the range of v, the node we are considering in the GetMinRange function

lies completely to the left of the index i, we do not add it to our range or consider it any further.

Conversely, if the range of v lies fully to the right of i, if it has minimum height above h we return

the full range to be passed to the Combine function later. If the range of v lies fully to the right i

but the minimum height in the left half of the range is not above h, then we only recurse on the left

child, which corresponds to the left half of the range. If instead, the left child range has minimum

height fully above h, then we recurse on the right child and will return the full left child range

concatenated with any parts of the right child found to be in the solution as well. Finally, if the

range of v is not fully to the right of i we just recurse on both children.

Note that we want the algorithm to return a contiguous range starting from i. Therefore, when

we have potential pieces of the solution from both a left and right child, we use the Combine

function to take the union of the left and right children’s partial solutions if the resulting range

would be contiguous, or otherwise only take the left child’s returned range.

We call a node active if is passed to GetMinRange at some timestep when Algorithm 20 is

run. We show by induction that there are only j active nodes from level j of the segment tree. As a

base case, we note that there is 1 node, the root, at level 1 in the tree and it is passed directly to the

algorithm at the start. We now assume that there are j − 1 active nodes at level j − 1. We note that

at most 1 active node on each level may contain j in its range. This node may recurse on both its

left and right child in the following level. For any node whose range falls completely to the left of

i, we do not continue recursing on this node’s subtree any further. This is true for any node whose

range falls completely to the right of i with minimum height greater than h as well. Finally, for any

remaining node, which must have a range falling completely to the right of i, the algorithm only

recurses on either the left or right child. Therefore, all nodes recurse on at most 1 child except for
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the node whose range contains i, which recurses on 2, i.e., there are at most j − 1 + 1 = j active

nodes in the next level of the tree.

Each active node only requires constant time ignoring their recursive calls. Since the height

of a segment tree is O(log n), there will be 1 + 2 + . . . + O(log n) active nodes, and in total, the

run-time of Algorithm 20 will be O(log2 n).

While we only care about answering such queries in poly-logarithmic time, we note that

improving the run-time for each query to O(log n) is possible. For any pair of active nodes v1, v2

on the same level of the segment tree with ranges [ℓ1 . . r1], [ℓ2 . . r2], respectively, such that i < ℓ1 <

ℓ2, we note that only one of these active nodes needs to recurse on any children. If minh(v1) > h,

then the algorithm returns [ℓ1 . . r1] as normal without recursing. If instead minh(v1) ≤ h, this

means that it is not possible for [ℓ2 . . r2] to be in the solution to the range query since there is

already some parenthesis between ℓ2 and i with height smaller than h. We may put this idea into

practice by maintaining a queue of active nodes at each level in sorted order according to their

ranges. Before processing an active node v2, we just check the range [ℓ1 . . r1] and minimum height

of the node v1 in the queue to the left of v2. If ℓ1 > i and minh(v1) ≤ h, we do not have to continue

recursing on v2 and can return an empty range. Now, by induction again we may show that there

are at most 3 active nodes per level of the segment tree. In the top level of the tree, trivially there

is 1 active node. Now we look at a lower level j and assume there are 3 active nodes. 1 such node

v may correspond to a range containing i and so may need to recurse on both children. Any active

node to the left of v in the queue will not recurse on any children since their corresponding range

falls completely to the left of i. If there are two active nodes to the right of v, one of them will

not recurse by our above argument. The remaining active node to the right of v will only recurse
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on a single child as in the proof of Claim 4.8.1. Therefore, there are 3 active nodes in level i + 1,

completing the inductive argument. In total, we will visit less than 3 log n active nodes, and so the

runtime will be O(log n).

We now discuss how to quickly update the segment tree to handle dynamic insertions, dele-

tions, and substitutions in the parenthesis string. First, we want to make sure the height of the

segment tree is always O(log n). Initially, this will be true due to our construction where each leaf

corresponds to a single index and every parent node concatenates the two ranges of its children.

We may continue to guarantee O(log n) height by using a self-balancing tree such as an AVL tree

to handle when changes happen to X . Every deletion or insertion corresponds to an insertion or

deletion of a leaf. We may additionally need to recompute minh values for all nodes in the path

to any inserted, deleted or rotated nodes after a rebalance, which may be done in O(log n) time as

O(log n) nodes may be affected by a single update to X . Furthermore, an update of X at index

i changes the height of all parentheses with indices greater than i. If the update is an inserted

opening parenthesis or a deleted closing parenthesis, we must increment the height of all following

parentheses by 1. If the update is a deleted opening parenthesis or inserted closing parenthesis,

heights decrease by 1. If the update is a substitution, this is equivalent to a deletion and then inser-

tion of the matching parenthesis, so the height changes by 2 for all subsequent parentheses in the

relevant direction.

To handle efficient increments and decrements to the height of large sets of nodes in the

segment tree, we use a well-known technique called lazy propagation. At each node, we will add

an additional variable to store any increment to its range. When we access the min height of a

node’s range, we will add the new variable’s value to the min height to include any updates to

the parenthesis string. We can propagate any increments in a parent node to its children precisely
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when we are traversing through the segment tree during a range query and reset the parent node’s

increment variable to 0. This guarantees that the children have enough information to correctly

compute their minimum height without needing to update every node, instead updating only when

those nodes are needed. Algorithm 21 provides pseudo-code of the update function which takes a

range of parentheses and the value of the change in height for all parentheses in this range.

Algorithm 21: Update the heights in the segment tree when a dynamic edit occurs.
1 Update (v, ℓ, r, incr):
2 if ℓ > r then
3 Return;
4 if v.ℓ == ℓ and v.r == r then
5 v.incr ← v.incr + incr;
6 else
7 Update(v.left, ℓ,min(v.left.r, r));
8 Update(v.right,max(v.right.ℓ, ℓ), r);

Claim 4.8.2. Algorithm 21 takes O(log n) time.

Proof. The proof is by induction. An active node is any node passed to Update at some time

step of the algorithm. We argue inductively that there are at most 4 active nodes per level of the

segment tree. At the root level, this is trivially true. We assume this is true up to some level j. The

leftmost and rightmost nodes may recurse on both children. However, the inner two nodes will not

recurse since they are fully in the range of parentheses that need to be incremented. Therefore, we

just set these two nodes’ incr variables accordingly and do not recurse. Thus, there will only be 4

nodes in level j + 1.

Since there are 4 active nodes per level and the height of the segment tree is O(log n), we

have O(log n) total run time.
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Part III

MPC String Problems
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Chapter 5: Upper and Lower Bounds for Edit Distance in Space-Efficient MPC

5.1 Introduction

The Massively Parallel Computations (MPC) model has emerged as a theoretical model

of interest in the last decade to reason about popular distributed processing frameworks such as

MapReduce, Spark, and Hadoop, which are widely used for large-scale data analysis. The MPC

model consists of multiple processors each with local memory sublinear in the size of input. The

input is distributed across processors and computation happens in synchronous rounds. Between

consecutive rounds, the partial results through local computations are communicated across pro-

cessors subject to their local memory constraints. This inter-round communication poses a major

bottleneck in the MPC setting. More formally, in the MPC model, each machine has n1−ϵ+o(1)

memory for ϵ > 0 where n is the input size, and the number of machines is Ω(nϵ) which is suf-

ficient to hold all the data across the machines. An MPC algorithm is called space-efficient if the

total memory across all the processors is n1+o(1). The primary goal here is to design space-efficient

MPC algorithms minimizing the number of rounds, aka round complexity, which is directly pro-

portional to inter-round communications.

In recent years, the design of MPC algorithms has garnered significant attention in both

theory and practice domains [Karloff et al., 2010, Goodrich et al., 2011, Beame et al., 2017, Im

et al., 2023]. Despite this focus, the relationships among various problems and lower bounds in
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the MPC model remain poorly understood. A recent work by Ghaffari, Kuhn, and Uitto [Ghaffari

et al., 2019] has made strides in establishing lower bounds for classic problems, such as maximum

matching and vertex cover. These bounds are conditioned on one of the main conjectures in MPC,

specifically addressing the hardness of graph connectivity — determining if a graph has one or two

connected components (known as the 1-cycle, 2-cycle conjecture) in MPC. Despite this progress,

there is limited headway in proving lower bounds for MPC models beyond these specific cases.

Conversely, fine-grained complexity has emerged as a distinct sub-discipline, aiming to com-

prehend the complexities and relationships of low-polynomial time problems in non-distributed

settings. Among some of the greatest contributions of fine-grained complexity are the Strong Ex-

ponential Time Hypothesis (SETH) [Impagliazzo and Paturi, 2001, Impagliazzo et al., 2001], and

the Orthogonal Vector Conjecture (O.V.) [Williams, 2005]. The O.V. problem consists of two sets

of binary vectors A and B, |A| = |B| = n, in d dimensional space, d = ω(log n), and asks if

there is a ∈ A, and b ∈ B such that ⟨a, b⟩ = 0. The Orthogonal Vector conjecture states that

no truly subquadratic time algorithm exists for the O.V. problem unless SETH is false. Given

its increasing relevance, a compelling question to strive for is whether we can employ fine-grained

complexity arguments to establish connections among various problems and hardness results in the

MPC model. Furthermore, how does approximation help overcome these fine-grained complexity

barriers in the MPC model?

One of the challenging and extensively studied problems in the domain of fine-grained com-

plexity is the string edit distance problem, which also serves as a primary focus in this paper. The

edit distance between two strings is the minimum number of insertions, deletions, and substitutions

needed to transform one string into the other. Edit distance is one of the fundamental measures of

string similarity, serving as the foundational principle that propels applications from small-scale
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applications such as diff and awk to large-scale problems including database queries, genomics,

search engines, and even social networks. Understanding the complexity of edit distance com-

putation has been the subject to numerous studies ranging from exact algorithm design [Sellers,

1974,Wagner and Fischer, 1974,Landau and Vishkin, 1988] to fast approximations [Andoni et al.,

2010, Boroujeni et al., 2018, Chakraborty et al., 2020], sublinear-time estimation [Koucký and

Saks, 2020, Bringmann et al., 2022a, Goldenberg et al., 2022], streaming and parallel computa-

tion [Chakraborty et al., 2016, Cheng et al., 2021, Hajiaghayi et al., 2019]. Consequently, it has

been shown that approximating edit distance within a constant factor is possible in Õ(n1+ϵ) time

for any constant ϵ > 0 [Andoni and Nosatzki, 2020].

Computing edit distance in the MPC model has also received significant attention [Boroujeni

et al., 2018, Hajiaghayi et al., 2019, Boroujeni and Seddighin, 2019]. Hajiahgayi, Seddighin, and

Sun [Hajiaghayi et al., 2019] and Boroujeni, Ehsani, Ghodsi, Hajiaghayi, and Seddighin [Borou-

jeni et al., 2018] give MPC algorithms for edit distance in constant and logarithmic rounds, re-

spectively, achieving (1 + ϵ), and (3 + ϵ) approximations. However, their algorithms are not

space-efficient due to the utilization of superlinear total memory. Later works [Hajiaghayi et al.,

2019, Boroujeni and Seddighin, 2019] improved the total memory requirement but still failed to

achieve space-efficiency. Presently, there does not exist any algorithm to compute edit distance ex-

actly or approximately in the MPC model with total spaceO(n1+o(1)) and sub-polynomial rounds.

The existing MPC lower bounds [Ghaffari et al., 2019, Nanongkai and Scquizzato, 2020] do not

shed any light on this stark absence, and prior PRAM results [Apostolico et al., 1990] cannot be

simulated in MPC as the number of MPC machines is limited to sub-linear.
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5.1.1 Our Contribution and Techniques

In this paper we investigates the edit distance problem in the MPC model while presenting

new space-efficient algorithms and lower bound results.

Exact Algorithm for Edit Distance in the MPC Model. We begin by introducing a space-efficient

MPC algorithm that computes the exact edit distance between a pair of strings, each of length n,

in O(nϵ) rounds.

Theorem 5.1.1. For every ϵ ∈ (0, 1), there is an MPC algorithm that, given strings X and Y ,

computes ed(X,Y ) using O(nϵ) communication rounds with O(nϵ) processors and O(n) total

memory.

In this algorithm, we transform the textbook dynamic programming solution for edit dis-

tance into an MPC-compatible form, resulting in an O(nϵ)-round algorithm with tight O(n) total

memory. We start by briefly discussing the classic solution before discussing the challenges and

techniques for adapting it to the MPC model. Given two strings X, Y of length n, we define a dy-

namic program tableD asD[i, j] := ed(X[0 . . i), Y [0 . . j)), representing the edit distance between

prefixes of X and Y of lengths i and j, respectively. To compute the entries of D and determine

D[|X|, |Y |] = ed(X, Y ), we use the following recursive formula:

D[i, j] = min(D[i− 1, j] + 1,D[i, j − 1] + 1,D[i− 1, j − 1] + δ(X[i], Y [j])) (5.1)
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where δ(X[i], Y [j]) = 0 if X[i] = Y [j], otherwise 1. We also have base cases

D[i, 0] = ed(X[0 . . i), ε) = ed(ε, Y [0 . . i)) = D[0, i] = i

for any i ∈ [0 . . n] where ε is the empty string. See the original works [Vintsyuk, 1968,Needleman

and Wunsch, 1970,Sellers, 1974,Wagner and Fischer, 1974] for further discussion of this dynamic

programming solution in the sequential setting.

In the MPC setting, the primary challenge in computing this table arises from the limita-

tion that a single processor, with local memory of size O(S), (where S = n1−ϵ), can only store

substrings of X and Y with a maximum length of O(S). Consequently, each processor can only

compute anO(S)×O(S) block ofD in a single communication round, as the recursive formula for

D[i, j] necessitates access to X and Y to compute δ(X[i], Y [j]). Thus if the table is computed row-

by-row without any sophistication, it would require O(n/S) communication rounds per row and

up toO(n2/S2) communication rounds to compute the entireD. Instead, we computeD in a diag-

onal fashion. We initiate the process by making a processor locally compute entriesD[0 . . S, 0 . . S]

and pass the boundaries of the computed entries to two processors during the first communication

round. Subsequently, one processor receives D[S, 0 . . S] and computes entries D[S . . 2S, 0 . . S],

while the other processor receives D[0 . . S, S] and computes entries D[0 . . S, S . . 2S]. These two

processors then pass their boundary entries to three processors in total, continuing the process. By

computing S diagonals of D during each communication round, we reduce the number of rounds

needed to compute all of D from O(n2/S2) to O(n/S) = O(nϵ) rounds.

To ensure our algorithm operates withinO(n) total memory, several essential considerations

must be taken into account. Firstly, substrings of X and Y must be exchanged between proces-
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sors during each communication round. This guarantees that processors responsible for computing

each diagonal acquire the necessary substrings of X and Y to calculate their assigned block of D.

Secondly, we must ensure that a processor does not exceed their O(S) local memory while com-

puting boundary values. Although each processor only needs to transmitO(S) boundary values to

neighboring processors, they are in charge of computing O(S2) entries in total. To address this,

we ensure that a processor only stores O(S) computed entries at any given time, avoiding unnec-

essary communication rounds. Similar to our global strategy of computing diagonals of D, we can

compute diagonals of a block locally and only store a single diagonal at a time to avoid storing too

many intermediate entries ofD when computing the boundary values. These additional details and

techniques collectively allow our algorithm to run within O(n) total memory. Further elaboration

on this algorithm can be found in Section 5.3.

Approximate MPC Edit Distance. Next, we give the first space-efficient MPC algorithm to ap-

proximate the edit distance in sub-polynomial communication rounds. We say an algorithm A

α-approximates a problem X if, for all instances v of problem X , it holds that X(v)/α ≤ A(v) ≤

αX(v). Formally we show the following.

Theorem 5.1.2. Let X and Y be strings with n = |X|. For ϵ ∈ (0, 1) and Θ(1) ≤ r ≤ Θ( logn
log logn

)

where n1−ϵ ≥ n1/r, there is an MPC algorithm thatO(r·n1/r)-approximates ed(X, Y ) inO(r·ϵ−1)

rounds of MPC using O(nϵ) processors and Õ(n · (log n)O(r)) total memory.

In the statement of Theorem 5.1.2, the parameter r governs a trade-off between the round

complexity, the total space complexity, and the approximation ratio of our MPC algorithm. When

r = Θ(1), the algorithm runs in constant communication rounds, uses near-linear space, and gives

a polynomial approximation ratioO(n1/r). At the other extreme, when r = Θ( logn
log logn

), the approx-
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imation ratio decreases to poly-logarithmic, but the space complexity becomes n1+Θ(1). As the fo-

cus of this work is on space-efficient MPC algorithms, we observe that the total memory becomes

n1+o(1) as long as r = o( logn
log logn

). In particular, when r = Θ(
√

log n/ log log n), the algorithm

achieves a 2O(
√
logn log logn) approximation ratio using sub-logarithmic communication rounds and

n · 2O(
√
logn log logn) total memory. It remains an open problem to find a poly-logarithmic-factor

approximation algorithm that still uses n1+o(1) total memory and no(1) communication rounds.

Next, we provide a brief overview of the algorithm that is an MPC simulation of the approx-

imate edit distance algorithm of Andoni, Krauthgamer, and Onak [Andoni et al., 2010] (or, more

precisely, its recent simplified implementation by Bringmann, Cassis, Fischer, and Nakos [Bring-

mann et al., 2022a]). In this approach, we avoid computing the entire table D with n2 entries.

Instead, we approximate edit distances between substrings of X and Y using a tree with a small

height and low degree. Each node in the tree corresponds to a substring of X , and each level

represents a partition of X . At each node, we determine the minimum edit distance between its

corresponding substring of X and various substrings of Y (the selection of the substrings of Y

depends on the value of ed(X, Y )). These fragment approximations are recursively combined,

starting from the leaf nodes where at each leaf node we compute the exact edit distance between

a single character of X and various characters of Y until we reach the root, which produces our

approximation for ed(X, Y ).

However, an optimal sequence of edits might align a substring of X starting at position i

to a substring of Y starting at position j where i and j are far apart. Thus despite the recursive

approach, we may need to compute the edit distance between up to k ≥ ed(X, Y ) substrings

of Y for each substring of X . Therefore, one primary challenge in simulating this algorithm

in MPC arises when k is large. In such cases, assigning a single processor with local memory
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O(S) to each node of the tree proves inadequate, as an efficient method is required to compute

k approximations per node. To address this, we allocate k/S processors for each node, with

each processor computing a specific subset of the k different approximations. Additionally, when

recursively combining the approximation results, a careful and synchronized approach is necessary

to keep the number of communication rounds bounded. A pivotal step in this approach involves an

elegant reduction to the prefix sums problem (with respect to various associative operators), that is

solvable in constant rounds and with nearly linear total memory in MPC [Goodrich et al., 2011].

We show that leveraging the prefix sum problem enables the combination of k approximations

across multiple processors in constant communication rounds and nearly linear total memory. For

a more comprehensive understanding of the algorithm and this non-trivial reduction, please refer

to Section 5.4.

Another big challenge in simulating the serial approximate edit distance algorithm arises

when each of the O(n) leaf nodes (and subsequent internal nodes) demands k computations. This

becomes particularly problematic when k is large, posing a risk of surpassing our total linear mem-

ory budget in MPC. To this end, the serial algorithm [Andoni et al., 2010,Bringmann et al., 2022a]

employs a randomized pruning mechanism. While this slightly degrades the approximation guar-

antees, it effectively manages the challenge. The expected number of remaining nodes becomes

n1+o(1)/k, thereby requiring nearly linear total memory for the entire algorithm. The challenge

lies in the fact that since the randomness is determined after the MPC algorithm starts, our algo-

rithm needs to adaptively allocate processors to nodes without the ability to schedule assignments

deterministically (the schedule remains unknown before the algorithm runs). To address this, we

create a request set for processors to be assigned to node computations and utilize a reduction to

the prefix sum problem to allocate processors and provide them with the necessary data for their
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tasks.

MPC Orthogonal Vector Conjectures. We complement the above algorithms by introducing new

lower-bound results for computing edit distance in the MPC model. To achieve this, we present the

Strong O.V. conjecture and subsequently provide a reduction from O.V. to edit distance in the MPC

model. Motivated by the fine-grained complexity and lack of lower bounds in the MPC model, our

proposed Strong Orthogonal Vector Conjecture serves as the first super-logarithmic lower bound

in MPC as well as the first lower bound conjecture for a non-graph problem in MPC.

Conjecture 5.1.3 (Strong (MPC) Orthogonal Vector Conjecture). For every constant ϵ ∈ (0, 1),

there is no MPC algorithm that solves O.V. using nϵ−Ω(1) communication rounds, Θ(nε) proces-

sors, and n1+o(1) total memory.

Next, we provide some insights guiding our conjecture. A direct solution to O.V. involves

computing the product of all O(n2) pairs of vectors, which poses a considerable communication

challenge in MPC. The computation of the dot product necessitates the vectors to be co-located

on the same processor at a given time step. Consider a processor in our MPC model with local

memory denoted as S = n1−ϵ+o(1), where ϵ ∈ (0, 1). If the total memory across all processors is

n1+o(1), implying O(nϵ) processors, then in a single communication round, at most O(n2−ϵ+o(1))

pairs of vectors can be stored together on some processor. Consequently, any O.V. algorithm

required to check all vector pairs will need Ω( n2

n2−ϵ+o(1) ) = nϵ−Ω(1) communication rounds in MPC.

Despite a processor having the capability for unlimited local computations in a single round, the

restricted local memory mandates that an O.V. algorithm employs multiple communication rounds

to ensure the vectors are on the same processor at some point.

Even beyond straightforward solutions, the MPC model does not appear to offer improve-
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ments in round complexity for an O.V. algorithm with O(n1+o(1)) total memory. For example, as

an alternative strategy, rather than storing every pair of vectors on a processor during a given time

step, we could adopt a distributed approach by only retaining pairs of coordinates from each vector

pair. However, as we assume vectors can have small dimensions, such as log n, this does not lead

to any meaningful improvement in MPC complexity. To further improve on this, we may try to

compute only certain bit products and show that the remaining ones can be inferred from these.

Nevertheless, it is easy to construct examples where such inferences do not offer any improve-

ment.1 Thus with the above intuition, the O.V. algorithm is required to store the complete product

(each coordinate) of every pair of vectors. However, without compressing this information, there

is no way to improve the round complexity of the MPC algorithm.

In the above scenario, each machine has unrestricted processing time. However, if we re-

strict the MPC model where each processor has limited computational capacities between com-

munication rounds, then we can propose the Weak O.V. conjecture that follows directly from the

Strong Exponential Time Hypothesis (SETH). Such a model is well-motivated since real-world

machines do have bounded computational capacity. We define a quadratic-bounded computation

MPC model, where each processor with local memory O(S) can perform O(S2) local computa-

tions per communication round.

Conjecture 5.1.4 (Weak (MPC) Orthogonal Vector Conjecture). For every constant ϵ ∈ (0, 1),

there is no quadratic-bounded computation MPC algorithm that solves O.V. using nϵ−Ω(1) commu-

nication rounds, Θ(nε) processors, and n1+o(1) total memory.

1For an example of inferring bit products, consider bits a, b, c. First, let a · b = 0 and b · c = 1. An algorithm
can infer that a · c = 0 without multiplying the bits explicitly from these two products. However, even this simple
inference falls short for some assignments of a, b, c. If we have a · b = 0, b · c = 0, then we cannot distinguish between
the cases when a = c = 1 or at least one of a and c are 0. Thus, it is not clear whether an inference-based approach
can lead to improved efficiency.
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The Weak O.V. conjecture follows from SETH.

Observation 5.1.5. The Weak O.V conjecture is true assuming SETH.

Proof. Consider a quadratic-bounded computation MPC algorithm for the Orthogonal Vector

problem. In a single round, each processor used in the algorithm can execute a maximum of

n2−2ϵ+o(1) computations. With O(nϵ) processors, the total computation performed in one round is

n2−ϵ+o(1). Therefore, by the Orthogonal Vector Conjecture, the algorithm must use at least

n2−o(1)

n2−ϵ+o(1)
= nϵ−o(1)

communication rounds unless SETH is false.

From MPC O.V. Conjectures to Edit Distance in the MPC model. Next, we introduce a reduc-

tion from O.V. to edit distance that, together with the Strong O.V. conjecture, establishes the first

hardness for space-efficient edit distance computation in the MPC model.

Theorem 5.1.6. For every constant ϵ ∈ (0, 1), if there is an MPC algorithm that solves exact

string edit distance in MPC using R communication rounds, Θ(nϵ) processors, and n1+o(1) total

memory, then there is an MPC algorithm that solves O.V. in O(R) rounds with the same space

complexity.

Our MPC reduction builds on the reduction of Backurs and Indyk [Backurs and Indyk, 2018]

converting an instance of O.V. to an instance of edit distance. The key technique in their reduction

involves vector gadgets, that converts each input vector into a string with size linear in the dimen-

sion d of the vectors. In this construction, orthogonal vectors have an edit distance of d, while
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non-orthogonal vectors have an edit distance of 3m + (d−m), where m is the dot product of the

vectors. These vector gadgets are concatenated with additional padding to ensure that any opti-

mal edit sequence must align the gadgets of orthogonal vectors rather than non-orthogonal ones.

Consequently, if the edit distance between the final pair of strings is below a certain threshold, the

original sets of vectors must have included an orthogonal pair. In Section 5.5, we prove that this

reduction can be performed in MPC with Õ(n) total memory and O(1) communication rounds

and provide the reduction for completeness.

Using the above theorem, we can then give the first conditional hardness for edit distance

in MPC. This justifies the significance of our approximation algorithm. It is noteworthy that our

space-efficient exact algorithm for MPC edit distance aligns with the conjectured round complexity

of O(nϵ), establishing its tightness.

Corollary 5.1.7. If the Strong MPC Orthogonal Vector Conjecture is true, then any MPC exact

string edit distance algorithm using O(nϵ) processors for ϵ ∈ (0, 1) and n1+o(1) total memory

requires nϵ−o(1) communication rounds.

Further Consequences of Strong MPC O.V. Conjecture. The Strong MPC Orthogonal Vector

Conjecture has significant implications for proving hardness results in the MPC model. This is

because, in fine-grained complexity, SETH-based lower bounds typically require reducing k-SAT

to the O.V. problem. Typical properties seen in these reductions are (i) the gadgets employed in

the reduction are of small size and (ii) they can be computed independently for each vector. This

allows the reductions to be implemented in the MPC model using a constant number of rounds

and O(n1+o(1)) total space. Following the ubiquity of O.V. based reductions, this gives new lower

bound results for several other polynomial-time problems in the MPC model. Consequently, there
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is a broad range of problems e.g., LCS [Abboud et al., 2015a], dynamic time warping [Bring-

mann and Künnemann, 2015], Fréchet distance [Bringmann, 2014], graph diameter [Roditty and

Williams, 2013], single source max flow [Abboud et al., 2015b] etc., for which there does not

exist any nϵ−o(1)-round MPC algorithm using O(nϵ) processors and n1+o(1) total memory space

assuming the Strong MPC O.V. conjecture. Formally one can show the following.

Theorem 5.1.8. For any problem X if there exists a reduction f from O.V. (with binary vector sets

A,B ⊆ {0, 1}d) to X such that (i) for each vector v ∈ A∪B, size of the gadget f(v) is polynomial

in d, and (ii) the gadgets f(v) can be computed locally, then assuming the Strong MPC O.V.

conjecture, no MPC algorithm can solve X with O(nϵ) processors for ϵ ∈ (0, 1), n1+o(1) total

memory and nϵ−Ω(1) communication rounds.

As an example next we briefly discuss the graph diameter problem which computes the

maximum distance between any pair of vertices. The diameter of a graph is the maximum distance

between any pair of nodes in the graph. If one can compute breadth first search (BFS) in the

MPC model following the ideas of [Behnezhad et al., 2019c, Alexandr et al., 2019, Andoni et al.,

2020] using logarithmic rounds, then such an algorithm can be utilized to yield a logarithmic

round 2-approximation algorithm for the graph diameter problem. However, leveraging the strong

MPC O.V. conjecture, we can establish that computing an (1.5 − ϵ) (for any constant ϵ > 0)

approximation for graph diameter requires polynomially many rounds for sparse graphs with a

linear number of edges in the number of vertices.

Corollary 5.1.9. Assuming strong MPC O.V. conjecture, given an unweighted undirected graph

G on n nodes and O(n1+o(1)) edges, no MPC algorithm can decide whether diameter of G is ≤ 2

or ≥ 3 using O(nϵ) processors for ϵ ∈ (0, 1), n1+o(1) total memory and nϵ−Ω(1) communication
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Figure 5.1: Example of reduction from O.V. to Graph Diameter problem in the MPC medel.

rounds.

Proof. Here we give a sketch of the proof. First, we discuss the reduction from O.V. to the graph

diameter problem [Roditty and Williams, 2013]. Consider two sets of vectors A,B ⊆ {0, 1}d that

are involved in the O.V. problem. We generate a graph G as follows: G has vertex set A containing

a vertex for each a ∈ A; vertex set B containing a vertex for each b ∈ B; vertex set D of size d;

and two additional vertices, sA and sB. For each a ∈ A and d ∈ D, we add an edge between a and

d if a[d] = 1. We add similar edges between B and D. Finally, we connect all vertices in A ∪D

to sA, all vertices in B ∪D to sB, and sA to sB. It can be easily verified that the diameter of G is

3 if and only if there exists a pair of vectors a ∈ A and b ∈ B that are orthogonal; otherwise, the

diameter of G is 2.

To carry out this reduction in the MPC model, we first divide sets A and B, both of size n,

into nϵ groups. Each group consists of n1−ϵ vectors and is assigned to one processor. Using these

vectors, each processor is able to compute locally the induced subgraph of G that corresponds to

its group of vectors. Since the size of each locally induced subgraph is Õ(n1−ϵ+o(1)) the claim
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follows.

5.1.2 Other Related Works

Apart from the works [Boroujeni et al., 2018, Hajiaghayi et al., 2019, Boroujeni and Sed-

dighin, 2019] mentioned earlier, there are additional studies focusing on parallel algorithms for edit

distance and related problems. Krusche and Tiskin [Tiskin, 2010] work in the Bulk-Synchronous

Parallel model of computation and use an algorithm for simple Monge matrix multiplication to

solve the Longest Common Subsequence problem in logarithmic communication rounds. While

the number of processors used is O(nϵ) for constant 0 < ϵ < 1/3, the local memory needed is

O(n1−ϵ/2), and so, an equivalent MPC algorithm would not be space-efficient. A recent work

of [Chang and Zheng, 2024] provides the first weighted edit distance approximation algorithm in

MPC with a (1 + ϵ)-approximation factor, O(S) local memory per processors, and O(n2/S) total

memory.

Before our conjecture, only a few studies had explored lower bounds for MPC in the con-

text of other related problems. Roughgarden, Vassilvitskii, and Wang [Roughgarden et al., 2018]

were able to prove that certain graph problems such as connectivity require Ω(logS n) commu-

nication rounds in MPC by utilizing a reduction of MPC algorithms to low-degree polynomials.

Furthermore, borrowing hardness results from circuit complexity, they show that proving a prob-

lem requires ω(logS n) communication rounds in MPC would imply that P ̸= NC1, which would

be a breakthrough result in circuit complexity. Charikar, Ma, and Tan [Charikar et al., 2020]

extend these techniques to show similar results for the 1 vs. 2 cycle problem. In order to rea-

son beyond the constant round lower bound barrier, Ghaffari, Kuhn, and Uitto [Ghaffari et al.,
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2019] show conditional hardness results for MPC versions of maximum matching, vertex cover,

maximal independent set, and coloring problems. All these are conditioned on the 1 vs. 2 cycle

conjecture, claiming that connectivity cannot be done in better than O(log n) rounds (aligning

with the ideas from [Roughgarden et al., 2018] and matching an upper bound from [Rastogi et al.,

2013]). Nanongkai and Michele Scquizzato [Nanongkai and Scquizzato, 2020] generalize these

conditional hardness results and tie in complexity theory for sequential problems by showing that

the 1 v. 2 cycle conjecture is equivalent to conjecturing that L, the set of problems solvable by

deterministic Turing machine in logarithmic space, is not contained in the class of problems solv-

able in o(log n) rounds of MPC. Additionally, [Nanongkai and Scquizzato, 2020] shows that if

NL, the set of problems solvable by nondeterministic Turing machine in logarithmic space, is not

contained in the class of problems solvable in o(log n) rounds of MPC (a safer conjecture since

L ⊆ NL), then several classic problems require at least Ω(log n) MPC rounds such as perfect

matching, single-source shortest paths, and diameter problem.

5.2 Preliminaries

5.2.1 String Notations

A string Y ∈ Σn is a sequence of |Y | := n characters from an alphabet Σ. For i ∈ [0 . . n),

we denote the ith character of Y with Y [i]. Formally, Y [i . . j) is a fragment of Y that can be

represented using a reference to Y as well as its endpoints i, j. The fragment Y [i . . j) can be

alternatively denoted as Y [i . . j − 1], Y (i − 1 . . j − 1], or Y (i − 1 . . j). A fragment of the form

Y [0 . . j) is a prefix of Y , whereas a fragment of the form Y [i . . n) is a suffix of Y . For strings

Y1, Y2, . . . , Ym ∈ Σn, we let
⊙m

i=1 Yi = Y1

⊙
Y2

⊙
. . .
⊙

Ym be the concatenation of these strings.
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Additionally, Y m :=
⊙m

i=1 Y is the mth power of Y .

Problem 5.2.1 (String Edit Distance). Given two strings X, Y ∈ Σn, the edit distance of X and

Y , ed(X,Y ) is the minimum number of character insertions, deletions and substitutions needed to

transform X into Y .

5.2.2 Trees

A tree T is a connected, acyclic undirected graph. We consider rooted trees in this paper. A

node v in a tree T is a leaf if it has no children and is an internal node otherwise. The depth of a

node v is the number of edges from the root of the tree to v, and all nodes at depth i compose the

ith level of the tree. The height of T is the maximum number of edges from the root node to a leaf

node.

5.3 Exact MPC Edit Distance

In this section, we assume that input strings X, Y for the string edit distance problem have

the same length. In the case that these strings have different lengths, we can pad the end of the

shorter string by a special character that is not used in X or Y . We let n = |X| = |Y |, and we

show that our MPC exact edit distance algorithm only needs tight O(n) total memory (unlike in

the following section’s approximation algorithm, which may utilize n1+o(1) total memory).

In order to provide an exact edit distance algorithm in MPC that matches the conditional

hardness of Theorem 5.1.6, we adapt the classic dynamic programming solution we described in

Subsection 5.1.1. Recall in this sequential solution, we compute table D for strings X, Y using

Equation 5.1 in order to find ed(X, Y ) = D[|X|, |Y |]. A tempting approach to compute all entries
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of D would be to start at D[0, 0] and compute all entries row-by-row or column-by-column. We

note that an MPC processor can only compute as many entries ofD as the size of its local memory

S = O(n1−ϵ). This local memory limitation combined with the observation that any processor

computing an entry D[x, y] relies on the processor knowing the values of D[x− 1, y] and D[x, y−

1] means that even computing a single row or single column of D requires Ω(n/S) = Ω(nϵ)

communication rounds. Computing the full table of D in this way requires even more rounds and

does not match the O(nϵ) communication round lower bound that we are aiming for.

To improve our computation of D, we observe that instead of rows and columns, we may

compute diagonals of D. Using the observation that using Equation 5.1, computing each diagonal

of D only relies on storing the values of the previous diagonal, we may compute a diagonal in

MPC using a single round of communication since a diagonal of D has at most n entries and we

have O(n) total memory. Since there are n diagonals of D, we still need one further improvement

to avoid using a communication round per diagonal. By assigning blocks of D with size S by S to

each processor to compute, we can compute S diagonals ofD using a single communication round.

Therefore, in total we may use exactly O(n/S) = O(nϵ) communication rounds to compute D in

MPC.

First, we give pseudocode in Algorithm 22 to compute an S by S block of D locally on

a single processor by computing diagonals of the block, and we analyze the complexity of this

pseudocode in Lemma 5.3.1. One challenge of the local computation is that even an S by S block

of D will exceed the local memory if the processor stores the entire block at once. To circumvent

this issue, we use our previous observation that we only need to store the previous diagonal of D

to compute a new diagonal, which we describe in the proof of Lemma 5.3.1.

Finally, we give pseudocode in Algorithm 23 to compute the exact edit distance of string X
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and Y by computing diagonals of S by S blocks, and prove in Theorem 5.1.1 that this algorithm is

space-efficient and runs inO(nϵ) communication rounds of MPC, matching our conjectured lower

bound.

Algorithm 22: Computes edit distance tableD values for X and Y and returns border
values

1 LocalDistance(L, T , X, Y ):
2 for i from 0 to n do
3 D[i, 0]← T [i];
4 for y from 1 to i− 1 do
5 x← i− y;
6 D[x, y] =

min(D[x−1, y]+1,D[x, y−1]+1,D[x−1, y−1]+δ(X[x−1], Y [y−1]));
7 D[0, i]← L[i];
8 for i from n+ 1 to 2n do
9 for y from i− n to n do

10 x← i− y;
11 D[x, y] =

min(D[x−1, y]+1,D[x, y−1]+1,D[x−1, y−1]+δ(X[x−1], Y [y−1]));
12 return D[n, 0 . . n] and D[0 . . n, n];

Lemma 5.3.1. Given strings X, Y and arrays L, T with |X| = |Y | = n and |L| = |T | = O(n),

Algorithm 22 can be completed in O(n2) time and O(n) space.

Proof. We first consider the runtime of the algorithm. We note that any step within the loops

requires constant time. As for the number of total iterations of each step, there are at most n + 1

iterations of both outer loops in Line 2 and Line 8 as i ranges from 0 to n and n + 1 to 2n,

respectively. The inner loop at Line 4 repeats less than n times since y ranges from 1 to i−1, and i

is at most n. The same is true for Line 9 since i begins at n+1 in Line 8 and y begins at i−n ≥ 1

and loops until n. Therefore, both inner and outer loops iterate at most O(n) times, and so, the

total runtime of the algorithm is O(n2).

Now, we argue that the algorithm can run in O(n) in constant space. First, we note that if
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the algorithm simultaneously stores all values ofD that are computed, it would already be over the

space limits since the algorithm computes all O(n2) entries of D. Therefore, we describe a modi-

fication to the algorithm that clears some memory proactively throughout the algorithm. While we

do not give the pseudo-code for this, the modification to the given pseudo-code is straightforward

and described below.

We do not remove any entries of D that have a 0 or n in either index. Since indices range

up to n, there are 4n such indices, which does not violate our memory constraints. As for all other

entries of D, during iterations of Line 8, we only store entries of D computed in the previous two

iterations of the loop, and we clear all prior computed entries (except those with a 0 or n index).

The same is true for iterations of Line 8, except in the first two iterations. In the first iteration of

Line 8 we instead clear all entries of D computed prior except the last two iterations of Line 2, and

in the second iteration of Line 8, we clear all entries of D computed prior except the last iteration

of Line 2 and the previous iteration of the current loop. As argued above, since the inner loops at

Line 4 and Line 9 run at most O(n) times, the algorithm computes only O(n) entries per iteration

of the outer loops and therefore can store all computed entries ofD from the previous two iterations

and current iteration in O(n) memory.

Finally, we argue that the algorithm is still well-defined when only storing entries of D

computed in the previous two iterations (and entries with a 0 or n index) using induction on i. To

compute D[x, y], we need the values of D[x− 1, y],D[y, x− 1],, and D[x− 1, y− 1]. When i < 2,

Line 6 does not run. For i = 2, only D[1, 1] is computed, requiring D[0, 1],D[1, 0],D[1, 1], which

are always kept in memory. Similarly for i = 3, only D[1, 2] and D[2, 1] are computed, which

require D[1, 1] from the previous iteration and entries of D with a 0 in one of the indices. We now

take an arbitrary i > 3. Notice that we compute D[x, y] in Line 6 and Line 11 for all x, y ∈ [1, n]
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such that i = x + y. To compute D[x, y], we need the values of D[x − 1, y],D[y, x − 1],, and

D[x−1, y−1]. Since x+y = i, we have that x−1+y = x+y−1 = i−1 and x−1+y−1 = i−2.

All of the needed entries of D to compute any D[x, y] with x + y = i are from iteration i− 1 and

i− 2, which by induction are stored in memory.

Algorithm 23: Computes edit distance between X and Y in MPC
1 ExactMPCEditDistance(X,Y ):
2 n← |X|;
3 S ← n1−ϵ;
4 P ← ∅;
5 Distribute Xi = X[iS . . (i+ 1)S) to processor µX

i for i ∈ [0 . . nϵ);
6 Distribute Yi = Y [iS . . (i+ 1)S) to processor µY

i for i ∈ [0 . . nϵ);
7 Distribute T0,i = {iS, iS + 1, iS + 2, . . . , (i+ 1)S − 1} to processor µY

i for
i ∈ [0 . . nϵ);

8 Distribute Li,0 = {iS, iS + 1, iS + 2, . . . , (i+ 1)S − 1} to processor µX
i for

i ∈ [0 . . nϵ);
9 for i from 0 to nϵ − 1 do

10 Send Xi and Li,0 from µX
i to µY

0 ;
11 Add µY

i to P;
12 for µY

j in P in parallel do
13 Ti+j+1,j,Li+j+1,j+1 ← LocalDistance(Li+j,j, Ti+j,j, Xi+j, Yj);
14 Send Li+j+1,j+1 and Xi+j to µY

j+1 (except for j = nϵ − 1);
15 for i from nϵ to 2nϵ − 1 do
16 Remove µY

i−nϵ from P;
17 for µY

j in P in parallel do
18 Ti+j+1,j,Li+j+1,j+1 ← LocalDistance(Li+j,j, Ti+j,j, Xi+j, Yj);
19 Send Li+j+1,j+1 and Xi+j to µY

j+1;
20 return Tnϵ,nϵ−1[S];

Theorem 5.1.1. For every ϵ ∈ (0, 1), there is an MPC algorithm that, given strings X and Y ,

computes ed(X,Y ) using O(nϵ) communication rounds with O(nϵ) processors and O(n) total

memory.

Proof. We prove that Algorithm 23 satisfies the theorem statement when each processor has local

memory of size O(S) = O(n1−ϵ). First, we discuss the communication round complexity and
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number of processors used by the algorithm. Distributing substrings of X and Y of length S as

well as the additional arrays of length S in Line 7 and Line 8 toO(nϵ) processors can be performed

in a single communication round using O(nϵ) processors with O(S) local memory. We note that

after these beginning steps, the only processors used are µX
i and µY

i for i ∈ [0 . . nϵ), so there are

indeed only O(nϵ) processors needed across the entire algorithm. Each iteration for i ∈ [0 . . nϵ−1]

of the outer loop at Line 9 requires a single communication round to send Xi and Li,0 from µX
i to

µY
0 since each only has size O(S). An additional communication round for each i ∈ [0 . . 2nϵ − 1]

is needed for all processors µY
j to send Li+j+1,j+1 and Xi+j of size O(S) to processor µY

j+1 for

j ∈ [0 . . nϵ− 1] since these communications can occur in parallel for all j during a single iteration

i. Thus, there is an aggregate constant number of communication rounds per iteration of the outer

loop at Line 9. A similar argument shows that a constant number of communication rounds is

needed per iteration of the second outer loop at Line 15. Since there are 2nϵ− 1 iterations of outer

loops at Line 9 and Line 15, Algorithm 23 uses O(nϵ) communications rounds in total.

We now show that the algorithm can be completed with local memory of size O(S) =

O(n1−ϵ) per processor. Each processor µX
i (µY

i ) initially stores substrings of X (Y ) and array Li,0

(T0,i) of length O(S). We note that processors µX
i never store anything further. As for all other

processors µY
i , it is easy to see that the size of local memory is determined by the required space

to compute the LocalDistance subroutine on Line 13 and Line 18. For a single call to the

subroutine, the parameters Li+j,j, Ti+j,j, Xi+j, Yj all have size O(S) and therefore fit into memory

of size O(S). Additionally, by Lemma 5.3.1 and Algorithm 22, the subroutine itself requires

memory of size |Xi+j| = O(S), and the return values Ti+j+1,Li+j+1,j+1 of the subroutine are of

size O(S) as well. We observe that the parameters and return values of each call to the subroutine

are indexed by i, which increases each iteration (and therefore increases between each call to the
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subroutine). Thus, a processor µY
i does not need to store any parameters or return values with

index i − 1 during the ith iteration, and so, local memory of size O(S) fits all necessary data for

Algorithm 23

Since there are O(nϵ) processors each with local memory of size O(S) = O(n1−ϵ), Algo-

rithm 23 requires O(n) total memory. As for the correctness of the algorithm, we note that our

subroutine computes entries of D exactly according to Equation 5.1, the dynamic programming

solution outlined in Subsection 5.1.1. Algorithm 23 returns Tnϵ,nϵ−1 = D[n, n], which is equiv-

alent to the edit distance of X and Y . We leave further proof of this fact to previous works on

the subject [Vintsyuk, 1968, Needleman and Wunsch, 1970, Sellers, 1974, Wagner and Fischer,

1974].

5.4 Approximate MPC Edit Distance

In this section, we provide the first MPC algorithm that approximates string edit distance

in Õ(n1+o(1)) total memory and sub-polynomial communication rounds by adapting the serial

algorithm of [Andoni et al., 2010] (as interpreted in [Bringmann et al., 2022a]). Previous MPC

edit distance algorithms utilized super-linear total memory or a large number of communications

and so, at the cost of an no(1) approximation factor, we are the first to give a space-efficient MPC

algorithm with sub-polynomial communication rounds.

To explain the challenge of MPC string edit distance in almost-linear memory and few com-

munication rounds, we view computing the edit distance between strings X and Y from the equiv-

alent perspective of trying to match the characters of X to characters of Y . Any number of char-

acters in each string may be inserted, substituted, or deleted for a constant cost each, and we want
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to find some perfect, non-crossing matching for the remaining characters of both strings such that

matched characters have the same type. The minimum-cost sequence of edits that leads to a valid

perfect matching defines our edit distance between X and Y , and it is easy to see that this is equiv-

alent to the definition from Problem 5.2.1. One observation we can make is that if ed(X,Y ) ≤ k

for some constant k ∈ Z, a character at position i in X will be matched to a character at position

j in Y such that |i − j| ≤ k, otherwise ed(X,Y ) would not be bounded by k. Therefore, if k is

very small, smaller than the local memory of a processor in our MPC model, edit distance could

be computed by partitioning X and Y into blocks that fit into local memory and calculating local

edit distances between these blocks. Unfortunately, when k is much larger than the size of local

memory, it is possible that characters at the start of X are matched to characters at the end of Y .

In this case, an algorithm would have to compute local edit distances for all pairs of blocks of X

and Y to find an optimal edit sequence, which would require up to O(nϵ) communication rounds

(as seen in our exact lower and upper bounds) or a super-linear total memory in MPC.

In order to mitigate the issue of having to check each pair of blocks, we leverage our approx-

imation factor to limit the number of pairs of blocks our MPC algorithm has to compute the local

edit distance for in expectation. First, in order to partition X and Y into such blocks, we define a

useful structure and distance that allows us to approximate edit distance with a divide-and-conquer

approach.

Definition 5.4.1 (Partition Tree [Andoni et al., 2010, Bringmann et al., 2022a]). A degree-B par-

tition tree T for interval I = [a . . b] is a tree such that each internal node has degree B and each

node v of the tree is labeled by a non-empty interval such that

1. Root node r has interval Ir = I .

340



2. Internal node v with children v0, . . . , vB−1 has interval Iv = Iv0 ∪ . . . ∪ IvB−1
where |Ivi| =

|Ivj | for all i, j ∈ [0 . . B).

3. For the ith leaf node ℓi, the interval Iℓi = {i+ a} is just the ith element of I .

In our approximation algorithm, we will be constructing a partition tree for I = [0 . . |X|)

so that each level of the tree corresponds to a partition of X into blocks. At the leaf level, we

always consider any node to represent a single character of X . Therefore, we assume that |X| is

a power of B, and in order to guarantee this we may pad the end of X with unused symbols at

the cost of an additive B factor in the total memory of our algorithm where B = n1/r for some

Θ(1) ≤ r ≤ Θ( logn
log logn

) (which does not change the overall total memory size ofO(n)). We assume

that |X| = |Y | for convenience, although when the input strings have unequal lengths, we may pad

the shorter string with an unused symbol to increase its length. Since ed(X,Y ) ≥ ||X| − |Y ||, this

padding only comes at the cost of an additional factor of 2 in the worst-case approximation ratio.

We now give the following recursive formula that we use to approximate the edit distance

between strings using a partition tree.

Definition 5.4.2 (Partition Tree Distance [Andoni et al., 2010, Bringmann et al., 2022a]). Given

strings X, Y , a degree-B partition tree T for interval [0 . . |X|), and shift s ∈ Z. For node v in T ,

we define the partition tree distance td(X, Y ) as:

1. If v is a leaf, with Iv = {i}, tdv,s(X, Y ) = ed(X[i], Y [i + s]). When i + s /∈ [0 . . |Y |), we

assume ed(X[i], Y [i+ s] = 1.

2. If v is an internal node with children v0, . . , vB−1, then

tdv,s(X, Y ) :=
B−1∑
i=0

min
s′∈Z

(tdvi,s′(X, Y ) + 2|s− s′|).
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Furthermore, we define td(X, Y ) := tdr,0(X, Y ), where r is the root of T .

The following lemma from [Bringmann et al., 2022a] shows the relationship between par-

tition tree distance and edit distance for two strings X and Y . We encourage readers to look

to [Bringmann et al., 2022a] for proof of this and later cited statements as we want to keep the

focus of this section on the general ideas and technical contributions we make when overcoming

the difficulties of the MPC model.

Lemma 5.4.3 ( [Bringmann et al., 2022a, Lemma 6]). Let X,Y be strings, T be a degree-B

partition tree for interval [0 . . |X|), and of height h = logb |X|. Then,

ed(X, Y ) ≤ td(X, Y ) ≤ 2Bh · ed(X, Y )

As seen from this lemma, by appropriately choosing our degree B, we can provide a good

approximation of the edit distance.

Even though we have now defined a modular approach to computing an edit distance approx-

imation, we have not reached an MPC algorithm that has the complexity we are targeting. At each

node, according to the definition, we must check every integer shift of a block in Y , which may

meanO(n) shifts per node. Since there areO(n) nodes in the partition, computing an edit distance

for each shift will clearly violate either our target constant round or total memory complexity. We

take two important steps to handle the leaf level, which we also utilize for all higher levels of the

tree as well. First, we note that at any node, as observed previously if we know that ed(X, Y ) ≤ k,

we do not have to check any shift of a block of Y larger than k. By only checking shifts within the

set [−k . . k], we bring down the number of computations at the leaf level to O(nk). As an aside,

in the rest of the section, we assume we know the value of k such that k = ed(X, Y ). In reality, as

342



we do not know k, we may run Θ(log(n)) copies of our algorithms given below in parallel with all

powers of 2 from 2 to n in place of k.

Definition 5.4.4 (Capped Partition Tree Distance, [Bringmann et al., 2022a]). Given strings X and

Y with partition tree T and k ∈ Z+, define the capped partition tree distance as follows:

td≤k
v,s(X, Y ) := min

(
k,

B−1∑
i=0

min
s′∈[−k. .k]

(td≤k
vi,s′

(X, Y ) + 2|s− s′|)

)
.

As shown in [Bringmann et al., 2022a], we have td≤k
r,0 (X, Y ) = min(k, td(X, Y )) where r is

the root node of T .

For a node v, since td≤k
v,s(X, Y ) is only an approximation of tdv,s(X, Y ), we must be careful

not to incur too much error when building up our approximation up the partition tree. We assign a

precision βv to each node v of the partition tree that informs our algorithm of the maximum additive

error we are willing to incur from approximating the partition tree distance for this node. However,

if we naively compute td≤K
v,s (X, Y ) for some s ∈ [−k, . . , k] from the approximations for v’s

children v0, . . . , vB−1, each with their own approximation precision βv0 , . . . , βvB−1
, respectively,

then we may incur error up to βv0 + βv1 + . . . + βvB−1
. If this sum is larger than βv, then we risk

blowing up the additive error factor of our approximation.

In order to mitigate the growth of additive error, we utilize an intricate technique introduced

by [Andoni et al., 2010] called precision sampling. Using carefully chosen precisions according

to an exponential distribution, we can use this technique to recover an approximation of td≤k
v,s for

every s ∈ [−k . . k] from the approximations of its B children nodes.

Lemma 5.4.5 (Precision Sampling Lemma, [Andoni et al., 2010], [Bringmann et al., 2022a],

[Bringmann et al., 2022b]). Fix parameters γ > 0, α ≥ 1, β ≥ 0, and let A1, . . . , AB ≥ 0 be real
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numbers. Independently sample u1, . . . , uB from the exponential distribution Exp(O(log(γ−1)))

(for a sufficiently large hidden constant). There is an O(B log(γ−1))-time algorithm recover satis-

fying for all Ã1, . . . ÃB with success probability at least 1− γ:

1. If Ãi ≥ 1
α
· Ai − βui for all i, then recover(Ã1, . . . , ÃB, u1, . . . , uB) ≥ 1

2α
ΣiAi − β.

2. If Ãi ≤ α · Ai + βui for all i, then recover(Ã1, . . . , ÃB, u1, . . . , uB) ≤ 2αΣiAi + β.

We have explained how we work with the capped partition tree distance; we still need to

deal with the obvious issue that for large k, O(nk) computations per level of the partition tree

will still greatly exceed our memory limitations (or cause us to use too many communication

rounds). However, the magic of precision sampling (and its recovery algorithm) is that for a node

v with children v0, . . . , vB−1, we can choose βvi using a randomized process such that E[β−1
vi

] =

O(polylog(n))E[β−1
v ] and guarantee with high probability that for any node v with depth dv in the

partition tree, E[β−1
v ] = 1/k · (log n)O(dv). Since 0 ≤ td≤k

v,s(X, Y ) ≤ |Iv|, if |Iv| ≤ βv, then we can

simply use 0 as our approximation for td≤k
v,s without violating our allowed additive approximation

error. Furthermore, we can then bound the number of total nodes in the partition tree that we

actually need to process, and it turns out that the remaining nodes become manageable in nearly

linear total memory.

Definition 5.4.6 (Active Nodes). Given strings X, Y with partition tree T and precisions βv for

each v in T , we call v an active node if |Iv| > 1/βv. For all inactive nodes v in T with |Iv| ≤ 1/βv

and s ∈ [−k . . k], we substitute 0 for td≤k
v,s(X, Y ).

Lemma 5.4.7 (Active Nodes Lemma, Lemma 31 [Bringmann et al., 2022a]). Given a partition

tree T with degree B such that for any node v in T with depth dv, E[β−1
v ] = 1/k · (log n)O(dv), the

total number of active nodes is bounded by n
k
· log(n)O(logB(n)) with constant probability.
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We have now described the general framework and organization of the approximation algo-

rithm. There are a few details left to discuss to implement the algorithm in MPC that we describe

next. In the case that k is larger than the local memory S of a single processor, we note that we

must assign multiple processors per active node in order to compute all O(k) shifts for that node.

By assigning O(k/S) processors per node, we can make sure that no processor has to exceed its

local memory. According to Definition 5.4.4, we must compute a range min query for an active

node v to approximate the partition tree distance for that node’s interval. Let ∆vi,s′ be the output

of the recovery algorithm for children nodes v0, v1, . . . , vB−1 in T , s ∈ [−k . . k] that approximates

td≤k
vi,s′

(X, Y ), we want to calculate

Ãvi,s = min
s′∈[−k..k]

(∆vi,s′ + 2|s− s′|).

This computation becomes more difficult when we must synchronize the computation across

multiple copies of the node. We first partition the set of {−k,−k + 1, . . . , k} across the proces-

sors designated to node v. Then, we argue that the range min query can be answered by reducing

to a problem that has already been solved in MPC, prefix sum. We borrow the following result

from [Goodrich et al., 2011] stating that prefix sum can be computed in MPC with constant com-

munication rounds and O(n) total memory.

Theorem 5.4.8 ( [Goodrich et al., 2011]; see also [Hu et al., 2019]). Consider a binary associative

operator ⊕ (that is, a semigroup). For every ϵ ∈ (0, 1), there is an MPC algorithm that, given a

sequence (ai)
n
i=1, computes the sequence of prefix sums (si)ni=1 with si =

⊕i
j=1 ai, using O(ϵ−1)

communication rounds and O(nϵ) processors with O(n1−ϵ) local memory each.

We now show an equivalence between range min queries and the prefix min sum problem,
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a prefix sum problem with the minimum function standing in as the binary operator. Using this

theorem and this equivalence, we can guarantee the same complexity for the two problems.

Lemma 5.4.9. For every ϵ > 0, there is an MPC algorithm that, given values

D−k, D−k+1, . . . , Dk, computes mins′∈[−k. .k] (Ds′ + 2|s− s′|) for all s ∈ [−k . . k] using O(ϵ−1)

communication rounds and O(k) total memory with O(n1−ϵ) local memory per processor.

Proof. We show that the range min query described in the lemma statement is equivalent to the

prefix minima. First, we observe that we can split this problem into two sub-problems as follows

min
s′∈[−k. .k]

(Ds′ + 2|s− s′|) = min

(
min

s′∈[−k. .s]
(Ds′ + 2(s− s′)) , min

s′∈[s. .k]
(Ds′ + 2(s′ − s))

)
.

First, we consider the first sub-problem for s′ < s,

min
s′∈[−k. .s]

(Ds′ + 2(s− s′)) = 2s+ min
s′∈[−k. .s]

(Ds′ − 2s′)

= 2s+ min
s′∈[−k. .s]

D̃s′

where we define D̃s′ = Ds′ − 2s′. The value mins′∈[−k. .s] D̃s′ is a prefix minimum of the sequence

D̃−K , . . . , D̃k and so, by Theorem 5.4.8, we can compute these values in the target space and

communication round complexities. By symmetry, we can also solve the other sub-problems in

the same space and rounds, and computing the final minimum on two values can be done locally

on any processor after receiving the answers to the relevant two sub-problems.

We note that in addition to range min queries, we show that the recovery algorithm of the

Precision Sampling Lemma, Lemma 5.4.5 can also be done in constant rounds of MPC with no
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additional memory requirements.

Algorithm 24: Recover edit distance approximation using precision sampling.

1 Recover (Ã1, Ã2, . . . ÃB, α, γ):
2 λ← O(α−2 log(γ−1));
3 Sample ui,j ∼ Exp(1) for i ∈ [B], j ∈ [λ] independently;
4 ui ← minj ui,j for each i ∈ [B];
5 M̃j = maxi∈[B] Ãi/ui,j for all j ∈ [λ];
6 return ln 2 ·medianj∈[λ]M̃j;

Observation 5.4.10. For every ϵ > 0, there is an MPC algorithm that given Ã1, Ã2, . . . ÃB, out-

puts A1, A2, . . . , AB satisfying Lemma 5.4.5 using O(ϵ−1) communication rounds and O(B) total

memory and O(n1−ϵ) local memory per processor.

Proof. We show the recovery algorithm for Lemma 5.4.5 from [Bringmann et al., 2022a] in Algo-

rithm 24 for completeness. We note that the necessary min and median functions can be computed

locally on each processor as λ is a constant. Lastly, the max functions can be computed in O(B)

total memory according to Theorem 5.4.8.

The final detail for our approximation algorithm we briefly mention before giving the full

implementation is how we distribute the workload dynamically across the processors. Initially, we

must construct the partition tree and assign precisions to each node in the tree. Since there areO(n)

total nodes, we assign sets of S nodes toO(n/S) leader processors, where S is the size of the local

memory per processor, and the leader processors compute the intervals and precision sampling

parameters for each node from top to bottom of the tree. We intend to approximate td≤Kv, s(X,Y )

only for active nodes, implicitly taking 0 as approximation for inactive nodes. Once the leader

processors compute the precision sampling parameters and identify all active nodes, the leader

processor of each active node creates a request for a set of k/S worker processors to be assigned
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the task of performing the computations related to that node. It is the worker processors that

then compute the approximate partition tree distances in parallel and send these approximations

to the workers handling the parent node. Further details on how we assign worker processors and

distribute information between them are in the proof of Theorem 5.1.2 below.

Before describing the complete MPC implementation of the algorithm, we also mention how

the computations within leaf nodes are organized. Unlike internal nodes, we compute the actual

edit distance between characters of X and Y for leaf nodes, and so, we must distribute characters

of X and Y efficiently in near-linear total memory. At a leaf node, we need one character of X

and O(k) characters of Y according to Definition 5.4.2. However, again when k ≥ S, this will

require some synchronization between the processors storing Y and the workers responsible for

any given leaf node. It turns out that broadcasting characters of Y to a set of relevant processors

can be done with the prefix sum problem, similarly to our range min query solution, in constant

rounds and O(mk) total memory, where m is the number of active leaf nodes. We leave the proof

of the following lemma to the end of the section as the algorithm is long, though not conceptually

complex.

Lemma 5.4.11. For every ϵ > 0, there is an MPC algorithm that, given a partition tree T with

active leaf nodes ℓ1, ℓ2, . . . , ℓm and an integer k ∈ Z, computes tdℓi,s(X, Y ) for all i ∈ [1 . .m]

and s ∈ [−k . . k] in O(ϵ−1) communication rounds of MPC using O(nϵ) processors and Õ(mk)

total memory.

In the proof of the following theorem, we give the full algorithm encapsulating the general

framework and details described previously. Algorithm 25 gives the pseudo-code for computing

td(X, Y ), utilizing the subroutines for the leaf nodes, range min queries, and precision sampling
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recovery as described above. We now argue about the complexity of simulating this algorithm in

MPC.

Algorithm 25: Computes td(X,Y ) ≤ k for strings X, Y and constants 0 < δ < ϵ
where ed(X, Y )

1 ApproximateEditDistance (X,Y, ϵ, r, k):
2 B ← n1/r; S ← n1−ϵ;
3 for ℓ from 0 to r do
4 for i ∈ [Bℓ] do
5 Sample uℓ

i from Exp(λ);
6 βℓ

i ← βℓ−1
⌊i/S⌋/uvi;

// Only active nodes do the following
7 if n/Bℓ > 1

βℓ
i

then
8 Create ⌈k/S⌉ copies vℓi,1, v

ℓ
i,2, . . . , v

ℓ
i,⌈k/S⌉ of ith node on level i;

9 for j ∈ [⌈k/S⌉] do
10 S(vℓi,j)← {−k + jS,−k + jS + 1, . . .− k + (j + 1)S − 1};
11 x(vℓi,j)← [i(n/Bℓ), (i+ 1)(n/Bℓ)− 1];
12 ∆vri ,s

← LeafRequests({vrj : j ∈ [n]× [⌈k/S⌉]}) for
i ∈ [n]× [⌈k/S⌉], s ∈ [−k . . k];

13 for ℓ from r − 1 to 0 do
14 for i ∈ [Bℓ] do

// Assigning 0 approximations for inactive nodes
15 if n/Bℓ ≤ 1

βℓ
i

then
16 ∆vℓ+1

i ,s ← 0 for all s ∈ {−k, . . . , k};
// Range min query, Lemma 5.4.9

17 Ãℓ
i,s ← mins′∈{−k,...,k}∆vℓ+1

i ,s′ + 2 · |s− s′|;
18 ∆vℓi ,s

←
Recover(Ãℓ

⌊i/Bℓ−1⌋,s, Ã
ℓ
⌊i/Bℓ−1⌋+1,s

+ 1, . . . , Ãℓ
⌊i/Bℓ−1⌋+B−1,s

+B − 1) for
s ∈ [−k . . k];

19 Return min(min−k≤s≤k ∆v00 ,s
, k);

Theorem 5.1.2. Let X and Y be strings with n = |X|. For ϵ ∈ (0, 1) and Θ(1) ≤ r ≤ Θ( logn
log logn

)

where n1−ϵ ≥ n1/r, there is an MPC algorithm thatO(r·n1/r)-approximates ed(X, Y ) inO(r·ϵ−1)

rounds of MPC using O(nϵ) processors and Õ(n · (log n)O(r)) total memory.

Proof. Let n = |X|, and let S = Õ(n1−ϵ) be the size of local memory per processor for ϵ >

0,Θ(1) ≤ r ≤ Θ( log(n)
log logn

). Define B = n1/r. We assume S ≥ B as per the theorem statement.
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As mentioned previously, since we do not know k, we run Θ(log(n)) copies of the algorithm

in parallel, only adding a logarithmic factor into the total memory and local memory of each

processor. For the ith copy of the algorithm, we let k = 2i, and our final solution is the output of

the copy with the smallest k whose approximation is greater than its k, which will not change the

asymptotic approximation guarantee of the algorithm.

We now analyze the steps and complexity of Algorithm 25. First, we discuss the partition tree

construction within the loop beginning at Line 3. We note that a degree-B partition tree of height r

has m = 1+B+B2+ . . .+n = O(n) nodes, and we can assign an index ℓ to each node vℓ so that

the ith child of the node vj has label ℓ = i + jB. To now construct the tree, we can use nϵ leader

processors µL
i for 0 ≤ i ≤ nϵ. Leader i will be in charge of nodes with labels in [iS . . (i + 1)S).

Each leader can then define the interval Iv for each node v according to Definition 5.4.1 without

any communication rounds. In addition to the interval, we need to determine the precision βi for

each node vi in the partition tree. As per Line 6, the precisions depend on ui, which can be sampled

locally on each node’s processor, and the precision βj for the parent node vj of vi. Note that, due

to our node labeling and deterministic distribution of nodes, all leader processors know the leader

processor containing the children of their nodes. Since each leader processor contains S nodes and

each processor has local memory of size S, we only need a single communication round to send

all precisions of parent nodes at level d to children nodes at level d + 1 via their relevant leader

processors. Therefore, in total, we needO(r) communication rounds, proportional to the height of

the partition tree, to compute all precisions. Once we determine precisions and intervals for each

node, each leader can determine if a node is active or inactive.

One important facet of the algorithm is making sure that the number of active nodes is at

most O(n
k
· log(n)O(logB(n))). According to Lemma 5.4.7, this bound is true in expectation. To
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guarantee this bound with high probability, we begin by running Θ(log n) copies of the partition

tree initialization described in the previous paragraph in parallel. This only adds a Θ(log(n)) factor

to the total memory size of our algorithm. Each leader processor then computes the number of

active nodes they contain, and the sum of all active nodes is computed in O(ϵ−1) communication

rounds, which can be done by Theorem 5.4.8 (though it is a much simpler problem than prefix

sums). We then use the leaders from the partition tree copy with the smallest number of active

nodes to guarantee the upper bound on the number of active nodes with high probability. Since

each active node requires computing O(k) tree distance approximations, we therefore only need

Õ(n · log(n)O(logB(n))) total memory to store all such approximations. We assume this bound

moving forward.

We next discuss how to adaptively assign worker processors for each active node. For

each active node, we need k/S worker processors to compute the range min queries according

to Lemma 5.4.9 (with a single worker responsible for multiple active nodes if k < S). However,

since active nodes are not known until after we randomly assign their precisions, we must coordi-

nate the assignment of worker processors. For each node, the leader processor determines whether

the node is active and, if so, posts a request for workers handling the computations assigned to that

node. We can number the requests with consecutive integer identifiers using the prefix-sums ap-

proach (see [Hu et al., 2019] for further details) in O(ϵ−1) communication rounds. Then, we may

assign worker processors [ik/S . . (i+ 1)k/S) to request i (with fractional assignments if k < S).

The algorithm guarantees that the leader processor knows the identifiers of its requests in order

to communicate with the assigned worker processors. The leader processor for active node v will

need to send uv, βv, and Iv, as well as the (range of) identifiers of the worker processors for the

parent node of v to each of its worker processors. This can be implemented in O(ϵ−1) communi-
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cation rounds using the standard broadcast subroutine (with each group of workers responsible for

a given active node).

The algorithm partitions all shifts in [−k . . k] into sets of size S, and each worker processor

is in charge of a single set in this partition, defined in Line 10. We handle the leaf nodes in

Line 12 according to Algorithm 26 withO(ϵ−1) communication rounds andO(n) total memory by

Lemma 5.4.11. We then compute our approximations one level at a time, starting with the leaf level

in the loop at Line 13. Worker processors for node vi compute approximations Ãi,s of the partition

tree distance according to Lemma 5.4.9 in Line 17 for all s ∈ [−k . . k] and the worker processors

corresponding to the parent node of vi receive all the approximations from its children nodes after

precision sampling according to Observation 5.4.10 (including those of vi). Specifically, if the jth

worker processor is assigned the jth set of shifts from the partition of [−k . . k] discussed above,

then that worker processor receives only the approximations for the shifts in the jth set. No worker

processor receives more than S approximations, which fits in the local memory, and therefore we

only need O(1/ϵ) communication rounds per level of the partition tree. Any approximations not

computed are evaluated as 0, according to Line 16. Once all B children approximations for a given

shift are computed, the worker processors for the children run the precision sampling recovery

algorithm according to Observation 5.4.10 and send the result to the worker processor of the parent

node. This process of computing range min queries, sending the approximations to relevant parent

worker processors, and then running the recovery algorithm is repeated one level of the tree at a

time until we reach the root, which provides our final approximation.

For the entire algorithm, we have used Õ(nϵ) leader and worker processors and Õ(mk) =

O(n · (log n)O(r)) total memory. Since we require a communication round per level of the tree to

send the approximations between worker processors of children and parent nodes and the approxi-
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mation subroutines for each level require O(ϵ−1) communication rounds, we need O(r · ϵ−1) total

communication rounds in total. Since we are simulating the algorithms of [Andoni et al., 2010], as

implemented in [Bringmann et al., 2022a], the correctness of the output and approximation ratio

follows from their results (see [Bringmann et al., 2022a, Theorem 1] for details).

5.4.1 Proof of Lemma 5.4.11

Lemma 5.4.11. For every ϵ > 0, there is an MPC algorithm that, given a partition tree T with

active leaf nodes ℓ1, ℓ2, . . . , ℓm and an integer k ∈ Z, computes tdℓi,s(X, Y ) for all i ∈ [1 . .m]

and s ∈ [−k . . k] in O(ϵ−1) communication rounds of MPC using O(nϵ) processors and Õ(mk)

total memory.

We discuss the steps and complexity of Algorithm 26. We assume that Algorithm 25 initial-

izes the partition tree such that each leaf node ℓ stores its associated index x(ℓ) of string X and its

set of associated shifts S(ℓ) (Lines 10 and 11 of Algorithm 25). We let d = |S(ℓ)| and assume that

all (active) leaves have the same number of shifts.

First, we distribute all m leaves across ⌈md/S⌉ processors and create a request for the char-

acters of Y needed for each shift of an active node on these processors. This requires only a single

communication round to distribute the leaves. We note that each leaf needs to compute k approx-

imations and so, we need total space O(mk) to distribute and create all nodes and requests. The

algorithm sends the entire request set to another set of ⌈md/S⌉ request processors who sort the set

of requests by the character index, which can be done in constant rounds with linear memory in

the size of the request set according to [Goodrich et al., 2011].

Once we have sorted the requests, the algorithm identifies the first request αi and the last
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request βi on request processor µR
i . The last request on processor µR

i is shared with the neighboring

processor µR
i+1 (except for the last processor in which i+1 would be out of bounds), which takes an

additional communication round. For all unique character requests on request processors µR
i , the

request is forwarded to the appropriate processors storing the requested character. In response, that

processor provides the requested character. The only requests not answered will be requests shared

by the previous processor as well according to βi−1. Note that since requests are in sorted order,

this guarantees that processors containing blocks of Y may respond to all requests made in this

step in a single round of communication. Any character request that is needed more times than the

local memory of a single processor will have requests on multiple subsequent request processors.

Since we check βi−1 before requesting on each processor, only the leftmost request processor for

a popular request will actually send out the request to the processors containing Y (and thus every

processor storing S of the input characters will need to handle at most S requests, which is within

its memory limits). We then distribute the response back to all subsequent request processors who

need the character. The following lemma discusses how to do this using the prefix sums algorithm

(Theorem 5.4.8).

Lemma 5.4.12. Line 24 of Algorithm 26 can be completed in O(ϵ−1) communication rounds of

MPC using O(nϵ) processors and O(mk) total memory.

Proof. We formalize the problem as follows. We associate each request in the set of requests R

with an index c in [0 . . |Y |], the character Y [c] (if already known) or ε (if the request has not been

answered yet), and the destination processor µL
j , e.g., (c, ε, j). Note that the second position is

changed to Y [c] when a request is answered, and we consider ε to be lexicographically smaller

than any character in our alphabet. Initially, when all requests are created, we sort the requests in
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Algorithm 26: Computes tree distance requests for active leaf nodes.
1 LeafRequests(ℓ1, ℓ2, . . . , ℓm):
2 S ← n1−ϵ; P ← ⌈md/S⌉;
3 Distribute {ℓiS/d, ℓiS/d+1, . . . , ℓ(i+1)S/d−1} to processors µL

i for i ∈ [0, P );
4 for µL

i for i ∈ [0, P ) in parallel do
5 for each leaf ℓj stored on µL

i do
6 Request X[x(ℓj)] from µX

⌊ j
S
⌋;

7 Ri ← ∅;
8 for s ∈ S(ℓj) do
9 Ri.append((x(ℓj) + s, i));

10 Send request set Ri to processor µR
i ;

11 R←
⋃nϵ−1

i=0 Ri;
12 Sort R across all processors µR

i by the first entry of each request in R;
13 for µR

i for i ∈ [0, P ) in parallel do
14 αi ← c where (c, j) is the first request in sorted order on µR

i ;
15 βi ← c where (c, j) is the last request in sorted order on µR

i ;
16 Send βi to µR

i+1;
17 p← βi−1;
18 for each request (c, j) in sorted order do
19 if c ̸= p then
20 Request Y [c] from µY

⌊ c
S
⌋;

21 p← c;
// Lemma 5.4.12

22 Send Y [βi] to all µR
j where αj = βi;

23 for each request (c, j) do
24 Send Y [c] to µL

j ;
25 for µL

i for i ∈ [0, P ) in parallel do
26 Return {ed(X[x(ℓj)], Y [x(ℓj) + s])} for all ℓj on µL

i , s ∈ S(ℓj);

order of their first position values in Line 14. For each set of subsequent requests for the same

character at position c, the leftmost processor containing these requests receives Y [c] in Line 20

and so, the leftmost request becomes (c, Y [c], j), whereas all subsequent requests for position c

stay as (c, ε, j′), where the values of j, j′ are not important to our argument. We note that if we

compare request triples by their first positions and use their second positions as a tie-breaker, the

leftmost request for position c now satisfies the inequality (c, Y [c], j) > (c, ε, j′). We let RL(r)

denote the set of requests that come before a given request r ∈ R in the sorted set. For each
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request for position c, answering the request is now equivalent to determining max{r′ ∈ RL(r)};

this is precisely the prefix maxima problem; an instantiation of the prefix sums problem where the

associative⊕ operator is the maximum function. Using Theorem 5.4.8, this problem can be solved

in the promised space and communication complexity.

The final step is returning the requests (which have been answered by that point) to the

original leaf processors, which can be done in one more round of communication.

5.5 Orthogonal Vector to Edit Distance in MPC

In this section, we give the reduction from [Backurs and Indyk, 2018] for orthogonal vec-

tor to edit distance and we prove that this reduction works in constant communication rounds of

MPC with linear total memory. Similar to the graph diameter reduction as discussed in the fur-

ther consequences of the string O.V. conjecture, this is another example of a reduction from O.V.

where vector gadgets can be computed locally in MPC. For the sake of completeness, we give the

reduction technique in more detail in this section. We name our two sets of d-dimensional vectors

A and B where n = |A| = |B| and for the reduction, we assume that A,B ⊆ {0, 1}d. With this

assumption, any pair of non-orthogonal vectors must have a 1 in both vectors at the same index.

At the heart of this reduction is a vector gadget that constructs a pair of strings such that the edit

distance increases linearly in the number of indices that both vectors have a 1.

As per the notation of [Backurs and Indyk, 2018], the characters that compose our edit

distance strings are integers in the set {1, 2, 3, 4, 5, 6}, but could instead be any set of symbols. We

define ℓ1 := 1000d and for an integer x ∈ {0, 1}, the following bit gadget allows us to distinguish

when two characters are both 1:
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C1(x) =


2ℓ1 0 1 1 1 2ℓ1 if x = 0;

2ℓ1 0 0 0 1 2ℓ1 if x = 1,

C2(x) =


2ℓ1 0 0 1 1 2ℓ1 if x = 0;

2ℓ1 1 1 1 1 2ℓ1 if x = 1.

It is easy to verify that for x, y ∈ {0, 1}, ed(C1(x), C2(y)) = 3 when x = y = 1, and

otherwise, the edit distance is 1. This is the first building block that allows our edit distance to

eventually signal that there exists a pair of orthogonal vectors. We next show two gadgets that we

use to combine these bit gadgets. The following gadgets concatenate together the bit gadgets and

put padding around both sides of the concatenated string.

We define a string u = 1 0d−1 and integer ℓ2 = 1000d2. For a vector v ∈ {0, 1}d, we let vi

refer to the ith entry of v for i ∈ [1, d] and define

G1(v) := 4ℓ2

(
d⊙

i=1

C1(vi)

)
3ℓ1

(
d⊙

i=1

C1(ui)

)
4ℓ2

G2(v) := 3ℓ1

(
d⊙

i=1

C2(vi)

)
3ℓ1 .

We leave the formal proofs of the correctness of the gadgets of this section to [Backurs and

Indyk, 2018], but for vectors v1, v2 ∈ {0, 1}d, any optimal sequence of edits to transform G1(v1)

into G2(v2) requires

2ℓ2 + ℓ1 + d+ 2min(v1 · v2, u · v2)
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edits. The main concept behind these gadgets is that due to the padding, there are only two edit

sequences that can be optimal for any pair of vectors. The optimal edit sequence must either delete(⊙d
i=1 C1(vi)

)
or
(⊙d

i=1C1(ui)
)

depending on min(v1 · v2, u · v2) since our bit gadgets have

larger edit distance the more indices two vectors share that have a 1. Due to the length of the

padding, which is quadratic in the dimension of the vectors, there is no other edit sequence that

can require fewer edits than the two mentioned. To finish the reduction, we concatenate together

these vector gadgets, with large sections of padding between each vector gadget, as seen in the

following constructions for strings P1 and P2.

For any vector v ∈ {0, 1}d, let t = |G1(v)| and T = 1000dt. Let f = 1d and for sets of

vectors from the orthogonal vector problem A,B ⊆ {0, 1}d, define

P1 =
⊙
v∈V1

(5TG1(v)5
T )

P2 =

 |V1|⊙
i=1

5TG2(f)5
T

(⊙
v∈V2

5TG2(v)5
T

) |V1|⊙
i=1

5TG2(f)5
T


P ′
1 = 6|P2|P16

|P2|.

Theorem 5.5.1 (Theorem 4 from [Backurs and Indyk, 2018]). Given vector sets V1, V2 ⊆ {0, 1}d

where n = |V1| = |V2|, let Y := 2|P2| + n(2ℓ2 + ℓ1 + d + 2). If there is some v1 ∈ V1, v2 ∈ V2

such that v1 · v2 = 0, then ed(P ′
1, P2) ≤ Y − 2. Otherwise, ed(P ′

1, P2) = Y .

Lemma 5.5.2. Given an instance of the orthogonal vector problem with vector sets A,B ⊆ {0, 1}d

where n = |A| = |B|, there is an MPC algorithm that constructs P ′
1 and P2 for A and B,

respectively, with O(nϵ) machines in O(1) communication rounds and Õ(n) total memory.

Proof. We go through the steps of the construction of P ′
1 and P2. First, we note that since ℓ1 =
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O(d), then |C1(x)|, |C2(x)| = O(d) for an integer x ∈ {0, 1}. Next we consider G1(v) and G2(v)

for a vector v ∈ {0, 1}d. Since |C1(x)| = O(d) and |C2(x)| = O(d), then |
⊙d

i=1 C1(vi)| = O(d2)

and |
⊙d

i=1 C2(vi)| = O(d2). Similarly, since u = 1 0d−1, we also have that |
⊙d

i=1 C1(ui)| =

O(d2). Thus, |G1(v)| = O(ℓ2 + d2 + ℓ1) = O(d2) and |G2(v)| = O(ℓ1 + d2) = O(d2). For any

processor storing vectors v ∈ A, the processor can locally construct 5TG1(v)5
T for each vector in

its memory since |5TG1(v)5
T | = O(T + d2) = O(dt + d2) = O(d|G1(v)| + d2) = O(d3 + d2)

(we assume that dimension d is polylog(n) and local memory of each processor is Õ(n1−ϵ). By a

similar argument, any processor storing vectors of v ∈ B can construct 5TG2(v)5
T . We assume

that each processor knows n = |A| = |B| and there are O(nϵ) extra processors that can construct

two copies of
⊙|V1|

i=1 5
TG2(f)5

T (one for the beginning of P2 and one for the end of P2. Finally,

we assume that since each processor knows n = |A| = |B| and d, we can use O(nϵ) processors to

construct two copies of 6|P1| (one copy for the beginning of P ′
1 and one copy for the end of P ′

1).

Theorem 5.1.6. For every constant ϵ ∈ (0, 1), if there is an MPC algorithm that solves exact

string edit distance in MPC using R communication rounds, Θ(nϵ) processors, and n1+o(1) total

memory, then there is an MPC algorithm that solves O.V. in O(R) rounds with the same space

complexity.

Proof. The theorem statement follows directly from Theorem 5.5.1 and Lemma 5.5.2.
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Chapter 6: Massively Parallel Location-Sensitive String Problems

6.1 Introduction

One of the most well-studied topics in recent computer science history is the algorithmic as-

pects of string problems. The longest palindrome substring (LPS), the longest common substring

(LCS), string matching, and edit distance are some of the more famous problems in this category.

Some of these problems such as string matching, LCS, LPS, and longest common prefix (LCP) are

location-sensitive, i.e. solutions to these problems require compiling information from continuous

sequences of characters of the input string(s) and are dependent on the order of said characters and

sequences. Efforts to solve these problems led to the discovery of several fundamental techniques

such as hashing algorithms and suffix trees which are useful for solving location-sensitive prob-

lems. Both of these tools have numerous applications in several fields including DNA-sequencing,

compiler design, anti-virus softwares, etc.

Suffix trees are tries made of the sorted suffixes of a given string, and computing a suf-

fix tree is a classic problem in computer science literature. The concept was first introduced by

Weiner [Weiner, 1973], and McCreight (JACM, 1976) [McCreight, 1976] showed that it is possible

to create a compressed suffix tree of total size O(n). Later, Ukkonen [Ukkonen, 1995] introduced

an online O(n)-time algorithm that dynamically maintains an updated suffix tree as new characters

are appended to the input string. There are numerous applications for the suffix tree data structure
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such as exact and approximate string matching, matching statistics, Lempel-Ziv decomposition,

and longest repeated substring [Gusfield, 1997]. Inspired by suffix trees, we discuss two particular

applications of interest [Gall and Seddighin, 2020] at length in this paper:

1 Longest Palindrome Substring (LPS), and

2 Longest Common Substrings (LCS).

In addition to LPS and LCS, we consider the problem of Longest Common Prefix (LCP) queries,

which is often a crucial step in suffix tree construction and can also be answered in constant time

using an already-constructed suffix tree [Iliopoulos and Rytter, 2004].

Designing algorithms which are sublinear in space is crucial when the input data does not

fit in the memory of available systems. In recent years, with the abundance of data and the in-

creasing demand for large scale data processing, the size of datasets easily surpasses that of the

typical machine’s memory. Examples of the problem domains vary from social network graphs

to DNA sequences, and efficiently analyzing such datasets has great economic and social impact.

However, to address any problem subject to this restriction efficiently, we need alternative mod-

els of computation as the traditional RAM model is no longer feasible in practice. One approach

to overcome this obstacle is to utilize a large pool of typical machines that have a substantially

smaller amount of memory comparing to the input size. This simple idea is the key ingredient be-

hind the modern distributed processing frameworks such as MapReduce, Hadoop, and Spark that

are widely deployed across the industry at very large scales. The Massively Parallel computation

(MPC) model is proposed by Karloff, Suri, and Vassilvitskii [Karloff et al., 2010], and enhanced

in subsequent works [Andoni et al., 2014, Beame et al., 2017, Goodrich et al., 2011], to provide a

theoretical foundation for algorithms implemented on such frameworks.
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In the MPC model, problem data of size O(n) is distributed among a set of machines each

with sublinear memory, and algorithms proceed in several rounds. In each round, machines per-

form an arbitrary amount of computation on their local data independently. At the end of each

round, machines can communicate with each other. Since the communication phase is often a

major performance bottleneck in real world scenarios, the main goal in designing MPC algorithms

is to optimize the round complexity while keeping total memory across all machines linear. Note

that for some 0 < ϵ < 1, each machine has O(n1−ϵ) memory; during a single communication

round, each machine may send and receive any number of messages such that the total size of the

messages fits within its local memory constraints. In some of our algorithms below, we require that

each machine may have a large enough local memory to store a message from every other machine

in a single round of communication. To this end, we must make sure that the local memory of a

machine O(n1−ϵ) is larger than the number of machines O(nϵ), and so, we restrict ϵ to 0 < ϵ ≤ .5.

This restriction is well-motivated for the MPC model since with modern computing resources, the

number of machines does not exceed the size of the local memory of each machine.

In this paper, we introduce a massively parallel framework for solving a wide range of

location-sensitive string problems such as string matching, LCS, and LPS, which usually are easily

solvable using either a suffix tree (or hashing) in the sequential setting. We simulate powerful tools

such as the suffix tree of the given string and a novel MPC data structure for handling batches of

LCP queries. We call this data structure an LCPQ oracle, and it is the first MPC data structure

able to efficiently answer a large (even super-linear) number of LCP queries in a small number

of communication rounds. In addition to demonstrating constant-round MPC reductions from the

aforementioned problems of LPS and LCS to suffix trees, our framework provides the means to

give algorithms using O(1) communication rounds with tight Õ(n) total memory for LPS and
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Õ(n1+ϵ) memory for LCS by applying a technical analysis of string periodicity in each problem.

Our novel LCPQ oracle is critical to the improved algorithms for LPS and LCS as well as the MPC

suffix tree simulation.

Beyond discussing LCP, LPS and LCS, we also discuss improved algorithms for suffix tree

construction. In the stronger Adaptive MPC (AMPC) model recently proposed in [Behnezhad et al.,

2019d], each machine is subject to the same local memory and communication limitations as in

MPC. However, the model is stronger because in each round, all communications can be stored in

a large O(n) shared memory that allows adaptive reads by all machines. We will utilize the shared

memory to store hashes of suffixes, which is an interesting strategy that will allow us to avoid

sending large messages between machines when comparing suffixes and instead just compare hash

values of constant size in the shared memory. With this simpler communication, we show how to

create an improved LCPQ oracle of a given string in AMPC and then subsequently the suffix tree

in Õ(n) memory and constant rounds 1.

6.1.1 Further Related Works

Among others, a specific family of graph problems known as Locally Checkable Labeling

(LCL) problems – which includes vertex coloring, edge coloring, maximal independent set, and

maximal matching to name a few – admit highly efficient MPC algorithms, and have been heavily

studied during recent years [Behnezhad et al., 2019e,Behnezhad et al., 2019b,Assadi et al., 2019b,

Assadi et al., 2019a,Behnezhad et al., 2019a,Ghaffari et al., 2020,Ghaffari and Uitto, 2019,Czumaj

et al., 2018]. Another interesting family of problems studied in the MPC model are string problems.

1Õ(n) is used to denote a linear size with a multiplicative polylogarithmic factor, i.e. O(npolylog(n)) = Õ(n)
and is used for convenience in the rest of the paper.
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The String Matching problem, that is to find all occurrences of a pattern string in a text, has a wide

range of applications on massive datasets from analyzing genomic data to Search Engine Indexing.

In a previous work, Hajiaghayi, Saleh, Seddighin, and Sun [Hajiaghayi et al., 2021] show

that the string matching problem and also some of its variants can be solved efficiently in MPC.

In particular, they show an O(1) rounds algorithms for String Matching and Integer Convolution

(using FFT) in MPC, and as a result they give efficient algorithms for String Matching with wild-

card characters. Some building blocks in the string matching solution such as fast batch substring

hash queries, which is a special case of block-based data structures, are also used in this paper

(defined in later Section 6.4.1). Furthermore, our methods in this paper can be applied to the string

matching problem (without wildcards) as an application of suffix trees [McCreight, 1976].

PRAM solutions to these problems also are heavily related to our work. Apostolico, Bres-

lauer and Galil [Apostolico et al., 1994] give a PRAM solution for LPS with O(n2) total memory

needed. While this solution requires more memory and rounds than we want if we were to con-

vert it directly to MPC, our own optimal LPS algorithm utilizes their main idea that strings with

multiple palindromes must be periodic. Iliopoulos and Rytter [Iliopoulos and Rytter, 2004] build a

suffix tree from a simpler data structure, the suffix array, in PRAM in tight Õ(n) total memory with

O(log n) rounds. We follow this construction technique as well for our own suffix tree algorithm,

with significant changes so that the transformation works in O(1) rounds. Several other papers

discuss related problems in PRAM such as [Lu and Lin, 1994] which solves the longest common

subsequence problem and [Farach and Muthukrishnan, 1996] which solves suffix tree construction

for binary strings, both in the PRAM model as well.
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6.1.2 Problem Definition

A string s ∈ Σn of length n is a sequence of n characters s0s1 . . . sn−1 from alphabet Σ. For

any pair of integers 0 ≤ l < r ≤ n, we use brackets and parentheses2, i.e., s[l : r), to denote a

substring of string s which is a consecutive interval of characters slsl+1 . . . sr−1 from index l to

index r− 1. The length of a substring s[l : r) is equal to r− l. Every substring s[l : n) which ends

with sn−1 is called a suffix of s. Similarly, every substring s[0 : r) which starts with s0 is called a

prefix of s.

One of the primitive tools in solving classical string problems is the longest common prefix

(LCP) query. For two input strings of length n denoted by s and s′, we define LCPs,s′(i, j) as the

length of the longest prefix shared between two suffixes s[i : n] and s′[j : n]. For example, [Manber

and Myers, 1993] uses an array containing LCPs,s(πi, πi+1) for every 0 ≤ i < n−1 as an auxiliary

data structure alongside suffix arrays to mimic the capabilities of suffix trees. In the sequential

setting, we can find the solution of LCP queries in O(log n) time by performing a binary search

on the solution size and comparing the hashes of substrings of each suffix. Alternatively, if we

already have a suffix tree built for string s#s′, we may find the lowest common ancestor (LCA) in

the suffix tree of the two suffixes s[i : n]#s′ and s′[j : n] (see following definition of suffix tree

for more details).

Definition 6.1.1. Given strings s and s′ each of length n, the LCP of indices i and j, denoted by

LCPs,s′(i, j), is equal to the length of the longest common prefix of suffixes s[i : n) and s′[j : n).

In the longest common substring problem (LCS), the input consists of two strings s and s′

and our goal is to find the longest substring which is shared between the two strings. We assume
2This notation is often used for intervals [l, r) that include l and exclude r.
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that s and s′ have the same length, which we denote by n. We use Σ to denote the alphabet of the

strings.

In the longest palindrome substring problem (LPS), the goal is to find the longest substring

of a given string s which reads the same both forward and backward. Let s̄ denote the reverse of

string s. Formally, a string s is a palindrome if s̄ = s. The length of s is also denoted by n and its

alphabet is denoted by Σ.

The suffix tree of a given s is a rooted trie-like data structure in which every edge is labeled

with a string, and it stores every suffix of s, i.e., s[0 : n), s[1 : n), . . . , s[n − 1 : n). Every node

in the suffix tree represents a substring of s which is equal to the concatenation of the labels in the

path from the root to this node. There is a leaf in the suffix tree for every suffix s[i : n) (0 ≤ i < n),

and the concatenation of the labels in the path from the root to this leaf results in suffix s[i : n).

See Figure 6.1 for an example for string s = “bobocel”. A compressed suffix tree of string s

is a minimal suffix tree that does not have any vertex with degree 2, with an exception for the

root, and thus the total number of vertices is bounded by O(n). In addition, the total length of the

labels on the edges of a compressed suffix tree is bounded by O(n). A sequential algorithm can

create a compressed suffix tree for any given string s with O(n) running time [McCreight, 1976],

and in O(n) total time even if the characters are accessible one by one – and the suffix tree is

maintained after every incoming character [Ukkonen, 1995]. Often we will need a suffix tree for

two strings, and we follow the traditional approach of building a suffix tree on the concatenation

of the two strings with a special character such as ’#’ between each string, e.g. s#s′ represents the

concatenation of strings s and s′.

Since the implementation of compressed suffix trees is complicated, Manber and Mey-

ers [Manber and Myers, 1993] introduced a simpler and consequently less flexible data structure
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Figure 6.1: An example of suffix tree for example string “bobocel”.

called suffix array as an alternative representation of suffix trees. Let [n) denote the set of num-

bers {0, 1, 2, . . . , n− 1}. The suffix array of s is a permutation π : [n)→ [n) which represents an

order of the suffixes of s that is sorted in the lexicographical order, i.e., s[πi, n) is lexicographically

smaller than s[πi+1, n) for every i ∈ [n − 1). When it is clear from context, we may simply refer

to the ith suffix according to the order of the suffix array, i.e. s[πi, n), as suffix i. In the sequential

setting, the suffix array of a given string s can be found in O(n log n) running time without using

suffix tree by performing a radix sort for sorting the prefixes of length 2i of every suffix at step i

for a total of O(log n) steps.

6.2 KMR-Based Solutions

We start with a solution for location-sensitive problems using an existing, well-known KMR-

based technique of [Karp et al., 1972]. While technically simple, we show these results for the

sake of completeness, and the KMR algorithm gives us a point of comparison our own results. Our

specialized algorithms for LPS and LCS we show in Sections 6.7 and 6.8 have a lower number of

communication rounds and the LPS algorithm also improves the total memory size. Additionally

the suffix tree construction we give utilizing our LCPQ ties the KMR approach and allows us to

improve the communication rounds and total memory in AMPC (see Section 6.9.2)
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In the KMR-based algorithm, we recursively define a hash function that we use in an O(1
ϵ
)-

round, Õ(n1+ϵ)-memory MPC algorithm for computing suffix array. First, we define this recursive

hash function which maps substrings of an input string s to integers. When sorting strings in the

construction of the KMR hash, we assume that we always sort in ascending order lexicographically.

Additionally, if we refer to a substring s[i, j] where j ≥ |s|, we instead consider the substring

s[i, |s|).

Definition 6.2.1. Given a strings s and ϵ ∈ (0, 1), we build a KMR-based hash function Ks,ϵ. For

all 1 ≤ i ≤ 1
ϵ
, 0 ≤ j < n, Ks,ϵ(i, j) denotes a hash of s[j, j + niϵ] defined as follows:

1 Sort all nϵ-length substrings of s and remove duplicates from the list. For all 0 ≤ j < n, let

Ks,ϵ(1, j) be the position of substring s[j, j + nϵ) in this list.

2 Assume the hash function Ks,ϵ(i − 1, j) has been defined for all 0 ≤ j < n where 1 ≤ i ≤

1
ϵ
. For all 0 ≤ j < n, sort tuples (Ks,ϵ(i − 1, j),Ks,ϵ(i − 1, j + n(i−1)ϵ),Ks,ϵ(i − 1, j +

2n(i−1)ϵ), . . . ,Ks,ϵ(i− 1, j+(n(i−1)ϵ− 1)n(i−1)ϵ)) by comparing elements of the tuples from

left to right and removing duplicate tuples from the list. For all 0 ≤ j < n, let Ks,ϵ(i, j)

be the position of substring tuple (Ks,ϵ(i − 1, j),Ks,ϵ(i − 1, j + n(i−1)ϵ),Ks,ϵ(i − 1, j +

2n(i−1)ϵ), . . . ,Ks,ϵ(i− 1, j + (n(i−1)ϵ − 1)n(i−1)ϵ)) in the sorted list.

Using sorting techniques in MPC, constructing the KMR-based hash function can be com-

pleted straightforwardly. Additionally, we prove the fact that by definition Ks,ϵ(i, j) gives the

position of the jth suffix of s in the suffix array when i = 1/ϵ, so computing all such KMR-based

hash values suffices for constructing the suffix array of s. Proof of this fact and the following

theorems can be found in Appendix 6.11.
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Theorem 6.2.2. For ϵ ∈ (0, 1], there is an O(1
ϵ
)-round MPC algorithm for a given string s us-

ing Ks,ϵ for computing the suffix array of s in Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per

processor.

With suffix array constructed, we may then build the suffix tree of any input string in constant

rounds of MPC using the ideas of a PRAM algorithm from [Iliopoulos and Rytter, 2004] (proof in

Appendix 6.11).

Theorem 6.2.3. For ϵ ∈ (0, 1], there is an O(1
ϵ
)-round MPC algorithm for suffix tree using Õ(n1+ϵ)

total memory and Õ(n1−ϵ) memory per processor with high probability.

In the sequential setting, LPS and LCS each may be solved in linear time using suffix tree.

For LPS, one can build a suffix tree on the input string s = s0s1 . . . sn−1 concatenated with the

reverse string s = sn−1 . . . s1s0. The longest palindrome will then be the two suffixes in the tree

with the lowest common ancestor where one suffix is from s and one suffix is from s. Similarly for

LCS, we build a suffix tree on the two input strings s and s′ concatenated together and find the two

suffixes with the lowest common ancestor in the suffix tree where one suffix is from s and one is

from s′. These reductions are not completely trivial to implement in MPC, and we give a version

of them formally in Appendix 6.11.2 and 6.11.3 after giving our own novel suffix tree construction

using our Longest Common Prefix Query oracle.

Theorem 6.2.4. For ϵ ∈ (0, 1], there are O(1
ϵ
)-round MPC algorithms for LCS and LPS using

Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per processor with high probability.

Now that we’ve shown a simple approach to some location-sensitive string problems and

suffix tree, we next discuss our techniques involving the LCP problem which matches the state-

of-the-art for suffix tree and improves the number of rounds and total space for LPS and LCS.
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Additionally, these techniques will allow us to give a linear space algorithm for suffix tree con-

struction in the AMPC model, which is not possible with the KMR approach.

6.3 Our Results and Techniques

We present a general framework for solving location-sensitive string problems in the MPC

model. At the core of most of our algorithms, we rely on a novel data structure we call an LCPQ

oracle which handles a large number of Longest Common Prefix (LCP) queries simultaneously in

MPC. For example, when searching for the longest palindrome in a string it is necessary to do

some sort of lexicographic comparisons to find the lengths of palindromes within the string. The

LCPQ oracle allows us to efficiently evaluate such comparisons, and throughout this work, we will

often reduce location-sensitive string problems to a polynomial number of LCP queries.

Problem Model Source Rounds Total Memory

LCPQ Oracle
(with k queries)

MPC
Lemma 6.3.1 O(1) Õ(n1+ϵ + k)

Theorem 6.3.2 O(1) Õ(n+ k +min(n, k) · nϵ)

Theorem 6.6.2 O(log log n) Õ(n+ k)

LPS MPC Theorem 6.3.3 O(1) Õ(n)

LCS MPC Theorem 6.3.4 O(1) Õ(n1+ϵ)

Suffix Array/Tree MPC Theorem 6.3.5,6.11.4 O(1/ϵ) Õ(n1+ϵ)

Suffix Tree AMPC Theorem 6.3.6 O(1) Õ(n)

Table 6.1: The above table shows a summary of our results for LCPQ oracle, LPS, and LCS prob-
lems in MPC, as well as suffix tree constructions in MPC and AMPC using the LCPQ oracle. The
local memory of each machine is Õ(n1−ϵ) for a small constant ϵ.
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Problem Model Source Rounds Notes

LPS PRAM [Apostolico et al., 1994] O(log n) O(n2) memory/work

String Matching MPC [Hajiaghayi et al., 2021] O(1) O(n) total memory

Suffix Array/Tree PRAM [Iliopoulos and Rytter, 2004] O(log(n)) Õ(n) memory/work

Table 6.2: The existing results for LPS and suffix tree in the PRAM model, and string matching in
MPC.

6.3.1 LCPQ Oracle

Given two strings s and s′ of length n, an LCP query q = (i, j) returns the length of the

longest common prefix of the suffixes of s and s′ which start at indices i and j respectively, i.e., the

LCP of s[i : n) and s′[j : n). The main challenge of finding the longest common prefix between

two suffixes is that a suffix may be very long, up to O(n) if it includes most of the string. A single

machine cannot compare two such suffixes of length O(n) in its O(n1−ϵ)-size local memory, and

furthermore, a naive approach to computing the longest common prefix by comparing substrings

of length O(n1−ϵ) sequentially could require O(nϵ) rounds for long suffixes. By hashing every

substring of size n1−ϵ, which we call blocks, and storing the hashes of subsequent blocks in a single

machine, we can compare hashes of entire suffixes even of length O(n) on a single machine. For

example, for a suffix s[i, n] we will store on a single machine the hashes of blocks s[i, i + nϵ],

s[i + nϵ, i + 2nϵ], etc. Notice that the starting index of each of the blocks considered in the

previous example has a remainder of i modulo nϵ. Grouping blocks by their remainders after a

modulo operation is a classic algorithmic technique, and we call this idea Modular Partitioning.

Modular partitioning is the main way we can build and compare suffixes from their composite

blocks efficiently on a single machine. Given query q = (i, j), we then just have to make sure that

the hashes of all blocks of suffixes s[i : n) and s′[j, n) are stored on the same machine together in
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order to find a rough estimate of the longest common prefix between them.

Once we know the specific blocks where the prefixes no longer match, we can then easily

compare these blocks of size O(nϵ) by sending a query to a machine that contains the (not hashed)

substrings of each block using a single round of communication. Since each string can be broken

into nϵ blocks of size n1−ϵ, in order to compare blocks directly we only need O(n2ϵ) machines

which will each contain a unique pair of blocks from the input strings. This is not a novel technique,

but we formalize this idea of block-based data structures in Section 6.4.1 since it is common to

all of our MPC algorithms. The resulting data structure can answer a collection of k = O(n1+ϵ)

arbitrary LCP queries Q = {q1, q2, . . . , qk} in O(1) rounds.

Since our LCPQ oracle construction relies on hashing, our algorithms are necessarily ran-

domized and succeed with high probability3. Additionally, our algorithms may need to try O(log n)

different large prime numbers as the modulo base in our hash functions. To avoid log n commu-

nication rounds, we may try these prime numbers in parallel at the cost of an additional O(log n)

factor in our space constraint. Furthermore, to perform modular partitioning, clearly local memory

O(n1−ϵ) must be larger than O(nϵ) in order to find the hashes of blocks of length nϵ. Therefore,

as discussed in the introduction, we bound ϵ by 0 < ϵ ≤ .5 to make sure local memory O(n1−ϵ) is

always large enough for our algorithms.

Lemma 6.3.1. For ϵ ∈ (0, .5], there is an O(1)-round MPC algorithm, with Õ(n1+ϵ) total memory

and Õ(n1−ϵ) memory per machine, which initializes the Longest Common Prefix Query (LCPQ)

Oracle in O(1) rounds w.h.p., and then computes a collection of k = O(n1+ϵ) queries, Q =

{q1, q2, . . . , qk}, in O(1) rounds.

3w.h.p. (with high probability) should have an exponentially small probability of failure 1
nc for some constant c we

can choose.
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With the previous techniques as a starting point, we give a more efficient LCPQ oracle, one

of our main contributions, in Section 6.6. Specifically, we show that for any value of k which

is either O(n1−ϵ) or Ω(n1+ϵ), we can solve a batch of k queries in O(1) rounds of MPC using

tight total memory O(n + k). For the values of k = ω(n1−ϵ) ∩ o(n1+ϵ), we present a compressed

LCPQ oracle with O(n + k + min(n, k) · nϵ) total memory. Intuitively, since the bottleneck is

min(n, k) · nϵ for the values of k in this range, we end up having a sub-optimal total memory

size if n and k are too close (within an O(nϵ) multiplicative factor of each other); we introduce

a different approach utilizing modular partitioning to show that solving the LCP queries with a

total of O(n + k) memory is achievable if we allow O(log log n) rounds of communication in

MPC (Lemma 6.6.2). In the uncompressed LCPQ oracle algorithm discussed before, recall that

we hash blocks of size nϵ until we find the specific blocks where the prefix of two suffixes no

longer match. We can simply repeat this process for blocks of size nϵ/2, nϵ/4, etc. to find smaller

and smaller non-matching blocks until we find the exact longest common prefix length in at most

O(log log n) rounds. See Figure 6.2 or Table 6.3 to find more precise details about the performance

of a compressed LCPQ oracle.

Theorem 6.3.2. For ϵ ∈ (0, .5], there is an O(1)-round MPC algorithm with Õ(n1−ϵ) memory per

machine which initializes an LCPQ oracle in O(1) rounds w.h.p., and then processes a collection

of k queries, Q = {q1, q2, . . . , qk}, in O(1) rounds. The total memory used by this algorithm is

Õ(n+ k +min(n, k) · nϵ).
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k (#Queries)

LCPQ Oracle Memory
OPT=O(n+k)

O(log log n) rounds

LPS LCS

LCPQ oracle, k = O(n)

suffix tree/array
O(1) rounds• •

•

••

nϵ n2ϵ n1−ϵ n n1+ϵ n1+2ϵ n2−ϵ n2

Õ(1)

Õ(nϵ)

Figure 6.2: This plot illustrates the ratio of the memory blowup in a compressed LCPQ oracle for
different ranges of k where k denotes the number of LCP queries in a batch. The vertical axis
shows the ratio of memory blowup of the LCPQ oracle given query set Q of size k compared
to the optimal memory O(n + k). The horizontal axis shows the number of queries k. Both
axes are logarithmic. The yellow path shows the memory performance of our best algorithm for
a compressed LCPQ oracle in O(1) rounds. The green points – corresponding to problems LPS
(Section 6.7), LCS (Section 6.8), and suffix tree (Section 6.9.1) – show the problems in which
we use memory-tight variants of the LCPQ oracle. The red point shows the problem of LCPQ
oracle with k = O(n) queries, in which we use sub-optimal memory for the LCPQ oracle, and the
blue point demonstrate a memory-tight algorithm for the same problem if we allow O(log log n)
communication rounds in MPC.
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6.3.2 LPS, LCS, and the Periodicity Properties

In Section 6.7, we present another main result, an algorithm for LPS using linear total mem-

ory and O(1) communication rounds. A naive approach to solving LPS in the MPC model would

be to distribute blocks of the input string to processors and have each processor find palindrome

candidates. For any palindrome candidate, to find the actual full length of any palindrome would

require comparing any two pairs of blocks since the palindrome may span the entire string, and to

find the full length of many palindromes naively would require either super-linear memory or non-

constant rounds. It might be tempting to suggest an MPC algorithm which queries the LCPQ oracle

for all indices, and finds the longest palindrome centered at each location subsequently. However

according to Figure 6.2, we end up with either a super-linear total memory or O(log log n) rounds

since we need to query every index and k = O(n).

To avoid having to check each palindrome, we use an idea from [Apostolico et al., 1994]

to analyze the periodicity of a string and limit the number of LCP queries we need to compute to

be sublinear. Complemented by the novel compressed LCPQ oracle (see Section 6.6), our algo-

rithm finds the maximum length palindrome per block using tight memory and constant rounds, as

described in Theorem 6.3.3.

Theorem 6.3.3. For ϵ ∈ (0, .5], there is an O(1)-round MPC algorithm that solves Longest Palin-

drome Substring (LPS) with Õ(n) total memory and Õ(n1−ϵ) memory per processor, w.h.p.

Similarly, in Section 6.8 we present an algorithm for LCS that improves the communication

rounds of prior techniques from O(1/ϵ) rounds to O(1) rounds. The algorithm uses Õ(n1+ϵ) total

memory and is based on the periodicity properties of a pair of blocks with more than one LCS

candidate pair. A candidate pair p = (i, j) is a pair of suffixes i and j in two given strings s
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and s′ respectively, i.e. s[i : n) and s′[j : n), such that LCP(q) ≥ 3n1−ϵ where q = (i, j) is an

LCP query for those pair of suffixes. As it is clear from the definition of the candidate pairs, they

represent maximal common substrings with length at least 3n1−ϵ. We use pairwise block machines

to compute the longest common substring with length smaller than 3n1−ϵ by an exhaustive search.

Therefore, it only remains to find the result of LCP queries for each candidate pair and take the

maximum value.

The number of maximal candidate pairs excluding the pair of blocks with same period string

is bounded by O(n2ϵ). However, if we include the candidate pairs for a common periodic range in

both strings the number of LCP queries increases to O(n). We can further reduce the total number

of candidate pairs to O(n2ϵ) by finding the common periodic range imposed by a collection of

more than one candidate pairs in a pair of blocks. The subsequent pair of indices in s and s′ after

the periodic range determine the candidate pair with maximum LCP in this pair of blocks. Thus,

there are a collection of O(n2ϵ) candidate pairs, and the maximum LCP among these candidate

pairs is equal to the LCS of two strings s and s′.

Theorem 6.3.4. For ϵ ∈ (0, .5], there is an O(1)-round MPC algorithm that solves Longest Com-

mon Substring (LCS) with Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per processor, w.h.p.

6.3.3 Massively Parallel Suffix Tree using LCPQ

In our final section, we give our own LCPQ oracle-based algorithm for building the suffix

array of a given string with O(n1+ϵ) total memory and O(1/ϵ) communication rounds. Using the

suffix array to suffix tree conversion in Appendix 6.11.1, this allows us to build the suffix tree with

our own LCPQ approach that ties the state-of-the-art KMR approach from Section 6.2. Moreover,
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we show that this suffix array approach can be used in AMPC to improve suffix tree construction

from O(1/ϵ) communication rounds and Õ(n1+ϵ) total memory to O(1) rounds and Õ(n) total

memory.

For our LCPQ-based suffix array construction, we start by sorting the suffixes of a given

input string by utilizing an LCPQ oracle which we initialize for string s and itself, to sup-

port a comparison-based parallel quick sort in total space Õ(n1+ϵ) similar to the one discussed

in [Goodrich et al., 2011]. At each round, we choose nϵ random pivots for every remaining un-

sorted interval. In this process, the maximum interval size at round i is bounded by Õ(n1− iϵ
2 ) with

high probability. Thus, after O(1/ϵ) rounds, we end up with Õ(n
ϵ
2 )-sized intervals which we sort

locally using the LCPQ oracle. For comparing a pair of suffixes (i, j), we need to compare charac-

ters si′ and sj′ , the first unequal pair of characters we encounter if we start moving forward from

indices i and j at the same rate. It is easy to observe that by definition i′ = i + LCPs,s(i, j) and

j′ = j + LCPs,s(i, j), and so the LCPQ oracle provides all the information we need to find these

indices.

Theorem 6.3.5. For ϵ ∈ (0, .5], there is an O(1/ϵ)-round MPC algorithm for computing the suffix

array of a given string s with Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per processor w.h.p..

6.3.4 Suffix Tree in AMPC

Last but not least, we observe that in the Adaptive Massively Parallel Computation (AMPC)

model, it is possible to build a fully-functional suffix tree4 using Õ(n) total memory and in

O(1/(1 − ϵ)) rounds. Note that LCP queries are handled by O(log n) sequential adaptive queries

4By a fully-functional suffix tree we mean one including backward and forward pointers as opposed to suffix tree
we build in the MPC model which only captures the structure of the tree. A fully-functional suffix tree rarely relies on
the suffix array and auxiliary block-based data structures for solving location-sensitive problems.
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as we perform a binary search to find the length of an LCP query (i, j), i.e., the maximum l where

s[i : i + l) and s′[j : j + l) have the same hash value. We retrieve the hash of a substring s[l : r)

using a block-based hashing data structure by spending only O(1) adaptive queries. Since we use

the O(n) shared memory to store hashes, we avoid the requirement that ϵ ≤ .5, which stemmed

from modular partitioning and the MPC versions of the block-based data structures.

Theorem 6.3.6. (Suffix Tree in AMPC) . For ϵ ∈ (0, 1], there is an O(1)-round AMPC algorithm

for computing the suffix tree of a given string s with Õ(n) total memory and Õ(n1−ϵ) memory per

processor with high probability.

We do not give the statements and their proofs, but utilizing the fully-functional suffix tree to

solve LPS and LCS in O(1) rounds and linear memory in AMPC easily follows using the reductions

shown for MPC (Appendix 6.11.2 and 6.11.3).

6.4 MPC Implementation Details

In this section, we summarize a set of tools we frequently use in our MPC algorithms. First

we introduce a technique called Modular Partitioning that is used to construct LCPQ oracles in

Sections 6.5 and 6.6, which are an important building blocks of most of our algorithms. Next, we

formalize two folklore MPC techniques called Block-based Data Structures and Weighted Load

Balancing. We extensively use block-based data structures as auxiliary tools in the reduction of

LPS and LCS to suffix tree in Appendix 6.11.2 and 6.11.3, as well as in the memory-optimal

algorithms for LPS and LCS in Sections 6.7 and 6.8. Moreover, weighted load balancing is used in

the construction of LCPQ oracles and suffix trees as well as in the reductions from LPS and LCS

to suffix tree.
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At the core, our algorithms use hashing and thus all of our results are randomized and suc-

ceed with high probability. There are additional sources of randomness in our algorithms such as

the randomness induced by quick sort for finding the suffix array, but hashing is used in all algo-

rithms described in this paper. We define the hash of a substring s[l : r) as the following for a large

enough prime number p.5

hash
(
s[l : r)

)
=
( r−1∑

i=l

si · |Σ|r−1−i
)
mod p (6.1)

6.4.1 Block-based Data Structures

The input string s is initially partitioned into nϵ consecutive blocks of size O(n1−ϵ), denoted

by b0, b1, . . . , bnϵ−1, so that each block fits into the memory of a single machine. We denote the

machine which stores bα by µα. Furthermore, we assume that µα has local access to the next block

bα+1 and previous block bα−1 if either exists. Similarly, in problems that have two input strings s

and s′, we denote the blocks of s′ by b′β , and the dedicated machine that stores this block by µ′
β . In

this paper, we use α and β variables when referring to the index of a block in s and s′ respectively.

We also always assume w.l.o.g. that both strings have length n. Otherwise, we pad the smaller one

with enough number of ‘#’ character, where ‘#’ ̸∈ Σ, to make their sizes equal.

Definition 6.4.1 (Blocks bα and Block Machines µα). There is a collection of nϵ machines

{µ0, µ1, . . . , µnϵ−1} referred to as block machines for string s (and {µ′
0, µ

′
1, . . . , µ

′
nϵ−1} for string

s′), where µα (and µ′
β) contains the substring of the α-th block of s (and the β-th block of s′)

denoted by bα = s[αn1−ϵ : (α+ 1)n1−ϵ).

5We can pick a set of O(log(n)) random prime numbers, and process them in parallel, so that our algorithm
succeeds with high probability.
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We often use block-based data structures in our algorithms which is a standard technique

in the MPC model. Roughly speaking, in a block-based data structure we gather a constant-sized

information about every block bα, say f(bα)
6, so that {f(b0), f(b1), . . . , f(bnϵ−1)} can be copied

and fit inside the memory of a single machine as long as ϵ ≤ 0.5. Furthermore, we use a segment

tree inside each machine µα which computes f(bα[l : r]) for a total of O(n1−ϵ) substrings bα[l : r]

inside block bα. Such data structures can answer a batch of O(n) queries f(s[l : r]) about arbitrary

substrings of s in 2 rounds of MPC. For example, we can define f(s) = hash(s), and thus query

the hash of an arbitrary batch of O(n) substrings efficiently in MPC. Function f needs to have the

property that there exists a merge function g so that f(s) = g
(
f(s[0 : i]), f(s[i : n]), i, n

)
for every

0 < i < n. For the example function hash as defined in (6.1), the corresponding function merge

function g equals:

g
(
hash(s[0 : i]), hash(s[i : n]), i, n

)
=
(
hash(s[0 : i]) · |Σ|n−i + hash(s[i : n])

)
mod p

6.4.2 Modular Partitioning

The Modular Partitioning of an array of length n is to partition its elements based on their

remainder when dividing by nϵ. Recall the definition of block machines µα from Definition 6.4.1.

Within each block bα, µα computes the hash of every substring of length nϵ starting in bα, i.e.,

hash(s[i : i + nϵ]) for every αnϵ ≤ i < min {(α+ 1)nϵ, n}7. We allocate a machine λx for every

0 ≤ x < nϵ and gather into λx the hash values of every substring s[i : i+nϵ) such that i mod nϵ =

6Function f can also be defined on any arbitrary array with length n instead of the string itself.
7Note that we have a local access to the next block, i.e., bα+1, inside µα.
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x. In other words, we are assigning each index i to one of nϵ machines λ0, λ1, . . . , λ(nϵ−1) so that

indices assigned to each machine have the same remainder in division by nϵ. This simple trick

allows us to compute the hash of any substring whose length is a multiple of nϵ inside the local

memory of some λx. A substring s[i : i + unϵ) is a concatenation of several substrings of length

nϵ, specifically s[i : i+nϵ)+ s[i+nϵ : i+2nϵ)+ . . .+ s[i+(u− 1)nϵ : i+unϵ), all of which are

assigned to the same machine λ(i mod nϵ). For an example, see Figure 6.3 in which block machines

µα and mod machines λx are specified for an example string s.

l c p d a t a s t r u c t u r e i n m p c m o d e l .

µ0 µ1 µ2

λ0 λ1 λ2

Figure 6.3: The modular partitioning is illustrated in this figure. In this example, n = 27 and
ϵ = 1/3, which means nϵ = 3 and n1−ϵ = 9. There are 3 block machines µ0, µ1, and µ2 which
store the substrings of s corresponding to blocks b0, b1, and b2 respectively. There are also 3 mod
machines λ0, λ1, and λ2. Each λx for 0 ≤ x ≤ 2, stores the hash of every substring of length
nϵ = 3 which start at a location i so that i mod 3 = x.

Definition 6.4.2. There are a collection of nϵ machines {λ0, λ1, . . . , λnϵ−1} for string s (and

{λ′
0, λ

′
1, . . . , λ

′
nϵ−1} for string s′), where λx (and λ′

x) contains the hash of substrings of length

O(nϵ) starting at indices i so that i mod nϵ = x, and they are called mod machines.
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6.4.3 Weighted Load Balancing

Our machine and data structures are often required to answer large amounts of queries in

parallel, i.e. O(n) or O(n1+ϵ) queries. We first partition a query set into groups so that all queries

that must be routed to the same machine to be answered are together. Unfortunately, more queries

than the size of the local memory of a machine may be routed to a single machine. We use a 2-round

algorithm Weighted Load Balancing to replicate the data stored in each machine proportionally

to the number of queries assigned to that machine so that the local memory constraint is never

violated.

We take our LCP query set Q as an example where each query q ∈ Q is a pair of indices

(i, j) such that we want to find the LCP between the suffixes starting at index i in one string

and j in another. We partition Q into n2ϵ groups Qx,y based on the remainders of dividing both

coordinates of each query by nϵ. Each group Qx,y contains all the queries q = (i, j) such that

i mod nϵ = x and j mod nϵ = y. We may assign small groups, ones with size O(n1−ϵ), to one

of λx,y machines without violating the memory constraints. However, sometimes a large number

of queries are concentrated in specific groups. The input queries might even consist of a single

group of size O(n1+ϵ). To fix this issue, we replicate the data stored in each machine based on the

number of queries assigned to it. See Algorithm 27 for more details. In Algorithm 27, the data

with total size O(n1+ϵ) is partitioned into n2ϵ groups Px,y, and we aim to distribute the queries

among a collection of O(n2ϵ) machines ξx,y with possible repetitions8.

8In the definition Algorithm 27, we label the servers and query groups with subscript indices in the range [1,m].
However, in our actual applications, servers may have any labelling such as a pair of subscripts, e.g. λx,y . The only
requirement is that a query in Pi is expected to be sent to a copy of ξi for any ξi of the server set.
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Algorithm 27: WeightedLoadBalancing(S = {ξ1, ξ2, ...ξm}, {P1, P2, ...Pm})
1 for ξx ∈ S do
2 cx ← ⌈ |Px|

n1−ϵ ⌉;
3 Replicate the data stored in machine ξx into cx copies ξ(1)x , ξ

(2)
x , . . . , ξ

(cx)
x ;

4 Partition the elements of Px into cx groups P (1)
x , P

(2)
x , . . . , P

(cx)
x of almost equal size;

5 Send P
(z)
x to ξ

(z)
x for every 1 ≤ z ≤ cx ;

6 return {c1, c2, ..., cm};

6.5 Longest Common Prefix Query Oracle

A fundamental component of our later algorithms is a data structure for simultaneously pro-

cessing a query batch consisting of O(n1+ϵ) arbitrary Longest Common Prefix (LCP) queries in

O(1) rounds of the MPC model. Recall the definition of LCP queries from Definition 6.1.1. An

LCP query q = (i, j) returns the length of the longest common prefix of the suffixes of two given

strings s and s′ starting at indices i and j respectively, denoted by LCPs,s′(i, j). Along with the

input strings s and s′, we are also given a collection of LCP queries Q = {q1, q2, . . . , qk} where

k = O(n1+ϵ).

Recall the definitions of block machines and mod machines from respectively Defini-

tions 6.4.1 and 6.4.2. In order to use the data stored in a collection of mod machines

λ0, λ1, . . . , λnϵ−1, λ
′
0, λ

′
1, . . . , λ

′
nϵ−1 to estimate the length of the LCP queries, it is tempting to

allocate a machine for each pair of remainders. In other words, if we allocate O(n2ϵ) machines

λx,y for every pair 0 ≤ x, y < nϵ so that it contains the data stored in λx as well as the data stored

in λ′
y, we do not violate the memory constraints. However, we only need an O(nϵ)-sized subset
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Λ ⊆ {λx,y} of mod machines. We can retrieve the required information from the following subset9:

Λ = {λ0,0, λ0,1, . . . , λ0,nϵ−1, λ1,0, . . . , λnϵ−1,0}.

The sketch of the algorithm is to only allocate λx,y when there is a query q = (i, j) where

i mod nϵ = x and j mod nϵ = y. In each λx we don’t need to keep the hash of every substring

with length nϵ and starting index i mod nϵ = x. We can only keep the substrings with the length

equal to the difference between two consecutive existing first coordinate of queries, i.e.,

Dx,y = {d | ∃ 1 ≤ j ≤ |Qx,y| s.t. d = ij+1 − ij} (6.2)

where i1, i2, . . . , i|Qx,y | is the sorted sequence of the first coordinate of every (i, j) in Qx,y. If

we only keep the substrings with a length included in Dx,y, we have O(n2γ) total memory, where

the worst cost happens when all queries belong to Q0,0 for example. We do another similar step

for block machines µα,β in the second stage of processing LCP queries.

The total memory used by all λx,y machines is therefore bounded by O(n1+ϵ). For a given

query q = (i, j), so that i mod nϵ = x and j mod nϵ = y, we use machine λx,y to find the longest

common prefix of s[i : n] and s′[j : n] whose length is a multiple of nϵ. Each machine λx,y is

able to find the hash of every substring with a length multiple of nϵ which start at indices with

remainder x in s or with remainder y in s′ when dividing by nϵ. Thus, we only need to redirect

every query to a target machine λx,y in order to finish the first phase. Similarly, we create µα,β for

every 0 ≤ α, β < nϵ that contains the data stored in µα and µ′
β , see Figure 6.4 for an example.

9We will need this observation later in Section 6.6 to optimize the required memory for a compressed LCPQ oracle.

384



µ0 µ1 µ2

µ′
0

µ′
1

µ′
2

∪

µ0,0 µ1,0 µ2,0

µ0,1 µ1,1 µ2,1

µ0,2 µ1,2 µ2,2

λ0 λ1 λ2

λ′
0

λ′
1

λ′
2

∪

λ0,0 λ1,0 λ2,0

λ0,1

λ0,2

Figure 6.4: An illustration of pairwise block machines µα,β and pairwise mod machines λx,y for
the same example. Pairwise block machines and pairwise mod machines have O(n2ϵ) and O(nϵ)
members respectively (9 and 5 members in this example), where in the former for every 0 ≤
α, β < nϵ, µα,β stores the union of the data of µα and µ′

β , i.e., µα,β = µα ∪ µ′
β . Similarly, we have

λx,y = λx ∪ λ′
y for every 0 ≤ x, y < nϵ such that min(x, y) = 0.

Definition 6.5.1. There are two collections of n2ϵ machines, {µα,β | 0 ≤ α, β < nϵ} and {λ′
x,y |

0 ≤ x, y < nϵ}, so that:

• µα,β contains the substring of the α-th block of s and β-th block of s′, respectively bα and

b′β , and is called a pairwise block machine.

• Similarly, λx,y contains the hash of substrings of length O(nϵ) starting at indices i in

s so that i mod nϵ = x, and indices j in s′ so that j mod nϵ = y, and is called a

pairwise mod machine.

We initialize a pairwise block-based data structure which fits into O(n2ϵ) machines each with

Õ(n1−ϵ) local memory by utilizing Modular Partitioning and Weighted Load Balancing. Next, we

utilize the data stored in our data structure to find in parallel the length of every LCP query fromQ

using O(1) rounds. Theorem 6.3.1 formally states our result about initializing and using the LCP

data structure in the MPC model.

Lemma 6.3.1. For ϵ ∈ (0, .5], there is an O(1)-round MPC algorithm, with Õ(n1+ϵ) total memory
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and Õ(n1−ϵ) memory per machine, which initializes the Longest Common Prefix Query (LCPQ)

Oracle in O(1) rounds w.h.p., and then computes a collection of k = O(n1+ϵ) queries, Q =

{q1, q2, . . . , qk}, in O(1) rounds.

The data structure processes the queries in two phases:

1 It first computes an estimated length of each query q = (i, j). More precisely, it finds the

longest common prefix starting at i and j whose length is a multiple of nϵ. In other words,

max {u ≥ 0 | s[i : i+ unϵ] = s′[j : j + unϵ]}

2 Then, it finds the exact length of each query by gathering the queries that end in block bα of

s and block b′β of s′ into the same machine so that all such queries can be answered locally.

Algorithm 28: LCPInit(s, s′)
1 for 0 ≤ x < nϵ do
2 for 1 ≤ u < n1−ϵ do
3 Compute hash(s[(u− 1)nϵ + x : unϵ + x]) in µ⌊u/n1−2ϵ⌋ and send it to λx;
4 Compute hash(s′[(u− 1)nϵ + x : unϵ + x]) in µ′

⌊u/n1−2ϵ⌋ and send it to λ′
x;

5 Replicate the data stored in mod machines λx and λ′
x into pairwise mod machines

λx,y and λy,x respectively for all 0 ≤ y < nϵ;
6 Replicate the data stored in block machines µα and µ′

α into pairwise block machines
µα,β and µβ,α respectively for all 0 ≤ β < nϵ;

Now that we have shown how to initialize the LCP data structure, which is formally summa-

rized in Algorithm 28, we are ready to describe an O(1)-round MPC algorithm to answer a batch

of queries Q of size O(n1+ϵ). In the rest of this section, we prove Theorem 6.3.1.

of Theorem 6.3.1. We first partition Q into n2ϵ groups Qx,y based on the remainders of dividing

both coordinate of each query by nϵ. Each group Qx,y contains all the queries q = (i, j) such that
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i mod nϵ = x and j mod nϵ = y. We may assign small groups, ones with size O(n1−ϵ), to one

of λx,y machines without violating the memory constraints. However, sometimes a large number

of queries are concentrated in specific groups. The input queries might even consist of a single

group of size O(n1+ϵ). We utilize Algorithm 27 (WeightedLoadBalancing) to balance the number

of replicas of each machine λx,y based on the number of queries assigned to the same machine,

i.e., |Qx,y|.

We partition the queries and redirect them into the replicas of λx,y created by Algorithm 27.

Then, for a batch of queries Q
(z)
x,y of size O(n1−ϵ), we use the local memory of a replica of λx,y

to find an estimate of the length of each query. See line (6) of Algorithm 29 for more details.

We compute the longest common prefix of query q = (i, j) whose length is a multiple of nϵ. In

terms of a variable u∗, the longest common prefix for the query (i, j) found so far has length equal

to u∗nϵ. We also have n2ϵ initially empty bags Fα,β for all 0 ≤ α, β < nϵ, one for each pair of

blocks. We use the estimated length to find out the pair of blocks (bα, b′β) on which the LCP query

q = (i, j) ends, and we put it in the respective bag Fα,β . We use Algorithm 27 again, to balance

the number of replicas of each µα,β based on the size of the bags Fα,β , which represent the load,

and to redirect the queries,.

Once every query is assigned to a replica µ
(z)
α,β , we start the second phase of processing

queries. In this phase, our goal is to find the exact length of every query, and each query q = (i, j)

is already redirected to a machine µ
(z)
α,β where bα and b′β are respectively blocks of s and s′ on

which the LCP of q = (i, j) ends. Thus, the data stored in µ
(z)
α,β is sufficient to find the exact

LCP of q = (i, j). Let i′ = i mod n1−ϵ and j′ = j mod n1−ϵ be indices of respectively bα

and b′β with the same offset i and j have in their own blocks. Let d be the minimum of {i′, j′}.

We find the longest common prefix of bα[i
′ − d : n1−ϵ] and b′β[j

′ − d : n1−ϵ], and we denote

387



by ℓ the length of this common prefix. We show that the length of query q = (i, j) is equal to

ℓ+max {αn1−ϵ − i, βn1−ϵ − j}. See Algorithm 29 for more details.

Algorithm 29: LCPBatchQueries(s, s′,Q)
1 Fα,β ← ∅ for all 0 ≤ α, β < nϵ;
2 Qx,y ← {q = (i, j) ∈ Q | x = i mod nϵ ∧ y = j mod nϵ} ∀0 ≤ x, y < nϵ;
3 cx,y ← WeightedLoadBalancing({λx,y | 0 ≤ x, y < nϵ}, {Qx,y | 0 ≤ x, y < nϵ});
4 for 0 ≤ x, y < nϵ, 1 ≤ z ≤ cx,y do

// in machine λ
(z)
x,y

5 for q = (i, j) ∈ Q
(z)
x,y do

6 u∗ ← max {u | s[i : i+ unϵ] = s′[j : j + unϵ]};
7 Add q to F⌊ i+u∗nϵ

n1−ϵ ⌋,⌊ j+u∗nϵ

n1−ϵ ⌋;

8 c′α,β ← WeightedLoadBalancing({µα,β | 0 ≤ α, β < nϵ}, {Fα,β | 0 ≤ α, β < nϵ});
9 for 0 ≤ α, β < nϵ, 1 ≤ z ≤ c′α,β do

// in machine µ
(z)
α,β

10 for q = (i, j) ∈ F
(z)
α,β do

11 i′ ← i mod n1−ϵ;
12 j′ ← j mod n1−ϵ;
13 d← min {i′, j′};
14 ℓ← max {ℓ | bα[i′ − d : i′ − d+ ℓ] = b′β[j

′ − d : j′ − d+ ℓ]};
15 LCP(i, j)← ℓ+max {αn1−ϵ − i, βn1−ϵ − j};

6.6 Compressed LCPQ Oracle

In this section, we study instances of the LCPQ oracle in which there are a smaller collection

of queries Q = {q1, q2, . . . , qk}, for example k = O(n) as opposed to O(n1+ϵ) which we consid-

ered in the previous part. The ultimate question is whether it is possible to handle k queries for

any value of k using Õ(n+ k) total memory in a constant number of rounds since we need at least

Ω(n + k) total memory to store the strings and queries. However, it is not possible to always get

Õ(n+k) memory using our techniques. So the natural question is for which range of the values of

k, we can can handle k queries in O(1) rounds of MPC with Õ(n+k) total memory. In this section,
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we study this problem thoroughly and optimize it for different ranges of k, which is summarized

in Table 6.3 as well as in Figure 6.2.

In Lemma 6.6.1, we present an alternative approach for solving a batch of k LCP queries.

The total memory used by this approach equals Õ(n+ knϵ) instead of Õ(n1+ϵ + k) total memory

of Lemma 6.3.1. This implies a constant round MPC algorithm with total memory Õ(n + k +

min(n, k) · nϵ) if we use Lemma 6.3.1 when k = Ω(n) and Lemma 6.6.1 when k = O(n). Thus,

the algorithm uses Õ(n + k + min(n, k) · nϵ) total memory since it needs to store the strings and

queries.

Theorem 6.3.2. For ϵ ∈ (0, .5], there is an O(1)-round MPC algorithm with Õ(n1−ϵ) memory per

machine which initializes an LCPQ oracle in O(1) rounds w.h.p., and then processes a collection

of k queries, Q = {q1, q2, . . . , qk}, in O(1) rounds. The total memory used by this algorithm is

Õ(n+ k +min(n, k) · nϵ).

However, for the values of k in the range from ω(n1−ϵ) to o(n1+ϵ), we still get a sub-optimal

total memory of O
(
n+k+min (n, k)·nϵ

)
= ω(n+k). In this case, we show an O(log log n)-round

MPC algorithm with optimal total memory O(n + k) which solves a batch of LCP queries of size

O(k) (See Lemma 6.6.2 for more details). Our memory-optimal algorithms for different ranges of

k are demonstrated in Table 6.3. We start by showing the algorithm with Õ(n+ k · n1+ϵ) memory

and a constant number of rounds that handles a batch of k queries.

Lemma 6.6.1. For 0 < ϵ < 1/2, there is an O(1)-round MPC algorithm, with Õ(n + k · n1+ϵ)

total memory and Õ(nϵ) memory per machine, which initiates the LCPQ Oracle in O(1) rounds

w.h.p., and then computes a collection of k queries, Q = {q1, q2, . . . , qk}, in O(1) rounds.

Proof. Recall from our observation at the start of Section 6.5, we can assume the length of the
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#Queries Source Rounds Total Memory

k = O(n1−ϵ) Lemma 6.6.1 O(1) O(n+ k · nϵ) = O(n)

k = ω(n1−ϵ), and
k = o(n1+ϵ)

Lemma 6.6.1 O(1) O(n+ k +min (n, k) · nϵ)
Theorem 6.6.2 O(log log n) O(n+ k)

k = Ω(n1+ϵ) Lemma 6.3.1 O(1) O(n1+ϵ + k) = O(k)

Table 6.3: The above table shows the different memory-optimal results we show in this section for
different ranges of k, the number of LCP queries.

queries in Q is bounded by O(nϵ). We need a total memory of O(n + k · nϵ) to store every

substring of length O(nϵ) starting at endpoints i and j (in s and s′ respectively) for every query

q = (i, j) ∈ Q. Once we gathered the required information, we solve the LCP queries locally by

comparing the characters of s
[
i : min(i+ nϵ, n)

)
and s′

[
j : min(j + nϵ, n)

)
one by one.

Theorem 6.6.2. For 0 < ϵ < 1/2, there is an O(log log n)-round MPC algorithm, with Õ(n +

k) total memory and Õ(nϵ) memory per machine, which uses the LCPQ Oracle to compute a

collection of k queries, Q = {q1, q2, . . . , qk}, w.h.p.

Proof. Again, we know from observation from Section 6.5 that the solution of every query q =

(i, j) ∈ Q is bounded by O(nϵ). Let L denote the guarantee on the maximum length of the current

queries. We use an iterative approach that at each step reduces the current guarantee on the length

of LCP queries from O(L) to O(
√
L). It is clear that after O(log log n) iterations, the guarantee on

the size of LCP queries collapses to O(1). We use the ideas of Lemma 6.6.1 to solve the problem

using O(n+ k) at that point to solve the problem locally.

Recall the modular partitioning technique from Section 6.4.2. To reduce the current guaran-

tee from L to O(
√
L) at each iteration, we perform a modular partitioning modulo O(

√
L). Since

the total number of characters on s and s′ which are within substrings of length O(L) starting

from i or j for any query q = (i, j) is bounded by O(n), we need to query the hash of a total
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of at most O(n) substrings either to find out that LCPs,s′(i, j) ≤
√
L or to reduce the guarantee

to O(
√
L). We use a block-based data structure such that f

(
s[l : r)

)
= hash

(
s[l : r)

)
to han-

dle the interval hash queries. Utilizing the computed modular partitioning, we estimate the length

of each LCP with an additive error of O(
√
L). This implies that we can reduce our guarantee

on the maximum LCP among all queries in Q to O(
√
L) by replacing each query q = (i, j) by

q′ = (i′, j′) = (i+ κ, j + κ), where

κ =
⌊LCPs,s′(i, j)√

L

⌋
·
√
L.

6.7 Longest Palindrome in MPC

In this section, we give an improved solution to Longest Palindrome Search (LPS). Given

a string s = s0s1...sn−1, let s = sn−1...s1s0 be the reverse of s. Note we also use s[j : i) to

represent the reverse of a substring s[i + 1 : j + 1) for i < j. A palindrome contained in a

string s is a substring c of s such that c = c. If c0 is a palindrome in s such that for all other

palindromes c1 in s, |c0| > |c1|, then LPS(s) = c0. Our algorithm, Algorithm 33 below, will

use O(nϵ) processors each with Õ(n1−ϵ) memory for ϵ < .5 and finish in O(1) rounds. In LPS,

finding short palindromes locally on an individual processor is very easy. However, like many of

the other problems in the paper, finding long palindromes that have length larger than the memory

of a processor becomes difficult since it requires coordination between processors to calculate the

exact length. Moreover, it is possible that there are many such long palindromes, even as much as

Ω(n) palindrome candidates. The existence of multiple palindromes that overlap in a string implies
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that the section of the string containing these palindromes is periodic. For example, if there are

two palindromes, a first palindrome to the left of a second palindrome, then the left side of the

first palindrome must match its right side, which overlaps the left side of the second palindrome.

Thus, each left side must match and therefore, this left side is exactly the repeated substring of this

section of the string. We call this repeated substring the period of a substring if it spans the entire

substring. By finding periods of each block of length O(n1−ϵ) of the original string s, we can keep

track of palindrome candidates and find the largest palindrome per period without needing to check

all Ω(n) candidates across the entire string, which would otherwise require either a non-constant

number of rounds or super-linear memory.

Our algorithm for LPS, based on the properties of periodic substrings proven in [Apostolico

et al., 1994], will be split into several steps. At the start of our main algorithm (Algorithm 33), we

break the input string s into blocks bα of size n1−ϵ where n = |s|, 0 ≤ α < nϵ. We then utilize

the following algorithm, Algorithm 30, for finding palindrome candidates and a period string on

each block. After finding each period wα for block bα, we find the exact range of the period

and use the center of this range as our palindrome candidate for period wα. Once we have our

final set of palindrome candidates per period, we can use the LCPQ oracle to find the length of

each palindrome by finding the longest common prefix of a palindrome center in string s with the

corresponding center in s and return the longest palindrome.

The first algorithm we formally write, Algorithm 30, takes three adjacent blocks

bα−1, bα, bα+1 as input and returns the period of block bα if it is a periodic string as well as any

potential palindrome candidates in case block bα is not periodic. Algorithm 30 begins by storing

the indices of palindrome centers from block bα in an array C by checking if the block to the left of

the center equals the block to the right. Without loss of generality we can assume all palindromes
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have a single character as their center since we can simply add an additional character not found in

the string between every two characters of the string to preserve all palindromes while converting

any palindromes with a two character center to a one character center. Therefore, each index stored

in C will be the center of a palindrome of length at least 2n1−ϵ − 1 characters, i.e. the palindrome

spans the entire block bα. Then, we exploit the fact that any string will have periodic characters if

there are at least two different palindromes that span the length of the string. If there are several

palindrome centers within a block bα with palindrome length 2ϵ − 1, then to find the minimum

period length we can take the Greatest Common Divisor (GCD) of the pairwise differences of the

indices of these centers multiplied by 2 to account for the mirrored left and right side of each palin-

drome. We use this length to pull a period string w from the beginning of the block and return w

alongside C.

Algorithm 30: LPSCandidate(t = bα−1b
αbα+1)

1 Initialize the list of LPS candidate indices to the empty set, C ← ∅;
// Find palindrome center candidates in bα

2 for nϵ ≤ j < 2nϵ do
3 if t[j − nϵ : j) = t[j + nϵ : j) then
4 C ← C ∪ {j};
5 if |C| ≥ 2 then

// Calculate the minimum period length of t
6 For any j, k ∈ C such that j < k, ℓ(j, k) := 2(k − j) + 1;
7 ℓ0 ← gcd({l(j, k)− 1|j, k ∈ C, j < k}) + 1;
8 else
9 l0 ← 2nϵ + 1;

10 if |C| ≥ 1 then
// Find the minimum period w of block bα

11 Let the period string of bα be w := t[nϵ, nϵ + l0];
12 else
13 Find the maximum length palindrome centered at j in bα using any sequential

palindrome algorithm, store j in C[0];
14 w ← −1;
15 Return w,C;
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In the following two lemmas, we show that Algorithm 30 correctly finds minimum length

period strings in space O(n1−ϵ) given blocks of size n1−ϵ.

Lemma 6.7.1. On input t = bα−1bαbα+1 with |bα−1| = |bα| = |bα+1| = n1−ϵ, Algorithm 30 will

return w,C where C contains all indices of bα that are centers of palindromes of length at least

2n1−ϵ + 1 and w is the minimum length period string if |C| ≥ 2.

Proof. On input t = bα−1bαbα+1 with |bα−1| = |bα| = n1−ϵ, any index j such that nϵ ≤ j < 2nϵ

implies that t[j : j + 1) ∈ bα. Thus, any palindrome candidate index added to C in step 5 of

Algorithm 30 will be an index of bα. Furthermore, index j is added to C if and only if t[j − nϵ :

j) = t[j + nϵ, j), i.e. j is a palindrome center with palindrome length 2nϵ + 1.

From Lemma 3.3 of [Apostolico et al., 1994], |C| ≥ 2 implies that block bα is periodic, and

for any j, k ∈ C, j < k, there is a period of length l = 2(k − j) + 1. Thus, the minimum period

length will be the GCD of all period lengths for any index pair of C, which we denote with l0 in

step 9 of Algorithm 30. Since each candidiate j ∈ C is the center of a palindrome spanning the

entire block bα, the period string is repeated across the entire block and so we can take the first ℓ0

characters as the period of the block.

Lemma 6.7.2. On input t = bα−1bαbα+1 with |bα−1| = |bα| = |bα+1| = n1−ϵ, Algorithm 30 uses

O(n1−ϵ) memory.

Proof. By Lemma 6.7.1, Algorithm 30 only considers candidates within block bα of size O(n1−ϵ),

so storing palindrome centers requires at most space O(n1−ϵ). Calculating the period and storing

the period string of a single block of size O(n1−ϵ) similarly requires space O(n1−ϵ).

After finding the period and palindrome centers of a block bα, we then find the range of

blocks surrounding bα with matching period. We build a generic "period block" W , the concate-
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Figure 6.5: An example of two consecutive string blocks b1 and b2. Block b1 has period w1 =
”abcba”, which is used to build W1 as well as W2, a rotation of W1, used to check that b2 follows
the same period.

nation of the period string with itself ⌈n1−ϵ

|w| ⌉ times. By carefully rotating W , we can find a range

of block indices denoted [ℓ1, r1] such that the blocks bα, j ∈ [ℓ1, r1], including bα, form a large

periodic substring of the original string s. Figure 6.5 shows an example of a period block W1 for

a block b1 and its subsequent rotation. After finding this block range, we then also find the exact

indices in blocks bℓ1 and br1 where the period ends. The following subroutines, performed by each

processor µα in parallel, lists the above steps, formalized.

Algorithm 31: LPSPeriodRange(wα, H = [hash(b0), hash(b1), ..., hash(bnϵ−1)])

1 Wα ← ⌈n
1−ϵ

|wα| ⌉ · wα;
2 ℓ, r ← −1;
3 for β = 0 to nϵ − 1 do
4 if ℓ == −1 and α− β ≥ 0 then
5 Wβ ← rotate(Wα,−β · (|Wα| − n1−ϵ));
6 if H[α− β] ̸= Wβ[0 : nϵ) then
7 ℓ = α− β;
8 if r == −1 and α+ β < nϵ then
9 Wβ ← rotate(Wα, β · (|Wα| − n1−ϵ));

10 if H[α + β] ̸= Wβ[0 : nϵ) then
11 r = α + β;
12 return ℓ, r;

Lemma 6.7.3. Given the period string wα of periodic block bα and an array of block string hashes,

Algorithm 31 finds the period range (ℓ, r) of consecutive blocks surrounding block bα that fully

contains a periodic substring with period wα in space Õ(n1−ϵ) w.h.p..
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Proof. The correctness of Algorithm 31 to find the period range (ℓ, r) relies on the claim that

Wβ[0 : nϵ) as constructed in steps 5 and 11 matches blocks bα−β and bα+β , respectively, if these

blocks are part of the period range with period wα. We will prove this claim by induction on index

j. For j = 0, this is trivial since we are given that block bα is already periodic with period wα.

Now let β be an index such that the claim holds true; we will prove that the claim holds

for β + 1, first for the Wβ constructed in step 11. Since the claim holds for β, we know that

Wβ[0 : nϵ) = bα+β . Furthermore, Wβ is just a rotation of Wα, a periodic string with period wα as

constructed in step 1. Therefore, string Wβ contains a fragment of a period that must be the start of

the next block bα+β+1 if the following block is in the period range. Thus Wβ rotated to the right by

|Wβ|−nϵ characters will correctly match the remaining fragment to the next block as well as make

sure the rest of the block is periodic since Wβ is a rotation of period block string Wα. Therefore,

Wβ+1 = rotate(Wβ, (|Wβ| − n1−ϵ))

= rotate(Wβ, (|Wα| − n1−ϵ))

= rotate(Wα, β · (|Wα| − n1−ϵ) + |Wα| − n1−ϵ))

= rotate(Wα, (β + 1) · (|Wα| − n1−ϵ))

which is exactly the string we set Wβ+1 to be in step 11. The same arguments hold for Wβ con-

structed in step 5 but with left rotations since we are checking the reverse direction from β to β−1.

Thus, the claim holds.

From this claim, we can see that by checking that each block bβ surrounding bα matches Wβ ,

we will find some index β1 such that block bα−β1 does not match Wβ1 in step 6 and some index

β2 such that block bα+β2 that does not match Wβ2 in step 12, which are the nearest left and right
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blocks that fall outside of the period range. We then set our range indices accordingly in steps 7

and 12 so that ℓ = α− β1 and r = α+ β2.

Finally, Algorithm 31 requires O(n1−ϵ) space to store Wα and Wβ . Furthermore, Algorithm

31 must also store its input array H , which contains the hash of each block. Since we have that

ϵ < .5 in our parallel setting, |H| = nϵ < n1−ϵ, and so Algorithm 31 only requires n1−ϵ space.

Algorithm 32: LPSExactPeriodRange(α,w, ℓ, r)

1 ar ← |w| − (r − α)(⌈n1−ϵ

|wα| ⌉ · wα − n1−ϵ) mod (|w|);
2 aℓ ← |w| − (ℓ− α + 1)(⌈n1−ϵ

|wi| ⌉ · wα − n1−ϵ) mod (|w|);
3 hw ← hash(w);
4 Send ar, hw, |w| to µr;
5 Send aℓ, hw, |w| to µℓ;
6 for j = 0 to ⌊n1−ϵ

|w| ⌋ on processor µr do
7 t← br−1brbr+1;
8 k ← j · |w|+ (n1−ϵ − ar);
9 if hw ̸= hash(t[k : k + |w|)) then

10 or ← k;
11 for j = 0 to ⌊n1−ϵ

|w| ⌋ on processor µℓ do
12 t← bℓ−1bℓbℓ+1;
13 k ← (2n1−ϵ + aℓ)− j · |w|;
14 if hw ̸= hash(t[k − |w| : k)) then
15 oℓ ← k − w;
16 Return oℓ, or;

Lemma 6.7.4. Given period w of block bα and period range ℓ, r on processor µα, Algorithm 32

returns indices oℓ, or which are the indices of the leftmost and rightmost characters, respectively,

denoting the last consecutive full period w in bℓ and br in space Õ(n1−ϵ) and O(1) rounds w.h.p.

Proof. The main idea of Algorithm 32 is to iteratively check that the hash of the period w matches

the hash of period-length chunks of the blocks bℓ and br. This idea itself seen in steps 6-12 and

13-19 is quite simple; the main difficulty is aligning the period with the blocks. Since the block
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lengths are n1−ϵ, it is not guaranteed that the start of the period will align with the start of a block.

Thus, in steps 1 and 2 we calculate the number of characters before the start of each block until the

beginning of a full period.

When calculating value ar in step 1, we follow a similar argument as in the proof of Lemma

6.7.3. The misalignment of block bα and period block Wα built in Algorithm 31 consisting of

repeated period w is initially just ⌈n1−ϵ

|w| ⌉ − n1−ϵ. Therefore, each additional block extends the

misalignment by another factor of ⌈n1−ϵ

|w| ⌉ − n1−ϵ. Since the period range is the range of the period

w repeated consecutively, misalignment can only be at most the size of the period before another

starts; thus, we mod our misalignment by |w|. To calculate the length of the period fragment at the

beginning of block br, we therefore have (r − α)(⌈n1−ϵ

|w| ⌉ − n1−ϵ). Lastly, since we want to make

sure we check for full periods and the beginning of block br is a period fragment, we subtract the

length calculated up until now from |w| to find out how many characters before br we must check

to find a full period, and store this number in ar. Step 8 on processor µr finds where a full period

should start just before block br using ar and steps 9 and 10 find the leftmost index that does not

begin a full period |w| and store it in or. By a symmetric argument, step 2 finds the number of

characters after block bℓ until a full period and stores this in aℓ. Steps 15-17 then use aℓ to find the

rightmost index in bℓ that does not begin a full period |w| and stores this index in oℓ.

The number of rounds needed for the algorithm is only 2 since process µα must send and

receive once each to processors µℓ and µr to send integers ar, aℓ, hw, |w| and receive oℓ, or. Ad-

ditionally, there is only O(n1−ϵ) space needed per processor since the size of the string blocks t

will be O(n1−ϵ) and all auxiliary variables created to find oℓ and or trivially only require a constant

amount of space.
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To wrap up the section, we present the full LPS algorithm for a string s on nϵ processors

in the MPC model with O(n) total memory and O(1) rounds. First, each processor µα finds

palindrome candidates and a period string wα on block bα using Algorithm 30. Each block then

finds its surrounding period range using Algorithms 31 and 32. The center of the period range will

be the longest palindrome center for all blocks in the period range and so we use the LCPQ oracle

to check the length of the palindrome by finding how many characters to the left of the palindrome

center match the characters to the right. After finding the longest palindrome on each block, we

use a separate processor to compare each block’s longest palindrome to find the maximum length

palindrome across the entire string

Algorithm 33: LongestPalindromeSearch(s = {s0sα...sn−1})
1 Partition s into nϵ blocks of length n1−ϵ where bα denotes the αth block;
2 Distribute blocks bα−1, bα, bα+1 to processor µα for 0 ≤ α < nϵ;
3 Distribute H = (hash(b1), hash(b2), ..., hash(bnϵ−1)) to all processors;
4 D ← LCPinit(s, s);
5 for processors µα, 0 ≤ α < nϵ in parallel do
6 wα, Cα ← LPSCandidate(bα−1bαbα+1);
7 ℓα, rα ← LPSPeriodRange(wα, H);
8 oℓα , orα ← LPSExactPeriodRange(α,wα, ℓα, rα);
9 cα ← 1

2
((rα · n1−ϵ + or)− ((ℓα + 1) · n1−ϵ − oℓα)) + ((ℓα + 1) · n1−ϵ − oℓα);

10 if scα ∈ bα then
11 dα ← 2 ·D.query(scα , n− scα) + 1;
12 dmax = maxα,1≤α≤nϵ{dα};
13 Return (cα, dα) such that dα = dmax;

Theorem 6.3.3. For ϵ ∈ (0, .5], there is an O(1)-round MPC algorithm that solves Longest Palin-

drome Substring (LPS) with Õ(n) total memory and Õ(n1−ϵ) memory per processor, w.h.p.

Proof. For the correctness of Algorithm 33 we parse the algorithm one step at a time. First, each

process µα receives its blocks bα−1, bα, bα+1 of length n1−ϵ and an array of hashes of each block.

Second, the LCPQ oracle is setup on s and its reverse string s. In parallel, by Lemma 6.7.1, step 6
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finds the largest palindrome candidate centers in block bα and the period wα of this block. In step

7, by Lemma 6.7.3, the range of block indices (ℓα, rα) is found such that each block in this range

matches a periodic string with period wi. In step 8, by Lemma 6.7.4, the exact indices oℓα , orα that

denote the exact characters in bℓα and brα where the period ends, specifically no more full periods

continue to the left of oℓα nor to the right of orα . At this point, we know that any maximum length

palindrome must be at the center of this period range and spans at least the entire period range

length. If there was another maximum length palindrome within this period range that was not the

center, then it could not be longer than the period range since we know that one side would have

a longer periodic section than the other. Therefore, we can consider only the very center of the

period range for a maximum length palindrome. This center is therefore exactly halfway between

the (n1−ϵ − oℓα)-th character in block bℓα and the orα-th character in block brα . Since each block

has length n1−ϵ, the first character of block bℓα has index ℓα · n1−ϵ in s and the first character of

block brα is at index rα · n1−ϵ. Thus, the length of the period range will be

(rα · n1−ϵ + or)− ((ℓα + 1) · n1−ϵ − oℓα)

and in step 9, we add half this length to the leftmost index of the period range, ((ℓα+1)·n1−ϵ−oℓα),

to find the center of the period range cα. In step 11, we use the LCPQ oracle to find the length of

the palindrome by finding the length of the longest common prefix of the palindrome center in s

with the palindrome center in s, which is equivalent to finding the length of characters to the right

of cα in s that match the characters to the left of cα, which is equivalent to the characters to the

right of n− cα.

The number of rounds needed in steps 1-4 to distribute the blocks, hashes, and to set up the
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LCPQ oracle is just O(1) since each processor only receives O(n1−ϵ) information, which is the

size of each processor’s memory. Then, in steps 6 and 7, LPS_Candidate are performed locally

on a single processor. By Lemma 6.7.4, Step 8 only requires O(1) rounds and can be performed

in parallel by each processor since each processor only sends a constant amount of information to

two other processors. Step 11 requires O(1) rounds as discussed in Section 6.5 and Section 6.6.

Finally, finding the max palindrome across the entire string in step 14 can be done in 1 round since

there is at most nϵ candidate indices, one per block, and there is O(n1−ϵ) memory per processor

which is larger than nϵ since ϵ < .5.

The memory per processor is trivially O(n1−ϵ) since each processor only gets 3 blocks of

size O(n1−ϵ) and by Lemma’s 6.7.2, 6.7.3, and 6.7.4. Since we use O(nϵ) processors to store each

block of the string, build the LCPQ oracle (see Corollary 6.3.2), and find the maximum length

palindrome across the entire string, we therefore use O(nϵ · n1−ϵ) = O(n) memory total.

6.8 Longest Common Substring in MPC

In this section, we show a constant-round MPC algorithm for finding the Longest Common

Substring (LCS) of two strings s and s′. Without loss of generality, we assume both strings have

length n. A substring s[i : i+l) of string s is a consecutive interval of characters si, si+1, . . . , si+l−1.

Recall the definition of LCP queries from Section 6.5. LCPs,s′(i, j) is the longest common prefix

of two suffixes s[i : n) and s′[j : n). Thus,
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LCSs,s′ = max
i,j∈[n]

LCPs,s′(i, j) (6.3)

Assume both strings are partitioned into nϵ consecutive blocks of size O(n1−ϵ), denoted

by b1, b2, . . . , bnϵ for s and b′1, b
′
2, . . . , b

′
nϵ for s′, so that each block fits into the memory of a sin-

gle machine. We denote the machine which stored bα and b′β by µα and µ̄β respectively. Our

high-level approach is to find the longest common substring whose starting points fall in a fixed

pair of blocks, say bα and b′β . Let us denote this value by LCSs,s′(bα, b
′
β), i.e, LCSs,s′(bα, b

′
β) =

maxi∈bα,j∈b′β LCPs,s′(i, j). Then, the final answer can be computed as the maximum of this partial

solutions for each pair of blocks, i.e.,

LCSs,s′ = max
α,β∈[nϵ]

LCSs,s′(bα, b
′
β) (6.4)

Thus, our focus in this section is to efficiently compute LCSs,s′(bα, b
′
β). We may omit sub-

scripts in LCS and LCP functions whenever s and s′ are implied from the context. We also need

that this process requires only O(1) machines, so that we can compute O(n2ϵ) different values in

parallel and still have O(n1+ϵ) total memory.

Definition 6.8.1 (Candidate Pair). For a pair of blocks bα and b′β , we call a pair of indices p = (i, j),

where i ∈ bα and j ∈ b′β , a “candidate pair” if LCP(i, j) ≥ 3n1−ϵ. The “offset” of a candidate

pair p = (i, j), denoted by δ(p), is defined as i− j.

We can find a set of candidate pairs by transferring O(1) blocks into a single machine and
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performing an exhaustive search. Let Pα,β = {p1, p2, . . . , pk} be the set of candidate pairs belong-

ing to the pair of blocks bα and b′β . If there are multiple candidate pairs with the same offset, we

only keep the one with the smallest i. We show that when there are multiple candidate pairs, k > 1,

the subsequent blocks bα+1 and b′β+1 are periodic. We will later use this periodicity property in our

algorithm. Roughly speaking, assume we have two candidate pairs p1 and p2. This means that for

every i ∈ bα+1,

si = s′i−δ(p1)
= si−δ(p1)+δ(p2)

This intuitively means that bα+1 is periodic with period length δ(p1)− δ(p2). However, since

|δ(p1)−δ(p2)|might be as large as 2n1−ϵ, we prove the periodicity properties for the concatenation

of the next two blocks bα+1bα+2. In the following lemma, we formally show that the period lengths

of both bα+1bα+2 and b′β+1b
′
β+2 are equal to gcd{δ(p1)− δ(p2) | p1, p2 ∈ Pα,β}.

Lemma 6.8.2. The period length of both bα+1b
′
α+2 and b′β+1b

′
β+2 is equal to gcd{δ(p1) − δ(p2) |

p1, p2 ∈ Pα,β}.

Proof. Recall that Pα,β is the set of candidate pairs (i, j) ∈ bα × b′β so that LCP(i, j) ≥ 3n1−ϵ.

This implies that for any p◦ = (i◦, j◦) ∈ bα+1bα+2 × b′β+1b
′
β+2, we have

si◦ = s′j◦ if ∃ p = (i, j) ∈ Pα,β s.t. δ(p) = δ(p◦) (6.5)

We can further expand the domain of variable p◦ in equation 6.5 by requiring either i◦ ∈

bα+1bα+2 or j◦ ∈ b′β+1b
′
β+2. As long as there is a candidate pair p with the same offset as p◦, then

we have either
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
i◦ ∈ bα+1bα+2: i ≤ (α+ 1)n1−ϵ ≤ i◦ ⇒ j ≤ j◦

j◦ ∈ b′β+1b
′
β+2: j ≤ (β + 1)n1−ϵ ≤ j◦ ⇒ i ≤ i◦

Thus, if at least one of the indices in a pair p◦ is within the two subsequent blocks, i.e.,

i◦ ∈ bα+1bα+2, and there is a candidate pair in Pα,β with the same offset, then si◦ = s′j◦ . We exploit

this fact to demonstrate that the length of the period string wα,β of subsequent blocks, bα+1bα+2 and

b′β+1b
′
β+2, divides the offset difference of every pair of candidate pairs. More precisely, we show

that the subsequent blocks are periodic with length δ(p1) − δ(p2), which means that this length is

a multiple of the minimal period length, i.e., |wα,β|.

(δ(p1)− δ(p2)) mod |wα,β| = 0 ∀ p1, p2 ∈ Pα,β (6.6)

To show that bα and b′β are periodic with length δ(p1)− δ(p2), we use the same idea we intu-

itively mentioned before. Note that the period range δ(p1)− δ(p2) is bounded by 2n1−ϵ. Consider

two indices i, j ∈ bα+1bα+2, so that i − j = δ(p1) − δ(p2). Since i is within the two subse-

quent blocks, then si = s′i−δ(p1)
. In addition, since j is also within the subsequent block, then

sj = s′j−δ(p2)
. However,

i− δ(p1) = (i− j)− (δ(p1)− j) = δ(p1)− δ(p2)− δ(p1) + j = j − δ(p2)

Hence, si = sj since at least one index in each pair is within the periodic region. Now that

we have shown that the period length of bα divides the offset difference of every p1, p2 ∈ Pα,β ,
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it is straight-forward to observe that the period length of bα is equal to the GCD of all the offset

differences in every pair of candidate pairs, i.e., the right hand side of Equation 6.7. We can prove

the same thing for b′β similarly.

|wα,β| = gcd{δ(p1)− δ(p2) | p1, p2 ∈ Pα,β} (6.7)

As mentioned before, we aim to compute LCS(bα, b
′
β) for every pair of blocks bα and b′β in

parallel. We reduced this problem to a collection of O(n2) LCP queries according to Equation

(6.3). Even by excluding every query which is not a candidate pair, we might have to make Ω(n2)

LCP queries, while an LCPQ oracle from Section 6.5 is capable of handling at most O(n1+ϵ)

LCP queries in O(1) rounds without blowing up the memory. To overcome this issue, we use the

periodicity properties of the subsequent blocks bα+1bα+2 and b′β+1b
′
β+2 to limit the number of LCP

queries we need to make for each pair of blocks to O(1). At the beginning, we build three instances

of the LCPQ oracle Ds,s, Ds,s′ , and Ds′,s′ . The algorithm consists of three stages:

1 Find the set of candidate pairs, Pα,β , by an exhaustive search on the local data of µα,β . If

|Pα,β| = O(1), we make a separate LCP query to Ds,s′ for each candidate pair and we are

done. Otherwise, the subsequent blocks bα+1bα+2 and b′β+1b
′
β+2 are periodic. Let wα,β be the

period string where |wα,β| = gcd{δ(p1)− δ(p2) | p1, p2 ∈ Pα,β} according to Lemma 6.8.2.

2 Next, we find the boundaries of the periodic pattern. The periodic pattern might repeat after

the subsequent blocks bα+1bα+2 and b′β+1b
′
β+2 and span several blocks. Let i◦ ∈ α◦ and

j◦ ∈ β◦ be the first characters in s and s′ which are inconsistent with the periodic pattern.
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a c a b a b a

d a b a b a b

b a b a b a b

a b a b a b a

a b a b a b a

b a b a b a b

c b c a b c a

a c b c a b a

i∗

j∗

i◦

j◦

Pα,β

Figure 6.6: Candidate pairs, first inconsistent character, and the extension beyond periodic part

We call i◦ and j◦ the first inconsistent characters. To find the exact location of i◦ and j◦, we

utilize the LCPQ oracle we build for the strings and themselves, Ds,s and Ds′,s′ . The first

inconsistent characters in s and s′ are respectively located at:

i◦ = αn1−ϵ + |wα,β|+Ds,s.query(αn
1−ϵ, αn1−ϵ + |wα,β|)

j◦ = βn1−ϵ + |wα,β|+Ds′,s′ .query(βn
1−ϵ, βn1−ϵ + |wα,β|)

3 If there exists a candidate pair p∗ = (i∗, j∗) ∈ Pα,β so that δ(p∗) = i◦ − j◦, then LCP(i∗, j∗)

may extend beyond the boundaries of the periodic pattern. For this specific candidate pair,

we make an LCP query to Ds,s′ . For all other candidate pairs in Pα,β , we claim that knowing

the location of i◦ and j◦ is sufficient for computing LCP(i, j).

Algorithm 34 demonstrates the algorithm in more details. In what follows, we prove that the

described algorithm correctly finds the Longest Common Substring of two strings s and s′, LCSs,s′ ,

and the MPC memory constraints are not violated during O(1) rounds.

Theorem 6.3.4. For ϵ ∈ (0, .5], there is an O(1)-round MPC algorithm that solves Longest Com-

mon Substring (LCS) with Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per processor, w.h.p.

Proof. The algorithm starts by building the set of candidate pairs using an exhaustive search on

each µα,β in parallel. There are a collection of O(n2ϵ) machines {µα,β | 0 ≤ α, β < nϵ} each
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Algorithm 34: LCS(s = {s0s1...sn−1}, s′ = {s′0s′1...s′n−1},)
1 Ds,s,Ds,s′ ,Ds′,s′ ← LCPInit(s, s), LCPInit(s, s′), LCPInit(s′, s′);
2 for all processors µα,β , 0 ≤ α, β < nϵ, in parallel do
3 Pα,β ←

{
(i, j) ∈ bα × b′β |{

s[i : i+ 3n1−ϵ) = s′[j : j + 3n1−ϵ)

s[i− 1 : i− 1 + 3n1−ϵ) ̸= s′[j − 1 : j − 1 + 3n1−ϵ)

}
;

4 wα,β ← bα+1bα+2[1 : gcd{δ(p1)− δ(p2) | p1, p2 ∈ Pα,β}];
// Find the boundaries of the periodic region

5 i◦ ← (α+ 1)n1−ϵ +Ds,s.query((α+ 1)n1−ϵ, (α+ 1)n1−ϵ + |wα,β|);
6 j◦ ← (β + 1)n1−ϵ +Ds′,s′ .query((β + 1)n1−ϵ, (β + 1)n1−ϵ + |wα,β|);
7 p◦ ← (i◦, j◦);
8 Sα,β ← max(i,j)∈Pα,β

min {i◦ − i, j◦ − j};
// Find the extension beyond the periodic region

9 if there is any p∗ = (i∗, j∗) ∈ Pα,β such that δ(p∗) = δ(p◦) then
10 Sα,β ← max {Sα,β,Ds,s′ .query(i

∗, j∗)};

with memory O(n1−ϵ), which are initialized with the appropriate data in the beginning. Recall

the construction of µα,β machine from Section 6.5. We allow each machine to have access to 3

subsequent blocks in each string additionally, i.e., {bα+1, bα+2, bα+3, b
′
β+1, b

′
β+2, b

′
β+3}, so that we

can locally compute the set of candidate pairs Pα,β in each machine µα,β (Line 3 of Algorithm 34

which follows the definition of candidate pairs from Definition 6.8.1). Note that if there are several

candidate pairs with the same offset, we keep the one with smallest i. Therefore, the total size of

Pα,β is bounded by O(n1−ϵ).

The next step is to reduce the number of potential candidates in each machine to O(1),

which may count up to O(n1−ϵ) and in that case we need to make O(n1−ϵ) queries per machine if

we naively query each candidate pair.10 If the number of candidate pairs is already O(1), we can

query each candidate pair separately using an LCPQ oracle. As mentioned before we initiate 3

10The LCPQ oracle actually supports O(n1−ϵ) queries per machine, however we minimize the number of required
queries anyways for more flexibility.

407



instances of LCPQ oracle as the following which fit the memory limits.



Ds,s ← LCPInit(s, s)

Ds,s′ ← LCPInit(s, s′)

Ds′,s′ ← LCPInit(s′, s′)

We use Ds,s and Ds′,s′ for finding the borders of the periodic pattern in s and s′ respectively, and

Ds,s′ allows us to query the LCP of an individual candidate pair. According to Lemma 6.8.2, the

subsequent blocks bα+1bα+2 and b′β+1b
′
β+2 are periodic with period length

|wα,β| = gcd{δ(p1)− δ(p2) | p1, p2 ∈ Pα,β}.

Once we know the period length |wα,β|, we queryDs,s to find where the periodic pattern ends

in s, aka the first inconsistent character or i◦. We can pick any two pair of indices with distance

|wα,β|which both belong to bα+1bα+2, for example, (α+1)n1−ϵ and (α+1)n1−ϵ+|wα,β|. Similarly,

we find j◦ by querying Ds′,s′ , and let p◦ = (i◦, j◦). The LCP of every candidate pair except one

needs to end at either i◦ or j◦.

Note that a character within the periodic range never matches with a first inconsistent char-

acter. Therefore, no candidate pair with an offset not equal to δ(p◦) can extend beyond p◦. On

the other hand, we know that every candidate pair p = (i, j) has an LCP which is at least

min {i◦ − i, j◦ − j} since the periodic pattern continues up to p◦. Thus, we don’t even need to

query Ds,s′ for almost all of the candidate pairs. However, if there is a candidate pair p∗ = (i∗, j∗)

so that δ(p∗) = δ(p◦), it may go beyond p◦ as long as the two strings have the same inconsistent
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characters, i.e, si◦+1 = s′j◦+1, si◦+2 = s′j◦+2, . . .. Only for this candidate pair, which is unique

since we keep only one candidate if there were several with the same offset initially, we make a

query to Ds,s′ . Since we already have computed the LCP of every pair i, j ∈ bα× b′β , we return the

maximum LCP as the partial solution of this pair of blocks LCSs,s′(bα, b
′
β).

The total number of queries we make to LCPQ oracles is bounded by O(n2ϵ), since there

are only O(1) LCP queries for each pair of blocks. Therefore, the total memory we need for LCP

data structures is bounded by O(n1+ϵ).

6.9 Massively Parallel Suffix Tree

6.9.1 Suffix Array with the LCPQ Oracle

In this section, we give our LCPQ oracle-based approach to suffix tree construction. The

following algorithm ties that of the KMR suffix array construction in Section 6.2 in both com-

munication and total rounds. Additionally, this construction allows for later improvement in the

AMPC model, which the KMR approach does not.

We wish to find the suffix array of a given string s with length n in the MPC model with

O(1/ϵ) rounds and Õ(n1−ϵ) memory per machine for some 0 < ϵ ≤ 0.5. In addition, the total

memory needs to be Õ(n1+ϵ). The suffix array of a given string s is just a permutation π : [n]→ [n]

over the suffixes of s so that they are sorted lexicographically based on π. We employ a quick-sort-

like approach, similar to [Goodrich et al., 2011], which sorts an array in O(1/ϵ) rounds in MPC.

Note that we need to make comparison queries carefully since we can’t answer each of them in

O(1) time as opposed to the sorting of an array of integers.

Theorem 6.3.5. For ϵ ∈ (0, .5], there is an O(1/ϵ)-round MPC algorithm for computing the suffix
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Algorithm 35: SuffixArray(s)

1 Let ℓ← ⌈2
ϵ
⌉ − 1;

2 Let L0, L1, L2, . . . , Lℓ be a collection of lexicographically ordered bags of sets;
3 Add {1, 2, . . . , n} to L0;
4 Ds,s ← LCPInit(s,s);
5 π ← {(i, i) | 0 ≤ i < n};
6 for 1 ≤ z ≤ ℓ do
7 for 1 ≤ t ≤ |Lz| do
8 Let Ut = {ut,1, ut,2, . . . , ut,k} be the t-th set in Lz ordered by the lexicographical

order;
9 if z = ℓ then

// We have k = O(nϵ/2).
10 SmallChunkSort(t, Ut, π)

11 else
12 PivotFiltering

(
t, Ut, O(nϵ/2)

)
13 Relabel π so that the relative order of πi’s is preserved, and the range of π is [n];

array of a given string s with Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per processor w.h.p..

Proof. In the first step z = 1, we uniformly randomly select nϵ/2 pivots for each remaining bag

in Lz, and therefore, we need to perform a total of O(n1+ϵ/2) lexicographical comparison of two

suffixes of s in the first step. There are a total of ℓ = (2/ϵ) − 1 steps to finish the sorting, and

at the end of the z-th step (1 ≤ z ≤ ℓ), we have O(nzϵ/2) disjoint subsequences with expected

size O(n1−zϵ/2), which is concentrated, and then each of them needs to be sorted recursively. See

Algorithm 36 for more details. PivotFiltering(t, Ut, V ) assumes Ut is the t-th unsorted chunk, in

the relative ordering of the chunks, and decomposes Ut into V smaller chunks based on V − 1

pivots so that the smaller chunks are relatively sorted, and will be processed in the next step.

In each step 1 ≤ z < 2/ϵ, we again choose nϵ/2 random pivot for each of those subsequences,

but still the total number of comparisons is bounded by O(nϵ/2 · nzϵ/2 · n1−zϵ/2) = O(n1+ϵ/2). We

first sort the randomly selected pivots using Algorithm 37 since V = O(nϵ/2), which we explain

shortly. We group the remaining elements of a bag using the result of their comparison with the
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O(nϵ/2) sorted pivots of the same bag.

Algorithm 36: PivotFiltering(t, Ut = {ut,1, ut,2, . . . , ut,k}, V )

1 Let p0 and pV be dummy elements which are by definition lexicographically smaller
and lexicographically greater respectively than any other suffix;

2 Let p′1, p
′
2 ≤ . . . ≤ p′V−1 be V − 1 uniformly random indices from [k] ;

// Sorting the pivots
3 Let π′ ← {(i, i) | 1 ≤ i < V };
4 SmallChunkSort(0, {p′1, p′2, . . . , p′V−1}, π′);
5 Let pπ′

i
← p′i for all 1 ≤ i < V ;

// Decompose Ut based on O(V ) pivots into v0, v1, . . . , vV−1.
6 κi,j ← Ds,s.query(pi, ut,j) for every 0 ≤ i ≤ V and 1 ≤ j ≤ k;

7 Let vi ←
{
ut,j ∈ Ut |

{
s[pi + κi,j] ≤ s[ut,j + κi,j], and
s[pi+1 + κi+1,j] > s[ut,j + κi+1,j]

}
for every 0 ≤ i < V ;

8 Add v0, v1, . . . , vV−1 to Lz+1 so that vi has index (t− 1)nϵ/2 + i in Lz+1;

Finally, in the last step z = ℓ, we have at most O(nϵ/2) suffixes in each bag, and we can query

every pair of suffixes in every bag to create a collection Q of O(n1+ϵ/2 · nϵ/2) = O(n1+ϵ) queries.

We locally sort the small number, O(nϵ/2) of suffixes by comparing each pair of them together and

use it as an oracle for sorting. See Algorithm 37 for more details. According to Theorem 6.3.1,

we can handle all these queries in O(1) round and O(n1+ϵ) total memory using our LCPQ ora-

cle. Knowing the result of the collection of queries Q, we can compare the respective characters

and compare two suffixes lexicographically. Ultimately, we sort each bag of size O(nϵ/2) using

SmallChunkSort subroutine, and the resulting function π is sorted lexicographically but exceeds

the range limits. The last step is to relabel π so that the range of the function is indeed [0, n) and

also π is a valid permutation.

411



Algorithm 37: SmallChunkSort(t, Ut = {ut,1, ut,2, . . . , ut,k}, π) s.t k = O(nϵ/2)

1 κi,j ← Ds,s.query(ut,i, ut,j) ∀(i, j) ≤ [k]× [k];

2 ηi,j ←

{
1 if s[ut,i + κi,j] ≤ s[ut,j + κi,j]

0 if s[ut,i + κi,j] > s[ut,j + κi,j]
;

3 Sort Ut locally using ηi,j’s as a comparison oracle to get Wt = {wt,1, wt,2, . . . , wt,k};
4 Let πwt,i

← tn+ i for every 1 ≤ i ≤ k;

6.9.2 Suffix Tree in AMPC

We will now show that in the AMPC model, we are able to improve our LCPQ oracle-based

suffix array and suffix tree construction to Õ(n) total memory and O(1) communication rounds.

The main flexibility that AMPC allows us from MPC is providing an O(n) shared memory in

which we can preprocess the input string s and answer O(n) LCP queries within Õ(n) space. In

the preprocessing step, for all indices i, 0 ≤ i < n, we store hash(s[i : n)). Utilizing these partial

hashes, we can then find the hash of any interval in string s, and by performing a binary search on

interval length, we can find exactly the interval where two prefixes match in log(n) memory. The

following algorithm performs such a recursive search.
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Algorithm 38: LCP2Queries(i, j, o, k)

1 if hash(s[i : i+ o)) = hash(s[j : j + o)) then

2 if k = 1 or hash(s[i : i+ o+ 1)) ̸= hash(s[j : j + o+ 1)) then

3 return o;

4 o← o+ ⌈n−j
2k
⌉;

5 LCP2Queries(i, j, o, k + 1);

6 else

7 o← o− ⌈n−j
2k
⌉;

8 LCP2Queries(i, j, o, k + 1);

Lemma 6.9.1. For a preprocessed string s, given any indices i < j such that 0 ≤ i < j < |s| and

s[i] = s[j], k = 1, and o = n− j as input, Algorithm 38 computes the LCP of two indices in s in

O(1) rounds and O(log2 n) total space with high probability.

Proof. Algorithm 38 is essentially performing a binary search on potential LCP lengths until it

finds the exact length of the longest common palindrome between two prefixes of s starting at i

and j. Therefore, we will prove the above claim by induction.

The algorithm ends in line 3 if the hash of the prefixes of s starting at i and starting at j are

equal and k = 1, which means the entire suffix starting at i is equal to the suffix at j. If k = 1,

then Algorithm 38 has just began and therefore o = n − j. Thus, if the hash of the prefixes of s

starting at i and j are equal up to o characters, then the prefixes are completely equal up until the

end of the string s and o is returned as the LCP length. Alternatively, if the hash of the prefixes are

equal up to o characters but not o+ 1, we also stop since we’ve found the LCP. If LCP(i, j) = 1,

we will eventually stop due to this second condition since si = sj but si+1 ̸= sj+1 when k = log n.
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We will assume without loss of generality that LCP(i, j) > 0, which is easily verifiable without

the need for hashing.

Assume that for the kth recursive call to Algorithm 38, the algorithm is correct. Consider

the (k+1)th call. If LCP(i, j) ≥ o, then we find in step 1 that hash(s[i : i+ o])=hash(s[j : j+ o])

and call the algorithm again with o+ ⌈ n−j
2k+1 ⌉ < o+ ⌈n−j

2k
⌉. Similarly, if LCP(i, j) < o, we call the

algorithm again with o−⌈ n−j
2k+1 ⌉ > o−⌈n−j

2k
⌉. Since the algorithm was correct up to the kth recursive

call, and we continue the search for the next smallest interval in both cases, the algorithm continues

correctly. In the case that LCP(i, j) = o, then hash(s[i : i+ o+ 1)) ̸= hash(s[j : j + o+ 1)) and

we still stop at step 3 correctly and output LCP(i, j) = 0.

This algorithm has log(n) recursive calls since k increases from 1 to at most log(n) before

terminating. Since this algorithm runs locally on a single processor and for sufficiently large n,

nϵ > log(n), then Algorithm 38 uses only O(1) rounds and requires O(log n) space per LCP

query. We gain an additional O(log n) space factor to guarantee a good hash function with high

probability.

With our updated LCP query algorithm and Lemma 6.9.1, we have reduced the memory

requirements of the LCPQ oracle construction from O(n1+ϵ) in MPC to Õ(n) in AMPC with O(1)

rounds. We are also able to update the PivotFiltering parameters from Section 6.9.1 in AMPC to

select n1−ϵ pivots at once rather than nϵ. With high probability, we will then only need two rounds

of pivot filtering to sort the suffixes. This change is seen in the third parameter at step 12.

With the updated LCPQ oracle we therefore can use Algorithm 39 to construct the suffix

array π for a string s in O(1) rounds and Õ(n) memory since constructing the suffix array requires

O(n) queries per pivot sort and the LCPQ oracle requires O(log(n)) memory per query. Further-
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Algorithm 39: SuffixArray(s)

1 Let ℓ← ⌈2
ϵ
⌉ − 1;

2 Let L0, L1, L2, . . . , Lℓ be a collection of lexicographically ordered bags of sets;
3 Add {1, 2, . . . , n} to L0;
4 Ds,s ← LCPInit(s,s);
5 π ← {(i, i) | 0 ≤ i < n};
6 for 1 ≤ z ≤ ℓ do
7 for 1 ≤ t ≤ |Lz| do
8 Let Ut = {ut,1, ut,2, . . . , ut,k} be the t-th set in Lz ordered by the lexicographical

order;
9 if z = ℓ then

// We have k = O(nϵ/2).
10 SmallChunkSort(t, Ut, π)

11 else
12 PivotFiltering

(
t, Ut, O(n(1−ϵ)/2)

)
13 Relabel π so that the relative order of πi’s is preserved, and the range of π is [n];

more, by Corollary 6.11.5, we can construct the suffix tree in the same space and rounds. Thus, we

have our main AMPC result:

Theorem 6.3.6. (Suffix Tree in AMPC) . For ϵ ∈ (0, 1], there is an O(1)-round AMPC algorithm

for computing the suffix tree of a given string s with Õ(n) total memory and Õ(n1−ϵ) memory per

processor with high probability.

6.10 Conclusion

We have shown how to build a suffix tree in MPC in O(n1+ϵ) memory and constant rounds

and in AMPC in Õ(n) memory and constant rounds. For further improvement in MPC, one may

look to improve the LCPQ oracle. Currently that is a main bottleneck that requires O(n1+ϵ)

memory in MPC. Specifically, for an LCP query set Q of size k where n1−ϵ < k < n1+ϵ, a

new solution to answer all queries in O(n) total memory may be possible. Currently, we do not

have this solution, and future work may be able to find such an LCPQ oracle. The following
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problem encapsulates this idea:

Problem 6.10.1. Given a string s of length n, initialize an LCPQ oracle with linear memory in

O(1) rounds of MPC that is capable of handling O(n) arbitrary LCP queries in O(1) rounds of

MPC with Õ(n) total memory.

Unfortunately, our current algorithm for suffix array construction (and therefore, suffix tree

construction) requires O(n1+ϵ) comparisons when performing the pivot filtering. Therefore, even

if the LCPQ structure is improved, our current suffix array algorithm would still require O(n1+ϵ)

memory. If we can find a way to reduce the number of LCP queries needed, we may be able to

have constant rounds and Õ(n) total memory in MPC for suffix tree construction.

Problem 6.10.2. Given a string s of length n, find the suffix tree in O(1/ϵ) rounds of MPC with

Õ(n) total memory.

Finally, the memory for LCS may still be improved. Specifically, when the LCS of two

strings is small, our current solution simply checks every pair of blocks for the small solution, of

which there are n2ϵ pairs. If all pairs of blocks would not be needed, and instead only O(nϵ) pairs,

it would be possible to improve the LCS algorithm in MPC further as large solutions to LCS that

span multiple blocks should be easier to detect than small solutions.

Problem 6.10.3. Given two strings s and s′ of length n, find LCSs,s′ in O(1) rounds of MPC with

Õ(n) total memory. It is guaranteed that LCSs,s′ = o(n2ϵ).

6.11 KMR Suffix Array and Tree Proofs

We give a proof that the constructed hashes correspond to the sorted order of substrings of

s with length niϵ for 1 ≤ i ≤ 1
ϵ
. With this lemma, it is easy to see that setting i = 1

ϵ
gives us the
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sorted order of all suffixes of s, i.e. the suffix array (see Definition 6.2.1).

Lemma 6.11.1. Given a string s, for all 1 ≤ i ≤ 1
ϵ
, 0 ≤ j, j′ < n, then Ks,ϵ(i, j) < Ks,ϵ(i, j

′) if

and only if s[j, j + niϵ) < s[j′, j′ + niϵ).

Proof. We prove the above lemma inductively on i. First we set i = 1. For any 0 ≤ j, j′ < n, if

s[j, j + nϵ] < s[j′, j′ + nϵ], then the position of s[j, j + nϵ] comes before s[j′, j′ + nϵ] in a sorted

list of all substrings of length nϵ of s. Therefore, we have Ks,ϵ(1, j) < Ks,ϵ(1, j
′). Similarly, if

Ks,ϵ(1, j) < Ks,ϵ(1, j
′) then it must be that the position of s[j, j+nϵ] comes before s[j′, j′ +nϵ] in

a sorted list of all substrings of length nϵ of s. Therefore, s[j, j + nϵ] < s[j′, j′ + nϵ].

Now, for the inductive hypothesis we assume that the lemma statement is true for some

i − 1 ≥ 1. If s[j, j + niϵ) < s[j′, j′ + niϵ), then we know that for some 0 ≤ k < nϵ, s[j +

kn(i−1)ϵ, j + (k + 1)n(i−1)ϵ) < s[j′ + kn(i−1)ϵ, j′ + (k + 1)n(i−1)ϵ) and for all 1 ≤ k′ < k,

s[j+k′n(i−1)ϵ, j+(k′+1)n(i−1)ϵ) = s[j′+k′n(i−1)ϵ, j′+(k′+1)n(i−1)ϵ). By the inductive hypothesis,

we then know thatKs,ϵ(i−1, j+kn(i−1)ϵ) < Ks,ϵ(i−1, j′+kn(i−1)ϵ) andKs,ϵ(i−1, j+k′n(i−1)ϵ) <

Ks,ϵ(i− 1, j′ + k′n(i−1)ϵ. Therefore,

(Ks,ϵ(i− 1, j),Ks,ϵ(i− 1, j + n(i−1)ϵ),Ks,ϵ(i− 1, j + 2n(i−1)ϵ), . . . ,Ks,ϵ(i− 1, j + (n(i−1)ϵ − 1)n(i−1)ϵ))

< (Ks,ϵ(i− 1, j′),Ks,ϵ(i− 1, j′ + n(i−1)ϵ), . . . ,Ks,ϵ(i− 1, j′ + (n(i−1)ϵ − 1)n(i−1)ϵ))

=⇒ Ks,ϵ(i, j) < Ks,ϵ(i, j
′).

By following the same steps in the reverse direction, we case also see that if Ks,ϵ(i, j) <

Ks,ϵ(i, j
′) then it must be the case that s[j, j + niϵ) < s[j′, j′ + niϵ) according to the induction
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hypothesis. Thus, the lemma is proven by induction.

Lemma 6.11.2. For ϵ ∈ (0, 1], there is an O(1
ϵ
)-round MPC algorithm for computing Ks,ϵ of a

given string s with Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per processor.

Combining these two lemmas gives us our suffix array construction in O(1/ϵ) communica-

tion rounds and Õ(n1+ϵ) total memory:

Proof. We note that sorting O(n) strings of length nϵ in MPC can be done in O(1) rounds, Õ(n1+ϵ)

total space with Õ(n1−ϵ) memory per processor (for example by using a modified pivot filtering

algorithm from Section 6.9.1). Additionally there are only O(1
ϵ
) sorting rounds according to Defi-

nition 6.2.1, so in total we use O(1
ϵ
) rounds to construct Ks,ϵ.

Proof of Theorem 6.2.2. Note that Ks,ϵ(
1
ϵ
, j) is the hash of the entire suffix of s starting at index

j for any 0 ≤ j < n. Therefore, by Lemma 6.11.1 computing Ks,ϵ(
1
ϵ
, j) for all j suffices for

computing the suffix array of s. By Lemma 6.11.2, we have the desired number of communication

rounds and required space.

6.11.1 Converting Suffix Array to Suffix Tree

Now we are ready to use the constructed suffix array to build a suffix tree. Let π : [n] →

[n] be the permutation returned by the suffix array algorithm. Then sπi
sπi+1 . . . sn−1 is the i-th

substring of s lexicographically. We start by finding the LCP of each pair of adjacent suffixes in

the suffix array, which we store in an array denoted LCPπ, e.g. LCPπ[i] = LCPs,s(πi, πi+1). We

populate the n indices of LCPπ using our LCPQ oracle from Section 6.5. Once the LCPπ array is

made, we utilize the ideas from Iliopoulos and Rytter [Iliopoulos and Rytter, 2004] complemented
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by a block-based data structure on the minimum values of the LCPπ array across each block to

build the internal nodes of the suffix tree in constant rounds and Õ(n1+ϵ) total memory.
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LCPπ:
π:

0 1 4 1 3 0 2

Figure 6.7: The above figure is an example of the suffix array π and LCPπ array for string
“aabaaba”. Furthermore, we look at π1 as an example, the second suffix in the suffix array de-
noted by the arrow. The nearest left suffix and nearest right suffixes with a smaller LCPπ value are
the suffixes “a” and “ba”, as denoted by the blue and red colorings. The indices of these suffixes
will therefore be L[π1] andR[π1], respectively.

To describe the details of our suffix tree algorithm, we review the solution of [Iliopoulos and

Rytter, 2004] to address the difficulties we need to confront when implementing their approach in

MPC. First, they observe that each non-leaf node in a suffix tree is the longest common ancestor

(LCA) of two consecutive suffixes in the suffix array. They therefore start by finding the LCP of

each pair of consecutive suffixes in the suffix array, which in turn gives the depth of the LCA of

the same pair of vertices in the suffix tree. As we mentioned before we can find the LCP of pairs

of suffixes using our LCPQ oracle. Following the methods of [Iliopoulos and Rytter, 2004], we

need to compute two more arrays. The first array is a nearest smallest neighbor array SN, which

is defined as:
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

SN[i] =


L[i], if LCPπ[L[i]] ≥ LCPπ[R[i]]

R[i] o.w.

L[i] = maxj<i LCPπ[j] < LCPπ[i],

R[i] = minj>i LCPπ[j] < LCPπ[i].

Intuitively, SN[i] will correspond to the parent of suffixes i and i − 1 since it is the nearest

pair of suffixes that have a shorter LCPπ value than LCPπ[i]. See Figure 6.7 for an example of the

LCPπ array and finding L and R values for an index. To break the ties between multiple pairs of

suffixes that have the same LCP, we will also compute an array named Leftmost[i] which is the

leftmost sibling of the LCA of suffixes i and i− 1, defined formally as:

Leftmost[i] =


0 if LCPπ[i] = 0

minj∈[1,i]{LCPπ[j] = LCPπ[i], j ≥ SN[i]} o.w.

By doing this, [Iliopoulos and Rytter, 2004] observed that the parent of each non-leaf vertex i may

be correctly and uniquely identified by j = Leftmost[SN[i]] with label (j, LCPπ[j]). It is not hard

to find the father of leaves as well using the same two arrays Leftmost and SN. The following

lemma from [Iliopoulos and Rytter, 2004] summarizes the relationships between these arrays and

the suffix tree:

Lemma 6.11.3 (Lemma 1, [Iliopoulos and Rytter, 2004]). Given internal node (k1, LCPπ[k1])

and leaf node (k2) where k1, k2 are the indices of leaf nodes corresponding to the suffixes s[k1 :

n), s[k2 : n) respectively:
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1 The parent of (k1, LCPπ[k1]) is (j,LCPπ[j]) for j = Leftmost[SN[k1]].

2 If LCPπ[k2] ≤ LCPπ[k2 + 1] then the parent of (k2) is (j,LCPπ[j]) for j = Leftmost[k2].

Else the parent of (k2) is (k2 + 1, LCPπ[k2 + 1]).

Now, to compute the SN and Leftmost arrays in MPC, we will first find and store LCPπ

using the compressed LCPQ oracle. Specifically, on all block processors µα, 0 ≤ α < nϵ, the

processor with block bα = s[in1−ϵ : (i + 1)n1−ϵ] as defined in 6.4.1, we will store LCPπ[j] for

any index j such that sj ∈ bα. Additionally, on every processor µα, we find the minimum over all

stored LCPπ values of the previous step, which we denote as

mi := min
j∈[in1−ϵ,(i+1)n1−ϵ)

(LCPπ[j]).

We will distribute these minimum to all processors so that any processor µα has a block-based

data structure M such that M [i] = mi. We then easily find L[k] and R[k] by finding the nearest

left and right blocks bℓ and br such that mℓ,mr < LCP[k] and then send queries to find the exact

value of L[k],R[k] to processors µℓ, µr, respectively, of all indices k where bℓ, br are the nearest

blocks with a smaller longest common prefix value than LCP[k]. If Ω(n1−ϵ) queries are sent to a

single processor, we will duplicate the processor and distribute the queries evenly using Algorithm

27. Since there is only one query per index to find SN, there is O(n) total queries, which means

we only need constant rounds of communication for this step. A similar set of steps is used to

then build the Leftmost array for block bi on processor µi. If LCPπ[k] = 0 for an index k, then

Leftmost[k] is trivially 0. Otherwise, we check the minimum LCPπ values of each neighboring

blocks to the left of bi to see if any have an equal value to LCPπ[k]. If there is an equal minimum,

then we query the processor with that block to find the exact value of Leftmost[k]; if there is not an
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equal minimum, we query µℓ again since it is the first block with a smaller minimum since either

that block may have an index j such that LCPπ[j] = LCPπ[k] or there is no such index with an

equal longest common prefix for a j ≥ SN[i] as required by the definition of Leftmost. In this

case, Leftmost[k] = k. Again, since we have n indices that require a single processor query, we

can use Algorithm 27 to build the Leftmost array in constant rounds. We formally give the suffix

tree construction by Algorithm 12 below.

Algorithm 40: SuffixTree(π, s)
1 Distribute blocks of the suffix array from π such that processor µα has

παnϵ , παnϵ+1, ..., π(α+1)nϵ−1 for all 0 ≤ α < nϵ;
2 Ds,s ← LCPInit(s, s);
3 LCPπ[j]← Ds,s.query(πj, πj−1) for all 0 ≤ j < n;
4 mα ← minj∈[αn1−ϵ,(α+1)n1−ϵ](LCPπ[j]) for all 0 ≤ α < nϵ;
5 L,R ←BuildLR(LCPπ, {mα|0 ≤ α < nϵ});
6 P ← {(k,L[k],R[k], LCPπ[L[k]],LCPπ[R[k]])|0 ≤ k < n};
7 SN← BuildSN(P );
8 Leftmost← BuildLeftmost(LCPπ,SN);
9 for 0 ≤ k < n do

10 Add leaf node (k) to suffix tree;
11 if k == Leftmost[k] then
12 Add internal node (k,LCPπ[k]) to suffix tree;

Using Algorithm 12 and all its subroutines, we then can prove our main result.

Theorem 6.11.4. For ϵ ∈ (0, .5], there is an O(1/ϵ)-round MPC algorithm for computing the

suffix tree of a given string s with Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per processor with

high probability.

Proof. We initialize the LCPQ oracle for s with itself in step 2 and then perform O(n) queries to

find the LCP between all pairs of consecutive suffixes in the suffix array in step 3. By Theorem

6.3.1, the LCP initialization and O(n) LCP queries can be performed in O(1) rounds and Õ(n1+ϵ)

total memory. Each processor µα will be in charge of storing the O(n1−ϵ) values of LCPπ[j]
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for all indices j in its block of the suffix array. In step 4, we use these LCPπ values to find

the minimum LCP of two consecutive suffixes per suffix array block, which can be done locally

on each block machine and then sent to all other machines in a single round since each of the

nϵ < n1−ϵ machines only sends a single value to all other machines. Next, we call a subroutine

described in the following paragraph to fill in the L andR as defined previously.

The below algorithm, Algorithm 21, finds L and R in O(n) total space and O(1) rounds.

First, we will discuss building the L array in steps 3-8 and 20-22, where L[k] contains the index

of the nearest pair of consecutive suffixes in the suffix array to the left of k that has a smaller LCP

than that LCPπ[k]. TheR array has the same steps but mirrored to find the nearest pair of suffixes

with a smaller LCP to the right of k and can be seen in steps 9-14 and 23-24. First, for each index

k, we check all LCPπ values for an LCP smaller than LCPπ[k] within the block containing k only

for indices to the left of k. This is performed locally on a single processor. If L[k] is not found in

the same block as k, we then check the minimum LCPπ values of neighboring blocks to the left of

the block containing k using our block-based data structure until we find the nearest left block with

a minimum LCPπ smaller than LCPπ[k]. Since the minimum LCPπ value of this block is smaller

than LCPπ[k], we are guaranteed to find L[k] at this block. We add requests to a request set so that

we can query these left blocks for L[k] for all indices k in parallel. Before actually sending the

queries, we use WeightedLoadBalancing to make sure each processor can handle its requests and

copy any processor when needed. Since each index k for 0 ≤ k < n only has a single query to find

L, then there are only O(n) queries total to find the L and R arrays. Therefore, steps 17-25 only

requires O(1) rounds and ˜O(n1−ϵ) space per processor after WeightedLoadBalancing. To handle

each L query in steps 20-22, a processor is given the index k and its LCPπ[k] and can compare the

LCPπ[k] locally to its own values of LCP until it finds the maximum index in its suffix array block
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with a smaller LCP than LCPπ[k]. The maximum index with a smaller LCP is also the rightmost

index, i.e. we find L[k] which is the closest index to k with a smaller LCP than LCPπ[k]. As

mentioned previously, it is easy to check that the steps to find R[k] mirror those to find L[k] and

require the same space and number of rounds.

Algorithm 41: BuildLR(LCPπ, {mα|0 ≤ α < nϵ})
1 Fα ← ∅ for 0 ≤ α < nϵ;
2 for 0 ≤ α < nϵ do

// in machine µα

3 for k ∈ [αn1−ϵ, (α+ 1)n1−ϵ] do
4 if ∃k′ ∈ [αn1−ϵ, k) s.t. LCPπ[k′] < LCPπ[k] then
5 L[k]← maxk′∈[αn1−ϵ,k){k′ : LCPπ[k′] < LCPπ[k]};
6 else
7 ℓ← maxβ<α{β : mβ < mα};
8 Add (k, LCPπ[k]) to Fℓ;
9 if ∃k′ ∈ (k, (α+ 1)n1−ϵ) s.t. LCPπ[k′] < LCPπ[k] then

10 R[k]← mink′∈(k,(α+1)n1−ϵ){k′ : LCPπ[k′] < LCPπ[k]};
11 else
12 r ← minβ>α{β : mβ < mα};
13 Add (k, LCPπ[k]) to Fr;
14 {cα | 0 ≤ α < nϵ} ←WeightedLoadBalancing({µα|0 ≤ α < nϵ}, {Fα|0 ≤ α < nϵ};
15 for 0 ≤ α < nϵ, 1 ≤ z ≤ cα do

// in machine µ
(z)
α

16 for (k,LCPπ[k]) ∈ F
(z)
α do

17 if k > (α + 1)n1−ϵ then
18 L[k]← maxk′∈[αn1−ϵ,k){k′ : LCPπ[k′] < LCPπ[k]};
19 else
20 R[k]← mink′∈(k,(α+1)n1−ϵ){k′ : LCPπ[k′] < LCPπ[k]};
21 Return L,R;

Using the L, R, and LCPπ arrays, we can build the SN array according to its definition.

We call another subroutine Algorithm 6 to build the SN array with these inputs in steps 7-8 of the

suffix tree construction. Each processor µα can find and store the block of SN for the suffixes in

its block of the suffix array. Therefore, this step trivially runs in constant rounds, O(n1−ϵ) space

per machine, and O(n) total memory.
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Algorithm 42: BuildSN(P = {(k,L[k],R[k],LCPπ[L[k]],LCPπ[R[k]])|0 ≤ k <
n})

1 for (k,L[k],R[k], LCPπ[L[k]],LCPπ[R[k]]) ∈ P do
2 if LCPπ[L[k]] ≥ LCPπ[R[k]] then
3 SN[k]← L[k];
4 else
5 SN[k]← R[k];
6 return SN;

After building the SN array, we can construct the final array before making the suffix tree,

the Leftmost array. In step 9, we call the BuildLeftmost subroutine, described below, which builds

Leftmost according to its definition using similar steps to the BuildLR subroutine.

Algorithm 15 begins in steps 3 and 4 for a suffix index k by setting any index with LCPπ[k] =

0 to 0, which is the correct value by the definition of the Leftmost array. If LCPπ[k] ̸= 0, let bi

be the block containing k of size n1−ϵ, i.e. i = ⌈ k
n1−ϵ ⌉. Then, in steps 5 and 6, the algorithm

searches for the farthest block bj from bi of length n1−ϵ with a minimum LCPπ value equal to

LCPπ[k] between bk and the block containing SN[k]. If SN[k] is to the right of k, no such block

exists and we know that Leftmost[k] = k by definition which is fulfilled in step 9. If SN[k] is

to the left of LCPπ[k], we know that the block containing SN[k] is the farthest block to the left

of bi with a smaller minimum LCPπ value than LCP[k]. Thus, if we do not find such a block bj

with a minimum LCPπ equal to LCP[k], we know no such block exists between bi and the block

containing SN[k] and again in step 9 we set Leftmost[k] to k. If we find such a block bj , then in

steps 6 and 7 we add a query to be handled later to find Leftmost on block bj in processor µπ
j . Step

10 calls AdjustRepetitions2 to make sure each processor only needs to handle O(n1−ϵ) queries

out of the total O(n) queries, and then steps 13 and 14 find Leftmost[k] according to its definition

by finding the leftmost index on block bj for index k with an LCPπ value equal to LCPπ[k].
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Since each index k only requires a single query, AdjustRepetitions2 will successfully allow all

O(n) potential queries to be handled in O(1) rounds, total space O(n), and O(n1−ϵ) memory per

processor. Thus, BuildLeftmost will build the leftmost array in the desired space and rounds.

Algorithm 43: BuildLeftmost(LCPπ,SN)

1 Fα ← ∅ for 0 ≤ α < nϵ;
2 for 0 ≤ α < nϵ do

// in machine µα

3 for k ∈ [αn1−ϵ, (α+ 1)n1−ϵ) do
4 if LCPπ[k] == 0 then
5 Leftmost[k]← 0;
6 else if ∃β, ⌈SN[k]

n1−ϵ ⌉ ≤ β < ⌈ k
n1−ϵ ⌉ s.t. mβ = LCPπ[k] then

7 β′ ← min
β∈[⌈ SN[k]

n1−ϵ ⌉,⌈
k

n1−ϵ ⌉)
;

8 Add (k, LCPπ[k]) to Fβ′;
9 else

10 Leftmost[k]← k;
11 {cα | 0 ≤ α < nϵ} ←WeightedLoadBalancing({µα|0 ≤ α < nϵ}, {Fα|0 ≤ α <

nϵ});
12 for 0 ≤ α < nϵ, 1 ≤ z ≤ cα do

// in machine µ
(z)
α

13 for (k,LCPπ[k]) ∈ F
(z)
α do

14 Leftmost[k]← minj∈[αn1−ϵ,(α+1)n1−ϵ]{LCPπ[j] = LCPπ[k]};
15 return Leftmost;

With the addition of the SN and Leftmost arrays, we may build the suffix tree according

to [Iliopoulos and Rytter, 2004]. We simply add internal nodes for every unique Leftmost suffix.

Edges are detailed in Lemma 6.11.3 and are implicitly already provided to us using the LCPπ, SN,

and Leftmost arrays.

Corollary 6.11.5. Given a string s, its suffix array π, and its LCPπ array, we can construct the

suffix tree of s in MPC with O(1) rounds and O(n) total memory.

Proof. This corollary is a natural result of the previous proof. Note that to build a suffix tree from

426



π and LCPπ in MPC, we only need to run the BuildLR, BuildSN, and BuildLeftmost subroutines.

All three of these algorithms use WeightedLoadBalancing to run in O(1) rounds and O(n) total

memory.

6.11.2 LCS with Suffix Tree in MPC

We will now use our suffix tree structure augmented with the LCPπ,L,R,SN, Leftmost,

and suffix arrays to solve the LCS and LPS applications in O(1/ϵ) rounds and Õ(n1+ϵ) total mem-

ory. Our algorithms for these problems utilizing the suffix tree in MPC are different than prior

sequential solutions due to an inability to perform tree searches in constant rounds. To overcome

this issue, we look at each internal node of the suffix tree and find its descendants using the order-

ing of the suffix array and block-based data structures. We will formally state this idea for the LCS

application first in this section.

Given two input strings s and s′ for the LCS problem, we first follow the steps of a typical

suffix tree solution and concatenate the strings with a special character such as $ to separate the

strings. For example, given input strings s = "apple" and s′ = "banana", we build the suffix tree

on concatenated string "apple$banana". Once we have our suffix tree, we then search the internal

nodes of the tree in parallel for the LCS; note there may be at most O(n) internal nodes, one per

suffix. Any internal node represents the longest common ancestor between at least two suffixes in

the suffix tree. If any internal node is the ancestor of suffixes from both strings s and s′, then it

corresponds to a common substring between s and s′, and we therefore want to find the internal

node corresponding to the longest common substring. However, to check if an internal node is an

ancestor of a suffix from each input string typically requires a search of the tree, e.g. a depth-first
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search. Unfortunately, since the suffix tree can have a depth of O(n), a depth-first search could

require up to O(nϵ) rounds of communication, one per processor. We avoid a depth-first search

entirely by using the underlying suffix array and the additional suffix information we computed

when converting suffix array to suffix tree. Given an internal node (k, LCPπ[k]) of the suffix tree,

we observe that the range of indices in the suffix array that are descendants of this internal node is

(L[k],R[k]).

Observation 6.11.6. Given internal node v = (k, LCPπ[k]), a leaf node u = (j) is a descendant

of v if and only if L[k] ≤ j < R[k].

The previous statement follows since any suffix with index k′ within this range has

LCPπ[k′] > LCPπ[k], which implies that the k′th suffix indeed contains the prefix of length

LCPπ[k] corresponding to the internal node (k, LCPπ[k]). Note that only one side is inclusive

because the LCPπ[k] is defined as the longest common prefix between πk and πk−1.

By keeping track of whether or not each block of the suffix array has a suffix from each string,

we can easily find the lowest internal node on each processor µα that has a leaf descendant from

each input string and then take the lowest internal node across all processors to find the longest

common substring. To this end, we will simply construct an additional array B that has a value of

1 if an internal node of the suffix tree has a child from both strings to complete the algorithm.

With the above algorithm that relies on our suffix tree construction, we have the following

corollary:

Corollary 6.11.7. (LCS using Suffix Tree). Let k be the number of communication rounds needed

to construct suffix tree w.h.p. in MPC with O(n1+ϵ) total memory and Õ(n1−ϵ) memory per pro-

cessor for ϵ ∈ (0, .5]. Then, there is an O(k)-round MPC solution for LCS of two input strings s, s′
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Algorithm 44: LCS(s = {s0s1...sn−1}, s′ = {s′0s′1...s′n−1})
1 Let t = {s0s1...sn−1$s

′
0s

′
1...s

′
n−1};

2 π ← SuffixArray(t);
3 SuffixTree(π, t);
4 BuildB();
5 mxα,mxkα ← 0 for 0 ≤ α < nϵ;
6 for internal nodes (k, LCPπ[k]) do

// On processor µ⌊ k
n1−ϵ ⌋

7 α← ⌊ k
n1−ϵ ⌋;

8 if B[k] == 1 AND LCPπ[k] > mxα then
9 mxα ← LCPπ[k];

10 mxkα ← k;
11 Return mxα,mxkα such that mxα = max0≤beta<nϵ{mxβ};

with Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory per processor w.h.p.

Note that the construction of B is written below in Algorithm 45. The construction of B

is long but straightforward. First, a block-based data structure is created and stored on all block

machines that stores whether or not a block has a suffix from s and s. Then, for each internal

node (k, LCPπ[k]), we simply check if any blocks in the range of blocks between L[k],R[k] have

a suffix from s and s using the block-based data structure. If not, we check the specific blocks

containing L[k] andR[k] as a last chance and set B[k] accordingly.

6.11.3 LPS with Suffix Tree in MPC

For our second suffix tree application, we solve the LPS problem in O(1/ϵ) rounds and

Õ(n1+ϵ) total memory. Once again, we use the suffix tree structure augmented with the same arrays

created during the suffix tree construction. Instead of building a suffix tree on two concatenated

input strings as in LCS, we build the suffix tree on the single input string s concatenated with the

reverse of the input string s. Any internal node that is an ancestor of both a suffix from s starting at
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Algorithm 45: BuildB()
1 for 0 ≤ α < nϵ do

// On processor µα

2 hα, hα ← 0;
3 if ∃k ∈ (αn1−ϵ, (α+ 1)n1−ϵ) such that $ ∈ s[πk : n) then
4 hα ← 1;
5 if ∃k ∈ (αn1−ϵ, (α+ 1)n1−ϵ) such that $ /∈ s[πk : n) then
6 hα ← 1;
7 Send hα, hα to all processors µβ for 0 ≤ β < nϵ;
8 Fα ← ∅ for 0 ≤ α < nϵ;
9 for internal nodes (k, LCPπ[k]) do

// On processor µ⌊ k
n1−ϵ ⌋

10 α← ⌊ k
n1−ϵ ⌋;

11 fk, fk ← 0;
12 if ∃β, ⌊ L[k]

n1−ϵ ⌋ < β < ⌊R[k]
n1−ϵ ⌋ s.t. hβ = 1 then

13 fk ← 1;
14 if ∃β, ⌊ L[k]

n1−ϵ ⌋ < β < ⌊R[k]
n1−ϵ ⌋ s.t. hβ = 1 then

15 fk ← 1;
16 Add (k,L[k], fk, fk) to F⌊ L[k]

n1−ϵ ⌋
;

17 Add (k,R[k], fk, fk) to F⌊ R[k]

n1−ϵ ⌋
;

18 {cα | 0 ≤ α < nϵ} ←WeightedLoadBalancing({µα|0 ≤ α < nϵ}, {Fα|0 ≤ α <
nϵ});

19 for 0 ≤ α < nϵ, 1 ≤ z ≤ cα do
// in machine µ

(z)
α

20 for (k, o, fk, f
′
k) ∈ F

(z)
α do

21 if ∃j s.t. $ ∈ s[πj : n) for αn1−ϵ ≤ j < o OR o ≤ j < (α+ 1)n1−ϵ then
22 fk ← 1;
23 if ∃j s.t. $ /∈ s[πj : n) for αn1−ϵ ≤ j < o OR o ≤ j < (α+ 1)n1−ϵ then
24 fk ← 1;
25 Send (fk, fk) to µ⌊ k

n1−ϵ ⌋
;

26 for internal nodes (k, LCPπ[k]) do
// On processor µπ

⌊ k
n1−ϵ ⌋

27 B[k] = 0;
28 if fk == 1 AND fk == 1 then
29 B[k] = 1;
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index i and a suffix from s starting at n− i corresponds to a palindrome since it is a common prefix

of the substring to the left and right of index i in s. Unfortunately, as in the LCS suffix tree solution,

we cannot perform efficient tree searches in constant rounds and small memory to find the lowest

internal node in a sequential fashion. Instead, we will once again search all internal nodes of the

suffix tree in parallel with an additional array P that we must construct that will answer queries

for whether or not an internal node corresponds to a palindrome of s or not, i.e. is the ancestor of

a suffix and its correlated reverse suffix.

Algorithm 46: LPS(s = {s1s2...sn}
1 Let t = {s1s2...sn$snsn−1...s1};
2 π ← SuffixArray(t);
3 SuffixTree(π, t);
4 BuildP();
5 mxi,mxki ← 0 for 0 ≤ i < nϵ;
6 for internal nodes (k, LCPπ[k]) do

// On processor µπ
⌊ k
n1−ϵ ⌋

7 i← ⌊ k
n1−ϵ ⌋;

8 if P [k] == 1 AND LCPπ[k] > mxi then
9 mxi ← LCPπ[k];

10 mxki ← k;
11 Return mxi,mxki such that mxi = max0≤j<nϵ{mxj};

With Algorithm 46, which relies on our suffix tree construction and subroutine Algorithm

47, we have the following corollary:

Corollary 6.11.8. (LPS using Suffix Tree). For ϵ ∈ (0, .5], there is an O(1/ϵ)-round MPC algo-

rithm for computing the LPS of an input strings s with Õ(n1+ϵ) total memory and Õ(n1−ϵ) memory

per processor with high probability.

Note that to build P we follow a similar set of steps in Algorithm 47 to the construction of

B for LCS. For an internal node (k,LCPπ[k]), instead of checking for a suffix descendant of both
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strings between L[k] and R[k], we simply check for a suffix and its reverse suffix between L[k]

andR[k].

Algorithm 47: BuildP()
1 P [k]← 0 for 0 ≤ k < n;
2 for 0 ≤ α < nϵ do

// On processor µα

3 ℓα ← max{j|∃k ∈ [αn1−ϵ, (α+ 1)n1−ϵ) s.t. j < k and πj = n− πk};
4 rα ← min{j|∃k ∈ [αn1−ϵ, (α+ 1)n1−ϵ) s.t. j > k and πj = n− πk};
5 Send ℓα and rα to all processors;
6 Fj ← ∅ for 0 ≤ j < nϵ;
7 for internal nodes (k, LCPπ[k]) do

// On processor µ⌊ k
n1−ϵ ⌋

8 α← ⌊ k
n1−ϵ⌋ ;

9 αℓ ← ⌊ L[k]
n1−ϵ ⌋;

10 αr ← ⌊R[k]
n1−ϵ ⌋;

11 if ∃β ∈ (αℓ, αr) s.t. L[k] ≤ ℓβ ≤ R[k] or L[k] ≤ rβ ≤ R[k] then
12 P [k]← 1;
13 Add (k,L[k],R[k]) to Fαℓ

, Fαr ;
14 {cα | 0 ≤ α < nϵ} ←WeightedLoadBalancing({µπ

α|0 ≤ α < nϵ}, {Fα|0 ≤ α <
nϵ});

15 for 0 ≤ α < nϵ, 1 ≤ z ≤ α do
// in machine µ

(z)
α

16 for (k,L[k],R[k]) ∈ F
(z)
α do

17 if ∃j ∈ [αn1−ϵ, (α+ 1)n1−ϵ] s.t. πj = n− πk and L[k] < j, k < R[k] then
18 P [k]← 1;
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