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Understanding spoken language has long been a primary goal in computer language pro-

cessing. The ability to comprehend audio–including speech, non-speech sounds, and music–is

crucial for both AI agents and humans to interact effectively with the world. However, audio pro-

cessing research has lagged behind other modalities like language and vision. This disparity is

due to several factors, including the scarcity of large-scale datasets, advanced architectures, and

the need for more effective training methods to address the inherent complexities of audio pro-

cessing. Amid these challenges, Large Language Models (LLMs) have emerged as a promising

solution, demonstrating impressive capabilities in understanding and reasoning about the world

through language. These models have already also shown potential in advancing foundational

audio processing tasks such as Automatic Speech Recognition (ASR), cross-modal retrieval, and

audio captioning and generation, as well as new and emerging tasks like open-ended question

answering. To this end, we explore innovative methods for enhancing audio understanding, per-



ception, and reasoning in AI agents, with a specific focus on LLMs. Our contributions span six

thrusts, each introducing new architectures, algorithms, datasets, or benchmarks that advance the

state of the art:

1. The Flamingo Family of Large Audio-Language Models – We develop the Flamingo series

(Audio Flamingo 2, Audio Flamingo 3, Audio Flamingo Next, and Music Flamingo), a family

of fully open LALMs capable of fine-grained audio perception, long-form audio understanding,

and expert-level reasoning across sound, music, and speech. These capabilities are enabled by

new audio-language encoders trained with novel objectives for improved fine-grained perception,

training paradigms that scale context to long-form continuous audio, architectural mechanisms

for faithful long-horizon temporal reasoning, and methods to enable strong audio reasoning for

complex problems—including reinforcement learning with reasoning supervision for expert-level

understanding. Together, these designs yield state-of-the-art results across a broad range of audio

understanding and reasoning benchmarks, surpassing prior open and closed models on long-form

and expert audio reasoning tasks.

2. Data Generation at Scale – We develop methods to curate real data and generate synthetic

audio and QA pairs that scale training corpora by one to two orders of magnitude beyond prior

open datasets. Our contributions include AudioSkills, a 4M-instance expert audio-reasoning

dataset, and LongAudio, the first long-form audio understanding dataset spanning audio up to

30 minutes–each substantially larger than any prior open resource. In data-scarce regimes, Syn-

thio introduces preference-aligned text-to-audio generation coupled with MixCap-based caption

diversification for synthetic augmentation, yielding absolute gains of 0.1%–39% on ten audio

classification benchmarks over strong augmentation baselines.



3. Improved Audio Perception – We propose robust audio encoders that enhance representation

quality for LLMs, evaluated against standard audio-perception metrics such as linear-probe and

fine-tuning accuracy on audio classification benchmarks, retrieval Recall on audio-caption bench-

marks, and zero-shot classification accuracy on held-out sets. Our methods MAST, SLICER, and

EH-MAM introduce novel self-supervised learning algorithms for extracting rich features from

unlabeled audio, together achieving state-of-the-art performance across a wide range of down-

stream audio understanding tasks. ReCLAP and AF-CLAP advance audio-language encoders by

incorporating both synthetic and real data along with compositionally-aware objectives, yielding

consistent improvements over prior work on both retrieval and compositional reasoning. Each

model in the Flamingo series is also powered by novel audio encoders trained at scale that unify

all forms of audio understanding.

4. Long-Form Audio Understanding & Reasoning – We propose datasets and novel training

paradigms that enable LLMs to reason over long-form audio, including environmental sound-

scapes, music, and spoken dialogues. Our Flamingo series of models is one of the first families

of open models capable of long audio understanding and reasoning capabilities, backed by our

novel curated datasets and training curricula–advancing LongAudioBench accuracy from 31.1%

to 64.2% (+33.1%) and surpassing Gemini 2.5 Pro (68.6 vs. 60.4 GPT-4o score).

5. Benchmarking Expert Audio Reasoning – We propose new benchmarks like MMAU and

MMAU-pro that assess expert-level audio reasoning in LLMs, moving beyond traditional clas-

sification tasks to more complex auditory comprehension challenges. These benchmarks expose

systematic gaps in current LALMs: even top proprietary models reach only 75.76% on MMAU

and 58.7% on MMAU-Pro, against human performance in the mid-80s–establishing clear targets



for the field.

6. Advancing Audio Processing for Omni-Modal Understanding and Reasoning – Finally,

we investigate methods for advancing audio processing in omni-modal systems that jointly reason

over audio, visual, and textual information. The new capability of this work is long-form, fine-

grained audio-visual reasoning: we introduce MMOU, the first omni-modal benchmark with an

average video duration of 711.6 seconds—far exceeding prior benchmarks—and AV-Flamingo,

a fully open audio-visual LALM purpose-built for long and complex real-world videos. AV-

Flamingo is enabled by a large-scale audio-visual dataset explicitly curated for cross-modal learn-

ing rather than relying on separate unimodal corpora, a multi-stage curriculum that progressively

extends context from short-range perception to long-horizon multi-event reasoning, and a tempo-

rally grounded chain-of-thought framework that anchors intermediate reasoning steps to times-

tamps in the audio and visual streams. Together, these contributions move omni-modal evaluation

and modeling from short-clip recognition toward temporally extended, audio-grounded reason-

ing.
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Chapter 1: Introduction

Audio is a fundamental aspect of human perception, encompassing speech, non-speech

sounds, and music. Understanding and reasoning over audio is essential for a wide range of

real-world applications, including automatic speech recognition (ASR) [1], sound event detec-

tion [2], music information retrieval [3], and assistive technologies. Beyond these traditional

tasks, the ability to interpret complex auditory scenes is critical for AI-driven applications in

security, healthcare, autonomous systems, and human-computer interaction. For instance, in

medical diagnostics, AI models that analyze speech patterns can assist in detecting neurological

disorders [4], while in environmental monitoring, sound-based AI systems can track biodiversity

and detect anomalies in industrial settings [5]. The integration of audio understanding into AI

systems thus holds immense potential for advancing multimodal intelligence.

While Large Language Models (LLMs) have demonstrated remarkable reasoning capabil-

ities through language [6], their ability to process and reason over audio remains underdevel-

oped. Early integration of (L)LMs in speech-related tasks, such as ASR and speech translation,

has demonstrated signi�cant bene�ts [7]. However, (1) their perception and reasoning capa-

bilities over non-speech sounds and music remain underdeveloped [8], and (2) even in speech,

current models struggle to reason and respond to complex queries, particularly those involving

paralinguistics in multi-talker conversations. Unlike text and images, which can be represented

1



with relatively structured tokenization, audio is inherently more complex–varying across multi-

ple dimensions such as time, frequency, and modality. Understanding and generating meaningful

responses to audio inputs requires models to integrate acoustic, linguistic, and contextual infor-

mation, a challenge that current AI systems struggle with [9]. Moreover, compared to vision-

language models, progress in scaling open Large Audio-Language Models has been noticeably

slower, further limiting audio's role in general-purpose multimodal systems and downstream ef-

forts such as audio generation and world modeling [10].

To bridge this gap, Audio-Language Models (ALMs) have emerged as a promising di-

rection, aiming to extend LLMs with audio understanding capabilities. Early efforts, such as

Contrastive Language-Audio Pretraining (CLAP) [11], established foundational methods to align

audio and language representations through contrastive learning. Subsequent advancements in-

troduced Large Audio-Language Models (LALMs) that integrate audio encoders with pre-trained

LLMs, enabling open-ended Audio Question Answering (AQA) and free-form response gener-

ation [9, 12, 13]. These models allow AI systems to interpret and respond to complex audi-

tory scenes, moving beyond simple classi�cation tasks. More recently, models in the Audio

Flamingo [8] and Qwen-Audio [14] families have introduced capabilities such as long-form au-

dio understanding and multi-turn audio dialogue, pushing the boundaries of what LALMs can

achieve.

However, despite these advancements, existing LALMs still face critical challenges. First,

much of open LALM development has been either closed or tightly coupled to a small set of aca-

demic benchmarks, which encode biases and incomplete coverage [15]; as a result, benchmark-

centric training can yield models that perform well on curated test sets but generalize poorly to

long, noisy, and diverse real-world audio. Second, their audio processing pipelines often rely
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on simple connection modules between the audio encoder and the language decoder, leading to

weak multimodal alignment and increased hallucinations [16]. Third, while LALMs perform

well on basic tasks like event classi�cation and captioning, they struggle with expert-level rea-

soning tasks that require deeper contextual understanding. Even the most capable current systems

leave substantial room for improvement: on the MMAU benchmark, the best open-source model

achieves an average accuracy of only 75.76% [17], while on the more challenging MMAU-Pro

benchmark, the best result stands at just 58.7% [15, 17]. Long-form audio reasoning remains par-

ticularly dif�cult–on LongAudioBench [18], even frontier closed-source models like Gemini 2.5

Pro reach only 66.2%. These gaps highlight the distance between human-level audio reasoning

and current AI capabilities, and motivate the need for stronger foundations in audio understand-

ing, data scaling, and reasoning methods.

State of the Art and Open Challenges

The pre-existing landscape of audio-language research can be organized along six inter-

locking axes. For each, we summarize where the �eld stood prior to this dissertation and what

limitations remained open.

(i) Open LALMs. Before this work, the strongest open audio-language models (SALMONN [13],

Qwen2-Audio [14], LTU [19], Pengi [20]) demonstrated that an audio encoder could be bolted

onto a pre-trained LLM to produce free-form responses, but three issues persisted. First, the

strongest systems were either proprietary (GPT-4o-Audio, Gemini) or released as open-weight

only, with training data, curricula, and methodology undisclosed, which limits reproducibility

and open scienti�c progress. Second, most open LALMs were trained primarily for short-form,
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single-turn audio QA and lacked support for long audio, multi-turn dialogue, and voice-to-voice

interaction. Third, existing models used a single generic audio encoder across sound, music,

and speech, and relied on simple pre�x concatenation between the encoder and the LLM, pro-

ducing weak cross-modal alignment and frequent hallucinations [16]. The open question is how

to build a fully open family of LALMs that matches or exceeds closed systems on expert-level

reasoning while supporting long audio, multi-turn interaction, and uni�ed speech/sound/music

understanding.

(ii) Data for LALM training. Prior open training corpora for LALMs were dominated by short

clips with short captions (AudioCaps, Clotho, WavCaps), which together contain roughly 1.4M

audio–caption pairs, lack diversity, and under-represent critical domains such as home sounds,

long-form speech, and music beyond Western popular styles. Expert-level reasoning data was

nearly non-existent in the open, and long-form audio QA datasets did not meaningfully exist.

Synthetic augmentation approaches, meanwhile, relied on traditional signal-processing perturba-

tions (noise injection, SpecAugment), which fail to introduce new semantic content and saturate

quickly in data-scarce regimes. The open question is how to curate and generate audio training

data at a scale and with a skill distribution that supports expert reasoning and long-form under-

standing.

(iii) Audio encoders for LLMs. The dominant audio-language encoders before this work–CLAP [11]

and its variants–were trained with vanilla contrastive objectives and, while effective for retrieval,

had two well-documented weaknesses. First, they lacked compositional understanding: given

a caption describing several events in a speci�c temporal order, CLAP-based models could not
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reliably distinguish it from a caption with the same events in a different order. Second, Whisper-

family encoders excelled on speech but collapsed on non-speech acoustic detail needed for music

and general sound understanding. The open question is how to build audio encoders that unify

speech, sound, and music at scale while remaining faithful to �ne-grained compositional and

temporal structure.

(iv) Long-form audio understanding and reasoning. Prior open LALMs capped effective audio

context at roughly 30 seconds (driven by the Whisper window) and had no mechanism for ag-

gregating evidence across minutes of audio. No open dataset existed for supervising long-audio

reasoning, and no benchmark reliably measured it. On temporally extended tasks, even fron-

tier closed models degraded sharply as duration increased–Gemini 2.5 Pro reaches only 66.2%

on long-audio reasoning. The open question is how to train LALMs that can attend to, ground

reasoning in, and faithfully aggregate evidence across audio inputs spanning tens of minutes.

(v) Evaluation of audio reasoning. Benchmarks before this work (AudioSet classi�cation, Clotho

/ AudioCaps captioning, AudioCaps AQA) tested recognition and description rather than reason-

ing, and reported already-saturated metrics. There was no open benchmark that probed expert-

level auditory reasoning across sound, music, and speech jointly, and no resource that tested

long-form or multi-audio reasoning. Multiple-choice formats further allowed models to succeed

via option-elimination and language priors rather than genuine auditory analysis. The open ques-

tion is how to design evaluations that genuinely measure expert audio reasoning and reveal the

real gap between models and human listeners.
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(vi) Audio in omni-modal systems. Closed omni-modal systems (GPT-4o, Gemini) and open-

weight systems (Qwen2.5-Omni, Qwen3-Omni) have shown that audio, vision, and language can

be processed jointly. However, three limitations remain. First, most open omni-modal models are

trained predominantly on unimodal audio and visual data and are expected to learn cross-modal

reasoning implicitly, which produces weak joint perception. Second, evaluation of these systems

is dominated by short-clip benchmarks with average video durations under one minute, which

do not re�ect the medium- to long-form videos humans actually consume. Third, open systems

lag closed systems substantially on long audio-visual reasoning, and the recipes that would close

the gap (data, curriculum, reasoning supervision) are not disclosed. The open question is how to

build a fully open audio-visual LALM that jointly reasons over long, complex, real-world videos,

and how to evaluate it on benchmarks that actually test such reasoning.

This dissertation addresses all six open questions. The Contributions section below enu-

merates what we did for each, and Figure 1.1 provides a global visual summary.

Empirical Contributions

The main objective of this dissertation is to advance audio processing in the era of LLMs by

developing novel methods for integrating speech, non-speech sounds, and music understanding

into AI systems. Our work focuses on improving audio-language alignment, sharpening reason-

ing over complex auditory inputs, and enabling long-form audio understanding, generation, and

reasoning. Figure 1.1 shows how our six thrusts �t together: scalable data curation (2) and im-

proved audio perception (2) provide foundations that feed the Flamingo family of open models

(1); long-form reasoning capabilities (4) extend those models to 30-minute audio contexts; ex-
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Figure 1.1: Global overview of the dissertation's six research thrusts and their corresponding
chapters. Chapter 3 introduces compositional audio-language reasoning; Chapters 4–5 develop
improved audio perception and scalable synthetic data generation; Chapters 6–8 establish bench-
marks and models for expert-level and long-form audio reasoning within the Flamingo family;
Chapters 9–10 extend this framework to music understanding and uni�ed audio understanding,
generation, and reasoning; and Chapters 11–12 broaden the scope to omni-modal audio-visual
understanding and reasoning. Collectively, these chapters trace a progression from foundational
data and perception methods, to fully open large audio-language models, to long-context reason-
ing and �nally joint audio-visual intelligence.

pert benchmarks (5) set targets at every stage; and the omni-modal thrust (6) carries the resulting

audio intelligence into joint audio-visual systems.

The key contributions of this dissertation can be summarized along the following six thrusts.

1. Fully Open Large Audio-Language Models.We develop the Flamingo series–spanning

Audio Flamingo 2, Audio Flamingo 3, Audio Flamingo Next, and Music Flamingo–a fam-

ily of fully open LALMs capable of �ne-grained audio perception, long-form audio under-
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standing, and expert-level reasoning across sound, music, and speech. These capabilities

are enabled by new audio-language encoders trained with novel objectives for improved

�ne-grained perception, multi-stage training curricula that scale context to long-form con-

tinuous audio, architectural mechanisms for faithful long-horizon temporal reasoning, and

methods to enable strong audio reasoning for complex problems–including GRPO-based

reinforcement learning with chain-of-thought supervision for expert-level understanding.

Together, these designs yield state-of-the-art results across a broad range of audio under-

standing and reasoning benchmarks. Concretely, the Flamingo series improves MMAU-

Sound by +11.1% and MMAU-Music by +16.2% over the prior open SOTA, reaches 64.2%

on LongAudioBench (up from 31.1%, and surpassing Gemini 2.5 Pro's 60.4), and achieves

SOTA on more than 20 audio understanding and reasoning benchmarks, surpassing prior

open and closed models on long-form and expert audio reasoning. Additionally, we pro-

pose GAMA, an early LALM that demonstrated how carefully curated synthetic data can

improve expert and complex reasoning capabilities, and UALM, a uni�ed audio-language

model that jointly supports understanding, generation, and reasoning.

2. Data Generation at Scale.We develop novel methods to curate real data and generate syn-

thetic audio and QA pairs to improve audio comprehension and reasoning in AI models.

Beyond data curation in the Flamingo series–including internet-scale long-audio collection,

agentic web search for diverse audio discovery, and large-scale skill-speci�c QA synthesis–

we develop Synthio, a synthetic data generation technique that couples preference-aligned

text-to-audio generation with MixCap-based caption diversi�cation to improve audio clas-

si�cation in data-scarce scenarios, yielding absolute gains of 0.1%–39% on ten classi�-
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cation benchmarks over strong augmentation baselines. We also introduce AudioSkills

( 4.2M expert-reasoning QA pairs, substantially larger than any prior open reasoning dataset

for audio) and LongAudio (the �rst large-scale long-audio understanding dataset, with over

260K QA instances spanning audio from 30 seconds to 5 minutes), together with AF-

Think-Time–a new dataset of temporally grounded thinking chains for long-audio reasoning–

and scalable pipelines for generating multi-turn chat, safety, and instruction-following data

for LALMs.

3. Improved Audio Perception. We propose robust audio encoders that enhance repre-

sentation quality for LLMs, evaluated against standard audio-perception metrics such as

linear-probe and �ne-tuning accuracy on audio classi�cation benchmarks, retrieval Recall

on audio–caption benchmarks, and zero-shot classi�cation accuracy on held-out sets. Our

methods–MAST, SLICER, and EH-MAM–introduce novel self-supervised learning algo-

rithms for extracting rich features from unlabeled audio, together achieving state-of-the-art

performance across a wide range of downstream audio understanding tasks (SOTA on 16

tasks). ReCLAP and AF-CLAP advance audio-language encoders by incorporating both

synthetic and real data along with compositionally-aware objectives, improving retrieval

Recall by 0.15%–4.67% over the prior CLAP SOTA and compositional reasoning accu-

racy by 11.85%–23.8%. Each model in the Flamingo series is also powered by novel audio

encoders trained at scale that unify speech, sound, and music understanding, including the

AF-Whisper encoder further pre-trained on larger and more diverse corpora encompassing

multilingual speech and multi-talker ASR data.

4. Long-Form Audio Understanding & Reasoning.We propose datasets and novel training
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paradigms that enable LLMs to reason over long-form audio of up to 30 minutes, including

environmental soundscapes, music, and spoken dialogues. Our Flamingo series is one of

the �rst families of open models capable of long audio understanding and reasoning, backed

by novel curated datasets (LongAudio for training, LongAudioBench for evaluation) and

training curricula that progressively extend context. On LongAudioBench, our models

advance the state of the art from 31.1% to 64.2% (+33.1% absolute), surpassing Gemini

2.5 Pro (60.4 GPT-4o score). We also introduce Temporal Audio Chain-of-Thought, a

reasoning paradigm that explicitly grounds intermediate reasoning steps to timestamps in

long audio, enabling �ne-grained temporal alignment, more faithful evidence aggregation,

and improved interpretability over extended audio contexts.

5. Benchmarking Expert Audio Reasoning.We propose new benchmarks such as MMAU,

MMAU-Pro, LongAudioBench, and CompA-R-test that assess expert-level audio reason-

ing in LLMs, moving beyond traditional classi�cation tasks to more complex auditory

comprehension challenges spanning sound, music, and speech across both short and long

audio contexts. MMAU comprises 10K expert-annotated questions; MMAU-Pro extends

this with 5,305 expert-annotated QA pairs across 49 skills and introduces the �rst open

benchmarks for multi-audio and spatial audio reasoning, with up to 10 answer options

to curb option-elimination shortcuts. These benchmarks expose systematic gaps in cur-

rent LALMs: even top proprietary models reach only 75.76% on MMAU and 58.7% on

MMAU-Pro against human performance in the mid-80s, establishing clear targets for the

�eld.

6. Advancing Audio Processing for Omni-Modal Understanding and Reasoning.Finally,
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we investigate methods for advancing audio processing in omni-modal systems that jointly

reason over audio, visual, and textual information. The new capability of this work is

long-form, �ne-grained audio-visual reasoning. We introduce MMOU, the �rst long-form

omni-modal benchmark, with an average video duration of 711.6 seconds–far exceeding

prior omni-modal benchmarks–which reveals systematic failure of current systems (best

open model 46.8%, human baseline 84.3%). We then introduce AV-Flamingo, a fully open

audio-visual LALM purpose-built for long and complex real-world videos, enabled by a

large-scale audio-visual dataset explicitly curated for cross-modal learning rather than re-

lying on separate unimodal corpora, a multi-stage curriculum that progressively extends

context from short-range perception to long-horizon multi-event reasoning, and a tempo-

rally grounded chain-of-thought framework that anchors intermediate reasoning steps to

timestamps in both audio and visual streams. AV-Flamingo achieves SOTA across more

than 15 audio-visual, omni-modal, audio, and vision benchmarks. Together, these con-

tributions move omnimodal evaluation and modeling from short-clip recognition toward

temporally extended, audio-grounded reasoning.

Fundamental Contributions

While the dissertation spans multiple models, datasets, benchmarks, and application set-

tings, its core scienti�c contributions can be distilled into three fundamental ideas that cut across

all chapters:principled data design for audio intelligence, principled learning for audio-language

models, andprincipled evaluation and benchmarking. Together, these contributions de�ne a uni-

�ed methodology for advancing audio processing in the age of large language models.
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1. Principled Data Design. A central contribution of this dissertation is the view that data

should not be treated merely as something to scale, but as something to design. This includes

thinking carefully about what sources of data are most useful, what kinds of audio and multimodal

inputs are needed for different capabilities, what skills the data should teach, how metadata and

supervision should be obtained, and how the resulting data should be validated before it is used

for training. Across the dissertation, this perspective leads to methods for curating real-world

data, generating synthetic data, selecting the right sources from the web, matching different forms

of data to different target skills, and formalizing end-to-end pipelines for data construction and

quality control. The broader contribution is therefore not only new datasets, but a more principled

framework for data creation: one that emphasizes skill coverage, source quality, supervision

�delity, and alignment between the data and the capabilities a foundation model is expected to

acquire.

2. Principled Learning for Foundation Models. A second fundamental contribution of this

dissertation is the idea that learning in foundation models should be treated as a structured process

rather than a single-stage optimization problem. In practice, not all data should be seen in the

same way, not all parameters should be updated at the same time, and not all capabilities should

be learned at the same stage. Similar to human learning, strong performance often requires a

curriculum that controls the order, dif�culty, and mixture of training signals. This dissertation

develops that perspective through multi-stage training strategies, stage-wise decisions about what

to freeze and �ne-tune, careful blending of different data sources, and progressive exposure to

increasingly complex perception and reasoning tasks. The key contribution is thus a general

learning philosophy: foundation models bene�t from curricula that co-design data complexity,

model adaptation, and learning objectives, instead of treating all supervision as interchangeable.
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3. Principled Evaluation and Benchmarking. The third fundamental contribution of this dis-

sertation is an evaluation-centered view of model development. Rather than treating benchmarks

as a �nal reporting tool, this work treats evaluation as an active part of the scienti�c process:

one should �rst de�ne the capabilities that matter, then build the right benchmarks to measure

them, and use the resulting failures to guide the next iteration of data and model design. This

perspective motivates the creation of new benchmarks that target missing capabilities, includ-

ing complex reasoning, long-context understanding, multi-input reasoning, and joint multimodal

inference. More broadly, it establishes a framework of continuous evaluation, where model de-

velopment is repeatedly informed by rigorous testing on the right skills, the right task formats,

and the right sources of real-world data. The contribution is therefore not only a set of new bench-

marks, but a methodology for ensuring that foundation models are developed against meaningful

targets rather than super�cial gains on incomplete evaluations.
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Chapter 2: Related Works

This chapter reviews prior research through the same six axes introduced in Chapter 1,

namely: (1) open large audio-language models, (2) data for large audio-language model training,

(3) audio encoders and representation learning for LLMs, (4) long-form audio understanding

and reasoning, (5) benchmarking and evaluating audio reasoning, and (6) audio in omni-modal

systems. Organizing the literature in this way helps align the related work directly with the central

thrusts of this dissertation and clari�es how the prior state of the �eld motivated each contribution

presented in the following chapters.

2.1 Open Large Audio-Language Models

Audio understanding is a broad �eld focused on analyzing and interpreting auditory sig-

nals such as speech, music, and environmental sounds. It encompasses tasks like audio scene

analysis, sound event detection, speech recognition, and semantic audio analysis, aiming to ex-

tract meaningful insights from raw audio data [21, 22]. These insights drive a wide range of

real-world applications, including assistive technologies, surveillance, content indexing, online

meeting analysis, and interactive AI systems [2, 23].

Foundational tasks in audio understanding include audio classi�cation (e.g., event or genre

recognition) [22], audio question answering [24], source separation [25], Automatic Speech
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Recognition (ASR) [26], speech translation [27], and audio generation [28]. However, earlier

work primarily focused on closed-set tasks with prede�ned labels rather than open-ended reason-

ing over audio. The emergence of Large Language Models (LLMs) has enabled more complex

auditory reasoning, leading to new challenges such as open-ended audio question answering and

multimodal world knowledge reasoning [8, 9].

Large Language Models (LLMs) trained at scale with the next-token prediction objective

inherently encode world knowledge in their parameters [6]. These models learn general-purpose

representations that can be further aligned with speci�c task requirements through techniques

like instruction tuning [29]. Instruction tuning (IT), namely �ne-tuning an LLM with instruction-

response pairs, has proven to be an effective alignment method across modalities. For instance,

LLaVA [30], a pioneering vision-language model, demonstrated that �ne-tuning an LLM on vi-

sual instruction-response pairs with additional vision features as input can enable visual reason-

ing and understanding. Subsequent works have further improved Large Vision-Language Models

(LVLMs), achieving state-of-the-art performance on vision-language tasks [31].

Similarly, recent research has shown success in integrating audio perception into LLMs,

giving rise to Large Audio-Language Models (LALMs), broadly categorized into two types.

Encoder-Only ALMs: These models learn a shared embedding space between audio and text

using an encoder-only architecture. CLAP, inspired by CLIP [32], was one of the �rst encoder-

based ALMs, achieving strong performance on audio-language retrieval and zero-shot classi�-

cation. Several subsequent works improved upon CLAP by scaling datasets [33], introducing

novel training objectives [34], or incorporating synthetic data [35]. Other notable encoder-based

models include Wav2CLIP [36], AudioCLIP [37], and CoLLAT [38].

Encoder-Decoder ALMs: With the rise of LLMs, encoder-decoder ALMs have gained signi�-
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cant traction. Pengi [20] was among the �rst to leverage this paradigm, achieving strong results

across audio classi�cation tasks. This spurred a wave of open and open-access LALMs, includ-

ing LTU [19], LTU-AS [39], SALMONN [13], AudioGPT [40], GAMA [9], Qwen-Audio [41],

Qwen2-Audio [42], and the Audio Flamingo series [8, 17, 18, 43, 44]. These models have sub-

stantially improved performance on core tasks such as ASR [45], audio captioning [46], and

acoustic scene classi�cation [47], while unlocking new capabilities such as open-ended audio

question answering requiring complex reasoning and world knowledge [8, 9].

However, despite extensive evaluation on both closed- and open-ended tasks, the ability of

LALMs to perform complex reasoning remains largely underexplored. Most advances have fo-

cused on scaling model size and training data rather than improving data quality or audio encoder

representations. While this has yielded gains on foundational tasks like classi�cation and cap-

tioning, expert-level auditory reasoning remains a major open challenge and a critical stepping

stone toward Arti�cial General Intelligence (AGI) [48].

Chain-of-Thought Reasoning in LALMs. Chain-of-Thought (CoT) reasoning has recently

emerged as an effective post-training paradigm for LALMs, improving deliberate reasoning in

audio question answering. Models such as R1-AQA [49], Omni-R1 [50], Mellow [51], and Step-

Audio-R1 [52] demonstrate consistent gains across benchmarks. Nevertheless, they are largely

developed for short audio, where relevant evidence is typically easy to localize, directly veri�able,

and often singular. In contrast, long-form audio reasoning often requires aggregating and relat-

ing multiple temporally dispersed pieces of evidence. We therefore hypothesize that explicitly

grounding reasoning steps in time is crucial for long-audio understanding, as it encourages faith-

ful evidence aggregation and reduces hallucination. Additionally, we observe that models such
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as Step-Audio-R1 often generate excessively long reasoning traces for audio QA (e.g.,> 16K

tokens on MMAU [53]), leading to substantial inference overhead. To address this, we propose

Temporal Audio Chain-of-Thought, a reasoning paradigm that explicitly grounds intermediate

reasoning steps to timestamps in the audio, encouraging concise, evidence-based reasoning.

2.2 Data for Large Audio-Language Model Training

Expanding or augmenting small-scale datasets with additional data has been widely stud-

ied in the literature. Traditional augmentation methods, which apply randomly parameterized

arti�cial transformations to data during training, remain the most common approach across lan-

guage [54, 55], vision [56, 57, 58], and audio [59, 60]. For audio, speci�c techniques include

SpecAugment, adding background noise, reverberation, and random spectrogram transforma-

tions. With the emergence of generative models, synthetic data augmentation has been increas-

ingly adopted for language [61, 62, 63] and vision [64, 65], proving to be more effective than

traditional methods. These approaches generally incorporate explicit steps to ensure the consis-

tency and diversity of generated augmentations. In contrast, the application of synthetic data to

audio and speech remains underexplored. Recent attempts include generating synthetic captions

for improving audio-language pre-training [66], improving text-to-audio models with synthetic

captions [67], and environmental scene classi�cation [68, 69].

ASR has seen some of the most aggressive scaling efforts in audio understanding, with

open-weight models trained on millions of hours of audio [70, 71]. However, measuring progress

remains challenging, as many of these systems lack transparency around their training data. In

contrast, fully open models such as OWSM [45] offer greater reproducibility and transparency.
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Similarly, for LALMs, the Audio Flamingo series has emphasized openness in data, methods,

and model weights. Nevertheless, scaling general audio understanding remains dif�cult due to

the scarcity of large-scale audio paired with clean, high-quality supervision. This challenge is

especially acute for expert reasoning, multi-turn dialogue, long-form audio understanding, and

music-centric tasks, where openly available supervision is substantially more limited than for

conventional short-caption datasets. These limitations motivate the need for both large-scale real

data curation and carefully designed synthetic data generation pipelines that improve not only

quantity, but also skill coverage, dif�culty, and supervision quality.

2.3 Audio Encoders and Representation Learning for LLMs

Representation Learning for Non-Speech Sounds.Self-supervised learning (SSL) has emerged

as a powerful paradigm for learning representations from unlabeled data, achieving state-of-the-

art (SOTA) performance in various domains, including text, vision, and speech. SSL has been

particularly effective in low-resource settings, where models trained on large-scale pretraining

data can be adapted to downstream tasks through transfer learning. Several SSL frameworks

rely on contrastive learning, masked prediction, clustering, and momentum encoders to learn

robust representations. For instance, contrastive methods like SimCLR [72] and MoCo [73]

push apart representations from different samples while pulling together augmented views of the

same instance. Non-contrastive approaches such as BYOL [74] and SimSiam [75] introduce ar-

chitectural asymmetry to avoid collapse, while clustering-based methods like DeepCluster [76]

generate pseudo-labels to enhance representation learning.

In the audio domain, SSL methods have advanced general-purpose representations for tasks
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like classi�cation, retrieval, and source separation. Early works such as AuDeep [77] explored

metric learning and autoencoding, while CPC [78] and wav2vec [26] leveraged contrastive pre-

dictive coding. TRILL [79] introduced a triplet-based loss to learn time-consistent embeddings,

and COLA [80] re�ned contrastive objectives for audio representation learning. More recent

approaches, such as BYOL-A [81], extend BYOL to audio by minimizing the mean squared

error of augmented audio pairs, while DECAR [82] applies DeepCluster-inspired clustering to

pretrain audio models. Transformer-based models like SSAST [83] incorporate masked spectro-

gram patch modeling, demonstrating the effectiveness of attention-based architectures for SSL

in audio. Despite these advances, most methods focus on low-level audio features, with limited

exploration of expert-level audio reasoning, highlighting an important gap in current research.

Representation Learning for Speech.SSL has emerged as a prevalent speech representation

learning paradigm, demonstrating impressive downstream performance under low-resource set-

tings [84, 85]. At its core, SSL relies on the quality of pretext tasks for capturing varied learning

signals from unlabeled data sources. Based on the nature of the pretext tasks, SSL frameworks

are further categorized into the following sub-categories: 1)Contrastive Approaches: the pretext

task is designed to maximize latent space similarity between the anchor and positive samples

while minimizing the similarity between the anchor and negative samples. 2)Generative Ap-

proaches: these methods primarily focus on �rst building a target by randomly masking multiple

speech frames and then reconstructing them by optimizing a similarity measure (MSE or Cross

Entropy) between the predicted frames and the targets. The pretext task includes predicting fu-

ture input from past inputs [86, 87], masked from unmasked [88, 89], or the original from some

other corrupted view [90]. Masked Acoustic Modeling has undoubtedly seen the most success
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for speech representation learning.

Masked Acoustic Modeling (MAM). Conventional MAM architectures �rst perform frame-

level masking, where randomly selected speech frames are masked using various existing mask-

ing strategies, including block or random masking [91, 92]. Next, they either employ a single

encoder network like BERT [93] to predict masked regions in a speech input [94, 95, 96, 97] or

utilize self-distillation methods, where the student learns to reconstruct masked information un-

der the guidance of an identical teacher network [88, 89, 98]. Although a considerable amount of

research in MAM has gone toward improving model architecture [88, 89] and introducing novel

pretext tasks [98], developing better masking strategies remains underexplored.

From the perspective of LALMs, the encoder is not merely a feature extractor but the

front-end that determines what acoustic evidence is made accessible to the language model. This

introduces requirements beyond standard retrieval or classi�cation performance. In particular,

encoders for LLMs should preserve �ne-grained temporal structure, support speech, sound, and

music jointly, and remain faithful under compositional queries involving multiple overlapping or

temporally ordered events. Prior encoder families, especially CLAP-style models, have demon-

strated the strength of large-scale audio-language contrastive pre-training, but they also reveal

key limitations in compositional and temporal �delity. This motivates the search for stronger

audio encoders speci�cally designed to serve as robust perceptual backbones for downstream

reasoning-oriented LALMs.
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2.4 Long-Form Audio Understanding and Reasoning

Current ALMs are limited to perceiving at most 30 seconds of audio [42], with a majority

con�ned to at most 10 seconds [9, 19]. This can be attributed to the fact that these models employ

audio encoders that support only short audio encoding and datasets where a majority of the data is

at most 10 seconds. Long speech has received some attention [99, 100], but it has primarily been

explored for ASR and not for more complex tasks. While the �eld of long video understanding

has seen advancements recently [101, 102], to the best of our knowledge, no current work or

datasets exist for long audio understanding and reasoning.

This limitation is fundamental rather than merely architectural. Long-form audio reasoning

often requires models to detect, localize, and aggregate evidence distributed over minutes of au-

dio, including temporally distant cues in conversations, soundscapes, music, and mixed acoustic

environments. In such settings, the relevant evidence may be sparse, repeated, overlapping, or

only interpretable through relationships across time. As a result, strong performance on short clip

classi�cation, captioning, or short-form AQA does not naturally transfer to long-audio reasoning.

Existing LALMs therefore face a dual bottleneck: they are constrained by front-end encoders that

process short temporal windows, and they lack training curricula and supervision resources that

explicitly teach evidence aggregation over extended auditory contexts.

Recent reasoning-oriented post-training methods further highlight this gap. While CoT-

style reasoning improves short-audio QA, it does not by itself solve the problem of grounding in-

termediate reasoning in long temporal contexts. In long-form audio, ungrounded reasoning traces

can easily drift away from the actual evidence, leading to hallucination, spurious associations, or

unnecessary verbosity. This motivates temporally grounded reasoning methods that explicitly
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link intermediate reasoning steps to timestamps or local temporal segments in the audio stream.

Such grounding is important not only for accuracy, but also for interpretability, faithfulness, and

ef�cient inference on extended contexts.

2.5 Benchmarking and Evaluating Audio Reasoning

With the rapid rise of multimodal LLMs, there has been a signi�cant surge in the devel-

opment of comprehensive benchmarks for text and vision modalities to assess expert-level do-

main knowledge and advanced reasoning capabilities, including subject knowledge [103, 104],

safety [105, 106], multilingual pro�ciency [107], multidisciplinary understanding [108, 109], per-

ception tests [110], mathematical reasoning [111, 112], and video understanding [113, 114, 115].

However, despite this progress, there is still a notable lack of similarly complex benchmarks for

the audio modality.

To address this gap, a few attempts have been made to build audio-language benchmarks

for speech (e.g., OpenASQA [116]), sound (e.g., CompA [117], CompA-R [118]), music (e.g.,

MusicBench [119], MuChin [120], MuChoMusic [121]), and their combinations (e.g., AIR-

Bench [122], AudioBench [123]). These benchmarks, however, either focus on limited reasoning

tasks like compositional or temporal reasoning [117] or rely on fundamental audio tasks like ASR

and acoustic scene classi�cation [122]. To the best of our knowledge, no existing benchmark fully

addresses the breadth and depth of reasoning required to evaluate advanced audio understanding,

leaving a critical gap in the assessment of LALMs' capabilities.

A broader issue is that many existing audio benchmarks measure recognition or description

rather than reasoning. Tasks such as closed-set classi�cation, keyword recognition, or short cap-
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tion generation often saturate quickly and may not reveal whether a model genuinely understands

temporal relations, causal structure, multi-event composition, speaker interactions, or expert mu-

sic and sound knowledge. Moreover, benchmark formats can themselves introduce shortcuts.

For instance, limited-option multiple-choice settings may allow models to exploit language pri-

ors, test-set artifacts, or option elimination strategies rather than performing genuine auditory

analysis. These limitations motivate benchmarks that are harder, more diverse, and explicitly

designed to probe expert reasoning across sound, speech, and music, including long-form and

multi-audio settings.

2.6 Audio in Omni-Modal Systems

Multimodal Benchmarks. A wide range of benchmarks have been proposed to evaluate multi-

modal models, including visual question answering [124], video understanding [125, 126], gen-

eral image understanding [108, 127, 128], and audio reasoning [53, 129, 130]. While these bench-

marks have driven substantial progress, they predominantly evaluate isolated modalities or single-

task settings, resulting in an incomplete evaluation of multimodal capabilities. Several audio-

visual datasets such as VALOR [131], AVQA [132], MusicAVQA [133], AV-Odyssey [134],

AVHBench [135], and AVCaps [136] have been proposed for joint evaluation of multimodal mod-

els. More recent benchmarks such as WorldSense [137], DailyOmni [138], OmniBench [139],

OmniVideoBench [140], and UNO-Bench [141] move toward more complex joint audio-visual

evaluation, but remain constrained in critical ways. They often limit questions to a single dom-

inant modality [132, 133, 137, 139], focus on short-duration videos [138, 142], or operate at

a small scale with limited task diversity and category coverage [141, 143], preventing rigorous
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evaluation of long-context reasoning and joint cross-modal inference.

Large Vision- and Video-Language Models.The dominant paradigm for vision-language mod-

els (VLMs) connects a pretrained vision encoder to a large language model (LLM) via a learned

projection layer. Flamingo [144] introduced gated cross-attention layers to bridge frozen vision

and language backbones, enabling in-context few-shot learning from interleaved image–text se-

quences. BLIP-2 [145] introduced the Q-Former for bridging frozen encoders with frozen LLMs

via two-stage pretraining, while LLaVA [146] demonstrated that GPT-4-generated instruction-

following data could ef�ciently �ne-tune a vision-language assistant, spawning a rich line of

successors [147, 148]. More recent models such as InternVL 2.5 [149] and Qwen2.5-VL [150]

scale vision encoders to billions of parameters with progressive alignment training and dynamic-

resolution processing. Extending VLMs to the temporal domain, Video-ChatGPT [151] and

VideoChat2 [152] introduced video instruction tuning and progressive training strategies, while

LLaVA-Video [153] showed that high-quality synthetic data substantially boosts video LMM per-

formance. On the proprietary frontier, Gemini 1.5 Pro [154] demonstrated long-context mixture-

of-experts architectures processing over one hour of video. Despite these advances, most video

LLMs either process only short clips or lack integrated audio reasoning.

Audio-Visual and Omni-Modal LLMs. Integrating audio and visual streams into a uni�ed

model requires cross-modal alignment, temporal synchronization, and handling of diverse input

combinations. Video-LLaMA [155] and its successor [156] used dedicated Q-Formers for visual

and audio encoding, while video-SALMONN [157] proposed multi-resolution causal Q-Formers

for �ne-grained temporal audio-visual alignment. On the frontier of omni-modal systems, pro-

prietary models such as GPT-4o [158] and Gemini 1.5 Pro process text, images, audio, and
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video end-to-end. Among open-source omni-modal models, Qwen2.5-Omni [159] introduced

a thinker-talker dual architecture for streaming multimodal input, and Phi-4-Multimodal [160]

demonstrated that a Mixture-of-LoRAs architecture enables a compact model to jointly han-

dle vision, speech, and text. Most closely related to our work, OmniVinci [161] introduced

cross-modal alignment and temporal embedding innovations with a 24M-sample synthetic data

pipeline, achieving strong gains over Qwen2.5-Omni while using6� fewer training tokens. How-

ever, existing AV-LLMs largely target short-to-medium clips and do not address long-form, tem-

porally grounded audio-visual reasoning at scale.

Long-Form Video Understanding and Temporal Reasoning.Understanding long videos re-

mains one of the most challenging open problems in multimodal AI. LongVA [162] demonstrated

that long-context language capabilities transfer to vision without video-speci�c training, while

Video-MME [125] and MMOU [163] established benchmarks revealing systematic performance

degradation over longer durations and that even the best proprietary models achieve only 64.2%

accuracy on long omni-modal understanding tasks. On temporal reasoning, Chain-of-Thought

prompting [164] demonstrated that LLMs bene�t from intermediate reasoning steps, and subse-

quent works have extended this to video [165, 166] and audio-visual domains [43]. Our proposed

Temporal Audio-Visual Interleaved Chain-of-Thought (TAVI-CoT) advances this direction by

jointly grounding reasoning steps to timestamps in both audio and visual streams simultaneously.

Curriculum Learning and Data Curation. Curriculum learning [167] organizes training from

easy to hard tasks, and multi-stage training has emerged as a dominant strategy for building

multimodal capabilities progressively. The Audio Flamingo series [43, 168] progressively ad-

vanced curriculum design from basic audio understanding to expert reasoning and long audio
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comprehension. VideoChat2 [152] and OmniVinci [161] adopted staged training strategies from

modality-speci�c to joint omni-modal learning. On data curation, LLaVA [146] pioneered GPT-

4-assisted instruction data generation, later scaled to video by LLaVA-Video [153] and to the

omni-modal domain by OmniVinci's data engine [161]. Audio Flamingo 3 [43] scaled skill-

speci�c synthetic data to AudioSkills-XL with 8M QA pairs and LongAudio-XL with 1.25M

long-audio reasoning pairs. Our proposed Audio-Visual-Skills dataset extends these principles

to the joint audio-visual domain, explicitly targeting temporal, compositional, and cross-modal

reasoning in long real-world videos.

2.7 Language Model-Based Audio Generation and Uni�ed Audio Models

Modern text-to-audio generation models can be broadly classi�ed as diffusion models [169,

170, 171, 172], auto-regressive language model (LM) approaches [173, 174], and their hy-

brids [175]. Recently, diffusion-based models have been shown to have better generation qual-

ity [171, 172]. However, we demonstrate that with proper data scaling and a carefully designed

training recipe (see §10.2.2), an LLM-based architecture can outperform diffusion models on

this task. Furthermore, while conventional text-to-audio models, including both diffusion and

LM approaches, often take contextual or contrastive embeddings [176, 177] of the caption as

cross-attention inputs, we show that a built-in BPE text tokenizer in a decoder-only LLM can

achieve similar or better results.

Uni�ed Audio Understanding and Generation. There are many audio foundation models spe-

cialized in understanding [8, 41, 43, 178]or generation [170, 171, 172, 173]. To our knowl-

edge, UALM is the �rst audio language model that successfully uni�es these distinct capabilities
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within a single framework. Works with similar motivation have been explored in the vision and

pure speech �elds, but they often suffer from severe degradation on text-only tasks [179, 180,

181, 182, 183]. In contrast, UALM maintains high text reasoning capabilities, showing minimal

degradation on text-only benchmarks during multimodal pre-training.

Although audio generation is not one of the six primary axes organizing the introduction,

it is closely connected to the broader goal of building general-purpose audio-language systems.

In particular, uni�ed models that jointly support understanding, reasoning, and generation raise

important questions about how perceptual and generative objectives should share representations,

how audio should be tokenized or encoded for decoder-only architectures, and how multimodal

pre-training affects general language reasoning. We therefore discuss this literature separately to

situate the uni�ed modeling aspects of this dissertation while keeping the main chapter organiza-

tion aligned with the six core research axes.
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Chapter 3: Improving Compositional Reasoning in Audio-Language Models

3.1 Motivation

In recent years, multi-modal contrastive pre-training has emerged as an active area of re-

search due to its great success in various downstream applications. CLIP [32], a pioneering

vision-language model (VLM) trained using a multi-modal contrastive approach between vision

and language representations, achieves state-of-the-art (SoTA) results in a variety of vision un-

derstanding tasks and enables crucial auxiliary tasks like image captioning [184], text-to-image

generation [185], etc. Inspired by CLIP, [11] introduce CLAP (Contrastive Language Audio Pre-

Training), an audio-language model (ALM) that employs contrastive pre-training between audio

and language representations and achieves SoTA in 16 downstream audio understanding tasks

like zero-shot audio classi�cation, text-to-audio retrieval, etc. CLAP imposes a shared repre-

sentation space for audios and their text descriptions (captions), making it superior for audio-

language perception than other models.

Despite much success, [186] show that ALMs often act as bag of words and lack natural

language comprehension. Understanding the relationship between text in captions and the corre-

sponding content of the audio is a fundamental goal of audio processing, and the fact that different

word orders correspond to differently perceived audio should be re�ected in the capabilities of

the ALMs. This phenomenon, also known ascompositional reasoning, may be characterized as
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the ALM's capacity to understand the interrelationships among multiple discrete acoustic events

in audio, such as order of occurence and attribute-binding, as conveyed through the words in the

caption. Work in natural language has shown that transformers are often remarkably insensitive

to word order [187]. Prior research has shown that models like CLIP, despite being trained on

abundant data, exhibit a de�ciency in compositional reasoning [188, 189, 190]. [190] argue that

one of the primary causes of this is that contrastive pre-training optimizes for retrieval, and it

is easy for these models to perform well on retrieval even without having a good compositional

understanding. In the past, researchers have proposed benchmarks [188, 190] and tried inducing

compositional reasoning in vision-language models (VLMs) [189, 190, 191], but no such attempt

has been made in the audio space yet.

3.2 Main Contributions

We perform the �rst systematic study for compositional reasoning in ALMs. To this end, we

propose two novel expert-annotated benchmarks and a novel learning paradigm to teach ALMs

compositional reasoning. Our main contributions are two-fold:

1. We develop two expert-annotated benchmarks, CompA-order and CompA-attribute,

with majority real-world audios, that serve as a test-bed to evaluate the compositional

reasoning of ALMs. CompA-order and CompA-attribute have 400 and 200 test instances,

respectively, where each instance has two or three audio-caption pairs. Each audio is dif-

ferent in composition, and each caption contains the same words but in a different order to

account for the different compositions. The task of an ALM is to correctly match the audios

with their captions. While CompA-order is used to evaluate the models' ability to under-
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stand the order of occurrence between two acoustic events in an audio, CompA-attribute is

used to evaluate the models' ability to link attributes to speci�c acoustic events (attribute-

binding). More than 90% of audio snippets in CompA are sourced from real-world audio

samples from AudioSet [23] by expert annotators experienced in audio and language re-

search. We discuss in Section 3.3 why current benchmarks do not evaluate compositional

reasoning and how CompA serves as an essential step to �ll this gap.

2. We propose a robust learning solution for improving compositional reasoning in audio-

language models. First, we propose several improvements to contrastive learning with

composition-aware hard negatives [190]. Employing hard negatives for each audio in the

batch has proven to be an effective solution, and we propose the following improvements:

(1) We formulate the objective such that the hard negative captions for a particular audio

are ignored by other audios in the batch.(2) We use an LLM to generate semantically

viable negatives. Additionally, due to the lack of compositional audios in current training

datasets, we propose a novel dataset with 110k+ audio-caption pairs based on the AudioSet

strong subset [192]. Next, we propose a modular contrastive learning objective that does

not require any existing compositional audio-caption pairs. Our proposed solution lever-

ages a template-based audio-caption creation approach and improves CLAP's �ne-grained

attribute-binding and order-understanding capabilities. More speci�cally, we aim at align-

ing captions of various granularities to an audio, each of which represents a decomposed

version of the audio scene. Additionally, we mine multiple negatives from the positives

by interchanging orders and attributes. CompA-CLAP outperforms all our baselines on

the CompA benchmark by 10%-28% while retaining performance on existing retrieval and

30



zero-shot classi�cation benchmarks.

3.3 CompA Benchmark

Overview. We propose two expert-annotated benchmarks,CompA-order andCompA-attribute ,

structured in the Winograd twin sentence format, to evaluate an ALMs' capabilities to understand

various types of compositional relationships. Each instance in each benchmark has two or three

audio-caption pairs, where each audio has the same acoustic events but with a different compo-

sition, and each caption has the same words (speci�cs detailed in next Sections). The task of

an ALM is to match the right caption with the right audio and vice-versa. We are particularly

inspired by the Winoground dataset proposed by [188] built for evaluating visio-linguistic com-

positional reasoning. Our work is also inspired from Winograd twin sentence format, originally

proposed in the Winograd schema challenge [193].

Annotation. Both benchmarks were annotated by four subject-matter experts specializing in

audio and language. To build CompA-order, we used natural audio samples sourced from Au-

dioSet Strong [192]. AudioSet Strong has temporal labels, and annotators were asked to annotate

continuous stretches of audio with the desired acoustic events. We opted for natural audio over

synthetic alternatives to capture inherent elements such as background noise and interventions,

thereby offering a test-bed for ALMs that closely mimics real-world conditions. Finally, a con-

tinuous stretch of audio with the annotated events is sliced (with gold timestamps), and a caption

is written for it.

3.3.1 Current benchmarks insuf�cient for evaluating compositional reasoning
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Figure 3.1: Comparison of CLAP perfor-
mance after shuf�ing the word order in cap-
tions. CLAP undergoes an average degrada-
tion of 0.04 in top-1(R@1) and 0.03 in top-10
(R@10) retrieval.

Fig. 3.1 illustrates the results of an experi-

ment where we show that it is easy for ALMs to

perform well on the most commonly used audio-

retrieval benchmarks, Clotho [194] and AudioCaps

[195], even without proper word ordering. Ad-

ditionally, we analyze the distribution of unique

nouns per caption and see that most of the audio

samples in the test set of both benchmarks have

only a single acoustic event and are non-compositional. [177] also report that CLAP achieves

similar benchmark performance when trained with captions stripped of all but nouns and verbs.

This suggests that even ALMs without compositional reasoning abilities can perform well on

these benchmarks.

3.3.2 CompA-order

Figure 3.2: CompA-order evaluates an
ALMs' capability to understand theorder of oc-
currencebetween multiple acoustic events in an
audio.

Fig. 3.2 illustrates an example from CompA-

order. We build CompA-order to evaluate an

ALM's ability to understand the order of occur-

rence between multiple acoustic events. At its core,

an acoustic event in an audio can eithersucceed

another event,precedeanother event, or occursi-

multaneouslywith it. CompA-order has 400 test

instances, with each instance comprising a minimum of two audio-caption pairs (C0,A0;C1,A1),
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where the audios have the same two acoustic events, but the order of occurrence of the event in

the audio differs. Out of the 400, 100 of these instances have an extra pair (C2,A2), where the

two acoustic events occur simultaneously. Expanding CompA with audios comprising more than

two acoustic events remains part of future work. The captions for the audios in an instance with

two pairs have the exact same words but in a different order, except for the instances with three

pairs, where only a single word that de�nes the preposition between the events is changed.

3.3.3 CompA-attribute

We build CompA-attribute to evaluate an ALM's ability to reason attribute-binding for

acoustic events. CompA-attribute has 200 test instances, with each instance comprising two

audio-caption pairs (C1,A1;C2,A2), where each audio has the same two acoustic events

Figure 3.3: CompA-attribute evaluates an
ALM's capability to understandattribute-
bindingfor multiple acoustic events in an audio.

but as if associated with a different attribute. The

term attribute is broad, and for our case, we con-

sider multiple attributes like source (example in

Fig. 3.3), qualitative (“Static hiss joins random

notes played by a synthesizer.”! “Static notes

joins random hiss played by a synthesizer.”), etc.

The captions have the exact same words but in a

different order. For CompA-attribute, we used synthetically generated audios from WavJourney

[196] that are carefully validated by experts who also supervise the generation process.
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3.4 CompA-CLAP: Improving Compositional Reasoning in ALMs

Fig. 3.5 illustrates the training methodology of CompA-CLAP. CompA-CLAP is initialized

with CLAP weights and is �ne-tuned twice to learn compositionality. In the next sub-sections,

we �rst discuss why currently available training datasets are insuf�cient to make an ALM learn

compositional reasoning. Second, we detail the two stages of CompA-CLAP training, which

prove to be superior to CLAP in compositional reasoning, when tested on CompA benchmarks.

3.4.1 Why current training datasets are insuf�cient to learn compositional rea-

soning?

Problem. Unlike vision-language models, which bene�t from being trained on internet-scale data

[197], datasets for training ALMs are generally orders of magnitude smaller.

Figure 3.4: Comparison of unique acoustic
events per audio between LAION Audio-630K
and CompA-AudioSet.

While the presence of compositional audio in the

training dataset does not guarantee the model will

acquire compositional reasoning skills [188], most

proposed composition learning techniques from lit-

erature operate under the assumption that composi-

tional audio is available within the training dataset

[190]. The largest ALM to date is trained on only 630k audio-text pairs [177]. The authors

propose LAION-audio-630K, pooled from several existing openly available datasets. However,

most of these audios do not have more than one acoustic event. Fig. 3.4 illustrates this phe-

nomenon by showing the distribution of unique nouns per caption in LAION-audio-630K. To
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expand the pre-training dataset, the authors further propose keyword-to-caption augmentation on

the large-scale AudioSet dataset [23]. Precisely, they feed the audio labels to a Pre-trained Lan-

guage Model (PLM), which generates a coherent caption from the labels. However, we argue that

such an augmentation scheme would generate captions that do not describe the correct ordering

of events and would adversely affect the models' compositional reasoning abilities. Table 1 from

[177] also shows that augmenting LAIONAudio-630K with the entire 2M AudioSet for CLAP

training almost never improves performance on any benchmark. We hypothesize that this is due

to their Keyword-to-Caption generation algorithm, which does not guarantee temporally aligned

captions.

3.4.2 Vanilla Contrastive Audio-Language Pre-training

Methodology. We train our own version of CLAP with contrastive audio-language pre-training

but with minor modi�cations. For the audio encoder, we employ HTSAT-large[198], as also

employed by [177]. For the text encoder, we replace the RoBERTa encoder with an instruction-

tuned Flan-T5-large encoder [199]. [200] showed the effectiveness of employing an instruction-

tuned encoder for multi-modal contrastive pre-training. Using our audio and text encoders, we

solve the contrastive objective similar to CLAP [11], which solves the InfoNCE loss [86] between

a batch of audio and text embeddings. Each audio in the batch of sizeB has one positive caption

and 2B-1 negative captions. The same holds for text representations.

Experimental Protocol. For pre-training, we make minor modi�cations to the LAION-audio-

630K pre-training dataset proposed by [177]. We introduce CompA-661k, with� 661k unique

audio-caption pairs. Our version of CLAP outperforms [177] on all existing retrieval bench-
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Figure 3.5: Illustration of contrastive learning techniques for improving compositional reasoning
in ALMs. Left: Contrastive training with compositionally-aware hard negatives where each audio hasK
hard negative captions generated using an LLM, and each audio in the batch ignores negatives of other
audios in the batch for more focused training.Right: Our proposed Modular Contrastive training employs
multiple positives and negatives for each audio in the batch generated using a template-based algorithm.
Each positive describes compositional relationships of various granularities in the audio, and this helps
the model learn �ne-grained order and attribute-binding. An audio in the batch ignores the positives and
negatives of other audios.

marks for both text-to-audio and audio-to-text retrieval by 0.15%-4.67%, and CompA-order and

CompA-attribute by 11.85%-23.8%.

3.4.3 Contrastive Pre-training with Compositionally-Aware Hard Negatives

Overview & Background. In this subsection, we describe our methodology to �ne-tune an

ALM using a modi�ed contrastive learning (CL) formulation with compositionally-aware hard

negatives. Following prior work in VLM �ne-tuning [190], we modify the vanilla CL objective

and introduce compositionally aware hard negative captions for each audio in the batch to teach

the model compositional reasoning. However, compositionally aware hard negative captions can

only be formed for existing compositional audios, and the absence of it in open-source datasets

is a considerable challenge to this approach.

A new training dataset with compositionally rich audio-text pairs. Building on the hypothesis

that training on a compositionally rich audio dataset can lead to better compositional reasoning,
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we propose AudioSet-CompA, a new paired dataset, with� 110k audio-text pairs for complex

compositional audios. To build this dataset, we generated captions for the AudioSet strong by

prompting an LLM and then asked two human annotators to evaluate and correct the captions.

We experimented with both GPT-4 [201] and LLaMa-2 [202], and we found GPT-4 to be better

at generating captions. The AudioSet strong subset has temporally strong labels, i.e., it includes

timestamps for custom prompt to generate captions that have the correct ordering of sound events.

Fig. 3.4 compares the average number of acoustic events per audio in existing and our dataset.

Methodology. To mine compositionally aware hard negative captions from existing captions,

we employ an LLM. Prior work in VLM �ne-tuning employs traditional NLP techniques [190],

we found an LLM to better deal with anomalies and generate linguistically and semantically

viable sentences. While most open- and closed-source LLMs are qualitatively competitive on

this task, we adhere to GPT-4 as it performed better at generating structured outputs. To generate

hard negatives, we ask the LLM to swap acoustic event ordering, replace the preposition, or

swap noun-verb associations. This helps generate negatives with similar contexts but different

compositions. Additionally, we constrain the LLM to perform these operations only when the

resultant swap resembles a plausible real-world scenario. This helps our model to learn more

meaningful compositional relationships in the feature space.

Given a datasetD with N audio-caption pairs (A ,T ), for every audioan 2 A and its

corresponding captiontn 2 T , we generateK compositionally-aware negative captionsthard
n .

The generated negative captions serve as hard negatives in our modi�ed contrastive �ne-tuning

objective. Unlike prior work, we formulate the objective such that hard negative captions for a

particular audio are ignored by other audios in the batch. This helps in more composition-focused

training. Thus, our �nal objective is de�ned as follows:
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where` t -2-a is the contrastive loss for text that treats audio as negatives and`a-2-t is the

contrastive loss for audio that treats text as negatives.B is the batch size indexed byi andj , �

is the temperature parameter and(thard
i k

)k2 [1;K ] is thekth negative caption for audio sampleai .

Finally, we combine both the losses with appropriate scaling factors,� 1 and � 2, to optimize:
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i ).

Experimental Protocol. For training, we use only the compositional audios from Clotho and

AudioCaps in addition to our AudioSet-CompA dataset. This results in� 100k training pairs,

which is signi�cantly low-resource compared with prior-art teaching a model compositional rea-

soning. We useK =3 negatives. We initialize the training with vanilla CLAP weights and only

train the last few layers to overcome the problem where �ne-tuning distorts pre-trained features

when the �ne-tuning and pre-training algorithms don't match [203, 204].

3.4.4 Modular Contrastive Learning for Fine-Grained Composition Understand-

ing

Overview & Background. This Subsection describes modular contrastive learning, a novel

contrastive learning formulation backed with a novel synthetic data creation methodology that

overcomes problems in compositionally-aware hard negative contrastive training, like scarcity of

existing compositional audio-caption pairs and learning �ne-grained compositional reasoning.

As discussed earlier, ALM training suffers from an acute lack of compositional audio.
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Thus, scaling contrastive pre-training with hard negatives poses a signi�cant challenge. Addi-

tionally, a single hard negative for an audio with multiple dif�cult-to-distinguish acoustic events

can be too complicated for the model to understand effectively. This is because real-world audio

is often complex and unpredictable. This hinders the model from learning �ne-grained attribute-

binding and order information. Thus, we propose a new learning methodology that can be easily

scaled, does not require any existing compositional audio-caption pairs, and helps the model learn

�ne-grained compositional reasoning. More speci�cally, we employ a modular template-based

approach to create compositional audios and their captions from single acoustic events and their

labels (which are abundantly and easily available). Then, we align each audio in the batch with

positive captions of various granularity and generate hard negatives with different compositions,

which allows the model to focus on �ne-grained compositional relationships in the audio.

Template-based synthetic creation of audio-caption pairs.Fig. 3.6 illustrates the proposed al-

gorithm.

Figure 3.6: Illustration of our template-based
audio-caption creation process.An LLM �rst gen-
erates a scene from a pool of available acoustic
events. We then perform simple operations to gener-
ate compositional audio and their captions. This pro-
cess also enables us to generate positives (and their
corresponding negatives) that de�ne �ne-grained re-
lations between events.

We propose a simple and scalable template-

based approach to create compositional audio,

their caption, and hard negatives for training.

We �rst create a pool of several unique audio

snippets and their labels, each comprising a

single acoustic event. Each label might have

several unique audio snippets corresponding

to it. Using the snippet and the label corre-

sponding to the acoustic event of the audio, we

either concatenate these audios or overlay one audio over the other. For this work, we slice longer
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audios from the AudioSet strong subset (with the provided temporal labels) to create the pool of

unique audio snippets and employ a maximum of 4 snippets corresponding to 4 unique events

for synthetic audio creation. Additionally, to assure high quality, we don't concatenate or overlay

random acoustic events but ask an LLM to create unique audio scenes based on the available

labels. To create its corresponding caption, we employ pre-de�ned templates with diverse prepo-

sitions. Additionally, since we create compositional audio in a modular fashion, it allows us

to easily obtain captions of various granularity and complexities, each de�ning one or multiple

compositional relationships in the audio. To generate a hard negative that de�nes an alternate

composition, we either switch attributes among events or word order.

Methodology. Given a pool of acoustic events and their labelsP, we �rst generate a datasetD

with N training instances, where each instance consists of an audio, its �ne-grained positive cap-

tions, and their corresponding negatives denoted as (A ; T pos; T neg). Every instancetpos
i 2 T pos

is a set ofK pos �ne-grained positives, denoted bytpos
i k 2 K pos , and similarlytneg

i 2 T neg is a set

of K neg �ne-grained negatives, denoted bytneg
i k 2 K neg . Other audios in the batch ignore the gener-

ated �ne-grained positives and negatives for a particular audio. Thus, we de�ne our objective as

follows:
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where` t -2-a is the contrastive loss for text that treats audio as negatives and`a-2-t is the

contrastive loss for audio that treats text as negatives.B is the batch size indexed byi andj ,

� is the temperature parameter.(tpos
i k

)k2 [1;K pos ] and(tneg
i k

)k2 [1;K neg ] arekth generated �ne-grained
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Table 3.1:Performance comparison of CompA-CLAP with baselines on benchmark datasets.Left: Text-
to-Audio and Audio-to-Text retrieval performance on AudioCap / Clotho (in the same format).Right:
Zero-shot classi�cation results on four benchmark datasets. While our CLAP achieves SoTA performance
in almost all cases, CompA-CLAP retains its performance even after �ne-tuning for compositionality.

Model T-A Retrieval A-T Retrieval
R@1 R@5 R@10 R@1 R@5 R@10

MMT 36.1 / 6.7 72.0 / 21.6 84.5 / 33.2 39.6 / 7.0 76.8 / 22.7 86.7 / 34.6
ML-ACT 33.9 / 14.4 69.7 / 36.6 82.6 / 49.939.4 / 16.2 72.0 / 37.6 83.9 / 50.2
CLAP 34.6 / 16.7 70.2 / 41.1 82.0 / 54.141.9 / 20.0 73.1 / 44.9 84.6 / 58.7
CLAP-LAION 36.2 / 17.2 70.3 / 42.9 82.5 / 55.4 45.0/ 24.2 76.7 / 51.1 88.0 / 66.9
CLAP (ours) 35.9 / 17.0 78.3/ 44.1 89.6/ 56.9 47.8 / 23.8 83.2/ 51.8 90.7 / 67.8

CompA-CLAP(ours) 36.1/ 16.8 78.6/ 43.5 90.2/ 56.1 47.8/ 23.9 83.5/ 50.7 90.2 / 67.6

ESC-50 US8K VGGSound FSD50K

Wav2CLIP 41.4 40.4 10.0 43.1
AudioClip 69.4 65.3 - -
CLAP 82.6 73.2 - 58.6
CLAP-LAION 88.0 75.8 26.3 64.4
CLAP (ours) 90.2 86.1 29.1 77.8

CompA-CLAP(ours) 89.1 85.7 29.5 77.4

positive and negative caption for audio sampleai . Finally we combine both the losses with

appropriate scaling factors� 1 and� 2, to optimize:L S2 = 1
2B

P B
i =1 (� 1` t -2-a

i + � 2`a-2-t
i ).

Experimental Protocol. We generate� 251k audios for training. Our poolP has� 500k unique

audio snippets. The maximum number of acoustic events we use to make an audio is 4. Since

the number of positives and negatives for each audio can grow combinatorially, we restrict the

maximum to 7 for each. We initialize our model from CLAP, �ne-tuned with hard negatives.. We

call the resultant model CompA-CLAP.

3.5 Results

Table 3.2: Performance comparison of CompA-CLAP
with baselines on CompA-order and CompA-attribute.

CompA-order CompA-attribute

Model Text Audio Group Text Audio Group

Human 90.60 91.20 87.40 80.30 82.40 79.80

Random 19.70 19.70 16.67 25.0 25.0 16.67

MMT 19:90� 1:30 6:85� 1:90 3:90� 1:95 29:59� 1:03 4:69� 2:29 3:12� 1:76

ML-ACT 21:85� 1:75 8:00� 0:80 4:35� 1:25 31:63� 1:46 5:11� 2:02 3:75� 0:86

CLAP 22:80� 2:15 8:35� 1:40 4:70� 2:20 33:27� 0:72 6:14� 1:37 4:66� 2:08

CLAP-LAION 24:0� 1:10 9:25� 1:15 5:50� 0:80 34:78� 1:45 6:52� 1:47 5:07� 1:62

CompA-CLAP(ours) 40.70� 0:10 35.60� 0:15 33.85� 0:15 44.28� 0:07 22.52� 0:06 15.13� 0:09

- Hard Negative 36:25� 0:15 31:45� 0:10 20:20� 0:05 39:27� 0:17 17:71� 0:13 11:35� 0:19

- Modular Contrastive 38:0� 0:15 33:50� 0:20 21:25� 0:10 43:48� 0:11 19:57� 0:16 13:04� 0:21

CLAP (ours) 33:75� 0:05 15:75� 0:15 11:50� 0:15 42:40� 0:07 20:50� 0:05 14:75� 0:13

Table 3.1 (left) compares CompA-

CLAP with four other baselines on text-

to-audio and audio-to-text retrieval tasks

on Clotho and AudioCaps. These four

baselines are MMT [205], ML-ACT

[206], CLAP [11] and CLAP-LAION

[177]. While our CLAP trained on

CompA-661k outperforms all baselines
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in most cases, CompA-CLAP, �ne-tuned

for better compositional reasoning, performs on par with CLAP with minimal performance degra-

dation. Table 3.1 (right) compares CompA-CLAP with four other baselines on zero-shot classi-

�cation datasets on ESC-50 [207], US8K [208], VGGSound [209] and FSD50k [210]. The four

baselines are Wav2CLIP [36], AudioCLIP [36], CLAP, and CLAP-LAION. All scores have been

averaged for 3 runs on 3 random seeds.

Table 3.2 compares the results of CompA-CLAP with our baselines on CompA-order and

CompA-attribute benchmarks. First, our vanilla CLAP performs better than all other baselines

from literature, outperforming CLAP-LAION by� 6%-33% over both benchmarks. CompA-

CLAP, which is CLAP trained consecutively with hard negatives and modular contrastive learn-

ing, improves performance on both benchmarks by� 10%-28% over CLAP. We also notice� 4%-

13% performance degradation when compositionally-aware hard negative training is skipped

before Modular contrastive training. Modular contrastive training after hard negative training

improves performance on benchmarks by� 2%-11%. However, all models, including CompA-

CLAP, perform worse than our random baseline on CompA-attribute, which leaves plenty of

room for improvement.

3.6 Conclusion and Future Work

In this work, we �rst discuss several problems with existing audio-retrieval benchmarks

and show that it is easy for ALMs to perform well on these benchmarks without any compo-

sitional understanding. To address this gap, we propose CompA, a suite of two benchmarks to

evaluate an ALM's compositional reasoning capabilities. Using this benchmark, we �rst show
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that current ALMs struggle with compositional reasoning. Next, we propose CompA-CLAP, an

audio-language model that addresses the lack of compositional reasoning in ALMs. To train

CompA-CLAP, we �rst propose improvements to contrastive pre-training with compositionally-

aware hard negatives. Then, we propose a novel modular contrastive training approach that helps

the model learn �ne-grained order information and attribute binding. As part of future work, we

would like to expand the size of CompA and �nd better and novel solutions to teach an ALM

compositional reasoning.
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Chapter 4: Improving Audio Perception and Complex Reasoning in Large Audio-

Language Models

4.1 Motivation

Large Language Models (LLMs) possess impressive abilities to understand and reason

about the world through language [6]. While spoken language understanding tasks, like auto-

matic speech recognition, have had a long history of bene�ting from language comprehension

with (L)LMs [1, 211], the ability to improve the perception and understanding of non-speech

sounds and non-verbal speech through language has been less explored (from hereon we refer to

these kinds of audios or sound as “audio” in the paper). Beyond visual and language perception,

the ability to understand audio is unarguably important and necessary for autonomous agents to

interact with the world.

Contrastive Language Audio Pre-training (CLAP) [11] was one of the �rst Audio-Language

Models (ALM) to improve audio understanding through a language interface. Following this,

several attempts have been made to improve CLAP and its reasoning abilities [34]. On the other

hand, Deshmukh et al. propose Pengi, a pre-trained decoder-only LLM coupled with an audio-

encoder, that can solve all kinds of audio tasks by framing them as open-ended text-generation

tasks. Similarly, Large Audio Language Models (LALMs) like LTU [19] and SALMONN [13]
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follow a similar architecture and attempt to solve audio tasks by empowering the model with in-

struction following capabilities [212]. Speci�cally, all audio tasks are �rst framed in instruction-

response pairs. The model is then �ne-tuned on these pairs to learn audio reasoning and, thereby,

instruction following. As an emergent ability, these models also show remarkable capabilities

in open-ended question answering by reasoning over the input audio. However, two signi�cant

problems still persist: (1) All these models employ simple connection modules between the au-

dio encoder and the language decoder to enable the latter with audio understanding capabilities.

This hinders comprehensive multimodal connection and alignment, thereby increasing the risk of

hallucinations and leading to suboptimal performance [16]. (2) Complex reasoning with LALMs

is still under-explored. While these models excel at audio event detection (in various forms like

captioning, event classi�cation, etc.) and information-seeking questions (e.g., close-ended audio

questions like“How many birds are squawking?”), they fail to provide a faithful response for

questions involving complex reasoning like“Identifying the context of laughter and its relation-

ship with the automotive sounds in the recording. Draw a conclusion on the possible scenario

occurring.”.

4.2 Main Contributions

Our primary contributions are as follows:

• A Novel LALM. We introduceGAMA, an LALM with advanced audio understanding and

complex reasoning abilities. To improve audio perception and understanding abilities, we

propose integrating an LLM with multiple types of audio features that encode diverse as-

pects of information about the input audio. Speci�cally, we couple the output features from
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an Audio Q-Former and an Audio Spectrogram Transformer (AST) [12], where the AST

is further equipped with anaggregation module. While the Audio Q-Former possesses im-

pressive semantic generalization capabilities [213], the AST possesses strong knowledge

of surface-level audio properties. Additionally, inspired by the fact that different layers in

audio models learn audio information at different scales [214], the aggregation module ag-

gregates the features from multiple layers of AST, which helps encode diverse knowledge.

Both representations are passed through MLP layers that connect these features into the

word embedding space before adding them as the pre�x. As a result,GAMApossesses im-

proved audio understanding capabilities by moving away from the simple coupling of audio

encoders and linear layers commonly employed as connection modules to align the audio

and textual modalities, which generally suffer from comprehensive multimodal alignment

[16]. GAMAis �rst �ne-tuned on a large-scale audio-language corpus, and the resulting

model outperforms all other models on standard audio and music understanding bench-

marks.

• A Novel Instruction Tuning Dataset. To endow an LALM with complex reasoning abil-

ities, we proposeCompA-R, a dataset synthetically generated with multi-aspect informa-

tion and human-written in-context examples. Speci�cally, we prompt GPT to synthesize

an instruction-response pair by guiding it with various metadata related to the audio.

• A Novel Evaluation Dataset.To evaluate an LALM's complex reasoning abilities, we de-

velopCompA-R-test, a human-labeled benchmark. Speci�cally,CompA-R-testevaluates

an LALM on open-ended AQA that demands complex reasoning over the audio.GAMA-IT

(GAMA�ne-tuned onCompA-R) shows signi�cant improvements onCompA-R-testover
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Figure 4.1:Illustration ofGAMA. TheGAMAarchitecture involves integrating various audio features with
a text-only (pre-trained) LLM. The audio features are added as a pre�x to the text instruction (by the user),
and the LLM responds using a text output. We feedGAMAwith 3 different types of audio features:1
 The
Multi-Layer Aggregator that takes as input features from the last and multiple other layers of the AST and
calculates cross-attention to output a feature that encodes diverse surface features from audio.2
 The pre-
trained Audio Q-Former takes as input the last layer features of AST and outputs a feature that encodes the
audio into a semantically rich and generalized space.3
 After �ne-tuning, we instruction-tune this model
on our proposedCompA-Rand further feed the model with a soft prompt with audio tags from AST (with
an added classi�cation head). This additional information serves as high-level semantic knowledge to
improve complex reasoning abilities.

all other baselines from literature.

4.3 Our Approach

Fig. 4.1 illustrates the architecture ofGAMA. GAMAbuilds on the same base architecture

proposed in prior works [19] but introduces several novel components for improving audio per-

ception. More speci�cally, we feed the pre-trained LLM with features from multiple audio en-

coders, including a pre-trained Audio-Q-Former and a pre-trained AST that encode diverse audio

knowledge. Additionally, unlike prior work, we do not just use the last layers of the AST but cou-
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ple it with a multi-layer aggregator that takes features from multiple layers as input and outputs

a feature that is aware of various low-level and high-level properties of the input audio. Finally,

to endow the model with effective complex reasoning abilities, we employ AST again to extract

high-level semantic knowledge, i.e., audio event tags, as supplementary information.

4.3.0.1 Audio Spectrogram Transformer (AST)

Audio Spectrogram Transformer (AST), was one of the �rst attempts to model audio signals

with a pure Transformer network. We employ an AST model �ne-tuned on the AudioSet dataset.

AST has been employed as an audio encoder and a feature extractor in a wealth of prior works

due to its high informativeness [19, 215]. To extract the last-layer features, we drop the audio

classi�cation head and employ it only for event classi�cation for soft prompts.

4.3.0.2 Audio Q-Former

Motivation. Our primary goal is to integrateGAMAwith an audio encoder that possesses strong

semantic generalization capabilities for any input audio. Prior work has extensively explored

CLAP-style training for learning audio-language encoders. However, other methods and archi-

tectures have rarely been explored. As a more powerful alternative, we explore the Q-Former

architecture proposed by [213].

Architecture. The architecture of our Audio Q-Former is based on the Querying Transformer

proposed in [213], which is initialized from BERT [216] and hasQ querying tokens. We employ

AST as the audio encoder (in place of the ViT-based vision encoder) and keep the rest of the ar-

chitecture the same. Similar to the original implementation, we train the model in two stages. For
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the �rst stage, we solve three tasks, namely the Audio-Text Matching loss, the Audio-Grounded

Text Generation loss, and the Audio-Text Contrastive Learning loss. For the second stage, we

employ LLaMa-27B as the language decoder and solve the language-modeling loss. For training,

we use 2.5M+ audio-caption pairs. For architectural details, we refer our readers to [213].

Training with Caption Augmentation. Additionally, due to the lack of large-scale audio caption

pairs, we adopt acaption-augmentationmethodology to augment the existing audios with diverse

additional captions. More speci�cally, we instruct an LLM to generatek rewrites of the origi-

nal caption. We employ two different prompts that rewrite the input caption with two different

objectives:

Prompts. For Prompt 1, our primary aim is that the resultant rewrite should describe each acous-

tic event in the caption similarly but more vividly. These augmentations help the model learn

various distinctive characteristics of the audio concepts corresponding to the acoustic events.

For Prompt 2, our primary aim is such that the resultant rewrite should describe each acoustic

event in the caption differently from the original caption. These augmentations aid the model in

understanding the diverse linguistic expressions that can describe a single audio concept.

During training, for each audio sample, we choose the original caption with a probability

p = 0:4 or one of the rewritten versions (with a probability1 � p), where each rewritten caption

has an equal probability of selection. We employ LLaMa-2-13B [202] with human-written in-

context examples. We randomly sample 5 in-context examples from a collection of 50.

4.3.0.3 Multi-Layer Aggregator

Motivation. To extract additional details about the input audio, we devise a multi-layer aggrega-
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tor that integrates multi-level hidden features of the pre-trained AST. Although AST has a global

reception �eld in all layers, different layers learn auditory information at different scales [214],

i.e., the middle layers encode more generic features (e.g., basic sounds, textures), while deeper

layers capture high-level concepts (e.g., speech intonations, complex sound patterns). By aggre-

gating these features, the multi-layer aggregator outputs features that encode a more holistic and

�ne-grained understanding of the audio. Thus, our multi-layer aggregator makes �ne-grained

auditory knowledge more likely to be learned while training.

Architecture. Our multi-layer aggregator is a transformer-style network consisting of two trans-

former layers for aggregating the hidden features of the audio encoder. Given the hidden features

A j andAk from the middle layers in the audio encoder, the aggregation module uses two blocks

to sequentially integrate the former two features with the last layer featureA i . Each blockB

is composed of self-attention, cross-attention, and Feed-forward network (FFN) arranged in a

sequential manner. Finally, the output features�A is generated as follows,

�A = B2 (B1 (A i ; A j ) ; Ak ) (4.1)

B(X ; Y) = FFN(Cross-Attn(Attn( X ); Y)): (4.2)

In practice, we employ j = 4 and k = 8 from AST as our input to the multi-layer aggregator.

4.3.0.4 Soft Prompt

Motivation. Though models like AST and Audio Q-Former have shown much promise in au-

dio tasks, a major problem still exists: real-world audio generally has multiple and overlapping

acoustic events, and understanding all such events from model features proves to be inherently
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complex [34]. This eventually leads to sub-optimal performance for complex reasoning, where

the explicit knowledge ofplausibleacoustic events in the audio can improve model responses.

Thus, to improve �ne-grained audio perception capabilities, we augmentGAMAwith high-level

semantic understanding of the input audio. To do this, we employ an off-the-shelf audio model

to extract high-level semantic knowledge, i.e., audio event tags, as supplementary information.

However, as audio event classi�cation is not a solved problem, errors in tag predictions are in-

evitable. Thus, to mitigate the potential adverse effects of inaccurate predictions, we are inspired

by prompt tuning to introduce a soft prompting technique that enables the model to utilize the

embedded tags within the instructions adaptively.

Architecture. Fig. 4.1 shows an example of how we design our soft prompt together with an

instruction. Speci�cally, we construct a �xed instruction template where we add the audio event

tags along with the soft prompt, where the soft prompt is a trainable vector. In contrast to standard

prompt tuning, where the model activations are generally steered towards completing the task

for which the prompt is optimized, in our version the direction is speci�ed by a tailored input

sentence, “According tohint, you are allowed to use or partially use the following tags:”, andhint

will be replaced by the soft prompt. This design allows us to select valuable information from

tags adaptively rather than serving a speci�c task, as seen in standard prompt tuning methods.

We only employ the soft prompt in the instruction tuning for complex reasoning step and not in

the �ne-tuning step.
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4.3.0.5 Connection Module

We employ a multi-layer perceptron (MLP) to connect audio features into the word embed-

ding space. All features are passed through separate MLP layers before being added as pre�xes

to word embeddings of the text instruction prompt.

4.3.1 CompA-R

Motivation. We de�ne complex reasoning as the capability of an LALM to understand the input

audio, every individual acoustic event in the audio, and reason the corresponding scene in which

the audio might have occurred, such that it can infer nuanced relationships between them and its

underlying contexts, thereby enabling it to draw sophisticated conclusions. We designCompA-R

with the primary goal of endowing LALMs with complex reasoning abilities. We are motivated

by the primary �nding that current SOTA LALMs can only perform well in prompts that require

describing the audio (e.g.,Describe the audio) or reasoning-based prompts where identifying the

acoustic events present in the audio would suf�ce for a faithful response (e.g.,What type of video

can this audio be used for dubbing?). However, when posed with complex reasoning questions,

these models often hallucinate or fail to provide a faithful response. Inspired by a wealth of prior

work that shows how IT on well-curated datasets can align model behaviors for the execution

of novel skills like reasoning and complex problem solving, we propose a systematic multi-

stage pipeline to synthesize instruction-response pairs forCompA-R. CompA-Rtrains a model

to engage in complex reasoning by querying it with instructions that cannot be directly inferred

by identifying individual audio events and would require analyzing each event and its context in

relation to other scene elements and world knowledge.
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Figure 4.2:Pipeline for synthesizing CompA-R.For an audio in the AudioSet-strong dataset, we �rst
use the audio and its corresponding video to generate a caption (described in Section 4.3.1). This caption
is then fed into GPT-4 together with the ground-truth time slices for each event in the audio (available for
AudioSet-strong). We then instruct GPT-4 to generate instruction-response pairs where the instruction is
accompanied by human-written exemplars. To generate the test set, we perform expert human veri�cation
for a subset of the generated dataset.

Synthesis Pipeline.We employ the AudioSet-strong subset to synthesizeCompA-R. Our data

synthesis pipeline consists of 3 stages:i) Caption Generation. To generate a caption that is

aware of both the audio and the visual scene, we feed GPT-4 with multiple types of informa-

tion about the audio and its corresponding video, similar to Auto-ACD [217]. These include

a caption of the middle frame of the video generated using BLIP-2 [213], objects in the frame

identi�ed using Grounding DINO [218], image labels for the frame using the ImageNet [219]

ontology obtained from CLIP, environment context using PlaceCNN [220], caption of the audio

obtained using RECAP [221] and audio event tags using the AudioSet ontology obtained from
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