
  

 
 
 
 
 

ABSTRACT 
 
 
 

 
Title of Dissertation: EVOLUTION OF THE CRISPR IMMUNE 

SYSTEM FROM ECOLOGICAL TO 
MOLECULAR SCALES 

  
 Wei Xiao 

Doctor of Philosophy, 2024 

  
Dissertation directed by: Professor Philip L.F. Johnson, Department of 

Biology 
 
 

Bacteria and archaea inhabit environments that constantly face viral infections and other 

external genetic threats. They have evolved an arsenal of defense strategies to protect themselves. 

My research delves into the CRISPR immune system, the only known adaptive immune system of 

prokaryotes. My work explores three different dimensions of the CRISPR immune system, ranging 

from ecological to molecular scales. 

From an evolutionary perspective, CRISPR is widely distributed across the prokaryotic 

tree, underscoring its immune effectiveness. However, the CRISPR distribution is uneven and 

some lineages are devoid of CRISPR. Here, I identify two ecological drivers of the CRISPR 

immune system. By analyzing both 16S rRNA data and metagenomic data, I find the CRISPR 

system is favored in less abundant prokaryotes in the saltwater environment and higher diverse 

prokaryote communities in the human oral environment. 



  

On the molecular level, the CRISPR system selects and cleaves its “favorite” DNA 

segments (also known as “spacers”) from invading viral genomes to form immune memories. I 

explore how the spacer sequence composition affects its acquisition rate by the CRISPR system. I 

develop a convolutional neural network model to predict the spacer acquisition rate based on the 

spacer sequence composition in natural microbial communities. The model interpretation reveals 

that the PAM-proximal end of the spacer is more important in predicting the spacer abundance, 

which is consistent with previous findings from controlled experimental studies. 

Combining these scales, CRISPR repeat sequences coevolve with the rest of the genome. 

Thus, I explore the potential of utilizing CRISPR repeat sequences for taxonomy profiling. I find 

a strong relationship between unique repeat sequences and taxonomy in both the RefSeq database 

and a human metagenomic dataset. Then I show high accuracy when utilizing repeat sequences in 

taxonomy annotation of human metagenomic contigs. This novel method not only aids in 

annotating CRISPR arrays but also introduces a novel tool for metagenomic sequence annotation. 
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Chapter 1: Introduction 

1.1 Prokaryotes defense systems 

Bacteria and archaea, one of the world's largest communities, play essential 

roles in reallocating elements of the global ecosystems, such as recycling nutrients and 

producing oxygen [1], [2], [3]. They are highly diverse and are indispensable in 

maintaining life forms in this world. An even larger community, viruses, act as 

inventors and transporters of genetic elements [4], closely interact and co-evolve with 

bacteria and archaea [5], [6]. Bacteria and archaea face constant and intense threats 

from the virus (phages) infection, which induces high-rate evolutions of diverse 

immune systems [7], [8], [9]. 

Bacteria and archaea have evolved and are continuously evolving sophisticated 

defense systems against phage infections [7], [10]. These systems intend to prevent 

infections at every stage [11]: Starting from blocking phage from attaching to the cell 

membrane (surface modification [12]), to the diverse mechanisms to destroy phage 

genetic elements (such as restriction-modification (RM) [13] and CRISPR system [14]) 

within the cell, to even the altruistic approach that leads to cell death upon infection 

(abortive infection systems [15]). Our observations and knowledge of bacteria and 

archaea defense systems are still growing rapidly in recent years [7], [10]. Bacteria and 

archaea are likely to encode multiple defense strategies, some of which work 

synergically [16], [17]. The rapid turnover on the selections of defense systems is 
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facilitated by the frequent exchange of genetic material among prokaryotes, known as 

horizontal gene transfer [10]. 

1.2 CRISPR-Cas immune system 

CRISPR (clustered regularly interspaced short palindromic repeats)-Cas 

(CRISPR-associated) system is the only known adaptive immune system of 

prokaryotes. Due to its special immune strategy and effectiveness, CRISPR is widely 

distributed in the tree of prokaryotes [18]. 

The CRISPR locus is generally composed of two main parts: a CRISPR array 

and a series of cas genes [19]. The CRISPR array contains spacers, which are targets 

(such as virus, plasmid)-originated short (~30bp) DNA sequences, interspersed by 

repeat sequences. Spacers are regarded as the molecular memory of previous infections 

and will be used to recognize recurring attacks. Repeat sequences are also short (~30bp) 

DNA sequences that are present repeatedly in the CRISPR array [20]. Cas genes are 

translated into a series of Cas proteins with diverse functions in the CRISPR immune 

response. Based on the mechanisms of CRISPR immune responses and the Cas proteins 

involved in this procedure, currently, CRISPR systems are classified into 2 classes, 6 

types and more than 100 subtypes [21]. The extreme diversity of the CRISPR system 

reflects a rapid evolution rate. 

The mechanisms of CRISPR immune response can be summarized into three 

stages: adaptation, expression and interference [19]. (1) In the adaptation stage, spacers 

are integrated into the leader end of the CRISPR array by the Cas1-Cas2 formed-

heterotetramer complex, which is generally conserved in all CRISPR system types [14], 

[22], [23], [24], [25]. The heterotetramer complex looks for feasible spacer substrates 
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during exogenous genetic elements infection. Despite the randomness in capturing a 

spacer, the PAM sequence recognition, and sequence biases during spacer substrates 

production caused by for example, priming effects [26], [27], [28], [29], the preference 

on the spacer sequences in the adaptation stage is largely unknown. My second chapter 

focuses on exploring the spacer acquisition bias. (2) In the expression stage, the 

CRISPR array will be transcribed into a long precursor CRISPR RNA (crRNA) and 

subsequently be cleaved into crRNA which only contains one spacer and partial repeat 

sequence [30], [31], [32], [33], [34]. The repeat sequences are likely to form secondary 

structures such as hairpin loops to recruit essential molecules (Cas proteins, Trans-

activating CRISPR (tracr) RNA, etc.) for the last immune response stage: the 

interference. (3) In the interference stage, the crRNA-Cas complex will search and bind 

with complementary nucleic acid molecules, which is likely to be a recurring infection. 

Then followed by target cleavage or destruction with the Cas nuclease within the 

complex [35], [36]. 

1.3 Ecology and Evolution of the CRISPR-Cas immune system 

The unique “memory-keeping” feature may make CRISPR preferred over other 

immune strategies. And because in recent years, CRISPR has been popular since it was 

developed into a widely-used gene editing tool [37], CRISPR seems more important 

rather than other immune systems. However, from a prokaryote fitness perspective, 

CRISPR is just one immune system they can choose from among various immune 

systems. In most cases, prokaryotes are equipped with CRISPR when the benefits are 

over costs [38]. This is the main idea of why CRISPR is only found in ~40% of bacteria 

and ~90% of archaea [18], [19], [39]. Like many other genes in prokaryotes, the 
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evolution of CRISPR systems undergoes both rapid Lamarckian evolution where 

immune memories are passed along to the descendants, and extensive horizontal gene 

transfer (HGT), which increases the chance of obtaining a CRISPR system. 

1.3.1 Ecological Scale: Ecological distribution 

It has been a long time since people observed uneven distributions of the 

CRISPR systems. For example, it can be abundant in one kind of environment, such as 

the human body [40], but rarely present in another, such as salty water [18]; Some 

lineages are devoid of CRISPR [41]. CRISPR systems are extremely diverse as they 

change over frequently along the time scale and ecological environments, which in turn 

affect their distribution, mechanisms and effectiveness. Researchers have done tons of 

research exploring factors that affect CRISPR distribution. For example, CRISPR is 

favored in anaerobes and thermophiles where abiotic factors oxygen and temperature 

play a role [42]. As for biotic factors, as mentioned before, effectors increasing 

CRISPR fitness cost should be taken into consideration, such as the CRISPR-induced 

autoimmunity [43], [44], inhibition on HGT [45], [46], [47], and the energy cost by 

keeping the long memory in genomes [48]. CRISPR systems can also work 

synergically with other genes or systems. For example, they can take spacer substrates 

produced by the RM system which results in an increased efficiency with the same 

level of fitness cost [16], [49]. As CRISPR is more efficient in destroying the recurring 

virus, both experimental study and computational work found environmental viral 

abundance and diversity are important in driving the CRISPR distribution [50], [51], 

[52]. In the real world, our observed CRISPR distribution is a result of a mixture of 

complex ecological drivers and stochastic procedures. This is still an open question that 
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needs more effort. My first chapter focuses on coming up with two new ecological 

drivers of the CRISPR distribution: prokaryote density and diversity. 

1.3.2 Molecular scale: Molecular mechanisms 

The more than 100 CRISPR system subtypes show extreme diversity in 

molecular mechanisms. The discovery of a new subtype usually means a new (subtle) 

finding on the immune response mechanisms, which might involve novel molecules or 

functions. During evolution, selection does not only act on the choice of immune 

systems but also the fine-scale mechanisms of the CRISPR systems. In the CRISPR 

array, repeat sequences in theory are identical to each other [53]. Repeats show 

important functions in all three stages of the CRISPR immune response. For example, 

it can act as a molecular ruler to ensure the accurate spacer integration procedure [54], 

[55], [56], its secondary structures play important roles in recruiting necessary Cas 

proteins [57], [58], [59]. These functions require repeat sequences to be stable within 

the array but also keep the rapid coevolving pace with CRISPR system types and 

prokaryotes phylogeny. Nowadays, a lot of our observations on molecular scale such 

as coevolution among repeat sequence, CRISPR type, and prokaryotes phylogeny lack 

sufficient detailed understanding [60]. However, with these observations, researchers 

have summarized patterns and have started to use them as a tool for further exploration. 

For example, CRISPR repeat sequences are related to the CRISPR system type, so it is 

used as one indication to identify the CRISPR system type [61], [62], [63]. My third 

chapter is an application of the repeat sequence on taxonomy annotation as repeats have 

been coevolved with the taxonomy of the prokaryotes for such a long time. 
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1.4 Outline of Dissertation 

The evolutionary change of CRISPR over time scales affects its distribution and 

effectiveness. In this dissertation, I discuss the evolution of CRISPR-Cas adaptive 

immune system from the ecological scale to the molecular scale. 

My second chapter explores two ecological drivers of the CRISPR immune 

system. By analyzing both 16SrRNA data and metagenomic data, I find the CRISPR 

system is favored in less abundant prokaryotes in the saltwater environment and higher 

diverse prokaryote communities in the human oral environment. The special pattern is 

shown only in certain environments but not in others indicating the complexity of 

factors that affect CRISPR distribution. From the ecological context, our findings show 

important relationships between prokaryotes themself and the choice of their immune 

strategies, which hypothetically may be affected by the virus density and diversity. 

My third chapter explores how the CRISPR spacer sequence composition 

affects its acquisition rate. We develop a convolutional neural network regressor and 

use spacer sequences to predict the spacer acquisition rate. We interpret the prediction 

with the Integrated Gradients and find that the PAM-proximal end of the spacer is more 

important in predicting the spacer abundance, which is consistent with experimental 

results. We also extend this work to a larger non-experimental dataset to predict if a 

sequence is a spacer or not. The result interpretation is noisy but is consistent with our 

regressor model result. 

In my fourth chapter, I test the potential of using CRISPR repeat sequences in 

taxonomy annotation. We first find a strong correlation between repeat sequence and 

taxonomy in both the RefSeq database and human metagenomic dataset. Then we use 
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the taxonomy annotated repeats to annotate unknown repeat-containing metagenomic 

contigs. We verify the accuracy of repeat annotation with blast and find significant 

overlaps between repeat annotation and blast annotation. This approach not only helps 

annotate the CRISPR array, but more broadly, adds a new tool in metagenomic 

sequence annotation. 
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Chapter 2: Ecological drivers of CRISPR 

immune systems 

2.1 Abstract 

CRISPR-Cas is the only known adaptive immune system of prokaryotes. It is a 

powerful defense system against mobile genetic elements such as bacteriophages. 

While CRISPR-Cas systems can be found throughout the prokaryotic tree of life, they 

are distributed unevenly across taxa and environments. Since adaptive immunity is 

more useful in environments where pathogens persist or reoccur, the density and/or 

diversity of the host/pathogen community may drive the uneven distribution of 

CRISPR system. We directly tested hypotheses connecting CRISPR incidence with 

prokaryotic density/diversity by analyzing 16S rRNA and metagenomic data from 

publicly available environmental sequencing projects. In terms of density, we found 

that CRISPR systems are significantly favored in lower abundance (less dense) taxa 

and disfavored in higher abundance taxa, at least in marine environments. When we 

extended this work to compare taxonomic diversity between samples, we found 

CRISPR system incidence strongly correlated with diversity in human oral 

environments. Together, these observations confirm that, at least in certain types of 

environments, the prokaryotic ecological context indeed plays a key role in selecting 

for CRISPR immunity. 
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2.2 Introduction 

Bacteria and archaea live constantly under the threat of viral infection [64], 

[65]. In response, they have evolved an arsenal of defense systems of which the 

CRISPR (clustered regularly interspaced short palindromic repeats)-Cas (CRISPR-

associated genes) system is the only known microbial adaptive immune system. As a 

testament to its efficacy, CRISPR can be found throughout the prokaryotic tree of life. 

However, the distribution of CRISPR is uneven among taxa and environments. 

CRISPR presents in most (~90%) sequenced bacterial thermophiles and archaea (both 

mesophilic and thermophilic) but in less than half (~40%) of mesophilic bacteria [20], 

[39]. Metagenomic sequencing of environmental samples has also revealed uncultured 

bacterial lineages that lack CRISPR [41] despite its presence in closely related lineages. 

Further, CRISPR loci can move into new lineages via horizontal gene transfer [66], 

[67]. This ubiquity of opportunity to acquire a CRISPR-Cas system raises a question: 

what ecological factors drive the uneven CRISPR distribution? 

CRISPR and other immune systems experience selection as prokaryotes adapt 

to their pathogen environment. Studies have shown that CRISPR-Cas-mediated 

immunity in bacteria comes with inducible costs upon phage infection [51], [68]. These 

costs arise directly from the expression of the CRISPR array and cas genes upon 

infection [69], [70] as well as indirectly from the time lag between the start of phage 

gene expression and the clearance by the CRISPR system [43], [48]. Even short-term 

expression of phage genes can be toxic and leads to reduced fitness of the host [43]. 

Experimental work in bacteria has shown that a gradual increase in phage exposure 

selects for decreased levels of CRISPR-Cas-mediated immunity relative to surface 
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modification (sm) mediated immunity [51], [71], which would implies a negative 

association between phage quantity and CRISPR immunity. Consistent with these 

results, theoretical work has predicted selection should favor CRISPR-like adaptive 

immunity in a low-pathogen environment [72]. In contrast, a recent metagenomic 

analysis of diverse natural environments revealed a positive correlation between viral 

density and CRISPR prevalence [52]. These discrepant results may due to the 

difference in biological complexity between the controlled lab experimental/theoretical 

conditions and natural environments. Regardless, both observations suggest that the 

viral abundance is involved in shaping the CRISPR system distribution. 

In addition to viral population properties, prokaryotic population properties also 

affect the CRISPR distribution. An experiment that focused on bacterial biodiversity 

found the host was more likely to acquire CRISPR-based resistance when co-cultured 

with a mixed community containing 2-4 bacterial species than when cultured axenically 

[73]. The authors hypothesize that developing alternative sm-mediated immunity may 

sacrifice other functions of cell surface molecules crucial for competing with other 

species for metabolic resources; this argument favors CRISPR immunity over sm-

mediated immunity in a multi-species context. Furthermore, the ecological and 

evolutionary interplay between host and virus means that both prokaryotic diversity 

and density will be indirectly linked to CRISPR immune strategy distribution via their 

association with viral density [9], [74], [75]. Given that most phages are only capable 

of infecting a narrow range of host bacteria [76], density of a bacterial host generally 

correlates with density of its phage pathogens [77]. 
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In this paper, we test these hypothesized connections between bacterial 

density/diversity and CRISPR incidence in natural populations rather than previous 

approaches of simplified experimental systems or theoretical models. We use data from 

direct environmental sampling via 16S rRNA and whole genome shotgun metagenomic 

sequencing, and we annotate CRISPR presence both using metagenomic sequencing 

data as well as complete genome sequences from Genbank. We found strong 

associations with both bacterial density and diversity, although the signal appears 

environment-specific, which suggests that other ecological factors play a role as well.  

2.3 Methods 

2.3.1 CRISPR annotation 

The CRISPRCas database (CRISPRCasdb) contains annotations of CRISPR 

arrays and cas genes for all complete genomes in Genbank [18]. CRISPR annotation 

was performed by the CRISPRCasFinder algorithm [78]. We downloaded the contents 

of this database from https://crisprcas.i2bc.paris-saclay.fr/ as of August 2021. We 

consider CRISPR-containing strains to be those with an evidence level 4 array. Given 

this strain-level CRISPR annotation, we define species-level CRISPR incidence as the 

proportion of CRISPR-containing strains of the species. Moving to a higher taxonomic 

level, we define genus-level CRISPR incidence as the mean of the species-level 

CRISPR incidence. In this way, we obtained CRISPR incidence for 7167 unique 

species and 1559 unique genera. 

Separate from the preexisting annotations of complete isolate genomes, we 

generated new CRISPR annotations from 2631 draft Tara Oceans metagenomic-

assembled genomes (MAGs) [79] with the CRISPRCasFinder program [78]. We used 
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default settings to scan for the presence of CRISPR arrays, and considered CRISPR-

containing MAGs to be those with at least one evidence level 4 CRISPR array. 

Finally, we annotated and quantified CRISPR from 2355 human microbiome 

metagenomic samples [80]. Human metagenomic shotgun sequence assemblies were 

obtained from the Human Microbiome Project (HMP) portal hmasm2 

(https://www.hmpdacc.org/hmp/hmasm2/) in December 2021. Human metagenomic 

shotgun sequence raw reads were downloaded from HMP portal HMWGSQC2 

(https://www.hmpdacc.org/hmp/hmwgsqc2/) in March 2022. Assemblies were 

scanned for the presence of CRISPR arrays using CRISPRCasFinder with default 

settings. We then calculated a sample-wise measure of CRISPR load via quantifying 

CRISPR direct repeat abundance in each sample. We first built a database consisting 

of all unique direct repeats from evidence level 4 arrays along with their reverse 

complement sequences. For each of the 2355 metagenomic samples, we inferred its 

sample-wise CRISPR activity level using direct repeat abundance as a proxy: we 

counted the number of raw reads containing a perfect match to our direct repeat 

database and normalized this count by the total number of reads in the sample. This 

approach averages CRISPR activity across all strains in a sample, which means it may 

be strongly influenced by a small number of taxa ubiquitous across samples. To 

mitigate this potential influence, we clustered repeats based on sequence similarities 

using CD-HIT [81] with an 80% sequence identity threshold (around 6 bp difference 

in repeat sequences) and a word size of 5 (cd-hit-est -c 0.8 -n 5), and then excluded 

read counts mapping to repeat clusters present in more than 50% of the samples. We 
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used the read counts that map to the remaining repeats as our final estimate for sample-

wise CRISPR activity. 

2.3.2 Taxon abundance calculation 

Tara Oceans 16S rRNA Data 

The Tara Oceans team systematically collected samples from 3 ocean layers 

(surface water layer (SRF), deep chlorophyll maximum layer (DCM), and mesopelagic 

zone (MES)) around the world [82]. Our analysis includes all 135 prokaryote-enriched 

samples of the 3 ocean layers. The team sequenced and clustered the 16S ribosomal 

RNA genes in each sample into species-level operational taxonomic units (OTUs). We 

downloaded the OTU count table from the Tara Oceans Project data portal 

(http://ocean-microbiome.embl.de/companion.html) in January 2019. The OTU 

abundance was grouped at the genus level to reduce the extent of missing data when 

we later analyzed in conjunction with CRISPR incidence. The absolute abundance of 

each genus was obtained by taking the product of the relative abundance and cell counts 

of each sample (flow cytometer data were downloaded from the Tara Oceans Project 

data portal). 

Earth Microbiome Project (EMP) 16S rRNA Data 

The Earth Microbiome Project (EMP) is composed of a great number of 

samples from independent studies that span diverse environments. Sample processing, 

sequencing, and core amplicon data analysis were performed with a standardized EMP 

protocol [83]. We downloaded the OTU count table from the EMP data portal 

(http://ftp.microbio.me/emp/release1/) in August 2019, and grouped OTU abundance 
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at the genus level. Our analysis includes all 684 samples of the saline water 

environments. 

 
Tara Oceans MAGs 

We obtained published length-normalized estimation of relative abundance of 

MAGs [79]. The relative abundance of a MAG is defined as the ratio between read 

counts that map to single-copy marker genes of the MAG and the read counts that map 

to a set of markers that can be used to approximate the total bacterial and archaeal 

community of the sample. 

2.3.3 Diversity calculation 

Human Microbiome Project (HMP) 16S rRNA Data 

The HMP used 16S rRNA sequencing to characterize the complexity of the 

human microbiome at 5 body sites by clustering into OTUs [84], [85]. We downloaded 

the OTU count table from the NIH HMP data browser 

(https://www.hmpdacc.org/hmp/resources/data_browser.php) in April 2019. We 

limited our analysis to the ~85% of samples with ≥ 2000 reads and downsampled to 

exactly 2000 reads. We grouped reads at the genus level in each sample to maximize 

overlap with CRISPR annotations from CRISPRCasdb. We summarized the α-

diversity of each sample using Shannon’s index [86] 𝐻𝐻 =  −∑ 𝑝𝑝𝑖𝑖 ln 𝑝𝑝𝑖𝑖𝑖𝑖  where 𝑝𝑝𝑖𝑖 is the 

relative frequency of genus 𝑖𝑖. For all pairs of samples 𝑖𝑖 and 𝑗𝑗 with similar Shannon's 

diversity (�𝐻𝐻𝑖𝑖 − 𝐻𝐻𝑗𝑗� max (𝐻𝐻𝑖𝑖,𝐻𝐻𝑗𝑗) ≤ 0.05� ), we also quantified β-diversity with Bray-

Curtis dissimilarity (1 − 2𝐶𝐶𝑖𝑖𝑖𝑖 (𝑆𝑆𝑖𝑖 + 𝑆𝑆𝑗𝑗)⁄  where 𝐶𝐶𝑖𝑖𝑖𝑖 is the sum of the lesser counts of 
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genera present in both samples, and 𝑆𝑆𝑖𝑖, 𝑆𝑆𝑗𝑗 are the total counts of all genera in each 

sample). 

EMP 16S rRNA Data 

The EMP study #1774 (Puerto Rico and Plantanal samples for the western 

acculturation project) collected samples from different human body sites. All of its oral 

samples (n=121) were included in our study. We obtained the Shannon's diversity index 

of each sample from the work of the EMP group (http://ftp.microbio.me/emp/release1/) 

in August 2019 [83]. 

HMP metagenomic data 

HMP provides 2,355 metagenomic samples (comprising both HMP Phase I and 

Phase II) targeting diverse body sites with multiple time points in 265 individuals [80]. 

Shannon's diversity index was calculated at the species level from taxonomic profiling 

of metagenomic reads as reported by the NIH HMP data browser 

(https://www.hmpdacc.org/hmsmcp2/) in February 2020. 

2.4 Results 

2.4.1 CRISPR is favored in lower abundance genera in marine 
environments 

We started our investigation of CRISPR and bacterial density by analyzing 16S 

rRNA metagenomic data from the Tara Oceans Project [82] samples collected over the 

globe and using CRISPR annotations from the CRISPRCasdb [18]. 

For each of the 135 Tara Oceans samples, we sorted genera based on their 

relative abundance within the sample, divided this list of genera in half, and compared 

the abundance-weighted average CRISPR incidence of the less abundant genera to the 
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more abundant genera. We found a clear signal with almost every sample having a 

higher CRISPR incidence among less abundant genera than more abundant genera 

(Figure 2.1A). This result aligns with the predictions from both theoretical models [72] 

and laboratory studies [51], [71] that suggest that lower density microbes also have 

lower density of viral pathogens, which in turn may provide a selective advantage for 

CRISPR-style immunity over surface immunity [39], [50]. That said, other analyses of 

metagenomic data [52] have found a positive trend between viral density and CRISPR 

incidence, which would suggest lower viral density has a comparative disadvantage for 

CRISPR. Resolving this apparent discrepancy would ideally require inferring viral 

density directly from our data using viral-specific sequence abundances, but identifying 

such sequences is inherently unreliable with false negatives due to the rapid pace of 

viral genome evolution and false positives due to viral sequences becoming 

incorporated into bacterial genomes [87].  
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Figure 2.1: Lower density associates with CRISPR incidence. Density analysis was 
performed with 16S rRNA data. (A) Within a sample, CRISPR is found at a higher rate 
in rare genera (bottom 50% of abundances) than common genera (top 50% of 
abundances). Each point represents a single sample from the Tara Oceans Project. 
Points are colored by different sampling depth. SRF: surface water layer, ~-5m; DCM: 
deep chlorophyll maximum layer, ~-71m; MES: mesopelagic zone, ~-600m. (B) The 
negative correlation between CRISPR incidence and absolute abundance was driven 
by both prevalent and rare genera. Each point represents the median CRISPR 
incidence of 500 genera with a similar absolute abundance of the Tara Oceans Project. 
Red points are summarized data with all genera, while blue points are summarized 
data without prevalent genera (genera present in more than 75% of samples). For 
clearer trends visualization, we focus only on lower 80% of genera abundance (see 
supplementary figure 2.7 for the whole abundance range). (C, D) Similar analysis of 
panels (A, B) was performed with samples of the Earth Microbiome Project. A similar 
signal trend is observed. The flow cytometry data of EMP was not available so that the 
relative density was plotted in panel (D). 

We next developed a more refined test to allow accounting for the possibility 

that this result is driven by a small number of highly abundant genera that occur in a 

majority of samples. We sorted the absolute abundance of genera in all samples 

together and smoothed the data by taking the median of the CRISPR incidence in bins 

of 500 abundance observations (Figure 2.1B). This test replicated our initial finding of 
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a negative relationship between CRISPR incidence and the absolute abundance and 

confirmed that it holds across a wide range of abundances. We ruled out a small number 

of genera as the sole driver of this pattern by removing all genera present in more than 

75% of samples (Figure 2.1B, upper line). 

To further validate our results, we analyzed independent data from the Earth 

Microbiome Project (EMP), and found a similar trend in samples from saline water 

environments (Figure 2.1C, D). Note the slight vertical shift between the two lines in 

figure 2.1D implies that the removed prevalent genera have lower average CRISPR 

incidence. 

A caveat to the above analyses is that, by using CRISPR incidence from fully 

assembled prokaryotic genomes in the Genbank database (i.e., CRISPRCasdb), we are 

assuming that the CRISPR incidence in each genus is constant regardless of local 

environmental factors. We relaxed this assumption by annotating CRISPR directly in 

the environment in which we also assess abundance. More specifically, we searched 

for CRISPR arrays in 2631 draft Tara Oceans metagenome-assembled genomes 

(MAGs) [79] using CRISPRCasFinder [78]. The absolute abundance of MAGs with a 

CRISPR system was compared to that of MAGs without CRISPR in all three 

environments (Figure 2.2). In SRF and DCM, MAGs without the CRISPR system tend 

to be more abundant in samples, which is consistent with our previous 16S rRNA 

results. The pattern is in general consistent among different geographic provinces 

(Supplementary figure 2.6). The deepest layer (MES) does not show this pattern. 
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Figure 2.2: At DCM and SRF depths in Tara Oceans data, MAGs without CRISPR 
array(s) are significantly more abundant than MAGs with CRISPR array(s). 

2.4.2 CRISPR incidence increases with sample diversity in the human 
microbiome 

The majority of bacteria on earth occur in biofilms [88], which are usually 

composed of multiple bacteria species [89]. In such situations, bacteria constantly 

undergo synergistic or antagonistic cross-species interactions [90], which may affect 

the relative fitness of different immune systems. We sought to empirically test for a 

link between environmental bacteria diversity and CRISPR immunity. We first 

examined the Tara Oceans data, where we found a significant positive correlation (p-

val = 1.39e-07) in the SRF samples but no significant results (p-val=0.056 for DCM 

and p-val = 0.018 for MES) in the other environments (Supplementary figure 2.5). 

Hypothesizing that the range of sample diversity would be a key factor in determining 

power, we decided to examine the human host-associated microbiome, which includes 

samples with significantly less diversity than Tara Oceans samples. 

The Human Microbiome Project (HMP) provides 16S rRNA sequencing data 

sampled from five human body sites (oral, nasal, skin, gut, and urogenital tract). We 

began by restricting ourselves to oral samples (which comprise half of the samples) and 
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calculated Shannon's diversity index for each of the 2564 oral samples using genus-

level read counts. As in our initial density analysis, we used genera-level CRISPR 

annotations calculated from CRISPRCasdb. We observed a positive correlation with 

diversity explaining an amazingly high ~52.4% of the variation in CRISPR incidence 

(Figure 2.3A). This pattern varies among body sites with significant positive 

correlations in stool (𝑟𝑟2 = 0.429) and nasal cavity (𝑟𝑟2 = 0.063), a significant negative 

correlation in skin (𝑟𝑟2 = 0.092, opposite direction), and no meaningful correlation in 

urogenital tract (𝑟𝑟2 = 0.018) (Table 2.1, Supplementary figure 2.1). 

As with the density analysis, we validated our diversity results with an 

independent set of human oral samples from the EMP and found a similar strong 

positive correlation (Figure 2.3B). 

 

Figure 2.3: CRISPR system incidence significantly correlates with microbial diversity 
in human oral environments. (A) Shannon's diversity index for 2564 HMP oral samples 
was calculated with 16S rRNA sequencing data grouped at the genus level. CRISPR 
incidence came from CRISPRCasdb. (B) Same analysis with data from 121 human oral 
samples from EMP. (C) Difference in CRISPR incidence between pairs of HMP oral 
16S samples with similar α-diversity (Shannon's index within 5% of each other) 
positively correlates with Bray-Curtis dissimilarity. 
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 16S rRNA Metagenomic 

Body site Trend 𝑟𝑟2 p-value Trend 𝑟𝑟2 p-value 

Oral Positive 0.524 0 Positive 0.048 6.61e-14 

Gut Positive 0.429 6.20e-34 Positive 0.069 8.95e-10 

Nasal Positive 0.063 2.04e-03 - - - 

Skin Negative 0.092 1.46e-14 - 0.006 0.466 

Urogenital Neutral 0.018 0.012 - 0.013 0.139 

Table 2.1: The table shows the coefficient of determination between CRISPR incidence 
and Shannon's diversity for all HMP body sites. Dash means either trend is not 
significant or data are not available. 

The different patterns among body sites suggest that the CRISPR incidence may 

be driven by species composition in addition to diversity. We assessed the effect of 

differences in species composition by examining CRISPR incidence as a function of 

Bray-Curtis dissimilarity between pairs of samples. During this analysis of between-

sample diversity (i.e., β-diversity), we controlled for within-sample diversity (α-

diversity) by restricting to pairs of samples with Shannon's diversity within 5% of each 

other. Consistent with our species composition prediction, the CRISPR incidence 

difference increased along with between-sample diversity in the oral environment 

(Figure 2.3D) as well as all other body sites (Supplementary figure 2.3). 

As noted in our earlier abundance analysis, CRISPR annotated from 

CRISPRCasdb does not reflect environmental factors. Thus, we directly tested the 

diversity hypothesis in HMP whole-genome shotgun metagenomic data [80] in which 

we directly annotated CRISPR incidence (see methods). We compared the normalized 

CRISPR repeat abundance of 1141 human oral samples against Shannon's diversity 

index, and observed a small but highly significant positive correlation (𝑟𝑟2 = 0.048; 
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Figure 2.4A). Results from all body sites can be found in table 2.1 and supplementary 

figure 2.2. To check if the trend is driven primarily by a small number of high-

abundance genera present most samples, we performed the same analysis after 

removing all CRISPR repeat clusters (clusters of repeats based on sequence 

similarities) present in >50% of samples. Given that repeat sequences associate with 

CRISPR-Cas system types and are phylogenetically conserved to some extent [53], this 

procedure should preferentially exclude abundant genera. The remaining 1139 oral 

samples again show a positive correlation between CRISPR incidence and sample 

diversity (𝑟𝑟2 = 0.053; Figure 2.4B). 

 

Figure 2.4: (A) Sample-wise repeat-mapped read counts positively correlated with 
Shannon's diversity index in 1141 HMP human oral samples (𝑟𝑟2 = 0.048). (B) The 
positive correlation between repeat-mapped read counts and Shannon's diversity index 
in oral samples persists when prevalent repeat clusters (those present in more than 
50% of samples) were removed (𝑟𝑟2 = 0.053). 

2.5 Discussion 

The CRISPR-Cas system is broadly found throughout the prokaryotic 

phylogeny and provides an effective immune response against phage infection. 

Defense genes generally have higher HGT rates [66], and cas genes and CRISPR arrays 

frequently physically cluster in defense “islands,” which allow them to be horizontally 

transferred together [10]. However, the CRISPR systems distribute unevenly across the 
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prokaryotic phylogeny and environments [91] despite these high rates of HGT. This 

apparent paradox has been explained by direct fitness costs of the CRISPR system or 

reduced benefit due to competition from other immune systems [48], [73], [92], [93]. 

For instance, acquiring self-targeting spacers is deleterious to the host [44], [94]; 

CRISPR may prevent HGT so that the acquisition of advantageous mobile genetic 

elements (MGEs) is limited [45], [47], [95], [96]; CRISPR shows negative epistasis 

with host genes in some cases [91], [97]. In this work, we explored additional 

ecological drivers of the CRISPR incidence and found that CRISPR is preferred in 

lower abundance taxa in saltwater environments as well as higher diversity samples in 

the human oral cavity. 

Our analysis revealed that CRISPR is preferred in lower abundant bacteria in 

marine environments. One hypothesized reason could involve the classic kill-the-

winner model of bacteria-phage interaction in marine environments. Phages lyse ~20% 

of ocean bacteria every day [98], [99], and the most abundant bacteria are targeted by 

more diverse phages. For example, during Flavobacteria blooms in the ocean, many 

new flavophages (defined as phages targeting flavobacteria) have been identified [100]. 

CRISPR is more efficient in environments with recurrent phage with minimal genetic 

changes, which is supported by a negative correlation between phage diversity and 

CRISPR incidence found in a metagenomic analysis [52]. Thus, we expect CRISPR 

systems are more likely to be found in lower abundance bacteria species, which are 

targeted by less diverse phage. 

The lack of significant correlation in the MES layer in figure 2.2 could be due 

to different biological lifestyles in the different environments or due to technical biases 
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in the MAG reconstruction method. In particular, the relative abundance of particle-

attached bacteria increases in the deeper ocean while free-living bacteria dominate the 

shallower layers [101]. While density has a fairly straightforward interpretation for 

free-living bacteria, the complex community fine-scale spatial structure of particle-

attached bacteria may render our measure of density irrelevant for microbe-phage 

dynamics in such an environment. In addition to this biological explanation, technical 

details of the MAG generation favor the SRF and DCM layers at the expense of the 

MES layer through a complex ascertainment process. Data from all layers in a 

geographic region were merged during assembly to maximize completeness [79], since 

the MAG quality depends strongly on the sequencing coverage. However, this merging 

process induces a bias in the MAGs towards the upper layers, which contain more cell 

counts than lower layers (Figure 2.2). Subsequently, abundances are calculated in all 

layers for all MAGs, but these calculations can only be made for assembled genomes 

— hence the ascertainment bias. For taxa that primarily live in the upper layers, their 

reported abundance in the deepest layer is unlikely to be related to having CRISPR or 

not, which could explain the absence of a signal in our analysis. The converse is less 

of a factor because taxa that primarily live in the deepest layer are less likely to be 

assembled. 

Surprisingly, when we performed a similar density analysis with 16S rRNA 

data from the Human Microbiome Project, we found no signal (Supplementary figure 

2.4). Again, one explanation is the distinct bacterial lifestyle of the two kinds of 

environments. In contrast to the largely free-living bacteria in the upper layers of the 

ocean [101], the host-associated bacteria in the human body encounter highly 
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heterogeneous environments. For example, the human oral microbiome is constructed 

with surface-dependent bacteria which tend to form biofilms with complex community 

spatial structures and a mixture of taxa. Distinctive niches within the oral cavity lead 

to distinct microbiome profiles [102]. In this case, species density in each sample might 

be a less accurate indicator of the local fine-scale population density. 

In addition to the association with low abundance, we found CRISPR to be 

favored in human oral environments with higher bacteria diversity. This result 

confirmed previous experimental work directly showing that defense strategies such as 

sm-mediated immunity are selected against in more diverse bacteria communities [73]. 

Many other factors potentially play a role in connecting CRISPR system distribution 

to bacterial diversity, although experimental evidence is less direct. First, studies found 

that microbial herd immunity is facilitated by spatially heterogeneous environments 

and community structures such as biofilms [103], [104] that correlate with diversity. 

Herd immunity requires CRISPR or CRISPR-like immunity in which the resistant 

strain acts as a phage sink to protect its neighbors. Second, in order to reduce the 

chances of phage evolving to escape CRISPR immunity, multiple spacers must target 

the same phage genome. While CRISPR arrays in an individual bacterium may have 

limited numbers of effective spacers [105], spacer diversity at the population level 

provides an effective barrier to phage evolutionary escape [106]. Such population-scale 

spacer diversity would occur naturally with greater diversity of host bacteria. Finally, 

in diverse but high-density micro-environments such as biofilms, quorum sensing may 

drive population-level change in gene expression [107], including at least certain types 

of CRISPR immune responses [108]. In the human oral cavity, bacteria present close 
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interspecies synergistic interactions [109] in heterogenous microenvironments, which 

may link the community diversity with the CRISPR-associated herd immunity, 

population-distributed immunity, and community-sensing immune plasticity. 

When we extended this diversity analysis to the Tara Oceans samples, we found 

a mild trend in the SRF layer (𝑟𝑟2 = 0.37), but no correlation in the DCM and MES 

layers (Supplementary figure 2.5). However, compared to the human oral bacteria 

community, free-living bacteria that live in the ocean have unlimited space, with 

reduced opportunities for direct interaction and interspecies competition. The selective 

advantage of CRISPR relative to other immune mechanisms may thus be weaker even 

though the average species richness of the ocean is several times higher than the oral 

cavity [82], [110]. 

Despite our ecological drivers not being universal across environments, we 

revealed that bacteria community properties in natural environments can drive the 

distribution of CRISPR systems. Indeed, the variation in trends suggests that nuanced 

changes in environmental conditions could result in substantial changes to selection on 

bacterial defense systems. These trends are likely also coupled to virus community 

properties. Future investigation of this hypothesis will require more extensive datasets 

with paired prokaryotic and viral sequences collected at the same location. 
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Chapter 3: Identifying protospacer sequence 

composition effects on acquisition rate through 

deep learning 

3.1 Abstract 

Multiple experimental studies have shown that protospacers are acquired at an 

uneven rate, which is likely influenced by their sequence composition. Many CRISPR 

systems (e.g., type I, type II), recognize a short protospacer adjacent motif (PAM) 

sequence that strongly affects the acquisition rate of the corresponding protospacer 

sequence. However, a PAM is not the only factor that affects the spacer acquisition 

process, since rates vary even between protospacers with identical PAM sequences. 

In this work, we built a convolutional neural network (CNN; “deep-learning”) 

model to predict protospacer acquisition rates and reveal subtle hidden patterns in the 

spacer sequence. A significant challenge to such models is their lack of parameter 

interpretability; we gained understanding of the driving signals through the use of the 

Integrated Gradients attribution method. We first trained three separate CNN 

regression models on spacer abundance datasets obtained from three independent 

published experimental studies using CRISPR type II-A, I-E and III-A systems. These 

models explained, respectively, on average 22%, 35.9% and 19% of the variation in 

spacer abundance (a proxy for acquisition rate) strictly through spacer sequence 

composition, and not including the PAM sequence. In type II-A and I-E systems, our 

interpretation method identified positions at the PAM-proximal end of the spacer as 

more important in predicting the spacer abundance, which is consistent with 
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suggestions from previous experimental work. For type III-A system, in which PAM 

sequence is not required, we discussed the potential of spacer GC% in affecting spacer 

acquisition rates. Next, we trained a classification model using the same underlying 

CNN architecture on a much larger dataset with spacers extracted from a broad range 

of bacteria species and CRISPR system types. The spacer sequence patterns identified 

by this classification model, though noisy, are consistent with our regression model 

results and suggest that these patterns in protospacer composition hold across a wide 

evolutionary span of CRISPR systems. 

3.2 Introduction 

The CRISPR(clustered regularly interspaced short palindromic repeats)-

Cas(CRISPR-associated genes) system, as the only known microbial adaptive immune 

system, protects prokaryotes against infections from phage and plasmids [47], [111], 

[112]. In the adaptation stage of the CRISPR immune response, the Cas protein 

complex (eg. Cas1-Cas2) and other associated proteins that form the acquisition 

machinery select and integrate short sequences of the invading nucleic acids (eg. phage, 

plasmids, etc) into the CRISPR array of the host genome [22], [113]. The short 

sequence is known as a protospacer while it lies in the invading genome and a spacer 

when it is in the CRISPR array. Then the spacer is transcribed and processed into 

crRNA, which is used to recognize recurring invading nucleic acids [30], [114]. Spacer 

acquisition defines the adaptive feature of the CRISPR-Cas immune system by creating 

memories of past infections. 

The length of the spacer is tiny when compared to the invading DNA such as 

the phage genome, which means there are many potential protospacers on invading 
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genetic elements. However, not all short sequences can be selected as spacers. 

Protospacers are selected by CRISPR acquisition machinery at an uneven rate, which 

is a result of complex internal and external or even unknown factors. 

One strong influence on the acquisition rate is the ~2-5 nt protospacer adjacent 

motif (PAM) sequence, which is found in many type I and type II CRISPR systems 

[115], [116], [117]. Bioinformatics studies revealed that, using the non-target strand of 

the protospacer as a reference, the PAM is located immediately or within several 

basepairs upstream of the protospacer for CRISPR type I and V systems and 

analogously downstream of the protospacer for CRISPR type II systems [118]. Both 

type I and type II systems require a PAM for acquisition and interference [75] to assist 

protospacer-crRNA matching procedure and prevent autoimmunity [116], [118]. The 

PAM sequences vary widely among CRISPR system types, but very little within a 

particular system -- mutations in a PAM sequence dramatically reduce the acquisition 

rate of the adjacent protospacer [29], [119], [120], [121]. 

In addition to the PAM sequence, the nucleotide composition of the protospacer 

also affects its rate of acquisition, although the precise factors and mechanism are 

ambiguous. Experimental work showed that spacer abundance varies even when PAM 

sequences were found near almost all corresponding protospacers [120], [122], [123], 

[124]. In a study of a type II-A system , the abundance profile of acquired spacers was 

highly consistent among repeated trials (which suggested protospacer composition had 

a deterministic effect on the acquisition rate [120]. To further test this hypothesis, the 

authors swapped the 10 nt PAM-proximal region in a selected high-abundance spacer 

with the corresponding region from a low-abundance spacer and observed the 
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recombinant spacer had an accordingly intermediate acquisition rate. However, they 

were unable to find any motif with kpLogo [125], a probability-based logo tool for 

integrated detection and visualization of position-specific ultra-short motifs from a set 

of aligned sequences. Similar results were presented in multiple studies from other 

groups [28], [29], where induced mutations in spacer sequence consistently decreased 

the spacer acquisition rate but failed to reveal a common motif/pattern. One exception 

with a small motif was presented by [121], where they found a AA motif at the last two 

positions of spacers acquired by a type I-E system in E.coli. 

We set out to further look into this question of how the spacer sequence 

composition affects acquisition rates using a model able to capture non-linear 

interactions within the spacer sequence found in large publicly available datasets. In 

recent years, CNNs, which are a specific type of deep neural network, have been widely 

used to analyze biological sequences with improved performance over previous 

approaches [126], [127], [128], [129]. Several aspects of CNNs make them particularly 

useful for modeling genetic sequences. First, CNNs are not constrained by variation in 

input size because short sequences can be zero-padded to the maximum sequence 

length without affecting the model prediction results. The fact that the exact position 

of the feature is not important in prediction is biologically reasonable as we don't expect 

the motif of interest would present at the exact same position in each sequence [130]. 

Second, the CNN model structure allows for high flexibility in adapting to different 

datasets. The number of convolutional layers and how the different layers connect can 

be varied to a CNN to achieve stronger representation power. For example, adding a 

residual layer can greatly prevent the vanishing gradient problem [131]. Third, recent 



 

 31 
 

advances in data augmentation algorithms [132], [133] help reduce the model bias 

towards the training set and improve CNN generalization capability to the test set. 

In this work, we first trained a CNN-based regressor on existing experimental 

spacer datasets to predict spacer acquisition rates on a continuous scale. We applied the 

Integrated Gradients technique [134] for attribution interpretation of the results to 

reveal patterns that are important in spacer acquisition rate prediction. We then trained 

a CNN-based classifier on a much larger set of microbial data to investigate if observed 

patterns in experimental settings can be extended to a more general scope by predicting 

whether a sequence is likely to be a spacer or not. Finally, prompted by results from 

the CNNs, we explored the effect of spacer GC content on acquisition rate. 

3.3 Methods 

3.3.1 Data preparation 

To identify the hidden patterns that affect the spacer acquisition rates, we 

obtained spacers from both specific experiments and a much larger merged database. 

The experimental data were downloaded from three independent works: Heler 

[120], Yosef [121], and Aviram [124]. Heler et al. infected bacteria Staphylococcus 

aureus with phage ФNM4γ4, collected 2091 30nt spacers acquired during this process, 

and recorded spacer abundance. This spacer set is associated with the type II-A 

CRISPR system [120]. In Yosef et al.'s experiment, the type I-E CRISPR system of 

E.coli acquired spacers from a plasmid. A total of 5336 33nt spacers sequences and 

their corresponding abundances were collected [121]. Aviram et al. introduced the 

CRISPR type III-A system from Staphylococcus epidermidis into Staphylococcus 
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aureus and obtained 5588 34-37nt spacers from the Staphylococcus aureus 

chromosome [124]. We randomly split each experimental spacer dataset into a training 

set (80%), a validation set (10%), and a test set (10%). We one-hot encoded the spacer 

sequences, as is customary when applying a CNN to DNA sequences [135], and took 

the log of the abundance. 

The large spacer database comes from recent research that attempted to link 

spacers to their target sequences (i.e., generally viral or plasmid sequences). For each 

spacer in CRISPRCasdb [18], they searched for matches in both Genbank and 

metagenomic sequence databases [136]. In the end, 72,099 spacers (32% of the total) 

returned at least one match in the databases. In addition to this “positive” set of known 

spacers, for our model training purposes, we wanted to generate a “negative” set of 

background spacers for which we had no evidence for them ever being acquired as 

spacers. For each spacer, we took the linked matching sequence and randomly selected 

a sequence with the same length as the spacer. Thus our background sequence dataset 

has the same number of sequences as the linked spacer dataset. We further divided the 

background and spacer datasets into subsets based on CRISPR system subtype. We 

only used the largest three subtypes in our analysis since they had sufficient sequences 

to train the model: type I-C with 8603 spacers and ranging from 33-36nt; type I-E with 

14811 spacers ranging from 31-33nt; and type II-A and II-C with a combined 6084 

30nt spacers. We randomly mixed the spacers and background sequences within each 

CRISPR system subtype and, as above, split each mixed dataset into an 80/10/10 split 

between training, validation, and test sets with all sequences being one-hot encoded. 



 

 33 
 

3.3.2 Convolutional neural network 

Classifier and regressor 

One of the main functions of deep learning, especially neural networks, is to 

learn the latent features that can best describe key parts of the data that are associated 

with their labels. Then the learnt-latent features are used to predict the labels. Here we 

have two data types: three smaller experimental datasets where each spacer has an 

abundance value and a large data collection that contains two classes of data (spacers 

and background sequences) in each dataset. For both data types, we are using the same 

neural network architecture to learn the latent features of the sequences. For the 

experimental data, we built a regressor to predict spacer abundance; for the big data 

collection, we built a binary classifier to predict whether a sequence is a spacer or a 

background sequence. 

Performance evaluation 

For the regressor, we evaluated model performance on the test set by calculating 

the coefficient of determination (𝑟𝑟2) between the predicted spacer abundance and the 

true spacer abundance. For the binary classifier, we used classification accuracy as 

defined by the proportion of the test samples that are correctly classified. We also 

reported F1 scores for the classifier, which is defined as the harmonic mean of the 

precision and recall. 

Feature representation 

The inputs to the model are binary one-hot encoded DNA sequences. Each 

sequence is represented by an L×4 vector, where L is the spacer length (~30bp, different 
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for different datasets), and 4 is the one-hot encoded base pairs (A is [1,0,0,0], T is 

[0,1,0,0], C is [0,0,1,0] and G is [0,0,0,1]) 

Model architecture and training procedures 

We built a one-dimensional convolutional neural network (CNN) with 

PyTorch. The CNN takes the one-hot encoded DNA sequences as inputs and depending 

on the task, it either returns with a vector of scalars that represent the “likelihoods” of 

the sequence in each class (classifier), or returns a scalar that represents the predicted 

spacer abundance (regressor). The CNN is composed of 3 blocks and the core layer of 

each block is a 1D convolutional layer (Figure 3.1). In each block, we first employed a 

1D convolutional layer with a kernel size equal to 3. The convolution padding 

parameter was set to “valid” to reduce the effects of padding zeros to the end of the 

output. Then a batch normalization layer [137] followed to reduce the internal covariant 

shift. Next we added a ReLU activation function layer followed by a max pooling layer 

with a kernel size equal to 3. The max pooling was used to reduce the dimension while 

preserving the most important features. The last layer in the block is a dropout layer. 

We optimized the dropout rate to 0.4 to maximize validation and test accuracy. A lower 

dropout rate would increase the overfitting effect while a higher dropout rate would 

reduce the model performance. We also added a residual layer to reduce the problem 

of a vanishing gradient during training. We saved the output of the convolutional layer 

in the first block as the residual, and added it back to the loop before the third block. A 

fully connected (FC) layer was added before adding the residual to keep the dimension 

consistent. Failure to implement the residual layer would largely reduce the model 



 

 35 
 

performance. Finally, two FC layers were added to condense the output into either two 

scalars for the classifier or one scalar for the regressor. 

 

Figure 3.1: CNN-architecture 

Before the training started, the one-hot encoded sequences were subjected to 

two data augmentation steps. First, each sequence was randomly zero-masked (replace 

the randomly selected one-hot encoded nucleotide positions with 0) at a probability of 

0.05 and then all data points of the sequences were added with a Gaussian noise with a 

standard deviation of 0.1. The data augmentation was performed within each batch 

before the training to enlarge the training sample size and reduce the chance of 

overfitting. 

In the training process for the classifier, cross-entropy was used as the loss 

function and Adam as the model optimizer. For the CNN regressor, we used mean 

square error (MSE) as the loss function and the stochastic gradient descent (SGD) 

optimizer. Model hyperparameters including the number of epochs, batch size, initial 

learning rate, learning rate decay rate, and learning rate decay step size were adjusted 

based on the performance of the validation set. During the training, once a lower loss 

on the validation set was achieved, the model would be saved. The saved model with 

the lowest loss was tested independently with the test set. 
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3.3.3 Integrated Gradient 

Integrated Gradient (IG) is a technique to interpret the deep neural network by 

measuring the input feature importance that contributes to the model's prediction. In 

our work, IG returned an attribution (“importance score”) for each base of the spacer 

according to their contributions in predicting the spacer abundance. The contributions 

were measured relative to a baseline, which was intended to provide no information 

into the model. We used the default zero scalars as the baseline. We implemented IG 

with the Captum library built on PyTorch. We then generated explanation figures for a 

predicted importance level of spacer sequence composition by aggregating the 

attributions (“importance score”) returned by IG. The importance scores are either 

showed by the aggregated attributions for 10 trials (one trial per line), each with an 

independent train/test split, and the aggregated attributions for each trial are the average 

of the attributions of the test samples; or by the frequency with which the attribution of 

that position occurs in the top 5 of all positions in all test samples. 

3.3.4 GC Content Analysis 

We calculated the spacer GC% of the 3 experimental datasets [120], [121], 

[124]. We performed a linear regression between spacer GC% and log-scaled spacer 

abundance and reported the coefficient of determination (𝑟𝑟2) in each dataset. In 

CRISPR type III-A system, to test if patterns learned by CNN model entirely come 

from the GC% difference, we performed an additional F1 score comparison. We used 

1294 spacers from the hotspot “c” (the chromosome terminus region, start position: 

1200000, end position: 1450000) [124] and randomly obtained 5169 sequences from 

the hotspot non-spacer area (there is no sequence overlap between spacers and random 
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sequences). The random sequences have the same length distribution as the spacers. 

We labeled spacers and random sequences as 2 classes, mixed them and randomly split 

the mixed sequences into 80% training set, 10% validation set, and 10% test set. We 

again built a CNN classifier with the same architecture as shown in figure 3.1 to predict 

sequence labels by learning the latent features from the sequence composition. We 

recorded the accuracy as well as the F1 score to evaluate the model performance. We 

also calculated the GC% of all mixed sequences, and fitted a logistic regression to 

predict labels (label ~ GC%) using the glm function in R. The F1 score and accuracy 

were reported using functions from the MLmetrics library. 

To perform the GC% analysis with spacers from the CRISPRCasdb, we again 

used the spacers and hits obtained from the large computational work [136]. The GC% 

of spacers and corresponding hits were calculated and a paired t-test was performed 

within each CRISPR system subtype. 

We obtained spacers from the Human Microbiome Project (HMP) from the 

work [138]. To get spacer source (viral/plasmid/bacteria) sequences from HMP, we 

looked for sequences that contain standalone spacers with no nearby repeats. 

Considering HMP samples were collected from various participants and bodysites, to 

reduce data noise and preserve more data in our analysis, we randomly selected several 

participants, and took all oral samples of each participant as downstream analysis units 

(Selected participants ID: 675950834, 765013792, 159227541, 158883629). We first 

searched HMP spacers (spacers less than 10 bp were removed) against HMP assemblies 

of each selected participant downloaded from the HMP data portal 

(https://www.hmpdacc.org/hmp/hmasm2/). Within the target assemblies, we filtered 
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out sequences if any repeat sequence from the work [138] was observed within 500 bp 

of the spacer. We then considered the remaining assemblies (~ 2000 hits/participant) 

as the spacer source sequences (hits) of the participant. The GC% of spacers and hits 

were calculated and a t-test was performed within each participant. 

3.4 Results 

3.4.1 CNN of experimental data 

To evaluate if the spacer sequence composition can be used to predict the spacer 

acquisition rate, we applied CNN to several experimental data. 

The first dataset is a set of spacers that were downloaded from Heler's work 

[120]. They studied the spacer abundance distribution along the phage genome that 

arose after the lytic phage ФNM4γ4 infection of Staphylococcus aureus RN4220 

harboring the Streptococcus pyogenes type II-A system. They did the same infection 

experiment twice independently, collected spacers at a relatively early stage after 

infection when no selection on spacer targeting efficiency had occurred, and found that 

the acquired spacer abundance was highly consistent between the two trials. One of the 

factors that affect spacer abundance they found is the protospacer position in the phage 

genome. Here we used all 2091 30nt spacers from their work to test the effect of the 

spacer composition on the spacer abundance. 

As described in the methods section, the CNN model takes spacer sequence 

composition as input and predicts spacer abundance, which is used as the proxy of the 

spacer acquisition rate. The spacer dataset was split into 80% training set, 10% 

validation set, and 10% test set. Figure 3.2A shows the performance on the test set with 
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a positive correlation between the predicted spacer abundance and the actual spacer 

abundance in the test set. The average 𝑟𝑟2 of 10 independent train/validation/test splits 

is 0.22 (supplementary data), which suggests that 22% of the spacer abundance 

prediction can be explained by the spacer sequence composition. 

 

Figure 3.2: A) The performance of CNN regressor in predicting spacer abundance. 
Models are trained and tested with spacers acquired from the infection between phage 
ФNM4γ4 and bacteria S. aureus RN4220 [120]. The figure plots the predicted spacer 
abundance vs. the actual spacer abundance when the model is trained by spacer 
sequence composition (𝑟𝑟2= 0.28, p-val = 2.15E-16). The blue line shows 𝑦𝑦 = 𝑥𝑥. B,C) 
Plots of the IG results that present the importance of each spacer sequence position in 
predicting the spacer abundance. B) This plot shows the position-wise average 
attributions of all test samples. Each line represents an independent trial (10 trials in 
total). C) A downstream analysis of average attribution values in B). The y axis 
represents the frequency with which the attribution of that position occurs in the top 5 
of all positions in all test samples. 

To interpret the CNN results, we then generated explanation plots for a 

predicted importance level of spacer sequence composition using the Integrated 

Gradients (IG) method [134]. This method attributes predictions of a deep learning 

model to each input feature. In our case, it returns an “importance score” for each base 

of the spacer according to their contributions in predicting the spacer abundance. Figure 

3.2B shows the aggregated attributions (“importance score”) for 10 trials (one trial per 

line), each with an independent train/test split. The aggregated attributions for each trial 

are obtained by averaging over the absolute attributions obtained for each sample in the 

associated test set. To amplify the significance of important positions, figure 3.2C 

shows the frequency with which the attribution of that position occurs in the top 5 of 



 

 40 
 

all positions in all test samples. We observed that overall, the bases near the 3' end of 

the spacer are more important in predicting the spacer abundance than the 5' end. The 

result is consistent with Heler's experimental result, where they found that the 10bp 

segments at the 3' end of spacers are more responsible for the spacer abundance than 

the rest part of the spacers [120]. 

The CNN regressor is also trained on another experimental spacer set that was 

acquired by a type I-E system in E.coli. In this experiment, 5336 33nt unique spacers 

were acquired from the transformed plasmid, which carries Cas1 and Cas2 genes [121]. 

A stronger correlation between the predicted spacer abundance and the actual spacer 

abundance was observed as shown in figure 3.3A, with an average coefficient of 

determination (𝑟𝑟2) of 10 independent trials equals 0.386. 

The IG analysis was also performed on the type I-E spacer dataset. Figure 3.3B 

and 3.3C show that several bases located at the two ends of the spacer play more 

significant roles in the spacer abundance prediction. The results are consistent with the 

finding of the paper [121], where they had two observations: 1. the first base of the 

spacer at the 5' end partially affects the efficiency of spacer acquisition; 2. a 5′-AA, 

positioned at the 3′ end of the spacer, that enhances the efficiency of the spacer's 

acquisition. Our model captured these important locations and extended several bases 

toward the middle of the spacer. When we removed the first and last two bases that 

produce strong signals as stated in Yosef's work, the rest partial spacer sequence 

showed reduced but significant predictive power on spacer abundance. The average 

coefficient of determination (𝑟𝑟2) of 10 independent trials is 0.149 (Figure 3.4). 
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Figure 3.3: A) The performance of CNN regressor in predicting spacer abundance. 
Models are trained and tested with spacers acquired from the transformed plasmid in 
the E.coli [121]. The figure plots the predicted spacer abundance vs. the actual spacer 
abundance when the model is trained by spacer sequence composition. 𝑟𝑟2= 0.410, p-
val = 8.90E-63). The blue line shows 𝑦𝑦 = 𝑥𝑥. B,C) Plots of the IG results that present 
the importance of each spacer sequence position in predicting the spacer abundance. 
B) This plot shows the position-wise average attributions of all test samples. Each line 
represents an independent trial (10 trials in total). C) A downstream analysis of 
average attribution values in B). The y axis represents the frequency with which the 
attribution of that position occurs in the top 5 of all positions in all test samples. 

 

Figure 3.4: A). The performance of CNN regressor in predicting spacer abundance. 
Models are trained and tested with spacers acquired from the transformed plasmid in 
the E.coli [121]. The first and last two bases of the spacers are removed before training 
and test. The figure plots the predicted spacer abundance vs. the actual spacer 
abundance when the model is trained by spacer sequence composition. (𝑟𝑟2= 0.176, p-
val = 8.48E-25). The blue line shows 𝑦𝑦 = 𝑥𝑥. B,C) Plots of the IG results that present 
the importance of each spacer sequence position in predicting the spacer abundance. 
B) This plot shows the position-wise average attributions of all test samples. Each line 
represents an independent trial (10 trials in total). C) A downstream analysis of 
average attribution values in B). The y axis represents the frequency with which the 
attribution of that position occurs in the top 5 of all positions in all test samples. 

The CNN regressor was again trained on the experimental spacer dataset 

acquired by CRISPR type III-A system. In this experimental work, type III-A system 

of Staphylococcus epidermidis was introduced into Staphylococcus aureus via 

plasmids transformation [124]. The CRISPR system acquired 5588 spacers from the 
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Staphylococcus aureus chromosome. After acquiring unique spacers and removing 

stand-alone spacers, 3273 spacers were used in the analysis. Spacer length ranges from 

34nt to 37nt. We padded zeros to both ends in the one-hot encoding process. We see a 

positive correlation between predicted spacer abundance and the actual spacer 

abundance of the test set with an average 𝑟𝑟2 of 10 independent trials equals to 0.211 

(Figure 3.5A). 

We performed the IG to interpret test set results. As shown in figure 3.5B, base 

pairs near two ends of the spacer are more important in predicting spacer abundance. 

As expected, the 1-2nt at the very end of the spacers shows less importance is because 

of zero-padding at the ends. Not all spacers are as long as 37nt (the longest spacer in 

the analyzed dataset). We limited spacer length to 36nt which left us with 1147 spacers. 

The performance of the CNN regressor is less stable but the average 𝑟𝑟2 of 10 

independent trials is 0.209 (Supplementary figure 3.1). 

 

Figure 3.5: A). The performance of CNN regressor in predicting spacer abundance. 
Models are trained and tested with spacers acquired from the Staphylococcus aureus 
chromosome in the Staphylococcus aureus [124]. The figure plots the predicted spacer 
abundance vs. the actual spacer abundance when the model is trained by spacer 
sequence composition. (𝑟𝑟2= 0.260, p-val = 9.13E-23). The blue line shows 𝑦𝑦 = 𝑥𝑥. B,C) 
Plots of the IG results that present the importance of each spacer sequence position in 
predicting the spacer abundance. B) This plot shows the position-wise average 
attributions of all test samples. Each line represents an independent trial (10 trials in 
total). C) A downstream analysis of average attribution values in B). The y axis 
represents the frequency with which the attribution of that position occurs in the top 5 
of all positions in all test samples. 
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3.4.2 CNN classifier of CRISPRCasdb data 

One limitation of the experimental work is that the spacer acquisition process 

only involves a single bacteria species and a single phage/plasmid. The bacteria-phage 

interaction in the real world is more complex, it involves not only a network-styled 

interaction relationship, but also horizontal gene transfer among microbes. A collection 

of spacers from various bacteria-phage/plasmid combinations would help explore if the 

spacer acquisition rate can be affected by any general patterns in spacer sequence 

composition. A recent large-scale computational work [136] mapped spacers from 

CRISPRCasdb to the NCBI database and metagenomic sequences from multiple 

works. This work successfully mapped 72,099 (32% of the total) spacers to the NCBI 

database. This dataset provides a great number of protospacers and their corresponding 

information such as the phage genome, their location in phage and the PAM sequence. 

Thus we used it to search for the hidden patterns in spacer sequences that are 

responsible for the spacer acquisition rate. 

A drawback of using the complex spacer dataset is that there is no spacer 

abundance value that can be used to represent the spacer acquisition rate. To extract 

patterns in spacers, we manually created a background sequence dataset by mapping 

spacers to their corresponding virus/plasmid source sequences and then randomly 

selecting sequences with the same length distribution as spacers from source sequences. 

Here we selected the same number of background sequences as the number of 

sequences in the spacer dataset. As for sequences in the background dataset, not being 

observed in the spacer dataset does not mean that they are not spacers. However, the 

chances are low. 
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We again applied CNN and the IG analysis to the dataset. Instead of training a 

regressor, we built a CNN classifier to distinguish spacers from the background 

sequences (2 classes). We split the spacer dataset by CRISPR system subtypes because 

they evolved at least partially independently and consist of distinct adaptation modules 

[14]. The samples of each subtype dataset were split into 80% training set 10% 

validation set, and 10% test set. The average classification accuracies of 10 independent 

trials are 0.582, 0.554 and 0.555 for type I-C, I-E and II-A&II-C respectively. And the 

average F1 score of 10 independent trials are 0.579, 0.563 and 0.578 for type I-C, I-E 

and II-A&II-C respectively. The accuracy is relatively low due to the data being 

composed of a mixture of sequences from various studies. The IG results show that the 

5' end positions are more important for type I-C system while the 3' end is relatively 

important for type II-A and II-C systems. The type I-E system does not show an 

obvious trend (Figure 3.6). Type III system was not tested due to insufficient data. The 

results are consistent with the CNN regressor results obtained from experimental data, 

where the important sites are likely to be located at the PAM-proximal end of the 

spacer. 

 



 

 45 
 

 

Figure 3.6: Plots show the IG results of model trained with big spacer collections and 
their corresponding random sequences of type I-C (panel A and B), I-E (panel C and 
D), II-A and II-C (panel E and F). The IG results present the importance of each 
sequence position in predicting if the sequence is a spacer or not. The left panels show 
the position-wise average attributions of all test samples. Each line represents an 
independent trial (10 trials in total). And the right panels show a downstream analysis 
of average attribution values in the corresponding left panel. The y axis represents the 
frequency with which the attribution of that position occurs in the top 5 of all positions 
in all test samples. 

3.4.3 GC content of experimental data 

The IG results showed the relative position-wise importance of spacers in 

predicting the acquisition rate. However, it does not reflect all the information that 

CNN captured, which includes GC%. In general, due to the energy cost in the HGT, 
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phages tend to have lower GC% than bacteria [139]. But in the host-pathogen 

interactions, to utilize host cell machinery, phages are expected to have similar GC% 

as their host [140]. Thus we explored whether the GC% bias the spacer acquisition rate. 

We tested the relationship between GC% and spacer acquisition rate in the three 

experimental data sets. In Heler's work (type II-A system), we found a slightly negative 

correlation between GC% and spacer abundance (p-val = 1.481E-10, Figure 3.7A). In 

Yosef's work (type I-E system), spacers did not show significant correlations between 

GC% and abundance (Figure 3.7B). In Aviram's work (type III-A system) [124], 

spacers showed a strong positive correlation between GC% and the abundance (Figure 

3.7C). In the type I and type II system, spacers are acquired in a PAM-dependent 

manner. The requirement of the presence of the PAM sequence outweighs spacer 

sequence composition, which includes the GC%, in biasing the acquisition rate. But in 

the type III system, the immune response targets RNA molecules, and no PAM 

sequence recognition is needed [141]. The requirement of protospacer transcription 

biases the spacer preference towards the transcriptional active sites of plasmids and 

viruses [141]. In Aviram's work, spacers were acquired from the Staphylococcus 

aureus genome and were enriched around (i) the transcription region of rRNA and 

tRNA loci and (ii) the chromosome terminus region [124]. For the (i) transcription 

region, though there is no direct evidence linking the higher GC% with transcription 

sites of bacteria or bacteriophage, studies have shown that GC-rich mammalian genes 

are transcribed at a higher level than GC-poor genes [142] and transcription start site 

is significant GC-rich in amniotic [143], which may explain the clear positive trend 

between GC% and spacer abundance we observed in type III system but not in type I 
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or type II systems. For the (ii) chromosome terminus region, like the type I and II 

systems, CRISPR has a preference to use free dsDNA ends as spacer substrates [23], 

[113]. One of the double-strand breaks (DSB) repair pathways, non-homologous end 

joining (NHEJ), is found to be positively correlated with GC% [144] (in organisms 

scale). Despite the absence of evidence indicating S. aureus's reliance on NHEJ, 

exploring the association between the chromosome terminus region and elevated GC% 

via DNA repair pathways warrants investigation in other type III microbes. 

Now we are interested in whether the latent patterns of spacer sequences learned 

by CNN are purely come from the GC% difference in the type III-A system. We 

performed another experiment to directly compare the effects of sequence composition 

and GC% in biasing the spacer acquisition rate. We used the spacers and random 

sequences from the hotspot “c” (the chromosome terminus region) of the bacteria 

genome in Aviram's work [124] (see Methods section for details). We built a CNN 

classifier to predict sequence labels by learning the latent features from the sequence 

composition. The average F1 score and the average accuracy of the 2 trials are 0.72 and 

0.735 respectively. We fitted a logistic regression model to predict sequence labels 

from the sequence GC% (label ~ GC%). The average F1 score and the average accuracy 

of the 2 trials are 0.67 and 0.525 respectively. Thus not only GC%, but some other 

features from the sequence composition that would affect the spacer acquisition process 

were captured by our CNN models. 
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Figure 3.7: Plots show the correlations between spacer abundance and spacer GC 
contents. Spacer abundance is defined by the log-transformed of the normalized spacer 
reads obtained from experiments [120], [121], [124]. Panel A, B and C correspond to 
CRISPR type II-A, I-E and III-A. 

We then checked the GC% effect in broader databases. We first looked into the 

GC% of spacers obtained from the CRISPRCasdb [18]. Unlike the experimental data, 

CRISPRCasdb does not provide spacer abundance. Thus we sought to compare the 

GC% of spacers from the CRISPRCasdb and the overall GC% of the hit sequence that 

the spacer maps to. The spacer hits were obtained from the previously mentioned large-

scale computational work [136]. We observed subtle but significantly higher GC% in 

spacers than hits in the majority of CRISPR system subtypes (Table 3.1, Supplementary 

figure 3.2). However, neither type III-A nor Staphylococcus spacers from the 

CRISPRCasdb show a significant GC% difference. Note that there are only 65 unique 

spacers when constrained our test to type III-A and Staphylococcus. Not finding a 

consistent trend as shown from the experimental data may be caused by the large data 

noise from the CRISPRCasdb compared to the well-designed, monospecies 

experiment. 

We have also checked the GC% effect using spacers from the HMP. HMP 

spacers were obtained from work [138]. Hits are selected HMP assemblies that contain 

participant-specific spacers without nearby repeat sequences (see Methods section). 

Unfortunately, due to a few assemblies passing our hits selection filters in each 
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participant (~2000 hits/participant) and all CRISPR system subtypes being mixed 

together, the GC% difference between spacers and hits is not significant, and this result 

is not plausible/reliable. 

System subtype I-A I-B I-C I-D I-E I-F 

p-value 2.1E-09 <2E-16 <2E-16 - <2E-16 - 

System subtype II-A II-B III-A III-B III-D I-U 

p-value - 3.4E-09 - 0.0015 3.8E-03 - 

 

Table 3.1: The table shows the p-value of the paired t-test on the GC% between spacers 
and their corresponding hits. One test was performed for each CRISPR system subtype. 
Subtypes without enough spacers (<300 when include I-U, <100 when only I, II, III) 
or not available from Jochem's work were not included in the table. Dash represents 
no significant results. For all significant comparisons, spacers have higher GC% than 
hits. 

3.5 Discussion 

In the spacer acquisition stage, many factors affect the selection of the spacer 

sequence. Here we explored the influence that comes from the spacer sequence 

composition. We built a convolutional neural network to predict spacer acquisition 

properties, and used the Integrate Gradients to interpret the results. We found that in 

type I-E and II-A systems, PAM-proximal ends are more important in acquisition rate 

prediction, which is consistent with the experimental observation. In the type III-A 

system where PAM is not required during acquisition, both ends of spacers show 

significant roles in the prediction. 

Compared with experimental datasets, the spacers obtained from the large 

database showed elevated noise in our prediction model. We have briefly discussed the 

large database contains a mixture of data sources and a combination of different 
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bacteria-phage interactions, so that higher data noise is expected. Another possible 

causation may come from the spacer collection time in the experimental data. The type 

II-A spacers were collected 30 min after infection, when the majority of cells had not 

lysed yet [120], so the selection of the autoimmunity did not play a significant role in 

the spacers we used in our model. The type I-E spacers were collected within one day 

[121] and the type III-A spacers were collected in a couple of hours after infection 

[124]. Though some spacers that cause autoimmune response may be swiped out before 

collection, the selection on the defense efficacy did not have enough time to alter the 

spacer distribution. Thus experimental data may reflect higher spacer selection bias 

during the acquisition stage, while the vague patterns shown from the big spacer 

database are results of spacer acquisition bias and selection bias. 

It is well known that in the acquisition stage, CRISPR prefers to acquire spacer 

from genetic elements with free dsDNA ends [16], [23]. The selection bias on the 

spacer sequence composition can come from 1) the acquisition mechanism, for 

example, the sequence preference of the spacer acquisition machinery (Cas1-Cas2 

complex), and 2) the procedure of free dsDNA ends formation, which biases the spacer 

candidates (substates) composition distribution. The motivation of this paper is to find 

the spacer preference of the CRISPR system. However, the patterns we found, even 

using the experimental data, cannot rule out the sequence bias in the free dsDNA ends 

pool. Especially, experimental type II-A data [120] showed that their highly abundant 

spacers accumulate at the injection site of the phage, and experimental type III-A data 

[124] showed that their spacer hotspots concentrated at the chromosomal terminus. We 

know that the spacer substrates (the free dsDNA ends) of foreign DNA can be produced 
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during CRISPR interference stage, which is as known as priming effects [28], or 

through other defense systems like Restriction-Modification system [16], [26], [27]. 

However, we are not sure how these substrates' generation procedure affects the 

composition of spacer candidates. Future work is needed in exploring the sequence 

composition distribution shift from spacer substrates to spacers. 

Machine learning approaches have been applied to solving biological questions 

for decades [145], [146]. In our work, we used a subset of machine learning — deep 

learning [147] to infer the spacer acquisition properties from spacer sequence 

compositions. Compared to the traditional machine learning approaches, such as 

random forest [148], our deep learning model achieved higher accuracy when trained 

with the same dataset [120](Average correlation coefficient between actual spacer 

abundance and predicted spacer abundance of 10 independent trials, CNN: 0.444, 

Random Forest: 0.359. p-value of a t-test between the two approaches: 9.57E-03). In 

our case, when spacer sequences are noisy and hard to rate the importance of features 

(nucleotide positions), CNN is more flexible than the decision tree used in the random 

forest. In addition, CNN is able to handle spacers with variable length. 

In our work, we used the Integrated Gradient (IG) [134] to interpret the CNN 

results. IG found significant features of spacers that affect their acquisition rate. 

However, IG is a position-wise interpretation approach, which is not able to explain 

feature interactions and combinations. Additionally, when we apply IG on type III-A 

spacer dataset [124] with inconsistent spacer length, IG diluted the importance at the 

two ends of the spacer as not all spacers are as long as the longest one. To find if there 

are correlations among distant positions on the spacer sequence, we have built a self-
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attention model [149] that permutes over all possible position combinations. 

Unfortunately, we did not find any significant correlations among any position pairs. 

Spacer sequence composition does show significant impacts in biasing the 

selection rate during the CRISPR acquisition stage. Here we showed interesting 

patterns found from both experimental data and a large database that contains a mixture 

of spacers from various studies. To summarize these patterns into more clear and 

universal trends, we need to train our model with larger spacer datasets for finer 

categories, such as CRISPR subtypes, and finer taxa. This also requires an acquisition 

rate (abundance) attached to each spacer, or a background sequence dataset (sequences 

that are not likely to be selected as spacers). 
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Chapter 4: CRISPR repeat sequences for 

phylogenetic profiling of metagenomic data 

4.1 Abstract 

The eponymous repeats in the Clustered Regularly Interspaced Short 

Palindromic Repeats (CRISPR) immune system are short direct repeats that are 

involved in all three stages of the CRISPR response. These repeats diversify and co-

evolve along with CRISPR-associated genes, the rest of the host genome, and the local 

pathogen community. As a result, they are an intriguing yet largely unrealized source 

of information about phylogeny and microbe-pathogen ecological interaction. Previous 

studies have shown that repeat sequence composition and secondary structures have 

moderate correlations with CRISPR system types and vary between different 

organisms. However, the mechanism and rate at which repeats evolve within and 

between species remain unclear. In this work, we analyzed patterns of repeat evolution 

with data from both CRISPRCasdb and the Human Microbiome Project (HMP) 

metagenomic samples. We found that repeats are significantly indicative about the taxa. 

When looking within a taxon, the average Levenshtein distance between repeats is 

significantly lower than randomly sampled repeat pairs among all taxa. Together, these 

observations suggested that repeat sequences provide a novel source of phylogenetic 

information in metagenomic data. We evaluated the performance of repeat-based 

taxonomy identification with HMP metagenomic contigs. By comparing to blast 

results, the high consistency showed between the two annotation methods validates the 

great potential of repeat taxonomy annotation. 
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4.2 Introduction 

As indicated by the abbreviation CRISPR (Clustered Regularly Interspaced 

Short Palindromic Repeats), repeats are a set of short (~25-35nt) repeating DNA 

sequences located in CRISPR array and separated by unique spacers. Repeat sequences 

are generally near identical within the array and vary among different arrays [14]. 

During the past decade, metagenomic samples have been increasing 

dramatically with the development of the next-generation sequencing technology. 

Various taxonomy annotation algorithms have been developed. They all have their 

limitations, especially when dealing with CRISPR array-containing sequences. The 

basic approach (eg. DIAMOND [150]) is blasting the query sequence against the 

reference database. This method is limited by the coverage of the database and its 

accuracy may be biased to deeply sequenced model taxa or pathogenic strains. Some 

large metagenomic data analysis pipelines such as QIIME [151] and Mothur [152] 

search for 16S rRNA in query sequences. Similarly, programs like MetaPHlAn3 [153], 

mOTUs2 [154] and TIPP2 [155] search for a set of single-copy marker genes. Since 

neither 16S rRNA nor other marker genes are present in all reads, these programs do 

not attempt to classify the full set of reads. They focus more on profiling the community 

composition. If the query sequences are assemblies instead of reads, then the 

assembling process of the CRISPR array-containing sequence is even more error-prone 

because of the repetitive property of repeats. Other taxonomic annotation programs 

such as Kraken2 [156] and CLARK [157] are based on k-mer frequency calculation. 

The model accuracy that relies on reference genomic data will be reduced because most 

spacers map to external genetic contents. 
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CRISPR repeats diversify and co-evolve along with CRISPR-associated genes, 

the rest of the host genome, and the local pathogen community. As a result, they are an 

intriguing yet largely unrealized source of information about phylogeny and microbe-

pathogen ecological interaction. Studies have shown that repeats are highly variable 

among different organisms [53], [62]. A computational analysis of 561 repeat 

sequences revealed that though repeat similarities are associated with CRISPR-Cas 

system type and repeat sequences of the same system type might be clustered into the 

same group, minor differences are present in repeats from different phylogenetic 

groups [53]. A more throughout work annotated CRISPR arrays from ~2500 genomes, 

clustered repeats based on sequence and structure similarity, and found that repeat 

clusters associate with both CRISPR system types and taxonomy in phylum level [62]. 

Recent experimental works have utilized repeat sequences of known organisms to 

identify CRISPR arrays and spacers from metagenomic samples [158], [159]. Repeats 

extracted from HMP metagenomic samples revealed that relatively few of them are 

sample-specific (singleton repeats) [40]. We are interested in whether repeat sequences 

can be used in taxonomy annotation. 

In this paper, we first investigate the relationship between CRISPR repeat 

sequence and taxonomy. Both CRISPRs obtained from the large RefSeq database and 

metagenomic samples show a level of uniqueness. We then applied repeat sequences 

as a marker in metagenomic taxonomy annotation. Our approach yielded highly 

consistent annotation results when compared to the NCBI blast results. 
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4.3 Methods 

4.3.1 CRISPRCasdb methods 

We obtained CRISPR repeat sequences from the CRISPRCas database 

(CRISPRCasdb, https://crisprcas.i2bc.paris-saclay.fr/) in August 2022, which contains 

annotations of CRISPR arrays and cas genes for all complete genomes in Genbank 

[18]. The data involved in our analysis is the consensus repeat dataset (~16,000 repeats, 

4900 unique repeats) where one consensus repeat is generated for each CRISPR array. 

We computed the mutual information score (MI) between consensus repeats and taxa 

using the function mutinformation from the package infotheo in R. 

𝑀𝑀𝑀𝑀(𝑋𝑋;𝑌𝑌) = � � 𝑃𝑃(𝑋𝑋,𝑌𝑌)(𝑥𝑥,𝑦𝑦) log(
𝑃𝑃(𝑋𝑋,𝑌𝑌)(𝑥𝑥,𝑦𝑦)
𝑃𝑃𝑋𝑋(𝑥𝑥)𝑃𝑃𝑌𝑌(𝑦𝑦)𝑥𝑥∈𝜒𝜒𝑦𝑦∈𝛾𝛾

) 

We then calculated the MI score using the randomly permutated mappings 

between two variables. The normalized MI score (NMI) was then computed with 

𝑁𝑁𝑁𝑁𝑁𝑁(𝑋𝑋;𝑌𝑌) =
𝑀𝑀𝑀𝑀(𝑋𝑋;𝑌𝑌)

�(−∑ 𝑃𝑃𝑋𝑋(𝑥𝑥) ln𝑃𝑃𝑋𝑋(𝑥𝑥))(−∑ 𝑃𝑃𝑌𝑌(𝑦𝑦) ln𝑃𝑃𝑌𝑌(𝑦𝑦))𝑦𝑦∈𝛾𝛾𝑥𝑥∈𝜒𝜒
 

The probability distribution of consensus repeats and taxon was computed from 

their observation counts (the number of times they present in the RefSeq genomes) in 

CRISPRCasdb. 

4.3.2 HMP Methods 

Obtaining repeats and repeat annotations 

To obtain CRISPR repeat sequences, we looked for CRISPR arrays by scanning 

against 2355 HMP metagenomic sample assemblies using CRISPRCasFinder with 

default settings (CRISPRCasFinder.pl -cf CasFinder-2.0.2 -def General -cas -cpuM 6) 
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in January 2022 [78]. A total of 10562 unique consensus repeats were extracted from 

evidence level 4 (the highest confidence level defined in [78]) CRISPR arrays. The 

taxonomy annotation of the consensus repeat was obtained from the repeat-containing 

assembly taxonomy. Here, we combined two assembly taxonomy annotation data 

sources to annotate these consensus repeats. The first data source is a list of CRASS-

identified [160] spacer-containing HMP assemblies and their corresponding 

MetaPhlAn2-annotated [161] taxonomy annotations. This data source is the 

supplementary dataset 3 obtained from work [40]. This dataset annotation covers ~50% 

of our repeat-containing assemblies. The second data source (HMCARG2) is the 

assembled contig alignments to MetaRef reference genomes [162] provided by the 

HMP data portal (https://www.hmpdacc.org/hmp/hmcarg2/). This data source also 

covers ~50% of the total assemblies. As the first data source provided higher taxonomy 

resolution and lower uncertainty on average, we prioritized the first data source as the 

primary annotation method and used the second data source as a complement. As a 

result, our method annotated 5863 unique consensus repeats, of which 96.90% are 

annotated to the genus level. The final average sample-wise repeat-containing 

assembly annotation rate is 59.24% which includes a 5%-10% increment produced by 

the second data source. The MI and NMI were also computed for HMP dataset where 

the probability distributions of consensus repeats and taxa were computed from their 

observation counts (the number of times they present in the annotated assemblies) in 

HMP metagenomic samples. 
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Use known repeat taxonomy to predict orphan repeat taxonomy 

Orphan repeats Definition 

We defined orphan repeat in our work as the repeat that was extracted from the 

assembly that does not have a taxonomy annotation from the above two data sources. 

We classed orphan repeats into false orphan repeats, the repeat sequences map to at 

least one another assembly with a taxonomy annotation, and true orphan repeats, the 

repeat sequences do not map to any assembly with a taxonomy annotation. We 

identified 7082 unique orphan repeats in our HMP repeat set, of which 2980 are false 

orphan repeats and 4102 are true orphan repeats. 

Annotate orphan repeats by known repeats 

To annotate false orphan repeats by annotated repeats, we took the taxonomy 

of other taxonomy-annotated assemblies they map to. This approach reserved all 

possible taxonomy annotations of the false orphan repeat, which means each repeat can 

map to multiple taxa. 

To annotate true orphan repeats, we first clustered true orphan repeats with non-

orphan repeats at 95% sequence identity using CD-HIT-EST (cd-hit-est -c 0.95 -n 10) 

[81]. Then we annotated repeat clusters if the cluster contains at least one non-orphan 

repeats. These clusters can contain multiple non-orphan repeats and each of these 

repeats can map to multiple assemblies. We directly summarized the annotations of the 

cluster-mapped assemblies. For clusters that map to multiple taxa, we counted the 

occurrence of the taxa and removed those “rare taxa” which are defined as occurred in 

less than 10% of all cluster-mapped assemblies. Similar to the false orphan repeats 
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annotation, this approach reserved all highly likely taxonomy annotations of the true 

orphan repeat, which means each repeat can map to multiple taxa. 

Annotate orphan repeats by blast 

We downloaded all orphan repeats-mapped HMP assemblies from the HMP 

data portal (https://www.hmpdacc.org/hmp/hmasm2/) in October 2023. We removed 

the CRISPR array from HMP assemblies and saved the remaining left and right flank 

sequences that are longer than 150 bp. We blasted these trimmed assemblies against 

RefSeq Representative Prokaryotic genomes database using the ncbi blastn program, 

version 2.14.1 [163] (-db ref_prok_rep_genomes -task blastn -dust no -evalue 0.0001). 

We filtered out blast results that are either lower than 50% of coverage or lower than 

50% of identity. For each assembly, we pooled the blast results of the left flank 

sequence and right flank sequence together and selected the top 3 filtered blast results 

with the lowerest e-values. If the blast results only contain 1 or 2 outputs, then they will 

be regarded as the taxonomy annotation(s) of the assembly. Thus, one assembly could 

map to a maximum of 3 different taxonomy annotations depending on the diversity of 

the selected blast results. 

Compare annotation results of approaches “by-repeats” and “by-blast” 

To compare the consistency of orphan repeat taxonomy annotations between 

the two approaches: annotation by non-orphan repeats and annotation by the blast, we 

calculated the Jaccard similarity index of two resulted annotations of each unique 

orphan repeat. 
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4.4 Results 

4.4.1 Results of CRISPRCasdb 

Evaluate repeat-taxa mapping in CRISPRCasdb 

To test the relationship between repeat sequence and taxonomy, we first 

counted the number of unique taxa that each repeat mapped to. If a repeat mapped to 

multiple taxa, we checked the phylogenetic distance of those taxa. We found that 

around 88% of unique consensus repeats (4335 out of 4900) mapped to unique species-

level taxa, and around 96% mapped to genus-level taxa (Figure 4.1). We then counted 

the number of unique repeats of each species. Of around 2200 species involved in this 

dataset, 90% of them contain no more than 5 unique consensus repeats. As the mapping 

between repeats and taxa is a many-to-many style, we calculate the mutual information 

(MI) score between the two. The score represents the "amount of information" we 

obtained about one variable by observing the other. A higher score means a given repeat 

sequence is more indicative about the taxon or a given taxon is more indicative about 

the repeat sequence. We compared our MI score with the MI score calculated with 

randomly permutated repeat-taxon mapping (MI_rand), and we found that for all 

taxonomy levels, real mappings between repeats and taxa convey more information 

between each other (table 4.1). We also computed the normalized MI score (NMI) so 

that the score is comparable with other datasets. 
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Figure 4.1: The bar plot shows that the percentage of unique consensus repeat 
sequences map to different taxonomy levels. Repeat sequence data come from the 
CRISPRCasdb. 

 Species Genus Family Order Class Phylum 

MI 5.376 4.479 3.910 3.253 2.267 1.766 

MI_rand 3.433 2.546 2.020 1.573 0.942 0.714 

NMI 0.855 0.791 0.751 0.689 0.583 0.509 

NMI_rand 0.546 0.450 0.390 0.333 0.242 0.206 

Table 4.1: The table shows the mutual information (MI) score and normalized mutual 
information (NMI) score between the consensus repeats and taxa from CRISPRCasdb. 
The “rand” suffix means the score was computed with randomly shuffled repeat-taxon 
linkages. 

Test repeat sequence similarity in CRISPRCasdb 

The next question we are interested in is the similarity of the consensus repeat 

sequence composition of the same species. We calculated the average Levenshtein 

distance of repeat sequences within each species and then compared these average 

distances with the average Levenshtein distance of randomly sampled repeat pairs 

among all species. We found that the within-species distance is significantly lower than 

the random (Average within species: 13.03; Average random: 18.00; Mann-Whitney 

U, P < 2.2e-16). Within a species, to compare the similarity of repeats within a genome 
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(each genome may contain multiple CRISPR arrays) and between genomes, we 

calculated the average Levenshtein distance of the two categories from a subset of 

species that have multiple genomes and the array number of the species is larger than 

the genome number. We found that the average Levenshtein distances of repeats 

between genomes of the same species are slightly but significantly higher than the 

distance of repeats collected from different arrays within the same genome (Average 

between genome distance: 10.72; Average within genome distance: 9.00; Mann 

Whitney, P = 0.00017) (Figure 4.2A). 

One caveat of using all consensus repeats in the dataset is that not all CRISPR 

arrays are functionally active. A recent work that looked into the spatial relationship of 

cas gene clusters and CRISPR arrays based on CRISPR information detected from 

NCBI Refseq complete genomes with CRISPRCasFinder found that of all genomes 

that encode CRISPR arrays, around 23% of them locate distantly from a cas gene 

cluster (>20 kb) and 12% are orphans (no cas gene clusters in the genome) [164]. The 

length of the “distant” and “orphan” arrays is significantly shorter than the “in-locus” 

arrays (arrays with a cas gene cluster nearby (within 20 kb)), which means they might 

have already lost their immunization functions. Thus, we conducted a similar analysis 

with only “in-locus” arrays (7232 arrays). We found that the average within-species 

Levenshtein distance is 14.35, which is similar to the previous result. Interestingly, the 

average distance of repeats within the genome is a lot higher than the distance between 

genomes (Figure 4.2B). This result is reasonable because first, many genomes have 

more than one cas gene cluster and some of them belong to different system types. 

Second, when we generate the “in-locus” dataset, if multiple arrays locate within 20 kb 
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of the same cas gene cluster, then only one random array remains in the dataset. Third, 

repeat sequences of different system types are likely to be different [53]. Thus repeats 

of the same genome may affiliate to different system types so that their Levenshtein 

distance is large. 

Taken together, each species may encode several unique repeat sequence 

clusters and each cluster may associate with one of the CRISPR system types of the 

species. 

 

Figure 4.2: The violin plots show the average Levenshtein distance of repeats between 
genomes of the same species, within genome and randomly selected pairs among all 
species. (A) The analysis was performed with all consensus repeats dataset of 
CRISPRCasdb. (B) The analysis was performed with the consensus repeats in the “in-
locus” dataset. The Mann-Whitney-Wilcoxon Test significance values are labelled in 
the plot. 

4.4.2 Results of HMP 

To test repeat taxonomy annotation accuracy/resolution in a more realistic 

scenario, we turned to the metagenomic samples of the Human Microbiome Project 

(HMP). The HMP collects samples from human body sites where prokaryotes undergo 

intense interactions within limited spaces. CRISPR systems were found actively and 
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diversely present in these samples [40]. Thus we would expect a high rate of 

coevolution and HGT of CRISPR system among prokaryotes. We will see if repeats 

still preserve the sequence-based taxonomy uniqueness under the stricter 

circumstances. 

We annotated CRISPR arrays from HMP metagenomic assemblies (also known 

as contigs as one assembly in metagenomic data only include a single sequence) using 

CRISPRCasFinder. The taxonomy annotations of these assemblies were obtained from 

two sources: 1. MetaPhlAn2 — a marker gene-based annotation, and 2. HMCARG2 

— a reference genome alignment annotation. In the end, we include 5863 unique 

consensus repeats extracted from CRISPR level 4 arrays (high likely putative CRISPR 

arrays candidates [78]) in our analysis. All of these repeats' corresponding assemblies 

were taxonomy-annotated, and 96.90% are annotated to the genus level. 

Again, firstly we tested the mapping relationship between repeat sequence and 

taxonomy. 87.69% of unique consensus repeats mapped to unique genus-level taxa 

(Figure 4.3). The unique mapping percentage increases as the taxonomy level proceeds 

to a higher level. However, only 95.07% of consensus repeats mapped to a single 

phylum, which means around 5% of repeats mapped to multiple phyla. It can be the 

reality that multiple phyla share the same repeat sequence as the high HGT rate among 

closely interacted bacteria. However, it is plausible that the majority of multiple-phyla 

mapping repeats were caused by error-prone assembly processes and inaccurate 

taxonomy annotations. If the artificial technical issue lowers the overall mapping 

percentage by 5%, then we can expect a higher mapping percentage should be applied 

to all taxonomy levels. We also calculated the MI score between the consensus repeats 
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and taxa. Similar to what we observed from the CRISPRCasdb data, the MI scores of 

real mappings are significantly larger than random mappings for all available taxonomy 

levels (Table 4.2). This means consensus repeats and taxa are informative to each other. 

The NMI scores of HMP are generally lower than what we have for CRISPRCasdb 

(Table 4.1), which is reasonable as there is more uncertainty in taxonomy annotations 

of HMP assemblies. 

 

Figure 4.3: The bar plot shows that the percentage of unique consensus repeat 
sequences map to different taxonomy levels. Repeat sequence data come from the HMP 
metagenomic samples. 
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 Genus Family Order Class Phylum 

MI 3.187 2.925 2.332 2.111 1.548 

MI_rand 1.042 0.893 0.646 0.514 0.302 

NMI 0.657 0.628 0.557 0.537 0.463 

NMI_rand 0.215 0.192 0.154 0.131 0.090 

Table 4.2: The table shows the mutual information (MI) score and normalized mutual 
information (NMI) score between the consensus repeats and taxa from HMP contigs. 
The “rand” suffix means the score was computed with randomly shuffled repeat-taxon 
linkages. 

Then we tested the similarity of the consensus repeat sequence composition of 

the same genus. Same as before, we calculated the average Levenshtein distance of 

unique repeat sequences within each genus and then compared these average distances 

with the average Levenshtein distance of randomly sampled repeat pairs among all 

genera. For genera that have multiple unique consensus repeats, the average 

Levenshtein distance is 14.90, while the average distance of random repeat pairs among 

all genera is 19.76. Similar to the pattern we found in CRISPRCasdb, the within-genus 

distance is significantly lower than the random (Figure 4.4A, Mann-Whitney U, P < 

2.2e-16). We've also tested the repeat similarity from different arrays within a contig 

and between contigs within a genus. We found that within-contig repeats are a lot more 

similar to each other (Figure 4.4B), which is opposite to what we observed with 

CRISPRCasdb repeats (Figure 4.2). However, different from repeats obtained from 

complete genomes in CRISPRCasdb, repeats obtained from metagenomic contigs are 

not as reliable, especially when multiple repeated repeat sequences were involved in 

the assembling process. Thus the similarity of repeats from different arrays within a 

contig may be caused by error-prone assembly processes where one array was 

assembled into two. 
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Figure 4.4: The violin plots show the comparisons of average Levenshtein distances of 
repeat pairs. A) Average Levenshtein distances of repeat pairs of the same genus are 
significantly lower than average Levenshtein distances of random repeat pairs. B) 
Average Levenshtein distances of repeat pairs between contigs of the same genus are 
significantly higher than the repeat pairs within the same contig. The same amount of 
randomly selected repeat pairs is also shown in the figure. The analysis was performed 
with all consensus repeats obtained from HMP metagenomic contigs. 

The above analysis was performed with 5863 unique consensus repeats that 

were extracted from HMP taxonomy-annotated assemblies. These repeats showed 

intriguing taxonomy uniqueness. With only around half of HMP assemblies being 

taxonomy-annotated, we next explored if repeats obtained from the unannotated 

assemblies can be taxonomy-annotated by the 5863 annotated repeat set. We define the 

repeats obtained from the unannotated assemblies as orphan repeats. As the same repeat 

sequence can be obtained from both annotated assemblies and unannotated assemblies, 

if an orphan repeat is present in the 5863 annotated repeat set, we define it as a false 

orphan repeat. If not, we define it as a true orphan repeat. We directly inherited the 

annotation from the 5863 annotated repeat set to all 2980 unique false orphan repeats. 

We clustered true orphan repeats with annotated repeat set based on the sequence 

similarity and annotated the 4102 true orphan repeats with annotations of the cluster. 

To evaluate the orphan repeats annotations, we blasted their corresponding assemblies 

(see Methods section for blast criteria). We then calculated the Jaccard similarity 

between the two annotation approaches of each orphan repeat. We found that the 
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proportion of the non-zero Jaccard similarities for the genus level, family level, order 

level, class level and phylum level are 73.26%, 84.60%, 92.33%, 93.35%, and 95.30% 

respectively. 

4.5 Discussion 

Our work showed the potential of CRISPR repeat sequences in taxonomy-

annotating unknown genetic sequences that carry CRISPR array(s). The majority of 

previous work on repeat sequence similarity focuses on the mapping relationship 

between repeat clusters and CRISPR system types [53]. Subsequently, these 

discoveries have paved the way for proficient CRISPR type identification applications 

grounded in repeat sequences, demonstrating commendable performance [61], [62], 

[63]. Intrigued by the lineage-clustered CRISPR system types, we inferred taxonomy 

information from repeat sequences and found significant associations between repeats 

and taxonomy. We found that repeat sequence compositions were more similar when 

they mapped to the same taxa. When testing with metagenomic sequences, the repeat 

sequence showed inspiring taxonomy annotation ability compared to the NCBI blast 

approach. 

Our test was performed with metagenomic sequences from HMP, which covers 

the majority of prokaryotes that can be found in the human body. In our work, we 

gathered repeat taxonomy information from annotated HMP sequences and then 

applied the information to unannotated HMP sequences. We expect the accuracy of 

using our HMP repeat database to taxonomy-annotate prokaryote sequences from other 

environments will not be as high as our test. We have tested the repeat sequence overlap 

between CRISPRCasdb and HMP by clustering all available repeats from these two 
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data sources together and only around 1% of clusters contain repeats from both sources. 

However, when we limited our test to repeats obtained from prokaryotes that were 

found in the human oral cavity for both sources, the overlap percentage increased from 

1% to around 25%. Thus, to maximize repeats taxonomy annotation ability, building 

customized or environmental-specific repeat database will be more proper. 

Compared to the species-level annotation of data from the CRISPRCasdb, we 

only retrieved genus-level annotation for HMP metagenomic assemblies even though 

we combined two annotation methodologies together. MetaPhlAn2 scanned for marker 

genes along the sequence and it missed a lot of species-level annotation. In contrast, 

HMCARG2 aligned HMP contigs to MetaRef reference genomes and provides too 

many putative species for each assembly. In our work on HMP data, to reduce the 

uncertainty, we chose genus-level annotation as our maximum resolution. So we don't 

have a conclusion about how well the repeat taxonomy annotation performs on the 

species level. However, from the analysis of CRISPRCasdb data, repeats do show some 

species-level specificity. This could be tested with datasets with more certain species-

level taxonomy annotations in the future. 

An interesting finding during our test is that when both MetaPhlAn2 and 

HMCARG2 fail to annotate a HMP assembly, NCBI blastn returns high quality (tiny 

e-value with high coverage and identity) results. We think this may be caused by the 

frequent updates of NCBI database. MetaPhlAn2 was performed in 2020 

[munch_identification_2021], and HMCARG2, an annotation method that is 

comparable to blastn, was performed even earlier. As the NCBI database volume 
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increased fast, the information difference over time helped us with our validation in 

this work. 

It is exciting to reveal the potential of using the CRISPR repeat sequence in 

taxonomy annotation. With the rapid growth of metagenomic data, the short sequence, 

like repeats (~30 bp), can be a powerful mark in contig annotation. In the field of 

CRISPR research, linking the identified CRISPR array with its host in metagenomic 

samples would be a helpful resource in a variety of CRISPR studies. In this paper, we 

only explored the bacteria associated with the human body. In the future, with the code 

we provide, we hope to expand this work to all kinds of environments, build and 

maintain a CRISPR repeat sequence taxonomy annotation database. 
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Appendices 

Appendix A: Supplemental Figures For: “Chapter 2: 
Ecological drivers of CRISPR immune systems” 

 

Supplementary figure 2.1: Correlations between CRISPR system incidence and 
microbial diversity vary across human body sites. The analysis was performed with 
HMP samples from gut, nasal, skin, and urogenital tract. Shannon's diversity index for 
these 1452 HMP samples was calculated with 16S rRNA sequencing data grouped at 
the genus level. CRISPR incidence came from CRISPRCasdb. 
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Supplementary figure 2.2: Correlations between sample-wise repeat-mapped read 
counts and Shannon's diversity index vary across human body sites. The analysis was 
performed with HMP metagenomic samples from gut, skin, and urogenital tract. 

 

 

 

Supplementary figure 2.3: Correlations between the difference in CRISPR incidence 
between pairs of HMP 16S samples with similar α-diversity (Shannon's index within 
5% of each other) and the Bray-Curtis dissimilarity vary across human body sites. The 
analysis was performed with HMP metagenomic samples from oral, gut, skin and 
urogenital tract. 
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Supplementary figure 2.4: Within a HMP sample, CRISPR is found at a similar rate in 
rare genera (bottom 50% of the sample) and common genera (top 50% of the sample). 
Each point represents a single sample from HMP. Density analysis was performed with 
16S rRNA data. 
 

 

 

Supplementary figure 2.5: CRISPR system incidence shows various relationships with 
microbial diversity in ocean environments (SRF: 𝑟𝑟2 = 0.368, DCM: 𝑟𝑟2 = 0.088, 
MES: 𝑟𝑟2 = 0.185). The analysis was performed with 135 the Tara Oceans samples of 
all 3 depths. The Shannon's diversity index of each sample was calculated with 16S 
rRNA sequencing data that were grouped at the genus level. The CRISPR incidence 
was annotated from all prokaryotes complete genomes and chromosomes of GenBank. 
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Supplementary figure 2.6: The figure shows the abundance of MAGs with and without 
CRISPR array(s) in different ocean sections of the Tara Oceans project. At DCM and 
SRF depths of the most of these areas, MAGs without CRISPR array(s) are more 
abundant than MAGs with CRISPR array(s). 
 

 

 

Supplementary figure 2.7: The negative correlation between CRISPR incidence and 
absolute abundance was driven by both prevalent and rare genera. Each point 
represents the median CRISPR incidence of 500 genera with a similar abundance of 
the Tara Oceans Project (A) and EMP (B). Red points are summarized data with all 
genera, while blue points are summarized data without prevalent genera (genera 
present in more than 75% of samples). 
 

 



 

 75 
 

Appendix B: Supplemental Figures For: “Chapter 3: 
Identifying protospacer sequence composition 
effects on acquisition rate through deep learning” 

 

Supplementary figure 3.1: A). The performance of CNN regressor in predicting spacer 
abundance. Models are trained and tested with spacers acquired from the 
Staphylococcus aureus chromosome in the Staphylococcus aureus [124]. The spacer 
length is restricted to 36nt. The figure plots the predicted spacer abundance vs. the 
actual spacer abundance when the model is trained by spacer sequence composition. 
(𝑟𝑟2= 0.250, p-val = 1.09E-08). The blue line shows 𝑦𝑦 = 𝑥𝑥. B,C) Plots of the IG results 
that present the importance of each spacer sequence position in predicting the spacer 
abundance. B) This plot shows the position-wise average attributions of all test 
samples. Each line represents an independent trial (10 trials in total). C) A downstream 
analysis of average attribution values in B). The y axis represents the frequency with 
which the attribution of that position occurs in the top 5 of all positions in all test 
samples. 
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Supplementary figure 3.2: The figure shows the paired boxplots on the GC% between 
spacers and their corresponding hits. Paired t-test was performed for each CRISPR 
system subtype. Subtypes without enough spacers were not included in the figure. 
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