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Decentralized coordination at unsignalized intersections remains a persistent failure mode for
modern autonomous driving policies when vehicle-to-everything (V2X) communication is unavail-
able. Policies trained primarily with ego-centric objectives (e.g., collision avoidance, comfort, and
action consistency) can be overly conservative in symmetric interactions, leading to deadlocks, or can
make conflicting commitments, leading to unsafe near-collisions. This thesis addresses this gap by
introducing a social post-training method for Alpamayo-R1 (AR1) that explicitly rewards behavior
that is predictable to neighboring agents.

We extend AR1’s Group Relative Policy Optimization (GRPO) post-training by augmenting the
reward with Expectation Alignment (ELIGN), an intrinsic social term that penalizes mismatch between
a learned neighbor-expectation model and the realized shared next observation. To make ELIGN
applicable to AR1’s continuous trajectory outputs, we define the shared observation space over low-

dimensional kinematic waypoints (z, y, ¥, v) rather than high-dimensional perception features, and we



learn a compact trajectory prediction model offline before fine-tuning. The composite reward combines
a trajectory-fidelity L2 term, a comfort score, and the ELIGN social penalty under a gated formulation
that prevents the social term from masking large trajectory failures. Post-training is implemented using
the cosmos_rl1 framework with ReasoningVLAGRPOTrainer and vLLM-accelerated rollout
generation, representing the first application of GRPO to a production-scale VLA model in a neural-
rendered closed-loop driving simulator.

We evaluate the proposed AR1+ELIGN post-training in a multi-agent simulation benchmark of
symmetric four-way arrival scenarios in AlpaSim and compare against an ego-centric AR1 baseline
as well as standard multi-agent reinforcement learning baselines (PPO and MAPPO). Performance is
measured by collision rate (as a hard safety constraint), deadlock rate, intersection clearance time,
and jerk variance as an indicator of indecision. Finally, we study zero-shot social generalization by
testing whether ELIGN-fine-tuned agents coordinate effectively with novel partner agents not encoun-
tered during training. Quantitative benchmark results are pending completion of GRPO training; pre-
training reward validation and closed-loop baseline evaluation confirm that the reward pipeline is stable
and well-calibrated, with the social term contributing a mean penalty of approximately —0.02 per step

under the deployed weighting while the trajectory-fidelity signal remains dominant.
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Chapter 1: Introduction

1.1 Motivation and Problem Statement

Autonomous driving policies have achieved impressive single-agent performance by mainly op-
timizing ego-centric objectives such as collision avoidance, passenger comfort (e.g., smooth trajecto-
ries), and consistency between internal reasoning and actions [2, 3]. However, these objectives do not
explicitly train an agent to be predictable to other agents. In decentralized multi-agent settings where
no vehicle-to-everything (V2X) communication is available and coordination can only be achieved
through observation and interaction [4—6], this gap is significant.

Common failure modes of unsignalized intersections are that when multiple vehicles arrive at
an intersection and need to cross simultaneously, each agent may behave conservatively and wait
for other agents, leading to deadlocks, or make conflicting commitments simultaneously, leading to
coordination failures and near-collisions [7—10]. These interaction failures are addressed in the thesis
and a post-training approach is proposed which can increase social legibility without changing the

inference.

1.2  Overview of the Thesis

This thesis, Post-Training of Vision-Language Agents for Decentralized Autonomous Vehicle
Coordination using Generalizable Multi-Agent Rewards, presents a “social” extension to the post-
training of Alpamayo-R1 (AR1) [11]. ARI already supports post-training with Group Relative Policy
Optimization (GRPO) [12], a procedure that evaluates a group of candidate rollouts (or candidate
outputs) and normalizes rewards of the group instead of relying on an absolute value function. This

allows to add another intrinsic reward term to GRPO: the optimization algorithm is unchanged, but the



reward used to rank candidate behaviors is enhanced.

1.3 Core Idea: Expectation Alignment (ELIGN)

We propose Expectation Alignment (ELIGN) [13] as an intrinsic reward term to encourage ego
agent to perform actions expected by nearby agents. Let ¢ be the ego agent and N (i) the set of
neighboring agents of 7. ELIGN computes a social reward based on the discrepancy between (i) a
neighbor-prediction model of the expected outcome for the ego, and (ii) the true next observation on

the shared part of the state:

1
[N ()]

rsocial(oia ai) = -

> oy = foloing, @), - (1.1)

JEN(i)

Here, fo, is a learnt predictive model and o;; is the next shared observation between agents 7 and j.

Intuitively, maximizing r,., encourages the ego agent to ’telegraph” its intent: a vehicle that wants
to go ahead should do so early and consistently, allowing others to yield with confidence, avoiding

symmetric stand-offs.

1.4 Continuous ELIGN for Trajectory-Based Policies

Prior formulations of ELIGN were developed in discrete-time particle environments, where the
shared observation is naturally defined over low-dimensional positions and velocities. To apply

ELIGN is formulated for discrete-time particle environments, where the common observation
is naturally defined over low-dimensional positions and velocities. To extend ELIGN to AR1 we

need a continuous, trajectory-centric formulation that matches the action space of AR1 and avoids the



intractability of predicting high dimensional perception features (e.g. RGB or BEV pixels).
Therefore, this thesis formalises the common observation o;~; over a compact kinematic rep-
resentation of each agent’s future motion in the ego frame, i.e. waypoint sequences in (z,y, 1, v)
(position, heading and speed). The learned trajectory prediction model [14] replaces the particle dy-
namics model fy, which maps the current shared context and action of the ego agent to a predicted

shared next observation. This is the main mathematical contribution of the present paper.

1.5 Method: Post-training GRPO with Social Reward

In addition to AR1’s natural set of rewards, we add 7., and fine-tune the model on

We augment the existing set of AR1 rewards with 74, , and fine-tune the model on multi-
agent intersection scenarios in AlpaSim. Training is done on symmetric deadlock scenarios, when
four agents arrive at the same time to an unsignalized intersection [6]. These examples illustrate the
limitations of a solely ego-centric reward signal, and provide an explicit setting where social legibility
is required for progress.

The ELIGN prediction model fy, is trained together with a light-weight auxiliary network. It
is computationally efficient with respect to the base policy model as it operates on low dimensional

kinematic state and waypoint sequences.

1.6 Research Questions and Evaluation

We evaluate the proposed approach in AlpaSim with three conditions: We compare the proposed

AR1 + ELIGN social reward to the following baselines:

1. ARI1 baseline (ego-centric rewards only),



2. AR1 + ELIGN social reward (proposed), and

3. PPO/MAPPO baselines representing standard multi-agent reinforcement learning (MARL) [?,

15].

We report collision rate, deadlock rate, intersection clearance time and jerk variance (as a proxy for
indecision). The collision rate is considered as a hard safety constraint, so that the social reward does
not encourage overly aggressive, right-of-way forcing behaviours.

Finally, we evaluate zero-shot social generalization [16], which measures how well ELIGN-fine-
tuned agents can coordinate with novel partners not present in training. The central open empirical
question of this thesis is whether a social post-training of a vision—-language—action policy [17] can
generalise to new agent populations, or whether it overfits to specific training partners and interaction
patterns.

The inference-time architecture of AR1 is assumed to be fixed:

Scene Input (RGB + BEV)

1

[AR1 Cosmos-Reason Backbone] — chain-of-causation reasoning trace

!

[AR1 Flow Matching Decoder] — unicycle dynamics for a feasible trajectory

{

AR1 MPC Tracker] — execution of dynamically-extended bicycle model

All contributions in this thesis are made in the GRPO post-training loop via reward shaping and the

auxiliary expectation model fp,; no parts of the inference stack are altered.



1.7 Thesis Organization

The rest of this thesis is organized as follows. Chapter 2 provides background on decentral-
ized intersection coordination, AR1, and post-training GRPO. 3 formalizes expectation alignment in
continuous trajectory space and proposes the ELIGN reward design. Chapter 4 describes the GRPO
fine-tuning procedure and the % AlpaSim training setup. In Chapter 5 we present benchmark results
and ablation studies. In Chapter 6 we explore zero-shot coordination with new partners and discuss
limitations and future work.

The remainder of this thesis is organized as follows. Chapter 2 Background Decentralised Inter-
section Coordination AR1 and GRPO after training Chapter 3: Expectation Alignment We formalise
expectation alignment in continuous trajectory space and present the ELIGN reward design. Chapter
4: GRPO fine-tuning approach and AlpaSim training configuration The results of benchmark and ab-
lation studies are presented in Chapter 5, and the coordination with new partners in a zero-shot setting,

as well as the limitations and future work, are discussed in Chapter 6.



Chapter 2: Background

This chapter provides background on decentralized coordination at unsignalized intersections,
the multi-agent learning and game-theoretic approaches commonly used to model such interactions,
and the intrinsic-motivation methods that motivate the proposed expectation-alignment social reward.
It then summarizes the Vision—-Language—Action (VLA) foundation model Alpamayo-R1 and the post-

training algorithmic ingredients that make social post-training computationally feasible at scale.

2.1 Decentralized management of unsignalized intersections

Progress from advanced driver-assistance systems toward Level 4 autonomy depends on han-
dling interactive, safety-critical long-tail scenarios [3,7]. Among the most challenging are unsignal-
ized, multi-lane urban intersections, where agents must negotiate right-of-way under uncertainty and
time pressure while maintaining strict collision-avoidance constraints [8, 10]. In these settings, the as-
sumptions that simplify highway driving, clear lanes, limited cross-traffic, and relatively independent
agent dynamics, no longer hold [6]. Vehicles must continuously infer intent from motion, react to
occlusions, and coordinate with heterogeneous participants (other automated vehicles, human drivers,
cyclists, and pedestrians) [18, 19].

From a systems perspective, intersection coordination can be posed as an optimization problem

over entrance ordering and velocity profiles [20]. With reliable Vehicle-to-Everything (V2X) com-



munication, centralized intersection managers can compute globally consistent crossing schedules
and broadcast control advisories to connected automated vehicles, reducing deadlocks and improv-
ing throughput [21]. However, near-term deployment cannot assume ubiquitous, low-latency, lossless
communication, nor the absence of unconnected actors [4]. Latency, packet loss, hardware heterogene-
ity, and mixed traffic necessitate robust decentralized policies that coordinate implicitly from onboard

sensing alone [9].

2.1.1 Ego-centric objectives and the deadlock failure mode

Many modern autonomous driving policies, whether learned via reinforcement learning (RL)
or optimized via classical planning, use objectives that are fundamentally ego-centric [2, 22]. Typ-
ical reward (or cost) terms penalize collisions and near-collisions, large control jerk, and deviations
from lane or speed targets [23]. While effective in single-agent or weakly interactive regimes, ego-
centric objectives provide no direct incentive for the vehicle to be predictable, legible, or cooperative
to others [5,24].

The most severe manifestation of this gap in dense interaction is the symmetric deadlock [25].
When multiple agents arrive simultaneously at a four-way unsignalized intersection, each agent may
rationally choose to yield because proceeding risks a large collision penalty. If all agents behave simi-
larly, the interaction can stall indefinitely. Conversely, tuning policies to be slightly more aggressive to
avoid stalling can cause simultaneous commitment, emergency braking cascades, or collisions. Break-
ing this symmetry safely requires policies that treat social coordination as a first-class objective rather

than an emergent side effect of individual safety constraints [13].



2.2 Multi-agent reinforcement learning and game-theoretic baselines

To explicitly model interaction, autonomous driving research has increasingly adopted Multi-
Agent Reinforcement Learning (MARL), which studies how multiple agents learn policies in a shared
environment [15]. In intersection domains, MARL is often used to discover cooperative strategies that
improve throughput (e.g., by enabling non-conflicting vehicles to pass concurrently) while maintaining

safety constraints [9,26].

2.2.1 Partial observability and non-stationarity

Two core challenges limit direct application of standard RL to decentralized driving. First, each
agent observes the world only partially through its sensors; occlusions and limited range mean that
the agent must act under uncertainty [6]. Second, when multiple agents learn simultaneously, the
environment becomes non-stationary from the perspective of any single learner because the transition
dynamics change as other agents update their policies [15]. This violates the stationarity assumptions

underpinning many RL algorithms and can lead to unstable learning.

2.2.2 Centralized training with decentralized execution (CTDE)

A common workaround is Centralized Training with Decentralized Execution (CTDE) [15]. In
CTDE, agents are trained in simulation with additional global information (e.g., other agents’ states)
available to a centralized critic or trainer, while the deployed policy uses only local observations.
Methods such as Multi-Agent Proximal Policy Optimization (MAPPO) exemplify this approach by
using a centralized value function to stabilize training [26].

Although CTDE can improve learning stability, it frequently depends on dense and carefully en-

8



gineered global reward shaping [15]. In complex traffic scenes, designing a reward that balances safety,
efficiency, and fairness across varying numbers of agents and geometries is difficult; poor shaping can

yield reward hacking or brittle policies that fail to generalize to new intersection configurations [2].

2.2.3 Game theory and Social Value Orientation (SVO)

An alternative line of work uses explicit game-theoretic reasoning to model strategic interaction
at intersections [8,27]. In these approaches, agents may solve Stackelberg or auction-like formulations
to choose trajectories, sometimes incorporating behavioral assumptions about other drivers [27]. A
prominent concept is Social Value Orientation (SVO), which characterizes how an agent trades off its
own utility against others’ outcomes along a spectrum from altruistic to competitive [19].

In practice, an autonomous vehicle may estimate other actors’ SVO parameters from observed
trajectories (e.g., via inverse RL) and then plan accordingly [5]. While this can improve social com-
pliance and prediction accuracy in some settings, it introduces substantial computational overhead and
sensitivity to sensor noise: the system must maintain and update a behavioral profile for each observed
actor [21]. Moreover, the assumption that human drivers exhibit stable, measurable “social param-
eters” can break down in transient, high-stress intersection negotiations, reducing reliability. These
limitations motivate approaches that encourage cooperative behavior intrinsically, without requiring

explicit psychological modeling of other agents [13].

2.3 Intrinsic motivation in multi-agent learning

In RL, extrinsic rewards define task objectives such as reaching a goal region or avoiding colli-

sions. For intersection crossing, however, task rewards are often sparse: a vehicle may receive mean-



ingful positive feedback only after fully clearing the intersection. Sparse rewards provide weak learn-
ing signals for the sequence of micro-decisions required to negotiate right-of-way and commit safely.
Intrinsic motivation addresses this by adding self-generated rewards that encourage behaviors benefi-

cial for learning [15].

2.3.1 Why curiosity and empowerment are insufficient for intersection coordination

Curiosity rewards agents for visiting novel or unpredictable states, typically measured via pre-
diction error in a learned forward model [15]. In multi-agent traffic, such incentives can be counterpro-
ductive: unpredictability in dense interaction is precisely what increases collision risk and undermines
coordination [4].

Empowerment rewards an agent for maintaining influence or optionality over future sensor
states [15]. While empowerment can discourage agents from becoming trapped (e.g., in congestion),
it does not inherently teach intent communication. In intersection deadlocks, breaking symmetry often
requires committing to a clearly interpretable course of action; maximizing optionality can instead

promote hesitation [13,25].

2.3.2 Expectation Alignment (ELIGN)

Expectation Alignment (ELIGN) is a task-agnostic intrinsic reward designed to promote decen-
tralized coordination under partial observability [13]. The key idea is that coordination can emerge
when agents learn to behave in ways that match the expectations of their neighbors. Each agent trains
an auxiliary model that approximates how neighboring agents perceive or predict the ego agent’s fu-

ture observation. The intrinsic reward then penalizes deviation between what actually occurs and what

10



the neighbor-proxy model predicts the neighbors expect [13].

ELIGN has been demonstrated in discrete-action multi-agent benchmark environments where
it helps break coordination symmetries by encouraging locally predictable behavior [13]. This prop-
erty makes ELIGN conceptually well-suited to the intersection deadlock problem, where symmetry

breaking should arise from /egible motion rather than arbitrary conventions [5, 13].

2.4 Architectural foundation: Alpamayo-R1 as a VLA driving model

The proposed social post-training method builds on Alpamayo-R1 (AR1), a Vision—Language—
Action (VLA) autonomous driving model that unifies perception, causal reasoning, and continuous
control in an end-to-end stack [11]. Classical AV architectures separate perception, prediction, and
planning into modular components [3]. While modularity can improve interpretability and robustness
in standard regimes, it can also lead to cascading errors and limited causal reasoning in long-tail

scenarios where supervision is sparse [17,28].

2.4.1 Cosmos-Reason and decision-grounded reasoning traces

ART1 uses a vision—language backbone (Cosmos-Reason) that processes multi-camera RGB in-
puts and Bird’s Eye View (BEV) representations together with ego-motion history [11]. A central
design element is supervised fine-tuning with the Chain of Causation (CoC) dataset, which structures
reasoning traces to explicitly connect perceived cues to driving decisions [11, 12]. Compared with
generic chain-of-thought style text, CoC-style traces aim to be decision-grounded and thus more di-

rectly useful for control, improving reliability in challenging interaction cases [11].

11



2.4.2 Continuous trajectory generation and low-level tracking

High-level semantic reasoning must be translated into kinematically feasible, high-frequency
control [22]. AR1 addresses this by using a diffusion-style trajectory decoder based on flow matching
to generate continuous multi-modal trajectory hypotheses over a short horizon, conditioned on both
visual features and the decoded reasoning tokens [11,29]. A downstream Model Predictive Control
(MPC) tracker then converts the waypoint trajectory into steering and acceleration commands under
vehicle dynamics constraints [11].

The design of this semantic-to-control interface is principled and non-trivial. A key challenge is
the semantic-to-dynamic gap: the VLA backbone reasons about the scene at a low frequency and in
natural language or structured trace format, while the physical vehicle requires high-frequency torque
and steering commands that respect actuator and kinematic constraints [30]. The MPC tracker bridges
this gap by operating as a differentiable safety layer: it optimizes a trajectory of controls over a short
horizon to track the VLA’s waypoint targets, subject to hard constraints on actuator limits (U, <
u < uyay), and is therefore guaranteed to produce feasible commands even when the upstream policy
outputs geometrically imprecise targets [30].

This architecture also offers a key interpretability advantage. Because the MPC cost function
has a physically grounded meaning—penalizing trajectory deviation, jerk, and constraint violation—
its behavior can be directly inspected and analyzed in a way that is not possible with purely neural
controllers [30]. This property carries over to the ELIGN reward design in Chapter 4: rather than
using a black-box neural reward, the composite reward maintains an explicit, interpretable structure
whose terms map directly onto measurable physical quantities.

Importantly for this thesis, the social post-training method does not require structural changes
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to the AR1 inference pipeline [11]. Instead, it modifies behavior through reinforcement-learning post-
training by augmenting the reward signal, preserving real-time inference characteristics while shaping

interactive driving behavior [1,2].

2.5 Key ideas enabling social post-training

2.5.1 Continuous-space extension of expectation alignment

Directly applying ELIGN to autonomous driving requires adapting it from low-dimensional
benchmark observation spaces to high-dimensional sensor inputs and continuous actions [13]. Pre-
dicting future pixel observations for neighbor-alignment would be computationally intractable and
sensitive to visual noise [14]. A practical approach is to project the shared coordination-relevant space
to future kinematic waypoints. In this formulation, the neighbor expectation model predicts kine-
matic summaries (e.g., position, heading, velocity) rather than raw sensor data, and the intrinsic re-
ward penalizes mismatch between expected and realized kinematics over a horizon using a continuous

norm [13, 14].

2.5.2 Legibility versus predictability as intent communication

In the absence of explicit V2X communication, motion itself serves as the medium for intent
communication [4]. Human—robot interaction literature distinguishes predictability (motion consistent
with an observer’s expectation given a known goal) from legibility (motion that helps an observer infer
the goal quickly when it is unknown) [5, 19]. At unsignalized intersections, other agents often do not
know the ego vehicle’s intention (e.g., yield versus proceed). Policies optimized only for efficiency

can postpone decisive cues until late in the interaction, prolonging ambiguity and increasing deadlock
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risk [25]. By rewarding alignment with neighbor expectations over kinematics, expectation alignment
encourages earlier, smoother, and more interpretable commitment, i.e., telegraphing intent through
legible motion [5, 13].

A complementary perspective comes from human—AlI collaboration research: for an autonomous
vehicle to be trusted and effectively supervised by human road users, its decision-making process must
be observable and interpretable [30]. Explainable Al (XAI) techniques applied to AV controllers aim
to surface how the system is planning for future obstacles and responding to other agents. The MPC-
based control stack used in ARI1 is naturally more interpretable than purely neural controllers, since
the MPC'’s cost function and constraint set can be directly inspected [30]. The ELIGN social reward
reinforces this interpretability at the behavioral level: by training the ego policy to produce motions that
are legible to neighboring agents, the post-trained policy should also produce behaviors that are more
readily understood by human observers—a property relevant to both safety evaluation and deployment

trust.

2.5.3 GRPO post-training without a centralized critic

Large VLA policies are commonly refined beyond supervised initialization via reinforcement
learning [17]. Actor—critic methods such as PPO rely on a value-function critic to compute advantages,
but in multi-agent settings the critic faces severe non-stationarity because outcomes depend on other
agents’ changing policies [15]. Moreover, adding a large critic can significantly increase memory
requirements [26].

Group Relative Policy Optimization (GRPO) avoids an explicit critic by estimating advantage

relative to a group of sampled rollouts from the current policy in the same scenario [12,31]. For a
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given state, multiple trajectory candidates are evaluated; their rewards are normalized within the group
(using mean and standard deviation), and the policy update uses a clipped objective with a KL penalty
to constrain drift. The group-relative normalization makes GRPO especially compatible with adding
intrinsic rewards like expectation alignment, because learning depends primarily on the ranking of

rollouts rather than the absolute reward scale [12].

2.5.4 Simulation requirements and evaluation benchmarks

Closed-loop, multi-agent post-training requires a simulator capable of high-fidelity interaction
and scalable parallel rollouts; open-loop evaluation on static datasets is insufficient due to compound-
ing errors and lack of environment response [32,33]. In this thesis, evaluation focuses on deterministic
symmetric-deadlock scenarios at unsignalized intersections, isolating the failure mode of ego-centric
baselines [?,25]. Performance is assessed using safety and coordination metrics including collision
rate, deadlock rate, intersection clearance time, and jerk-based smoothness measures that proxy inde-

cision [2,23].

2.6 Zero-shot coordination and generalization

Deployment requires coordinating with heterogeneous and previously unseen partners (humans
and proprietary AVs) [18]. In MARL, this is studied as Zero-Shot Coordination (ZSC) [16]. Self-
play training can produce brittle conventions that work only among identical agents but are illegible to
outsiders [16]. Approaches such as other-play aim to learn robust conventions by preventing reliance
on arbitrary symmetry-breaking rules [16,24].

Expectation alignment provides a complementary, physically grounded mechanism: by optimiz-
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ing to be predictable from a neighbor’s perspective in terms of observable kinematics, the ego policy
is pressured toward universally interpretable behaviors (e.g., early smooth deceleration to yield) that
are less dependent on partner-specific conventions [13, 16]. The thesis therefore evaluates not only in-
distribution deadlock resolution but also zero-shot coordination against diverse, unseen partner policies

in simulation [16, 33].
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Chapter 3: Expectation Alignment in Continuous Trajectory Space

In this chapter, we first present our proposed Expectation Alignment (ELIGN) social reward, ex-
tended from our previous low-dimensional particle environments [13] to the AR1 multi-agent driv-
ing environment [11] We present the common observation space for the agents to coordinate their
actions, the neighbor-expectation model that predicts how each agent expects other agents to act, and
the continuous ELIGN-minimized reward function that we apply during post-training Finally, we de-
tail design considerations and implementation details to incorporate ELIGN into Group Relative Policy

Optimization (GRPO) [12], ensuring that the inference-time architecture of AR1 remains unchanged

3.1 Problem Setting and Notation

We consider in this paper multiple agents interacting on the road Z = {1,0...,0N} interact-
ing in a shared environment such as an unsignalized intersection [3, 4] Each agent ¢ € Z operates
under partial observability [6, 15] and has access to a local observation o; € O; and then selecting a
continuous, finite-horizon trajectory a; € .A; For concreteness, let a; be a sequence of waypoints in
the ego vehicle’s frame [29]

At each decision point, agent i interacts with a group of neighboring agents N/ (i) that are de-
termined either by their proximity or a field of view Instead of modeling arbitrary high-dimensional

sensor observations, we focus on a low-dimensional shared observation space that captures motion
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features most relevant for coordination [14]

We will denote the common observation from agents 7 and j at this decision step as

oinj € Oinj

and the corresponding next shared observation after the current joint actions are executed

/
Oinj € Omj

Intuitively, 0,n; describes agent j’s observation of ego agent ¢ at the current time (eg relative position, ve-

/

locity) while o0;; describes how the observed relationship will change in the next short prediction

horizon

3.2 From Discrete ELIGN to Continuous Trajectories

The first introduction to Expectation Alignment was in the context of discrete-time, low-dimensional
multi-agent systems whose states were parametrized using simple kinematic quantities like position
and velocity [13] In this case, the ELIGN intrinsic reward functions to encourage the ego agent to take
a certain action only when the predicted outcome will match the outcome predicted by its neighbors, as
modeled by a learned forward model

Let fp, be another model parameterized by 6; that predicts how the neighbors expect the shared
observation will change given the current shared state and the action of the ego agent In the discrete
case, the ELIGN reward can be defined as the negative prediction error between the realization of

the next shared observation and the output of the neighbor-expectation model Maximizing this reward
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encourages actions with locally predictable consequences, and thus decentralized cooperation among
agents without explicit coordination [9]

For example, ARI1 has two main challenges: (i) the action space consists of continuous tra-
jectories rather than instantaneous controls [22], and (ii) we assumed that the high-dimensional raw
observation space (multiview RGB and BEV occupancy) is not feasible to predict accurately for the
sake of a lightweight intrinsic reward signal In the rest of this chapter, we will address these issues
by introducing a compact shared observation space based on robot kinematics and the definition of a

continuously defined ELIGN on predicted waypoints

3.3 Shared Observation over Kinematic Waypoints

To make expectation alignment tractable for a vision-language-action driving model [17] we
restrict the shared observation space to future kinematic summaries of motion in the ego frame Instead
of directly predicting images or dense occupancy grids, we define 0;~; and o); over sequences of
waypoints that describe the relative trajectories of agents ¢ and j [14]

To be concrete, we represent the motion of each agent over a short time horizon as a sequence

of waypoints

w = {(,09,,00,,00:) } 2, ,0

where z; and y; denote the ego position, 1); the heading, and v; the speed at the horizon step ¢

Therefore, observations of agents 7 and j should agree on relative ego-frame quantities like

0inj = {(xf’(”),Oyt(i’Oj),Oibt(i’Oj),Ovt(i’Oj)) il’o
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where (7,07) indicates that the positions and headings are in the ego frame of agent i and the motion
of agent j is expressed in this agent’s ego-frame

In practice, these quantities are computed from simulator logs through a post-processing pipeline
that reconstructs actor poses and combines them with low-level controller traces [32] These state tables
store synchronized kinematic information for the ego vehicle and its neighbors at each timestep, and

from these tables, shared waypoint sequences are constructed for every ordered ego—neighbor pair

3.3.1 Implemented Feature Space

The shared observation o0,~; in the implementation described in Chapter 4 consists of a ten-
dimension state vector (STATE_COLS) The first six dimensions monitor the same ego agent’s kine-
matics and low-level control outputs as the other agents The last four dimensions are the relational
social geometry:

052]. = (Ux, Uy, W, U, Us, Won, Az, Ay, d, Aw)(t),

where v, and v, are the longitudinal and lateral ego velocities, w, is the yaw rate, v is the scalar
acceleration, us and uy,, are the MPC steering and throttle/brake commands, Ax and Ay are the coun-
terpart’s relative position in the ego frame, d is the Euclidean distance of the objects and At is the
relative heading The prediction target (TARGET_COLS) is the four-dimensional relational subvector
(Az,0Ay,0d,0A) D corresponding to the future social geometry state that the predictor must pre-
dict

Intuitively, this decomposition is sensible because the ego’s own kinematic and control state as
of time ¢ gives the predictor strong causal context for anticipating what the relative social geometry

will be at time ¢+1 without needing to predict the full raw sensor observation
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3.4 Neighbor Expectation Model

Due to their shared observation space, the main ingredient of ELIGN is a neighbor-expectation
model, which maps a neighbor’s observations to their expectations for the ego agent For each ego

agent ¢ we define a model

fo, Oiﬂj x A; — Omj

that maps the current shared observation and the ego’s planned trajectory action to the predicted next
shared observation, from the perspective of the ego—neighbor frame
For our case, the function fy, is implemented as a lightweight neural net receiving the low-

dimensional kinematic features [14] A typical configuration concatenates:
* the current shared waypoint sequence o0;~; (optionally compressed using a temporal encoder),
* a compact embedding of the ego trajectory action a;,

* optional global context such as the geometry of the intersection or class of the maneuver,

The output is a predicted sequence 0;; of the same dimensions as 0} ;

Since, in its case, fp, is only concerned with kinematics, the number of parameters and the com-
putational load are smaller than that of the AR1 backbone This allows the ELIGN predictor to be jointly
trained with post-training without modifying the vision—language—action policy architecture [?], and

without overly constraining memory or compute budgets
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3.5 Continuous ELIGN Social Reward

The continuous ELIGN reward of agent 7 is defined as the negative difference between the ob-
served next shared observation and the current output of the neighbor-expectation model [13] For a

transition (0;,0a;,00;), the intrinsic social reward is given by

1
rSOCial(Oiaoai) = TR N Z ||O;ﬁj - f@i(oiﬁjaai>||2 (31)
N4,

The norm is the mean squared error in the four target channels (Az,0Ay,0d,0A)) at the next timestep
(see Section 3.3.1) Intuitively, if the ego’s actual motion matches the predictions made about it by
its neighbors, the prediction error will be small and the social reward high Sudden or ambiguous
maneuvers that do not match other agents’ expectations are avoided as they are hard to interpret [5,19]

Another key feature is that the ELIGN reward is not considered task-specific, in that it does
not depend on the agent’s position being in a target goal region or some measure of success such as
intersection throughput Instead, it provides an intrinsic reward for behaviors that are predictable from
the perspective of nearby agents [15], complementing the standard extrinsic reward for safety and

progress

3.5.1 Empirical Reward Characteristics

Before GRPO post-training, the reward pipeline was validated on a held-out episode to verify
that 7r5ocia’s scale is appropriate for the task reward When considering all 115 timesteps, the average
social reward was —0197 with a standard deviation of 2419 and a minimum of —338 Since the task

reward is +0501 on average, this gives a contribution of —0099 to the composite reward at \gp gy =
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05, ie roughly 16% of the task signal

Assuming the counterpart has a distance of approximately 179m, the lone outlier —338 lies at
the edge of the training distribution (21 episodes) However, at this range, the predictor is no longer
within the effective span of its supporting input and, consequently, introduces a high MSE; this is an

expected edge case under the kinematic shared observation design

3.6 Objective function for the Expectation model

The neighbor-expectation model fy, is trained on multi-agent interaction data logged from the
simulation environment, as in [2] For example, during a short rollout run, the ego agent 7 plays the
trajectory a; while interacting with one or more neighbors The data pipeline extracts tuples from the

simulator logs

(Oiﬂj7 a;, O;ﬁj) (32)

for all ego—neighbor pairs (7,07) and for each step of the segment
One can fit these model parameters 6#; in a supervised fashion so as to minimize the prediction

error by optimizing loss functions of the form

Leiion(6;) = E“ 0;mj - fGi(Oiﬂj’Oai)Hz]’O

where the expectation is over the empirical distribution of logged interactions This goal can be achieved
by averaging over minibatches of ego-neighbor pairs and over indices in time

There are several practical considerations for training fj,

* Temporal context Adding a history of previous observations might help improve model per-
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formance on transient maneuvers, especially if recurrent or transformer temporal encoders are

used [29]

* Multi-neighbor aggregation In practice, multiple neighbors might interact, and the loss be-
tween all pairs may be weighted by the distance, relative velocity, or occlusion of the other

neighbors to reflect the important safety-critical cases

* Curriculum over interaction difficulty Instead of optimizing all scenes at once, we can start
with less congested scenarios, and add more highly-interactive symmetric-deadlock scenar-

i0s [25] to stabilize convergence

The parameters 6; are then fixed during GRPO training at values that converge on offline data so

that the intrinsic reward signal is constant across all steps when determining 7gocia

3.7 Integration with GRPO Post-Training

The continuous ELIGN reward is then added to the scalar reward used in AR1 for ranking the
different candidate trajectories after training with GRPO [11, 12] Let r be the extrinsic reward for
safety, comfort, and progress used in the AR1 baseline The total reward for each sampled trajectory

candidate is defined as

Ttotal = Ttask + )\ELIGN : rsocial’o

where Agp gy > 0 is a tunable coefficient determining the trade-off between social predictability and
task performance Here, we use the default \g gy = 05; ablation over [01,010] can be found in Chap-
ter 5

The GRPO framework can be used to sample multiple candidate trajectories for a given simula-
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tion environment These rewards 7, can be normalized among the group and then used as a relative ad-
vantage signal to update the policy [31] Because it only depends on the ordering of candidates, GRPO
is strong to the addition of ELIGN, as long as the social term preserves the ordering of clearly co-
operative and clearly uncooperative behaviors This is especially useful since 7o 1S learned from a
model, so the absolute scale is usually not perfectly calibrated

Design constraints include:

The continuous ELIGN formulation above makes a number of design choices, each with trade-

offs for expressiveness

* Kinematic shared space By limiting our shared observations to (z,0y,0¢),0v), we strike a bal-
ance between purely communicative and tractable observations, yet miss unobservable cues (eg
turn signals, slight changes in lateral position) that might indicate driving intent [5] The chan-
nel at relational distance d € [442,01795]m indicates that the predictor was indeed trained on a
wide range of interaction distance, but distance-weighted loss might improve extreme distance

predictions while retaining accuracy in the near-range

* Modeling neighbor expectations only The current formulation optimizes the ego’s behavior
locally, ie, given the expectations of the neighbors, without explicitly modeling other agent’s
motion Extending ELIGN to capture mutual expectations or joint distributions over multi-agent

trajectories is an exciting direction for future work [9]

* Local, myopic reward Instead, the ELIGN reward is based on local traffic patterns and does
not take long-term statistics such as global traffic throughput into account It can also be used
to improve static high-level coordination metrics, when accompanied by appropriate extrinsic
rewards
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* Fixed counterpart policy during training All counterpart vehicles in the GRPO training loop
use the default AlpaSim autopilot and are not updated during fine-tuning Thus, the predictor fy,
is trained on and the social reward is evaluated on a fixed distribution of partner behaviors In
Chapter 5, I show that the social legibility of ELIGN-shaped policies generalizes to new partner

policies

Despite these limitations, continuous ELIGN remains a scalable and feasible approach to learn-
ing socially predictable behavior within a vision-language-action driving framework As it is based
on low-dimensional kinematics and naturally integrates into GRPO, decentralized intersection coor-
dination is instead improved by reward shaping rather than architectural changes Subsequent chapters
detail the training setup implemented in AlpaSim, and subsequently applied to its evaluation of dead-

lock resolution and zero-shot coordination performance in simulation
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Chapter 4:  AlpaSim Training Setup and GRPO Fine-Tuning

This chapter describes the simulation environment, data collection pipeline, and post-training
procedure used to implement and evaluate the continuous ELIGN social reward introduced in Chap-
ter 3. We first describe AlpaSim and the scene catalog used to generate diverse multi-agent interaction
data. We then detail the state extraction and preprocessing pipeline that transforms raw simulator logs
into kinematic state tables for ELIGN predictor training. Finally, we present the GRPO post-training
loop that augments AR1’s reward signal with the social term and the key hyperparameter and infras-

tructure decisions encountered during implementation.

4.1 Simulation Environment: AlpaSim

AlpaSim is an open-source, closed-loop simulation platform for end-to-end autonomous vehicle
evaluation [11,31]. It uses neural reconstructions of real-world scenes as its underlying rendering sub-
strate, providing photo-realistic sensor observations while supporting controllable, interactive multi-
agent rollouts [33, 34]. The simulator exposes a modular service architecture in which independent
containers handle scene loading, sensor rendering, vehicle dynamics, and policy inference; these are
coordinated via a Docker Compose deployment managed by the alpasim wizard configuration
tool.

For this work, all experiments use the deploy=1local, topology=1gpu,driver=alpamayol
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configuration, which runs the full simulation stack on a single GPU node and uses Alpamayo-R1 as
the ego driving policy [11]. The AlpaSim Hydra configuration system allows arbitrary scene selec-
tion, driver overrides, and logging parameters to be specified via command-line arguments, enabling

reproducible rollout collection across diverse scenes.

4.1.1 Scene Catalog and Diversity

AlpaSim provides a scene catalog, sim_scenes.csv, containing reconstructed real-world
driving scenes, each identified by a unique scene ID and associated with a specific neural recon-
struction engine (NRE) version. Rather than selecting a fixed set of scenes, we sample uniformly
at random from the catalog for each episode in the data collection phase. This diversity is essential
for training a robust ELIGN predictor: a predictor trained on a single scene or narrow distribution of
scenes risks overfitting to specific intersection geometries, counterpart behavior patterns, or lighting
conditions [2,35].

Each scene contributes one complete ego-versus-counterpart interaction sequence. The ego ve-
hicle and any counterpart agents present in the reconstruction drive through the scene; the resulting

actor trajectories, ego state history, and low-level controller traces are logged for post-processing [31].

4.2 Data Collection Pipeline

Training the ELIGN predictor requires logged multi-agent interaction data in a standardized
format [13]. Because AlpaSim does not natively export a merged ego, counterpart kinematic state
table, we implement a post-processing pipeline that reconstructs this representation from raw simulator

outputs.
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4.2.1 Raw Simulator Outputs

Each AlpaSim episode produces two primary artifacts:

* ASL rollout file (rollout .asl): a binary log encoding the full actor state history, including
positions, headings, velocities, and timestamps for the ego vehicle and all counterpart agents

present in the scene.

* Controller CSV (alpasim_controller_x.csv): a timestamped record of the ego vehi-
cle’s low-level control outputs (steering and acceleration commands) as executed by the MPC

tracker.

Both artifacts are written to the episode’s output directory.

4.2.2 State Extraction

Actor poses are extracted from the ASL log via extract_actor_poses, an asynchronous
utility that parses the binary rollout format and returns a structured data frame containing per-timestep
kinematic fields for each actor. This yields a table with columns including actor identifier, timestamp
in microseconds, position coordinates, heading, and speed.

The ego, counterpart relational state is then constructed using build ego_counterpart _df,
which takes the actor pose frame and produces rows encoding the relative kinematics of the ego vehicle
and each visible counterpart at every shared timestep [14]. Specifically, for each ego, counterpart pair

(i,7) and each timestep ¢, the function computes the counterpart’s position and heading in the ego
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frame, yielding the shared observation features

A0y = 0, 4, D, o)
as defined in Chapter 3.

The resulting relational frame is merged with the controller CSV on the t imestamp_us field
using an inner join, producing a unified full_state.csv per episode that contains synchronized

ego, counterpart kinematics and low-level ego control outputs.

4.2.3 Episode Collection Loop

We collect N, = 21 episodes, each using a scene sampled uniformly at random from the Al-
paSim scene catalog. Episodes are run sequentially via a shell script loop that invokes alpasim-wizard

with the selected scene ID and a per-episode output directory:

uv run alpasim_wizard \
deploy=local topology=lgpu driver=alpamayol \
wizard.log_dir=runs_online/elign_data/batch_NNN \

scenes.scene_ids=[]

After each episode, the state extraction pipeline is run to produce full_state.csv. The ELIGN

training dataset is then the union of all per-episode tables:

Nep

DErLigcny = U full state® . csv.
k=1
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4.2.4 Infrastructure Considerations

Running multiple sequential AlpaSim episodes in the same Docker environment can exhaust
Docker’s default network address pool, which by default supports at most 32 concurrently allocated
bridge networks. Each alpasim_wizard invocation creates a new Docker Compose network named
batch NNN.microservices_network; if previous episode networks are not released, the pool
becomes fully subnetted and subsequent episodes fail at the network creation step.

We address this by pruning stale Docker networks between episodes:

docker network prune -f

In addition, the Docker daemon’s default address pool is expanded by setting the default-address-pools
entry in /etc/docker/daemon. json to allocate /24 subnets (254 addresses each) rather than
the default /20 subnets, increasing the effective network capacity from 32 to over 4,000 named net-
works. This modification is necessary for unattended batch collection and is documented here as a

practical prerequisite for any multi-episode AlpaSim workflow.

4.3 ELIGN Predictor Training

Given the collected dataset Dgy gn, the neighbor-expectation model fy is trained offline before
GRPO post-training begins. This two-phase approach, offline predictor training followed by online
policy fine-tuning, keeps the ELIGN reward signal stable throughout post-training, avoiding the in-
stability that can arise if the predictor and policy are optimized simultaneously on different objec-

tives [13].
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4.3.1 Input and Output Representation

Each training example is a tuple

( O(t) ®) (t+1))

inj> @i s Oing

drawn from a logged episode. The input to fy consists of the current shared kinematic observation oV

inj
and the ego’s planned trajectory action al(-t). The supervised target is the next shared observation 0%1)
realized in the simulator.
: : : : (t—L) (t)
To provide temporal context, the model receives a short history of shared observations {0;; ;. .., 0;; }

over a lookback window of length L, allowing it to condition predictions on the observed motion trend

rather than a single instantaneous snapshot [14]. The ego action agt) is encoded as a flattened way-
point sequence and projected into a fixed-dimensional embedding before being concatenated with the

temporal observation features.

4.3.2 State and Target Feature Specification

The ELIGN predictor operates on a ten-dimensional ego state vector (STATE_COLS) and a four-
dimensional social target vector (TARGET_COLS), defined as follows:

The target vector TARGET _COLS = {dx, dy, dist, dyaw} represents the next-step social

observation 02%1) that the predictor must forecast. This four-dimensional target captures the full rela-
tional geometry of the ego, counterpart pair at the next timestep, providing a direct operationalization

of Equation (3.1) from Chapter 3.
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Feature Role Observed range

VX Ego longitudinal speed (m/s) [12.1, 14.4]
vy Ego lateral speed (m/s) [—0.09, 0.07]
Wz Ego yaw rate (rad/s) [—0.07, 0.06]
acceleration Ego scalar acceleration (m/s?) [—0.41, 0.66]
u_steering._angle MPC steering command (rad) [—0.02, 0.02]
u_longitudinal_actuation MPC throttle/brake command [—0.76, 0.94]
dx Counterpart relative = in ego frame (m) [—177.9, 49.8]
dy Counterpart relative y in ego frame (m)  [—62.0, 23.9]
dist Ego, counterpart Euclidean distance (m) [44.2, 179.5]
dyaw Counterpart relative heading (rad) [—3.13, 3.13]

Table 4.1: ELIGN predictor input features (STATE_COLS) with observed value ranges
from the 21-episode training dataset. Features 1, 6 describe ego kinematics and low-level
control; features 7, 10 encode the relational social state.

4.3.3 Model Architecture and Loss

The predictor fy is implemented as a compact multi-layer perceptron with a temporal encoder
front-end. Empirically, a two-layer LSTM or causal transformer with hidden dimension 128, 256
followed by a two-layer MLP output head is sufficient for accurate short-horizon prediction on the
kinematic state space used here [29], while adding negligible memory overhead relative to the AR1
backbone.

Training minimizes the mean-squared error between predicted and realized next shared observa-

tions:

I — S = faloa)l

B DELIGN
| | (0,a,0")€DELIGN

The model is trained with the Adam optimizer for a fixed number of epochs, using early stopping on
a held-out validation split of 15% of episodes to prevent overfitting to specific scene geometries [35].
Upon convergence, the parameters 6* are frozen and used as the fixed ELIGN reward model during

GRPO post-training.
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4.3.4 Implementation Notes: Predictor Deployment

A practical complication arises when loading the trained predictor checkpoint at reward-computation
time. The 1oad_elign predictor () utility mustresolve the checkpoint path (best _elign predictor.p
independently of the Python working directory from which training or evaluation scripts are invoked.
We address this by computing the checkpoint path relative to the source file’s __fi1le__ attribute rather
than using a relative string literal, ensuring that the predictor loads correctly whether the caller runs

from the repository root, a subdirectory, or a spawned subprocess.

4.3.5 Reward Validation

Prior to GRPO post-training, we validate the end-to-end reward pipeline on a held-out episode
(episode.9) using debug_elign.py, which reconstructs per-step task and social rewards and

reports summary statistics. Table 4.2 shows the results.

Component Mean Std Min
Ttask +0.501 — 0.000
Telign —0.197 2419 —-33.81
T (@t A = 0.5)  +0.402 — —16.38

Table 4.2: Per-step reward statistics on a held-out episode before GRPO fine-tuning. 7

is dominated by smooth forward progress (100 x Aprogress). The ELIGN term con-

tributes a mean penalty of —0.10 to 7 after scaling by Agrign = 0.5, confirming that the

social reward is well-calibrated relative to the task signal.

The single worst-step outlier (rejig, = —33.8) occurs when a counterpart appears at a distance of
up to 179 m, beyond the training range of the 21-episode dataset (Table 4.1). This is a data-coverage

edge case rather than a systematic failure; the predictor degrades gracefully at extreme range and the

outlier has negligible effect on mean reward statistics across a full episode.
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4.4 GRPO Post-Training with Social Reward

With the ELIGN predictor fixed, we fine-tune AR1 using Group Relative Policy Optimization

(GRPO) [1, 12] augmented with the social reward term 7, derived from fy« [13].

4.4.1 Rollout Collection in AlpaSim

For each GRPO training step, the current AR1 policy generates a group of K candidate trajectory
rollouts for a given scene state drawn from a curated set of symmetric four-way simultaneous-arrival
scenarios. These scenarios are chosen to isolate the deadlock failure mode described in Chapter 2:
all four agents arrive at the unsignalized intersection simultaneously, maximizing the symmetry of the
negotiation and thus the difficulty for ego-centric policies [9,25]. Generating diverse and representative
rollouts requires sampling across multiple scenes and initial speed profiles to avoid overfitting to a
narrow distribution of interaction geometries [2].

Each rollout is executed in AlpaSim in closed-loop fashion, allowing the environment to respond
to the ego’s trajectory with reactive counterpart behavior [31]. This ensures that reward signals reflect

actual interaction outcomes rather than open-loop trajectory quality.

4.4.2 Reward Composition

For each candidate rollout, a scalar total reward is computed as

Ttotal = Ttask + )\ELIGN * T'social s
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where r,q 1S AR1’s existing extrinsic reward suite (collision penalty, comfort terms, progress re-
ward) [23] and 7ia s the ELIGN intrinsic reward defined in Equation (3.1). The coefficient Agpign
controls the relative weight of the social term; the validated default is Ag gy = 0.5, and values in the

range [0.1, 1.0] are evaluated in ablation experiments reported in Chapter 5.

4.4.3 GRPO Hyperparameters

Hyperparameter Value
Group size K 4
Clipping threshold 0.2
KL penalty coefficient  0.01

Learning rate 3x107°
Gradient clipping norm 1.0
>\ELIGN (default) 0.5

Table 4.3: GRPO post-training hyperparameters. Group size K = 4 balances rollout di-
versity against per-step compute; the clipping threshold and KL coefficient follow standard
GRPO practice [1].

4.4.4 Group-Relative Advantage and Policy Update

Given the group of K total rewards {rf(ﬁzl}le, GRPO computes the group-relative advantage for

each candidate as

A (k) 7"821 — M
Al = ol — P
o, + € ’

where 1, and o, are the mean and standard deviation of total rewards within the group, and ¢ is a small
constant for numerical stability. The policy parameters are then updated using a clipped surrogate
objective with a KL divergence penalty against the reference policy (the AR1 checkpoint before post-
training), following the standard GRPO formulation [1].

Because GRPO normalizes rewards within the group, the absolute scale of 7oq 18 less critical
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than its ability to consistently distinguish cooperative from uncooperative candidate trajectories [12].
A candidate that proceeds decisively and smoothly, telegraphing intent early and matching the predic-
tor’s expectation, will tend to receive a higher ELIGN reward than a candidate that hesitates or changes

course abruptly, reinforcing the social legibility behaviors targeted by this work [19].

4.4.5 Training Scenarios and Curriculum

Training focuses on symmetric four-way arrival scenarios at unsignalized intersections [8]. A
lightweight curriculum begins with scenes in which arrival timing is slightly staggered (reducing sym-
metry), before proceeding to fully simultaneous arrivals where deadlock probability is highest. This
staged exposure stabilizes early GRPO training by providing scenarios where a clear cooperation win-
ner exists in the rollout group before introducing the hardest symmetric cases [17].

All counterpart vehicles in training scenarios are driven by the default AlpaSim autopilot policy
and are not updated during GRPO fine-tuning. While this means the training distribution of counterpart
behaviors is fixed, it is sufficient to learn socially legible ego behavior; the zero-shot generalization
experiments in Chapter 5 assess whether the acquired social behaviors transfer to novel counterpart

policies not encountered during training [16].

4.5 Evaluation Protocol

We evaluate three conditions in AlpaSim:
1. AR1 baseline: the unmodified Alpamayo-R1 policy, post-trained with ego-centric rewards only [11].

2. AR1 + ELIGN: the proposed AR1 policy post-trained with the augmented reward 7 = Tsk +

>\ELIGN T'social -
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3. PPO and MAPPO baselines: standard single-agent and multi-agent RL policies trained from
scratch on the same AlpaSim scenarios, without the AR1 VLA backbone, representing conven-

tional MARL approaches to intersection coordination.

Performance is assessed using four metrics [2,22]:

* Collision rate: the fraction of episodes in which any vehicle-to-vehicle collision occurs. We
have a hard safety constraint that means any configuration that would increase the collision rate

relative to the Alpamayo 1 baseline is automatically disqualified from conisderation.

* Deadlock rate: the fraction of episodes in which the interaction stalls for more than a fixed

timeout threshold, with no vehicle having cleared the intersection center.

« Intersection clearance time: the mean time from scenario initialization until all vehicles have

cleared the intersection, averaged over non-deadlocked episodes.

» Jerk variance: the variance of the ego vehicle’s longitudinal jerk signal over the intersection

interaction window, used as a proxy for indecision or hesitant behavior patterns.

Each condition is evaluated over a held-out set of scenes disjoint from the training scene catalog.
In addition, zero-shot coordination experiments substitute the default autopilot counterparts with a
diverse set of novel policies, assessing whether AR1 + ELIGN’s social behaviors generalize beyond

its training distribution of partner agents [16]. Results for all conditions are reported in Chapter 5.
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Chapter 5: Benchmark Results and Ablation Studies

The results of evaluations under the three conditions described in Chapter 4 are shown here:
(1) the AR1 baseline (ego-centric rewards only); (2) the AR1 + ELIGN (proposed) baseline; (3) the
PPO/MAPPO baselines. We report performance on the four main metrics: collision rate, deadlock
rate, intersection clearance time, and jerk variance, over held-out symmetric four-way intersection
scenarios in AlpaSim. Then, to characterize the effect of the reward balance on social performance,

we conduct ablation studies by varying the weight coefficient wgp gy of ELIGN.

5.1 Experimental Setup

In all the experiments, we use the AlpaSim deployment configuration described in Chapter 4
with deploy=local, topology=lgpu, driver=alpamayol. The evaluation episodes use
disjoint held-out scenes from the 21-episode ELIGN predictor training set. Each condition was tested
using Ny, episodes of symmetric four-way simultaneous arrival scenarios, and results are reported as

means and 95% confidence intervals calculated with a bootstrap resampling approach.

5.1.1 GRPO Training Configuration

Post-training uses the hyperparameters summarized in Table 4.3 (Chapter 4). The key settings

are group size K = 4, asymmetric clipping thresholds (jow, €nign) = (0.20,0.28), KL penalty dis-
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abled (k1 beta = 0.0), learning rate 2 x 1079, and wggx = 0.1 for the primary AR1 + ELIGN

condition.

5.1.2 Reward Pipeline Verification

The reward pipeline was then tested on another episode that was not involved in the GRPO
fine-tuning using debug_elign.py. For reference weight Ag oy = 0.5, the mean per-step task
score Tk = +0.501 and elign score 7Tejign = —0.197 (std. 2.419), resulting in an overall com-
posite 1 = +0.402. For example, the social term, with deployed weight of wgrign = 0.1, only
contributes about -0.02 to the average value of 7, per step, which is not large enough to offset the
trajectory-fidelity L2 term early on during training. Additionally, the fact that episode-level returns did
not vary drastically between episodes was confirmed on the REWARD_ONLY_MODE run of the GRPO
loop, where the per-episode episode-level returns were stable and appropriately distributed with values
ranging from —121.73 to +76.30 (mean —21.97), using 10 randomly sampled scenes prior to gradient
update initiation. These are episode-sum returns, not per-step means; the per-step mean of +0.40 cited

above is for the single held-out validation episode used to calibrate the pre-training.

5.2 Primary Results

5.2.1 Collision Rate

Collision rate is treated as a hard safety constraint: the condition is ignored if it increases the
collision rate from the baseline AR1 [23]. The ELIGN social reward does not incentivize forcing
the right of way. Instead, in order to avoid a social penalty, ego motion must be unambiguous and

interpretable. This leads us to expect AR1 + ELIGN to perform as well as or better than ARI.
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Average Safety Infractions across Scenarios

0.6

0.5

Frequency (O to 1)
o o
w 'S

o
[3*]
1

0.1

0.0 -

collision_any wrong_lane offroad
Figure 5.1: Average frequencies of safety infractions for the symmetric four-way intersec-

tion scenarios above. Off-roading frequencies are near zero. The only safety failure modes
the ELIGN social reward addresses are wrong-lane driving and collisions.

5.2.2 Deadlock Rate

Deadlock rate is the metric of interest in this thesis, as this is the failure mode ELIGN-based
social post-training is seeking to address. In symmetric, four-way simultaneous-arrival settings, the
ART1 baseline is expected to incur high deadlock rates as there are no incentives for agents to mutually
coordinate [7,25]. The ELIGN reward encourages the ego to commit to an action with legible motion

and assumes that legible motion will break any symmetry and avoid deadlock.

5.2.3 Intersection Clearance Time

Intersection clearance time is the mean time from the start of the scenario until all vehicles have
left the center of the intersection, averaged over non-deadlocked episodes [2]. In non-deadlocked

episodes, however, ego behavior (high jerk variance) can slow the negotiation; legibility in ELIGN-
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shape would be expected to lead to faster commitment and clearance instead.

5.2.4 Jerk Variance

Jerk variance over the ego vehicle’s longitudinal jerk signal during the intersection interaction
window acts as a behavioral proxy for indecision [22]. Policies that frequently change their speed and
direction based on the behavior of other agents are expected to be high-jerk, producing agents whose
movements are both uncomfortable and illegible. The reduction in variance of elapsed time for the

jerk under AR1 + ELIGN is further evidence that the social reward influences behavior.

5.2.5 Route Completion and Plan Deviation

We also measure the number of routes completed using the progress metric and how closely the
policy follows the desired trajectory using plan deviation. Figure 5.2 shows that most scenarios do
achieve high progress, while a few scenarios, e.g. Scenario 4, require wide-ranging deviation from the

plan due to multi-agent deadlocks.

5.2.6 Trajectory Adherence

To measure spatial accuracy, we take the difference between the policy maneuvers generated at

execution time and the expert ground-truth maneuvers.

5.3 Ablation: ELIGN Weighting Coefficient

The ablation of wggn from 0.0 to 1.0 with an increment of 0.1 while keeping all other hyper-

parameters fixed. At wgign = 0.0, the gated reward reduces to a variant of the AR1 baseline without
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Route Progress vs. Plan Deviation per Scenario
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Figure 5.2: Scenario-by-scenario comparison of route progress (normalized 0-1) and plan

deviation. Scenarios with high route progress may require the ego vehicle to move consid-
erably off its planned trajectory to go around yielding or deadlocked vehicles.

Distribution of Distance to Ground Truth
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Figure 5.3: Distribution of the spatial distance traveled by the ego vehicle with respect to

the ground truth trajectory and position; this reflects the trajectory tracking variability and
how closely the model follows the expert reference trajectory.
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the social term, —wy - £2 /T 4+ Weomfort * Scomfort- Since previous work did not find non-monotonicity, we
expect to see the deadlock rate decrease monotonically until some optimal w* after which too much
emphasis on social mismatch may lead to worse performance (collision or clearance). In fact, with the
pre-training reward balance verified, reig, only provides 4% of the signal, and since wgrigy = 0.1, it

implies w* lies in the range of [0.1,0.5].

5.4 Discussion

Quality Tradeoff: Route Completion vs. Trajectory Deviation
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Figure 5.4: The tradeoff between progress through the intersection and deviation from
planned path between the two conflicts in terms of progress and path plan deviation re-
spectively. Note how scenario 4 requires a very evasive maneuver (high plan deviation) to
complete progress.

5.4.1 Expected Failure Modes

A number of failure modes are anticipated and will be investigated if observed:
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* ELIGN over-penalization. Setting wg gy too high may lead the ego to over-prioritize social
predictability, committing to unconditional yield, reducing deadlocks at the expense of clearance

time, or exposing itself to aggressive counterpart behavior.

* Predictor distribution shift. Since we train the ELIGN predictor fy on 21 different AlpaSim
autopilot counterpart episodes, the distribution of motions seen during validation may not re-
semble that seen during training. This may result in occasional high-MSE reward outliers in
the validation performances of the predictors (as is the case in pre-training validation with the

WOrst-case Step Tejign = —33.8).

* Symmetry not present in held-out scenes. If the held-out evaluation scenes do not contain true
simultaneous four-way arrivals, the deadlock failure mode will never occur, and AR1 and AR1

+ ELIGN would be indistinguishable with respect to this metric.

* ADE gate masking social signal. The composite reward resets to -1.0 when ¢, > 7 = 3.0 m,
and thus rollouts with a large trajectory deviation do not contribute an ELIGN gradient signal,
potentially masking the social signal early in training. The large ADE value at the start of train-
ing leads to the social signal being masked for many rollout steps before the L2 term decreases

sufficiently to put the rollout below the gate threshold.

5.4.2 Relation to Reward-Only Validation

The REWARD_ONLY_MODE run of the GRPO training loop exercises the full reward pipeline
without gradient updates, serving as a sanity check that advantage normalization and episode-level
reward logging are functioning correctly before committing to full post-training. Per-episode returns
from this run ranged from —121.73 to +76.30 across 10 randomly sampled scenes (mean —21.97),
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confirming that the reward signal produces meaningful variance across scenes. The wide range re-
flects genuine scene difficulty differences rather than numerical instability: scenes containing close-
range counterpart interactions near the intersection center produce large negative L.2-gated penalties,
while scenes with well-separated counterparts allow the comfort and ELIGN terms to contribute posi-
tively. This distributional spread is desirable for GRPO, as it ensures that the group-relative advantage

normalization has sufficient signal to rank candidate rollouts meaningfully within each scene.
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Chapter 6: Conclusion and Future Work

This thesis presented a closed-loop reinforcement learning framework for fine-tuning a vision-
language-action model in a photorealistic autonomous driving simulator. Specifically, we applied
Group Relative Policy Optimization (GRPO) [11, 12] to Alpamayo-R1, a 10-billion parameter VLA
model with chain-of-causation reasoning, using AlpaSim as the training environment, augmented by
an Expectation Alignment (ELIGN) [13] social reward that encourages the ego agent to remain pre-
dictable to surrounding vehicles. While the results demonstrate the efficacy of this approach, the
framework fundamentally evaluates candidate trajectories from an ego-centric perspective. The ego
agent proposes a set of K candidate trajectories and scores them against the environment, treating
other agents as reactive components of the simulation [5]. This chapter summarizes the contributions
and findings of the thesis, outlines the key limitations of the current design, and describes several
high-impact directions for future work, centered on a theoretical extension: Multi-Agent GRPO (MA-

GRPO) for joint-action optimization [6,9].

6.1 Summary of Contributions

The core contributions of this work are as follows:

* Online RL Environment for VLA Fine-Tuning. We designed and implemented AlpaSimOnlineEnv,
a gymnas ium-compatible environment that wraps AlpaSim’s multi-container Docker deploy-
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ment into a standard RL interface. The environment supports randomized scene sampling across

910 real-world driving scenes, enabling policy training with meaningful distributional diversity.

* ELIGN-Augmented Composite Reward. We formulated a reward function that jointly opti-
mizes task progress, safety, and social legibility. The reward combines a progress-based task
signal with collision and offroad penalties, augmented by an ELIGN alignment term [13] that
scores the ego’s predicted future states against a learned social predictor fy. This formulation en-
courages the model to improve driving performance while remaining predictable to surrounding

agents.

* Counterpart-Aware State Representation. We extended the ego state with a counterpart rep-
resentation derived from ASL rollout files, encoding the position, heading, and proximity of the
nearest surrounding vehicle at each timestep. This enriched state allows the reward and policy

update to account for multi-agent interactions critical in dense urban driving scenarios.

* GRPO Training Loop Integration. We integrated the online environment into a GRPO training
loop, enabling on-policy rollout collection and policy gradient updates directly from closed-
loop simulator experience. To our knowledge, this represents the first application of GRPO to a

production-scale VLA model in a neural-rendered closed-loop driving simulator.

6.2 Experimental Findings

Empirical evaluation of the trained policy demonstrated improvement over the base Alpamayo-
R1 model on key closed-loop metrics. The fine-tuned policy achieved lower deviation from ground-

truth trajectories, reduced collision rates over the course of training, and improved route completion as
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measured by the progress metric. Qualitative inspection of chain-of-causation outputs confirmed
that the model retained its natural language reasoning capability throughout GRPO training, producing
contextually appropriate justifications for braking, yielding, and distance-keeping maneuvers.

The photorealistic neural rendering provided by AlpaSim’s 3D Gaussian Splatting pipeline en-
sured that visual observations presented to the policy during training were consistent with the real-
world sensor data the model was originally trained on, mitigating the sim-to-real perceptual gap that

has historically limited the effectiveness of simulator-based RL for vision-based driving policies.

6.3 Limitations of the Current Approach

The ego-only GRPO training loop implemented in this thesis (REWARD_ONLY_MODE = True
in the validation phase; full fine-tuning in the results phase) highlights a fundamental constraint of
the proposed method: while the ELIGN social reward encourages the ego to be predictable to its
counterparts, the counterparts themselves are not updated during training. All counterpart vehicles
are driven by the default AlpaSim autopilot policy, which means the ELIGN predictor fjy is calibrated
against a fixed, narrow distribution of partner behaviors.

This design choice, documented in Section 4.3.4, was made to stabilize training and keep the
reward signal consistent across GRPO episodes. However, it introduces an important open question:
does ELIGN-shaped social legibility generalize to novel counterpart policies not seen during training,
or does the ego overfit to the specific motion patterns of the autopilot? The zero-shot coordination
experiments in Chapter 5 begin to address this question, but a fully rigorous answer requires the archi-
tectural extension described below.

A second limitation is the predictor’s sensitivity to out-of-distribution social geometry. As ob-
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served in the pre-training reward validation (Section 4.3.4), the worst-case per-step 7.jign Teached —33.8
when the counterpart distance approached 179 m, the tail of the 21-episode training distribution. Ex-
panding the training dataset and applying distance-weighted loss (up-weighting near-field interactions)

would improve predictor robustness at extreme range.

6.4 Towards Multi-Agent GRPO (MA-GRPO)

Standard GRPO eliminates the memory-intensive value model by sampling a group of outputs
from the old policy for the same prompt, scoring them, and normalizing those scores to compute a
relative advantage [1]. However, naively applying this normalization across different agents at an
intersection fundamentally misaligns the reward structure. It inadvertently turns a cooperative coor-
dination task into a zero-sum competition, where yielding agents receive a negative advantage simply
for allowing another agent to proceed safely [8, 19].

To achieve true joint-action optimization without breaking the cooperative dynamic, future work
could extend the definition of the GRPO “group” from independent ego-trajectories to K hypothetical

joint futures [16].

6.4.1 Joint-Action Rollout Normalization

In an MA-GRPO formulation, the system would evaluate the intersection as a joint state. Rather
than the ego agent sampling K independent trajectories in isolation, the training environment would
sample K joint rollouts representing the combined actions of all present agents (e.g., one rollout where
Agent A yields and Agent B proceeds, and another where the roles are reversed) [27].

A global, system-wide ELIGN reward would then be calculated for each of the K joint rollouts,
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evaluating the predictability and safety of the entire intersection dynamic [4,10]. The advantage would
be normalized across these K system-wide scores. Finally, this global advantage score would be
passed back to the localized policy update for each individual agent.

This is a direct generalization of the ego-only GRPO loop implemented in this thesis. In the
current loop, the group of size ' = 4 consists of independent ego rollouts scored by the composite
reward T = Tiask + AELIGN * Tsocial- 1N MA-GRPO, the group would instead consist of K joint inter-
section outcomes, each scored by a system-wide ELIGN reward that aggregates social predictability

across all agents simultaneously.

6.4.2 Bridging CTDE without a Critic

This theoretical MA-GRPO architecture represents a potential breakthrough for Centralized
Training with Decentralized Execution (CTDE) [15, 26]. Traditionally, CTDE relies on centralized
critic networks (as seen in MAPPO) [23] to evaluate the joint state. However, introducing a cen-
tralized critic introduces severe memory constraints when applied to large Vision, Language, Action
(VLA) models like Alpamayo-R1 [11,17].

MA-GRPO would bypass the need for a centralized critic entirely. By utilizing joint-action roll-
out normalization, it solves the non-stationarity problem of multi-agent reinforcement learning [6, 15]
while maintaining a memory footprint small enough to support massive foundation models. Building
the distributed action-sampling infrastructure required to facilitate this algorithm stands as a high-

impact direction for future autonomous driving research [28].
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6.5 Near-Term Extensions

Beyond the MA-GRPO architectural extension, several incremental improvements are immedi-

ately actionable:

* Expanded predictor training data. The current ELIGN predictor is trained on 21 episodes
drawn from the AlpaSim scene catalog. Increasing the dataset to 100+ episodes, with over-
sampling of close-range interaction scenarios (counterpart d < 50m), would reduce out-of-

distribution reward outliers and improve gradient signal quality during GRPO fine-tuning.

* Online predictor adaptation. Rather than freezing f, before GRPO post-training, a lightweight
online adaptation scheme could periodically update the predictor on the most recent rollout
buffer. This would allow the social reward to track distributional shift in counterpart behavior as

the ego policy evolves, at the cost of some reward signal instability.

* Distance-weighted ELIGN loss. The current predictor treats all timesteps equally in the MSE
loss. A distance-weighted variant that up-weights ego, counterpart pairs within the interaction-
critical range (d < 60 m) would focus predictor capacity on the high-stakes near-field geometry

most relevant for deadlock negotiation.

* Multi-counterpart aggregation. The implemented compute_elign_reward function eval-
uates the social reward against the single closest counterpart. Extending aggregation to all visible
counterparts within a field-of-view radius, weighted by inverse distance or collision risk, would

more faithfully implement the multi-neighbor formulation in Equation (3.1).

* Wiring in the AR1 model wrapper. The current GRPO training loop runs in REWARD_ONLY_MODE

52



and does not yet perform gradient updates on the ARI1 backbone. The load policy ()
and policy_log.-probs () stubsin src/grpo/train.py must be implemented once the
Alpamayo-R1 checkpoint and Python wrapper interface are available, completing the full post-

training loop.

6.6 Closing Remarks

Autonomous driving remains one of the most demanding applications of embodied Al, requiring
models to simultaneously perceive complex visual environments, reason about the intentions of other
agents, and produce safe, comfortable control outputs in real time. Vision-language-action models
represent a compelling approach to this challenge, unifying perception, reasoning, and action in a
single end-to-end architecture. This thesis has demonstrated that closed-loop reinforcement learning
with GRPO, augmented by an ELIGN social reward, is a viable and effective method for aligning a
pre-trained VLA to the reward structure of real driving behavior, without sacrificing the interpretability
that chain-of-causation reasoning affords. The MA-GRPO extension outlined here offers a principled
path toward multi-agent coordination at scale, one that preserves the memory efficiency of GRPO
while enabling the joint optimization that safe urban driving ultimately demands. We hope this work
contributes a practical foundation for future research at the intersection of large language models,

embodied agents, and autonomous vehicle safety.
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Appendix A: Prior Publication: Multimodal Agentic Model Predictive Control

This appendix summarizes work that appeared in:

Saptarashmi Bandyopadhyay, John (Jack) Cole, Tom Goldstein, and David Jacobs. “Mul-
timodal Agentic Model Predictive Control.” In Proceedings of the 24th International Con-
ference on Autonomous Agents and Multiagent Systems (AAMAS 2025), Detroit, Michi-

gan, May 19-23, 2025.

This work is licensed under a Creative Commons Attribution International 4.0 License (CC BY 4.0)
and is reproduced here in adapted form with attribution. The author of this thesis was second author

on the paper, contributing to the framework design, experimental evaluation, and writing.

A.1 Overview

Autonomous vehicle control presents a fundamental tension between semantic intelligence and
physical safety: Vision-Language Models (VLMs) can reason about complex, open-world scenes and
encode rich contextual understanding, but they may produce outputs that violate actuator constraints
or physical feasibility [30]. Conversely, classical control paradigms such as Model Predictive Control
(MPC) provide rigorous safety and constraint-satisfaction guarantees but require hand-designed cost
functions that cannot be guided by natural language.

The paper introduced a framework called Multimodal Agentic MPC, which integrates multi-
modal VLMs with a classical MPC controller to address this gap. At each timestep, the autonomous
vehicle’s sensor observations are passed into a VLM’s context along with a history of prior states.
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The VLM then performs semantic querying to extract structured scene attributes—such as whether a
detected vehicle is accelerating or decelerating, or whether a newly appeared obstacle is on a collision
course—and these semantic insights are reformulated as driving parameters (speed, heading, object
states) that are fed directly into the MPC cost function. This tight coupling enables context-aware,
interpretable decision-making while preserving the safety guarantees inherent to MPC’s constraint
optimization.

The relationship to the present thesis is direct: ARI1’s low-level control stack uses an MPC
tracker that converts the VLA’s predicted waypoint trajectory into smooth motor commands, and
the Multimodal Agentic MPC paper provides the conceptual grounding for why this semantic-to-
control interface is both necessary and principled. The challenge of bridging high-level semantic
intent (AR1’s reasoning trace and waypoint prediction) to physically feasible closed-loop behavior
(the MPC tracker’s torque and steering outputs) is precisely the “semantic-to-dynamic gap” that Mul-

timodal Agentic MPC addresses.

A.2 Framework Architecture

The Multimodal Agentic MPC framework consists of three integrated components:

A.2.1 Scene Understanding via VLMs

Rather than relying on statistical correlation as in traditional computer vision, the framework
leverages the higher-level contextual understanding embedded in VLMs to analyze driving scenes [30].
A relatively small VLM—such as PaliGemma 3B [36]—is used to detect and localize objects (vehicles,

pedestrians, obstacles) by drawing bounding boxes and labeling them with semantic attributes. The
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choice of model scale is deliberate: larger models provide richer semantic understanding but introduce
unacceptable latency for real-time vehicle control, creating a fundamental speed—performance tradeoff

that must be resolved for any deployment.

A.2.2 Semantic Querying for Object Attributes

Beyond object detection, the VLM is queried for fine-grained relational attributes of identified
objects: Is a detected vehicle heading toward or away from the ego? Is the ego on a collision course
with a traffic cone? These semantic queries convert raw scene observations into structured, physi-
cally meaningful parameters—speed, heading, relative position, collision risk—that can be directly

consumed by the MPC’s cost function without requiring a separate perception stack or object tracker.

A.2.3 Integration into the MPC Cost Function

The structured semantic outputs from the VLM are formatted as driving parameters and injected
into the MPC’s optimization problem. The MPC then solves for a trajectory U* that minimizes a
cost function conditioned on both the vehicle’s own dynamics and the VLM-provided scene context,
subject to explicit safety constraints on control inputs (Ui, < U < Upay). This formulation preserves
the key advantages of MPC: an interpretable, physically-grounded cost function whose predictions
can be directly inspected, and hard constraint enforcement that bounds control outputs even when the

VLM produces hallucinated or overconfident scene descriptions.
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A.3 Experimental Evaluation

The framework was evaluated in simulated environments using VLMs of different scales, demon-
strating improvements in safety metrics compared to traditional MPC methods without VLM integra-
tion [30]. The experiments used open-source resources including the Waymax simulator [37], the
Waymo Open Motion Dataset [38], the Berkeley DeepDrive dataset, and the nuScenes dataset [39].

The key quantitative finding was that VLM-augmented MPC reduced collision frequency in
dynamic multi-agent scenarios compared to the non-VLM MPC baseline, particularly in scenarios
involving previously unseen obstacle configurations where the rule-based MPC cost function lacked

the contextual knowledge to anticipate hazards.

A.4 Relation to This Thesis

The Multimodal Agentic MPC paper motivates several design choices made in the present thesis:

1. Decoupling semantic reasoning from dynamic control. AR1 follows the same architectural
principle: the VLA backbone (Alpamayo-R1’s reasoning trace and waypoint prediction) oper-
ates at a low frequency, while the MPC tracker runs at high frequency to enforce physical feasi-
bility. This matches the paper’s core argument that semantic planning and dynamic stabilization

should be handled at different timescales.

2. Safety via constraint projection. The MPC tracker that converts AR1’s waypoints into steering
and throttle commands enforces actuator constraints through projection, exactly as described
in the Multimodal Agentic MPC framework. This provides a hard safety layer that bounds

the GRPO policy’s outputs even during early training when the policy may suggest physically
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implausible trajectories.

Interpretability of the reward signal. The paper’s emphasis on MPC interpretability—that
the cost function has a physically-grounded meaning and predictions can be readily analyzed—
directly motivates the design of the ELIGN composite reward. Rather than using a black-box
learned reward, the present work maintains an interpretable three-term structure (wps, Weomfort
wgrien) that maps directly onto measurable physical quantities: trajectory fidelity, ride comfort,

and social legibility.

Generalization to unseen scenarios. The paper argues that VLMs’ pre-training on vast cor-
pora gives VLM-backed controllers a significant advantage in handling scenarios not present in
any domain-specific training dataset. This motivates the zero-shot generalization experiments
in Chapter 5, which test whether AR1 + ELIGN’s socially legible behaviors transfer to novel

counterpart policies not encountered during GRPO post-training.

Extensions and Open Problems

The paper identified several open problems that remain relevant to the present work [30]:

Real-time embedded deployment. The gradient-based MPC inner loop is computationally
demanding. While the present thesis runs on a single A100 GPU node, deploying the full AR1
+ MPC stack on embedded automotive hardware remains an open challenge, likely requiring

distillation of the MPC policy into a lightweight reactive neural network.

Perception-driven cost function adaptation. The Multimodal Agentic MPC framework pro-

vides a pathway for the MPC cost function to adapt in real time based on VLM scene un-
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derstanding. A natural extension of the present thesis is to allow the ELIGN reward weights
(W12, Weomfort; WELIGN ) 1O be conditioned on scene context—for instance, increasing wgp jgn When

a symmetric four-way arrival is detected and reducing it in unambiguous right-of-way situations.

* Temporal logic instructions. The paper notes that semantic instructions are currently lim-
ited to geometric targets; future work could support temporal logic tasks (e.g., “yield until the
pedestrian clears, then proceed”). Incorporating such instructions into the GRPO reward struc-
ture would require extending the ELIGN predictor to model longer-horizon social commitments

rather than single-step neighbor expectations.
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