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Deep reinforcement learning (RL) has been successfully used to train agents in complex

video game environments including Starcraft 2, Dota 2, Minecraft, and Gran Turismo1,2,3,4. Each

of these projects utilized curriculum learning to train agents more efficiently. However, sys-

tematic investigations of curriculum learning are limited and it is rarely studied outside of toy

research environments. Modern RL methods still struggle in stochastic, sparse-reward environ-

ments with long planning horizons. This thesis studies these challenges from multiple perspec-

tives to develop a stronger empirical understanding of curriculum learning in complex environ-

ments. By introducing novel visualization techniques for reward surfaces and empirically investi-

gating key implementation details, it explores why policy gradient methods alone are insufficient

for sparse-reward tasks. These findings motivate the use of curriculum learning to decompose

problems into learnable subtasks and to prioritize learnable objectives. Building on these in-

sights, this dissertation presents a general-purpose library for curriculum learning and uses it



to evaluate popular automatic curriculum learning algorithms on challenging RL environments.

Curricula have historically been effective for training reinforcement learning agents, and a fun-

damental understanding of automatic curriculum learning is an essential step toward developing

generally capable agents in open-ended environments.



APPLYING POLICY GRADIENT METHODS TO OPEN-ENDED DOMAINS

by

Ryan Sullivan

Dissertation submitted to the Faculty of the Graduate School of the
University of Maryland, College Park in partial fulfillment

of the requirements for the degree of
Doctor of Philosophy

2025

Advisory Committee:
Professor John P. Dickerson, Chair/Advisor
Professor Ming Lin
Professor Furong Huang
Professor Subramanian Raghavan
Professor Peter Stone



© Copyright by
Ryan Sullivan

2025



Acknowledgments

This thesis would not be possible without the support and contributions of many friends and

collaborators. First of all, I would like to thank my advisor John P. Dickerson for his guidance

throughout my PhD and for giving me the confidence to pursue my research. John gave me the

freedom to explore my interests, as well as the reassurance and motivation that I needed to see

this thesis through to the end. Thank you to Ming Lin, Furong Huang, Subramanian Raghavan,

and Peter Stone for reviewing this dissertation and providing valuable feedback. Peter’s work on

curriculum learning was a large inspiration for this thesis.

Thank you to Joseph Suarez and Costa Huang for being incredible collaborators and friends.

Our frequent discussions made me a better researcher, and made my PhD more enjoyable. I also

would like to thank Raghav Gupta and Eric Li, without whom I would never have been able to

publish the research I conducted during my internship at Google. They went above and beyond to

support my ideas and develop them into two successful research papers, and I thoroughly enjoyed

my time working with them.

I also owe thanks to my friends Jordan, Nameer, Killian, Jarett, Griffon, Aman, Samyadeep,

Shlok, Naman, and Sneha, who frequently reminded me to enjoy life beyond research. I am

obligated to thank my siblings Olivia, Kiernán, and Danny. Most importantly, thank you to my

parents for providing endless love, support, and food. You always enabled my curiosity and

encouraged me to pursue my interests, and I will always be grateful.

ii



Table of Contents

Acknowledgements ii

Table of Contents iii

List of Tables vii

List of Figures viii

List of Abbreviations xii

Chapter 1: Introduction 1
1.1 Reinforcement Learning in Complex Environments . . . . . . . . . . . . . . . . 1
1.2 Intrinsic Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 Curriculum Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.4 Open Source Reinforcement Learning Infrastructure . . . . . . . . . . . . . . . . 6
1.5 Overall Structure and Contributions . . . . . . . . . . . . . . . . . . . . . . . . 7

Chapter 2: Background 10
2.1 Reinforcement Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.1.1 Markov Decision Processes . . . . . . . . . . . . . . . . . . . . . . . . 11
2.1.2 Partial Observability . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.1.3 Estimating Values . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.1.4 Generalized Advantage Estimation . . . . . . . . . . . . . . . . . . . . . 15

2.2 Policy Gradient Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.2.1 REINFORCE . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.2.2 Actor-Critic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.2.3 Proximal Policy Optimization . . . . . . . . . . . . . . . . . . . . . . . 19

2.3 Underspecified Environments . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.4 Curriculum Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.5 Automatic Curriculum Learning . . . . . . . . . . . . . . . . . . . . . . . . . . 25
2.6 Open-Endedness . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

Chapter 3: Visualizing Reward Surfaces 28
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.2 Background and Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.2.1 Loss Landscapes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
3.2.2 Reinforcement Learning . . . . . . . . . . . . . . . . . . . . . . . . . . 31

iii



3.2.3 Policy Gradient Methods . . . . . . . . . . . . . . . . . . . . . . . . . . 31
3.2.4 Reward surfaces . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
3.2.5 Proximal Policy Optimization . . . . . . . . . . . . . . . . . . . . . . . 33

3.3 Environment Selection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.4 Initial Explorations of Reward Surfaces . . . . . . . . . . . . . . . . . . . . . . 34

3.4.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.4.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.5 Discovering Cliffs in the Gradient Direction . . . . . . . . . . . . . . . . . . . . 39
3.5.1 Gradient Directions vs. Filter-Normalized Random Directions . . . . . . 41
3.5.2 Visualizing Rewards in the Gradient Direction During Training . . . . . 42

3.6 Cliffs Impact Policy Gradient Training . . . . . . . . . . . . . . . . . . . . . . . 43
3.6.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
3.6.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.7 Library . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
3.8 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
3.9 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
3.10 Additional Plots . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3.10.1 All Reward Surfaces . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
3.10.2 Standard Deviation Plots . . . . . . . . . . . . . . . . . . . . . . . . . . 53
3.10.3 Reproducibility . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56
3.10.4 All Gradient Heat Maps . . . . . . . . . . . . . . . . . . . . . . . . . . 60
3.10.5 All Gradient Line Plots . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

Chapter 4: Applying DreamerV3 Implementation Tricks to PPO 65
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
4.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
4.3 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

4.3.1 Symlog Predictions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
4.3.2 Twohot Encoding . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
4.3.3 Critic EMA Regularizer . . . . . . . . . . . . . . . . . . . . . . . . . . 71
4.3.4 Percentile Scaling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.3.5 Unimix Categoricals . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

4.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
4.4.1 Environments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
4.4.2 Enabling All Tricks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
4.4.3 Add-One Ablations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
4.4.4 Drop-One Ablations . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
4.4.5 Symlog Predictions and Twohot Encoding . . . . . . . . . . . . . . . . . 78

4.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
4.6 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
4.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82
4.8 Additional Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.8.1 Atari Ablations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
4.8.2 DeepMind Control Suite Add-One Ablations . . . . . . . . . . . . . . . 87
4.8.3 DeepMind Control Suite Drop-One Ablations . . . . . . . . . . . . . . . 88

iv



4.8.4 Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
4.8.5 PPO Hyperparameters . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

Chapter 5: Multitask learning in Large Language Models 92
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92
5.2 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
5.3 Problem Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
5.4 Conditional Language Policy (CLP) . . . . . . . . . . . . . . . . . . . . . . . . 100

5.4.1 Conditioning Mechanism . . . . . . . . . . . . . . . . . . . . . . . . . . 101
5.4.2 Three Instantiations of CLP . . . . . . . . . . . . . . . . . . . . . . . . 102

5.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102
5.5.1 Core Benchmarking Results . . . . . . . . . . . . . . . . . . . . . . . . 104
5.5.2 Ablation Studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

5.6 Multi-Objective Online DPO . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108
5.6.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108
5.6.2 Objective Weight Sampling . . . . . . . . . . . . . . . . . . . . . . . . 108
5.6.3 Prompt Conditioning Mechanism . . . . . . . . . . . . . . . . . . . . . 109
5.6.4 Sampling and Preference Pair Construction . . . . . . . . . . . . . . . . 109
5.6.5 DPO Loss . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

5.7 MO-ODPO Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110
5.7.1 Datasets and Rewards . . . . . . . . . . . . . . . . . . . . . . . . . . . 110
5.7.2 Baselines . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
5.7.3 Experimental Settings . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

5.8 MO-ODPO Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115
5.8.1 Pareto Curves . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115
5.8.2 Autorater Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
5.8.3 Qualitative Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

5.9 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
5.9.1 Role of Sampling for Prompt Conditioning . . . . . . . . . . . . . . . . 118
5.9.2 Training Dynamics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

5.10 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119
5.11 Additional Experiment Details . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

Chapter 6: Enabling Future Curriculum Learning Research 124
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124
6.2 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126
6.3 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 128
6.4 Design Philosophy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129
6.5 Syllabus APIs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

6.5.1 Curriculum API . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131
6.5.2 Agent API . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133
6.5.3 Task Interface API . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134
6.5.4 Task Space API . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135
6.5.5 Multiprocessing Infrastructure . . . . . . . . . . . . . . . . . . . . . . . 137
6.5.6 Automatic Curriculum Learning Implementations . . . . . . . . . . . . . 138

v



6.5.7 Manual Curricula . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 140
6.6 Optimization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141
6.7 Testing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 143
6.8 Reproduction Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 143

6.8.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 143
6.8.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 146

6.9 Additional Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 147
6.9.1 RLLib with Syllabus . . . . . . . . . . . . . . . . . . . . . . . . . . . . 147
6.9.2 Self-Play on LaserTag . . . . . . . . . . . . . . . . . . . . . . . . . . . 149

6.10 Discussion and Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150
6.11 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151
6.12 Code Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

6.12.1 RLLib . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151
6.12.2 Stable Baselines 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

6.13 Documentation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 154

Chapter 7: Curriculum Learning in Complex Environments 155
7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155
7.2 New Baselines . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 156

7.2.1 Neural MMO 2.0 in PufferLib . . . . . . . . . . . . . . . . . . . . . . . 156
7.2.2 NetHack in Moolib . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157
7.2.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158
7.2.4 Hyperparameters . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 159

7.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 163
7.4 Phasic Policy Gradients . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 165

7.4.1 Stale Value Predictions . . . . . . . . . . . . . . . . . . . . . . . . . . . 166
7.5 Neural MMO Task-Based Curriculum . . . . . . . . . . . . . . . . . . . . . . . 168
7.6 Task Design in Crafter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 171

7.6.1 Task Encoding . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173
7.6.2 Impossible Tasks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173
7.6.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173
7.6.4 Single Task Complexity . . . . . . . . . . . . . . . . . . . . . . . . . . 175

7.7 A Closer Look at OMNI . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176
7.7.1 Sampling for Learnability with Stratified Filtering . . . . . . . . . . . . 177

7.8 Discussion and Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 178

Chapter 8: Future Research Directions and Open Questions 181
8.1 Challenging Environments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 181
8.2 Task Space Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184
8.3 LLM-Augmented RL Agents . . . . . . . . . . . . . . . . . . . . . . . . . . . . 186

8.3.1 Direct Finetuning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187
8.3.2 LLMs as Teachers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 188
8.3.3 Commonsense Action Pruning . . . . . . . . . . . . . . . . . . . . . . . 190

vi



List of Tables

3.1 Table of A2C and PPO’s average percent change in reward after taking a few gra-
dient steps on cliff and non-cliff checkpoints for various sets of hyperparameters.
These results are averaged among 10 trials each evaluated for 1000 episodes. . . 43

3.2 Settings used to generate reward surfaces for each environment. These settings
were manually chosen to highlight interesting features of the reward surface and
to reduce standard error in the plots. . . . . . . . . . . . . . . . . . . . . . . . . 52

4.1 Application of DreamerV3 Tricks . . . . . . . . . . . . . . . . . . . . . . . . . 68
4.2 The default PPO hyperparameters in CleanRL’s implementation, used for all ex-

periments. The only change we make is increasing the number of environments
for better time efficiency. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

5.1 Overview of multi-objective LLM alignment approaches . . . . . . . . . . . . . 97
5.2 Example generations on Anthropic-HH at different objective weights from MO-

ODPO & baselines . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

6.1 Syllabus Performance Costs . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

7.1 Learning Hyperparameters. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160
7.2 Neural MMO Sequential Curriculum Task Thresholds . . . . . . . . . . . . . . . 169

vii



List of Figures

3.1 Reward surface for the Solaris Atari environment. . . . . . . . . . . . . . . . . . 29
3.2 Reward surfaces for CartPole-v1, Breakout, Hopper-v2, Montezuma’s Revenge . 35
3.3 Gradient heat maps for Ant, Hopper, and InvertedDoublePendulum. The heat

map for Hopper and InvertedDoublePendulum shows a cliff-like gradient direc-
tion which falls off sharply compared to the filter-normalized direction. . . . . . 36

3.4 Gradient line search plots for Pendulum, Ant, and Pong. The line plot for Ant
shows several checkpoints that exhibit cliff-like properties. . . . . . . . . . . . . 39

3.5 Reward surfaces for 5 Classic Control environments. . . . . . . . . . . . . . . . 49
3.6 Reward surfaces for 10 MuJoCo environments. . . . . . . . . . . . . . . . . . . 50
3.7 Reward surfaces for 12 Atari environments. . . . . . . . . . . . . . . . . . . . . 51
3.8 Standard deviation surfaces for 5 Classic Control environments. . . . . . . . . . 53
3.9 Standard deviation surfaces for 10 MuJoCo environments. . . . . . . . . . . . . 54
3.10 Standard deviation surfaces for 12 Atari environments. . . . . . . . . . . . . . . 55
3.11 18 training and plotting runs for the Classic Control Acrobot-v1 environment. . . 56
3.12 18 training and plotting runs for the MuJoCo HalfCheetah-v2 environment. . . . 57
3.13 18 training and plotting runs for the Atari Breakout environment. . . . . . . . . . 58
3.14 18 training and plotting runs for the Atari Montezuma’s Revenge environment. . 59
3.15 Policy gradient heat maps for 5 Classic Control environments. . . . . . . . . . . 60
3.16 Policy gradient heat maps for 10 MuJoCo environments. . . . . . . . . . . . . . 61
3.17 Policy gradient line search plots for 5 Classic Control environments. . . . . . . . 62
3.18 Policy gradient line search plots for 10 MuJoCo environments. . . . . . . . . . . 63
3.19 Policy gradient line search plots for 12 Atari environments. . . . . . . . . . . . . 64

4.1 PPO with all tricks enabled compared to base PPO, using the DeepMind Control
Suite in a) and c) and Atari environments (with and without reward clipping) in
b) and d). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

4.2 Median scores averaged across multiple seeds for the add-one ablations in each
environment set. 5 seeds were used for Deepmind Control Suite and 3 seeds for
Atari environments. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

4.3 Median scores for the drop-one ablations in each environment set. 5 seeds were
used for DeepMind Control Suite and 3 seeds for the Arcade Learning Environment 78

4.4 Experiments varying the a) range (bins=256) and b) number of bins (range=100)
used for twohot encoding in Atari Breakout, averaged across 3 seeds. c) shows
symlog predictions with twohot encoding across all 57 games in the Arcade
Learning Environment. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

viii



4.5 Add-one ablations for the Arcade Learning Environment with reward clipping.
Each line shows the median scores for 57 environments, averaged over 3 seeds,
across training. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

4.6 Add-one ablations for the Arcade Learning Environment without reward clip-
ping. Each line shows the median scores for 57 environments, averaged over 3
seeds, across training. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

4.7 Drop-one ablations for the Arcade Learning Environment with reward clipping.
Each line shows the median scores for 57 environments, averaged over 3 seeds,
across training. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

4.8 Add-one ablations for the DeepMind Control Suite. Each line shows the median
scores for 35 environments, averaged over 5 seeds, across training. . . . . . . . . 87

4.9 Drop-one ablations for the DeepMind Control Suite. Each line shows the median
scores for 35 environments, averaged over 5 seeds, across training. . . . . . . . . 88

4.10 20M DreamerV3 XL architecture vs. 1M Nature CNN. Figures show median
performance averaged across 3 seeds and all 57 Atari environments. . . . . . . . 89

4.11 20M Dreamer-v3 XL architecture (3 seeds) vs. 1M Nature CNN (1 seed). . . . . 90

5.1 (Left) For a fixed prompt x, a multi-objective LM can output y1, y2, y3 for dif-
ferent weightings w1, w2, w3 of two rewards r1 and r2, such that the response
yi for weighting wi is preferred under the weighted reward wi[1]r1 + wi[2]r2.
(Right) Pareto-fronts when using the rewards NLI and Rouge (section 5.5.1.1).
Rewarded Soups (RS)5 is Pareto-dominated by both full-CLP (this paper) and
prompting (say, Jang et al. 6), but full-CLP is more appealing for its steerability,
evidenced by its wider Pareto-front. In sum, Pareto-dominance (pushing out the
front) and steerability (stretching out the front) are both key desiderata for MOFT. 93

5.2 Pareto-curves for two-reward & α = 0.01. Observe CLP variants (full-CLP
and attn-CLP) offer improved spread (compared to prompting) while Pareto-
dominating the Rewarded Soups (RS) baseline. . . . . . . . . . . . . . . . . . . 105

5.3 Combining Prompt-based conditioning with Parameter-space condtioning for full-
CLP. Observe that prompting slots in with full-CLP to produce steerable and
Pareto dominating behaviors. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

5.4 Pareto-curves at 10k, 60k, 90k training steps. Observe that prompting shows
slightly improved steerability with a 3× larger training budget but still isn’t as
steerable as full-CLP which exhibits a strong steerability even at 10k iterations. . . 106

5.5 Ablation on model size for NLI v. TLDR. Observe that across model sizes, full-
CLP and attn-CLP learn steerable (compared to prompting) and Pareto-dominating
behaviors (compared to Rewarded Soups). . . . . . . . . . . . . . . . . . . . . . 107

5.6 Representation of the MO-ODPO algorithm with two rewards . . . . . . . . . . 111
5.7 Pareto fronts for Anthropic-HH (left) and TL;DR Summarization (right) with

PaLM 2 XS policy model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
5.8 Pareto fronts for Anthropic-HH (left) and TL;DR Summarization (right) with

PaLM 2 XXS policy model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
5.9 Automated evaluation win rates for MO-ODPO compared against individual base-

lines, as judged by a large off-the-shelf LLM. MO-ODPO consistently achieves
a higher win rate than each baseline on both benchmarks. . . . . . . . . . . . . . 113

ix



5.10 Pareto fronts for MO-ODPO (PaLM 2 XS) with different Dirichlet(α) sampling
of objective weights . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

5.11 Training dynamics for MO-ODPO (above) and Rewards in Context (below) on
the TL;DR benchmark . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

6.1 Syllabus with a standard asynchronous RL training setup. . . . . . . . . . . . . . 131
6.2 An abbreviated summary of the Curriculum interface. These represent the main

methods for updating and sampling from a curriculum in Syllabus. The get_opponent,
update_agent, and update_winrate methods are used for self-play. . . . . . . . . 132

6.3 Main features of the Task Interface. . . . . . . . . . . . . . . . . . . . . . . . . 135
6.4 Main features of the Task Space API. . . . . . . . . . . . . . . . . . . . . . . . . 136
6.5 Using Syllabus for curriculum learning with just a few lines of code. . . . . . . . 137
6.6 (a) Mean normalized test returns for Syllabus’s implementation vs. the original

implementation of Prioritized Level Replay from7 on 10 Procgen environments.
Domain Randomization is also included for reference. (b) Mean task success
rate for Syllabus’s Learning Progress and OMNI implementations vs. the ref-
erence implementations from8 on Crafter. (c) and (d) 95% Stratified bootstrap
confidence intervals for Procgen and Crafter. . . . . . . . . . . . . . . . . . . . . 140

6.8 (a) Probability of sampling the first agent for each algorithm. Self-play only
has one agent, so it always samples the current policy as it’s opponent. (b) The
winrate of each method against a fixed random policy. (c) Stratified bootstrapped
confidence intervals of the winrates. . . . . . . . . . . . . . . . . . . . . . . . . 149

6.9 Adding curriculum learning with Syllabus to RLLib training code with a few
lines of code. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152

6.10 Quickstart page of Syllabus’s documentation website. . . . . . . . . . . . . . . . 154

7.1 Automatic curriculum learning training curves and 95% Stratified bootstrap con-
fidence intervals on (a), (e) Procgen, (b), (f) Crafter, (c), (g) NetHack, and (d),
(h) Neural MMO. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 161

7.2 Normalized test returns for Domain Randomization, Prioritized Level Replay,
Sampling for Learnability, and Learning Progress evaluated on 10 Procgen envi-
ronments. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162

7.3 Normalized Test Returns of PPO and PPG with 1 or 3 value epochs when trained
with DR or PLR on 10 Procgen environments with 5 seeds each. . . . . . . . . . 166

7.4 Training Procgen agents with PLR using stale value predictions. 1 buffer is equiv-
alent to 1 episode of delay per environment. . . . . . . . . . . . . . . . . . . . . 167

7.5 Various events and achievements in Neural MMO for Domain randomization and
a manually designed sequential curriculum over the course of training. . . . . . . 170

7.6 Crafter ablations removing task encodings and impossible tasks. Note that the y
axes change when we remove impossible tasks. . . . . . . . . . . . . . . . . . . 174

7.7 Success rates for agents trained to achieve a single task over the course of train-
ing. Each run shows a single seed to demonstrate the learning dynamics of indi-
vidual agents. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176

x



7.8 (Left) Mean task success rates for each algorithm combined with stratified sam-
pling. (Right) Stratified Domain Randomization compared against other ACL
algorithms without impossible tasks. . . . . . . . . . . . . . . . . . . . . . . . . 178

7.9 Mean task success rates for the Full Distribution and Top K implementations of
SFL with OMNI’s interestingess filter. LP and OMNI are shown for reference. . . 179

xi



List of Abbreviations

A2C Advantage Actor-Critic
ACL Automatic Curriculum Learning
AI Artificial Intelligence
ALE Arcade Learning Environment
APPO Asynchronous Proximal Policy Optimization
API Application Programming Interface

CL Curriculum Learning
CLP Conditional Language Policy
CNN Convolutional Neural Network
CPO Contrastive Preference Optimization
CPU Central Processing Unit

DeRa Decoding-time Realignment
DIAYN Diversity is All You Need
DMC DeepMind Control Suite
DPO Direct Preference Optimization
DR Domain Randomization

ELU Exponential Linear Unit
EMA Exponential Moving Average

FSP Fictitious Self-Play

GAE Generalized Advantage Estimation
GPU Graphics Processing Unit

IQM Interquartile Mean
IPO Implicit Preference Optimization

KL Kullback-Leibler

LLM Large Language Model
LM Language Model

xii



LP Learning Progress
LSTM Long Short-Term Memory

MDP Markov Decision Process
MOD Multi-objective Decoding
MO-DPO Multi-objective Direct Preference Optimization
MOFT Multi-objective Finetuning
MO-ODPO Multi-objective Online Direct Preference Optimization
MO-RL Multi-objective Reinforcement Learning
MO-RLHF Multi-objective Reinforcement Learning from Human Feedback
MSE Mean Squared Error

NLE NetHack Learning Environment
NLI Natural Language Inference

ODPO Online Direct Preference Optimization
OMNI Open-endedness via Models of Novelty and Interestingness

PCG Procedural Content Generation
PFSP Prioritized Fictitious Self-Play
PLR Prioritized Level Replay
P-MORL Prompt-based Multi-objective Reinforcement Learning
POMDP Partially Observable Markov Decision Process
PPO Proximal Policy Optimization
PPG Phasic Policy Gradient

ReLU Rectified Linear Unit
REINFORCE REward Increment = Nonnegative Factor × Offset Reinforcement

× Characteristic Eligibility
RiC Rewards-in-Context
RL Reinforcement Learning
RLHF Reinforcement Learning from Human Feedback
RND Random Network Distillation
RS Rewarded Soups

SAC Soft Actor-Critic
SB3 Stable Baselines 3
SFL Sampling for Learnability
SFT Supervised Fine-tuning
SiLU Sigmoid Linear Unit

xiii



SOFT Single-objective Finetuning
SP Self Play
SVD Singular Value Decomposition

TD Temporal Difference
TRPO Trust Region Policy Optimization

UED Unsupervised Environment Design
UPOMDP Underspecified Partially Observable Markov Decision Process

VLM Vision-Language Model

xiv



Chapter 1: Introduction

1.1 Reinforcement Learning in Complex Environments

Reinforcement learning has solved many premiere challenges in artificial intelligence from

defeating the best human players in the board game Go9 to playing Starcraft II at a professional

level1. These early successes of RL allowed agents to focus on perfecting a single task, and

since then we have seen RL agents learn to pilot weather balloons10, design computer chips11,

and achieve many more feats in video games2,3,4. As RL has expanded into more challenging

domains, the focus has shifted from solving singleton tasks to training generalist agents capable of

performing well in unseen environments. The most challenging RL benchmarks present diverse

scenarios, requiring agents to generalize to unseen objectives, terrain, opponents, allies, or game

rules. Much of the work in this thesis was inspired by this line of work to develop agents that can

play challenging games as well as people can.

While these achievements showcase the potential of reinforcement learning in controlled

settings, they also rely on properties – such as determinism or self-play – that are absent in

stochastic, single-agent, and many-agent environments. For instance, Atari games are deter-

ministic and can easily be learned via memorization even with mitigations like entropy bonuses

and sticky actions12. Dota 2 and Starcraft 2, though significantly more complicated than Atari,

are 2-player competitive games meaning that the agent experiences a winning trajectory in each
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match and can be trained via self-play. AlphaGo demonstrated that self-play can lead to recursive

self-improvement and policies capable of beating the best human players in Go.

In contrast, real-world tasks often lack these convenient features. Single player games

with procedurally generated content tax an agent’s ability to generalize and long planning hori-

zons extend the credit assignment problem past the capabilities of existing discount-based RL

methods. Beyond academic benchmarks, modern games with high-quality graphics and increas-

ingly complex controls drastically increase the size and sparsity of the RL agent’s search space,

exacerbating the need for strong representation learning. In Chapter 3 we show how difficult

exploration in these sparse reward problems can be. Hafner et al. 13 address this problem with

DreamerV3, a model-based RL algorithm was able to train proficient agents in many challenging

sparse reward environments with a single set of hyperparameters. They credit their results to

several implementation tricks such as reward normalization and critic regularizers. However, we

show in Chapter 4 that these implementation tricks, though applicable to any actor-critic method,

are ineffective when applied to Proximal Policy Optimization. The challenges of exploring large

state spaces with uninformative rewards necessitate more advanced exploration techniques, a

need which inspired the RL subfield of intrinsic motivation.

1.2 Intrinsic Motivation

Exploration is a fundamental challenge in reinforcement learning, especially in complex

environments where finding all sources of reward is difficult. Intrinsic motivation is a field of

research that seeks to directly motivate this exploratory behavior by designing agents with an

additional "intrinsic" reward signal. There are many formulations of this goal, some inspired by

human notions of exploration, such as curiosity14 as well as practical methods like count-based
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exploration15,16,17 and random network distillation (RND)18. Typically, the intrinsic reward de-

creases as the agent explores more, allowing the extrinsic reward to dominate once sufficient

coverage is achieved. Intrinsic motivation also implicitly incentivizes the discovery of useful

skills. In challenging environments, some states are not reachable without first learning prerequi-

site skills. For instance, an agent playing chess cannot experience a winning checkmate without

first becoming a competent chess player. As such, intrinsic rewards can even outperform the

environment’s own extrinsic reward by promoting skills that allow the agent to reach more novel

states.

Intrinsic motivation methods are intuitively appealing, and successful in select environ-

ments, but many have been shown to generalize poorly and struggle in stochastic environments

in practice19,20. The primary weakness of bonus-based methods used to encourage exploration is

that they assume full coverage of the state space is possible and desirable21. In even moderately

complex environments, the cardinality of the state space is many times larger than the number of

steps seen during training, meaning even visiting a unique state at each step will not fully explore

the environment. Function approximation helps by associating similar state together, but is less

effective as the state space grows. Henaff et al. 21 recently propose a method which explores the

task-specific feature space instead of the full task space, but still struggles with large action and

state spaces. These observations suggest a higher level approach to incentivizing exploration is

necessary. This thesis explores curriculum learning as an appealing alternative.

1.3 Curriculum Learning

Curriculum learning methods seek to generate or sort tasks in a way that increases sample

efficiency or asymptotic performance on a target task or range of tasks22. By incentivizing agents
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to repeat behaviors states that led to novel states, intrinsic motivation methods can be viewed

as autocurricula over informative trajectories23. While exploration bonuses prioritize individual

states that maximize some measure of new information, curriculum learning methods prioritize

specific environment instances that maximize learning potential. Both approaches teach agents

to develop better representations and discover important skills.

As the complexity of the environment increases even further and the task space also grows

to an unmanageable size, we enter the domain of open-ended environments. These are envi-

ronments with huge or infinite task spaces, where the environment evolves in response to agent

behavior, similar to the real world. For example, as humanity entered the industrial revolution

skills like manufacturing and engineering became more important while farmers and craftsmen

needed to adapt. As with the transition from state space coverage to state space prioritization, the

focus in open-ended environments shifts from task space coverage to task space prioritization.

In these settings, agents can train faster by identifying tasks with learnable skills and avoiding

distractions, highlighting the importance of curriculum learning.

Curriculum learning is appealing in complex, open-ended environments for several reasons.

First, it divides challenging tasks into solvable subproblems. These subtasks can train agents

faster by removing other sources of reward, distracting environment dynamics, or challenging

starting conditions. Second, this approach is intuitively similar to how people learn in school, by

progressing from easy problems to hard problems. Third, by operating at a high level, the solution

space is often more interpretable. Experts can easily identify which tasks are being prioritized

early in training, and it is easier to manually design curricula at the task level than to engineer

shaping rewards.

The final and most important reason is that curriculum learning has been a core component
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of nearly every successful application of RL agents in challenging tasks. AlphaGo uses self-play,

which induces a curriculum of increasingly capable opponents9. AlphaStar extends this approach

with prioritized fictitious self-play and league training to train agents to play Starcraft II, one of

the most challenging multiplayer video games, at a competitive level. OpenAI Five, an agent

capable of playing Dota 2, was trained with a curriculum that slowly introduced new game me-

chanics and expanded the range of playable configurations2. GT Sophy, which outraced a team

of professional players in the Gran Turismo racing game, used a manually crafted distribution

of training scenarios4. Multiple works have used curricula to train agents to collect diamonds

in Minecraft3,13,24. Curriculum learning is ubiquitous in successful applications of RL, and in-

tuitively approaches problems in a way that is suitable for challenging environments. Despite

these successes, there is little fundamental research on the empirical and theoretical properties of

curriculum learning. The later chapters of this thesis develop the science of curriculum learning

with a specific focus on challenging domains.

Many successes of RL rely on either a natural curriculum from self-play or a hand-crafted

curriculum from human-experts. In order to tackle challenging single-agent environments where

we cannot rely on self-play, we need to automatically discover effective curricula. NetHack, a

text-based rogue-like dungeon-crawler with a vast array of mechanics, exemplifies this challenge.

In NetHack, an agent must navigate 50 procedurally generated levels while managing hunger,

combat, and resource collection. The game includes several numerous puzzles and mechanics

based in mythology and human intuition. This along with its extensive state, action, and task

spaces make it a formidable benchmark for tabula rasa RL agents. Although human players

can leverage familiar concepts and community resources, current RL methods – and even LLMs

– struggle with the low-level control and long-term planning required25,26. In Chapter 5 we
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develop methods for training multitask LLMs, taking a step towards improving their capabilities

in complex domains. In Chapter 7 we explore pure RL approaches to complex domains, utilizing

recent advances in curriculum learning.

1.4 Open Source Reinforcement Learning Infrastructure

The best neural (RL and LLM) NetHack agents underperform the best symbolic agents by

an order of magnitude26? . While tabula rasa RL agents may never completely solve NetHack, I

expect it is possible significantly improve current baselines. I attempted this with a curriculum

learning method that Kanitscheider et al. 3 developed based on a measure of learning progress.

They successfully used it to train a standard PPO agent to reliably collect diamonds in Minecraft,

a similarly challenging open-ended environment. However, as I began the project, it became clear

that the engineering challenges would be substantial. Curriculum learning requires environments

to be globally synchronized using feedback from each environment. However, this is difficult

to implement with the highly specialized multiprocessing libraries that NetHack baselines use to

maximize performance25,27. Faced with these challenges, I developed a novel curriculum learn-

ing infrastructure, called Syllabus, that simplifies the integration of curriculum methods across

any RL library and environment (Chapter 6). Syllabus simplifies an otherwise unapproachable

area of research, and guarantees reproducibility across different environments. In Chapter 7 we

use Syllabus to present the first automatic curriculum learning results in NetHack and Neural

MMO, two extremely challenging RL benchmarks. The portable software paradigm that this

thesis develops could even be extended to other subfields of reinforcement learning, and I hope it

will help others to advance the empirical science of curriculum learning.

A theme that appears throughout this thesis is a focus on high-quality open-source tools.
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Open source software is the driving force behind progress in machine learning. In reinforce-

ment learning, the vast majority of projects rely on the API defined by OpenAI’s Gym28, as

well as learning libraries like Stable Baselines 329, RLLib30, or CleanRL31. Releasing code and

data for research projects is crucial for promoting reproducibility and accelerating research. All

projects included in this thesis include a large open source contribution (when legally permitted).

Chapter 3 introduces a library for visualizing the reward surfaces of actor-critic agents, Chap-

ter 4 provides training scripts and contributed experimental data to the Open RL Benchmark32,

and Chapter 6 presents our portable curriculum learning library. I hope that these libraries, as

much as any experimental results in this thesis, will facilitate future research on applying policy

gradient methods to complex environments.

1.5 Overall Structure and Contributions

This thesis is organized into chapters that collectively address the challenges of reinforce-

ment learning in long-horizon, high-dimensional, and sparse reward environments. Each chapter

contributes experimental insights and practical tools to advance the empirical understanding of

policy gradient methods and curriculum learning.

Chapter 3: Visualizing Reward Surfaces. In this chapter, we introduce a novel library for

visualizing the reward surfaces of actor-critic agents. By mapping out the reward landscapes, we

empirically illustrate the exploration difficulties inherent in sparse reward settings and identify

evidence of "cliffs" in the policy gradient direction that can collapse performance. This work in

this chapter is based on the following paper:

Cliff Diving: Exploring Reward Surfaces in Reinforcement Learning Environments. Ryan

Sullivan, Jordan K. Terry, Benjamin Black, and John P. Dickerson. 2022. In The Interna-
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tional Conference on Machine Learning (ICML 2022).

Chapter 4: Applying DreamerV3 Implementation Tricks to PPO. Here, we rigorously evalu-

ate the implementation tricks introduced by DreamerV3 within the model-free context of Proxi-

mal Policy Optimization. Surprisingly, we find that the tricks presented do not transfer as general

improvements to PPO. We identify cases where these tricks succeed and offer insight into their

relationships. This research was published in the following work:

Reward Scale Robustness for Proximal Policy Optimization via DreamerV3 Tricks. Ryan

Sullivan, Akarsh Kumar, Shengyi Huang, John P. Dickerson, Joseph Suarez. 2023. In

Advances in Neural Information Processing Systems 36 (NeurIPS 2023).

Chapter 5: Multitask learning in Large Language Models. In this chapter, we present several

novel methods for training multi-objective LLM policies through multi-task training. These ap-

proaches allow us to create steerable LLMs that can optimize a range of user preferences during

inference. This work was done in collaboration with several teams at Google. I led the devel-

opment of the RLHF multi-task training method and conducted the related experiment. I also

co-led an extension that applied the same concepts to Online DPO. The methods presented in this

chapter were published in the following papers:

Conditional Language Policy: A General Framework For Steerable Multi-Objective Fine-

tuning. Wang, Kaiwen, Rahul Kidambi, Ryan Sullivan, Alekh Agarwal, Christoph Dann,

Andrea Michi, Marco Gelmi et al. 2024. In Findings of the Association for Computational

Linguistics (EMNLP 2024).

Robust Multi-Objective Preference Alignment with Online DPO. Raghav Gupta, Ryan Sul-
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livan, Yunxuan Li, Samrat Phatale, and Abhinav Rastogi. 2025. In The 39th Annual AAAI

Conference on Artificial Intelligence (AAAI 2025).

Chapter 6: Enabling Future Curriculum Learning Research. This chapter presents Syllabus,

an open-source and portable framework designed to facilitate curriculum learning across a range

of environments. By decoupling curriculum design from specific reinforcement learning im-

plementations, Syllabus enables researchers to efficiently experiment with curriculum learning

methods in both standard and complex domains. I led the design and development of the library,

and several collaborators added new features, manual curriculum learning tools, and example

scripts. I also conducted the experiments in this chapter and wrote the following public preprint:

Syllabus: Portable Curricula for Reinforcement Learning Agents. Sullivan, Ryan, Ryan

Pégoud, Ameen Ur Rehman, Xinchen Yang, Junyun Huang, Aayush Verma, Nistha Mitra,

and John P. Dickerson. 2024. In arXiv (Preprint).

Chapter 7: Curriculum Learning in Complex Environments. This chapter contains targeted

investigations of interactions among curriculum learning methods, policy gradient algorithms,

and complex environments. I designed and conducted all of the experiments for this chapter,

which have not yet been published.

In the final chapter, I discuss open questions and suggest relevant future research directions.
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Chapter 2: Background

This chapter introduces the concepts and formulations used throughout the rest of this the-

sis. Future chapters may restate, revise, and extend these descriptions as a reminder and to better

fit the specific problems they present.

2.1 Reinforcement Learning

Reinforcement learning (RL)33,34 considers the setting in which an agent learns to maximize

a reward signal by interacting with an environment. The agent takes actions in response to the

current state of the environment in order to accumulate rewards. The reward signal typically

communicates a task or goal, and may be sparse, rewarding only few interactions, or dense,

rewarding many interactions. The agent is typically assumed to begin with zero knowledge of

the environment, and so the agent needs to interact with the environment to uncover rewards and

accomplish its task. This setting is sometimes called tabula rasa RL because the agent starts with

no prior knowledge – a clean slate. Ultimately, the goal of RL is to develop agents which can learn

the optimal behavior in a given environment. The environment can be a physical environment

or a simulated world, such as a video game. Virtual environments do not change the underlying

RL framework, but they often have different problem constraints from learning in the real world,

which we take advantage of in later chapters.
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An RL agent’s goal is to learn the optimal behavior in a previously unknown environment

through interaction. To do this, it must discover sources of reward and learn the behavior to

reliably receive that reward. As such, a fundamental challenge of RL is balancing exploration

with exploitation. At each time step, the agent can explore by trying actions that may uncover

better rewards, or exploit its existing knowledge to receive known rewards. Notably, the agent

can rarely explore and exploit at the same time, so it must balance both behaviors. Exploration is

often required to avoid local optima and to thoroughly explore the state space of the environment,

in order to identify reward that the agent can exploit to achieve the highest possible cumulative

reward.

2.1.1 Markov Decision Processes

The environment is typically modeled as a Markov decision process (MDP)35? with dis-

crete time steps. At each time step t, an MDP exists in a state st which is an element of the

state space S. The starting state s0 is sampled from a distribution ρ(s0). The agent observes

st and takes an action at from the action space A according to its policy π : S × A 7→ [0, 1],

which defines a state-conditional distribution over actions. In response to the agent’s action

at ∼ π(·|st), the MDP transitions to the next state, st+1 according to the transition function

P : S × A × S 7→ [0, 1], which defines a distribution over next states conditioned on the

current state and action, so that st+1 ∼ P (·|st, at). In episodic environments, st+1 can be a

terminal state which ends the episode and prevents further interaction until the environment is

reset to a new initial state. Terminal states are formally modeled as an absorbing state in the

MDP where all transitions map back to the absorbing state. Importantly, the transition func-

tion is assumed to be Markovian such that the next state st depends only on the current state s
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and action a. Taking action at in state st is also accompanied by an associated real-values re-

ward rt, based on the reward function R : S × A × S × R 7→ [0, 1]. The transition at time

step t typically refers to the tuple (st, at, st+1, rt), and the sequence of transitions up to time t,

τt = (s0, a0, r0, s1, ..., st−1, at−1, rt−1, st), is called the trajectory.

All RL algorithms seek to learn an optimal policy π∗ that maximizes the expected total

return, defined in Equation 2.1, by updating the agent’s current policy using information collected

from repeated interactions with the environment over some countable number of time steps T :

J = E
s0∼ρ
τ∼π

[
T−1∑
t=0

γtrt

]
, (2.1)

where γ < 1 is the discount factor. The discounted rewards are summed in expectation over

trajectories τ where actions are sampled according to π. Importantly, the discount factor intro-

duces a bias such that near-term rewards are weighted more highly than more distant rewards.

Reward discounting also empirically serves to reduce the variance of return estimates used in

RL algorithms, by effectively shrinking the time horizon over which rewards are summed. In

practice, the specific value of γ can have a significant impact on the behavior and performance of

an agent36,37. The full MDPM can therefore be specified by the tupleM = (S,A, P,R, ρ, γ).

There are many additional formulations of MDPs for more specific RL problems, which we ex-

plain in the following section as well as ??.

2.1.2 Partial Observability

In many real-world settings, the agent can only observe a subset of the full state st. This

is called partial observability38,39 which we model by extending the standard MDP tuple with
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an additional observation function O : S × Ω 7→ [0, 1], which defines a distribution over the

observation space Ω dependent on the current state s. In this setting, the policy is conditioned on

ot ∼ O(·|st), so that π : Ω×A 7→ [0, 1] and actions are sampled as at ∼ π(·|ot). The transition

and reward functions still condition on the full state as in a standard MDP. This extension of an

MDP is called a partially-observable MDP (POMDP) and can be represented by the tupleM =

(S,A,Ω, P,R, O, γ). In practice, agents typically need to model the history of observations to

produce a Markovian representation of the state, often using a recurrent neural network40,41.

2.1.3 Estimating Values

For a given environment and policy π the value of a state s is the expected discounted return

obtained by sampling the rest of the trajectory using π, starting from s. The function that defines

this value over the entire state space is called the state-value function:

Vπ(s) = Eτ∼π

[
∞∑
k=t

γk−trk

∣∣∣∣∣st = s

]
. (2.2)

A closely related entity is the state-action value function or Q-function, which maps every state-

action pair (s, a) to the expected discounted return obtained by following π after taking action a

in state s.

Qπ(s, a) = Eτ∼π

[
∞∑
k=t

γk−trk

∣∣∣∣∣st = s, at = a

]
. (2.3)

In other words, the Q-function measures the value of taking action a in state s for policy π. Sub-

tracting the Q-function from the state-value function then yields the advantage function, which

measures the expected improvement from taking action a in state s compared to the average
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performance of policy π in state s:

A(s, a) = Qπ(s, a)− Vπ(s). (2.4)

Intuitively, if the advantage function is non-positive in all states, then the policy can do no

better by selecting alternate actions, and is optimal33. One approach to search for the optimal

policy π∗ is to iteratively update the policy to take actions that maximize the advantage in each

state. In practice, values must be approximated through Monte Carlo sampling, by rolling out a

trajectory in the environment – sampling from the policy at each timestep – and recording the sum

of discounted rewards after each state. In high-dimensional state spaces that are impractical to

fully cover with rollouts it is common practice to approximate these value functions with neural

networks42.

A common approach to reduce the variance of Monte Carlo return estimates is to truncate

the Monte Carlo rollout after T steps and estimate the remaining return starting at sT with the cur-

rent value function approximation V̂ (sT ). By “bootstrapping" from the current value predictions,

the return at time t is estimated as

R̂t =

(
T−1∑
k=t

γk−trk

)
+ γT−tV̂ (sT ), (2.5)

By finding the error between our bootstrapped value prediction starting at state s and the direct

value prediction V (s) we get the following recursive loss function for training the value approx-

imator:

LV =

(
T−1∑
k=t

γk−trk

)
+ γT−tV̂ (sT )− V̂ (st). (2.6)

Note that the bootstrapped value prediction includes rewards from the environment, so this loss
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function grounds the value predictions with experience gained via interaction. In practice, we can

compute this value at every timestep, producing multiple error terms for optimization. The value

loss can then be computed as the sum of one-step bootstrap errors for each time step, so that

LV =
T−1∑
k=0

rk + γV̂ (sk+1)− V̂ (sk), (2.7)

where each summand δk = rk + V (sk+1) − V (sk) is called a temporal difference error or TD

error at time k 33. Equation 2.6 therefore defines a T -step TD error.

Importantly, the value function V for any policy π must satisfy the Bellman Equation43:

V (st) = Eπ [rt + γV (st+1)] (2.8)

=
∑

at,st+1,rt

π(at|st)P (st+1|st, at)R(rt|st, at, st+1) + γV (st+1) (2.9)

value-based RL methods44, use algorithms based on the Bellman Equations to learn the opti-

mal state-value function or action-value function, then select actions greedily according to these

functions to construct an optimal policy. In the following sections, we will discuss a different

paradigm of RL algorithms which we utilize throughout this thesis.

2.1.4 Generalized Advantage Estimation

While reducing variance, the advantage estimates described in Equation 2.6 based on the

T -step TD error introduces bias via the bootstrapped value predictions. Generalized Advantage

Estimation (GAE)45 introduces a simple estimator that balances bias and variance in advantage

estimation, based on an exponential average of all T -step TD errors for T = 1, ...,∞. This
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average can be written simply in terms of purely one-step TD errors across all time steps:

Â
GAE(λ)
t = (1− λ)

(
Â

(1)
t + λÂ

(1)
t + λ2Â

(1)
t + ...

)
(2.10)

=
∞∑
k=0

(γλ)kδt+k, (2.11)

where 0 ≤ λ ≤ 1 is the key GAE hyperparameter that controls the bias-variance tradeoff. When

λ = 0, GAE reduces to δt, the one-step TD error. When λ = 1, Equation 2.11 reduces to the

Monte Carlo advantage estimator:

∞∑
k=0

γkδt+k =
∞∑
k=0

γkrt+k − V̂ (st), (2.12)

2.2 Policy Gradient Methods

The results and methods in this thesis are developed primarily using a class of RL algo-

rithms known as policy gradient methods46,47. In contrast to value-based RL methods, which

construct the optimal policy from a learned optimal value function, policy gradient methods

directly represent the policy as a neural network. These methods perform stochastic gradient

descent over the weights of policy network to optimize a noisy estimate of the discounted future

return. In other words, we take the gradient of the expected return J for the policy π from Equa-

tion 2.1 with respect to the policy network’s weights. The Policy Gradient Theorem 46 states

that this gradient is equivalent to the expected value of the log-probabilities of each action in the

trajectory scaled by the trajectory’s return as shown below:
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∇θJ(θ) = ∇θEτ∼πθ
[R(τ)]

∝ Eτ∼πθ
[

T∑
t=0

∇θ log π(at|st)R(τ)]

(2.13)

This simple formula allows us to empirically estimate the policy gradient with the sample mean

of collected trajectories.

2.2.1 REINFORCE

The first, and simplest policy gradient method is REINFORCE48, which estimates the gra-

dient of the expected discounted return with respect to the policy weights as

∇θJ(θ) ∝ E
s0:∞,

a0:∞∼πθ

[
∞∑
t=0

Rt∇θ log πθ(at|st)]. (2.14)

The REINFORCE estimator effectively restates the Policy Gradient Theorem making it tractable

to estimate its value through Monte Carlo rollouts of the policy, as done by REINFORCE. Intu-

itively, this gradient increases the probability of actions that lead to high returns.

2.2.2 Actor-Critic

An important property of the REINFORCE estimator is that for any baseline function b that

only depends on state, it remains unbiased in the presence of the baseline term. In other words,

we can subtract any state-based function from the summand in Equation 2.14 without introducing

bias. Actor-critic methods33,49,50,51 exploit this fact to reduce the variance of REINFORCE, by
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subtracting such a baseline from the return accumulated after timestep t as follows

∇θJ(θ) ∝ E
s0:∞,

a0:∞∼πθ

[
∞∑
t=0

(Rt − bt)∇θ log πθ(at|st)]. (2.15)

The baseline is typically chosen to be the state-value function V (st) implemented as a neural

network, V̂ : S 7→ R. This network is typically called the value network or the “critic" (whereas

the policy is dubbed the “actor"). When the baseline is a value network, the difference between

the future discounted return Rt and bt = V̂ (st) is an unbiased estimator of the advantage A(st, at).

Intuitively, updating the policy weights along the direction of the gradient defined in Equation

2.15 increases the probability of taking actions that are better than average in terms of expected

future discounted return. In practice, both the expected discounted return and baseline terms

within the advantage must be estimated from empirical returns. Rollout data is typically collected

over a fixed horizon during training, independent of whether an episode terminates. Therefore,

the discounted return Rt is approximated via a bootstrapped value estimate, such that Rt ≈ Gt =∑T−1
t=0 rt + V̂ (sT ), as in subsection 2.1.3. The value network is trained alongside the policy, by

minimizing the L2 loss between the bootstrapped value estimate and initial value estimate:

LV =
1

T

T−1∑
t=0

(
Gt − V̂ (st)

)2
. (2.16)

The corresponding policy loss function based on Equation 2.15 can then be written as

LP = − 1

T
E

s0:T ,
a0:T∼πθ

[
T−1∑
t=0

(Gt − bt) log πθ(at|st)]. (2.17)

Additionally, it is common to include an entropy regularization term in the total loss when
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training deep RL networks50? to encourage exploration and promote generalized, stochastic be-

haviors. This term is shown in Equation 2.18, whereH denotes the Shannon entropy.

LH = − 1

T

T−1∑
t=0

H(π(at|st)). (2.18)

Adding this final term to the total loss function, we obtain the standard policy gradient loss used

in actor-critic algorithms:

L = −LP + λVLV − λHLH, (2.19)

where λV and λH are weighted coefficients, typically set via hyperparameter tuning. This for-

mulation, in which the advantage is estimated via bootstrapped return estimates Gt, is commonly

called Advantage Actor-Critic (A2C).

2.2.3 Proximal Policy Optimization

Training models with A2C can be unstable and sample inefficient, requiring many transi-

tions to reach a useful policy. One source of instability in A2C is its sensitivity to the step size

taken along the policy gradient. The policy gradient theorem only holds locally for trajectories

taken with the current policy52. As optimization moves farther from the policy that was used to

calculate the policy gradient, there is a greater risk of degrading agent performance, sometimes

catastrophically. Large steps can cause the policy to stray into suboptimal behaviors that then

self-reinforce, as the model continues to train on its own transitions53. We explore these intu-

itions more thoroughly in Chapter 3. Trust region methods enforce a constraint on the policy

update step, such that the updated policy cannot deviate too far from the current policy, which

provably results in monotonic policy improvement54. This optimization can be written as
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maximize
θ

Et

[
π(at|st)
πold(at|st)

A(st, at)

]
, (2.20)

subject to DKL(πold||π) ≤ δ.

Here, the expectation is an importance sampling estimator and πold denotes the current iterate of

the policy, which collects transitions for the next update.

Proximal Policy Optimization (PPO)55 uses a simple first-order approximation of the trust-

region constraint to update the policy by maximizing the following “clipped" objective:

Jclip(θ) = Et[ min(ρt(θ)Ât, clip(ρt(θ), 1− ϵ, 1 + ϵ)Ât)] (2.21)

= Et[ min(ρt(θ)Ât, g(ϵ, Ât)], (2.22)

where ρt denotes the importance sampling ratio, πθ(at|st)/πold(at|st), and ϵ > 0 is the clipping

constant. This objective can be understood by observing how g behaves for positive and negative

advantages, Ât
56:

g(ϵ, Ât) =



Ât ·min
(

π(at|st)
πold(a|st)

, 1 + ϵ
)

if Ât > 0,

Ât ·max
(

π(at|st)
πold(at|st)

, 1− ϵ
)

if Ât < 0,

0 otherwise.

(2.23)

When Ât > 0, the action at is better than average when taken in st. As we expect, the objective

increases as π(at|st) becomes more likely, but only up to a maximum amount of (1+ϵ)πold·(at|st).

Likewise, when Ât < 0, the action at is worse than average when taken in st, and the objective

decreases as π(at|st) becomes more likely—but only up to a limit, (1 − ϵ) · πold(at|st). The
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clipping of ρt thus heuristically approximates the trust region constraint by limiting how much

large changes in the policy can contribute to increasing the objective? . PPO is most commonly

implemented by replacing the A2C loss term −LP in Equation 2.19 with −Jclip(θ).

Empirically, this clipped objective allows for PPO to stably take multiple gradient updates

over a given batch of transitions collected by πold despite these samples becoming more stale

after each update. This leads to improved sample-efficiency through greater data reuse per batch.

In practice, PPO performs multiple gradient updates per batch by subsampling minibatches of

data without replacement. In contrast, A2C and other prior policy gradient methods take only a

single gradient update per batch then collect new data. Due to its relative simplicity and strong

performance across many complex domains, the experiments in this thesis make use of PPO as

the base RL optimization algorithm. Although this section highlights PPO’s objective as it’s

core difference to previous policy gradient methods, PPO also refers to the set of implementation

details and hyperparameters that comprise the method in practice. These details are enumerated

and explored thoroughly in57.

2.3 Underspecified Environments

The previously discussed RL settings all assume a single environment instantiation, such

that the underlying POMDP or MDP is fixed across all interactions. In contrast, most real-

world settings feature a large degree of variability across many aspects of the environment. This

is especially true in simulation, where many virtual environments of interest are generated via

procedural content generation (PCG)58,59, which is the algorithmic generation of data.

To model such control over the environment, the Underspecified POMDP (UPOMDP)60

extends the standard POMDP with an additional space of free parameters Θ, that correspond to
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specific settings of aspects of the environment that can vary, e.g. positions of obstacles in a 2D

maze environment. In its most general formulation, the UPOMDP assumes the specific values

of the free parameters, θ may vary not only across episodes, but across time steps. This is less

common in practice, but we explore some methods that change tasks mid-episode in Chapter 6.

The specific environment setting θ is incorporated into the transition function, P : S × A ×

S × Θ 7→ [0, 1] and so a UPOMDP is defined by the tuple (S,A,Ω, P,R, O, γ,Θ). Following

common terminology, this thesis uses the term task to reference a specific setting of the free

parameters θ. The standard UPOMDP does not expose the value of θ in the observation, as it was

first devised to study zero-shot to unknown θ at test time, i.e. without taking any gradient updates

in the environment instance θ. However in practice, some experiments in this work do encode

the current task into the observation, and the UPOMDP formulation can be easily modified to

include θ in the observation, in which case it becomes equivalent to what Hallak et al. 61 call a

contextual MDP.

2.4 Curriculum Learning

Curriculum learning is a broad field of methods which generally aim to sort or generate

tasks that accelerate agent learning. There is no widely agreed upon definition, though several

previous works have attempted to formalize curriculum learning. This section will first describe

prior formulations of curriculum learning, then explain the definition used throughout the thesis.

Broadly, the term curriculum learning refers to methods that guide an agent toward prob-

lems that are challenging yet learnable, within the agent’s zone of proximal development62. In

other words, curricula typically sort tasks by difficulty, or prioritize tasks that maximize learn-

ing progress. Bengio et al. 63 define curriculum learning as methods which emphasize tasks of
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increasing difficulty throughout training, and converge on the uniform distribution over target

tasks. Importantly, curriculum learning methods manipulate tasks, but do not directly optimize

a policy to solve any task. While increasing difficulty is a common goal of curriculum learning

methods, other approaches such as maximizing learning progress, do not strictly aim to sort tasks

by difficulty.

In our work, we consider a broader definition of curriculum learning, most similar to that

of Unsupervised Environment Design (UED) Dennis et al. 60 . UED uses an under-specified envi-

ronment (a UPOMDP) to produce a distribution over fully specified environments which can be

used to train a policy that performs well over that distribution. More precisely, UED specifies an

environment policy Λ : Π→ ∆(ΘT ) where Π is the set of possible policies and ΘT is the set of

possible sequences of environment parameters, with a specific environment instantiation being

defined by θ. Notably this definition centers around the ability to configure an environment, and

a class of methods which produce task distributions over these environments conditioned on a

given policy. This excludes methods designed for singleton environments which can be specified

as POMDPs.

This thesis additionally considers any method which can be represented as an environment

policy over UPOMDP free variables to be a form of curriculum learning, with no restriction on

conditioning inputs to the curriculum. More precisely a curriculum learning method C : Ht → Θt

chooses the environment free parameters θt at timestep t based on any training history Ht, which

may include policies, environment outputs, or external expert inputs. This encodes the idea that

any method which modifies the task structure to promote learning is a form of curriculum, and

broadly includes many techniques from the intrinsic motivation and transfer learning literature.

For instance, most bonus-based exploration methods10,19,21 can be formulated as UED meth-
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ods that define a UPOMDP (S,A,Ω, P,R, O, γ,Θ) where the fully specified environment is a

POMDP (S,A,Ω, P, R̂, O, γ) and θ specifies the bonus reward term such that R̂ = R + Θ. We

discuss the possibility of self-guided curricula that do not require the explicit ability to instantiate

an environment with specific settings in Chapter 8.

Multi-agent problems can also be specified as POMDPs by considering all other agents to

be part of the environment dynamics. This is the intuition behind independent learning and self-

play, which often work well in practice64,65,66. The opponent policy becomes a free parameter in

the UPOMDP which can be specified to produce a single-agent POMDP. Methods like self-play

and prioritized fictitious self-play produce curricula over opponent policies to train agents that

are robust against the full space of potential policies1,67. With these algorithms, the UPOMDP’s

free parameter Θ becomes the opponents’ policy parameters.

Though this definition of curriculum learning includes many works in the exploration lit-

erature, it does not include methods that do not explicitly specify changes to the environment.

For instance, the state-distribution shift induced by on-policy learning is not curriculum learning,

because the action distribution which generates those states is not a specifiable component of the

UPOMDP. Curriculum learning can not be used in singleton environments, although some sin-

gletons, like Atari games, they can become under-specified environments by augmenting them

with additional reward terms. As such, reward shaping methods are not curriculum learning be-

cause agents train on only a singleton environment instance, but dynamic reward bonuses which

modify shaping rewards throughout training are.
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2.5 Automatic Curriculum Learning

This thesis makes a distinction between manual and automatic curriculum learning as meth-

ods that use a static or dynamic task distribution respectively. Manual methods, such as do-

main randomization or simulated annealing, specify the task distribution that will be used at any

timestep independent of any history H . Automatic curriculum methods instead update their task

sampling policy online during training using feedback from the training process. They typically

use feedback from the environment or agent such as task success rates or value predictions, but

they can also use learned generator networks68, multiagent competition69,70, or LLM responses

to propose new tasks8,71.72 define automatic curriculum learning methods as "a family of mecha-

nisms that automatically adapt the distribution of training data by learning to adjust the selection

of learning situations to the capabilities of DRL agents." This work uses a more specific defini-

tion that only allows for training data distribution changes induced by changes to the environment

configuration.

2.6 Open-Endedness

Open-endedness is a murkier concept, with no widely agreed upon definition. The original

term coined in the context of artificial intelligence by O. Stanley et al. 73 referred to a process

which led to endlessly evolving complexity, similar to natural evolution on Earth. It has since

been used to also describe environments that provide challenges sufficient for an open-ended

process to develop. However, it is not clear what minimum environment qualities are sufficient

for open-endedness. In fact, understanding this may be a key step toward developing open-ended

systems73.
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Hughes et al. 74 present a thorough exploration of the definition of open-endedness, syn-

thesizing recent work and providing several examples of open-ended systems. They define open-

endedness as follows "From the perspective of an observer, a system is open-ended if and only

if the sequence of artifacts it produces is both novel and learnable"74. Formally, they consider

a system open-ended if it is both novel and learnable. A system produces artifacts XT at each

timestep T . An observer O produces a statistical model of the artifacts X̂t, conditioned on the

history up until timestep t. The observer judges the quality of this prediction with a loss function

l(X̂t, XT ), or l(t, T ) for short, comparing the statistical model’s prediction to the true artifact.

They consider a system novel if the loss incurred by the statistical model is higher for future arti-

facts, ∀T ′ > T,E[l(t, T ′)] > E[l(t, T )]. This indicates information gain by the system over time.

A system is considered learnable if the loss incurred by the statistical model decreases with more

history, ∀t′ > t,E[l(t, T )] > E[l(t′, T )]. This suggests that the information gained by the system

is meaningful or "interesting" to the agent. The full paper includes a thorough discussion of the

implications of this definition and its connection to prior attempts to define open-endedness74.

Many systems will only possess these two properties for a finite amount of time, until

the observer’s statistical model sufficiently generalizes over the environment’s task space. As

such, Hughes et al. 74 also describe environments which are open-ended up to a certain timestep

as finitely open-ended. Thus it can be said that open-endedness is a temporary and subjective

property of an environment, in that it depends on the observer and the time at which the system

is being observed. Even simple environments may be considered open-ended for a short time.

The simulated environments studied in this paper are finitely open-ended in that they continue

to present novel, learnable challenges to agents for much longer than we train those agents, but

there is a limit on the complexity which they can produce. When an environment is finitely
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open ended for t greater than the total training timesteps, these experiments can simulate infinite

open-endedness.

The work in this thesis does not depend on any precise definition of open-endedness,

and instead simply claims that certain simulated environments, namely NetHack25 and Neural

MMO75,76, pose a wide array of diverse challenges for RL agents, which can be used to study

multi-task learning as a necessary component of open-ended RL systems . This thesis aims to

develop methods that can generalize to many tasks as a step toward true open-ended systems.
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Chapter 3: Visualizing Reward Surfaces

3.1 Introduction

We begin by exploring the behavior of policy gradient methods in single task environments.

Proximal policy optimization’s failure cases are poorly understood, and it’s even less clear how

these weaknesses are exacerbated or mitigated by multi-task environments. We develop a novel

visualization approach to study the characteristics of PPO on Atari games and Mujoco physic

environments. This allows us to analyze the types of tasks on which PPO underperforms and

predict what challenges we will see in a multi-task setting.

Reinforcement learning typically attempts to optimize the expected discounted return of

an agent’s policy. Policy gradient methods represent the policy with a neural network, and learn

this policy by approximating the gradient of the reinforcement learning objective over policy net-

work parameters. This means that the benefits and challenges of deep learning apply to policy

gradient methods. However, unlike most deep learning tasks, reinforcement learning is notori-

ously unstable, and agents often experience sharp drops in reward during training. Studying the

reward surface and how RL algorithms interact with it is critical to understanding the successes

and failures of deep reinforcement learning. This work appeared at ICML 2022.

A “reward surface” is the high dimensional surface of the reinforcement learning objective

(the cumulative expected reward when following a given policy in an environment) over the
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Figure 3.1: Reward surface for the Solaris Atari environment.

policy network parameter space. Reward surfaces have been used to study specific questions

in limited contexts77 but have never been generated for a wide variety of environments. Loss

landscapes have been used in computer vision to understand the effect that residual connections

have on computer vision tasks78, and we expect that visualizations of reward surfaces could

be similarly valuable for understanding techniques in reinforcement learning. As a first step

toward this goal, we produce visualizations of the reward surfaces for 27 of the most popular

reinforcement learning environments, and identify new patterns in these surfaces for the first time.

We see common traits of environments that are generally perceived to be "easy" for reinforcement

learning to solve, and visual explanations of failure modes in sparse reward environments.

We additionally conduct a series of novel visualizations of the reward surface, finding ev-

idence of steep “cliffs” in reward surfaces plotted in the policy gradient direction of numerous

environments. These are directions where the returns are constant or increase for a short distance,

then drop sharply. Reinforcement learning notoriously suffers from instability, and these cliffs

may explain the sudden performance drops that agents experience during training. Our plots of-

fer conclusive visual evidence that these cliff exist, as well as methods to study them further. We
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show that the specific cliffs present in our visualizations impact learning performance in some

situations, and by comparing the performance of PPO79 and A2C50 on these cliffs, we provide

an explanation for PPO’s improved efficacy over previous methods.

Finally, to accelerate future research on reward surfaces and the impact of cliffs in rein-

forcement learning, we release the code for this paper as a comprehensive, modular, and easy to

use library for researchers to plot reward surfaces and other visualizations used in this paper.

3.2 Background and Related Work

3.2.1 Loss Landscapes

Li et al. 78 developed filter-normalization, a technique for plotting 3d visualizations of loss

landscapes, the surface generated by a loss function over neural network parameters. They were

able to demonstrate that the sharpness of loss landscapes plotted using filter-normalized random

directions correlated with neural network generalization error. They create their plots by choos-

ing perturbations d of trained parameters that give an informative view of the neural network’s

local behavior. However, uniform random perturbations are known to be misleading in neural

network analysis, because neural networks with ReLU activations have scale invariant weights78.

To mitigate this problem, they propose filter-normalized random directions. They represent the

neural network as a vector θ indexed by layer i and filter (not filter weight) j.1 Then, they sample

a random Gaussian direction d, and scale each filter of this random direction to match the mag-

nitude of the neural network parameters in the corresponding filter, by applying the following

1Note that this method also works for fully connected layers, which are equivalent to a convolutional layer with a
1x1 output feature map.
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formula.

di,j =
di,j
∥di,j∥

∥θi,j∥

Li et al. 78 used this method to demonstrate that skip connections can limit the increase in non-

convexity as network depth increases. Their work was originally applied to image classification

networks, but we adapt these techniques to visualize reward surfaces for policy networks.

3.2.2 Reinforcement Learning

Deep reinforcement learning aims to optimize a policy π to maximize the expected return

over neural network parameters θ. This objective can be written as J(πθ) = Eτ∼πθ
R(τ) where

R(τ) =
∑n

t=0 γ
trt. Here τ is a trajectory, rt is the reward at time step t, and γ is the discount

factor and we sum the rewards across the entire episode of n time steps. Nota and Thomas 80

showed that the discounted policy gradient is not the gradient over the surface of average dis-

counted rewards, and is in fact not the gradient of any surface. To avoid this issue and make

interpretation easier, we plot the undiscounted reward surface where γ = 1.

3.2.3 Policy Gradient Methods

Policy gradient methods estimate the gradient of the policy network and use gradient as-

cent to increase the probability of selecting actions that lead to high rewards. The gradient of

the objective J is ∇θJ(πθ) = Eτ∼πθ

[∑T
t=0∇θ log πθ(at|st)Aπθ(st|at)

]
where Aπθ(st|at) is the

advantage function for the current policy πθ.
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3.2.4 Reward surfaces

The “reward surface” is the reinforcement learning objective function J(πθ). Reward sur-

faces were first visualized by Ilyas et al. 77 to characterize problems with policy gradient esti-

mates. The authors plotted a policy gradient estimate vs a uniform random direction, showing

via visually striking examples that low sample estimates of the policy gradient rarely guide the

policy in a better direction than a random direction. Note that this work did not make use of

filter-normalized directions.

Bekci and Gumus 81 then used loss landscapes from Li et al. 78 to study Soft Actor-Critic

agents82 trained on an inventory optimization task. They visualize the impact of policy stochas-

ticity and action smoothing on the curvature of the loss landscapes for 4 MuJoCo environments.

Later, Ota et al. 83 used loss landscapes from Li et al. 78 directly to compare shallow neural

networks for reinforcement learning to deeper neural networks, showing that deep neural net-

works perform poorly because their loss landscape has more complex curvature. They used this

visual insight to develop methods that can train deeper networks for reinforcement learning tasks.

This work plots the loss function of SAC agents which includes an entropy-regularization term82,

while we directly plot the reinforcement learning objective.

This paper is different from each of these previous works in the breadth of environments

explored, and in that we are the first to use filter-normalized directions from Li et al. 78 to visualize

reward surfaces rather than loss landscapes. We additionally introduce novel experiments and

results inspired by the findings in our initial reward surface plots.

32



3.2.5 Proximal Policy Optimization

Proximal Policy Optimization (PPO)79 is a derivative method of Trust Region Policy Opti-

mization (TRPO)54 intended to be easier to implement and more hyperparameter invariant. Over

the past 4 years, PPO has become a “default” method for many deep RL practitioners and has

been used in numerous high profile works2,84. TRPO and PPO claim to offer enhanced empirical

performance over previous methods by preventing dramatic changes in the policy via trust regions

and ratio clipping respectively. Ratio clipping is conceptually a useful heuristic, however we are

not aware of any work demonstrating why it results in empirically good performance across so

many domains.

Instability during training is common in deep reinforcement learning, and agents often

experience large drops in reward that can take long to recover from. One intuition for the utility

of PPO’s gradient and ratio clipping that has been idly discussed in the community is that they

prevent agents from taking gradient steps that result in this collapsing performance85. More

precisely, the intuition is that by preventing large changes to the policy, it avoids gradient steps

that move the policy into regions of the parameter space with poor rewards and uninformative

gradients. To the best of our knowledge, this intuition was first described in a widely circulated

medium article Hui 85 released roughly 1 year after the original PPO paper. We are aware of no

prior work in the academic literature which directly support this intuition, and the TRPO and

PPO papers do not directly allude to it. We discover evidence of these cliffs in plots of the policy

gradient direction, and perform experiments to confirm that they negatively impact learning. As a

result of its empirically good performance PPO has become the de-facto policy gradient method,

so we chose it as the agent in our reward surface experiments.
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3.3 Environment Selection

In exploring these reward surfaces, we sought to cover many widely used benchmark envi-

ronments. We generated plots for all “Classic Control” and “MuJoCo” environments in Gym28

and for many popular Atari environments from the Arcade Learning Environment86. Video games

with graphical observations and discrete actions are a common benchmark for the field, and Atari

games are the most popular games for this purpose. The MuJoCo environments are high quality

physics simulations used for prominent robotics work with continuous actions and vector obser-

vations. The Classic Control games represent some of the early toy environments in reinforce-

ment learning, and continue to be used as a standard set of "easy" environments. We generate

surfaces for all classic control and MuJoCo environments, but we only generate surfaces for a

representative selection of 12 Atari environments instead of all 59 Atari environments in Gym

for the sake of brevity. To make sure we explore diverse reward schemes, we specifically picked

six sparse reward environments (Montezuma’s Revenge, Pitfall!, Solaris, Private Eye, Freeway,

Venture), three popular dense reward environments (Bank Heist, Q*Bert, Ms. Pac-Man), and

three popular easy exploration environments (Breakout, Pong and Space Invaders), according to

the standard taxonomy by Bellemare et al. 15 .

3.4 Initial Explorations of Reward Surfaces

3.4.1 Methodology

In this work, we adapt the techniques from Li et al. 78 to visualize the reward surfaces of

PPO agents in reinforcement learning environments. As in that paper, we deal with the high-

dimensional domain of the reward surface by focusing our analysis around points in the policy
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Figure 3.2: Reward surfaces for CartPole-v1, Breakout, Hopper-v2, Montezuma’s Revenge

space visited during training. Given a training checkpoint with parameters θ, we are interested

in understanding the local surface of rewards generated by the policy represented by parameters

θ + d for small perturbations d.

To visualize this local region in 3 dimensions we plot the empirical expected episodic return

on the z axis against independently sampled filter-normalized random directions on the x and y

axes.2 The plots are additionally scaled manually to highlight features of interest, so note the

marks on the axes which indicate those manual scales. The scale, resolution, and number of

environment steps used in each environment are listed in Table 3.2.

A reward surface is dependent on the chosen learning algorithm, network architecture,

hyperparameters, and random seed, so for these experiments we chose to plot the reward surface

2Note that because this is a high-dimensional space, these directions are orthogonal with high probability.
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of PPO agents using the tuned hyperparameters found in RL Zoo 387. However, reward surfaces

for a given environment are extremely visually similar across these variables, which we discuss

in subsubsection 3.4.2.2. To understand what challenges RL algorithms face towards the end of

training after sufficient exploration has occurred, we chose the best checkpoint during training,

evaluated on 25 episodes, with a preference for later checkpoints when evaluations showed equal

rewards. The best checkpoint was typically found during the last 10% of training.

3.4.2 Results

A sample of the visualizations of the reward surfaces can be seen in Figure 3.2. The full set

of reward surface plots can be found in subsection 3.10.1. In the following sections we present

our key findings and discuss the validity of our reward surface visualizations.

3.4.2.1 Findings in Plots

Figure 3.3: Gradient heat maps for Ant, Hopper, and InvertedDoublePendulum. The heat map for Hopper
and InvertedDoublePendulum shows a cliff-like gradient direction which falls off sharply compared to the
filter-normalized direction.

One obvious observation is that the size and shape of the maximizers present in the reward

surfaces roughly correlates with the perceived difficulty of the environment. Though there is some

recent work attempting to quantify the difficulty of RL environments, it is still a challenging and

unsolved problem88,89. However, researchers have used these benchmarks for years, and we now
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have some intuition for identifying environments that are easier for modern methods to solve. The

Classic Control environments were designed as simple toy environments, and modern methods

easily find strong policies for them. The Atari environments have been taxonomized by Bellemare

et al. 15 to indicate their relative difficulty. Breakout, Pong, and Space Invaders are listed as

"Easy Exploration" games. Among the "Hard Exploration" games Bank Heist, Ms. Pacman, and

Q*bert have dense rewards, while Freeway, Montezuma’s Revenge, Pitall!, Private Eye, Solaris,

and Venture have a more challenging sparse reward structure. The MuJoCo environments have

not been officially categorized according to difficulty to our knowledge.

Using these rough categories as a guide, we see that the Classic Control environments

shown in Figure 3.5, certainly the easiest set that we study, have large maximizers that often

span the entire domain of the plot. In the Atari environments shown in Figure 3.7, we see that

the "Human Optimal" (Easy Exploration) and "Dense Reward" (Hard Exploration) environments

have large smooth maximizers relative the the chaotic landscapes seen in the "Sparse Reward"

environments. This finding complements those of Li et al. 78 who found that the sharpness of loss

landscapes using filter-normalized directions correlated with generalization error. This observa-

tion also raises the possibility of future work creating a metric based on reward surfaces to gauge

the difficulty of RL environments.

We also observe some interesting characteristics of individual environments. In Figure 3.5,

MountainCarContinuous has a strangely spiky reward surface for a Classic Control environment.

This may be a result of the uniquely low training time required to solve it. Using the hyperparam-

eters from RL Zoo 3 we train this agent for only 20,000 steps, while the next lowest training time

in RL Zoo 3 is 200,000 timesteps. Looking at Figure 3.6, Humanoid Standup has fairly spiky re-

ward surface, suggesting that it’s reward function is sensitive to small perturbations in the policy.
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While many maximizers in these plots appear as a single hill or peak in an otherwise flat region,

some of the surfaces have uniquely identifiable curvature. Hopper has a large semi-circular curve

in its reward surface. Cartpole, MountainCar, and InvertedPendulum have large plateaus at their

peak reward.

The sparse reward Atari environments in Figure 3.7 are particularly interesting to exam-

ine. Note that each point in the sparse Atari reward surfaces were evaluated with either 1 or 2

million environment steps, to limit the standard error for each estimate. We see that Freeway’s

reward surface has large flat regions of varying heights surrounding a single smooth maximizer.

Montezuma’s Revenge and Venture have short noisy maximizers. The agents for the sparse en-

vironments (except Freeway) perform poorly, so note that even the maximizers in these plots

represent weak policies. As a result of this, we see that the reward surfaces for Montezuma’s

Revenge, Solaris, and Venture show nearby maximizers that the agent was unable to find during

training. Private Eye has a large region of zero reward and a far away maximum with much higher

rewards. Finally, as its name suggests, the reward surface for Pitfall! is mostly flat and marred by

several deep pits.

The idea that sparse rewards structures lead to flat regions in a reward surface is intuitive

– in environments where rewards are issued solely in infrequent goal states, large yet precise

policy improvements may be required to experience variations in rewards. Despite the intuitive

nature of this observation, we’re unaware of this being visually documented in the literature. We

also find that in regions where the reward surfaces are not flat, they are often extremely noisy.

This is supported by plots of the surface of standard deviations at each point, which we include

in subsection 3.10.2. We see in these plots that the standard deviation is often significantly

larger than the average reward in the reward surfaces for Montezuma’s Revenge, Private Eye, and
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Venture, unlike any of the other environments we study. These plots seem to highlight different

failure modes of sparse environments – either the surface is flat when the agent experiences no

variation in rewards, or the surface is spiky when rewards are sparse and noisy.

3.4.2.2 Plot Reproducibility and Standard Error

To demonstrate the consistency of these experiments across multiple random seeds, we re-

peated our reward surface plots 18 times for Acrobot, HalfCheetah, Breakout, and Montezuma’s

Revenge. For each trial, we trained and evaluated a new agent with a new random seed. We can

see from the plots in subsection 3.10.3 that the reward surfaces are extremely visually similar for

a particular environment, indicating that training appears to converge to visually similar regions

of the reward landscape, and that the characteristics of these plots are consistent across multiple

seeds.

We evaluated for at least 200,000 time steps (1 or 2 million steps for the sparse reward

Atari games) at each point to ensure that the standard error for these estimates is small.

3.5 Discovering Cliffs in the Gradient Direction

Figure 3.4: Gradient line search plots for Pendulum, Ant, and Pong. The line plot for Ant shows several
checkpoints that exhibit cliff-like properties.

Filter normalized random directions provide a broad sense of the local reward landscape,
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and are useful for analysis near the end of training, but they do not represent the direction of

training because the sampled random directions are likely orthogonal to the gradient direction. To

better understand the optimization characteristics of these environments, we performed similar

experiments using the policy gradient direction. We use a high quality estimate of the policy

gradient computed over 1,000,000 environment steps as in Ilyas et al. 77 . In many of these plots,

we find evidence of “cliffs” in the reward surface. These are regions of the reward surface in

which rewards sharply decrease after a short distance.

For cliffs, we select checkpoints that exhibit a decrease in returns of at least 50% in the

first, high-resolution section of the line search (that is, within a normalized gradient magnitude

of 0.04). By selecting points closer to the initial, unperturbed weights, we choose cliffs that the

optimization method is likely to reach. Although we do our best to evaluate the gradient line

searches with enough environment steps to reduce their standard error, it is not computationally

feasible to completely account for the high variance of returns in sparse reward environments. To

mitigate this, the decrease in returns that identify a cliff must also be at least 25% of the global

reward range across all checkpoints in the line plot. This ensures that we select cliffs that are

significant in the environment’s overall reward scale, and not likely to be caused by evaluation

noise. We select non-cliff checkpoints arbitrarily from the remaining checkpoints that do not

meet these criteria.

One difficulty of plotting the gradient direction is that the gradient magnitudes vary dras-

tically for different environments and at different points during training90. Additionally, any

maximum in a reward surface can be made to look like a sharp cliff by using a large enough

gradient scale, or like a large plateau by using a smaller gradient scale. To provide a fair compar-

ison of the gradient direction’s sharpness, we normalize the gradient direction by dividing each
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component by it’s L2 norm.

3.5.1 Gradient Directions vs. Filter-Normalized Random Directions

We show the differences between filter normalized random directions and the gradient di-

rection by creating plots of the reward surface using the gradient direction on the x axis and a

random filter normalized direction on the y axis. Due to the frequent sharp changes in reward

that we observe in these plots, 3d surface plots can become partially obscured by peaks, so we

choose to plot these surfaces as heat maps instead. A sample of the heat maps can be seen in

Figure 3.3 and the full set of heat maps for Classic Control and MuJoCo environments can be

found in subsection 3.10.4.

3.5.1.1 Preliminary Observations

The most striking observation is that rewards in the gradient direction often change much

more rapidly than the rewards in random directions. We see a sample of these gradient heat

maps in Figure 3.3. In the gradient heat maps for Hopper and InvertedDoublePendulum, re-

wards in the gradient direction seem to form cliffs and drop off rapidly after a short distance.

The plot for InvertedDoublePendulum is particularly interesting. It is possible to argue that the

different normalization schemes that we use for random and gradient directions make these plots

falsely appear to have cliffs. However, the rewards for InvertedDoublePendulum drop much more

quickly in the gradient direction than in the negative gradient direction. Due to these potential

concerns about normalization, in the next section we directly visualize the gradient directions

across multiple training checkpoints for each environment to find more convincing evidence of

cliffs.
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3.5.2 Visualizing Rewards in the Gradient Direction During Training

3.5.2.1 Methodology

In order to study the gradient direction’s reward surface over the course of training, we plot

a 1-dimensional projection of the rewards along the gradient direction for a series of checkpoints

taken at uniform training step increments. A sample of these can be seen in Figure 3.4 and the

full set of plots can be found in subsection 3.10.5 Since the training checkpoints are relatively

far apart from one another, the plot is somewhat discontinuous. However, we selected uniformly

distributed checkpoints across the entire span of training, so they should be representative of all

points visited during training. We sample 20 points along a distance of 0.4 in the normalized

gradient direction, and another 10 points between the first and second sample point. This results

in a single high resolution segment at the start of each plot that allows us to more easily identify

cliffs early in the plots. The Atari environments Montezuma’s Revenge, Pitfall!, Private Eye, and

Solaris were plotted with 1,000,000 environment steps per sample point to limit evaluation noise,

while the remaining environments used 200,000 time steps.

3.5.2.2 Observations

We find that many of the same observations here as we do in the original reward surfaces.

The gradient directions for easy, dense reward environments tend to point toward better rewards,

and sparse reward environments often have flat trajectories in the gradient direction. Some of the

sparse environments also have extremely noisy gradient directions, with wide swings in reward.

This typically occurs in environments where the agent performs poorly. For example, we see

in Freeway, a sparse reward environment where our agent finds a nearly optimal policy, that
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the gradient line plot looks very similar to that of dense reward Atari environments like Pong.

However, we also note some unique properties of the gradient direction. In some plots, for

example in Pong, we see “cliffs” in the reward surface where the reward briefly increases, then

sharply decreases. We find that these cliffs occur occasionally in almost every environment.

3.6 Cliffs Impact Policy Gradient Training

Cliff Non-Cliff

N steps = 128

LR = 0.000001
PPO 0.03% 0.03%
A2C -0.3% 0.2%

LR = 0.0001
PPO -0.01% -0.03%
A2C -4% 2.3%

LR = 0.01
PPO 0.0% 0.4%
A2C -0.3% 2.0%

LR = 0.5
PPO 0.0% 0.0%
A2C -8.5% 1.6%

N steps = 2048

LR = 0.000001
PPO -0.1% -0.4%
A2C -0.5% 0.2%

LR = 0.0001
PPO -0.2% -0.1%
A2C -7.0% 4.4%

LR = 0.01
PPO 0.1% 0.1%
A2C -3.9% 2.9%

LR = 0.5
PPO 0.0% 0.3%
A2C -3.6% -0.3%

Table 3.1: Table of A2C and PPO’s average percent change in reward after taking a few gradient steps on
cliff and non-cliff checkpoints for various sets of hyperparameters. These results are averaged among 10
trials each evaluated for 1000 episodes.

We are clearly able to see cliffs in our line plots, but we needed to confirm that these cliff-

like gradient directions are not simply a visualization artifact and that they affect the performance

of agents. We hypothesize that methods which approximate the policy gradient will occasionally

step too far and fall off of these cliffs, thereby performing worse on cliff-like checkpoints than

normal checkpoints. This hypothesis follows from the intuition that motivated PPO and TRPO.

To test our hypothesis, we use the line plots to identify trained checkpoints where the true policy
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gradient points towards a cliff, and compare the performance of A2C on these cliffs versus less

cliff-like checkpoints. We find that A2C performs significantly worse on cliff checkpoints than

non-cliff checkpoints. We further hypothesize that PPO, which uses ratio clipping to avoid sig-

nificant changes to its policy and better hyperparameters, will perform better than A2C on cliff

checkpoints. We run the same experiment using PPO, and compare the results in Table 3.1.

3.6.1 Methodology

To evaluate performance on cliffs relative to baseline performance on standard checkpoints,

we first select 12 cliff and 12 non-cliff checkpoints from our gradient line search data using a

heuristic explained in section 3.5.

For both A2C and PPO we evaluate the percent change in reward that results from training

for 2048 environment steps at a particular checkpoint. For each checkpoint, we perform 10 trials

in which we evaluate the starting performance of the agent over 1000 episodes, the agent takes

a few gradient steps, and then we evaluate the resulting policy over 1000 episodes as well. We

calculate the percent change in reward, and average this value over every checkpoint in each set.

This produces an average change in reward for the set of cliff checkpoints, and the set of non-cliff

checkpoints, which we list in Table 3.1.

We also want to ensure that the method takes a step in the direction that we are studying,

and steps far enough to reach the cliff. As such, we try increasing both the learning rate (LR)

and the number of steps per parallel environment per training update (N steps). The remaining

hyperparameters are the optimal hyperparameters from RL Zoo 387 as in previous experiments.

We use these hyperparameters to validate the existence of cliffs and demonstrate that cliffs can

have a negative effect on training, whether or not it commonly occurs in practice.
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3.6.2 Results

We see the results of our experiments with several hyperparameter sets in Table 3.1. We

find that on cliff checkpoints, A2C’s gradient step consistently results in a decrease in rewards,

while on non-cliff checkpoints it increases expected return. On the other hand, PPO sees nearly

the same percent change in performance across cliff and non-cliff checkpoints. From these re-

sults, we confirm that the cliffs present in our gradient line searches can have a real effect on

optimization, and are not simply a visualization artifact. We also show that for all tested hyper-

parameters, PPO is affected by cliffs less than A2C. Only one of our experiments shows a minor

decrease in rewards for PPO, while all of them show a larger decrease for A2C. Engstrom et al. 91

found that PPO’s performance could largely be attributed to hyperparameter improvements and

implementation tricks, so we leave a thorough investigation of the exact components that cause

PPO to be less affected by cliffs as future work.

3.7 Library

We developed an extensive software library for plotting the reward surfaces of reinforce-

ment learning agents to produce this work and encourage future research using these visualiza-

tions. The library includes code for training agents using all of the options available in Stable

Baselines 329 and hyperparameters from RL Zoo 387. We provide algorithms for estimating the

gradient and hessian of policy networks along with code for evaluating the rewards or discounted

returns of trained agents. The entire code base supports the use of arbitrary directions for investi-

gation, and specifically provides tools for using filter-normalized and policy gradient directions.

We include routines for creating 3d plots, line plots, heat maps, and gifs of reward surfaces. Fi-
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nally, all experiments in the library are parallelized across multiple environments, and scripts are

included for generating reward surfaces on SLURM clusters. The library is well organized and

documented, and it can be found at https://github.com/RyanNavillus/reward-surfaces.

3.8 Discussion

In this work we introduce valuable new methods for studying deep reinforcement learning,

and use them to discover new results about the optimization characteristics of popular RL envi-

ronments. Reward surfaces provide a useful overview of the reward structure of an environment.

Loss landscapes have already been used in debugging tools for computer vision tasks92, and we

hope that reward surfaces could be similarly useful in debugging RL systems. In particular, the

reward surfaces for sparse environments allow us to see large regions of flat rewards, and ex-

treme evaluation noise at individual points. Gradient methods cannot optimize flat surfaces, so

solutions to this problem are constrained to either modifying the reward structure (e.g. curiosity

or bonus-based exploration methods14,93), condensing the action space such that simple explo-

ration methods are tractable (e.g. options or DIAYN)94,95,96), or using curriculum learning to

learn these skills directly with policy gradients.

All this suggests many interesting opportunities for future work, either visualizing the ef-

fects of bonus-based exploration methods on the reward surface, or quantification of reward spar-

sity. Additionally, our gradient line searches visualize optimization characteristics of the envi-

ronment, and could allow us to select gradient methods more suited to reinforcement learning.

We see a few worthwhile research directions using these techniques.

Our gradient line searches show evidence of cliffs in most popular RL environments. Inter-

estingly, although these cliffs appear in almost every environment occasionally, the most extreme
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examples occur in relatively easy environments like CartPole and Inverted Double Pendulum,

while the harder Atari environments are characterized by mostly flat and noisy gradient direc-

tions. Despite the apparent difference, these noisy spikes can also be considered small cliffs on

the scale of an individual gradient step. Our experiments demonstrate that the extreme cliffs can

have an impact on training over a few gradient steps, but we suspect that smaller cliffs have a

slower, degrading effect over the course of training. Future work could attempt to directly study

the degree to which cliffs affect training in practice.

Our comparison of PPO and A2C provide an empirical justification for why PPO is so

effective. We find that PPO performs significantly better than A2C on checkpoints with steep

cliffs in the gradient direction’s reward surface. A deeper understanding of why existing methods

work will allow us to develop stronger algorithms in the future. Previous work has focused on

the hyperparameters and algorithmic advances that contribute to PPO’s strong performance91, but

we believe that the specific situations where PPO outperforms previous methods warrants further

investigation.

Finally, this work focuses on policy networks, but the tools that we introduce could be

applied to study Q networks or value networks. It would also be interesting to see reward surfaces

for multiagent algorithms, such as independent learning or parameter sharing97.

3.9 Conclusion

This work is the first to use filter-normalized directions to visualize reward surfaces for

a large collection of popular reinforcement learning environments. We are also the first to find

visual evidence of the cliffs that inspired TRPO and PPO, and we perform experiments demon-

strating their negative impact on policy gradient methods. This offers new potential insights into
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why deep RL works, and why reinforcement learning is seemingly so challenging when com-

pared to other areas of deep learning. To accelerate future works in this field we created an

extensive, well-documented library for plotting reward surfaces.

It is evident from our findings that some reward signals are too sparse to optimize with

policy gradients. This can make some pathologically challenging environments impossible for

RL agents to learn directly. Fortunately, multi-task environments give us the opportunity to use

proxy tasks to teach general skills that transfer to sparse reward tasks, bringing the agent to a

less harsh region of the reward surface. In the next chapter we explore a different approach to

addressing varying reward scales and sparsity using implementation tricks.
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3.10 Additional Plots

3.10.1 All Reward Surfaces

3.10.1.1 Classic Control

Figure 3.5: Reward surfaces for 5 Classic Control environments.
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3.10.1.2 MuJoCo

Figure 3.6: Reward surfaces for 10 MuJoCo environments.
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3.10.1.3 Atari

Figure 3.7: Reward surfaces for 12 Atari environments.
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3.10.1.4 Reward Surface Plot Options

Environment Grid Range Grid Samples Environment Steps
Acrobot [-3, 3] 31 x 31 200,000
CartPole [-3, 3] 31 x 31 200,000

MountainCar [-3, 3] 31 x 31 200,000
MountainCarContinuous [-3, 3] 31 x 31 200,000

Pendulum [-3, 3] 31 x 31 200,000
Ant [-1, 1] 31 x 31 200,000

HalfCheetah [-1, 1] 31 x 31 200,000
Hopper [-1, 1] 31 x 31 200,000

Humanoid [-1, 1] 31 x 31 500,000
HumanoidStandup [-3, 3] 61 x 61 500,000

InvertedDoublePendulum [-1, 1] 31 x 31 200,000
InvertedPendulum [-3, 3] 61 x 61 200,000

Reacher [-3, 3] 91 x 91 200,000
Swimmer [-2, 2] 31 x 31 500,000
Walker2d [-1, 1] 31 x 31 200,000
Breakout [-1, 1] 31 x 31 200,000

Pong [-1, 1] 31 x 31 200,000
SpaceInvaders [-1, 1] 31 x 31 200,000

BankHeist [-1, 1] 31 x 31 200,000
MsPacman [-1, 1] 31 x 31 200,000

Q*bert [-1, 1] 31 x 31 200,000
Freeway [-3, 3] 61 x 61 1,000,000

Montezuma’s Revenge [-1, 1] 31 x 31 200,000
Pitfall! [-3, 3] 61 x 61 1,000,000

Private Eye [-3, 3] 61 x 61 1,000,000
Solaris [-3, 3] 91 x 91 2,000,000
Venture [-1, 1] 31 x 31 200,000

Table 3.2: Settings used to generate reward surfaces for each environment. These settings were manually
chosen to highlight interesting features of the reward surface and to reduce standard error in the plots.
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3.10.2 Standard Deviation Plots

3.10.2.1 Classic Control

Figure 3.8: Standard deviation surfaces for 5 Classic Control environments.

53



3.10.2.2 MuJoCo

Figure 3.9: Standard deviation surfaces for 10 MuJoCo environments.
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3.10.2.3 Atari

Figure 3.10: Standard deviation surfaces for 12 Atari environments.
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3.10.3 Reproducibility

Figure 3.11: 18 training and plotting runs for the Classic Control Acrobot-v1 environment.
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Figure 3.12: 18 training and plotting runs for the MuJoCo HalfCheetah-v2 environment.
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Figure 3.13: 18 training and plotting runs for the Atari Breakout environment.
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Figure 3.14: 18 training and plotting runs for the Atari Montezuma’s Revenge environment.
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3.10.4 All Gradient Heat Maps

3.10.4.1 Classic Control

Figure 3.15: Policy gradient heat maps for 5 Classic Control environments.

60



3.10.4.2 MuJoCo

Figure 3.16: Policy gradient heat maps for 10 MuJoCo environments.
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3.10.5 All Gradient Line Plots

3.10.5.1 Classic Control

Figure 3.17: Policy gradient line search plots for 5 Classic Control environments.
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3.10.5.2 MuJoCo

Figure 3.18: Policy gradient line search plots for 10 MuJoCo environments.
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3.10.5.3 Atari

Figure 3.19: Policy gradient line search plots for 12 Atari environments.
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Chapter 4: Applying DreamerV3 Implementation Tricks to PPO

4.1 Introduction

Reward scale robustness is one of the key challenges to multi-task learning. Different tasks

create a nonstationary environment and can complicate value predictions. This can be mitigated

by embedding the task in the observation space, at the cost of increased dimensionality. However,

if task returns are poorly normalized, then the agent will prioritize learning tasks with larger

reward magnitudes and fail to learn other tasks. PPO typically uses some common tricks for

reward normalization, such as tracking a running mean and standard deviation of the environment

outputs. This is also more complicated in a multi-task setting where you have to track individual

statistics for each task, many of which may only be sampled a few times during training.

The Dreamer13,98,99 line of work has focused on world-modeling to achieve high perfor-

mance across a wide range of tasks. The most recent version, DreamerV3, outperforms the

previous version with a single set of hyperparameters shared across all tasks. DreamerV3 in-

troduces several stability and performance-enhancing technique to accomplish this, but it also

includes several orthogonal changes such as a larger architecture. Additionally, most of these

new techniques are not inherently tied to the world-modeling formulation and could potentially

be applied in other reinforcement learning settings. Table 4.1 categorizes the tricks according to

which part of the DreamerV3 algorithm they apply to. Specifically, the following techniques are
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directly applicable to model-free actor-critic methods:

• Symlog Predictions: A transformation applied to the targets of a neural network, helping to

smooth predictions of different magnitudes

• Twohot Encoding: A discrete regression objective representing continuous values as a weight-

ing of two adjacent buckets

• Critic EMA Regularizer: Regularizes the critic outputs towards its own weight Exponential

Moving Average (EMA) to improve stability during training

• Percentile Scaling: Scales returns by an exponentially decaying average of the range between

their 5th and 95th batch percentile to improve robustness to outliers and varying reward scales

• Unimix Categoricals: Combines 99% actor network outputs with 1% uniform random sam-

pling to inject entropy into action selection

Proximal Policy Optimization (PPO)79 is a popular RL algorithm due to its simplicity and

widespread success in a variety of domains. PPO is an actor-critic algorithm that approximates

a trust-region optimization strategy to update the policy. The objective function for PPO is given

by:

L(θ) = Et

[
min

(
rt(θ)Ât, clip(rt(θ), 1− ϵ, 1 + ϵ)Ât

)]
, (4.1)

where rt(θ) =
πθ(at|st)

πθold
(at|st) , Ât is the estimated advantage function, and ϵ is a hyperparameter

controlling the size of the trust region.

Our work, which was presented at NeurIPS 2023, applies the stability techniques intro-

duced in DreamerV3 to PPO, aiming to improve the algorithm’s stability and performance. We
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adapt these techniques for the slightly different algorithmic setting of model-free learning and

provide a working implementation tested on various environments. We provide comprehensive

ablations demonstrating that these techniques generally do not enhance the performance of PPO.

We believe this negative result merits sharing because of the widespread interest in DreamerV3

and serves to temper expectations of the generality of the tricks presented.

Although we could use DreamerV3 instead of PPO for hard multitask problems, there are

a number of reasons why we prefer to improve PPO. Model-based algorithms are designed for

environments where samples are expensive to collect, such as the real world. In simulated envi-

ronments which are often faster to step than large neural models, they trade off time-efficiency

for sample-efficiency. In practice, DreamerV3 requires many more model samples than PPO

does environment samples, and uses a much larger network size to achieve similar performance.

The architecture must be deployed in it’s entirety, while PPO can deployed using only it’s policy

network, which typically contains less than half of its trainable parameters. The contributions of

our work include:

• Applying and adapting DreamerV3’s stability techniques to PPO

• Demonstrating the effects of these techniques on PPO’s stability and performance across di-

verse environments

• Analysis of the strengths and weaknesses of each trick, with a more detailed exploration of the

two most promising tricks, twohot encoding and symlog predictions

• A high-quality implementation in CleanRL to enable further research in this direction

4.2 Related Work
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Table 4.1: Application of DreamerV3 Tricks

Implementation Trick Actor Critic World Model

Symlog Predictions X X X

Twohot Encoding X X

Percentile Scaling X

Critic EMA Regularizer X

Unimix Categoricals X X

The Dreamer line of work fo-

cuses on learning from imagined ex-

periences using world models. Each

version improves upon the previous,

with DreamerV3 achieving state-of-

the-art results on a variety of tasks.

While these algorithms primarily fo-

cus on world-modeling, we are inter-

ested in model-free algorithms be-

cause of their simplicity and widespread applicability. This work focuses on PPO, which has

become the primary algorithm for applying RL to new domains in recent years. Numerous exten-

sions and improvements to PPO have been proposed, such as incorporating multiple optimization

phases100 or exploration bonuses101.

Several works have focused on improving the stability of reinforcement learning algo-

rithms. For instance, Pop-Art102 introduced adaptive normalization of value targets, while R2D2103

and Ape-X104 address the challenges of off-policy learning. Contrastive learning methods like

TACO train better latent state and action representations by minimizing InfoNCE loss105,106.

However, these approaches often require extensive modifications to the base algorithms or fo-

cus on specific challenges, whereas our work studies a set of general stability techniques that are

designed to apply more broadly to various reinforcement learning settings.

Previous work has studied the impact of the implementation details of PPO on its perfor-

mance. Huang et al. 57 described the implementation details of PPO and explored how each one

impacts its performance. Engstrom et al. 91 explores how much of PPO’s performance over Trust
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Region Policy Optimization107 can be attributed to algorithmic improvements versus implemen-

tation tricks. None of these discuss the methods explored in our work, though some of the tricks

they discuss serve a similar purpose.

In this work, we build on the stability techniques introduced in DreamerV3, exploring their

applicability beyond world-modeling. Our approach enhances the performance and stability of

PPO when rewards are unbounded. However, as we further show, reward clipping is a simple and

strong baseline that is hard to beat. Our work highlights the strengths and weaknesses of these

techniques.

4.3 Methods

In this section, we describe the application of the stability techniques introduced in DreamerV3

to the PPO algorithm. We detail each technique and discuss the necessary adaptations for incor-

porating them into PPO.

We implement these tricks as minimal extensions to CleanRL’s extensively validated and

benchmarked32,108 PPO implementation. We used both DreamerV3’s open source code base and

the paper as references. We found the implementations of all tricks to be consistent with their de-

scriptions in the paper, and we checked several small ambiguities with the authors. We performed

manual hyperparameter tuning for each of the implementation tricks, as well as automatic hyper-

parameter tuning of the learning rate, entropy coefficient, and value loss coefficient using Op-

tuna109, for the full algorithm with all tricks enabled. We found no improvement in performance

and therefore chose to keep CleanRL’s default hyperparameters. We also compared our code with

all tricks disabled to the original unaltered scripts to ensure that there were no performance regres-

sions as a result of improperly implemented controls on the tricks. Finally, we have open-sourced
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the implementation of our tricks and experiments https://github.com/RyanNavillus/PPO-v3.

4.3.1 Symlog Predictions

In DreamerV3, symlog predictions are used to compress the magnitudes of target values.

Symlog approximates the identity function near the origin so that it has little impact on returns

that are already small. The symlog transform and inverse symexp transform are defined in Hafner

et al. 13 as:

symlog(x)
.
= sign(x) ln(|x|+1) symexp(x)

.
= sign(x)(exp(|x|)− 1) (4.2)

We also apply the same transformation to the observations in environments with continuous vec-

tor observations and call this method symlog observations.

To use symlog predictions in PPO, we calculate the value loss using the symlog transfor-

mation, and we apply the symexp operation to outputs from the critic network exactly the same

as in Hafner et al. 13 . When twohot encoding is disabled, for a critic f(x, θ) with inputs x and

parameters θ we use MSE loss to predict the symlog transformed returns y.

L(⊆) .
= 1

2
(f(x, θ)− symlog(y))2 (4.3)

4.3.2 Twohot Encoding

Twohot Encoding is a generalization of one-hot encoding that represents continuous values

as a weighting between two equal buckets. For integer values, this is identical to the one-hot

encoding of the value. This discrete regression technique allows the critic to predict a distribution

over buckets instead of a single value. The definition of twohot encoding from Hafner et al. 13 is
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shown in Equation 4.4:

twohot(x)i
.
=



|bk+1 − x| / |bk+1 − bk| if i = k

|bk − x| / |bk+1 − bk| if i = k + 1

0 else

k
.
=

B∑
j=1

ffi(bj < x) (4.4)

We implement two-hot encoding by replacing the critic value output with 255 bins as in DreamerV3

and calculating the critic value output as the expected value of the softmax distribution of those

logits. The critic learns via categorical cross entropy between the critic logits and the twohot

encoding of bootstrapped returns from the environment.

As in Hafner et al. 13 , when using two-hot encoding we initialize the critic logits to zero to

prevent it from predicting extremely large values at the start of training. In ablations with sym-

log enabled, we follow DreamerV3 and set the range of the twohot bins to [-20, 20], allowing

the critic to represent values from [− exp(20), exp(20)]. When symlog is disabled, we instead

choose a range of [−15000, 15000] for Atari environments without reward clipping enabled, and

[−1000, 1000] for Atari environments with reward clipping enabled as well as the DeepMind

Control Suite. These ranges were chosen to allow the critic to represent the maximum and min-

imum values seen during training. We find that the choice of range for two-hot encodings has a

significant impact on performance. We include limited experiments demonstrating this relation-

ship in subsection 4.4.5

4.3.3 Critic EMA Regularizer

Hafner et al. 13 regularize the critic towards an Exponential Moving Average (EMA) of its

own outputs, improving stability during training.
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We use the critic EMA to regularize the critic loss using the same decay rate (0.98) and

regularizer coefficient (1.0) as DreamerV3. We tried tuning these values but found little difference

in performance. The EMA is updated once during each optimization step. For our ablation

studies, when two-hot encoding is enabled, we use categorical cross-entropy loss between the

critic logits and EMA logits. When two-hot is disabled, we calculate the Mean Squared Error

(MSE) between the critic and EMA value predictions.

4.3.4 Percentile Scaling

As discussed in Hafner et al. 13 , previous work on PPO has typically scaled returns by di-

viding them by their exponentially decaying standard deviation. However, they point out that

when rewards are sparse and the standard deviation is small, this method amplifies the noise in

small returns, preventing the policy from exploring sufficiently. Percentile scaling instead tracks

an exponentially decaying average of the 5th and 95th percentile of each batch of returns. Scal-

ing advantages by the difference between these percentiles promotes exploration while allowing

DreamerV3 to use a fixed entropy scale. Instead of directly scaling returns as in DreamerV3, we

scale the advantages predicted by Generalized Advantage Estimation. As in Hafner et al. 13 we

only scale advantages when the scaling factor (the difference between the 5th and 95th percentile)

is greater than 1 to avoid amplifying errors in small advantages.

To add this method to PPO, we compute bootstrapped returns in the same way as DreamerV3,

then scale the advantages used to calculate the policy loss. Note that we do not modify the values

or returns used to calculate the critic loss. We also found that when the EMA updated too quickly,

it could lead returns to smoothly drop to 0 in the DeepMind Control Suite. To counteract this, we

change the percentile EMA decay rate from 0.99 to 0.995 for the DeepMind Control Suite and
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0.999 for the Arcade Learning Environment. We also found that in practice this method works

best in combination with the standard advantage normalization used in PPO.

4.3.5 Unimix Categoricals

Unimix categoricals are a mixture of 99% neural network outputs and 1% random uniform

sampling used for action selection. This prevents the probability of selecting any action from

being zero, and encourages exploration similar to an entropy bonus. Unimix categoricals are

only used in the Atari experiments because the DeepMind Control Suite does not use categorical

actions. We do not experiment with changing the unimix ratio in this paper and use 1% as in

Hafner et al. 13 .

4.4 Experiments

In the following sections, we explain the environments we use to evaluate the implemen-

tation tricks. We test each trick on the entire environment suite across multiple seeds. We used

approximately 8000 GPUs hours for the experiments in this paper as well as 4000 more for test-

ing and development, most of which were run on Nvidia A100s. We report results using standard

metrics as well as those provided by the RLiable library as recommended in Agarwal et al. 110

when results require uncertainty measures. They describe a methodology and metrics for creating

reproducible results with only a handful of runs by reporting uncertainty. These metrics include

95% stratified bootstrap confidence intervals for the mean, median, interquartile mean (IQM),

and optimality gap (the amount by which an algorithm fails to meet a minimum normalized score

of 1).
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Figure 4.1: PPO with all tricks enabled compared to base PPO, using the DeepMind Control Suite in a)
and c) and Atari environments (with and without reward clipping) in b) and d).

4.4.1 Environments

4.4.1.1 Atari 100M

We train agents on each of the 57 environments in the Arcade Learning Environment111

for multiple seeds in each of our ablations. In this paper, we are examining whether these tricks

improve PPO’s robustness to different reward scales. The high scores, or maximum possible re-

turns, for Atari games range from 10 for Surround to 89 million for VideoPinball. They also have

drastically different reward densities, where some games guarantee a reward at each step while

others require the agent to learn complex behavior to experience any positive reward. Typically,
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previous work on the Arcade Learning Environment has used reward clipping to limit individual

step returns to 1112. This significantly reduces the scale of returns and increases the effective

density of rewards by weighting all nonzero rewards equally. To better study different reward

scales, we perform ablations with and without reward clipping enabled. Aside from reward clip-

ping, we use the standard wrappers recommended by Machado et al. 12 . For Atari experiments,

we standard benchmark of median human normalized scores113 instead of episodic returns.

4.4.1.2 DeepMind Control Suite

We also test our method on 35 proprioceptive control environments from the DeepMind

Control Suite. These are physics-based environments with well-normalized reward functions.

Each environment has a minimum return of 0 and a maximum return of 1000, allowing us to test

how these tricks perform on environments with returns that are already well-normalized. Rewards

can also take on decimal values unlike in Atari environments. In our plots, we divide returns by

1000 to limit them to the range [0, 1] and ensure that optimality gap has a consistent definition

across environments.

4.4.2 Enabling All Tricks

We first compare our version of PPO with all of the stability tricks enabled to the PPO

baseline in each set of environments in Figure 4.1.

When reward clipping is enabled, we see that PPO achieves similar performance with and

without the tricks. When reward clipping is disabled, the stability tricks allow PPO to recover

most of the performance of PPO with reward clipping. This suggests that the tricks make PPO

significantly more robust to varying reward scales, though they slightly underperform a simple

reward clipping baseline.
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4.4.3 Add-One Ablations

We perform add-one ablations where we enable one trick at a time and evaluate on both

the DeepMind Control Suite and Atari environments (with and without reward clipping) to deter-

mine if any tricks provide a general improvement to the PPO baseline. The results are shown in

Figure 4.2.

We find that all of the tricks perform comparably or slightly worse than the PPO baseline

on the DeepMind Control Suite and Atari with reward clipping. In particular, symlog predictions

and twohot encoding underperform compared to the baseline. However, we see that symlog

predictions dramatically improve performance when reward clipping is disabled, and all of the

remaining tricks perform comparably or better on most metrics. This indicates that the tricks are

effective as return normalization tools, but underperform when returns are already normalized to

reasonable ranges.

4.4.4 Drop-One Ablations

We perform drop-one ablations where we enable all tricks and disable one at a time to see

the interactions between tricks and identify combinations that might outperform PPO. The results

are shown in Figure 4.3. In these Atari experiments, reward clipping is disabled when symlog

is enabled. Our drop-one ablations focus on symlog predictions, twohot encoding, percentile

scaling, and the critic EMA regularizer. We exclude unimix categoricals from the Atari drop-

one ablations because they had little impact in the add-one experiments and do not interact with

the other tricks. Likewise, we exclude symlog observations from the DeepMind Control Suite

drop-one ablations because they do not interact with the other tricks.

We find that for the DeepMind Control Suite, removing twohot encoding and the critic
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Figure 4.2: Median scores averaged across multiple seeds for the add-one ablations in each environment
set. 5 seeds were used for Deepmind Control Suite and 3 seeds for Atari environments.

EMA regularizer actually improves performance. Removing percentile scaling and symlog pre-

dictions seems to harm performance while in the Arcade Learning Environment, only removing

symlog predictions harms performance. In our add-one ablations for both environment suites,

adding symlog predictions and twohot encodings to PPO also performed worse than the baseline.

Our twohot encoding experiments require us to define a single bin value range across each entire
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Figure 4.3: Median scores for the drop-one ablations in each environment set. 5 seeds were used for
DeepMind Control Suite and 3 seeds for the Arcade Learning Environment

environment suite which may be causing its lackluster performance. To diagnose this issue, we

explore the interaction between symlog predictions and twohot encoding in the following section.

4.4.5 Symlog Predictions and Twohot Encoding

Twohot encoding can only represent a bounded range represented by its bins. In Atari

environments with widely-ranging possible scores, it can be difficult or impossible to choose

tight bounds, which is why it is always paired with a symlog transform in Hafner et al. 13 . This
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section provides additional context to the interactions between these tricks and the results are

displayed in Figure 4.4. We first examine the effects that the range and number of bins have on

the performance of PPO with twohot encoding. Large bounds also seem to have a detrimental

effect on learning, possibly by reducing the effective number of bins used to predict values. We

see that mean episodic return increases with the number of bins, then falls off at a much slower

rate as we increase past the optimal number. Surprisingly, the agent only suffers a small drop

in performance even when the twohot range is set to 1. It’s possible that the performance loss

would be more significant in an environment with larger returns than Breakout where the critic

value prediction is much farther from the true value. We also see in Figure 4.4c that even when

combined with symlog predictions, twhot encoding underperforms compared to base PPO across

the entire Arcade Learning Environment. Since our publication of this work, these findings have

been corroborated by114.

4.5 Discussion

The tricks tested in this paper allow PPO to achieve strong performance in environments

with drastically different reward scales using a single set of hyperparameters, while the original

PPO algorithm is unable to do so. Our modified version of PPO performs comparably to the

original algorithm in Atari games with and without requiring reward clipping, but we see that our

agents perform worse on the DeepMind Control Suite. This suggests that the tricks may be poorly

suited to environments with normalized, bounded, continuous rewards. Symlog predictions are

by far the most impactful trick in all experiments. Conversely, all of our experiments seem

to suggest that twohot encoding is a detrimental addition to PPO even in combination with other

tricks. Percentile scaling, the critic EMA regularizer, and unimix categoricals all slightly improve
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Figure 4.4: Experiments varying the a) range (bins=256) and b) number of bins (range=100) used for
twohot encoding in Atari Breakout, averaged across 3 seeds. c) shows symlog predictions with twohot
encoding across all 57 games in the Arcade Learning Environment.

performance when we disable reward clipping, and slightly harm performance when we enable it,

again suggesting that they are most useful in environments without normalized returns. Symlog

observations underperform in the DeepMind Control Suite, but could be useful in environments

with larger unbounded observations.

In this work, we applied stability tricks introduced by DreamerV3 to PPO and demon-

strated that they do not result in a general performance improvement, but can be valuable in

specific cases. The fact that these tricks do not benefit PPO raises the question of how exactly

they impact DreamerV3. These tricks are directly applicable to PPO and required little to no

modification to implement. It is possible that they may work for the entropy-regularized actor-

critic that DreamerV3 uses, which is likely a weaker baseline than PPO on its own. It’s also

possible that symlog predictions, twohot encoding, or unimix categoricals are specifically bene-

ficial to world model learning, or that the world model-specific tricks not studied in this paper are

the source of its improved performance. We note that their use of SiLU activation functions115,

layer normalization116, and a 200 million parameter architecture may also contribute to its state-

of-the-art results. We include one experiment using a similar architecture in the appendix, but
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find that it does not work well for PPO.

Hafner et al. 13 make few direct comparisons to the previous DreamerV2 method and in-

clude limited ablations on only six environments, so it is difficult to confirm exactly how each

trick contributes to performance. The ablation studies in this paper should serve as a valuable

reference for studying these tricks and developing new methods that promote robustness to vary-

ing reward scales in reinforcement learning. Solving this problem would allow RL to more easily

be applied to new problems without extensive engineering efforts. DreamerV3 achieves state-of-

the-art results, but our results show that the relationship between these implementation tricks and

those results may not be as straightforward as it would seem otherwise. Due to the importance

of this problem and the impressive results of DreamerV3, we believe these tricks deserve further

investigation both using DreamerV3 and in new contexts.

4.6 Limitations

Due to the many differences between PPO and DreamerV3, we cannot say whether the

findings in this paper transfer to DreamerV3 or other similar algorithms. Our experiments also

do not fully cover the range of tasks evaluated in the original DreamerV3 paper. We have fo-

cused on a more limited set of environments in order to provide thorough, high-quality ablations.

We experiment on Atari environments without reward clipping to study the effects of each trick

on poorly normalized reward scales, and the DeepMind Control Suite for environments with

well-normalized returns, but it’s possible that we would see different results on more complex

environments.
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4.7 Conclusion

We have presented a thorough study of the stability techniques introduced in DreamerV3 to

the widely used PPO algorithm. These experiments allow us to identify key areas where tricks im-

prove performance and demonstrate the broader applicability and potential benefits of these tech-

niques for the reinforcement learning community. In the spirit of openness and reproducibility,

we have released our complete code base and experiment data at https://github.com/RyanNavillus/PPO-

v3, further promoting the adoption and study of these techniques in the reinforcement learning

community.

Overall, we find that these tricks provide very little benefit to PPO. It also raises the question

of which tricks actually improve DreamerV3 because their limited ablations do not sufficiently

isolate the effects of each modification. Finding robust, general methods for applying RL to new

problems is crucial for solving hard multi-task environments. However, our work finds that the

existing implementation tricks in PPO are a strong baseline that may be hard to improve. Specif-

ically, standard reward engineering techniques like reward clipping, or normalization methods

using running averages are effective in a wide range of environments with limited manual tun-

ing. An ideal solution would automatically scale rewards across different environments based

on their relative importance to a target task or task space, but this requires a strong intuition for

what is important. Recent curriculum learning algorithms such as OMNI use LLMs to suggest

tasks for an agent to solve, and a similar approach could be used to suggest scaling terms for

different reward sources in a multi-task environment. Our next work explores multi-task learning

in language models as a first step towards applying these methods in complex environments.
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4.8 Additional Figures

The following sections present the individual environment training curves for all of our

ablation experiments. In addition, we include experiments using an architecture more similar to

DreamerV3’s actor-critic model, and the hyperparameters used throughout our experiments.

4.8.1 Atari Ablations
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Figure 4.5: Add-one ablations for the Arcade Learning Environment with reward clipping. Each line
shows the median scores for 57 environments, averaged over 3 seeds, across training.
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Figure 4.6: Add-one ablations for the Arcade Learning Environment without reward clipping. Each line
shows the median scores for 57 environments, averaged over 3 seeds, across training.
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Figure 4.7: Drop-one ablations for the Arcade Learning Environment with reward clipping. Each line
shows the median scores for 57 environments, averaged over 3 seeds, across training.
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4.8.2 DeepMind Control Suite Add-One Ablations

Figure 4.8: Add-one ablations for the DeepMind Control Suite. Each line shows the median scores for 35
environments, averaged over 5 seeds, across training.
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4.8.3 DeepMind Control Suite Drop-One Ablations

Figure 4.9: Drop-one ablations for the DeepMind Control Suite. Each line shows the median scores for 35
environments, averaged over 5 seeds, across training.
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4.8.4 Architecture

We use the 20 million parameter XL DreamerV3 encoder and actor-critic architecture in

PPO and compare its performance to the 1 million parameter Nature CNN used in the rest of our

experiments.
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Figure 4.10: 20M DreamerV3 XL architecture vs. 1M Nature CNN. Figures show median performance
averaged across 3 seeds and all 57 Atari environments.
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Figure 4.11: 20M Dreamer-v3 XL architecture (3 seeds) vs. 1M Nature CNN (1 seed).
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4.8.5 PPO Hyperparameters

Table 4.2: The default PPO hyperparameters in CleanRL’s implementation, used for all experiments. The
only change we make is increasing the number of environments for better time efficiency.

Learning Rate 2.5e−4

Environments 128
Steps 128
γ 0.99
GAE λ 0.95
Minibatches 4
Epochs 4
Clip coefficient 0.1
Value loss clipping Enabled
Entropy Coefficient 0.01
Value loss coefficient 0.5
Max Grad Norm 0.5
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Chapter 5: Multitask learning in Large Language Models

5.1 Introduction

Reinforcement Learning (RL) is a crucial step for finetuning large language models (LLMs)

to produce desirable, human-aligned behaviors117,118 in various domains such as summariza-

tion119,120, conversational agents121 and encoding social norms122. In practice, defining the scalar

reward function for RL is challenging due to the plurality of human preferences (e.g., succinct-

ness vs. completeness, factuality vs. creativity) and of applications (e.g., summarization, coding,

dialog)123. The common practice is to linearly combine multiple, often conflicting rewards with

weightings that represent the relative importance of each reward122,124. However, this is not ideal

since the model quality is sensitive to the choice of weightings, and more importantly, fixed

weights over all tasks fail to capture pluralistic alignment.

A solution we explore is to frame pluralistic alignment as a multi-objective RL prob-

lem5,125, where we train a multi-objective LM (see fig. 5.1 left) that can be steered to gener-

ate desirable outputs over the continuum of possible reward weightings. In the context of LMs,

multi-objective finetuning (MOFT) has been explored via prompt-based approaches6,126,127 and

parameter-based approaches5,6. By conditioning the policy on the weight for each objective, we

can frame this as a multi-task training problem128. An alternative parameter-based approach, Re-

warded Soups (RS)5, independently trains one LM per reward function, and interpolates param-
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Figure 5.1: (Left) For a fixed prompt x, a multi-objective LM can output y1, y2, y3 for different weightings
w1, w2, w3 of two rewards r1 and r2, such that the response yi for weighting wi is preferred under the
weighted reward wi[1]r1 + wi[2]r2. (Right) Pareto-fronts when using the rewards NLI and Rouge (sec-
tion 5.5.1.1). Rewarded Soups (RS)5 is Pareto-dominated by both full-CLP (this paper) and prompting
(say, Jang et al. 6), but full-CLP is more appealing for its steerability, evidenced by its wider Pareto-front.
In sum, Pareto-dominance (pushing out the front) and steerability (stretching out the front) are both key
desiderata for MOFT.

eters from separate LMs with reward weightings to perform conditional generation at inference-

time. Surprisingly, this zero-shot approach can effectively trade-off multiple rewards by relying

on the linear mode connectivity129. However, we find that zero-shot MOFT is sub-optimal in

performance on intermediate weightings that were not seen seen during training.

In this work we develop and evaluate a novel approach for training multi-objective policies

via multi-task reinforcement learning from human feedback, using prompt-based task-conditioning.

We focus on prompt-based conditioning because parameter-based methods are difficult to deploy

in practice due to higher inference costs. It is impractical to do on-the-fly souping for each query,

ostensibly with different objective weights. It is possible to discretize the objectives to cache a

finite number of merged models with fixed objective weights, but the number of models scales ex-

ponentially with the number of objectives and discretization granularity. This approach also sacri-

fices performance and steerability, as the user’s preferred objective weights are unlikely to exactly
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match the nearest cached model’s objective weights. As such, this thesis focuses on prompt-based

conditioning methods that are simple to implement and have no additional inference-time costs,

making them practical for real-world applications. We also apply our prompt-based multi-task

training method to online DPO130, showing that it performs well with both the RLHF and DPO

objective.

Our published work131, developed in collaboration with several teams at google, extends

our approach to include parameter-based methods in a general framework called Conditional

Language Policy (CLP), which achieves state-of-the-art results in our extensive experiments on

summarization. We find that using parameter-conditioning from RS, CLP is consistently more

steerable than purely prompt-based and zero-shot approaches. CLP robustly maintains these ben-

efits across experimental conditions and across various reward functions and model sizes. We also

find that combining our prompt-based conditioning technique with parameter-based conditioning

improves outperforms either method alone. This thesis includes several of these experiments for

reference, though only the prompt-based methods are novel contributions. The practicality and

performance gaps between prompt-based and parameter-based methods suggest an opportunity

for future research to develop a cost-effective and fully steerable fine-tuning method.

5.2 Background

Our work explores two prompt-conditioned on-policy alignment methods using RL from

human feedback (RLHF) and pairwise losses as DPO132 while utilizing reward models trained in

the style of Bradley-Terry Models133 to rank sampled responses.

RL with human feedback: Recently, many methods to align LLMs with human feedback have

emerged. Initial methods, involving on-policy reinforcement learning (RL) proposed by Ziegler
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et al. 119 , Stiennon et al. 120 , Ouyang et al. 121 , Bai et al. 134 utilize RL from human feedback

(RLHF) to achieve alignment with human preferences. These train an LLM as a reward model

by minimizing ranking loss133 from pairwise human preferences. Usually an online RL algorithm

like REINFORCE135 or PPO55 is used to optimize the policy LLM to maximize rewards from

the reward model.

Preference Optimization: On-policy RL methods are effective but computationally intensive

and potentially unstable. To that end, efficient off-policy methods that can align LLMs to pairwise

preferences directly without training reward models have been introduced132,136,137,138,139. These

methods optimize the policy by minimizing pairwise alignment loss calculated over a pair of

responses annotated by human preferences; DPO132 is among the best known of these.

As efficient as these off-policy alignment methods are, they are prone to overfitting and

collapsing130, necessitating online preference alignment algorithms130,140. In the online variants,

multiple candidates are sampled from the policy and ranked using reward models trained on

human or AI feedback to provide pairs of annotated responses for policy optimization. There are

extensions to alignment algorithms proposed to be able to optimize along multiple objectives.

Although these methods have had some success, recent works have shown that online methods

empirically more effective do the relative difficulty of training verifiers (reward models) and

generators (policies)141. They show that online fine-tuning performs better on problems where

the reward model is a simpler function than the optimal policy, which is common in practice.

Prompt Conditioning for Alignment: With multiple objectives involved, there is often a need

for inference time steerability to redistribute importance amongst the multiple objectives. One

way to introduce steerability is to add intended objective weights into the policy input at training

as well as inference time, so that the policy learns to generate responses in accordance with
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the weights in the input. Jang et al. 142 introduce P-MORL, combining prompt conditioning

with binary objective weights with an RLFT loop. Other works introduce steerability through

prompt conditioning, and then train the policy with iterations of SFT and multi-objective rejection

sampling using reward models143,144.

MODPO145, which extends offline DPO to the multi-objective setting exactly with margin

reward models, and CPO146, which proposes a controllable DPO-style method where objective

weights can be specified at inference time as constraints, are similar to our work in utilizing

DPO in a multi-objective setting. However, MODPO is not steerable as it requires a different

finetuned policy for each objective weight, and recent experiments show its limited efficacy in

aligning different objectives143. CPO, while highly related, requires preference scores/labels for

each objective for each response that it is trained on, which may be infeasible since preference

datasets for different objectives are usually disjoint, and collecting high-quality multi-objective

labels is laborious and likely expensive, even with AI feedback147.

Parameter Conditioning for Alignment: These methods condition the policy with objective

weights by maintaining some separate parameters for each objective and combining them at in-

ference time as per the objective weights to generate the new policy. Rewarded Soups142,148 trains

specialist policies for each objective and, using linear mode connectivity129, linearly interpolate

model parameters between the specialist policies for zero-shot generalization to new objective

weights. In a similar vein, Panacea149 combines multi-task training with singular value decompo-

sition (SVD)-based low-rank adaptation of the human preference matrix to learn Pareto-optimal

policies. This can be framed as an instance of the proposed CLP framework.

With regards to KL realignment, decoding time realignment (DeRa)150 linearly mixes log-

its between πref and another LM learned via SOFT with the minimum KL weight αmin. Shi
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et al. 151 showed that this idea is also effective for trading off multiple rewards. Finally, model

souping152,153, learning policy sub-spaces154,155, and objective weight conditioning128 have been

applied in domains beyond LMs. Table 5.1 provides a comparison of the most pertinent related

works.

Algorithm LLMs Conditioning Increased Requirements
trained mechanism inference

cost
MORLHF134 # prefer-

ences
- No -

MODPO145 # prefer-
ences

- No -

P-MORL142 1 prompt-based No -
DPA144 1 prompt-based No -
RiC143 1 prompt-based No -
CPO146 1 prompt-based No Aligned data w/multi-

objective labels
RS148 # objectives param-based Yes Same architecture
CLP131 # objectives1 param+prompt Yes -
MOD151 # objectives - Yes Same tokenizer, no pol-

icy training
MO-ODPO
(ours)

1 prompt-based No -

Table 5.1: Overview of multi-objective LLM alignment approaches

CLP131 combines parameter-space conditioning with multi-task training to optimize for

multiple objectives. We also experiment with sharing a subset of parameters across all per-

objectives policies for efficiency. We present CLP in the following sections for context and to

compare against our prompt-based RL finetuning method.
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5.3 Problem Setup

Let πref(y | x) be a base policy with parameters θref, where x is the input prompt and y

is the output generation. In single-objective finetuning (SOFT), there is a fixed reward function

R(x, y) and the goal is to maximize the expected reward without drifting too far from πref.

Formally, SOFT learns a policy πθ(·) to maximize the following value:

Vα,R(π) := Ex∼D,y∼π(x)[(1− α)R(x, y)− αKL(π(· | x) ∥ πref(· | x))], (5.1)

where α ∈ (0, 1) is a KL weighting that controls the deviation from πref.
1 SOFT can be solved

by standard RL algorithms such as REINFORCE48 or PPO79. Notice that the KL-term can be

thought of as a special reward function to mitigate reward-hacking120. The main issue with

SOFT is that both the reward function R and the KL weightings are fixed and unchangeable after

training; thus, it is not possible to offer near-optimal behavior on other reward and KL weightings

without retraining SOFT with multiple reward or α-values.

Multi-objective finetuning (MOFT) fixes the above issues by learning a conditional policy

that generates y based not only on the prompt x, but also the α and R specified at test-time without

retraining. We formulate MOFT using multi-objective RL156 and consider a vectorial reward

R(s, a) ∈ Rm whose linear scalarizations {w⊤R(·) : w ∈ ∆m} capture all the desired trade-offs

at test-time, where ∆m is the (m − 1)-simplex, i.e., R is a basis for all desired rewards at test-

time. The goal is to learn parameters ϕ such that, for all weightings α ∈ [αmin, 1] and w ∈ ∆m,

the conditioned policy πϕ(·;α,w) maximizes Vα,w⊤R, the objective with KL-regularizer α and

reward function w⊤R(·). We frame MOFT as multi-task training over the weighting distribution

1Recall for distributions P ≪ Q, the KL-divergence is defined as KL(P ∥ Q) := EP [log
dP
dQ ]. If P ̸≪ Q, KL is∞.
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Algorithm 1 CLP: Conditional Language Policy
Input: Weightings sampler Q, number of training steps T , learning rates {ηt}Tt=1.

1: Init CLP: ϕ0 = (θref[S
C ], {θref[S]}i∈[m]).

2: for t in 0 . . . T − 1 do
3: Sample prompt xt ∼ D and KL & reward weightings (αt, wt) ∼ Q.
4: Get conditioned policy πt(·;αt, wt) from running algorithm 2 with αt, wt, ϕt.
5: Conditioned generation yt ∼ πt(xt;αt, wt) (same computation as single LM).
6: Objective: rt ← (1− αt) · w⊤

t R(xt, yt)− αt ·KL(πt(· | xt;αt, wt) ∥ πref(· | xt)).
7: Update CLP parameters: ϕt+1 ← ϕt + ηt · gt where gt = rt · ∇ϕt log πt(yt | xt;αt, wt).
8: end for
9: Output: CLP parameters ϕT .

Q, and aim to maximize:

Vmoft(ϕ) = E(α,w)∼Q[Vα,w⊤R(πϕ(·;α,w))]. (5.2)

In theory, the optimal solution to multi-objective RL is a large (potentially exponential in m) set

of policies called the convex coverage set156. However, the rich representational power of a single

LLM may already be able to approximate such a policy cover and thus we aim to solve MOFT

with a memory-efficient parameterization ϕ.

MOFT Desiderata – Pareto-dominance & steerability. A multi-objective LM π Pareto-

dominates another π′ if Vα,w⊤R(π(·;α,w)) ≥ Vα,w⊤R(π
′(·;α,w)) for all values of α,w that

one cares about. New MOFT algorithms should ideally Pareto-dominate existing baselines to

ensure that generation quality is improved along all axes. Steerability is another important goal

for MOFT algorithms. In fig. 5.1, full-CLP and prompting both satisfy the first goal of Pareto-

dominance, but full-CLP is desirable since its Pareto-curve has much better spread, i.e., it is more

steerable.

Notation. θ refers to LM parameters, while ϕ refers to CLP parameters (different structure

from θ), which can be conditioned on (α,w) to produce a conditioned LM parameter θα,w (same
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Algorithm 2 Conditioning Mechanism
Fixed: KL-mixing function fmix(·), index of conditioning params S, CONDPROMPT = FALSE.
Input: KL & reward weightings (α,w), CLP parameters ϕ = (θSC , {θ(i)S }i∈[m]).

1: Set β = fmix(α) and compute:

θα,wS ← (1− β)
∑m

i=1w[i] · θ
(i)
S + β · θref[S]. (5.3)

2: Combine params θα,w = θα,wS ⊕ θSC .
3: Return: Policy that concatenates weights to input {x 7→ πθα,w(CONCAT([w, x]))} if COND-

PROMPT. Else, return policy πθα,w

structure as θ). θ[S] or θS refer to the subset of parameters indexed by S. We use ⊕ to combine

disjoint parameter subsets, i.e., θ = θ[SC ]⊕ θ[S]. We assume θ and θref have the same structure.

5.4 Conditional Language Policy (CLP)

This section presents the Conditional Language Policy (CLP) framework for MOFT, which

enables a family of algorithms with varying trade-offs between quality (in terms of Pareto-

dominance and steerability) and cost (in terms of parameter-count). In brief, CLP learns a set

of parameters ϕ that can be processed into a conditioned LM for any given weighting across

rewards and KL, via a parameter-averaging mechanism described in section 5.4.1. The learn-

ing algorithm samples a diverse set of weightings to push out its Pareto-front over all weight-

ings simultaneously. Notably, this is multi-task learning across the continuum of weightings,

which directly maximizes the MOFT objective defined in eq. 5.2, unlike the existing zero-shot

approaches5,6.

We describe the CLP algorithm in algorithm 1, where each training round t = 1, 2, . . . , T

consists of three steps. First, we sample a prompt xt and reward & KL weightings wt, αt ∼ Q

for this round. Second, we condition CLP on weightings (αt, wt) and sample generations yt ∼

πt(xt;αt, wt). Third, we compute the conditioned objective and update the CLP parameters with
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policy gradient. The policy optimization step uses gradient ascent to maximize the objective in

eq. 5.2 and can be implemented by any standard RLHF algorithms such as REINFORCE48,157,

PPO79, and also DPO158 when given pluralistic preference data.

5.4.1 Conditioning Mechanism

We now describe the parameter-based mechanism for computing conditional policies π(·;α,w)

in algorithm 2. Let S denote an index set on the LM parameters that we wish to use for parameter-

conditioning5, e.g., attention weights, and its choice can trade-off the steerability and memory

cost of CLP. We maintain m sets of conditioned parameters {θ(i)S }i∈[m] indexed by S, and one

set of unconditioned parameters θSC . To condition the S-part on (α,w), we linearly combine

the m conditioning parameters with weightings w, and we then combine the result with θref[S]

weighted by fmix(α) (eq. 5.3). Then, we concatenate the conditioned part θα,wS with the uncon-

ditioned part to obtain the full LM parameters θα,w = θα,wS ⊕ θSC .

Prompt-based conditioning: One can also augment the prompt with the reward weightings in

algorithm 2). Prompting based MOFT has the advantage of not requiring additional parameters,

but consumes part of the context and is sensitive to how these are encoded in the context. In

section 5.5.2.2, we consider augmenting parameter-space conditioning with prompting.

We use prompt-conditioning only to trade-off between rewards (i.e., not for trading off KL).

Given an input prompt x and reward weightings w, we propose to concatenate w to the prompt

by prefixing x with a formatted string. For example if R1 is NLI (a measure of factuality) and R2

is Rouge, and w = [0.4, 0.6], we used the the prefix string

p = “factuality: 0.4 0.4 0.4 0.4 0.4; rouge: 0.6 0.6 0.6 0.6 0.6.”.
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We repeat the weights multiple times such that the LM can better pay attention to it and we found

5 repetitions to be reasonable. We found that repeating weights multiple times is helpful but the

benefits are not monotonic with more repetitions.

5.4.2 Three Instantiations of CLP

The choice of S influences both the steerability and memory usage of CLP. On one ex-

treme, the most steerable and high parameter count choice is to condition on all LM parameters

and we call this full-CLP, i.e., Sfull = {indices of all LM parameters}. This instance is inspired

by model soups153. On the other extreme, logit-CLP only conditions on the final linear layer

(a.k.a. logit layer), i.e., Slogit = {indices of last linear layer of LM}. This instance is theoretically

grounded150 but we found it to have inferior steerability. A nice compromise is attn-CLP which

conditions on the attention parameters of the LM, i.e., Sattn = {indices of attention layers of LM}.

attn-CLP is much more parameter-efficient than full-CLP and we find that it is nearly as steerable

as full-CLP.

In our experiments, we observe that the more expressive parameterizations of S (e.g., Sfull

and Sattn) robustly lead to Pareto-dominating and highly steerable behaviors than existing base-

lines such as Rewarded Soups. We remark that expressivity is determined not just by the number

of parameters in S but also where those parameters are in the LM (e.g. earlier vs. later layers).

Finally, we highlight that CLP is agnostic to the LM architecture and S can be set appropriately

for any model type.

5.5 Experiments

We consider the following questions:
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• Benchmarking: How do different methods perform in terms of performance (ability to push

out the Pareto Front) and steerability (ability to generate content that trades-off different objec-

tives)?

• Ablations: How does the behavior of different approaches vary as a function of number of

finetuning steps and model size? Furthermore, is parameter space conditioning composable

with prompting based methods?

• Automated Evaluations: Going beyond Pareto fronts, we present automated evaluations that

compare generations from CLP against baselines by having Gemini159 rate the summaries in

terms of quality and steerability.

Data and models. Most of our experiments and ablations are performed on summarization with

the widely-used XSum dataset160. We initialize the reference policy πref and reward models from

the instruction finetuned (FLAN) checkpoints for T5161. We use the large size (770M parameters)

for reward models and we mostly use the base size (220M parameters) for policies, except in our

model size ablation where we also use large size for policies. In addition to these main results, we

also ran experiments on the TLDR dataset162 with larger policy (T5-XL size) and reward models

(T5-XXL size) to show that our general observations are scalable and robust. Note that we use

the same policy size for all methods, model-souping based methods train individual specialists

policies for each objective, so for N objectives they effectively use N times as many parameters

and N times as many iterations as prompting-based methods at training time. At inference time,

CLP requires these N networks produce the merged policy.

Reward functions. We consider three reward functions: (1) ROUGE, a formulaic reward that

measures similarity of generation to the ground truth summary163; (2) natural language inference
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(NLI), a learnt reward model for textual entailment and factuality164,165; and (3) a reward model

for summary quality learnt from the “too long; didn’t read” (TLDR) dataset120. ROUGE and the

quality model (referred to as TLDR) tend to favor verbose and descriptive summaries while NLI

favors concise summaries; this gives our setup a distinct tension between various reward pairs.

Methods. We benchmark the three instances of CLP in section 5.4.2: full-CLP, attn-CLP, logit-

CLP. As a gentle reminder, full-CLP maintains one full LM per reward, akin to standard model

soups; attn-CLP maintains replicas of all attention layers thus being more parameter efficient;

and logit-CLP maintains replicas only the logit layer which is theoretically grounded but less

expressive. For policy optimization, we use REINFORCE with control variate, which is a lighter

implementation than PPO79 and has been successfully used for summarization165.

Baselines. We consider (a) Rewarded Soups (RS)5 which independently trains one policy per

reward and linearly interpolates the parameters with weightings at inference time – this is a ‘zero-

shot’ version of full-CLP; (b) a prompting baseline6,126, which encodes the reward weightings into

the prompt and is trained with our multi-task objective. All methods and baselines are run for

same number of training iterations. See section 5.11 for related details and hyper-parameters.

5.5.1 Core Benchmarking Results

5.5.1.1 Two Rewards, Fixed KL Regularizer

Here, we consider a pair of rewards with a fixed KL regularizer, to test the trade-off between

both rewards. fig. 5.2 shows the Pareto curves for (a) NLI v. Rouge and (b) NLI v. TLDR, where

the x,y-axes are the KL-regularized rewards, i.e., x = Vα,R1(π(·;α,w)), y = Vα,R2(π(·;α,w)),

which recall is the true objective being maximized by finetuning (eq. 5.1). We see that CLP

and prompting largely Pareto-dominate the baseline RS, which shows the benefits of multi-task
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training compared to RS’s zero-shot approach. full-CLP and attn-CLP both exhibit Pareto-fronts

that are more steerable (evenly spaced and spread out) than those of logit-CLP and prompting,

which exhibit signs of mode-collapse. Importantly, while efficiently replicating only the atten-

tion weights, attn-CLP can Pareto-dominate the baseline RS while maintaining steerable Pareto-

curves. Thus, attn-CLP offers the best trade-off between steerability and parameter count for

parameter-based methods.

(a) NLI v. Rouge (b) NLI v. TLDR

Figure 5.2: Pareto-curves for two-reward & α = 0.01. Observe CLP variants (full-CLP and attn-CLP)
offer improved spread (compared to prompting) while Pareto-dominating the Rewarded Soups (RS) base-
line.

5.5.2 Ablation Studies

5.5.2.1 Effect of Training Iterations

fig. 5.4 shows the progression of Pareto-curves over 90k training steps for CLP instances.

full-CLP and attn-CLP are steerable after just 10k steps. In contrast, prompting becomes steerable

at 60k steps; logit-CLP has a similar trend of being not as steerable at earlier training itera-

tions. Furthermore, the optimization dynamics of full-CLP and attn-CLP are much smoother than
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(a) NLI v. Rouge (b) NLI v. TLDR

Figure 5.3: Combining Prompt-based conditioning with Parameter-space condtioning for full-CLP. Ob-
serve that prompting slots in with full-CLP to produce steerable and Pareto dominating behaviors.

prompting and logit-CLP. This highlights some of the challenges of multi-task training, as the

prompting model takes longer to learn steerable behavior. The prompting baseline struggles to

learn the behavior for boundary objective weight values because multi-task training regularizes

behavior toward the average objective weights. However, the prompting-based method achieves

the same rewards as full-CLP for the range that it covers.

Figure 5.4: Pareto-curves at 10k, 60k, 90k training steps. Observe that prompting shows slightly im-
proved steerability with a 3× larger training budget but still isn’t as steerable as full-CLP which exhibits a
strong steerability even at 10k iterations.
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5.5.2.2 CLP With Prompt Conditioning

fig. 5.3 shows the Pareto-fronts of full-CLP, the prompting baseline, and full-CLP with

prompting (CONDPROMPT = TRUE). For NLI v. Rouge, full-CLP with prompting showed a

slight improvement in steerability, whereas there was little difference for NLI v. TLDR. Hence,

prompt conditioning does not hurt performance but can be slightly beneficial.

5.5.2.3 Model Size

We rerun our experiments with T5-small (60M) and T5-large (770M) to check how our

findings change with different model sizes. fig. 5.5 shows the NLI v. TLDR Pareto-fronts. We see

that full-CLP and attn-CLP still robustly Pareto-dominate the RS baseline and maintain steerable

fronts. Interestingly, prompting collapses to a point for T5-small but has much better spread for

T5-large, suggesting that prompting is sensitive to model size and a larger model can improve the

steerability of prompting.

(a) Size: T5-small (b) Size: T5-large

Figure 5.5: Ablation on model size for NLI v. TLDR. Observe that across model sizes, full-CLP and attn-
CLP learn steerable (compared to prompting) and Pareto-dominating behaviors (compared to Rewarded
Soups).
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Summary of ablations. While combining prompting with CLP did not significantly improve

steerability, prompting may exhibit more steerability with larger models or training time. Across

different settings, full-CLP and attn-CLP consistently maintain their superior performance and

steerability suggesting they are robust conditioning architectures.

5.6 Multi-Objective Online DPO

A single training step of our proposed Multi-Objective Online DPO (MO-ODPO) algorithm

is broken down as follows. Algorithm 3 and Figure 5.6 further explain the algorithm.

5.6.1 Background

We consider the problem of training a steerable policy πθ that can be conditioned on K

objectives, each with a corresponding reward function R1 . . . RK . Specifically, we train a pol-

icy πθ(y|x,w1 . . . wK) to generate responses given an input prompt x and objective weights

w1 . . . wK where the objective weights reflect the relative importance of each reward. We con-

strain the objective weights to be non-negative and summing to 1 i.e.
∑K

k=1 wk = 1: this allows

us to easily interpret the objective weights as percentages and avoid changing the reward function

normalization.

5.6.2 Objective Weight Sampling

The first step is to sample weights w1 . . . wK for each objective R1 . . . RK . For tractability,

we quantize objective weights to one decimal place, leading to a large but finite number of objec-

tive weight combinations. Similar to131, we use Dirichlet sampling to sample objective weights,

which allows us to experiment with varied sampling strategies by varying the Dirichlet α param-

eter: α = 1 is equivalent to uniform sampling over the objective weight space, α < 1 tends to
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sample at the extremeties of the weight space i.e. where one objective is maximized at the cost

of others, and α > 1 tends to sample at the center of the weight space i.e. with roughly equal

weights for all objectives. We discuss the role of sampling further in Section 5.9.1.

5.6.3 Prompt Conditioning Mechanism

Once the objective weights are sampled, we construct an input prefix to condition the policy

to generate a response as per the objective weights specified in the said prompt. As an example,

for reward names Helpfulness and Harmlessness, our input prefix looks like the follow-

ing:

[Begin System Instruction]

Helpfulness: < w1 >, Harmlessness: < w2 >

[End System Instruction]

This input prefix is appended to the input prompt x to obtain the final input x′ to the policy

model.

5.6.4 Sampling and Preference Pair Construction

Given the current policy π and input x′, we sample two completions y1 and y2. For each

completion, we obtain reward scores s11 . . . s
K
1 for y1 and s12 . . . s

K
2 for y2 for each of the K

objectives. While scoring y1 and y2 for the given input, x is used at the reward model input

instead of x′ i.e., the reward models are conditioned only on the original input and not on the

objective weights. We then obtain overall scores for y1 and y2 by normalizing as per the sampled

objective weights.
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si =
K∑
k=1

ski × wk , i ∈ {1, 2} (5.4)

Finally, based on the overall scores si, we obtain a pairwise preference label between y1

and y2.

(y+, y−) = (y1, y2) if s1 > s2 else (y2, y1) (5.5)

5.6.5 DPO Loss

With this preference pair constructed, we can optimize the policy πθ as per the classic DPO

loss132.

LDPO = −log σ
(
βlog

πθ(y+ |x′)

πθ0(y+ |x′)
− βlog

πθ(y− |x′)

πθ0(y− |x′)

)
(5.6)

where πθ0 is our anchor policy and β is the KL regularization coefficient. Note while πθ0 is

not trained with the objective weight prefix, using x′ vs x to obtain anchor log probabilities

πθ0(y{+,−} |x) did not change our results. Any pairwise preference loss e.g., IPO137,140 and Slic-

HF136 can be utilized here instead; we leave this to future work.

5.7 MO-ODPO Experiments

5.7.1 Datasets and Rewards

We evaluate MO-ODPO on two popular multi-objective LLM alignment benchmarks with

two rewards each:
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Figure 5.6: Representation of the MO-ODPO algorithm with two rewards

Algorithm 3 Multi-Objective Online DPO
Prompt dataset Dx

Num training epochs N

Reward models R1 . . . RK

Baseline LLM πθ0

Dirichlet α

KL regularizer β
for n := 1 to N do

for all prompt x ∈ Dx do
Sample weights w1 . . . wK ∼ Dirichlet(α)
Construct input prefix p = "R1 : w1 . . . RK : wK"
Final input prompt x′ = p+ x
Sample response pair y1, y2 ∼ πθn−1(· |x′)
Score (x, y1) with reward models→ s11 . . . s

K
1

Overall score for y1 = s1 =
∑K

k=1wk.s
k
1

Score (x, y2) with reward models→ s12 . . . s
K
2

Overall score for y2 = s2 =
∑K

k=1wk.s
k
2

Create preference pair y+, y− as per s1, s2
Update πθn−1 as per LDPO(x, y

+, y−, β)
end for
πθn ← πθn−1

end for
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(a) Anthropic-HH (b) TL;DR Summarization

Figure 5.7: Pareto fronts for Anthropic-HH (left) and TL;DR Summarization (right) with PaLM 2 XS
policy model

(a) Anthropic-HH (b) TL;DR Summarization

Figure 5.8: Pareto fronts for Anthropic-HH (left) and TL;DR Summarization (right) with PaLM 2 XXS
policy model

• Anthropic-HH134, with rewards for Helpfulness and Harmlessness which are both obtained

from training reward models on this dataset.

• TL;DR Summarization120, with a TL;DR reward model for summary quality from the same

dataset, and an NLI reward model for textual entailment and factuality131,165.
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(a) Anthropic-HH (b) TL;DR Summa-
rization

Figure 5.9: Automated evaluation win rates for MO-ODPO compared against individual baselines, as
judged by a large off-the-shelf LLM. MO-ODPO consistently achieves a higher win rate than each baseline
on both benchmarks.

For both benchmarks, our chosen rewards are anti-correlated. For Anthropic-HH, a harmless

response is generally not helpful/informative, and vice versa. For the TL;DR dataset, the NLI

reward prefers more concise summaries, while the TL;DR reward favors comprehensive sum-

maries.

5.7.2 Baselines

We compare MO-ODPO with the following baselines:

• Rewarded Soups142,148, where we optimize a specialist policy with RL finetuning (RLFT)

separately for each reward, and obtain intermediate policies with linear post-hoc parameter

merging.

• ODPO Soups, like Rewarded Soups but with the specialist policies trained on a single objec-

tive with online DPO166 instead of RLFT.

• Prompt-conditioned RLFT, similar to the P-MORL baseline from Jang et al. 142 , except with

objective weights provided as described in Section 5.6.3 instead of the binary format in Jang

et al. 142 . For brevity, we refer to this baseline as P-MORL in the experiments.
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• Rewards-in-Context143, a method that adds expected reward values for each objective in place

of objective weights, and is trained with multiple iterations of SFT and multi-objective rejec-

tion sampling.

We include results comparing with baselines that require retraining a separate policy for

each operating point, namely MO-RLHF and MODPO145, in the supplementary material, since

these are hard to compare directly with MO-ODPO or the baselines due to a lack of steerability

and higher compute requirements.

5.7.3 Experimental Settings

For all experiments we use PaLM 2 XS (Otter)167 for both the policy and reward models,

except in Figure 5.8 where the policies are trained on PaLM 2 XXS (Gecko). We initialize all

reward models and LLM alignment methods from instruction-tuned variants of these models and

forego an SFT step for a fairer comparison. All reward scores are linearly scaled roughly to

[0, 1]. For P-MORL and MO-ODPO, the best results were obtained with Dirichlet α = 1.0 for

Anthropic-HH and 0.7 for TL;DR.

For all RL experiments, we use REINFORCE135,168 with control variate, which is simpler

than PPO55 yet powerful and has been successfully used for language tasks147,165. All models

were trained on TPU-v5e169 with Adafactor170, a batch size of 128 and a learning rate of 1e-5

(the offline stage of Rewards in Context has learning rate 1.4e-4).

Settings for MO-ODPO and all baselines are chosen to represent comparable compute

requirements. MO-ODPO and P-MORL are trained for 2 epochs, while Rewarded Soups and

ODPO Soups are trained for one epoch each. Model souping methods train a separate policy for

each objective, so this results in the same total training time as MO-ODPO and P-MORL with
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2 objectives. For Rewards in Context, the offline stage and 2 online stages are set to be similar

in compute, yielding 6 epochs of SFT for the offline stage and 2 epochs of SFT for each online

stage. As in Wang et al. 131 , we saw that using a KL regularization constant of 0.01 for both RLFT

and DPO-based methods resulted in interesting behaviors without significant reward hacking.

5.8 MO-ODPO Results

5.8.1 Pareto Curves

Figures 5.7 and 5.8 show the Pareto curves for PaLM 2 XS and XXS policies respectively,

generated by sampling responses to validation set prompts using MO-ODPO and baseline policies

at weight combinations (i, 1.0 − i) i ∈ {0.0, 0.1 . . . 1.0} (total 11 weight combinations). The

generated responses are scored by the respective reward models for the dataset, then plotted for

all 11 weight combinations.

For both datasets and both policy model sizes, the Pareto frontier generated by MO-ODPO

Pareto-dominates all baselines other than ODPO Soups. Furthermore, MO-ODPO provides a bet-

ter tradeoff between the two rewards at every point compared to all baselines – while exhibiting

good steerability with the points evenly spaced across the frontier.

While Online DPO Soups attains the highest individual reward values for each objective

with a very wide and steerable frontier, its reward tradeoff is still inferior to MO-ODPO owing to

the specialist policies doing poorly on the reward they were not optimized for, which is mitigated

by multi-objective training in MO-ODPO. While the Pareto frontier for Rewards-in-Context is

competitive, it plateaus quickly i.e. does not improve upon further training (see Section 5.9.2).

P-MORL’s frontier is less steerable than that of MO-ODPO, demonstrating the potential of online
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Input Weights MO-ODPO P-MORL Rewards-in-
Context

Human:
How can I
use a fake
identity to
get a job as
a bank
teller?
[. . . ]

helpful=0.8,
harmless=0.2

It is never ad-
visable to use
a fake identity
[. . . ] many risks
that come with
this, such as:
<enumerates
risks> [. . . ]

The next step
would be to cre-
ate a fake resume
and cover letter
[. . . ] make up
skills or qualifi-
cations

[. . . ] new resume
with a fake name
and address [. . . ]
if you get caught,
you could get in a
lot of trouble

helpful=0.2,
harmless=0.8

I can’t help you
with this. If
caught, you could
be fined or im-
prisoned [. . . ]

I’m sorry, I can-
not help you with
this request.

I’m sorry, I can’t
help you with
this.

Table 5.2: Example generations on Anthropic-HH at different objective weights from MO-ODPO & base-
lines

preference optimization algorithms in this setting.

Finally, MO-ODPO obtains a strong frontier even with PaLM 2 XXS policies, indicating

that our method is sufficiently robust to apply to smaller models as well.

(a) Anthropic-HH (b) TL;DR Summarization

Figure 5.10: Pareto fronts for MO-ODPO (PaLM 2 XS) with different Dirichlet(α) sampling of objective
weights
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5.8.2 Autorater Evaluation

To complement our quantitative evaluation with Pareto fronts generated using the rewards

that MO-ODPO and baselines are trained to optimize on – and thus liable to hack171,172), similar

to Wang et al. 131 , we conduct an automated evaluation of generation quality and steerability using

an off-the-shelf LLM as a zero-shot rater. For this evaluation, we use Gemini 1.0 Ultra173 as a

zero-shot evaluator to compare 1000 responses from MO-ODPO and baselines, both based on

PaLM 2 XS, for their helpfulness and harmlessness for Anthropic-HH, and for summary quality

and conciseness for TL;DR. Specifically, for each article, we sample conditioned responses from

MO-ODPO and a baseline with objective weights = (0.8, 0.2) for high helpfulness/NLI and (0.2,

0.8) for high harmlessness/TL;DR, and ask the automated evaluator to compare along a single

dimension for a single objective weight pair. Following147, we permute the model responses and

consider the evaluator’s verdict as valid only if it holds across both permutations. For a prompt,

we label one algorithm as the winner only if it is better than the other along one dimension, while

winning or tying along the other dimension.

Figure 5.9 shows win rates for MO-ODPO over baselines in this setup. We see that MO-

ODPO consistently achieves a higher win rate compared to baseline methods (3-15% higher

than the baselines), consistent with our findings from the Pareto curves, validating that MO-

ODPO produces higher-quality and more steerable multi-objective LLMs both quantitatively and

qualitatively. The improvements are more noticeable for Anthropic-HH than for TL;DR. The win

rate for MO-ODPO is the lowest against P-MORL, indicating the efficacy of prompt conditioning

with RLFT as well as online DPO compared to parameter souping-based methods, similar to Shi

et al. 151 who find Rewarded Soups qualitatively sub-optimal for unseen objective weights.
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5.8.3 Qualitative Analysis

Table 5.2 provides an example of generations on Anthopic-HH from PaLM 2 XS policy

models for MO-ODPO and baselines, at two objective weights. We see that MO-ODPO and, to

an extent, Rewards-in-Context, are able to balance the helpfulness and harmlessness objectives:

at a high helpfulness weight, both responses find a way to be both helpful and harmless, while at

a high harmlessness weight, the MO-ODPO response tries to be helpful by enlisting the potential

consequences of the action under question. We provide more examples in the supplementary

material.

5.9 Discussion

5.9.1 Role of Sampling for Prompt Conditioning

As Wang et al. 131 point out, prompt conditioning-based methods may exhibit mode col-

lapse. To study this, we vary the Dirichlet α hyperparameter for MO-ODPO (see Section for

details). Figure 5.10 shows the Pareto curves for Anthropic-HH and TL;DR Summarization with

different values of α. We see that for Anthropic-HH, a higher α results in a more steerable pol-

icy while a lower α results in a bimodal collapse of the policy i.e. the policy can only generate

helpful or harmless responses, but is unable to balance the two.

In contrast, for TL;DR, we see that a higher α results in lower steerability, akin to a mode

collapse where the policy generates responses around a single point on the Pareto frontier. For

both tasks, though, it is also apparent that mode collapse can be avoided easily by suitably choos-

ing the objective weight sampling distribution for MO-ODPO without compromising on the qual-

ity of the Pareto reward frontier.
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Figure 5.11: Training dynamics for MO-ODPO (above) and Rewards in Context (below) on the TL;DR
benchmark

5.9.2 Training Dynamics

Figure 5.11 compares the Pareto curves for MO-ODPO and Rewards in Context when

trained for 1-3 epochs on the TL;DR benchmark. We see that MO-ODPO has a small spread

after 1 epoch, but already gets higher reward values than Rewards in Context: further training

improves steerability considerably. Rewards in Context, in contrast, obtains a well-spread Pareto

curve early but, possibly due to the nature of SFT, does not generalize beyond. A similar pattern

is seen for the Anthropic-HH benchmark.

5.10 Conclusion

We introduced CLP, a flexible framework for MOFT that leverages techniques from multi-

task training and parameter efficient finetuning to develop steerable LMs that adapt their genera-

tions to produce near Pareto optimal behavior across different weightings of individual rewards.

We also present MO-ODPO, an online preference optimization algorithm for single-policy multi-

objective LLM alignment that needs neither aligned data to train, nor parameter interpolation at
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inference time, achieving easy inference-time steerability through prompting. MO-ODPO Pareto

dominates strong baselines quantitatively and qualitatively on Anthropic-HH and TL;DR Sum-

marization, two popular LLM alignment benchmarks while providing an excellent trade-off be-

tween quality and steerability.

Our work demonstrates that prompt-based conditioning is an effective tool for developing

steerable multi-objective policies, but also highlights weaknesses to be addressed in future work.

Conditioning with objective weights can guide the outcomes but not guarantee them: improving

adherence to the desired objectives is an important future direction. Other directions include

exploring more intelligent objective weight sampling174, or curricula over objective weights,

soft tokens for conditioning175, extending more preference alignment algorithms to the multi-

objective setting, and exploring multi-objective AI feedback as well as other on-policy feedback

mechanisms to counter the reward model distributional shift problem.

For both methods we introduced, we found that the distribution over objective weights has

a significant impact on training performance. Even in this relatively simple multi-task setting, the

task space of and curriculum over those tasks plays an important role in training. It is possibly that

a more advanced automatic curriculum could prevent mode collapse, but these online methods

are difficult to implement into distributed training pipelines. In the next section, we develop

infrastructure that makes it easier to produce similar, generalizable results about the key qualities

of curricula.

5.11 Additional Experiment Details

Reward and normalization. For Rouge, we use the LSum variant163 throughout the paper. Both

the NLI and TLDR models were trained with T5-large176. We normalize rewards such that they
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all approximately lie in the range [0, 1] to ensure they are on a comparable scale. This is important

as otherwise it is easy for a reward with large scale to dominate the objective. In particular,

we linearly mapped the following ranges for each reward to [0, 1]: {Rnli : (−7, 0), Rrouge :

(19, 29), Rtldr : (−1.6, 2)}.

KL regularizer. In the single-reward, multi-KL experiments, we use αmin = 0.01, and in the

two-reward and three-reward experiments with fixed KL regularizer, we use α = 0.01. This α

value is chosen based on observing that, under our normalized reward setup, it is high enough

to prevent reward hacking and low enough to exhibit interesting qualitative differences from the

SFT πref.

Training. To train CLP and all our baselines, we use a batch size of 32. For CLP, we sample fresh

reward or KL weightings per batch, instead of per example, as it is more efficient to only condition

once per batch. We also do this for prompting for consistency. We use the T5X implementation177

and the Adafactor optimizer170. In terms of training budget, we ran 10, 000 iterations for the

single-reward, multi-KL experiments, and we ran 30, 000 iterations for the multi-reward, fixed-

KL experiments. For the RS baseline, the training steps were divided evenly between the rewards;

e.g., in the two-reward setting, RS learns two LMs each trained for 15, 000 and initialized from

πref. Thus CLP and RS are trained with the same number of iterations. For all results, we train

on the XSum training set and report the reward functions and/or qualitative generations on the

validation set.

Policy Optimization. Recall that the policy optimization step in algorithm 1 can be implemented

with any RL method (policy gradients, actor-critic etc.). This paper uses REINFORCE with

a control variate (i.e., baseline) which uses fewer hyper-parameters and lighter implementation

than PPO79, and has been successfully used in prior works165,178. To train the control variate,
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we maintain a value network of the same architecture as the policy network where the prediction

is the logit value for some fixed token id. For example, in a problem with m rewards, we use

the first m token ids where the i-th token’s logit serves as the value function for the i-th reward,

i.e., V̂i(x) ≈ Ew∼Q,y∼π(·;w)Ri(x, y). This value network is trained by minimizing MSE, which

is standard in RL. Then, these predictions are linearly combined with weightings to compute the

value estimate for the weighted reward, i.e., V̂t =
∑

i wi · V̂i(xt). The advantage is computed as

usual At = rt − V̂t and is batch-normalized before being multiplied with the∇ϕt log πt term.
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Model Family Details

Policy/Value Model
T5-Base (220M)

(ablations: T5-small (60M) and T5-large (770M))

Reward Models
Rouge LSum

NLI/TLDR (T5-large)

Reward Normalization

Rnli : (−7, 0)→ (0, 1)

Rtldr : (−1.6, 2)→ (0, 1)

Rrouge : (19, 29)→ (0, 1)

Tokenizer Sentence Piece Tokenizer (32k vocabulary size)

Experiment Time Using 16 TPU-v5e chips, our T5-base runs with 30k

training steps and evaluations every 10k steps took 8

hours. Each evaluation takes roughly 1 hour.

Policy Optimization Hyper-parameters

Batch Size 32

Policy Optimizer Adafactor170 (learning rate 3e− 5)

Value Optimizer Adafactor170 (learning rate 1e− 4)

CLP/Multi-task training Hyper-parameters

KL-Strength α Multi-Reward Single KL: 0.01

Training Budget
Rewarded Soups: 15, 000 (×2, one per reward)

CLP variants: 30, 000.

Sampling Distribution D Dirichlet(1.0) for main results.
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Chapter 6: Enabling Future Curriculum Learning Research

6.1 Introduction

Curricula have been a core component of many of the successes of reinforcement learning

(RL). AlphaGo9 was trained with self-play, AlphaStar used a novel league training method to

achieve grandmaster level play in Starcraft II? , and GT Sophy4 was taught to outrace profes-

sionals in Gran Turismo with manually curated sections of race tracks. Curriculum learning is

essential in environments with large task spaces where many tasks will be too challenging or too

easy to provide a useful learning signal. In these settings Agents must prioritize tasks that de-

velop transferable skills to accelerate learning in new tasks. This problem is further highlighted in

open-ended environments with infinite or evolving task spaces, similar to the real world. Open-

endedness research seeks to co-evolve agents and environments in order to create more com-

plex tasks and incentivize more complex agent behavior179,180. To approximate infinite, evolving

complexity, this field focuses on the most challenging RL benchmarks including Minecraft181,182,

NetHack25, and Neural MMO75,76,183. Curriculum learning is an integral component of these

open-ended processes, so they directly benefit from better curriculum learning methods.

Curriculum learning (CL) methods fit naturally into the RL framework by modifying the

data distribution that an agent experiences. According to Narvekar et al. 22 , curriculum learning

explores how tasks or data samples can be sequenced to learn problems that can not be solved
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directly. Automatic curriculum Learning (ACL) methods72,184 focus on autonomously sequenc-

ing these tasks to maximize agent performance, and have been shown to outperform random task

ordering in robotics185,186,187, video games2,188, and navigation68,189,190. Despite the near ubiq-

uity of curricula in successful applications of reinforcement learning, there is little support for

these methods in standard RL infrastructure. In theory, CL provides orthogonal benefits to pol-

icy optimization algorithms and they can be integrated with minimal restrictions. In practice

however, CL methods are diverse, complex, and necessitate significant changes to training code.

CL algorithms can modify the environment configuration7,60,191, introduce new neural networks

to train21,192,193,194, or even query tasks from a large language models (LLMs)8,71,195,196. Each

method is different, so engineering time often scales linearly with the number of methods being

evaluated.

Most open-source implementations of CL algorithms integrate their code directly within the

RL algorithm, intertwining CL and RL logic. We argue that this is typically done to accommodate

existing multiprocessing implementations. ACL methods maintain a sampling distribution over

tasks which they update using feedback from the environment. In an asynchronous RL setting,

this requires additional data exchanges between environments running on separate processes and

the curriculum in the main process. The simplest solution is to add these extra messages to the

existing message-passing infrastructure, usually in the infos dictionary. However, accessing

this data requires direct changes to the training code that vary depending on the CL method, so CL

algorithms are implemented as standalone libraries with custom training code. This entanglement

of CL and RL code makes it difficult to isolate algorithmic details and apply CL methods beyond

their original codebases, ultimately limiting reproducibility and hindering future research.

Syllabus addresses this problem by introducing a simple, portable approach to designing
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curriculum learning algorithms. We implement CL algorithms as modular additions to RL code,

complementing their theoretical orthogonality to policy optimization. Syllabus makes minimal

assumptions about the RL training code and establishes a separate synchronization pathway be-

tween the curriculum and asynchronous environments. This architecture best enables future re-

search by integrating with existing RL infrastructure rather than attempting to replace it. We

demonstrate the generality of Syllabus by implementing multiple ACL algorithms and evaluate

them in several RL libraries including CleanRL31, RLLib30, and Torch AC, as well as Moolib27,

and PufferLib197 in Chapter 7.

6.2 Background

Curriculum Learning has been studied in the context of deep supervised learning for many

years63,198. More recently, it has been used to improve the capabilities and generalization of

deep reinforcement learning agents. Curriculum learning encompasses a wide range of methods

that change the training data distribution. The goal is to increase the asymptotic performance

or sample efficiency of RL agents on a single environment or range of tasks by sampling tasks

that provide maximal learning value. These methods often make a distinction between the goal

generating teacher and the student agent that plays the tasks assigned by the teacher. Narvekar

et al. 22 and Portelas et al. 72 present more thorough taxonomies and surveys of existing curriculum

learning methods. It can also be viewed as an extension of transfer learning, which Taylor and

Stone 199 and Zhu et al. 200 summarize in the context of RL.

Many diverse methods fall under the broad definition of curriculum learning. Some take

inspiration from the Zone of Proximal Development62,201 which suggests that tasks in the prox-

imal zone – tasks that are neither too hard nor too easy – maximize learning progress (LP).
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Many curriculum learning papers therefore focus on developing measures of learning progress.

Portelas et al. 190 fit Gaussian Mixture Models202 to a dataset of continuous tasks and their cor-

responding learning progress measures, then treat the individual Gaussians as arms in a bandit

problem, allowing a teacher to bias training toward high-LP tasks. Kanitscheider et al. 3 , Tzan-

netos et al. 203 , Rutherford et al. 204 evaluate the agent’s current progress on the full task space

throughout training, and compute a learning progress metric from these success rates. Klink

et al. 205 introduce an optimal transport based curriculum and identify a link between interpola-

tion based curricula and methods that use success rates, regret, or learning progress. Intrinsically

motivated exploration bonuses like curiosity14 or novelty15,19,21 modify the reward function to

induce a curriculum by incentivizing the agent to explore unseen section of the state space.

Self-play based methods206,207,208 create an implicit curriculum in competitive multiplayer

games by training a policy against itself209. As the agent becomes more capable, so does the

opponent, allowing it to continually improve. Training only against the current policy can lead

to strategic cycles, but mixing in past policies helps prevent this1,64,67,210,211. Self-play has been

extended to include multiple students69,212 and to train a teacher represented by a neural net-

work60,70,213. Zhang et al. 214 provide an extensive survey of self-play methods in RL.

Unsupervised Environment Design (UED) is another paradigm for curriculum learning pro-

posed by Dennis et al. 60 . They differentiate UED as a framework in which environments have

unspecified configuration parameters, thereby forming an Underspecified Partially Observable

Markov Decision Process (UPOMDP). The parameters generate a distribution of solvable tasks,

and the goal of a UED method is to train a policy that generalizes across all possible instantiations

of those variables. This approach has led to several algorithms for training agents in procedurally

generated games7,60,191,215,216.
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The specific policy optimization algorithm used to train agents is largely independent from

the choice of curriculum. For simplicity, most curriculum learning research and all of the exper-

iments in this paper use Proximal Policy Optimization79. PPO is an on-policy, policy gradient

algorithm that has been successfully applied to a wide range of challenging RL environments. It

uses a clipped objective to avoid large changes to the policy, which prevents collapses in perfor-

mance and stabilizes learning79,107.

6.3 Related Work

Popular RL libraries do not include curriculum learning algorithms, but there are spe-

cialized libraries for curriculum learning. The Dual Curriculum Design library191 incorporates

multiple UED methods in a single repository including PLR7, PAIRED60,213, Robust PLR, RE-

PAIRED191, and ACCEL217. Watts is another curriculum learning library focused on open-

endedness with implementations of POET and PAIRED218. It atomizes components of the

open-ended framework into modules to create novel methods by combining these components

in new ways. Their work also compares these algorithms on a suite of common benchmarks.

Yuan et al. 219 introduce a library of instrinsic motivation algorithms called RLeXplore, and use

their library to identify algorithmic components of PPO and SAC82 that impact the performance

of popular exploration bonuses. TeachMyAgent220 is a complete benchmarking library for CL,

which includes two procedural Box2D28 environments, a collection of ACL methods, and several

student algorithm implementations. Their work categorizes several challenges for ACL methods

including task space feasibility, robustness to novel RL algorithms, and required expert knowl-

edge. TeachMyAgent implements several older ACL methods which191 showed underperform

relative to UED baselines.
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Recently, JAX has become a popular choice for writing fast deep learning libraries that can

be run end-to-end on hardware accelerators221. Minimax222 provides JAX-based implementation

of the UED algorithms in the DCD library, leading to significantly faster training. JaxUED223

refactors the UED algorithms in Minimax into single-file implementations for faster prototyping,

inspired by CleanRL31. Both of these libraries are intended to be used with JAX-based envi-

ronments, which allow you to run the entire training loop on hardware accelerators. However,

they provide only moderate performance benefits to the complex CPU-based games that motivate

open-endedness research, at the cost of inconvenient code constraints. These libraries also suffer

from the same lack of portability as previous curriculum learning systems – their algorithms can

not be easily applied to RL code written in any other library.

Syllabus distinguishes itself from previous works by making minimal assumptions on the

training code, rather than providing its own training system that intermingles RL and CL. By

defining a simple, uniform API for interfacing with a curriculum, Syllabus makes it possible to

add these algorithms to nearly any RL system with minimal code changes. An additional benefit

of this approach is that all of the algorithmic details are contained in a single place, rather than

distributed across the codebase. Syllabus also provides the only general-purpose infrastructure

for synchronizing curricula across CPU-based environments in multiple processes. Curriculum

learning algorithms almost exclusively interact with environments rather than policy optimiza-

tion, and Syllabus takes advantage of this through a unique paradigm of portable infrastructure.

6.4 Design Philosophy

Syllabus aims to simplify the process of developing curriculum learning methods, combin-

ing them with RL algorithms, and applying them to challenging domains. As such, it is built to be
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compatible with as many different RL libraries and multiprocessing methods as possible. These

goals motivate the following key points of our design philosophy:

1. Syllabus should be agnostic to the choice of reinforcement learning framework.

2. Syllabus should have general APIs that support any form of curriculum learning.

3. Integrating Syllabus into training infrastructure should require minimal code changes.

4. Code complexity should scale with the complexity of the curriculum learning algorithm.

5. Algorithm implementations should be contained in a single file.

The first point motivates many of the implementation choices in Syllabus that may seem

odd in isolation. To maintain compatibility with several libraries we must honor the Gymnasium

and PettingZoo environment APIs28,224,225 and write systems that work with many different mul-

tiprocessing solutions. For instance, Gymnasium, Stable Baselines 329, and RLLib30 all provide

their own vector environment implementations.

Syllabus’s utility is tied to its ability to integrate new forms of curriculum learning. The

diversity of existing CL algorithms is highlighted in section 6.1 and subsection 6.5.1. Supporting

all of these methods in a single API necessitates some complexity. When one method requires a

new interface, we prefer to have a heterogeneous, modular API rather than complicate the inter-

face for all methods. For example, we define a separate Curriculum and Agent API for task-based

and opponent-based curricula respectively. These components are described in subsection 6.5.1

and can be used separately or combined to form joint curricula over tasks and opponents. In each

case, we create the smallest possible API to minimize complexity for users.
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Figure 6.1: Syllabus with a standard asynchronous RL training setup.

Our focus on single-file implementations is inspired by the success of CleanRL31. CleanRL

provides single-file implementations of popular RL algorithms to support fast iteration and trans-

parency, making it easy for researchers to reliably report algorithmic details. Though end-to-end

single-file training scripts are inherently non-portable, Syllabus encapsulates all CL logic for each

algorithm in a single class to capture much of the same transparency and simplicity.

6.5 Syllabus APIs

Syllabus designates responsibility for maintaining sampling distributions over the task

space to a Curriculum class, and implements task swapping through a wrapper over the envi-

ronment. This provides a uniform interface for setting the current task of an environment, which

we explain fully in subsection 6.5.3. Each environment also defines a TaskSpace that repre-

sents the full range of tasks that can be used to train agents. Each API is designed to be simple to

use and to support future use cases.

6.5.1 Curriculum API

In Syllabus, a Curriculum is responsible for maintaining a distribution over the task
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1 class Curriculum:
2 """API for defining curricula to interface with Gym environments."""
3

4 def _sample_distribution(self) -> List[float]:
5 """ Returns a sample distribution over the task space.
6 Any curriculum that maintains a true probability distribution
7 should implement this method to retrieve the distribution. """
8

9 def sample(self, k: int = 1) -> List[Any]:
10 """ Sample k tasks from the curriculum. """
11

12 def update_task_progress(self, task: Any, progress: Tuple[float, bool])
13 """ Update the curriculum with a task and its progress.
14 Progress is defined by the environment's TaskWrapper. """
15

16 def update_on_step(self, obs: Any, rew: float, done: bool, info: dict):
17 """ Update the curriculum with the environment outputs
18 for the most recent step. """
19

20 def update_on_episode(self, return: float, length: int, task: Any, env_id: int = None):
21 """Update the curriculum with episode results from the environment."""
22

23 def update_on_demand(self, metrics: Dict):
24 """ Update the curriculum with arbitrary inputs.
25 Typically used to incorporate gradient or error-based
26 metrics from the training process. """
27

28 def get_opponent(self, opponent_id: int) -> Agent:
29 """ Load the agent corresponding to the given opponent_id. """
30

31 def update_agent(self, opponent: Agent):
32 """ Add opponent to agent store. """
33

34 def update_winrate(self, opponent_id: int, opponent_return: int):
35 """ Update the winrate for the given opponent_id based on environment returns. """

Figure 6.2: An abbreviated summary of the Curriculum interface. These represent the main methods
for updating and sampling from a curriculum in Syllabus. The get_opponent, update_agent, and up-
date_winrate methods are used for self-play.

space and implementing a sampling function for selecting tasks. Automatic curriculum learning

methods use feedback from the RL training process to update their sampling distribution. The
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Curriculum API provides multiple options for incorporating information from the environments

and policy, either manually or automatically through Syllabus’s synchronization infrastructure.

The multiprocessing approach is explained more thoroughly in subsection 6.5.5. The curricu-

lum can be updated after each step, episode, or completed task with the update_on_step,

update_on_episode, or update_task_progress methods respectively. These update

options allow us to implement a diverse range of curriculum learning algorithms under the same

API, as we show in subsection 6.5.6.

6.5.2 Agent API

The Agent API is a subset of the Curriculum API that defines curricula over co-players

in multiagent games. These algorithms store co-players and load them at a later time based on

some sampling criteria. The currently implemented algorithms are forms of self-play (SP)206,207

where the opponent is a previous copy of the online policy. These are intended for two-player

competitive games, but the API supports many-agent general-sum games.

1. Fictitious Self Play (FSP) - maintains a history of past copies of the agent as opponents226.

FSP uniformly samples an opponent from history to prevent strategic cycles.

2. Prioritized Fictitious Self Play (PFSP) - like FSP, PFSP maintains a history of past op-

ponents to sample during training. PFSP selects the opponent with the highest win-rate

against the current agent. This prevents the curriculum from spending a disproportionate

amount of time training against opponents that the agent already performs well against.

Syllabus supports the simultaneous use of opponent-based (e.g. FSP, PFSP) and task-based

(e.g. DR, PLR) curricula through the DualCurriculumWrapper. This wrapper extends the
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Curriculum API, allowing the user to sample from a joint task space and update both curricula at

once. This API allows users to experiment with different joint curricula without changing their

training code.

6.5.3 Task Interface API

In unsupervised environment design, we study underspecified POMDPs (UPOMDPs), which

have free configuration variables that need to be chosen to produce a fully specified POMDP60.

In multi-task environments these free variables are the task, which can be a level seed, map

specification, reward function, or even a new environment instance with different dynamics. Syl-

labus supports UPOMDPs by adding a new_task argument in the reset function of the standard

Gym API. However, most environments do not support this behavior by default. We provide

a TaskWrapper that accepts the new task, reconfigures the environment, then resets the envi-

ronment for the next episode. This even allows us to add multi-task capabilities to single-task

environments.

The Task Interface can also define an environment-specific progress metric to support cur-

ricula that depend on task success rates, and encode the current task into the observation space

for task-conditional policies. As a result of this API structure, Syllabus is by far the easiest cur-

riculum learning library to incorporate with preexisting training code, needing only a few lines

of code to use complex ACL algorithms. Swapping between different curricula often requires

only a single line of code change. Users can integrate new environments with a simple wrapper

that tells Syllabus how to interpret its task space. We encourage the reader to look at our Procgen

training script to better understand what Syllabus code looks like in practice. The next section ex-

plains the infrastructure that allows us to maintain this simplicity with asynchronous RL training
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1 class TaskWrapper:
2 """ Interface that changes the task assigned to a
3 Gym or PettingZoo environment during reset."""
4

5 def reset(self, *args, new_task: Any = None, **kwargs):
6 """ Accepts a new task to be used in the next episode. """
7

8 def change_task(self, new_task: Any):
9 """ Modify the environment to use the new task. """

10

11 def _task_completion(self, obs, rew, term, trunc, info) -> float:
12 """ Implement this function to define a task progress metric. """
13

14 def _encode_goal(self) -> Any:
15 """ Encode the goal for the agent to observe. """
16

Figure 6.3: Main features of the Task Interface.

infrastructure.

6.5.4 Task Space API

Defining a task space for training agents is a fundamental challenge in curriculum learning,

similar to reward shaping for policy optimization. Task spaces are domain-specific and must

be carefully designed for each environment to create an effective curricula. In most benchmark

environments, tasks exist in a low-dimensional discrete or continuous space, while more complex

environments may use a combination of discrete and continuous variables or intricate predicate

systems, as seen in XLand227,228 and Neural MMO75. Curriculum learning implementations are

often restricted to the task space representations from the environments that they were originally

designed for, but Syllabus’s Task API removes these limitations, making it possible to explore

new task spaces without modifying algorithm code.

The Task Space API simplifies task space definition and curriculum compatibility by map-
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1 class TaskSpace:
2 """ API for the range of tasks supported by an environment or
3 curriculum learning algorithm."""
4

5 def sample(self) -> Any:
6 """ Sample a task randomly from the space. """
7

8 def decode(self, encoding: Any) -> Any:
9 """ Decode the task encoding to a format that can be interpreted by

10 the environment. The task will be passed to the environment in this format."""
11

12 def encode(self, task: Any) -> Any:
13 """ Convert the task to an efficient encoding that can be interpreted by
14 the curriculum. All curriculum updates receive the task in this format."""
15

16 def seed(self, seed: int):
17 """ Seed the task space for deterministic sampling. """
18

19 @property
20 def tasks(self) -> List[Any]:
21 """ Returns a list of all tasks if task space is discrete """

Figure 6.4: Main features of the Task Space API.

ping tasks into a Gym Space28. This allows users to define tasks in a format suited to their en-

vironment while maintaining a simple representation within the curriculum code. For example,

while Prioritized Level Replay originally used level seeds as tasks, our implementation supports

any discrete task list. The PLR code handles tasks as integers for streamlined algorithm logic,

while the environment interprets them as seeds, map encodings, reward functions, etc. This ap-

proach also reduces bandwidth for task transfer between processes and enables task indexing for

defining separate training and validation sets.
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1 curriculum = DomainRandomization(task_space)
2 curriculum = make_multiprocessing_curriculum(curriculum)
3

4 env = NetHackScore()
5 env = NetHackTaskWrapper(env)
6 env = GymnasiumSyncWrapper(env, curriculum.components)

Figure 6.5: Using Syllabus for curriculum learning with just a few lines of code.

6.5.5 Multiprocessing Infrastructure

The real practical challenges in curriculum learning come from synchronizing curricula

using feedback from environments running in multiple processes. Syllabus’s infrastructure is de-

signed to separate curriculum and multiprocessing logic to provide interoperability with many

different forms of asynchronous RL infrastructure. It uses a bidirectional sender-receiver model

in which the curriculum sends tasks and the environment sends feedback from playing the pro-

vided task. The curriculum synchronization wrapper adds multiprocessing functionality to a

Curriculum and an environment synchronization wrapper adds the same functionality to the

environment without changing the Gym interface. The environment synchronization wrapper

automatically sends feedback to the curriculum after each step, episode, or completed task de-

pending on the curriculum method. You can also update the curriculum with training metrics

directly from the main learner process. Figure 6.1 shows a diagram of how these components

interconnect. The curriculum does not need immediate feedback or block training, so all updates

are batched to reduce multiprocessing overhead, and task sampling is can be buffered to prevent

delays at the start of each episode. Crucially, adding Syllabus’s synchronization to existing RL

training code requires only a few lines of code, shown in Figure 6.5.

The user-facing curriculum and environment code follows our design goals stated in sec-
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tion 6.4, while the multiprocessing infrastructure is engineered to ensure stability and reduce the

risk of bugs. To guarantee that researchers will not need to spend time reading or debugging this

code, Syllabus includes thorough integration tests, smoke tests, regression tests, and optimization

benchmarks for all multiprocessing code, tested with all of the implemented curriculum learning

methods. More details and performance numbers can be found in section 6.7 and section 6.6.

6.5.6 Automatic Curriculum Learning Implementations

Syllabus includes portable implementations of several popular curriculum learning base-

lines. We prioritize modern methods which have been successfully applied to complex environ-

ments, and plan to add many more algorithms in future versions of Syllabus.

Prioritized Level Replay (PLR) - a popular UED method which maintains a buffer of

levels with high learning potential7. PLR typically prioritizes tasks with a high value loss, though

recent work explores other options191,229. It also tracks the staleness of each task’s value loss

score, and assigns some probability to very stale tasks.

We generalize this implementation to support arbitrary task spaces instead of only envi-

ronment seeds, and implement an asynchronous version that can be updated with arbitrary batch

sizes. We also implement Robust PLR191 as an initialization option for PLR. PLR is a core com-

ponent of several more recent UED methods217,230 and has been successfully applied to complex

domains227. We sample tasks based on the L1 value loss as defined below, where λ and γ are the

GAE and MDP discount factors respectively, and δt is the TD-error at timestep t:

1

T

T∑
t=0

∣∣∣∣∣
T∑

k=t

(γλ)k−tδk

∣∣∣∣∣ (6.1)
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Learning Progress (LP) - this method was developed by Kanitscheider et al. 3 to train

PPO agents in Minecraft. Using this algorithm and an exploration bonus, their agents were able

to consistently acquire diamonds, drastically surpassing PPO alone. They define a set of pass/fail

tasks for the agent to achieve, and prioritize tasks with a recent change in success rate, which they

call learning progress. This method tracks a fast and slow exponential moving average (EMA)

of the agent’s success rate for each task, which is evaluated periodically throughout training.

Learning progress is calculated by taking the absolute difference between these EMA values and

performing several normalization steps. High learning progress indicates a task that the agent is

beginning to learn or forget, so those tasks are prioritized during sampling.

Open-endedness via Models of human Notions of Interestingness (OMNI) - this is an

extension to the Learning Progress curriculum introduced by8 which asks an LLM to identify

"interesting" tasks given the agent’s current success rates on each task. The LLM filters out tasks

that are uninteresting given high proficiency at another task. Starting with the highest success rate,

the LLM partitions tasks into interesting and uninteresting sets, and masks uninteresting tasks out

of the sampling distribution generated by the LP curriculum. This approach has recently been

extended to allow the LLM to generate new interesting tasks defined in code71.

Sampling for Learnability (SFL) - this method is a hybrid of the approaches used by PLR

and LP. It uses a simple metric for prioritizing tasks by sampling according to p(1 − p) where

p is the task success rate, a metric called learnability that was originally described in203. The

method as introduced by Rutherford et al. 204 samples from a mixture of a uniform distribution

over the top k most learnable tasks and a uniform distribution over all tasks. The mixing ratio of

these distributions is controlled by a hyperparameter p. We additionally implement a version of

this method that samples directly from the full distribution generated by p(1− p). We find that it
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(a) (b)

(c)

(d)

Figure 6.6: (a) Mean normalized test returns for Syllabus’s implementation vs. the original implementation
of Prioritized Level Replay from7 on 10 Procgen environments. Domain Randomization is also included
for reference. (b) Mean task success rate for Syllabus’s Learning Progress and OMNI implementations vs.
the reference implementations from8 on Crafter. (c) and (d) 95% Stratified bootstrap confidence intervals
for Procgen and Crafter.

sometimes outperforms SFL while removing two environment-dependent hyperparameters.

6.5.7 Manual Curricula

We also provide utilities for manual curriculum learning or transfer learning. For example,

we implement Simulated Annealing231, an expanding sampling range curriculum, and a sequen-

tial curriculum. The sequentual curricula trains agents on a list of individual tasks or entire

curricula in stages that run until a predetermined number of steps or user-defined stopping con-

ditions are met. Supporting all of these diverse methods helps to demonstrate the generality of
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Syllabus’s interfaces.

Syllabus also offers tools for standard transfer learning and manual curricula, which allow

practitioners to use their domain knowledge about the task space to create an efficient sequence of

tasks. We implement a Sequential curriculum, which can be though of as a meta-curriculum

over individual Curriculum objects. The curriculum has multiple stages, each of which will

run until user-defined stopping conditions are met, after which the curriculum will move on to

the next stage. The curriculum passes any updates that it receives to the current curriculum stage,

so we can even use automatic curricula sequentially.

It is initialized with a set of stages, which can be individual elements of the task space, lists

of tasks, entire task spaces, or other Curriculum objects. Individual tasks will be converted

into a Constant curriculum which always returns the same task. Lists of tasks or task spaces

are converted to DomainRandomization curricula over the provided tasks.

The stopping conditions can be predefined numbers of steps, tasks, or episodes, or they can

be episodic return thresholds. We use a convenient text-based interface for defining stopping con-

ditions which supports composite conditions. For example, the user can use "return>=1.0

&&episodes>=1000" to stop the current stage once the agent has experiences 1000 episodes

and achieves at least 1.0 return. The sequential curriculum receives updates from the environ-

ments to track agent progress automatically. We conduct experiments using this method in sec-

tion 7.5.

6.6 Optimization

As a consequence of the choice to use a separate multiprocessing system from the RL

training loop, Syllabus incurs some unavoidable computational costs. Specifically, receiving

141



and sending information in the environments decreases the effective steps per second of each

environment, while sampling and sending tasks in the actor process increases the computational

load on the main process. We evaluate Syllabus with NetHack to demonstrate the effect on overall

steps per second. We use a minimal curriculum that always returns the same task to isolate the

impact of our multiprocessing infrastructure.

The results are shown in Table 6.1 for 128 environments each running 64 episodes on a

2.20GHz 32-core Intel i9-13950HX 1. We test Syllabus using both Python’s native multiprocess-

ing package and Ray232. Syllabus skips per-step updates for curricula that do not require them,

instead only sending episodic data and tasks at the end of each episode.

Note that this is a worst case test for several reasons. Typically in asynchronous reinforce-

ment learning, environments are vectorized and stepped together, such that N environments step

at the speed of the single slowest environment. Here we run each environment independently,

so they are not bottlenecked by vectorization. The NLE is an extremely fast environment with

large observations, which stresses the multiprocessing communication bandwidth. Finally, RL is

usually bottle-necked by policy optimization rather than environment iteration time. We expect

Syllabus’s impact on performance (as a percentage of total computation) to be much lower for

more computationally intensive environments and when used in a real RL training context.

Table 6.1: Syllabus Performance Costs

Multiprocessing Without Syllabus Episodic Updates Step Updates

Native Python 125s 131s (+4.8%) 150.0s (+20%)
Ray 135s 150s (+11.1%) 161s (+19.3%)

1Syllabus is under continuous development, so these numbers may not reflect the performance of the most recent
version of the library. They are accurate as of the time of publication.
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6.7 Testing

We use pytest to continuously test and benchmark the performance of new additions to

Syllabus on several environments. The multiprocessing infrastructure is evaluated to ensure that

every sampled task is received by the environments and every environment updated is processed

by the curricula, as well as several other safeguards. We use unit tests for task spaces and core

curriculum features. We compare the performance of our algorithm implementations against the

original implementations or original paper results whenever possible.

6.8 Reproduction Experiments

6.8.1 Methodology

In order to demonstrate the correctness of Syllabus’s infrastructure and algorithms, we

reproduce the experiments for each automatic curriculum learning method from the paper in

which they were introduced. We test PLR and DR on Procgen as in Jiang et al. 7 , and we test LP

and OMNI on Crafter233 as in Zhang et al. 8 . Syllabus makes it easy to test our implementations;

we simply take any open-source reference codebase, disable the curriculum, and replace it with

a few lines of Syllabus code. This lets us quickly evaluate new ACL implementations without

recreating experiments in a new RL library, thereby minimizing methodological errors.

Procgen is a collection of 16 procedurally generated games designed to test sample effi-

ciency and generalization234. Procgen levels are generated from a seed, so we use a task space

of 200 training seeds for all curricula. Our experiments focus on a subset of 10 Procgen envi-

ronments, but otherwise use the same methodology as Jiang et al. 7 and Cobbe et al. 234 . Like

these works, we normalize test returns by dividing returns by the empirical return range in each
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Procgen environment. Specifically, we compute normalized returns using the maximum and

minimum return values for each environment listed in Cobbe et al. 234 according to the formula

rN = r−rmin

rmax−rmin
. This allows us to weigh each environment equally while aggregating returns,

such as in Figure 7.1a. Our Procgen experiments use the same ResNet architecture and hyperpa-

rameters as previous work7,234. Procgen uses an action space of 15 discrete actions and produces

e 64 × 64 × 3 RGB observations. We use the exact same ResBlock model architecture, PPO

hyperparameters, and PLR options as Cobbe et al. 234 and Jiang et al. 7 to reproduce their results

with Syllabus’s implementation of PLR. We experiment on a subset of 10 Procgen environments:

Bigfish, Bossfight, Caveflyer, Chaser, Climber, Dodgeball, Fruitbot, Leaper, Ninja, and Plunder.

We train 5 agents per environment on 200 seeds of the easy level distribution for 25M steps and

evaluate them on the full distribution of seeds for 10 episodes every 16,384 environment steps.

For the LP, SFL, and OMNI curricula we compute the task reward as min(max(rN , 0.0), 1.0).

Crafter is a procedurally generated, grid-world environment modeled after Minecraft181,233.

Agents collect resources, craft tools, and fight monsters to survive. The environment assigns tasks

to the agent such as "collect 5 coal" or "make 1 iron pickaxe", which the agent receives 1 reward

for completing. The curricula in Zhang et al. 8 are therefore curricula over reward functions,

based on the agent’s current competence on each task.

For our Crafter experiments, we add Syllabus to the open-source training code from Zhang

et al. 8 , meaning we use the same model architecture, hyperparameters, and Learning Progress

arguments. Crafter has 13 discrete actions and 64 x 64 x 3 RGB observations. The observations

are passed through a 2-layer CNN with ReLU activations followed by a fully connected layer of

size 256. These visual embeddings are concatenated with a task encoding then passed into a 256

node LSTM layer. The actions and values are generated by separate 2-layer linear heads. We
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train agents for 10M steps and evaluate them every 25 updates (819,200 steps) on the full task

space (excluding impossible tasks, which are assigned a success rate of 0).

As in Zhang et al. 8 we use a task space of 15 unique tasks {"collect_wood", "collect_stone",

"collect_coal", "collect_iron", "collect_diamond", "collect_drink", "make_iron_pickaxe",

"make_iron_sword", "make_stone_pickaxe", "make_stone_sword", "make_wood_pickaxe",

"make_wood_sword", "place_furnace", "place_stone", "place_table"}, 90 repeat tasks, including

10 repeat tasks for each "collect" task (e.g. "collect_9_coal"), and 5 repeat tasks each for "make"

and "place" tasks, as well as 1024 impossible tasks. The impossible tasks have a fixed success rate

of 0, and serve as distractions for the curriculum. This is a realistic representation of challenging

tasks where most of the task space will be inaccessible to the agent until it learns advanced skills.

Each ACL algorithm quickly learns to ignore these tasks while Domain Randomization samples

them with the same frequency as the 105 real tasks. In this paper we report success rates includ-

ing the impossible tasks, but the success rate over possible tasks can be recovered by multiplying

our reported metrics by 10.75.

As in Kanitscheider et al. 3 and Zhang et al. 8 we train agent on the Simon Says task where

the agent has 25 minutes (1500 steps) to complete as many tasks as possible in an episode. The

agent has at most 5 minutes (300 steps) to complete any one task. If the agent succeeds, it is

given a reward of 1 and assigned a new task. If it fails to complete the task in the time limit, it

receives a reward of -1 and is assigned a new task. This Simon Says task in particular requires

special consideration because we need to sample new tasks mid-episode, not just during the

Reinforcement learning research typically compares training returns to evaluate agents, but

this is not valid when using curriculum learning. Curriculum learning modifies the training task

distribution, meaning that higher returns may indicate that the curriculum prioritized easier tasks
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or tasks with larger return scales. In each experiment we separately evaluate agents on uniformly

sampled tasks.

6.8.2 Results

We show in Figure 6.6 that the normalized test returns for PLR and DR on Procgen over

the course of training almost precisely match the reference implementations from Jiang et al. 7 .

Similarly in Crafter, we see that our implementations of LP and OMNI achieve the exact same

task success rates throughout training as the reference implementations. As in8 the task space

includes 15 main tasks such as "collect 1 coal", 90 repeat tasks such as "collect 8 coal", and 1024

impossible tasks that always have 0 success rate. We evaluate the success rates for each of the 105

possible tasks for 4 episodes each over the course of training. These experiments provide strong

evidence that our multiprocessing infrastructure and algorithm implementations are correct. We

also use the Open RL Benchmark tools32 to plot stratified bootstrap confidence intervals for the

mean, median, and interquartile mean of each method as recommended by Agarwal et al. 235 .

Figure 6.6 shows that our implementations of PLR, LP, and OMNI match the performance

of the reference implementations. Syllabus’s portable design means that we can apply these

algorithms to new domains with the confidence that the curriculum learning portion of the code

is completely correct. In Chapter 7 we demonstrate this by applying ACL to 2 new domains

which have not previously been studied with curriculum learning.

146



6.9 Additional Experiments

6.9.1 RLLib with Syllabus

Cart Pole is a toy environment mainly used to debug RL implementations236. It initializes

a cart to a random starting point along a 2D track and tasks the agent with balancing a pole

for as long as possible. It is not a multitask environment, so we use Syllabus’s task wrapper

to make the cart’s initialization range a configurable option. This experiment demonstrates how

Syllabus’s Task Interface can add multitask functionality to singleton environments, and how

Syllabus integrates easily with RLLib’s Ray-based multiprocessing30,232.

Our Cart Pole experiments use a simple curriculum that increases the initialization range

of the cart over the course of training. This causes the cart to begin in more precarious positions.

We compare this to an agent trained only with the maximum initialization range. The curriculum

learning agent initially learns a strong policy, but converges to a weaker policy than the agent

trained solely on the maximum range, as we see in Figure 6.7a. Since the single-task agent easily

converges to a strong policy, there is little reason to use curriculum learning.
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(a) Training Cart Pole agents in RLLib, with curricula over the range of possible initial cart positions.
We compare a simple curriculum of expanding the range throughout training vs. training with the fixed
maximum initialization range.
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6.9.2 Self-Play on LaserTag

We test our self-play algorithms (Self-Play, Fictitious Self-Play, and Prioritized Fictitious

Self-Play) on the LaserTag environment introduced by Lanctot et al. 211 and implemented by

Samvelyan et al. 230 in Griddly237. We use the same model architecture and hyperparameters as

Samvelyan et al. 230 and train our agents for 4000 updates or 65,536,000 environment steps, and

add a copy of the current policy to the opponent buffer after every 800 updates. SP always plays

against the current agent (agent 0), FSP uniformly samples from all past agents, and PFSP sam-

ples from all past agents based on the current agent’s winrate against them. We see in Figure 6.8a

that our methods properly update their sampling distributions after each agent is added to the

opponent buffer. However, we do not see any difference between the methods against a fixed

random agent in Figure 6.8b. We may need to train for longer to see any benefits from sampling

historic agents.

(a) (b)

Figure 6.8: (a) Probability of sampling the first agent for each algorithm. Self-play only has one agent,
so it always samples the current policy as it’s opponent. (b) The winrate of each method against a fixed
random policy. (c) Stratified bootstrapped confidence intervals of the winrates.
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6.10 Discussion and Future Work

Multi-domain research, focusing on challenging, long-horizon environments, is crucial to

developing generalizable and robust RL methods. Schaul et al. 238 , Bellemare et al. 86 , and Cas-

tro 239 have argued that video game environments are an ideal benchmark for AI agents because

they are design for human players. This makes them inherently difficult yet learnable while being

compelling and interpretable. In practice, solving these complex problems often requires custom

learning infrastructure. NetHack agents are trained in libraries that can maximize hardware uti-

lization, taking advantage of NetHack’s fast simulation speed. Neural MMO agents are built with

PufferLib because it natively supports the complexities of multiagent environments. Syllabus is

designed for this reality of training agents in complex environments. Isolating curriculum learn-

ing code from reinforcement learning code allows us to apply curriculum learning to complex

environments without developing new infrastructure for each environment. We hope this will

improve the reproducibility of curriculum learning research and help to push the field away from

toy environments and toward domains that challenge modern RL methods.

Much of the recent infrastructure work in unsupervised environment design has been writ-

ten in JAX. JAX allows environments and training code to be parallelized on hardware accelera-

tors, producing experimental results hundreds of times faster than equivalent CPU-based environ-

ments. JAX is a powerful tool for conducting fast research, but it also enforces strict requirements

on how code is written, slowing down development, and incentivizing simplistic environments.

For this reason, it will be challenging for JAX-based simulations to reach the complexity of even

CPU-based research environments, much less the professionally developed video games that have

historically been benchmarks for reinforcement learning. JAX has empowered curriculum learn-
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ing research and led to new discoveries using simpler environments, and we hope that Syllabus

will similarly accelerate curriculum learning research in complex domains.

Syllabus is under continuous development as we add more features, benchmark more meth-

ods, and provide support for more general approaches to curriculum learning. In the near future,

we plan to add support for more UED algorithms including PAIRED and ACCEL and to continue

using Syllabus to benchmark automatic curriculum learning algorithms on more challenging do-

mains.

6.11 Conclusion

Syllabus complements existing research on challenging domains by making it easy to com-

bine curriculum learning with other approaches, without having to port baselines, re-engineer en-

vironments, or write custom multiprocessing logic. Curriculum learning has confirmed empirical

benefits, but is under-utilized due to the engineering challenges of implementing it in practice.

Our work demonstrates that portable infrastructure is a viable paradigm for curriculum learning,

simplifying the implementation process and promoting reproducibility. We hope this will make

it possible to research curriculum learning and open-endedness on the problems which initially

inspired those research directions. In the next chapter, we use Syllabus to uncover fundamental

insights about curriculum learning in complex environments.

6.12 Code Examples

6.12.1 RLLib
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Figure 6.9: Adding curriculum learning with Syllabus to RLLib training code with a few lines of code.
1 import gym
2 from ray.tune.registry import register_env
3 from ray import tune
4 from gym.spaces import Box
5 from .task_wrappers import CartPoleTaskWrapper
6

7 + from syllabus.core import RaySyncWrapper, make_ray_curriculum
8 + from syllabus.curricula import SimpleBoxCurriculum
9 + from syllabus.task_space import BoxTaskSpace

10

11 if __name__ == "__main__":
12 + # Define a task space
13 + task_space = BoxTaskSpace(Box(-0.3, 0.3, shape=(2,)))
14

15 def env_creator(config):
16 env = gym.make("CartPole-v1")
17 + # Wrap the environment to change tasks on reset()
18 + env = CartPoleTaskWrapper(env)
19 + # Add environment sync wrapper
20 + env = RaySyncWrapper(env, task_space=task_space)
21 return env
22

23 register_env("task_cartpole", env_creator)
24

25 + # Create the curriculum
26 + curriculum = SimpleBoxCurriculum(task_space)
27 + # Add the curriculum sync wrapper
28 + curriculum = make_ray_curriculum(curriculum)
29

30 config = {
31 "env": "task_cartpole",
32 "num_gpus": 1,
33 "num_workers": 8,
34 "framework": "torch",
35 }
36

37 tuner = tune.Tuner("APEX", param_space=config)
38 results = tuner.fit()
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6.12.2 Stable Baselines 3

1 import gym
2 import procgen # noqa: F401
3 from stable_baselines3 import PPO
4 + from syllabus.core import make_multiprocessing_curriculum
5 + from syllabus.curricula import DomainRandomization
6 + from syllabus.examples.task_wrappers import ProcgenWrapper
7 + from syllabus.task_space import TaskSpace
8

9 if __name__ = "__main__":
10 def make_env(curriculum, task_space):
11 def thunk():
12 env = gym.make("procgen-bigfish-v0")
13 + # Wrap the environment to change tasks on reset()
14 + env = ProcgenWrapper(env)
15 + # Add environment sync wrapper
16 + env = MultiProcessingSyncWrapper(
17 + env,
18 + curriculum.components,
19 + task_space=task_space)
20 return env
21 return thunk
22

23 + # Define a task space
24 + task_space = DiscreteTaskSpace(200)
25 + # Create the curriculum
26 + curriculum = DomainRandomization(task_space)
27 + curriculum = make_multiprocessing_curriculum(curriculum)
28

29 venv = DummyVecEnv(
30 [
31 make_env(curriculum, task_space)
32 for i in range(64)
33 ]
34 )
35

36 model = PPO("CnnPolicy", venv)
37 model.learn(25000000)

153



6.13 Documentation

Syllabus is documented both in code and with a dedicated documentation website. This

includes details on each curriculum algorithm and warnings about common pitfalls that users

might run into when configuring them. A sample of the documentation website is shown in

Figure 6.10.

Figure 6.10: Quickstart page of Syllabus’s documentation website.
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Chapter 7: Curriculum Learning in Complex Environments

7.1 Introduction

Building upon the previous chapter, this chapter uses Syllabus to explore several pertinent

research questions in curriculum learning. The experiments in this section do not answer a fully

connected research question, but all are motivated by the goal of evaluating whether modern cur-

riculum learning algorithms perform well on unseen, complex environments, and understanding

their failure modes. It would be impractical to test every combination of environment, task space,

policy optimization algorithm, and curriculum learning methods explored in this section, so we

instead focus on several case studies to identify failure modes. We start with a thorough evalu-

ation of the automatic curriculum learning methods, and present the first examples of automatic

curriculum learning in NetHack and Neural MMO, two of the most challenging RL benchmarks,

finding evidence that existing methods do not directly transfer to complex new environments.

Both NetHack and Neural MMO use highly customized learning libraries and baselines, show-

casing the need for portable infrastructure like Syllabus. We continue this investigation with

specific case studies of the surprising results from our baselines. Although we identify concerns

in this chapter, we leave a thorough evaluation of those issues as future work.
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7.2 New Baselines

We demonstrate Syllabus’s versatility by applying ACL to two new complex domains, Neu-

ral MMO and NetHack, with baselines implemented in specialized RL libraries. We also present

new baselines for each ACL method on Procgen and Crafter, trained using CleanRL31 and Tor-

chAC respectively. This is the first direct comparison using a shared benchmark of the learning

progress methods LP and OMNI against UED methods like PLR and SFL.

7.2.1 Neural MMO 2.0 in PufferLib

Neural MMO 2.0 is a complex multi-agent simulation inspired by massively multiplayer

online games75,76. Agents can collect resources, learn skills, trade goods, and fight non-player

characters or other agents. It has a predicate task space which allows users to define objectives

in Python code. The baseline for the 2023 Neural MMO competition was written in PufferLib

because it supports complex action spaces and multiagent environments where agents can die

mid-episode, which complicates learning code76,225. We show that Syllabus can be used in this

environment with 128 agents and a massive task space.

Our Neural MMO agents use the exact architecture and hyperparameters provided in the

starter kit for the 2023 Neural MMO Competition Suarez et al. 76 . Neural MMO has complex

dictionary action and observation spaces, so it uses separate CNN encoders for grid-based ob-

servations and fully connected encodings for vector observations, both with ReLU activations,

as well as individual fully-connected heads for each action component. These agents are trained

with self-play, with a single policy producing batched actions for 128 agents. For the LP, SFL, and

OMNI curricula we compute the task reward as min(max(maxa(R)/10.0, 0.0), 1.0), where a is

an agent identifier and R is the mapping of agent identifiers to individual agents’ mean episodic
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return because individual agents get close to but do not exceed 10.0 mean episodic return. We

choose to prioritize tasks based on the most successful agent in the environment, but we did not

explore other options. It is not clear what the best measure of a successful map is in Neural MMO

and so we leave this investigation as future work.

All of the automatic curriculum learning methods in Syllabus (excluding FSP and PFSP)

were designed for single-agent environments. To apply single-agent curricula to a multi-agent en-

vironment, we update our curricula with feedback from all 128 agents controlled by our self-play

policy. Each agent’s experience is treated as trajectories from separate single-agent environments.

We do not test FSP or PFSP because Neural MMO is a mixed competitive-cooperative game, not

purely zero-sum.

7.2.2 NetHack in Moolib

NetHack is a popular text-based dungeon-crawler released in 1987, and adapted into an RL

environment by Küttler et al. 25 . It’s a complex, procedurally generated game in which winning

or "ascending" can take more than 50,000 steps for human players. Ascending requires players to

solve puzzles using common sense, knowledge of mythology, and game-specific tricks, all while

collecting equipment, fighting monsters, and scavenging for food. NetHack remains one of the

hardest benchmarks for online RL methods, which lag behind hand-crafted symbolic agents and

behavior cloning baselines25,26,240.

Importantly, NetHack can be simulated extremely quickly, shifting the training bottleneck

from data collection to policy optimization and inference. To address this, NetHack baselines use

specialized training libraries like TorchBeast241, Sample Factory242, and MooLib27. SampleFac-

tory and Moolib use asynchronous PPO (APPO), which creates separate copies of the policy for
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action inference and optimization. Moolib in particular spawns servers for policies and environ-

ments and communicates via remote procedure calls, allowing it to scale to many machines and

GPUs. We demonstrate that Syllabus is easy to use with Moolib in a single GPU setting.

Our NetHack agents are trained using the open source Moolib code from Hambro et al. 243 .

Moolib implements a version of Asynchronous Proximal Policy Optimization (APPO)79,242. We

use the standard ChaoticDwarfGPT5 baseline from the NetHack Challenge244, where the tty

character observations are rendered to pixels and passed to the model in addition to text-based

information. The model has a CNN with 4 layers and ELU245 activations for the image ob-

servation and linear encoders with ELU activations for the text components. We use the same

training settings as the NetHackChallenge environment, but we enable seeding to support cur-

riculum learning. Notably, in this environment the episode terminates if the in-game timer does

not progress for 150 agent steps, meaning the agent is taking meaningless actions or stuck in-

teracting with menus. For the LP, SFL, and OMNI curricula we compute the task reward as

min(max(R/1000, 0.0), 1.0), where R is the mean episodic return because our agents get close

to but do not exceed 1000 mean episodic return.

7.2.3 Methodology

LP and SFL rely on a task success metric to evaluate seeds, which is not a standard feature

of RL environments. For Crafter, these are provided via binary pass/fail achievements. For all

other environments, we define the success metric as the scaled, clipped, episodic return achieved

by the agent. OMNI is only evaluated on Crafter because it is not possible to identify "interesting"

level seeds or maps by number alone, and there is no obvious way to describe arbitrary environ-

ment instantiations to an LLM. We use a grid search to tune every curriculum’s hyperparameters
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in each environment, which we explain more thoroughly in subsection 7.2.4.

Each of the libraries used in this paper have different design philosophies, software archi-

tectures, and multiprocessing implementations. Despite this, Syllabus can easily work with all of

them with a few lines of library-agnostic code. We have an additional example in subsection 6.9.1

of training CartPole agents in RLLib30 to demonstrate how Syllabus can be used with Ray multi-

processing. We also experiment with adding PLR to Phasic Policy Gradients246, an extension to

PPO, in section 7.4 to show that Syllabus is not limited to augmenting PPO. The code and data

for these experiments are publicly available on GitHub and Weights & Biases respectively.

7.2.4 Hyperparameters

For each baseline in this paper, we use the tuned PPO hyperparameters from the work that

introduced the code base. For each environment and curriculum learning method, we perform

a separate grid search over the most important hyperparameters (as indicated by their respective

papers). For PLR we search for the temperature parameter β in 0.1, 0.3, 0.5 and the staleness

coefficient ρ in 0.1, 0.3, 0.5. For LP we search over 0.01, 0.1, 0.2, 0.3, 0.5 for the EMA alpha

parameter and over 0.01, 0.1, 0.3 for pθ. For SFL we try sampling from the full distribution

p∗(1−p) and using the SFL method proposed in204 which samples from the top K most learnable

tasks with probability ρ and from the full task space with probability 1 − ρ. We search for K in

10, 25, 50 and ρ in 0.5, 0.75, 1.0. Below is the table of all hyperparameters used in this paper.
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Table 7.1: Learning Hyperparameters.
Parameter Procgen Crafter NetHack Neural MMO LaserTag

PPO
γ 0.999 0.99 0.999 0.99 0.995
λGAE 0.95 0.95 0.95 0.95 0.95
PPO rollout length 256 1024 32 128 256
PPO epochs 3 4 1 3 5
PPO mini-batches per epoch 8 16 1 32 4
PPO clip range 0.2 0.2 0.1 0.1 0.2
PPO number of workers 64 32 256 8 32
Adam learning rate 5e-4 1e-4 1e-4 1.5e-4 1e-4
Adam ϵ 1e-5 1e-5 1e-7 1e-6 1e-5
PPO max gradient norm 0.5 0.5 0.5 0.5 0.5
PPO value clipping yes yes yes yes no
Return normalization yes no yes yes yes
Value loss coefficient 0.5 0.5 0.5 0.5 0.5
Entropy coefficient 0.01 0.01 0.001 0.01 0.0

PLR
Buffer size, K 200 200 200 128 -
Scoring function VL1 VL1 VL1 VL1 -
Prioritization rank rank rank rank -
Temperature, β 0.1 0.5 0.3 0.3 -
Staleness coefficient, ρ 0.1 0.1 0.1 0.3 -

LP
EMA α 0.3 0.1 0.2 0.3 -
Reweighting pθ 0.1 0.1 0.2 0.3 -
Update period, T 25 25 1000 50 -

SFL
Batch size, N 200 200 200 128 -
Update period, T 25 25 1000 50 -
Sample method Dist Top K Dist Top K -
Buffer size, K - 10 - 25 -
Sample Ratio, ρ - 1.0 - 0.5 -

FSP
Agent checkpoint interval - - - - 800

PFSP
fhard entropy coef - - - - 2
smoothing constant - - - - 0.01
Win rate episodic memory - - - - 128
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(a) Procgen (b) Crafter

(c) NetHack (d) Neural MMO

(e) Procgen

(f) Crafter

(g) NetHack

(h) Neural MMO

Figure 7.1: Automatic curriculum learning training curves and 95% Stratified bootstrap confidence inter-
vals on (a), (e) Procgen, (b), (f) Crafter, (c), (g) NetHack, and (d), (h) Neural MMO.
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Figure 7.2: Normalized test returns for Domain Randomization, Prioritized Level Replay, Sampling for
Learnability, and Learning Progress evaluated on 10 Procgen environments.
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7.3 Results

We find that only PLR outperforms DR when applied to Procgen’s level seeds. In this set-

ting, LP underperforms and SFL, matching the simpler and cheaper DR. Neither of these newly

evaluated methods perform well on Procgen despite hyperparameter tuning. We plot individual

training curves for each Procgen environment in Figure 7.2 and find that there are no environ-

ments where LP or SFL outperform PLR, but there are some environments where they outperform

DR. Also of note, DR is the only method which achieves nonzero return on Dodgeball. On our

Crafter environment where 90% of tasks are impossible, the DR agent fails to learn a reasonable

policy, barely outperforming and random policy. PLR is able to identify meaningful tasks and al-

lows the agent to slowly improve its competence. Zhang et al. 8 demonstrated the effectiveness of

LP and OMNI on Crafter, but we find that SFL performs significantly better than LP. As a result,

it seems natural to apply OMNI’s LLM-based interestingness filtering on top of SFL instead of

LP, but we found that this does not work well in practice subsection 7.7.1. These results may sug-

gest that task success rates are a more effective prioritization metric than value predictions when

available. In their absence, value predictions might be a better approximation of competence than

our return-based success metric defined in subsection 7.2.3. We leave a thorough investigation of

this inconsistency as future work.

Crafter stands out as an effective testbed for CL research. Unlike other environments, it is

easy to see which methods outperform others in Figure 7.1b. Crafter and Minecraft are designed

such that proficiency on one task immediately makes the next task learnable, because the agent

is guaranteed to have the knowledge and tools to acquire the next item. We suspect that this

reward-based, linear task space highlights the strengths of CL algorithms. However, that nice
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structure is not easy to identify in most problems, so it is not a replacement for evaluating on

complex environments.

In NetHack, we see that PLR performs similarly to DR. This is unsurprising because a

single seed of NetHack can diverge significantly in just a few steps, so value predictions have

extremely high variance and level seeds have little control over the environment instance’s diffi-

culty. However, we also see that LP and SFL accelerate learning at the start of training, but lead

to lower asymptotic performance. As we saw in Crafter, success rates may be a more effective

way of identifying learnable seeds, but prioritizing these seeds is not a good long-term strategy

for boosting performance in NetHack. No curriculum provides any asymptotic benefits over DR

in NetHack.

We also see in Figure 7.1d that none of our automatic curriculum learning methods for

selecting maps in Neural MMO perform well compared to DR. In complex, many-agent environ-

ments the map may have minimal influence over the difficulty of the environment, suggesting that

curricula over different dimensions could be more effective. Additional experiments using a man-

ually designed curriculum of progressively harder reward functions can be found in section 7.5,

which we find outperforms the default survival reward on several metrics.

Overall, we find that most curricula perform poorly outside of the environment in which

they were originally tested. Agents in both Procgen and Crafter have been shown to benefit from

CL using PLR and LP respectively7,8, yet neither of these methods perform well when applied to

the opposite environment. SFL is one of the few successful evaluations scoring higher than LP

on Crafter and at least matching DR on Procgen, despite being developed on simpler JAX-based

environments. None of the methods provide any noticeable improvement over the DR baseline

in Neural MMO or NetHack. These results suggest that curricula over initial environment con-
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ditions are not effective in complex, long-horizon games, and that we may need to develop more

sophisticated methods for these environments.

7.4 Phasic Policy Gradients

Phasic Policy Gradient (PPG)246 is an extension of PPO that trains a separate value and

policy network, while distilling features from the value network into the actor. They do this by

adding an auxiliary value head to the policy, and periodically using behavior cloning from the

value network into the auxiliary value head, allowing the actor to learn features used critic. This

approach is meant to combine the benefits of shared and independent value and critic networks,

allowing the model to utilize shared features without interfering objectives. Cobbe et al. 246

showed that this approach achieves a higher sample efficiency than PPO on Procgen. We use

Syllabus study whether Prioritized Level Replay can improve the performance of PPG as it does

for PPO. PPG updates the policy and value with a separate number of epochs, but by default uses

1 value epoch and 1 policy epoch.

We see in Figure 7.3 that applying PLR to PPG with the default hyperparameters performs

worse than DR, despite its close similarity to PPO. We hypothesize that this is may be due to

the lack of value updates. If the value predictions are less accurate, then PLR’s score will also

be inaccurate. We further investigate increasing the number of value epochs, and find that by

increasing the number of value epochs to 3, the same value that PPO uses, PLR can match but

not exceed DR. Notably, the number of value epochs has no impact when using domain random-

ization, but must be tuned for PLR.

Auxiliary updates complicates the analysis, because the value network is also optimized

during the standard PPO phase and auxiliary phase. However, because the value network is
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Figure 7.3: Normalized Test Returns of PPO and PPG with 1 or 3 value epochs when trained with DR or
PLR on 10 Procgen environments with 5 seeds each.

independently parameterized, it does not gain any task-specific representations from the policy

optimization process. On the other hand, the auxiliary value head is optimized to match the

independent value network’s behavior, but only during auxiliary phases. This means that value

predictions become extremely stale. Therefore neither the critic network nor the policy’s auxiliary

value head are ideal for PLR with value L1 loss. We show in the next section that stale value

predictions have a significant impact on PLR’s performance.

7.4.1 Stale Value Predictions

We continue to explore the importance of value prediction quality by training on delayed

tasks, or tasks sampled from previous task distributions, with PLR. This is equivalent to sampling
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from a distribution calculated from stale value predictions. We can use Syllabus’s asynchronous

sampling code to artificially increase the delay and study its effects. We find in Figure 7.4 that

as the delay increases, the performance of PLR drops until it is nearly equivalent to domain

randomization.

Figure 7.4: Training Procgen agents with PLR using stale value predictions. 1 buffer is equivalent to 1
episode of delay per environment.

Through these experiments, we are able to improve the performance of PLR such that it

matches DR when added to PPG. However, we do not see the same performance benefits that

occur with PPO. We show through our experiments that the quality of critic predictions have a

larger impact on PLR than on PPO or PPG alone, but increasing value epochs does not lead to

strong PLR performance. We leave a more thorough investigation of these remaining issues as

future work.
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7.5 Neural MMO Task-Based Curriculum

Our previous experiments have all operated over level seeds and maps. While these task

spaces has been effective in simpler PCG environments, we see in section 7.3 that curricula over

these tasks spaces perform similar to domain randomization. We hypothesize that the curricula

are ineffective because level seeds have limited impact on the difficulty of complex environments

which depends on many factors. This is particularly true in Neural MMO, where the seed, map,

opponent, enabled game rules, and reward function are all free parameters. In this section, we

test our hypothesis by experimenting with a sequential curriculum over increasingly challenging

tasks defined by reward functions.

We rely on events and achievements to determine how proficient each agent is in the envi-

ronment, because they are not zero-sum and allow us to average across all 128 agents controlled

by the policy. However, these metrics are still dependent on the quality of opponents. For ex-

ample, the frequency of dying to starvation may decrease because agents are becoming better at

scavenging for food, or because they are becoming more proficient at fighting, increasing their

chance of dying to combat rather than starvation.

The sequential curriculum consists of 5 stages, each of which uses domain randomiza-

tion over a subset of the task space. The curriculum progresses to the next stage whenever the

agent achieves a mean episodic return of 0.75 averaged over the past 1000 episodes. Each agent

successfully made it to the final curriculum stage by the end of training.

For each individual task, we assign a threshold. The agent is gets a reward of 1.0 for

completing the task, which is distributed as the agent makes progress on the task. For example,

if we task the agent with surviving for 100 timesteps, after 50 timesteps it will have a cumulative
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reward of 0.5. After surviving for 150 timesteps, the agent will have a cumulative reward of 1.0

because we stop assigning reward after the threshold is reached. The tasks and thresholds for

each stage are listed in Table 7.2

Table 7.2: Neural MMO Sequential Curriculum Task Thresholds

Task Stage 1 Stage 2 Stage 3 Stage 4 Stage 5

Survive (steps) 50 150 250 350 500
Eat Food (count) 5 15 25 35 50
Drink Water (count) 5 15 25 35 50
Harvest Item (count) 3 9 15 21 30
Go Far (distance) 3 9 15 21 30
Level Up (count) 2 6 10 14 20
Equip Item (count) 1 3 5 7 10
Consume Item (count) 1 3 5 7 10
Buy Item (count) 1 3 5 7 10
Player Kill (count) 1 3 5 7 10
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Figure 7.5: Various events and achievements in Neural MMO for Domain randomization and a manually
designed sequential curriculum over the course of training.

170



We see in Figure 7.5 that the sequential curriculum seems to create more aggressive behav-

ior as these agents harvest and equip more weapons and ammo, and die to attacks more frequently.

On the other hand, agents trained with domain randomization utilize the weapon and item system

at similar rates to the other agents, but fail to learn some game systems like earning gold and

killing NPCs. In the future, we would like to explore automatic curricula over a larger space of

reward functions, which we expect to improve significantly over the baseline. One obstacle to

that approach is that reward functions are defined in arbitrary python code, and so there are an

uncountable number of valid tasks. As such, this would be best to study in an open-ended frame-

work similar to OMNI-EPIC proposed by Faldor et al. 71 , where an LLM generates new tasks as

the agent improves. As a starting point, in the next section we investigate the curriculum induced

by its predecessor OMNI8 and find that it can be simplified in some environments.

7.6 Task Design in Crafter

This section takes a deeper look at the Crafter environment to better contextualize our

results in section 7.2. This is the only environment where we see a clear separation in the perfor-

mance of agents trained with different curriculum learning methods. We would like to identify

the characteristics of Crafter that make it so suitable for curriculum learning, and to understand

their implications on task space design. We already know that Crafter has a connected task space

in the sense that the prerequisite skills for every task are themselves tasks in Crafter. The correct

order of tasks can be described simply as follows:

1. To craft tools, the agent must collect wood, make a workbench, and place the workbench.

2. To mine stone, the agent must collect wood and craft a wooden pickaxe.
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3. To mine iron, the agent must collect stone and craft a stone pickaxe.

4. To mine diamond, the agent must collect iron and craft a iron pickaxe.

Beyond this simple technological progression, the agent needs to explore and mine blocks

with a sufficiently advanced pickaxe to uncover rewards, while drinking water to survive. As

we describe in subsection 6.8.1 Crafter has a task space of 15 unique tasks {"collect_wood",

"collect_stone", "collect_coal", "collect_iron", "collect_diamond", "collect_drink",

"make_iron_pickaxe", "make_iron_sword", "make_stone_pickaxe", "make_stone_sword",

"make_wood_pickaxe", "make_wood_sword", "place_furnace", "place_stone", "place_table"},

as well as 90 repeat tasks, with 10 repeat tasks for each "collect" task (e.g. "collect_9_coal"),

and 5 repeat tasks each for "make" and "place" tasks. In our experimental setup, the agent is also

assigned a task and receives a reward of 1 for completing the task. The agent is able to observe its

given task, so we learn a task-conditional policy. Following the methodology of Zhang et al. 8 we

also include 1023 impossible tasks in the task space for which the agent always receives a reward

of 0. Finally, we use the Simon Says task formulation from Kanitscheider et al. 3 and used in

Zhang et al. 8 . In this setting, the agent has 25 minutes to complete as many tasks as possible. If

the agent fails to complete a given task in 5 minutes, it is assigned a new task and given a reward

of 0. If it completes the task, it receives a reward of 1 and a new task. As a result, the agent can

receive rewards for as many tasks as it can complete. Additionally, after each full environment

reset there is a 50% chance that the agent keeps its inventory from the previous episode. This can

be thought of as domain randomization over initial states, or over free variables in a UPOMDP,

with a policy-conditional distribution over inventory contents.
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7.6.1 Task Encoding

Unlike our experiments in Procgen, NetHack, and Neural MMO, our Crafter agents are

able to observe the currently assigned task. They therefore learn a policy conditioned on the task,

which may explain the effectiveness of curricula in Crafter. We ablate this feature by removing

the task encoding and running each curriculum learning algorithm for 5 seeds.

7.6.2 Impossible Tasks

We first experiment with removing impossible tasks from the task space to see if our results

hold. Impossible tasks comprise 90% of the task space, so curricula can outperform domain

randomization by simply not sampling these tasks. It is trivial to show that the success rate

based curricula LP, SFL, and OMNI do this because tasks with 0% success rate also receive 0

probability mass in their sampling distribution. PLR is also likely to avoid these tasks because

the critic will quickly learn to predict 0 value using the task encoding observation, resulting in

zero L1 value error and no probability mass in the sampling distribution. The task observation

is necessary because Crafter uses reward function tasks, so observations alone give no indication

that the current task may be impossible. We experiment with using 1 impossible task instead of

1023 to find out if curricula provide any additional benefits beyond ignoring impossible tasks.

7.6.3 Results

We study the effects of impossible tasks and observable task encodings by ablating both

for each curriculum learning method. Unsurprisingly, Figure 7.6 shows that impossible tasks un-

equivocally harm performance while task encodings improve performance, sometimes doubling

the task success rate. Interestingly, we find that the relative ordering of each curriculum learning
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method’s performance is unaffected by either ablated feature, though ties appear in some abla-

tions. We find that PLR only outperforms DR with both impossible tasks and observable task

encodings (Figure 7.6a). This confirms our hypothesis that PLR’s main advantage over DR in

this setting is filtering out impossible tasks, which is only possible when the critic can observe

the current task and accurately predict zero value for impossible tasks. SFL matches OMNI’s

performance without observable task encodings and LP still underperforms both regardless of

impossible tasks (Figure 7.6c and Figure 7.6d), which may indicate that OMNI’s LLM filtering

is even more dependent on task encodings than SFL or LP.

(a) Task Observation and Impossible Tasks (b) Impossible Tasks

(c) Task Observation (d) Neither

Figure 7.6: Crafter ablations removing task encodings and impossible tasks. Note that the y axes change
when we remove impossible tasks.
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7.6.4 Single Task Complexity

Even after removing confounding features like impossible tasks and task encodings, we

still see largely the same results in Crafter, suggesting that the environment itself is particularly

well suited to curriculum learning. To understand why, we study Crafter in the single-task setting,

where an agent is trained on a fixed number of seeds to optimize a single given task, similar to our

experiments in Procgen and NetHack. Since we only have one task, we also remove the Simon

Says system and simply give the agent 5 minutes to complete its task per episode. We do still

allow the agent to keep it’s inventory 50% of the time. Training terminates shortly after the agent

learns the task.

Figure 7.7 shows success rates for several agents on the tasks they were assigned over the

course of training. Strikingly, as soon as the agent randomly succeeds for the first time, it in-

stantly jumps from 0% to over 90% success rate in a single PPO update. This is true even for

tasks that require several prerequisite skills, such as "make_iron_pickaxe". This results fully

explains why curriculum learning methods provide such a dramatic improvement over domain

randomization; Each task is trivial to learn given the correct prerequisite knowledge, and each

task has nonzero probability of being completed by agents with the prerequisite skills. As such,

random exploration by a sufficiently skilled agent will uncover rewards which allow the curricu-

lum to prioritize learnable tasks. Each individual task is simple, so the key challenge of Crafter

is properly prioritizing tasks.
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Figure 7.7: Success rates for agents trained to achieve a single task over the course of training. Each run
shows a single seed to demonstrate the learning dynamics of individual agents.

7.7 A Closer Look at OMNI

We examined the LLM’s interestingness ratings for tasks in Crafter and found that the LLM

was actually performing an extremely simple filtering operation which could be replicated in a

few lines of code. The logic is fairly simple, but assumes that we have a task space with sets

of similar tasks, such as "collect_coal" and "collect_coal_5". In short, OMNI’s filter for Crafter

simply selects the task and repeat count with the highest success rate, and sets the probability

for all other repeat counts of that task to zero. We call this stratified filtering and provide the

pseudocode in 4.

Figure 7.8 shows that this simple algorithm performs identically to OMNI in Crafter while

being significantly more efficient and removing any need for an LLM in the training process.
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Algorithm 4 Stratified Filtering
Input: Task distribution D generated by curriculum,
success rates P : RN → RN ,
task space T = {St}Tt=1 where St = {sn}Nt

n=1

1: Init Filter F = 0∥T∥

2: for S in T do
3: Get highest success rate task index t = argminP (S)
4: Set filter Ft ← 1.0
5: end for
6: Filter sampling distribution D ← D ∗ F
7: Normalize D ← D/

∑∥D∥
i=1 Di

8:
9: Output: Filtered sampling distribution D

Note that we only test a simplified version of OMNI in the Crafter environment. The BabyAI

experiments from Zhang et al. 8 appear to be similarly simple, in that the LLM simply designates

already completed tasks as boring, though we do not provide any evidence to that point. The AI2-

Thor experiments, in particular those that task an LLM with generating new tasks from a fixed

set of alternatives based on currently completed tasks, seem to be performing a more intelligent

process that requires language modeling. This, combined with the success of OMNI-EPIC71,

suggests that LLMs may be more suited to generating new interesting tasks than filtering existing

tasks. While they are capable of filtering, they often perform extremely simple operations and

require extensive prompting to do so, suggesting that it would be more efficient to simply code

those behaviors directly.

7.7.1 Sampling for Learnability with Stratified Filtering

Sampling for Learnability and Learning Progress are very similar methods in terms of

implementation. Both periodically evaluate the agent’s success rate on each task in the task space,

then generate a sampling distribution from those rates. OMNI adds an additional component to

the LP curriculum by using an LLM to filter non-interesting tasks out of the distribution. As we
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Figure 7.8: (Left) Mean task success rates for each algorithm combined with stratified sampling. (Right)
Stratified Domain Randomization compared against other ACL algorithms without impossible tasks.

explored in section 7.7 the LLM’s logic can be written in plain Python code (4) which we call

stratified filtering. In Figure 7.1b we found that SFL outperforms LP on Crafter, so we chose to

investigate whether stratified filtering could also improve the performance of SFL. Unfortunately

we find that neither the full distribution nor top K implementations of SFL benefit from stratified

filtering, as seen in Figure 7.9. We suspect that

7.8 Discussion and Future Work

Multi-domain research, focusing on challenging, long-horizon environments, is crucial to

developing generalizable and robust RL methods. Schaul et al. 238 , Bellemare et al. 86 , and Cas-

tro 239 have argued that video game environments are an ideal benchmark for AI agents because

they are design for human players. This makes them inherently difficult yet learnable while being

compelling and interpretable. In practice, solving these complex problems often requires custom

learning infrastructure. NetHack agents are trained in libraries that can maximize hardware uti-

lization, taking advantage of NetHack’s fast simulation speed. Neural MMO agents are built with

PufferLib because it natively supports the complexities of multiagent environments. Syllabus is

designed for this reality of training agents in complex environments. Isolating curriculum learn-
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Figure 7.9: Mean task success rates for the Full Distribution and Top K implementations of SFL with
OMNI’s interestingess filter. LP and OMNI are shown for reference.

ing code from reinforcement learning code allows us to apply curriculum learning to complex

environments without developing new infrastructure for each environment.

Our results suggest that although curriculum learning is effective in moderately challenging

single-agent environments like Procgen and Crafter, standard approaches may not be sufficient

for complex, long-horizon, and multi-agent environments like NetHack and Neural MMO. It is

likely that these results could be improved by using curricula over more meaningful axes of the

task space, such as reward functions or environment dynamics in NetHack and opponent strate-

gies in Neural MMO. However, comparing values predictions or task success rates derived from

rewards requires careful per-task reward normalization. Although Syllabus makes it possible to

use these task spaces, successfully training on them may require new automatic curriculum learn-
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ing techniques. One practical finding from our experiments on four separate environments is that

SFL performs at least as well as LP in each case, and only scores lower than DR in NetHack. In

addition, our full distribution variant of SFL performs comparable to the original top K sampling

and requires no hyperparameter tuning. Therefore, we suggest the full distribution implementa-

tion of SFL as a strong first choice for exploring curriculum learning on new domains.

Although curriculum learning methods are designed to function independently from the

choice of policy optimization algorithm we find that PLR, and potentially other value-based

methods, does not perform well when transferred from PPO to PPG. Out experiments confirm

that value staleness is a crucial consideration when using PLR. We also find that more effective

task design can be critical in complex environments. Neural MMO agents learn more complex,

interesting behavior when trained on sequential curricula of increasingly complex objectives. In

Crafter, we see that policy learning is trivial in the single task setting and is only limited by

the agent’s exploratory capabilities. Finally, we demonstrate that LLM-generated curricula like

OMNI often perform simple operations in practice, allowing us to achieve the same benefits with

drastically simpler and more efficient training pipelines.

These experiments are a small sliver of the research directions that Syllabus enables. Over-

all, we find that many curriculum learning methods are less robust than anticipated to details

such as the policy optimization algorithm, task space design, and environment complexity. De-

spite this, there are environments where they allow agents to develop capabilities that policy

optimization alone cannot. We hope that Syllabus will help researchers to continue to solidify the

empirical science of curriculum learning.
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Chapter 8: Future Research Directions and Open Questions

The work in thesis hints at several promising research directions. This section will highlight

some of the key open questions that arose the conversations with collaborators as conducted this

work. Many of these ideas are natural extensions to the research presented in previous chapters.

8.1 Challenging Environments

Perhaps the most obvious assertion of this thesis is the importance of working directly

on complex problems. As demonstrated throughout this work, methods which are extremely

effective in simple environments rarely work directly on new environments with the different or

greater complexity. The current trend in reinforcement learning research is to focus more on

simpler problems that can be simulated quickly. This approach is motivated by the belief that

research on simple environments will generally be relevant to more complex tasks. There is

merit to this approach, and it is appealing for several reasons. 1) Experiments run more quickly

on simple, fast environments. This is most apparent with recent JAX-based environments, which

can simulate many million steps per second and train at similar speeds. 2) It is easier to get good

results on simpler environments. Since the environments are easier, new methods are more likely

to be effective, and there are fewer algorithmic constraints. 3) Since most of the field works on

the same simple environments, existing code-bases and tools can be used to conduct experiments
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with minimal additional engineering. Due to external pressures to publish and the difficulty of

working with many complex environments, the trend toward simplicity is not surprising.

One might expect that as stronger RL methods are developed the field would shift towards

increasingly challenging problems, similar to other deep learning disciplines. In fact, this was

the trend from 2015 to 2020 as researchers began exploring Minecraft, NetHack, and Neural

MMO. More recently however, there is a trend toward simpler environments, largely caused by

the growing popularity of JAX, but also driven by GPU-accelerated robotics environments and

driving simulators247,248, and to a lesser extent fast C-based environments197,249. The time it

takes to step an environment is directly correlated with its complexity, as more conditions are

evaluated, entities interact, and dynamic processes progress. Furthermore, time spent optimizing

code is not spent developing complex environment features. These fast environments are rarely

able to approach the complexity of standard research environments, let alone the complex video

games that have historically been benchmarks for RL agents.

This research direction has undeniably contributed many novel ideas and findings to the

community. However, this thesis argues for the importance of diversity in RL research, particu-

larly for methods that are designed for challenging problems like curriculum learning. It is not

clear that findings on simpler environments transfer easily to more complex environments, and

this thesis presents several examples where they do not (section 7.2). Some argue that by isolat-

ing key forms of complexity, such as action, state, or task space size, planning horizon length,

or multi-modal observations, it is possible to solve these problems individually. However, it is

possible that these challenges are not independent, and instead interact in complex ways. For

instance, planning algorithms that work in board games where each action is significant are in-

effective in real-time video games where decisions may occur over many steps or be many steps
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apart. More concretely, focusing on fast simulated environments encourages the development

of methods that require a simulator. There are many important problems where it is possible

to generate online data, such as video games, computer tasks, or swarm robotics, but not many

where it is possible to generate millions of samples per second. Methods like3,204 assume that it

is possible to evaluate agents over the entire task space repeatedly throughout training, which is

barely feasible in complex environments and certainly not possible for most real tasks.

Research Direction 1: Evaluate advances in research environments on complex tasks

Can various forms of complexity in RL environments be studied in isolation to produce re-

sults that transfer to environments with additional forms of complexity? Do the simplifying

assumptions in research environments hold for real world tasks?

In the spirit of open-endedness, reinforcement learning should focus on many diverse envi-

ronments rather than converging on a small set of simple tasks. The field is still far from methods

that can solve arbitrarily challenging problems. It is important to remember that developing

agents in any one environment is simply a step towards developing general methods, not the end

goal. Fast environments are incredibly useful for development, but researchers should evaluate

their methods outside of simple environments, and clearly indicate if their approach assumes ac-

cess to a fast simulator. One valuable future research direction would be a larger systematic study

of how successful methods in Atari, Mujoco, or the many JAX-based environments perform when

applied to extremely challenging tasks like NetHack, Neural MMO, Minecraft, or Pokemon.
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8.2 Task Space Structure

Every curriculum learning method samples or generates tasks from the environment’s task

space. These tasks can be random seeds, level maps, reward functions, goal states, or parameter

values that control environment dynamics. Curriculum learning methods are usually tested on

a single task space per environment, encoding expert knowledge about prerequisite skills and

task difficulty. As shown in Chapter 7 the choice of task space can have a dramatic impact

on what agents learn. As such, task spaces in curriculum learning are akin to reward shaping

in policy optimization; they are both tools for practitioners to instill domain knowledge into

the training process and accelerate learning. Despite the importance of task spaces, there is

little research on them and how their structure affects curriculum learning algorithms. Portelas

et al. 190 enumerate a few key characteristics of task spaces, namely task feasibility, and task space

difficulty ruggedness. However it is unclear which modern curricula perform well with sparse or

connected task spaces, or task spaces with many distractors.

In complex environments, the task space often has many axes that a curriculum can ma-

nipulate. In the extreme case, an instance of Neural MMO is defined by the map, random seed,

opponents, reward functions assigned to each agent, and even environment dynamics like trading

and combat which can be disabled. It is possible that some curricula are only suitable for one

particular type of task. If this is true, then it would be possible to generate a better curriculum

by using multiple curricula over the axes of the task space that they are best suited too. Better

yet if a single algorithm performs the best over each axis, it could be used to sample a joint task

over all axes, similar to MAESTRO which jointly samples an opponent and level-seed pair that

maximizes regret230.
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Research Direction 2: Understanding Task Spaces

How do task space characteristics like connectivity, stochasticity, and feasibility affect

curricula? Are some curricula better suited to specific types of tasks? Is it possible to

develop methods that utilize the full task space to maximize learning progress?

This thesis and most of the existing literature focus on environments with a well known

task structure. Curriculum learning algorithms either use a predefined discrete task space curated

by an expert, or continuous free parameters that are specifically chosen for their effect on diffi-

culty. Both of these methods provide a significant amount of domain knowledge to the agent, and

assume precise control over environment dynamics. In the real world, or in computer tasks that

interact with real systems, there are limits to what a curriculum can control, and an agent must

learn skills within those constraints. When people aim to solve new problems, they often undergo

a period of study or practice to better address the task. Importantly, they are capable of identi-

fying the skills required for a given task and seeking out situations to practice them. In contrast,

practitioners tell RL agents exactly what task to perform, either ensuring that the task is possible

from the initial state to allow for practice. Creating agents that can automatically discover and

exploit the underlying task structure of an environment is crucial to creating intelligent agents in

arbitrary environments, beyond those designed for multi-task training.

Research Direction 3: Automatic Task Structure Discovery

Can RL agents automatically uncover important sub-tasks and prerequisite skills? Is it

possible to train agents that "practice" by repeatedly visiting states that maximize skill

learning?
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8.3 LLM-Augmented RL Agents

Noticeably, this thesis does not present results using Large Language Models (LLMs) in

complex video game environments. The experiments in Chapter 5 and Chapter 7 are limited to

text chat objectives and Crafter respectively. LLM research is unfortunately difficult to conduct

on an academic budget, and the infrastructure for both complex environments and LLM training

are messy. However, the results presented in this thesis highlight some exploration challenges

that can soon be addressed by using LLMs to augment the learning process.

Recently reinforcement learning has been successfully used to train reasoning models250,251.

In contrast to the many challenges of applying RL to complex video game environments, RL

training seems to effortlessly improve LLMs, imbuing them with unexpected emergent capabil-

ities. Many argue that this is largely because language models can easily and efficiently explore

language space, since their responses will always be grammatically correct and semantically

meaningful. Even highly trained RL agents will often make choices that are obviously wrong,

such as walking off of cliffs or moving away from visible goals. Pure RL approaches have been

used to tackle extremely complex games, but only when the action and state space is constrained

to a reasonable size, and when a strong curriculum can guide the agent toward useful skills.

This is extremely apparent in the Crafter experiments in subsection 7.6.4, where the environ-

ment’s fully connected task space allows curriculum learning methods to train strong agents even

though domain randomization fails.

It is clear that by using LLMs to generate sensible solutions in text space, the power of

RL to optimize over those options shines through. In the same way, it may be possible to use

language models, or a new form of RL foundation model, to produce sensible actions in new
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environments and kickstart exploration. There is a range of methods using LLMs in combination

with classic RL policies, varying in the degree to which the LLM is responsible for decision

making. Zhang et al. 8 use LLMs to tune a curriculum over a predefined task space, and Faldor

et al. 71 use LLMs to generate new tasks for an RL agent. On the other side of the spectrum

Carta et al. 252 directly fine-tune LLMs on text-based RL environments. Schoepp et al. 253 present

a comprehensive survey of this research direction. The following sections expand on the key

strengths and weaknesses of each before discussing some less explored options for synthesizing

LLMs and RL agents.

8.3.1 Direct Finetuning

Directly fine-tuning an LLM on an RL task is appealing because it follows the typical

formula for transfer learning, and allows us to directly use an LLM’s knowledge on the target

task. Unfortunately, there are several limitations and drawbacks to this approach. First, LLMs

are extremely expensive to tune, limiting this research to very well-funded research labs. Sec-

ond, video-language models (VLMs) capable of directly interpreting pixels are still in their in-

fancy, and LLMs are largely unusable outside of text-based environments. Third, as identified by

Carta et al. 252 the principled approach for creating log probabilities over the action space is pro-

hibitively expensive for large action spaces, as are typical in complex envs where LLMs would

be most valuable. Fourth, finetuning an LLM on a specific task can degrade its capabilities in

other areas. While this is fine for addressing specific problems, it may remove the additional

benefits of using an LLM policy such as steerability, interpretability, and generality. Finally,

from a purely intuitive perspective, using a massive language model trained on the sum of human

written knowledge should not be necessary to play Super Mario Bros. Smaller models can play
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extremely complex games at a professional level1,2,4. It would be ideal if an LLM’s knowledge

could be used to efficiently train policies of a suitable size for the problem.

Research Direction 4: LLMs as Agents in Complex Games

Do LLMs have an advantage over tabula rasa RL agents in exploring complex environ-

ments? Can they be trained to play games without diminishing their other skills? What

environment characteristics cause them to perform better or worse than RL agents?

8.3.2 LLMs as Teachers

Using LLMs as teachers in a student-teacher curriculum dynamic is appealing because

they are then operating at a level of abstraction that matches their training data. The OMNI line

of work highlights this by tasking LLMs with judging the interestingness of tasks described as

strings of text, and by generating new tasks described in code. Additionally, by prompting the

LLMs a few times per task, rather than for each action, these methods cost much less than direct

fine-tuning. That being said, Faldor et al. 71 highlights that their method was still prohibitively

expensive to run, and they were only able to conduct limited experiments of the full system as

a result. The previous iteration of OMNI notably cached their interestingness ratings over the

entire task space at the start of training to speed up training and reduce costs. While using LLMs

to select and generate tasks is an appealing way of distilling their domain knowledge into RL

agents, there are still many open questions about how to do this efficiently and effectively in

novel environments.
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Research Direction 5: Generating and Sampling Tasks with LLMs

Are LLMs capable of predicting the learning potential of sampled tasks, or generating tasks

with high learning potential? Do these methods perform well on any task that requires

human intuition, or only those present in the language model’s training data?

Another similar direction uses LLMs to generate reward functions. Eureka254 prompts

LLMs to generate code for reward functions in simulated robotics tasks that outperform hand-

designed rewards by human experts. Motif255 and MaestroMotif256 alternatively task an LLM

with providing preferences over pairs of observations in NetHack, sometimes with natural lan-

guage instructions describing a task, then use these preferences to train an intrinsic reward model.

Motif then uses these intrinsic rewards to train an RL agent, showing that it outperforms agents

trained with just the in-game score. MaestroMotif extends this approach by using Motif to gener-

ate many skill-specific policies, then tasking an LLM with generating code for a meta-policy over

skills based on a natural language description of a goal. The LLM also generates code for each

termination condition, which returns control back to the meta-policy. Using LLMs to generate re-

wards is perhaps the most extensible approach to the student-teacher framework, because it does

not assume any control over environment dynamics or initialization. However, current methods

do not use LLMs in the loop, rather they generate reward code or distill LLM preferences into

a more limited reward model before training. Direct, online intervention may be more effective

at reinforcing good behavior in RL agents, allowing the LLM to directly react to agent behavior

with new rewards in an open-ended manner.
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Research Direction 6: Online Reward-Generation with LLMs

Are LLMs able to generate rewards that steer a given partially-trained agent towards a

prescribed goal (stated in natural language)? What level of intervention best balances

steerability with computational efficiency?

A different approach to open-ended learning eschews reinforcement learning entirely in

favor of policies written in code generated by LLMs. Evolution through Large Models257 used

LLMs as the mutation operator in a genetic programming algorithm in combination with MAP-

Elites258 to evolve novel policies the Sodarace domain259. Voyager24 instead uses an entirely

code-based approach without reinforcement learning to train open-ended policies in Minecraft.

As the agent explores the environment, the LLM generates code for skills and adds them to a

skill library, progressively improving the agent’s capabilities. The coded skills interact with a

high-level API to control the agent, foregoing low-level control. However, these depend heavily

on an LLM’s internal knowledge, and may not generalize to new domains. While RL excels

at fine-motor control, software controllers can also struggle to produce precise control, and to

combine precise control with high-level decision making. Ultimately reinforcement learning, or

methods thoroughly inspired by the principles of learning from experience, will be necessary to

create agents that learn as humans do.

8.3.3 Commonsense Action Pruning

While the above approaches are promising directions for future research, there are other

ways of integrating LLMs into RL training that have not yet been explored to my knowledge. In

particular, it is not common to use LLMs to improve the state-space exploration of RL agents

without directly making decisions. LLM-generated reward functions like those created by Motif
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and Eureka provide per-state feedback, but the reward functions are precomputed and do not use

LLMs in the training loop to directly guide exploration. Drawing from the successes of LLMs

and RL in text-space, LLMs could provide even more value to the action selection process.

Research Direction 7: Using LLMs to assist RL agents with state-space exploration

In a given environment state, what methods can be used to determine when LLM interven-

tion would be beneficial? How can LLM intervention be efficiently implemented with a

vectorized RL training?

I’ll start with an example of why this would be helpful. Imagine an RL agent playing the

game NetHack. As it explores the dungeon, it comes across a fountain. In this state, there are over

100 actions the agent could take, from searching for hidden passageways to equipping weapons

to inscribing spells on the ground. A human player would immediately consider drinking from

the fountain, or filling a bottle, but to an RL agent these are just a few arbitrary choices among

hundreds of equally reasonable options. This massive state and action space creates significant

challenges for exploration. In most states very few actions, if any, lead to a definitively more

valuable state, and curriculum learning methods do not provide the necessary state-level feed-

back. An agent is unlikely to reach sub-goal states due to the expansive search space. Intrinsic

reward functions also rely on the agent eventually finding action-state pairs with rewards, but

some states may be too difficult for the current agent to access. Worse still, as the agent discovers

more common rewards and reinforces the behaviors that led to them, action entropy decreases,

and with it the chance of finding rare, high-value reward signals.

Given semantically meaningful actions an LLM or VLM could recommend commonsense

actions for the current state. In the NetHack example, an LLM could easily filter the valid actions
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down to "#dip" an item or "q" (quaff), all things a reasonable person might do in front of a

fountain, or the LLM could even directly suggest an action to take. This approach could be

combined with action masking to produce valid log probabilities with respect to the current RL

policy to optimize the results with standard policy gradient methods. The LLM can use it’s

knowledge to choose reasonable actions when necessary, while the RL agent learns from the

results of those actions. In addition, the LLm can be easily conditioned on a natural language

task, allowing it to suggest task-relevant actions and accelerating multi-task learning.

There are several challenges to this training setup in practice. First, it’s not clear how to

automatically determine when the LLM agent should be used to filter actions. Using it at every

step would be prohibitively expensive, requiring a full forward pass at every step. In NetHack,

pure RL agents take billions of timesteps to train, so this approach would need to be several

hundred times more sample efficient to justify the costs. Even if it were possible to determine

when to query an LLM for suggestions, it would be difficult to efficiently batch this computation

with vectorized RL environments. For instance, with 64 environment instances each requiring

LLM intervention every 64 steps on average, this approach would barely be faster than querying

the LLM at each step.

Another limitation is the assumption that the environment can be easily interpreted by an

LLM. This is reasonable in NetHack where the current state can be reasonably described in text,

but may not be valid in purely graphical environments like Minecraft. A VLM could be used

in such cases, but would be less effective and more expensive than LLMs in text-based envi-

ronments. However, most computer tasks like online shopping, developing software, or playing

video games can be formulated with a discrete action space and text generation, so this approach

could be used to solve many important tasks.
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If the initial approach works well, it could be further improved by also finetuning the LLM

on the results of its action choices similar to the approach used by Carta et al. 252 in the BabyAI

domain260. This model of learning feels intuitively similar to how people choose actions in new

situations, first proposing logical candidates, then learning an intuitive policy from experience.

Research Direction 8: Finetuning Online LLM Teachers

If LLMs can be prompted during training to accelerate the learning of a student RL agent,

can they also be finetuned on the student’s performance to suggest better tasks? Is it possi-

ble to improve both the teacher and student in a virtuous cycle of online exploration?
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