
ABSTRACT

Title of Thesis: OPTIMIZATION AND TRAJECTORY
ANALYSIS OF MORPHING WAVERIDERS

John Jessen
Master of Science, 2025

Thesis Directed by: Professor Christoph Brehm
Department of Aerospace Engineering

Professor Johan Larsson
Department of Mechanical Engineering

A waverider is a flight vehicle that creates a shock wave attached to the leading edge, which

leads to high lift-to-drag ratio at a design Mach number. A morphing waverider changes the lower

surface in order to keep the shock wave attached to the leading edge at a range of Mach numbers.

The classic waverider design method creates the vehicle shape with sharp leading edges from a

known flow field. This is unrealistic for vehicle design, first because real-world leading edges

are rounded, and second because this method limits the design space of possible geometries to a

small subset that generate flow fields that can be calculated analytically.

This objective of this fundamental research was to bypass the current limitations facing

round-leading-edge waverider optimization by including a reduced-order blunt-leading-edge model

and a Computational Fluid Dynamics (CFD) algorithm in the optimization process. A new

morphing methodology was created that could apply additional off-design features to the leading



edge and lower surface of planar shock-derived waveriders. An analytical model for off-design

waveriders was developed and used to optimize morphing waverider geometries alongside the

CHAMPS+ CFD tool. The impact of morphing on waverider range was evaluated using a direct

collocation trajectory optimization algorithm.

While the analytical model and CFD tool predicted similar performance trends, the CFD-

based method was better suited to capture the complex features experienced by round-leading-

edge morphing waveriders. For both methods, the optimized morphing waverider geometries

were predicted to give lift-to-drag ratio and range increases over non-morphing waveriders. To

provide additional insights into the effects of morphing on round-leading-edge waverider perfor-

mance, further morphing optimization iterations, as well as the addition of constraints which take

into account real-world low-cost access to space considerations, are recommended.
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Chapter 1: Introduction

The 21st Century has witnessed remarkable advances in low-cost space access. The civilian

space�ight industry aims to make commercial suborbitable travel affordable, while signi�cant

strides have been made by others in developing cost-effective, reusable launch vehicles. As re-

usability becomes increasingly common in modern spacecraft and the cost of launching vehicles

into orbit continues to decrease, attention is turning once again to the design of high-performing,

ef�cient civilian reentry vehicles. One such vehicle design is the morphing waverider, which

could achieve high performance by adjusting its lower surface to generate a shockwave in such a

way that it produces high lift-to-drag ratios across a gliding trajectory.

1.1 Reentry Flight

Numerous challenges face orbital reentry vehicles. These include thin shock layers that

closely follow the leading edges of vehicles, and complex boundary layers, where entropy layers,

interaction between the boundary layer and inviscid �ow, and the presence of high-frequency

disturbances all affect boundary layer thickness and the transition to turbulent �ow [1].

The dif�culty of modeling these features signi�cantly limited the performance of early

reentry vehicles. Examples of such vehicles include the Apollo Capsule and the Space Shuttle

Orbiter, both of which incorporated conservative design features, such as large blunt surfaces.
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While these features helped mitigate high-temperature effects and ensured these vehicles could

survive in this poorly understood regime, they also considerably reduced performance. As a

result, high-performing, low cost reentry vehicles were not realized for human space �ight during

the 20th Century.

Now, however, improvements in computing power and Computational Fluid Dynamics

(CFD) capabilities have led to an increased understanding of the physical phenomena present

during reentry. Additionally, the development of materials capable of withstanding extremely

high temperatures, such as ultra-high temperature ceramics, have enabled these vehicles to utilize

progressively smaller leading edge rounding. These technological advancements have sparked

renewed interest in the waverider, a class of vehicle with theoretical performance far superior to

those of traditional reentry vehicles.

1.2 The Waverider

The modern waverider was proposed in 1959 by Terence Nonweiler as a reentry vehicle

that could achieve high performance [2,3]. The waverider forms he described were caret-shaped,

with sharp, triangular planforms when viewed from above. These designs produced a planar,

attached shock at sharp leading edges. The upper surface aligned with the freestream �ow, while

the lower surface followed the disturbed �ow resulting from the planar shock at the leading

edge. The rear surface was tangent to the freestream. Waverider performance was estimated

by integrating the shockwave-generated pressure at the surface of vehicle. Using planar shock

relations [1], Nonweiler predicted signi�cantly higher lift-to-drag ratios for these vehicles than

was standard in other reentry vehicle geometries of the time. For this reason, his approach would
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Figure 1.1: Caret and power-law leading edge waverider geometries at Mach 6 and 20 km altitude
with lower surface pressure distributions and shock outlines; upper: planar shock generating
body; lower: conical shock generating body

serve as the foundation for waverider design and performance evaluation.

This formulation was extended to conical shock waves by Jones [4], who used the Taylor-

Maccoll conical shock wave solution [5] to calculate the lower surface streamlines and the

pressure distribution. This study also used a caret-type leading edge and demonstrated that the

more general shock solution offered increased performance over purely planar waverider designs.

Subsequent research on waveriders led to the creation of a power-law formulation for the leading

edge [6], which allowed for additional design �exibility. This formulation was later simpli�ed

for strictly planar-derived waveriders [7].

The emergence of high-speed computing enabled the study of waveriders that used more

complex generating shock shapes which required more complex solutions to their �ow �elds.
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This included cones with elliptical cross-sections or with some inclination [8], and osculating

cones [9], which used cones of varying shock angle across the leading edge to create complex

lower-surface shock surfaces.

1.2.1 Waverider Optimization

With high-speed computing also came the desire to determine the optimal waverider ge-

ometry for any given �ight condition. This effort began in 1987 with Bowcutt et al., who

investigated conical-shock generating vehicles with an upper expansion surface [10], and was

further developed by Corda et al., who used a generalized axisymmetric shock-generating body

[11]. These studies are of particular importance—�rst, because they were the earliest to account

for the effect of viscous forces from the boundary layer on performance, and second, because they

demonstrated that even after adding viscous effects, optimized waveriders produced lift-to-drag

ratios signi�cantly higher than those of other contemporary reentry vehicles.

Although waveriders optimized for a single �ight condition achieved impressive perfor-

mance, CFD studies revealed signi�cant performance decreases when these waveriders were

�own in off-design conditions. This included situations where leading edge rounding was applied

[12], or where the vehicles were �own in �ight conditions they were not optimized for [13]. The

primary cause of this performance drop in off-design conditions was often pressure bleed from a

shock wave that no longer conformed to the leading edge, as shown in Fig. 2.1. This presents a

signi�cant challenge for real-world gliding waveriders, which must operate across a wide range

of �ight conditions and also feature a round leading edge.

While understanding the effects of leading edge rounding is of the utmost importance for
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vehicle design, its true impact on waverider optimization has only been investigated a handful

of times by researchers. Among the most signi�cant are studies by Guo et al., which used

a complex analytical model that predicted some effects of leading edge rounding to optimize

rounded conical shock waveriders, including viscous effects [17]. This study was similar to

previous efforts that used Newtonian theory to approximate round-leading-edge drag [18], but

also used symbolic regression, which uses optimization algorithms to �t equations to complex

physical phenomena, in order to develop a more advanced model that accounts for stream-wise

pressure bleed effects. These studies are of great importance to this thesis, �rst, because they

demonstrated an initial methodology to account for off-design effects in waverider design, and

second, because of their �nding that geometric optimization which incorporates leading edge

blunting results in vastly different geometries and signi�cantly improved performance, compared

to theoretical `on-design' waveriders. Despite the impressive capabilities of this model, it is

important to note that it only accounts for some of the effects of leading edge rounding on waveri-

der performance, and its results have only been compared to computational �uid dynamics results

geometries with minimal pressure bleed. For this reason, it remains likely that computational

�uid dynamics is the best method for accurately optimizing round-leading-edge waveriders.

1.2.2 Morphing Waveriders

Multiple design methods have been explored to mitigate the off-design effects encountered

when �ying at multiple �ight conditions. As discussed by Zhao et al., these include “star-body,”

“tandem,” and “parallel” waverider types, among others, all of which involve combining the

features of multiple waveriders optimized for various �ight conditions to enhance overall glide
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performance [14]. The challenges with these design approaches are twofold: �rst, they typically

only include a small number of �ight conditions in the optimization process, and second, they are

highly subjective approaches which often result in only modest increases in overall performance.

One particularly promising waverider design for operating across a range of �ight con-

ditions is the `morphing' waverider designed by Jesse Maxwell [15, 16]. This design features

a movable lower surface that �exes as the Mach number varies, ensuring that the generated

shock wave remains attached to the sharp leading edge. Using this approach, Maxwell found

that a morphing lower surface signi�cantly improved vehicle lift-to-drag ratio, range, and even

maneuverability for various mission types and atmospheres, including Earth or Mars reentry

glides.

Figure 1.2: Morphing conical-shock derived caret waverider at various Mach numbers

While previous morphing waverider theory offers signi�cant improvements in performance,

the use of the analytical Taylor-Maccoll solution to generate waverider geometries required

several underlying assumptions that may limit understanding of the true performance achievable

using morphing surfaces. First, the requirement of a known conical shock wave shape for waveri-

der generation required that all morphing waverider con�gurations generated an attached conical
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shock wave. Not only does this assumption require signi�cant changes in lower surface shape

in-�ight, as shown in Fig. 1.2, it arti�cially limits the geometry design space. The sharp-leading

edge analytical method also implicitly assumed that waverider geometries designed such that the

shock wave is attached for a sharp leading edge vehicle are optimal, even when leading edge

rounding is applied. This is counter to the results found by Guo et al.

These results, along with studies that improved waverider performance after applying ar-

bitrary polynomial perturbations across the lower surface [19], seemed to indicate that morphing

waveriders that undergo optimization that include the effects of rounding could have improved

performance over those that do not. By implementing CFD simulations to estimate performance,

the restrictions imposed by traditional analytical methods are lifted. This study seeks to transition

from an improved round-leading-edge analytical model to a CFD-based approach to generate

morphing waveriders with improved performance.

1.2.3 Trajectory Analysis

Once the lift and drag forces for a waverider have been determined, it is often necessary

to characterize the range and �ight path it may achieve by approximating its physical �ight path.

One method is to use a reduced-order equilibrium-glide model, such as the one used by Maxwell

[15], to approximate the general features of a reentry trajectory without accounting for dynamic

effects.

Other approaches have employed more advanced techniques, such as guidance and navigation

logic [20], to direct vehicle trajectories. Angle-of-attack control, paired with complex genetic

algorithm optimization, was used to optimize the trajectory of �nned �ight systems [21], as well
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as waverider-based reentry vehicles [22]. Another approach includes nonlinear direct collocation

optimization methods, which model both the system controls and physical states as polynomial

splines [23]. These methods are particularly well suited for accounting for many constraints and

�ight pro�les with multiple distinct phases, including rocket launch, or hazard avoidance. This

technique was utilized by Rizvi et al. [24], as well as Yu and Nai-Gang [25] to identify optimal

trajectories for waverider vehicles with distinct rocket launch, waverider glide, and terminal

phases. These studies demonstrated that the high lift-to-drag ratio performance of waverider-class

vehicles enables long-range mission capabilities, and that trajectory optimization algorithms can

offer signi�cant insight into waverider performance.

1.3 Problem Statement

While the waverider optimization studies mentioned have made signi�cant strides in im-

proving waverider performance using a variety of methods, surface morphing—arguably the

most promising of these methods—has not yet been explored using geometry optimization that

accounts for off-design effects, such as pressure bleed from rounded leading edges. Additionally,

trajectory analyses of morphing waveriders have not been conducted using advanced trajectory

optimization tools, and there remains a limited understanding of the true performance improve-

ments offered by morphing technologies. For this reason, this study aims to de�ne optimal

morphing waverider vehicles with rounded leading edges and assess the lift-to-drag ratio and

trajectory impacts of these vehicles compared to a standard non-morphing waverider.
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1.3.1 Objectives

The goal of this thesis is to explore the use of morphing technologies to improve the perfor-

mance of waveriders for civilian transportation applications. Speci�cally, this research focuses on

improving the range and lift-to-drag ratio of waveriders using analytical methods, computational

�uid dynamics, and trajectory optimization. The key objectives of this study are:

1. To create a reduced-order performance evaluation tool for round-leading-edge waveriders

using a mixture of analytical relations, and to compare its accuracy to CFD;

2. To identify rounded leading edge waverider geometries that offer improved lift-to-drag

ratios, starting from theoretical optimum `on-design' geometries, by applying arbitrary

shape perturbations;

3. To use a trajectory optimization tool to generate morphing geometries that outperform an

initial non-morphing design;

4. And to compare the performance impacts of analytical methods versus CFD tools, as well

as the associated trends.

1.3.2 Thesis Outline

The following chapter provides the methodology used to generate a waverider and analyze

its performance. Mathematical de�nitions for a round-leading-edge, planar shock-derived wave-

rider with leading edge and lower surface perturbations are given, along with the two methods

selected for approximating surface forces and lift-to-drag ratio: a lower-order analytical model,
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and a CFD solver. The geometry optimization algorithm is described and validated, followed by

details of the waverider dynamics and the trajectory analysis tool.

The third chapter describes the methodology used to optimize �xed and morphing waveri-

ders. The analytical performance model is used to optimize a traditional non-morphing vehicle,

and its resulting trajectory is simulated. By analyzing the �ight conditions along the trajectory,

control points are identi�ed where morphing may occur in order to best improve performance.

Using these points, three different morphing vehicles are created, each with different constraints

placed on the ability of their lower surfaces or leading edge to adjust during morphing. Finally,

additional trajectories are generated for the morphing vehicles, and the lift-to-drag ratio and range

performance of each is compared with those of the initial vehicle.

The fourth chapter applies the established methodology to optimize a series of morphing

waveriders using the computational �uid dynamics tool. The performance of these vehicles is

compared to the initial �xed vehicle, as well as to the optimal vehicles created using the ana-

lytical model in the previous chapter. The computational geometries are re-simulated using the

analytical model, and the differences between the two methods are discussed.

Finally, important �ndings are summarized and discussed in the �nal chapter. These

include primarily that CFD tools were well suited for waverider geometry optimization, and

also that notable performance increases were predicted as a result of surface morphing. Key

weaknesses of the methodology used are discussed, and recommendations for future studies are

provided.
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Chapter 2: Approach

This chapter details the complete mathematical de�nition of the waverider-class vehicle,

the geometry optimization algorithm, and the performance evaluation of various waverider designs

used for the present study. Two distinct techniques are employed to estimate the physical properties

on the vehicle's surface: �rst, an analytical model utilizing tangent-wedge shock relations, Mod-

i�ed Newtonian pressure coef�cient theory, and a rear surface pressure correction; and second,

a high-ef�ciency inviscid Euler computational �uid dynamics code. Both methods incorporate

Eckert's reference temperature method to estimate skin friction.

This section also provides an overview of the geometry optimization tool, including its

setup, constraints, and validation. Finally, the trajectory analysis tool used to approximate vehicle

performance is described, highlighting the waverider equations of motion and the trajectory

constraints for the glide phase.

2.1 Waverider Construction

Planar shock-derived waveriders are created by �rst de�ning a two-dimensional oblique

shock based on the desired shock angle and �ight condition, followed by de�ning an outer pro�le

(or planform) that intersected this shock wave. The vehicle surfaces are then created by tracing

the upper surface backward from the leading edge, parallel to the freestream direction, and by
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tracing the lower surface streamlines aft of the oblique shock. This ensures that the waverider

generates the de�ned oblique shock along its leading edge and captures the high pressure from

the shock wave across its lower surface. For a visualization, see Fig. 2.4.

Additional transformations are then considered which perturb the leading edge and lower

surface to `off-design' conditions, such that the shock generated by the leading edge is not

necessarily perfectly captured across the lower surface. These operations are performed with the

goal of counteracting the effects of leading edge blunting, which is required for physical wave-

rider designs and already has an off-design effect by forming a normal shock at some standoff

distance forward of the leading edge. These blunting effects can be seen below in Fig. 2.1, which

shows the front-view �ow �eld for an on-design waverider before and after leading edge blunting

is applied. When the leading edge is sharp, the on-design waverider captures the entire shock

wave across its lower surface, which typically leads to high performance at this �ight condition.

However, once leading edge blunting is applied, signi�cant pressure bleed from the lower surface

occurs. This phenomena tends to considerably reduce vehicle performance [18], and can be easily

seen in Fig. 2.17, where signi�cant pressure loss occurs after applying blunting to an on-design

sharp leading edge waverider.
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Figure 2.1: Effects of large radius leading edge blunting on an on-design waverider; front-view
pressure �eld

2.1.1 Initial Surface Generation

The waverider leading edge parameterization used in this work is �rst de�ned using a power

law derivation used by Ryan Starkey [7] to generate planar-shock waveriders. This geometric

form was developed in three dimensions, with the coordinate system centered at the waverider's

nose-tip. In this system, the waverider extends lengthwise in the positive x-direction, with width

extending from the centerline in the y-direction and height extending in the negative z-direction,

with positive z de�ned as pointing upwards. The leading edge is �rst de�ned in the x- and y-

dimensions using the power-law parameterA.

yLE (x) = Ax n (2.1)

This is sometimes rearranged as:

xLE (y) =
� y

A

� 1=n
(2.2)
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with bounds0 � x � L and� w=2 � y � w=2. A is a sizing constant de�ned by the vehicle

length,w, length,L, and power-law exponent,n. Exponentn can be varied from 0 to 1, and in

effect controls the sharpness or bluntness of the upper planform at the nosetip, as shown by Fig.

2.2 in the x-y plane.

A =
w

2Ln
(2.3)

Figure 2.2: Various leading edge shapes; upper planform

The curvature in the x-z plane is derived slightly differently than the standard power-law

formulation. Instead of being de�ned solely by the shape of an oblique shock, an additional curve

factor is introduced. This factor applies an off-design curvature to the leading edge:

zLE (x) = � xtan�
� x

L
" � " + 1

�
(2.4)

The leading edge is therefore controlled by modifying the desired shock angle,� , and

the curve factor" . The curve factor was bounded between -1 and 1, where" = 0 represents

the standard linear formulation. More negative or positive values of" introduce concavity or

convexity, respectively, across the leading edge. This adjustment typically results in vehicle

geometries resembling those of conical-shock derived waveriders and is intended to allow for
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additional compression or expansion at the leading edge. Fig. 2.3 illustrates the effect of changing

these parameters in the x-z plane:

Figure 2.3: Various waverider leading edge shapes; side-view

After de�ning the leading edge curve, a sharp-leading edge waverider is created by con-

structing the upper freestream and lower compression surfaces. An initial on-design compression

surface is generated using a constant wedge angle,� . This value is derived using the trigonometric

planar shock relation, assuming a very large design Mach number:

� = tan� 1

�
2cot� sin2�

 + cos(2� )

�
(2.5)

The upper and lower surface z-coordinates are then bounded by the leading and trailing

edges, with0 � x � L and� yLE (x) � y � yLE (x). The upper surface is created by tracing

backwards in the freestream direction, while the lower surface is constructed using the planar

shock wedge angle. This process is shown in detail in Fig. 2.4

zupper (y) = zLE (xLE (y)) (2.6)

zlower (x; y) = zupper (y) � [x � xLE (y)] tan� (2.7)
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(a) Oblique shock de�ned by� (b) leading edge shape de�ned byL , w, n, "

(c) On-design lower surface de�ned by� (d) Upper surface de�ned by freestream

Figure 2.4: Waverider surface generation;L = 2, w = 1, n = 0:5, � = 10� , " = 0

2.1.2 Chebyshev Polynomial Perturbation

Next, arbitrary curved perturbations are applied across the lower surface to allow for changes

in compression along the span. This is achieved by applying a Chebyshev factor to the wedge

angle along the span, using three control points:p1, p2, andp3. The function is determined using

Chebyshev polynomials of the �rst kind [26]:

T0(� ) = 1

T1(� ) = �

Tn+1 (� ) = 2 �T n (� ) � Tn� 1(� )

(2.8)
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Figure 2.5: Chebyshev polynomials of the �rst kind

Since Chebyshev polynomials are de�ned in the dimension� 1 � � � 1, a coordinate

transformation is required to apply them across the span0 � y � w=2 and to mirror them across

the centroid. The full fourth-order Chebyshev polynomial, with this axis transformation, is:

� (y) =
4jyj
w

� 1

Tn (y) = Tn [� (y)]

T(y) =
4X

n=0

anTn (y)

(2.9)

To solve for the coef�cientsan , a system of equations is solved using the control points

p1, p2, andp3. The solution applies a zero slope condition at the vehicle centroid,y = 0, and

enforces the leading edge boundary condition aty = w=2:
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Finally, the lower surface is perturbed by applying the Chebyshev polynomial scale factor

from Eq. 2.9 to the formulation in Eq. 2.7, resulting in Eq. 2.11. As shown in Fig. 2.6, this

allows the wedge angle to be scaled linearly up or down, or to vary across the vehicle span.

zlower (x; y) = zupper (y) � [x � xLE (y)] tan(T(y)� ) (2.11)

(a) ChebyshevT(y); p1 = p2 = p3 = 0 :5 (b) Waverider;p1 = p2 = p3 = 0 :5

(c) ChebyshevT(y); p1 = p2 = p3 = 1 :5 (d) Waverider;p1 = p2 = p3 = 1 :5
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(e) ChebyshevT(y); p1 = 1 :2, p2 = 0 :8, p3 = 1 :2 (f) Waverider;p1 = 1 :2, p2 = 0 :8, p3 = 1 :2

Figure 2.6: Waverider with Chebyshev perturbations;L = 2, w = 1, n = 0:5, � = 10� , " = 0

2.1.3 Blunted leading edge

At this point, the waverider has an in�nitely sharp corner at the leading edge. While this

feature would, in theory, provide a perfectly attached shock at the leading edge and result in very

high lift-to-drag ratios, it makes construction dif�cult and likely would not survive the extremely

high temperatures that would result from the attached shock in a realistic �ight environment.

Therefore, a rounded leading edge of some radius,R, is required. The present work rounds

the leading edge using the “adding material” method proposed by Tincher and Burnett [27].

While traditional leading edge blunting involves cutting material away from the leading edge to

create a �llet, adding material methods may provide improved performance by reducing pressure

leakage at the leading edge and preserving the original vehicle shape [15]. To construct the new

leading edge, the original upper surface is removed, and a two-dimensional round leading edge

is extruded from the lower surface. Next, a new upper surface is traced back from the rounded

leading edge in the freestream direction. Finally, a rear surface tangent to the freestream is added,

enclosing the vehicle geometry. This �nal process can be seen in Fig. 2.7.
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(a) Leading edge blunting at rear surface (b) Leading edge blunting at nosetip

(c) Waverider rear surface (d) Waverider leading edge

Figure 2.7: Waverider leading edge blunting full geometry;L = 2, w = 1, n = 0:5, � = 10� ,
" = 0, p1 = 1, p2 = 1, p3 = 1, R = 0:025

In summary, the waverider design process outlined provides the �exibility to create a wide

range of waverider geometries. These geometries can feature sharp or blunt leading edges and

can resemble traditional on-design con�gurations or include perturbations (" , p1, p2, andp3) for

off-design con�gurations. Each geometry is de�ned as a functionf (L; w; n; �; "; p 1; p2; p3; R)

and is created using the following steps:

1. De�ne the leading edge using parametersL, w, n, � , and" along with Eqs. 2.1 through

2.4;

2. Solve the system of equations for the lower surface Chebyshev polynomialT(y) using
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parametersp1, p2, andp3, and using Eq. 2.10;

3. De�ne the lower surface using Eqs. 2.5 and 2.11;

4. If the nose radius is zero, use Eq. 2.6 to de�ne the upper surface. Otherwise, apply the

method outlined by Tincher and Burnett to build a round leading edge outward from the

lower surface using trigonometric relations. Then, apply a curve-�t to the upper bounds of

the new leading edge and create the new upper surface of the waverider with Eq. 2.6;

5. De�ne the rear surface and enclose the waverider geometry.

2.2 Analytical Model

To estimate the performance of different waverider con�gurations in a computationally

ef�cient manner, a reduced-order analytical model for waverider aerodynamics is developed.

While the aerodynamics of sharp leading edge planar waveriders can be approximated accurately

using planar shock and expansion wave theory, these methods do not capture the complex �ow

characteristics of vehicles with blunt leading edges or those with lower surfaces that are not

aligned with the shock wave �ow �eld. For this reason, simple �ow relations are paired with

pressure corrections for blunt leading edge waveriders. These relations, in addition to skin friction

relations, provide a straightforward, albeit lower-order, estimate of waverider performance at a

fraction of the cost of CFD.
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2.2.1 Inviscid Pressure Models

Different pressure approximations, as described by Anderson [1], are used depending on

the relative angle,� , between the vehicle surface and the freestream. A tangent-wedge method

is applied to approximate the pressure,P, on the windward surfaces. This method assumes

discontinuous, adiabatic shock waves in a perfect gas. On the leeward surfaces, Prandtl-Meyer

expansion wave relations are used, which assume isentropic expansion. Past a critical expansion

angle, however, a proposed base pressure model proposed by Maxwell [15] is used. Each relation

is described as follows:
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where shock angle,� , is approximated by assuming largeM 1 and small angles� and� [1]:

� = �

2

4 
 + 1
4

+

s �

 + 1

4

� 2

+
1

M 2
1 �

3

5 (2.13)

At the blunted leading edge, however, oblique shock relations provide a relatively poor

pressure approximation. Instead, Modi�ed Newtonian theory [1] is used:
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cp = cpmax sin2� (2.15)

From the de�nition of pressure coef�cient:

P
P1

=
1
2

cp
M 2
1 + 1 (2.16)

To further improve the pressure approximation for blunt leading edge waveriders, an ana-

lytical pressure increment correction formulated by Guo et al. [17] is used. This model, developed

using symbolic regression and designed speci�cally for blunt leading edge waverider geometries,

is intended to better account for the effects of stagnation heating on pressure as well as pressure

bleed to surfaces aft of the leading edge. It is important to note that while this equation is a

function of freestream Mach number,M 1 , angle of attack,� , sweep angle,� , distance from

the leading edge,x, and blunting radius,R, Guo et al. found that the upper surface pressure

bleed effects were essentially independent of angle of attack, always setting� = 0 � for the upper

surface pressure increment calculations.

� P
P1

=
(0:18cos� + 0 :37sin� )M 2

1

2:14 + x=R
+

� 0:85cos� � sin2� � M 2
1

exp(0:41sin2� � x=R)
+

� 0:046M 2
1

exp(1:34cos� � x=R)
(2.17)
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Figure 2.8: Leading edge pressure increment dimensions of interest for a sample point on the
waverider surface

2.2.2 Skin Friction

An additional skin friction estimate is required to approximate the viscous drag a waverider

would experience in �ight. While the characteristics of the boundary layer are extremely complex

and dif�cult to accurately predict, the large scale of vehicles tested in this study, paired with the

requirement for high computational ef�ciency, leads to the desire for skin friction approximations

that are simple to implement. For this study, the Eckert reference temperature formulation [28] is

utilized, which provides a simple but relatively accurate estimate for the Reynolds number using

the local surface temperature and Mach number:

T � = T
�
1 + 0:032M 2 + 0:58

�
Tw

T
� 1

��
(2.18)
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whereTw is wall temperature. The reference temperature is then used to calculate reference

pressure using ideal gas relations, the viscosity using Sutherland's Law [29], and �nally the

reference Reynolds number:

� � =
P

Rair T �

� � = � ref

�
T �

Tref

� 3=2 Tref + S
T � + S

Re�
x =

� � uexLE

� �

(2.19)

WhereRair = 287 J/kg·K, � ref = 1:716� 10� 5 kg/m·s,Tref = 273:15 K, andSref = 110:4

K. Similar to pressure, the tangent-wedge and Prandtl-Meyer expansion relations are applied to

estimate the surface temperature and Mach number, as required by Eq. 2.18. For suf�ciently large

expansion angles, the impact of skin friction is assumed to be negligible. Thus, a rear surface

approximation is not required for temperature or Mach number:
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The transition from laminar to turbulent �ow is an additional characteristic of boundary

layers that is extremely dif�cult to predict and can have a signi�cant impact on aircraft per-

formance. Here, a low-order approximation is used during vehicle optimization to increase
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computational ef�ciency. The local skin friction coef�cient for laminar and turbulent compressible

�ow is calculated using compressible �at plate relations given in Anderson [1]:

cf;lam =
0:664
p

Re�
x

(2.22)

cf;tur =
0:0592

(Re�
x )0:2

(2.23)

where laminar to turbulent transition is predicted using a formulation used by Bowcutt et al. for

waverider analysis [10]. This method produces the expected transition effects: transition occurs

at a consistent distance from the leading edge and also occurs earlier on the lower surface, where

compression occurs. Fig. 2.9 shows the estimated transition location for a sample vehicle at

Mach 7 and 30 km altitude.

log10(ReT ) = 6 :421� exp(1:209� 10� 4M 2:641
e ) (2.24)
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(a) Lower, upper surfaces;L = 10 m (b) Lower, upper surfaces;L = 40 m

Figure 2.9: Laminar to turbulent transition location using Eckert reference, Bowcutt et al.
transition estimate; Mach 7, 30km

2.2.3 Grid Convergence

To obtain a performance metric for any waverider geometry, the inviscid pressure and skin

friction forces are discretely integrated over a vehicle mesh withN triangular cells, as shown in

Fig. 2.10. In this study, lift and drag are the primary performance measures and are calculated as

follows:
~Finv = �

NX

i =1

pi
~A i

~Fvisc = �
NX

i =1

cf A i qi

~Vi

jj ~Vi jj

Lift = Finv; 3 + Fvisc;3

Drag= Finv; 1 + Fvisc;1

(2.25)

whereA i is the local cell area,qi is the local dynamic pressure of the freestream, andVi is local

velocity.
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Figure 2.10: Grid re�nement geometries at Mach 7 and 30km; 1132, 3032, 9232, 31232 cells

A grid convergence study of the analytical lift-to-drag ratio is performed at Mach 7 and 30

km altitude. A mesh size with an error of 0.1% or less is desired. As shown in Fig. 2.11, the

optimal mesh size for this geometry and �ight condition is 31,232 cells.

Figure 2.11: Analytical modelL=D grid re�nement study at Mach 7 and 30km
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2.3 Computational Fluid Dynamics

While the previously described analytical model provides a good initial approximation of

waverider performance, the included equations do not account for more complex �ow character-

istics experienced by a blunted leading edge waverider in-�ight. Among these features, the most

signi�cant is pressure loss on the lower compression surface due to the normal shock standoff.

To address this issue, the GPU-based Cartesian High-order Adaptive Multi-Physics Solver

(CHAMPS+) CFD tool [30] is used. This tool is based on the academic CHAMPS code [31],

which has a CPU integration. For this study, CHAMPS+ is used to simulate waverider aero-

dynamics by solving the inviscid, compressible Navier-Stokes equations. This provides force

data that more accurately approximates a waverider's actual �ight performance by calculating

the shock shape generated by an off-design geometry. A key feature of the CHAMPS+ code is

its GPU integration, which allows simulations to run at extremely high speeds. Although the

time required for simulations is still an order of magnitude longer than the analytical model—

from a few milliseconds per analytical calculation to a few minutes per simulation—its highly

parallelized structure offers signi�cant speed improvements over traditional CPU-based codes,

making it feasible to incorporate this higher-�delity tool into the geometry optimization process.

2.3.1 CHAMPS+ Computational Fluid Dynamics Tool

The CHAMPS+ solver is ideal for geometry optimization because it does not require

manual volume grid generation, instead using an immersed-boundary method to automatically

re�ne a Cartesian volume grid for any arbitrary vehicle geometry. By applying grid re�nement

zones to the leading edge of the waverider geometries, computational grids that effectively model
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the important �ow features of a blunted leading edge waverider can be generated rapidly and au-

tomatically by the CHAMPS+ algorithm for each geometry, as shown in Fig. 2.12. For the cases

used in the present work, the solver was con�gured with a 5th-order WENO scheme to allow

for both shock capturing and improved accuracy. It is important to note that this method still

requires the use of the Eckert reference temperature formulation (described in Section 2.2.2) to

approximate the effects of skin friction on vehicle performance, and Maxwell's base pressure

approximation from Eq. 2.12. In effect, the CHAMPS+ CFD tool provides more accurate

estimates of inviscid surface pressure, temperature, and Mach number and replaces analytical

model Eqs. 2.12 (with the exception of the base pressure model) through 2.17, 2.20, and 2.21,

respectively.

Figure 2.12: Waverider block structure with near-body and leading edge superimposed over
pressure �ow �eld; 3.2M grid cells
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2.3.2 Grid and Convergence

Multiple re�nement zones are used to accurately capture the important high-gradient �ow

regions around the waverider vehicle ef�ciently. Since the most important data of interest are the

surface variables such as pressure, temperature, and velocity, high grid re�nement is applied near

the vehicle surface—especially near the leading edge—while accuracy is sacri�ced in regions

further away from the waverider to increase simulation speed.

Figure 2.13: Computational �uid dynamicsL=D grid re�nement study at Mach 7 and 30 km

To determine the optimal volume grid resolution, a grid convergence study is conducted.

To achieve a good balance between accuracy and compute time, the coarsest grid with an error of

1% or less is chosen. This results in a medium-�ne grid with 3.2 million cells using the sample

geometry shown in Fig. 2.10. Fig. 2.13 shows the convergence study for this resolution, using

a waverider with a 40 m length and a nose radius ofR = 0:1 m at a �ight condition of Mach 7
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and 30 km altitude. Fig. 2.14 shows the resulting grid re�nement and �ow features at the leading

edge for this resolution:

Figure 2.14: Sample waverider leading edge grid re�nement and pressure �ow �eld in x-z plane,
R = 0:1 m

2.3.3 Comparison to Analytical Model

Many optimization runs are performed using both the CFD and analytical models for a

wide variety of waverider geometries, with different lower surfaces, leading edge planforms, and

blunting radii. To compare the differences between these methods, two sample geometries are

selected: one predicted to have high performance based on the analytical model, and the other

which shows high performance according to the CFD results. These geometries, labeled `1' and

`2' respectively, are shown below in Fig. 2.15:
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Figure 2.15: Waveriders used for model comparison; analytical-optimized Geometry 1 (top) and
CFD-optimized Geometry 2 (bottom)

An angle of attack sweep from� 6� � � � 6� is performed at Mach 8 and 20 km altitude

for bluntness ratios varying from sharp (R=L = 0%) to signi�cantly rounded (R=L = 1%). As

shown in Fig. 2.17, the analytical model accurately predicts the overall trends for both geome-

tries across varying angles of attack and bluntness ratios. Furthermore, while it closely matches

the CFD lift-to-drag predictions for Geometry 2, it noticeably over-predicts the magnitude for

Geometry 1. This discrepancy is likely due to lateral pressure bleed, caused by excessive local

wedge angle or thickness, which is not accounted for in the analytical model. As a result, wave-

rider geometries that would experience a high degree of lateral pressure bleed in real �ight have

over-predicted performance by the analytical model. This phenomenon is shown in greater detail

in Fig. 2.16, which further shows that Geometry 1 experiences signi�cantly more pressure bleed

than Geometry 2.

Additionally, Fig. 2.18 compares the surface pressure distribution for both geometries

calculated using the analytical model and CFD. It can be seen clearly that the pressure on the

leading edge of geometry 1 was uniformly overestimated, likely due to the fact that signi�cant

pressure loss around the leading edge is not modeled in these equations. Geometry 2, on the other
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hand, underestimates pressure in locations where high pressure occurred in the CFD, notably

the wingtips, and overestimated pressure where it was lower in the CFD. This indicates again

that even when the analytical model accurately predicts lift-to-drag ratio performance for round-

leading edge geometries, this is probably due to the analytical model closely matching the average

pressure distribution across the waverider surface, and not accurately predicting the actual effects

of leading edge rounding on the �ow. This trend is in addition to a tendency to overestimate

pressure on the blunt leading edge where sweep angle is low, such as near the nosetip, and

underestimate it where sweep is high, which again is likely due to complex shock shape effects

which are not accounted for in the analytical equations.

Figure 2.16: Computational �uid dynamics pressure bleed comparison; geometry 1 & 2 at Mach
8, 20 km altitude
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(a) Geometry 1

(b) Geometry 2

Figure 2.17: Lift-to-drag ratio versus angle of attack for analytical model and computational �uid
dynamics; Mach 8, 20 km
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These results seem to suggest that the pressure increment model from Guo et al. (Eq. 2.17)

was created using the results from waveriders with low amounts of pressure bleed at the leading

edge. While the symbolic regression model and overall pressure approximation technique used

predict the performance of round-leading-edge waveriders with remarkable accuracy when the

amount of pressure bleed is small, the decrease in performance for highly off-design waveriders

highlights the weaknesses of analytical models at predicting performance in increasingly complex

�ow �elds. This again seems to indicate that without the inclusion of higher-�delity methods in

the optimization process, analytical optimization techniques could converge to designs that take

advantage of weak points in an analytical model. For this reason, two distinct morphing vehicle

optimizations will be conducted and subsequently compared in this study, one solely using the

analytical model, and one using CFD.
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(a) Geometry 1 pressure distribution; left: CFD, right: analytical model

(b) Geometry 2 pressure distribution; left: CFD, right: analytical model

(c) Differences in analytical model and CFD pressure; left: geometry 1, right: geometry 2

Figure 2.18: Surface pressure distribution for CFD versus analytical model; Mach 8, 20 km
altitude
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2.4 Geometry Optimization

In this study, the goal is to design a morphing waverider that can adjust its geometry to

maximize its lift-to-drag ratio throughout a mission glide trajectory. To identify the optimal

waverider geometry for a given �ight condition, a pattern search optimization algorithm [32] is

employed using MATLAB's built-in optimization toolbox. Pattern search is particularly useful

due to its derivative-free nature, allowing it to ef�ciently navigate the complex and often discon-

tinuous design space of the waverider geometry formulation used in this study.

2.4.1 Geometric Constraints

For the geometry optimization process, it is necessary to provide realistic upper and lower

bounds on the design variables that de�ned the geometry functionf (L; w; n; �; "; p 1; p2; p3; R) to

ensure that the optimization problem is well-de�ned for the search algorithm. For all optimization

runs, only geometries of constant length and blunting radius are compared. Additional constraints

are applied based on their mathematical de�nition, such as forn and ", or simply to prevent

the construction of obviously suboptimal waveriders—particularly geometries that are extremely

wide or thick. The variable bounds applied during this optimization stage can be seen below:

0:1L � w � 1:5L 0:1 � n � 0:9 1� � � � 20� � 1 � " � 1

0:5 � p1 � 3 0:5 � p2 � 3 0:5 � p3 � 3

To assist in validating the algorithm and impose real-world limitations on waverider geom-
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etry, a restriction on volumetric ef�ciency,� vol is enforced:

� vol =
V 2=3

S
(2.26)

WhereV is the vehicle's volume, andS is its planform area. Vehicles with high volumetric

ef�ciency tend to be wider and thicker, offering more usable volume, while the opposite is

generally true for vehicles with low volumetric ef�ciency.

2.4.2 Optimization and Validation

Since both the analytical model and the CFD algorithm require inputs for Mach number,

altitude, and angle of attack, the optimization design vector consists of these values with the

waverider geometric parameters. For each optimization sweep, Mach number, altitude, and angle

of attack are �xed, leading to the design vector:

~X = f L; w; n; �; "; p 1; p2; p3; R; M; h; � g (2.27)

As discussed earlier, the lift-to-drag ratio is the primary function of interest for this study, yielding

the objective function:

J = � L=D( ~X ) (2.28)

For geometry optimization, the pattern search algorithm is used. This non-gradient-based

technique evaluates the objective function in discrete steps, selecting the step with the minimum

function value iteratively [32]. This algorithm is chosen because of its gradient-free imple-

mentation and its suitability for engineering problems with complex, discontinuous objective
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functions that may have multiple local minima [33]. While the lift-to-drag ratio objective function

(Eq. 2.28) is generally convex, discontinuities arise by applying geometric constraints, such

as excluding geometries with intersecting upper and lower surfaces. These issues, combined

with local minima that sometimes occur at extreme �ight conditions make pattern search a more

appropriate choice than other methods, such as fmincon. Additionally, the relatively expensive

CFD function evaluations make true global optimization methods, like genetic algorithms, im-

practical due to the high number of function evaluations they require.

To validate this scheme, multiple convergence tests are conducted using the analytical

model's viscous lift-to-drag ratio calculations. A discrete sweep of a limited design space is

performed to identify the true minimum, and the results are compared with the pattern search

converged solution. Fig. 2.19 shows the results of a study with both one and two geometric

control points. Only vehicle width is varied for the one-dimensional case, and width and design

shock angle are varied for the two-dimensional case. As shown, pattern search performs well in

converging to the true minimum in both cases.

(a) 1-D (b) 2-D

Figure 2.19: Pattern search lift-to-drag ratio optimization validation
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The �nal validation study is conducted with all geometric variables bounded as described

in Section 2.4.1, using a waverider withL = 40 m andR = 0:1 m at Mach 7.5 and 30 km

altitude. Here, waverider geometry is optimized to create a Pareto front of the design space, i.e.,

to maximize the lift-to-drag ratio across a range of volumetric ef�ciencies,0 � � vol � 1. These

results are then compared to those from a brute-force attempt, where one million geometries are

simulated across the given geometric range. As shown in Fig. 2.20, the pattern-search-converged

Pareto front not only visually matches the Pareto front of viscous performance versus volumetric

ef�ciency found in other studies [7,34], but also converges to geometries with performance equal

to or better than those found using the brute-force sweep. This indicates again that the pattern

search algorithm is well-suited for optimizing the chosen waverider geometry design space.

Figure 2.20: Pattern search optimized Pareto front of lift-to-drag ratio and volumetric ef�ciency
using the analytical model; Mach 7.5, 30 km
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2.5 Trajectory Analysis

While lift-to-drag ratio is the primary measure of waverider performance in this study,

a trajectory optimization tool is also used to visualize the general effects morphing may have

on a waverider's glide path and range. To identify waverider trajectories, the direct collocation

functionality of the Imperial College London Optimal Control Software (ICLOCS2) is used [35].

This tool discretizes the waverider trajectory into a system of discrete points, or collocation nodes.

By applying the waverider dynamics and constraints across these nodes, an optimization problem

can be solved that minimizes the desired objective while satisfying the physical dynamics of

waverider �ight. This algorithm is particularly effective for the waverider gliding trajectory,

where many constraints are involved, and the �ight paths are typically complex.

The full waverider �ight pro�le is broken up into three distinct trajectory optimization

stages. The most important of these is the glide phase, where range is maximized for �xed initial

and �nal �ight conditions by controlling angle of attack. For visualization purposes, a boost

phase, in which a rocket launch delivers the waverider to its starting �ight condition of the glide

with an additional thrust control, and a land phase, in which the waverider approaches a speci�ed

terminal condition, are simulated. It is important to emphasize that the launch and landing phases

are not considered in the performance analysis process.

2.5.1 Equations of Motion

Waverider dynamics are de�ned using a simpli�ed three-degree-of-freedom system of air-

craft equations of motion, where angle of attack control affects waverider pitch and motion in

the x- and z-directions. It is assumed that changes in the waverider's angle of attack attitude are
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instantaneous as controlled, and no control surface movement or associated aerodynamic effects

are simulated. The chosen three-degree-of-freedom formulation has been used in similar gliding

aircraft trajectory optimization problems, including space shuttle reentry [23] and rocket-assisted

gliding waverider trajectories [24, 25], and accounts for Earth's curvature and its associated

centrifugal effects. Vehicle motion is described using the following states:

_h = vsin


_� =
v

h + Re
cos


_v =
T � D(h; v; � )

m
� gsin


_
 =
L(h; v; � )

mv
+ cos


�
v

h + Re
�

g
v

�

(2.29)

whereh is altitude above ground level,� is longitude,v is velocity,
 is �ight path angle, andRe

is Earth's radius. The primary forces considered during the gliding trajectory are lift,L , and drag,

D, which are stored as discrete aerotables as a function of altitude, velocity, and angle of attack,

� . Also considered are gravity,g, calculated using Earth's gravitational constant� = 3:986� 1014

m3 s� 2, and thrust,T, for the rocket launch trajectories.

g =
�

(h + Re)2
(2.30)

Additional constraints are included, most notably stagnation point temperature,Tw , and for

the rocket boost phase, fuel mass,mf . Stagnation point temperature is iterated using explicit

Euler time integration and discrete aerotables based on Fay-Riddell heating relations. This data

is de�ned as a function of altitude, velocity, and leading edge radius, and is calculated using Eqs.
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2.33 through 2.35. Fuel mass �ux is calculated using engine thrust and speci�c impulse.

_Tw =
Tw(h; v; r ) � Tw(h + _h� t; v + _v� t; r )

� t
(2.31)

_mf = �
T

I spg
(2.32)

2.5.2 Flight Conditions and Constraints

Stagnation point heat �ux is calculated at all points throughout the trajectory using a

simpli�ed Fay-Riddell approximation for axisymmetric �ows [1]:

qw = 0:763Pr � 0:6

r

� e� e
dUe

dx
(haw � hw) (2.33)

wherePr is the Prandtl number,haw is the adiabatic wall enthalpy,hw is the wall enthalpy, and

dUe=dx is the stagnation point velocity gradient. It is assumed that the adiabatic wall enthalpy is

equivalent to the stagnation enthalpy,haw = h0, anddUe=dx is calculated using the Newtonian

approximation and assuming a smalldx near the stagnation point:

dUe

dx
=

U1

R

r
2� 1

� e
(2.34)

Finally, stagnation point temperature is calculated assuming radiative and convective equilibrium

and iterating stagnation heating and temperature until the Stefan-Boltzmann law is satis�ed:

qw = "�T 4
w (2.35)
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where� is the Stefan-Boltzmann constant and" is the waverider material emissivity at the leading

edge, for this study assumed to be" = 0:9. For all phases of �ight, a conservative stagnation point

temperature limit of 2700 K is used to represent a ceramic material with modest heat resistance.

2.5.2.1 Boost Phase

The boost phase of the trajectory is initiated at ground level and completed once all usable

fuel in the rocket has been expended and a speci�ed altitude, in this case 35 km altitude and Mach

10, or 3086.5 m/s, is reached. For a 40 m length waverider, rocket mass is based loosely on a

design sized in-between existing launch vehicles with open-source performance values, with a

total mass of 850,000 kg including 800,000 kg of usable fuel. The full boost phase constraints

and boundary conditions are as follows:

h0;b = 0 km h0;b � hb � hf;b hf;b = 35 km,

� 0;b = 0 � � b � � 0;b ,

v0;b = 0 m/s v0;b � vb � vf;b vf;b = 3086:5 m/s,


 0;b = 90� 
 f;b � 
 b � 
 0;b 
 f;b = 0 � ,

Tw;0;b = 288 K Tw;b � 2700K,

m0;b = 850; 000kg + mW R mf;b � mb � m0;b mf;b = 50; 000kg + mWR

2.5.2.2 Glide Phase

The glide phase begins at speci�ed release conditions and ends at a chosen glide ceiling,

designed to test the optimizer's ability to avoid no-�y conditions and maintain high-performance

�ight. For the majority of simulated trajectories, a glide ceiling of 15 km altitude and 1000 m/s

45



is selected.

h0;g = 35 km h0;g � hg � 100; 000km hf;g = 15 km,

� 0;g = � f;b � g � � 0;g ,

v0;g = 3086:5 m/s 1000m/s � vg � 10; 000m/s,


 0;g = 0 � � 89� � 
 g � 89� ;

Tw;0;g = Tw;f;b Tw;g � 2700K

2.5.2.3 Land Phase

Finally, constraints are applied to the land phase to ensure the vehicle completes the mission

at a slight nose-down attitude and a low-supersonic velocity. This is done because all analytical

and GPU simulations are performed at supersonic speeds, and it is assumed that the lifting-body

characteristics of the waverider vehicle would require a landing approach similar to the space

shuttle. The full constraints are:

h0;l = 15 km hf;l � hl � h0;l hf;l = 0 km,

� 0;l = � f;g � l � � 0;l ,

v0;l = vf;g 0 m/s � vl � 10; 000m/s 300m/s � vf;l � 350m/s,


 0;l = 
 f;g � 89� � 
 l � 89� � 5� � 
 f;l � 0� ;

Tw;0;l = Tw;f;g Tw;l � 2700K
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2.5.3 Optimization

The objective of the waverider trajectory optimization is to maximize the range of the glide

phase of �ight. This means the objective function is simply described by the initial and �nal glide

latitudes:

Jg = � (� f;g � � 0;g) (2.36)

In order to converge to a realistic solution for the boost and land phases of �ight, the optimization

problem is formulated to minimize �ight time:

Jb = t f;b (2.37)

Jl = t f;l � t0;l (2.38)

This set of optimization problems tends to work extremely well with the ICLOCS2 algorithm,

which quickly yields full trajectories that closely resemble boost-glide vehicle �ight dynamics.

Fig. 2.21 shows a sample trajectory predicted for a general low-performance, on-design caret

waverider:

Figure 2.21: Sample waverider trajectory with boost, glide, and land phases; analytical pressure
estimates (L = 40m, w = 16:7m, n = 0:86, � = 13:2� , " = 0, p1 = 0:8 p2 = 0:8, p3 = 0:8)
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Chapter 3: Problem Formation Using Analytical Model

In this study, a `�xed' waverider is a vehicle that maintains a constant geometry throughout

a boost-glide mission, similar to conventional waveriders. In contrast, `morphing' waveriders

incorporate an additional control mechanism which applies geometric changes to the entire lower

surface—or sometimes even the leading edge—at various points during the trajectory to increase

mission range. Fig 3.1 shows an example of a morphing waverider geometry at three different

lower surface con�gurations and a �xed leading edge.

As stated earlier, the goal of this study is to identify a methodology to select a family of

waverider geometries that a vehicle can morph between during a trajectory, and to identify the

potential range impacts of this hypothetical control surface using analytical and CFD methods.

This chapter details the design process used to establish a baseline vehicle and its trajectory,

select �ight conditions along the trajectory where morphing would occur, and optimize at these

conditions to create a set of geometries the morphing vehicle could switch between throughout the

trajectory to constantly maximize lift-to-drag ratio. Finally, the performance and range impacts

of morphing are evaluated. The lower-order analytical model is used initially, followed by higher

�delity optimization using CFD in Chapter 4.
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Figure 3.1: Morphing waverider with three lower surface con�gurations and a �xed leading edge

3.1 Fixed Waverider Design

For this study, an initial �xed waverider design is optimized and used as a baseline for

comparing morphing waverider performance. This geometry represents a traditional reentry glide

vehicle, designed with a �xed fuselage and traditional control surfaces. Generating the glide

trajectory for this baseline vehicle provides multiple �ight conditions for which the morphing

vehicles will be optimized. Theoretically, these multiple optimization steps could improve the

average lift-to-drag ratio across the trajectory and improve mission range. This section details

the selection of an initial �xed waverider geometry and the resulting trajectory.

3.1.1 Geometry optimization

The �xed waverider geometry is optimized for maximum lift-to-drag ratio per Eq. 2.28.

Optimization is performed using geometric constraintsL = 40 m andR = 0:1 m, representing
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a roughly space shuttle-sized transport vehicle with a rounding ratioR=L = 0:25%, �ying at the

midpoint between the initial and terminal �ight conditions of the glide phase: Mach 6.85,h = 25

km altitude, and� = 0 � . The resulting optimal waverider achieves a lift-to-drag ratio of 3.97 at

this condition. Its geometry is shown in Fig. 3.2 and is de�ned by variables:

w = 12:81m; n = 0:90; � = 5:42� ; " = � 0:35; p1 = 1:47; p2 = 1:54; p3 = 1:57

Figure 3.2: Analytical-model-optimized �xed waverider;L = 40 m, R = 0:1 m, M = 6:85,
h = 25 km, and� = 0 �

To generate the glide trajectory for this geometry, aerotables of lift and drag forces are

created, with values calculated across Mach, altitude, and angle of attack. The lift-to-drag ratio

data is displayed for the �xed waverider across Mach number and altitude at� = 0 � in Fig.

3.3a, and across Mach number and angle of attack ath = 25 km in Fig. 3.3b. As can be seen,

lift-to-drag ratio tends to increase as Mach number increases. As altitude increases, lift-to-drag

ratio increases as the �ight condition where optimization occurred approaches, then decreases as
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a result of the decreasing air density. Furthermore, peak performance occurs at a positive angle of

attack at each �ight condition. These characteristics are typical of optimized waveriders, showing

that the analytical model provides a good approximation of the overall performance trends that

align well with literature results.

However, a slight discontinuity in slope can be observed near zero angle of attack for the

low Mach �ight conditions in 3.3b. This likely arises from the pressure approximation in Eq.

2.12, which is also discontinuous in slope across �ow angle� = 0 � and highlights additional

weaknesses of this model. Still, in most cases, this discontinuity is minimal and has a negligible

impact on optimization.

(a) Fixed at� = 0 � (b) Fixed ath = 25 km

Figure 3.3: Fixed waverider lift-to-drag ratio performance across altitude, Mach number, and
angle of attack

3.1.2 Fixed Vehicle Trajectory using Analytical Model

This section discusses the trajectory optimization results for the initial �xed waverider, op-

timized using the analytical model. Time histories of system dynamics, stagnation temperature,

�ight distance, angle of attack control, and lift-to-drag ratio performance are shown in Fig. 3.4.
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Fig. 3.4a shows the altitude of the �xed waverider over time. As shown, the glide lasts 16 minutes

and 52 seconds, with the vehicle exhibiting an oscillatory motion throughout. This motion closely

resembles the phugoid dynamic stability mode [36] which often results from the trajectory op-

timization of waverider vehicles [24, 25]. On one hand it could be that this oscillatory motion

results in part from the initial condition selection. Since the �xed vehicle was not optimized to be

in a trimmed condition at Mach 10 and 35 km altitude, it initially pitches down, losing altitude

and increasing velocity. As this happens, the thicker air and faster speed increase vehicle lift,

which causes a pitching-up motion. Phugoid motion, characterized by oscillations resulting from

�ying outside of a trimmed condition, explains some of the vehicle's motion. However, since this

is an optimized trajectory, it follows that this oscillatory motion is not solely due to the vehicle

being outside of its trim condition, but could also be a preferable to using control to dampen out

this motion.

This behavior is also observable, though less distinctly, in the Mach number time history

shown in Fig. 3.4b. The Mach number increases in regions corresponding to decreases in altitude,

and vice versa, again typical of phugoid motion. However, the Mach number also shows a nearly

linear decrease throughout the trajectory. The oscillatory behavior is further illustrated in Fig.

3.4c, which depicts the trajectory �ight path angle. Near the end of the trajectory, the vehicle

sharply pitches down, likely to avoid the imposed lower velocity limit. It is also important to

note that the observed trajectory results in an estimated leading edge stagnation temperature well

below the set limit of 2700 K, as depicted in Fig. 3.4d. Finally, the range of the �xed waverider

is 2087.2 km, as seen in Fig. 3.4e.

Fig. 3.4f shows the angle of attack �own compared to the angle of attack for maximum

lift-to-drag ratio throughout the trajectory. As can be seen, the vehicle attempts to maintain
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maximum lift-to-drag ratio throughout nearly the entire glide. This again likely indicates that it

is more important for the optimal trajectory to control to maintain this high performance attitude

rather than to dampen dynamic stability effects. This behavior continues until the vehicle pitches

over during the terminal phase of the glide. As a result, the time-averaged lift-to-drag ratio is

3.94, shown in 3.4g.

(a) Altitude time history

(b) Mach number time history

(c) Flight path angle time history
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(d) Stagnation temperature time history

(e) Distance time history

(f) Angle of attack time history

(g) Lift-to-drag ratio time history

Figure 3.4: Fixed waverider time histories; Mach 10, 35 km release attitude, analytical pressure
estimates
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Figure 3.5: Fixed waveriderL=D aerotables and trajectory;� = 1 � ; analytical pressure estimates
(L = 40 m, w = 12:81m, n = 0:90, � = 5:42� , " = � 0:35, p1 = 1:47p2 = 1:54, p3 = 1:57)

Fig. 3.5 shows the trajectory of the �xed waverider overlaid with its lift-to-drag ratio aero-

tables at a1� angle of attack. At nearly every velocity point in the trajectory, the lift-to-drag ratio

increases with altitude. This suggests that the oscillatory behavior of the waverider's glide path

may contribute to the increased range by capitalizing on higher lift-to-drag performance at the

higher altitudes.

3.2 Morphing Waverider Design

To de�ne a set of geometries for a morphing waverider, four additional �ight conditions are

selected from the initial trajectory and a new geometry is optimized at each. These conditions are

selected at equidistance velocity points along the trajectory both up and down the trajectory from

the initial optimization point. Fig. 3.6 displays the lift-to-drag aerotables and �xed trajectory,

55



highlighting the new optimization points. Table 3.1 shows these conditions in greater detail.

Figure 3.6: Fixed waveriderL=D aerotables and trajectory with morphing points;� = 1 � ; ana-
lytical pressure estimates (L = 40 m, w = 12:81m, n = 0:90, � = 5:42� , " = � 0:35, p1 = 1:47
p2 = 1:54, p3 = 1:57)

Table 3.1: Analytical waverider optimization �ight conditions

Flight Condition M [-] h [km] � [deg]

Fixed 6.85 25.00 0.00

1 8.91 26.76 1.24

2 7.80 25.70 1.51

3 5.62 23.12 1.54

4 4.49 21.29 1.44

Three methodologies for morphing geometry optimization are explored. The �rst keeps the

leading edge �xed, only varying parametersp1, p2, andp3. The second allows limited �exibility

in the leading edge, where parametersw, n, � , and" can be varied from the initial shape by up

to 20% of the full range shown in 2.4.1, whilep1, p2, andp3 are adjusted as normal. The third
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methodology, representing a `perfect' waverider, allows all parameters to vary freely to maximize

performance at every �ight condition, providing the theoretical upper bound of waverider perfor-

mance achievable using morphing.

3.2.1 Morphing with Fixed leading edge

The converged �xed leading edge geometries for each �ight condition are shown in Table

3.2 and Fig. 3.7. These additional four geometries all have decreased Chebyshev control point

values, leading to thinner wedge angles compared to the initial �xed geometry. This is likely

due to the increased angle of attack at these �ight conditions. Moreover, these points further

decrease with Mach number, which could be attributed to the modi�ed Newtonian assumption

at the leading edge, resulting in reduced drag as Mach decreases and, consequently, less lower

surface lift required for maximum lift-to-drag ratio.

Table 3.2: Analytical waverider �xed leading edge morphing geometric parameters

Flight Condition w [m] n [-] � [deg] " [-] p1 [-] p2 [-] p3 [-]

Fixed 12.81 0.90 5.42 -0.35 1.47 1.54 1.57

1 12.81 0.90 5.42 -0.35 1.04 1.16 1.20

2 12.81 0.90 5.42 -0.35 1.09 1.16 1.12

3 12.81 0.90 5.42 -0.35 0.96 0.97 0.96

4 12.81 0.90 5.42 -0.35 0.88 0.88 0.82
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Figure 3.7: Analytical waverider �xed leading edge morphing geometries; left to right: �xed
geometry, morphing geometries 1-4

3.2.2 Morphing with �exible leading edge

The �exible leading edge morphing geometries for each �ight condition are shown in Table

3.3 and Fig. 3.8. Similar to the �xed leading edge geometries, the Chebyshev control points

decrease with Mach number throughout the trajectory. While no distinct trend is observed in

width, w, and curve factor," , shock angle,� decreases slightly throughout the trajectory. This

again suggests that thinner vehicles are more desirable at lower Mach numbers. A planform

factor,n, at the upper limit of 0.9 is optimal for all vehicles, which indicates that the waverider

glide pro�le favors sharper planform shapes, likely because these geometries reduce leading edge

pressure drag and especially span-wise viscous effects.

Table 3.3: Analytical waverider �exible leading edge morphing geometric parameters

Flight Condition w [m] n [-] � [deg] " [-] p1 [-] p2 [-] p3 [-]

Fixed 12.81 0.90 5.42 -0.35 1.47 1.54 1.57

1 12.55 0.90 5.02 -0.42 1.12 1.23 1.20

2 12.70 0.90 5.01 -0.51 1.11 1.16 1.14

3 12.87 0.90 5.00 -0.47 0.98 0.98 0.96

4 11.56 0.90 5.00 -0.43 0.92 0.91 0.88
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Figure 3.8: Analytical waverider constrained leading edge morphing geometries; left to right:
�xed geometry, morphing geometries 1-4

3.2.3 Perfect Morphing

The unconstrained morphing geometries for each �ight condition are shown in Table 3.4

and Fig. 3.9. As with the previous results, thinner vehicles with smaller pro�les are preferred

as Mach number decreases. However, this trend is primarily driven by a decrease in width and a

decrease in shock angle, rather than by changes in the Chebyshev control points. This is likely

due to the increased �exibility in the leading edge parameters for thin vehicles and small� ,

resulting from the oblique shock formulation in Eq. 2.5 and the thickness-multiplying effects of

the Chebyshev points. Similar to the �exible leading edge morphing, no distinct trend is observed

in leading edge curve factor, and planform n-factor is constant at 0.9.

Table 3.4: Analytical waverider perfect morphing geometric parameters

Flight Condition w [m] n [-] � [deg] " [-] p1 [-] p2 [-] p3 [-]

Fixed 12.81 0.90 5.42 -0.35 1.47 1.54 1.57

1 12.66 0.90 4.74 -0.28 1.17 1.30 1.30

2 12.56 0.90 4.51 -0.40 1.17 1.23 1.20

3 10.59 0.90 3.16 -0.06 1.39 1.35 1.33

4 8.56 0.90 2.55 -0.09 1.42 1.41 1.43
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Figure 3.9: Analytical waverider perfect morphing geometries; left to right: �xed geometry,
morphing geometries 1-4

Fig. 3.10 shows the front-view pro�les of all three morphing waverider geometry con�gu-

rations. Of particular interest are the `perfect' waverider geometries, shown in Fig. 3.10c. These

geometries have more compact pro�les, suggesting that a more optimal set of morphing geo-

metries with leading edge constraints could be created if the initial �xed geometry has a pro�le

somewhere between that of the perfect morphing geometries. This could likely be achieved by

re-optimizing the geometry at a slightly positive angle of attack, similar to the approach taken for

the subsequent morphing geometries. Since this method was not initially applied, however, The

constrained leading edge geometries in 3.10a and 3.10b differ noticeably from their theoretical

best-performing counterparts.
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(a) Fixed leading edge (b) Morphing leading edge with constraints

(c) Perfect morphing

Figure 3.10: Analytical morphing waverider geometries; front pro�le comparison

3.3 Analytical Model Results

Now that these sets of morphing geometries are optimized, new aerotables are created

for each to be used during trajectory optimization. At every �ight condition in the lift-to-drag

aerotable, the values from the con�guration with the highest lift-to-drag ratio are used. This

is shown for the �xed-leading edge morphing vehicle at� = 1 � in Fig. 3.11. This �gure is

extremely important, as it reveals many valuable insights about the chosen morphing geometry

selection process. First, it appears that optimizing geometries at various points throughout the

initial trajectory had the intended effect: as a trajectory progresses, the morphing waverider ge-

ometries are used near the conditions they were optimized for. That is, with the exception of the
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initial �xed geometry con�guration. As shown, this con�guration is always outperformed by the

morphing geometries, which suggests that a better method could have been used in selecting this

geometry. It is likely that if this geometry were re-optimized at a slightly positive angle of attack,

the overall performance of the resulting morphing waverider would be improved. Additionally, it

appears that a geometry optimized for low-Mach number, low-altitude �ight is the best perform-

ing at the initial phase of �ight. This shows that the inclusion of additional optimization �ight

conditions could further improve morphing waverider performance.

Figure 3.11: Highest-performing �xed-leading edge morphing waverider con�guration across
�ight conditions at� = 1 � ; initial �xed waverider trajectory superimposed

3.3.1 Aerotable Comparison

Fig. 3.12 compares the lift-to-drag ratio of the initial �xed geometry with the three morphing

geometries, assuming each vehicle followed the trajectory of the initial �xed geometry. Under

62




	Acknowledgements
	Table of Contents
	List of Tables
	List of Figures
	Introduction
	Reentry Flight
	The Waverider
	Waverider Optimization
	Morphing Waveriders
	Trajectory Analysis

	Problem Statement
	Objectives
	Thesis Outline


	Approach
	Waverider Construction
	Initial Surface Generation
	Chebyshev Polynomial Perturbation
	Blunted leading edge

	Analytical Model
	Inviscid Pressure Models
	Skin Friction
	Grid Convergence

	Computational Fluid Dynamics
	CHAMPS+ Computational Fluid Dynamics Tool
	Grid and Convergence
	Comparison to Analytical Model

	Geometry Optimization
	Geometric Constraints
	Optimization and Validation

	Trajectory Analysis
	Equations of Motion
	Flight Conditions and Constraints
	Optimization


	Problem Formation Using Analytical Model
	Fixed Waverider Design
	Geometry optimization
	Fixed Vehicle Trajectory using Analytical Model

	Morphing Waverider Design
	Morphing with Fixed leading edge
	Morphing with flexible leading edge
	Perfect Morphing

	Analytical Model Results
	Aerotable Comparison
	Morphing Trajectory


	Results using Computational Fluid Dynamics
	Morphing Waverider Design using Computational Fluid Dynamics
	Morphing with Fixed leading edge
	Perfect Morphing

	Trajectory Analysis
	Comparison to Analytical Model

	Summary

	Conclusions
	Recommendations for Future Work

	Bibliography

