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Humans love to create visual content. Every day, we take photos with smartphones, edit
videos using intuitive apps, and create artworks through increasingly accessible digital tools.
These widespread practices have led to an explosion of visual data shared continuously on the
internet, building massive collections of images and videos that capture diverse human experi-
ences. This enormous accumulation of visual data, together with rapid advancements in GPU
computing, has become the foundation for training large-scale generative models, the key to
automatically synthesizing top-tier visual content. By learning directly from the rich online vi-
sual repositories, these models internalize intricate patterns, styles, and concepts, enabling re-
compose these elements to novel samples based on the user’s inputs. In this thesis, we study
and design scalable generative models that digest and improve with visual data, evaluation met-
rics that can precisely monitor the progress, and develop applications based on these pre-trained
models. This thesis begins by designing frameworks for scalable video generation models. This

includes both autoregressive models trained on the discrete tokens obtained through a discrete to-



kenizer and diffusion models trained directly on the pixels. In addition, we develop a novel video
tokenization schema, enabling more compact video representations for larger generative models
to train on. Next, we perform a careful analysis of the mainstream automatic evaluation met-
ric. In the last chapter of the thesis, we study several practical scenarios to apply the pre-trained
large-scale generative models, with tasks not only generation and beyond the original image and

video domains.
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Chapter 1: Introduction

The true sign of intelligence is not knowledge but imagination. — Albert Einstein

Creating visual arts has been a joyful process that people love to engage in. The visual
content humans create has always shared a dynamic, symbiotic relationship with technological
innovation. Impressionism ourished alongside the invention of synthetic pigments, Immaking
emerged with the advent of the zoopraxiscope, and video games blossomed through advances in
computer graphics. Throughout this journey of technological progress, we've accumulated an
extraordinary amount of visual data—from classical paintings to vast collections of images and
videos online. Today, The availability of such data is unprecedented in human history.

Generative models are one of the effective ways to bene t from these data. By training scal-
able models on a large volume of visual data, the models can synthesize top-tier visual content
with unseen compositionality. Further combined with various controllability tools, it empowers
individuals to create their desired artistic content by instructing with natural language or oper-
ating with intuitive user interfaces, even without any skill training like it was needed before.
Experts can also explore the inexhaustible creation space more ef ciently and seek inspiration
complementing their expertise.

To achieve this, we rst need powerful synthesis methods for content generation. We study

and develop scalable generation frameworks in Chapter 3 in the scenario of video generation.



The scalable models demand high-quality data and need evaluation to monitor the progress. We
analyze the existing primary evaluation metric for video generation in Chapter 4. Chapter 5
explores improving the controllability of the pre-trained text-conditioned generative models by
using rich text, as well as study the way to utilize a pre-trained generative model as a general

prior for other tasks and domain.



Chapter 2: Background

2.1 Generative Model for Visual Synthesis

Various types of machine learning models have been developed to generate images and
videos. The models are trained to model the distribution of the natural image and video, option-
ally conditioning on the additional information, such as texts, layout, and so on. In this section,
we review several mainstream models developed over time that have reached milestones in vi-
sual synthesis, including Generative Adversarial Networks (GAN), Autoregressive models (AR),

implicit neural representations (INR), and diffusion models.

2.1.1 Generative Adversarial Network

GANs incorporate two networks: a generator and a discriminator. The discriminators are
trained to distinguish the real and fake data samples, while the generators are trained to fool
the discriminator. Stabilizing the GAN training has long been the key to its success [1]. Im-
age generation has produced remarkable progress [2—6] driven by GANs. Adapting GANs to
video synthesis requires modeling the temporal dimension. The earliest work [7] generates en-
tire videos using 3D deconvolution. Subsequent works separate the temporal branch from 2D

frame generation and adopt RNN or LSTM [8] models to predict the latent vectors as the input



to image generators [9,10,10-14]. For instance, MoCoGAN [10] utilizes an RNN to sample mo-
tion vectors to synthesize different frames. MOCoGAN-HD [14] leverages an LSTM to predict a

trajectory in the latent space of a trained image generator.

2.1.2 Autoregressive models

Autoregressive models generate images or videos pixel-by-pixel and are popular choices
for video synthesis due to the video's causal nature. Earlier works rst utilize RNN and LSTM [15,
16] or pixel CNNs [17,18]. More recently, transformers [19, 20] have become the common
choice. The challenge in AR models is their slow inference speed. Owing to the develop-
ment of VQVAE [21], this problem is mitigated by training AR models on the compressed
tokens [22]. Image generation has been greatly advanced by these approaches [23-26]. Fur-
thermore, NJWA [27] uni es the training of generative models for images and videos using a
frame-based VQGAN and adopts 3D nearby self-attention for better ef ciency. A frame-based
compression often leads to temporal artifacts and does not fully utilize temporal redundancy. To
this end, CCVS [28] utilizes a ow module to improve temporal consistency. VideoGPT [29]
further leverages 3D convolution and axial self-attention. Our model falls into this line of video
generators. Developing and scaling AR-based video models has thus become an active research

direction [30-32].

2.1.3 Implicit Neural Representations

Implicit Neural Representations [33, 34] represent the continuous image and video data

using a neural network by mapping the coordinate space to RGB space. This motivates works



that apply it to image synthesis [35, 36] by training generators to generate the weights of the
neural networks. DIGAN [37] rst generalized this idea to video generation by decomposing the

network weights for the spatial and temporal coordinates. StyleGAN-v [38] maps a continuous
temporal positional embedding to the input feature map of the StyleGAN. The biggest advantage
of these models is their ability to generate arbitrarily long videos non-autoregressively. However,
the videos they generate often suffer from quality degradation or contain periodic artifacts due to

the positional encoding and struggle at synthesizing new content.

2.1.4 Diffusion models

Diffusion models [39,40] learn a denoiser that iteratively transforms the noise into realistic
samples, greatly simplifying the task of learning the data distribution and signi cantly advancing
the progress of text-based photorealistic, compositional image generation [41-48]. Driven by
the tremendous success in image synthesis, multiple works have proposed to explore diffusion
models for conditional and unconditional video synthesis [49, 49-60]. For example, Singer et
al. extend the unCLIP framework [46] to text-to-video generation, which allows training without
video captions [61]. Ho et al. [62] extend the Imagen framework [47] by repeatedly up-scaling

low-resolution small-fps videos in both spatial and temporal directions with multiple models [63].

2.2 Large-scale Generative Model Training and Evaluation

Fueled by the large-scale image and video datasets [64—66], various training and inference
techniques [39, 40, 67, 68], and the development in just compute and infrastructure, scaling gen-

erative models has become the most effective way to achieve better generation quality. A key to



scaling is to develop more compact visual representations for the generative models to train on.
In addition, making progress requires a precise estimate of the progress via proper evaluation. In
this section, we review several tricks to enable large-scale generative model training, as well as

the evaluation of these models.

2.2.1 Latent Generative Models

Two common approaches have been used to generate high-resolution images and videos.
The rst approach applies cascaded super-resolution models in the RGB space [46, 47, 61, 63,
67,69, 70], while the second approach leverages a decoder to exploit latent space [48,51, 58—
60, 71-73, 73-80]. Training generative models in a latent space has become the most popular
paradigm [42, 81-84] due to its compute-friendly property. Latent diffusion models [39, 85, 86]
use a continuous tokenizer, often the Variational Autoencoder (VAE) [87], to transform visual
input into a continuous latent space to reduce the computational cost. There are a growing num-
ber of video [59, 72, 73, 77, 88-92] diffusion models recently that produce remarkable progress.
The other line of the latent generative model is based on transformer models [20], motivated by
their success in LLMs [93, 94]. A quantizer [95] discretizes the continuous tokens into discrete
indices. Similarly, there is increasing interest in using transformer and discrete tokenizers for

visual understanding [96—100] and video generation [29-32,101,102].

2.2.2 Image and Video Tokenizers

Tokenizer design draws increasing attention due to its essential role in latent generative

models. Existing works study the model architecture and training [30, 103—108], quantizer de-



sign [95, 109-114], and tokenization framework [115-118]. Several works have looked into
using a transformer as the backbone for tokenization [30, 103-105, 109], but all focus on low-
resolution videos due to the computational cost. Instead, we focus on high-resolution videos. A
recent work [119] also looks into tokenizer scalability and nds that the bottleneck hinders scal-
ability. ElasticTok [115] adaptively tokenizes video frames with a variable number of tokens to
reduce temporal redundancy, sharing a similar motivation with our approach. However, training

a generative model with ElasticTok is impractical due to the adaptive token number.

2.2.3 Leverage Knowledge from Images for Video Generation

Training large-scale visual models requires massive amounts of data to learn caption-
relatedness, frame photorealism, and temporal dynamics. However, in contrast to the abundant
open-source image datasets, current public video datasets are more limited in style, volume, and
quality. To resolve the scarcity issue of text-video data, previous works have resorted to differ-
ent strategies to leverage knowledge from image data for text-to-video generation, including joint
training on the text-image data from scratch [62,63,101,102], rsttraining a text-to-image model
and then netuning partially [52,53,120,121] or entirely [61,122] on the video dataset, and using

CLIP image features as the conditional information [51, 61].

2.2.4 Evaluation Metrics and Benchmarks

Reliably evaluating generative models remains a challenge. While a user study can re ect
human preference more accurately, automatic metrics serve as a more scalable evaluation pro-

tocol. Many studies have focused on understanding and improving the evaluation metrics for



image generation, such as Inception Score [123], FID [124-127], Perceptual Path Length [2],
and precision and recall [128, 129]. Among them, FID is the most commonly adopted one, using
the Inception-V3 feature extractor [130] trained on the ImageNet dataset [131]. However, it can
sometimes diverge from human judgment, especially on the out-of-domain datasets like human
faces [127,132].

To address the above issue, researchers have introduced several variants [128,129,133,134]
and performed analysis to understand FID [124, 125, 135, 136]. For instanceadfyné&mi et
al. [124] study the role of training data classes in the FID metric and advocate the use of the
CLIP model as the feature extractor instead. KID [133] is proposed to improve FID using the
squared Maximum Mean Discrepancy (MMD) with a polynomial kernel. KID relaxes the Gaus-
sian assumption in FID and requires fewer samples to compute. Clean-FID [125] shows that the
aliasing issue caused by the preprocessing steps could signi cantly affect the FID scores. Simi-
larly, Skorokhodov et al. [38] studies the “low-level” preprocessing operations in FVD, such as
resizing and frame sampling strategies. Another key to monitoring the progress is the evaluation
benchmark. As text-to-image models develop rapidly, many works have paid attention to the
evaluation of these models [137-142]. These benchmarks focus on different aspects of the visual

generation such as the text-visual alignment [137, 138] and concept learning [140, 143].

2.3 Exploiting Pretrained Diffusion Models on Tasks Beyond Generation

We start with a brief discussion of the versatile, controllable synthesis tasks enabled by
various conditioning signals. We then review how pretrained text-conditioned diffusion models

can be applied to these tasks, even beyond the visual modality.



2.3.1 Controllable Visual Synthesis and Editing

Spatial layouts serve as a meaningful intermediate representation, bridging the gap be-
tween abstract scene descriptions and pixel-level image synthesis. Generating images and videos
according to layout has been a long-standing and compelling problem [144—-150]. [148] proposed
Gaussian-categorical diffusion process to extend these frameworks by jointly generating images
and semantic layouts, further enriching the generative model landscape. [147] proposed Zest-
Guide, a zero-shot method that uses cross-attention-derived segmentation maps for layout-guided
image generation. Similarly, [150] introduced LayoutLLM-T2| to use Large Language Models
(LLMs) for layout planning. They propose feedback-based sampler and relation-aware object
interaction modules to enhance the quality of complex-scene image generation. [149] presented
LayoutGPT, leveraging in-context learning with structured CSS-style prompts to generate lay-
outs for both 2D images and 3D scenes. Style transfer [5,151, 152] and Colorization [153—158]
for editing real image$ave also been extensively studied. To accurately generate the image the
users expect, one option is to provide more detailed prompts. Several studies have thus focused on
generating images based on complex prompts [159-161]. DALL-E 3 [159] nds that training on
highly descriptive synthetic captions reliably improves the alignment between text prompts and
generation results. ParaDiffusion [161] utilizes a pretrained LLM with a larger context window
to process complex prompts. InstanceDiffusion [160] also studies detailed prompts for individual

regions, while ours doa®ot require layout as part of the user input.



2.3.2 Controllable Visual Synthesis with Diffusion Models

A wide range of image generation and editing applications are achieved through either
ne-tuning pre-trained diffusion models [52,121, 143, 162-166] or modifying the denoising pro-
cess [41,167-181]. For example, SDEdit [167] rst adds a small amount of noise to the input
and then subsequently denoises it conditioned on the target prompt. Prompt-to-prompt [169]
uses attention maps from the original prompt to guide the spatial structure of the target prompt.
InstructPix2Pix [182] trains an image-conditional diffusion model to follow user instructions.
Although these methods can be applied to some rich-text-to-image applications, the results of-
ten fall short, as shown in Section 5.2.3. Concurrent with our work, Mixture-of-diffusion [174]
and MultiDiffusion [175] propose merging multiple diffusion-denoising processes in different
image regions through linear blending. Among these methods, the attention mechanism has
been used in various diffusion-based applications such as view synthesis [183—-185], image edit-
ing [143,169,170,172,186], and video editing [187-190]. For instance, Attend-and-Excite [172]
alleviates the missing object issue by re ning corresponding cross-attention maps. Pix2pix-
zero [170] minimizes the difference between the original and target image's cross-attention maps

to preserve the spatial structure.

2.3.3 Score Distillation Sampling

Modalities like 3D, 4D, sketch, and vector graphics (SVGs) lack the large-scale, diverse,
and high-quality datasets needed to train a domain-speci c diffusion model. In these domains,
previous works explore exploiting image or video as a proxy modality [191, 192]. By comput-

ing the gradient on a proxy representation with a pretrained model, optimization in the target
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modality is viable with differentiable mappings, e.g. differentiable rasterization [193] for SVGs
or differentiable rendering [194] for 3D objects and scenes. The seminal method, Score Distil-
lation Sampling (SDS) [195], rst proposed to apply a pretrained text-to-image diffusion model
for text-to-3D generation. However, it requires a high classi er-free guidance weight and, there-
fore, suffers from artifacts such as over-saturation and over-smoothing. Recent works have built
upon SDS to adapt it for editing tasks [196—199] or more broadly improve over the original SDS
formulation [200—-205]. NFSD [200] and LMC-SDS [201] inspect the individual components
of the SDS gradient and propose methods to rectify the high guidance weights. However, the
over-saturation problem is mitigated but not fully resolved. VSD [202] formulates the problem
as particle-based variational inference and proposes to train a LORA [206] on the y to estimate

the score of proxy distribution.

2.3.4 Generalized Visual Content Generation with SDS

Since SDS was developed for text-to-3D generation, it has also been adopted to generate
various other visual content such as SVGs [71, 207], sketches [208], texture [209-213], typog-
raphy [214], 3D bodies [215], dynamic 4D scenes [216—218] and illusions [219]. Among these
applications, text-to-3D has been the most active research direction. In addition to designing
better distillation sampling methods [200, 202, 203], prior work has also studied the underlying
3D neural representations [220-223] and leveraging multiview data to improve the 3D consis-

tency [205, 224-227].
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Chapter 3: Scalable Generative Model Architectures and Training

3.1 Overview

Earlier studies on generative models have explored various architectures, including Gen-
erative Adversarial Networks (GANS) [1,2,123,228] and Variational Autoencoders (VAES) [87,
229-231]. Despite great efforts being made to improve the stability and scalability of training
these models, it is still non-trivial to perform large-scale training [4]. Training GANs involves si-
multaneously optimizing two networks, a generator and a discriminator, which makes it dif cult
to balance and easy to break. VAEs use an ELBO as the objective, which is not guaranteed to be
tight.

More recently, two types of architectures stand out for their great potential of scalability,
Vector-Quantized Varitional AutoEncoders (VQVAES) [21, 81] and Diffusion Models [39, 40,
232]. VQVAEs rst utilize a VAE model to compress the data into the latent space and quantize
each latent by looking up the nearest neighbor in a cookbook. Then, a transformer model [20]
is trained to model the discrete tokens from quantization. Diffusion models learn to remove
the noise from perturbed data and perform generation through iterative denoising from Gaussian
noise. Interestingly, although both models have been proven to scale up well on large-scale data,
DALLEZ2 [42] (a diffusion-based model) is better yet smaller than DALLE [23] (a VQVAE-based

model).
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In this Chapter, we explore applying two kinds of models to video generation. In Sec-
tion 3.2, we adapt VQGAN [81] to video generation and leverage the autoregressive nature of the
transformer model to synthesize longer videos. In Section 3.3, we tackle large-scale video gen-

eration by ne-tuning pre-trained image diffusion models with our proposed novel noise prior.
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3.2 Video Generation with Vector Quantized Variational AutoEncoder

Figure 3.1:Long videos generated by our model TATS with1024frames.

3.2.1 Introduction

From conveying emotions that break language and cultural barriers to being the most pop-
ular medium on social platforms, videos are arguably the most informative, expressive, diverse,
and entertaining visual form. Video synthesis has been an exciting yet long-standing problem.
The challenges include not only achieving high visual quality in each frame and a natural tran-

sitions between frames, but a consistent theme, and even a meaningful storyline throughout the

The contents of this work are in collaboration with Thomas Hayes, Harry Yang, Xi Yin, Guan Pang, David
Jacobs, Jia-Bin Huang, and Devi Parikh at ECCV 2022 [106]. This was part of my internship at Facebook Al
Research.
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video. The former has been the focus of many existing studies [7,9, 11, 14, 29] working with tens
of frames. The latter is largely unexplored and requires the ability to mlodgirange temporal

dependence videos with many more frames.

Prior works and their limitations. GAN-based methodg, 9, 11, 233] can generate plausible
short videos, but extending them to longer videos requires prohibitively high memory and time
cost of training and inference.Autoregressive methodsleviate the training cost constraints
throughsequential predictionFor example, RNNs and LSTMs generate temporal noise vectors
for an image generator [9—14]; transformers either directly generate pixel values [17, 19] or indi-
rectly predict latent tokens [21,22,27-29,81]. These approaches circumvent training on the long
videos directly by unrolling the RNN states or using a sliding window during inference. Recent
works usa@mplicit neural representationt® reduce cost by directly mapping temporal positions

to either pixels [37] or StyleGAN [3] feature map values [38]. However, the visual quality of
the generated frames deteriorates quickly when performing generation beyond the training video

length for all such methods as shown in Figure 3.2.

Our work. We tackle the problem of long video generation. Building upon the recent advances
of VQGAN [81] for high-resolutionmage generationwe rst develop a baseline by extending

the 2D-VQGAN to 3D (2D space and 1D time) for modeling videos. This naively extended
method, however, fails to produce high-quality, coherent long videos. Our work investigates the
model design and identi es simple changes that signi cantly improve the capability to generate
long videos of thousands of frames without quality degradation when conditioning on no or

weak information. Our core insights lie in 1) removing the undesired dependence on time from

Training DVD-GAN [11] or DVD-GAN-FP [233] on 16-frame videos requires 32-512 TPU replicas and 12-96
hours.
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Figure 3.2: Video generation results with a vanilla video VQGAN and a time-agnostic VQGAN,
within and beyond the training length using sliding window attention.

VQGAN and 2) enabling the transformer to capture long-range temporal dependence. Below we

outline these two key ideas.

Time-agnostic VQGAN. Our model is trained on short video clips, e.g., 16 frames, like the
previous methods [7,9-12, 14]. At inference time, we use a sliding window approach [234] on
the transformer to sample tokens for a longer length. The sliding window repeatedly appends
the most recently generated tokens to the partial sequence and drops the earliest tokens to main-
tain a xed sequence length. However, applying a sliding attention window to 3D-VQVAE (e.g.
VideoGPT [29]) or 3D-VQGAN fails to preserve the video qualitgyond the training length

as shown in Figure 3.2. The reason turns out to be that the zero paddings used in these models
corruptsthe latent tokens and results in token sequences at the inference time that are drasti-
cally different from those observed during training when using sliding window. The amount of
corruption depends on the temporal position of the tokane address this issue by usirepli-

cate paddinghat mitigates the corruption by better approximating the real frames and brings

no computational overhead. As a result, the transformer trained on the tokens encoded by our

2The large spatial span in image synthesis disguises this issue in [81].
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time-agnostic VQGAN effectively preserves the visual qudligyond the training video length

Time-sensitive transformer. While removing the temporal dependence in VQGAN is desirable,
long video generation certainly needs temporal information! This is necessary to model long-
range dependence through the video and follow a sequence of events a storyline might suggest.
While transformers can generate arbitrarily long sequences, errors tend to accumulate, leading
to quality degradation for long video generation. To mitigate this, we introduce a hierarchical
architecture where aautoregressive transformerst generates a set of sparse latent frames,
providing a more global structure. Then iaterpolation transformerlls in the skipped frames
autoregressively while attending to the generated sparse frames on both ends. With these modi-
cations, our transformer models long videos more effectively and ef ciently. Together with our
proposed 3D-VQGAN, we call our model Time-Agnostic VQGAN and Time-Sensitive Trans-
former (TATS). We highlight the capability of TATS by showing generated video samples of

1024 frames in Figure 3.1.

Our results. We evaluate our model on several video generation benchmarks. We rst consider

a standard short video generation setting. Then, we carefully analyze its effectiveness for long
video generation, comparing it against several recent models. Given that the evaluation of long
video generation has not been well studied, we generalize several popular metrics for this task
considering important evaluation axes for video generation models, including long term quality
and coherence. Our model achieves state-of-the-art short and long video generation results on
the UCF-101 [235], Sky Time-lapse [236], Taichi-HD [237], and AudioSet-Drum [238] datasets.
We further demonstrate the effectiveness of our model by conditioning on temporal information

such as text and audio.
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Our contributions.

* We identify the undesired temporal dependence introduced by the zero paddings in VQ-
GAN as a cause of the ineffectiveness of applying a sliding window for long video gener-

ation. We propose a simple yet effective x.

» We propose a hierarchical transformer that can model longer time dependence and delay
the quality degradation, and show that our model can generate meaningful videos according

to the story ow provided by text or audio.

» To our knowledge, we are the rst to generate long videos and analyze their quality. We
do so by generalizing several popular metrics to a longer video span and showing that our

model can generate more diverse, coherent, and higher-quality long videos.

The implicit bias of zero padding. The positional inductive bias introduced by zero padding has
drawn increasing attention recently [239-242]. In most cases, such inductive bias is helpful in
classi cation [239], generation [241], or object detection [242]. Our work observes a case where

this inductive bias is harmful.

3.2.2 Methodology

In this section, we rst brie y recap the VQGAN framework and describe its extension to
video generation. Next, we present our time-agnostic VQGAN and time-sensitive transformer

models for long video generation (Figure 3.3).
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3.2.2.1 Extending the VQGAN framework for video generation

Vector Quantised Variational AutoEncoder (VQVAE) [21] uses a discrete bottleneck as
the latent space for reconstruction. An autoregressive model such as a transformer is then used
to model the prior distribution of the latent space. VQGAN [81] is a variant of VQVAE that
uses perceptual and GAN losses to achieve better reconstruction quality when increasing the

bottleneck compression rates.

Vanilla video VQGAN. We adapt the VQGAN architecture for video generation by replacing its
2D convolution operations with 3D convolutions. Given a vide@ RT H W 3/ the VQVAE
consists of an encodég and a decodefrs. The discrete latent tokemrs= q(fg(x)) 2 zt M W

with embeddings, 2 R " ¥ ¢ are computed using a quantization operatiowhich applies
nearest neighbor search using a trainable codefiookf ¢;gl, . The embeddings of the tokens
are then fed into the decoder to reconstruct the igipatf g(c;). The VQVAE is trained with the

following loss:

quvae: ‘(X_{Zk_k}"' rsgl.rE(){%] Czk§+ | kSg E:Z]{Z fE(X)k?

L rec L codebook L commit

wheresgis a stop-gradient operation and we use 0:25following the VQGAN paper [81].

We optimizeL qebookUSing an EMA update and circumvent the non-differentiable quantization
stepq with a straight-through gradient estimator [21]. VQGAN additionally adopts a perceptual
loss [243, 244] and a discriminatbp to improve the reconstruction quality. Similar to other
GAN-based video generation models [10, 11], we use two types of discriminators in our model

- a spatial discriminatof 5, that takes in random reconstructed frantgs2 R* W 3 to en-
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courage frame quality and a temporal discrimindtgy that takes in the entire reconstruction

2 2 RT H W 3t penalize implausible motions:

L gisc = log fDS:t (x) +log(1 stzt (R))
We also use feature matching losses [245, 246] to stabilize the GAN training:

L match = p f |(3is):1 =VG(3()Q) f Szzt VGG (x) L ;
i

()
wheref

s=

VGG denotes thé&" layer of either a trained VGG network [247] or discriminators with

a scaling factop,. When using a VGG network, this loss is known as the perceptual loss [244].
pi is a learned constant for VGG and the reciprocal of the number of elements in the layer for
discriminators. Our overall VQGAN training objective is as follows:

min_ max ( gsddgisd +
fesfeiC fogifpy

; nyn'C( matcH-match ™ reckrec+ L codebookt L commit)
EilG:

Directly applying GAN losses to VideoGPT [29] or 3D VQGAN [81] leads to training stability
issues.

Autoregressive prior model. After training the video VQGAN, each video can be encoded into
its discrete representatia= q(fg(x)). Following VQGAN [81], we unroll these tokens into a

1D sequence using the row-major order frame by frame. We then train a transfgrieemodel
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the prior categorical distribution @fin the dataset autoregressively:

t h{w 1
P(z) = p(zo) P(Zi+1]Z0i);

i=0

wherep(zi+1jZoi) = f1(zoi) andzg is given as the start of sequence token. We train the trans-

former to minimize the negative log-likelihood over training samples:

L transformer = Ez p(zda,a)[ logp(2)]

At inference time, we randomly sample video tokens from the predicted categorical distribution
p(zi+1jzoi) in sequence and feed them into the decoder to generate the Wdeds;(€,). To
synthesize videos longer than the training length, we generalize sliding attention window for our
use [234] . A similar idea has been used in 2D to generate images of higher resolution [81]. We
denote thg " temporal slice oz to bez() 2 z" W, where0O j t 1. For instance, to
generate(®) that is beyond the training length, we condition onthel slices before it to match

the transformer sequence lengz(Vjz(t Y) = f;(z&t V). However, as shown in Figure 3.2,
when paired with sliding window attention, the vanilla video VQGAN and transformer cannot
generate longer videos without quality degradation. Next, we discuss the reason and a simple yet

effective x.

3.2.2.2 Time-Agnostic VQGAN

When the Markov property holds, a transformer with a sliding window can generate ar-

bitrarily long sequences as demonstrated in long article generation [234]. However, a crucial

21



Figure 3.3:Overview of the proposed framework. Our model contains two modules: time-
agnostic VQGAN and time-sensitive transformer. The former compresses the videos both tempo-
rally and spatially into discrete tokens without injecting any dependence on the relative temporal
position, which allows the usage of a sliding window during inference for longer video genera-
tion. The latter uses a hierarchical transformer for capturing longer temporal dependence.

premise that has been overlooked is that the transformer needs to see sequences that start with
tokens similar taz(** Y during its training to predict toker'. This premise breaks down in
VQGAN.

Different from natural language modeling where the tokens come from realistic data, VQ-
GAN tokens are produced by an encotlewhich by default adopts zero paddings for the desired
output shape. When a short video clip is encoded, the zero paddings in the temporal dimension
also get encoded and affect the output tokens, causing an unbalanced effects to tokens at different
temporal position [239-242]. The tokens closer to the temporal boundary will be affected more
signi cantly. As a result, for real data to matad't v, they have to contain these zero-frames,
which is not the case in practice. Therefore, removing those paddings in the temporal dimension
is crucial for making the encodéme-agnostiand enabling sliding window.

After removing all the padding, one needs to pad real frames to both ends of the input
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Figure 3.4: lllustration of the temporal effects induced by paddings Real frame padding
makes the encoder temporally shift-equivarfamiut introduces extra computations. Replicate
padding makes decent approximation to the real frames while bringing no computational over-
head.

videos to obtain the desired output size [38, 248]. The number of needed real frames can be as
large asO(Ld), whereL is the number of layers amdlis the compression rate in the temporal
direction of the video. Note that the zeros are also padded in the intermediate layers when applied,
and importantly, they need not be computed. But, if we want to pad with realistic values, the input
needs to be padded long enough to cover the entire receptive eld, and all these extra values in the
intermediate layers need to be computed. Although padding with real frames makes the encoder
fully time agnostic, it can be expensive with a large compression rate or a deep network. In
addition, frames near both ends of the videos need to be discarded for not having enough real
frames to pad, and consequently some short videos may be completely dropped.

Instead of padding with real values, we propose to approximate real frames with the values
close to them. An assumption, which is often referred to as the “boring videos” assumption in
the previous literature [249], is to assume that the videos are frozen beyond the given length.
Following the assumption, the last boundary slices are always used for padding without compu-
tation. More importantly, this can be readily implemented by the replicate padding mode using
a standard machine learning library. An illustration of the effects induced by different paddings

can be found in Figure 3.4. Other reasonable assumptions can also be adopted and may corre-

3The expressionemporally shift-equivarianandtime-agnostiavill be used interchangeably hereinafter.
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spond to different padding modes. For instance, the re ected padding mode can be used if videos
are assumed to play in reverse beyond their length, which has more realistic motions than the
frozen frames. We nd that the replicate padding alone resolves the time-dependence issue well
in practice and inherits the merit of zero paddings in terms of the computational cost. Therefore,

in the following experiments, we use the replicate paddings and no real frames padded.

3.2.2.3 Time-Sensitive Transformer

The time-agnostic property of the VQGAN makes it feasible to generate long videos using
a transformer with sliding window attention. However, long video generation does need temporal
information! To maintain a consistent theme running from the beginning of the video to the end
requires the capacity to model long-range dependence. And besides, the spirit of a long video is
in its underlying story, which requires both predicting the motions in the next few frames and the
ability to plan on how the events in the video proceed. This section discusses the time-sensitive
transformer for improved long video generation.

Due to the probabilistic nature of transformers, errors can be introduced when sampling
from a categorical distribution, which then accumulate over time. One common strategy to im-
prove the long-term capacity is to use a hierarchical model [250, 251] to reduce the chance of
drifting away from the target theme. Speci cally, we propose to condition one interpolation
transformer on the tokens generated by the other autoregressive transformer that outputs more
sparsely sampled tokens. The autoregressive transformer is trained in a standard way but on the
sampled frames with larger intervals. For the interpolation transformer, it lls in the missing

frames between any two adjacent frames generated by the autoregressive transformer. To do so,
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we propose interpolation attention as shown in Figure 3.3, where the predicted tokens attend to
both the previously generated tokens in a causal way and the tokens from the sparsely sampled
frames at both ends. We consider an autoregressive transformer that geferatege sparse
video tokens. Generalizing this model to even more extreme cases such as video generation based
on key-frames would be an interesting future work.

Another simple yet effective way to improve the long period coherence is to provide the
underlying “storyline” of the desired video directly. The VQVAE framework has been shown to
be an effective way to do conditional image generation [81,252]. We hence consider several kinds
of conditional information that provide additional temporal information such as audio [253],
text [254], and so on. To utilize conditional information for long video generation, we use either
a tokenizer or an additional VQVAE to discretize the audio or text and prepend the obtained
tokens to the video tokens and remove the start of the sequencezgkékt inference time,
we extend the sliding window by simultaneously applying it to the conditioned tokens and video

tokens.

3.2.3 Experiments

In this section, we evaluate the proposed method on several benchmark datasets for video

generation with an emphasis on long video generation.

3.2.3.1 Experimental Setups

Datasets and evaluationWe show results on UCF-101 [235], Sky Time-lapse [236], and Taichi-

HD [237] for unconditional or class-conditioned video generation Wi#l8 128 resolution
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Table 3.1: Quantitative results of standard video generation on different datasets. We report FVD
and KVD on the Taichi-HD and Sky Time-lapse datasets, IS and FVD on the UCF-101 dataset,
SSIM and PSNR at thé5" frame on the AudioSet-Drum dataset. * denotes training on the entire
UCF-101 dataset instead of the train split. The class column indicates whether the class labels
are used as conditional information.

(a) Sky Time-lapse (d) UCF-101
Method FVD(#) KVD (#) Method Class 18") FVD (#)
MoCoGAN-HD 183.65:2 13.9 o7 VGAN 3 8.31 .09 -
DIGAN 114.6 49 6.8 o5 TGAN 7 11.85 .07 -
TATS-base 13256 5.7 o3 TGAN 3 15.83 18 -
rogressive .56 .05 -
Method FVD(#) KVD (# LDVD-GAN 7 22914 -
MoCoGAN-HD 144.760 25.4 1.0 VideoGPT 7 24.69 .30 -
DIGAN 128.1 40 20.6 11 TGANv2 3 28.87 .67 1209 28
TATS-base 946027 9.8 10 DVD-GAN* 3 27.38 53 -
() AudioSet-Drum MoCOGAN-HD® 7. 3236 838
. :53 22
Method SSIMT) PSNR() DIGAN* 7 32703 577x
SVG-LP 0.5100:008  13.5 01 CCVS*+Real frame 7 41.37 39 389 1
Vougioukast al. 0.896 o:015 23.3 o3 CCVS*+StyleGAN 7 2447 .13 386 15
Sound2Sight 0.94%.007  27.0 o:3 Real data - 90.52 -
CCvVs 0.9450:008 27.3 o5 TATS-base 7 57.63 .24 420 18
TATS-base 0.964 o0.00s 27.7 04 TATS-base 3 79.28 38 332 18

following [37], AudioSet-Drum [238] for audio-conditioned video generation v@i¢h 64 res-
olution following [28], and MUGEN [255] witl256 256resolution for text-conditioned video
generation. We follow the previous methods [14, 37] to ugzket Video Distance (FVD) [256]

and Kernel Video Distance (KVD) [256] as the evaluation metrics on UCF-101, Sky Time-lapse,
and Taichi-HD datasets. In addition, we follow the methods evaluated on UCF-101 [11, 28]
to report the Inception Score (IS) [12] calculated by a trained C3D model [257]. For audio-
conditioned generation evaluation, we measure the SSIM and PSNR 4f'tlieame which is

the longest videos considered in the previous methods [28, 253].

Training details. To compare our methods with previous ones, we train our VQGAN on videos

with 16 frames. We adopt a compression rdte 4 in temporal dimension and = 8 in spatial
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dimensions. For transformer models, we train a decoder-only transformer with size between
GPT-1 [258] and GPT-2 [259] for a consideration of computational cost. We refer to our model
with a single autoregressive transformefa3 S-baseand the proposed hierarchical transformer
asTATS-hierarchical. For audio-conditioned model, we train another VQGAN to compress the
Short-Time Fourier Transform (STFT) data into a discrete space. For text-conditioned model, we

use a BPE tokenizer pretrained by CLIP [260].

3.2.3.2 Quantitative Evaluation on Short Video Generation

In this section, we demonstrate the effectiveness of our TATS-base model under a stan-
dard short video generation setting, where only 16 frames are generated for each video. The
guantitative results are shown in Table 3.1.

Our model achieves state-of-art FVD and KVD on the UCF-101 and Taichi-HD datasets,
and state-of-art KVD on the Sky Time-lapse dataset for unconditional video generation, and im-
proved the quality on the AudioSet-Drum for audio-conditioned video generation. For instance,
TATS-base improves on IS b39:3% over the prior methods andb:2% over the method that
does not rely on real frames. On the UCF-101 dataset, we also explore generation with class
labels as conditional information. Following the previous method [9], during inference, we sam-
ple labels from the prior distribution as the input to the generation. We nd that conditioning
on the labels signi cantly eases the transformer modeling task and boosts the generation quality,
improving 1S from57:63 to 79:28, which is close to the upper bound shown in the “Real data”
row [261, 262]. This has been extensively observed in image generation [81, 263] but not quite

yet revealed in the video generation. TATS-base signi cantly advances the IS over the previous
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Figure 3.5:Quality degradation. FVD changes of non-overlapping 16-frame clips from the long
videos generated by models trained on the UCF-101, Sky Time-lapse, and Taichi-HD datasets.
The lower value indicates slower degradation.

methods, demonstrating its power in modeling diverse video datasets.

3.2.3.3 Quantitative Evaluation on Long Video Generation

Quantitatively evaluating long video generation results has been under-explored. In this
section, we propose several metrics by generalizing existing metrics to evaluate the crucial as-
pects of the long videos. We generate 512 videos with 1024 frames on each of the Sky Time-
lapse, Taichi-HD, and UCF-101 datasets. We compare our proposed methods, TATS-base and
TATS-hierarchical, with the baseline Vanilla VQGAN and the state-of-the-art models including
MoCoGAN-HD [14], DIGAN [37], and CCVS [28] by unrolling RNN states, directly sampling,

and sliding attention window using their of cial model checkpoints.

Quality. We measure video quality with respect to the duration by evaluating every 16 frames
extracted side-by-side from the generated videos. Ideally, every set of 16-frame videos should
come from the same distribution as the training set. Therefore, we report the FVD changes of
these generated clips compared with the rst generated 16 frames in Figure 3.5, to measure the
degradation of the video quality. The gure shows that our TATS-base model successfully delays

the quality degradation compared with the vanilla VQGAN baseline, MoOCoGAN-HD, and CCVS
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Figure 3.6:Video coherency.CCS and ICS values of every 16-frame clip extracted from long
videos generated by different models trained on the UCF-101 dataset.

models. In addition, the TATS-hierarchical model further improves the long-term quality of the
TATS-base model. The concurrent work DIGAN [37] also claims the ability of extrapolation,
while we show that the generation still degrades severely after a certain number of frames on
the UCF-101 and Taichi-HD datasets. We conjecture the unusual decrease of the FVD w.r.t. the
duration of DIGAN and TATS-hierarchical on Sky Time-lapse can be explained by the fact that
the I3D model [249] used to calculate FVD is trained on Kinetics-400 dataset, and the sky videos
can be outliers of the training data and lead to weak activation in the logit layers and therefore

such unusual behaviors.

Coherence. The generated long videos should follow a consistent topical theme. We evaluate
the coherence of the videos on the UCF-101 dataset since it has multiple themes (classes). We
expect the generated long videos to be classi ed as the same class all the time. We adopt the same
trained C3D model for IS calculated [12], and propose two metrics, Class Coherence Score (CCS)

and Inception Coherence Score (ICS) at time $tepeasuring the theme similarity between the
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non-overlapped 16 frames w.r.t. the rst 16 frames, de ned as below:

_ X 1(arg maxpeap (yjx\***); arg maxpcap (Yjix" ™)
cCs = :
i
X - [ (£1+15)
ICS = Pcap (iji(Lt ) ) Iog pC3D (yJ . : (0:15) )
i Pcap (YiXi )

The ICS captures class shift more accurately than the CCS, which only looks at the most probable
class. On the other hand, CCS is more intuitive and allows us to de ne single metrics, such as
the area under the curve. CCS also does not have the asymmetry issue (unlike KL divergence
used in ICS). We show the scores of TATS models and several baselines in Figure 3.6. TATS-
base achieves decent coherence as opposed to its quality degradation shown previously. Such a
difference can be explained by its failure on a small portion of generated videos, which dominates
the FVD. This also shows that CCS and ICS measure coherence on individual videos that are
complementary to FVD changes. Furthermore, TATS-hierarchical outperforms the baselines on
both metrics. For example, more than half of the videos are still classi ed consistently in the last

16 frames of the entire 1024 frames.

3.2.3.4 Qualitative Evaluation on Long Video Generation

This section shows qualitative results of videos wlii24frames and discusses their com-
mon properties.1024frames per video approach the upper bound in the training data, which

means the generated videos are probably different from the training videos, at least in duration.

Recurrent actions. We nd that some video themes contain repeated events such &katioe

stand Push-Uglasses in the UCF-101 dataset and videos in the Taichi-HD dataset. As shown in
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Figure 3.7:Videos with recurrent events. Every 100" frame is extracted from the generated
videos with1024frames on the UCF-101 and Taichi-HD datasets.

Figure 3.7, our model generalizes to long video generation by producing realistic and recurrent
actions. However, we nd that all th#024frames in these videos are unique, which shows that

our model is not simply copying the short loops.

Videos LPIPS metric Color Similarity

Smooth transitions. Videos with the same theme Real  0:1839 0:0683 07330 0:2401
Fake 0:3461 0:1184 00797 0:1445

often share visual features such as scenes and IPa%'Ie 3.2: LPIPS and color histogram cor-

tions. We show that with enough training datra(_jlatIon between the rstand the last frames

on the sky videos.

available for a single theme, our model learns to

“stitch” the long videos by generating smooth transitions between different videos. For example,
in Figure 3.8, we show that our model generates a long sky video containing different weather and
timing while the transitions between these conditions are still natural and realistic. To show that
this is not the case in the training data, we compute the LPIPS score [244] and color histogram
correlation between th#! and the1024" frames and report the mean and standard deviation on
the500generated and16real long videos in Table 3.2. It shows that such transitions are much
more prominent in the generated videos than in the training videos. A separation of content and

motion latent features [10, 14, 37] may better leverage such transitions, which we leave as future

work.

Meaningful synthesis.By conditioning on the temporal information, we can achieve more con-

trollable generation. For example, in Figure 3.9, we show that it is possible to manipulate the
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Figure 3.8:Videos with homomorphisms. Every 100", 10", and consecutive frames are ex-
tracted from a generated sky video witB24frames.

Figure 3.9:Videos with meanings.Video manipulation by modifying the texts.

videos by changing the underlying storyline - by replacing “killed by” with “kills” we completely

change the destiny of Mugen!

3.2.4 Conclusion

We propose TATS, a time-agnostic VQGAN and time-sensitive transformer model that is
only trained on clips with tens of frames and can generate thousands of frames using a sliding
window during inference time. Our model generates meaningful videos when conditioned on
text and audio. This work is a small step, but we hope it can encourage future works on more

interesting forms of video synthesis with a realistic number of frames, perhaps even movies.
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3.3 Video Generation with Diffusion Models

3.3.1 Introduction

(a) (b)

Figure 3.10:Visualizing the noise map correlations (a) visualizes the t-SNE plot of the noise
maps corresponding to input frames randomly sampled from videos. These noise maps are ob-
tained by running a diffusion ODE [40, 264] on the input frames using a trained text-to-image
model, but in the opposite direction of image synthesis 0! ). The green dots in the
background denote the reference noise maps sampled from an i.i.d. Gaussian distribution. The
red dots and yellow dots are noise maps corresponding to input frames coming from different
videos. We found they are spread out and share no correlation. On the other hand, the noise
maps corresponding to the frames coming from the same video (shown in blue dots) are clus-
tered together. (b) Using an i.i.d. noise model (orange dots) for netuning text-to-image models
for video synthesis is not ideal since temporal correlations between frames are not modeled. To
remedy this, we propose a progressive noise model in which the correlation between different
noise maps is injected along the temporal axis. Our progressive noise model (blue dots) aptly
models the correlations present in the video noise maps.

Large-scale diffusion-based text-to-image models [41, 46, 47] have demonstrated impres-
sive capabilities in turning complex text descriptions into photorealistic images. They can gen-
erate images with novel concepts unseen during training. Sophisticated image editing and pro-

cessing tasks can easily be accomplished through guidance control and embedding techniques.

The contents of this work are in collaboration with Seungjun Nah, Guilin Liu, Tyler Poon, Andrew Tao, Bryan
Catanzaro, David Jacobs, Jia-Bin Huang, Ming-Yu Liu, and Yogesh Balaji at ICCV 2023 [70]. This was part of my
internship at NVIDIA Research and was partly supported by NSF grants No. [1S-1910132 and 11S-2213335.
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Due to the immense success in several applications [163, 182, 265], these models are established
as powerful image synthesis tools for content generation. As image synthesis is largely democ-
ratized with the success of these text-to-image models, it is natural to ask whether we can repeat
the same success in video synthesis with large-scale diffusion-based text-to-video models.
Multiple attempts have been made to build large-scale video diffusion models. Ho et
al. [62] proposed a UNet-based architecture for the video synthesis task that is trained using
jointimage-video denoising losses. Imagen video [63] extends the cascaded text-to-image gener-
ation architecture of Imagen [47] for video generation. In both works, the authors directly train a
video generation model from scratch. While these approaches achieve great success and produce
high-quality videos, they are inherently expensive to train, requiring hundreds of high-end GPUs
or TPUs and several weeks of training. After all, video generators not only need to learn to form
individual images but should also learn to synthesize coherent temporal dynamics, which makes
the video generation task much more challenging. While the formation of individual frames is
a shared component in an image and video synthesis, these works disregard the existence of
powerful pretrained text-to-image diffusion models and train their video generators from scratch.
We explore a different avenue for building large-scale text-to-video diffusion models by
starting with a pretrained text-to-image diffusion model. Our motivation is that most of the
components learned for the image synthesis task can effectively be reused for video generation,
leading to knowledge transfer and ef cient training. A similar idea is adopted by several recent
works [51, 53, 61]. Without exception, when netuning, they naively extend the image diffusion
noise prior (i.i.d. noise) used in the text-to-image model to a video diffusion noise prior by adding
an extra dimension to the 2D noise map. We argue that this approach is not ideal as it does not

utilize the natural correlations in videos that are already learned by the image models. This is

34



illustrated in Figure 3.10, where we visualize the t-SNE plot of noise maps corresponding to
different input frames as obtained from a pretrained text-to-image diffusion model. The noise
maps corresponding to different frames coming from the same video (blue dots in Figure 3.10a
are clustered together, exhibiting a high degree of correlation. The use of i.i.d. noise prior does
not model this correlation, which would impede the netuning process. Our careful analysis of
the video diffusion noise prior leads us to a noise prior that is better tailored for netuning an
image synthesis model to the video generation task. As illustrated in Figure 3.10b, our proposed
noise prior (shown in blue dots) aptly captures the correlations in noise maps corresponding to
video frames.

We then proceed to build a large-scale diffusion-based text-to-video model. We leverage
several design choices from the prior works, including the use of temporal attention [62], joint
image-video netuning [62], a cascaded generation architecture [63], and an ensemble of expert
denoisers [41]. Together with these techniques and the proposed video noise prior, our model
establishes a new state-of-the-art for video generation outperforming competing methods on sev-
eral benchmark datasets. Our model can achieve high-quality zero-shot video synthesis capability
with SOTA photorealism and temporal consistency.

In short, our work makes the following key contributions.

1. We propose a video diffusion noise tailored for netuning text-to-image diffusion models

for text-to-video.

2. We conduct extensive experimental validation and verify the effectiveness of the proposed

noise prior.

3. We build a large-scale text-to-video diffusion model by netuning a pretrained eDiff-I
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model with our noise prior and achieve state-of-the-art results on several benchmarks.

3.3.2 Preliminaries

Diffusion models generate data by iteratively denoising samples drawn from a noise dis-
tribution. In the case of text-to-video models, text embeddings obtained from a pre-trained text
encoder are used as additional inputs in the denoising process. Formdlyxtet; ) denote a
denoising network that operates on the noisy input vided R "s 3 " W wheree is the text
embedding, and is the noise level. Hergg is the sequence length of the input vidéas the

batch size, anl  w is the spatial resolution. The modelis trained to denoise the input

Training We follow the EDM formulation of Karras et al. [266] to optimize the denol3arsing

the following objective

E peadxcieare)p( )ip( ) ( )KD (Xnoise €; ) Xcleark% (3.1)

where Xnoise = Xcleant

Here, Xnoise IS the noisy sample obtained by corrupting the clean viieath noise , where
p( )= N(O;1) and is a scalar for the noise level drawn frgf ). The loss weight, ( ), isa
function of givenby ( )=( 2+ 3.)=(  d¢a> EQ. (3.1) is a simple denoising objective
in which the denoiseD is trained to estimate the clean videgean from the noisy inpuk oise
Following EDM, we use a log-normal distribution fori.e., In(p( )) = N (Pmean P23y With
Pmean= l:2andPgq=1:2.

To train the denoising model, EDM uses preconditioning terms in its objective function to

properly scale the inputs and output of the denoiser mbdeMore speci cally, the denoising
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Table 3.3:Cosine similarity of the reversed noiseThe noise maps corresponding to the frames
sampled from the same videos have a higher similarity than those sampled from different videos.

Cosine Similarity \ Cosine Similarity
(a) Same video noise  0:206 0:156 \ (b) Different video noise ~ 0:001 0:009

modelD is written as

2 X In
D(X; e: ):= data X + dataF Z e El )
. . p —2
Here,F is a neural network with parametersind = 24 Gax We Use gaa= 0:5.

Sampling Once the denoising model is trained, sampling can be performed by solving the fol-

lowing ODE [266]

D(x;e; ) (3.2)

= 1 logp(xje; )= >

Q_|Q_
X

for owing backwards from = xto = 0. The initial value forx is obtained by sampling
from the prior distributiorx N (0; 2.,1). Over the recent years, several samplers have been

proposed for sampling from the trained diffusion models [39, 40,267-269]. In this work, we use

DEIS [267] and its stochastic variant [266] for synthesizing samples from our model.

3.3.3 Method

Training text-to-video models is much more challenging than training text-to-image dif-
fusion models due to practical dif culties in collecting billion-scale video datasets and secur-

ing enough computational resources. Additionally, generating videos is much more challenging
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Figure 3.11: Model architecture. Our pipeline consists of a cascade of four networks — a
base model and three upsampling models. All four models take inputs as the text embeddings
obtained from the T5 encoder and the CLIP text encoder. The base model praéuddso

frames of spatial resolutio®4 64 with a frameskip ob. The rst upsampling model performs

a temporal interpolation, resulting in videos of si&2 64 64while the subsequent two super-
resolution models perform spatial super-resolution to produce videos of/§ze256 256and

76 1024 1024

since individual frames need to be both photorealistic and temporally coherent. Prior works
leverage large-scale image datasets to mitigate these dif culties by either joint training on the
image datasets [62,63,102] or netuning a text-to-image model on the video datasets [61, 120].
Here, we are interested in netuning text-to-image diffusion models jointly on image and video

datasets. We postulate that naively extending the image noise prior to video diffusion is not ideal.
We carefully explore the design space of noise priors and propose one that is well suited for our

video netuning task, which leads to signi cant performance gains.

Correlated noise modelAn image diffusion model is trained to denoise independent noise from

a perturbed image. The noise vectoin the denoising objective EQ.3.1 is sampled from an
i.i.d. Gaussian distribution N (0;1). However, after training the image diffusion model and
applying it to reverse real frames from a video into the noise space in a per-frame manner, we nd
that the noise maps corresponding to different frames are highly correlated. This is illustrated in

Figure 3.10, where the t-SNE plot of noise maps corresponding to different video frames are
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plotted. When the input frames come from the same video (shown in blue dots in Figure 3.10a,
noise maps are clustered. The use of i.i.d. sampling (shown in orange dots in Figure 3.10b
does not capture these correlations. This is also depicted quantitatively in Table 3.3 where we
compute the average pairwise cosine similarity between noise corresponding to (a) same video
and (b) different video. (a) is much higher than (b). As a result, the video diffusion model trained
with i.i.d. noise is coerced to forget such correlation among the noise between different frames,
making it dif cult to preserve knowledge from the image diffusion model. Motivated by this
observation, we propose to modify the noise process to preserve the correlation between different
frames. To this end, we investigate two noising strategies - mixed and progressive noising.
Mixed noise model: Let !; 2;::: "s denote the noise corresponding to individual video
frames i.e.,' corresponds to thé" element of the noise tensarIn the mixed noise model, we
generate two noise vectorgared@nd ing. sharediS @ COMmMonN noise vector shared among all video
frames, while 4 is the individual noise per frame. The linear combination of both these vectors

is used as the nal noise.

2 ) 1
shared N O;ml ; =nd N O;

| (3.3)

i — i
= sharedt ind

Progressive noise model: In the progressive noise model, the noise for each frame is
generated in an autoregressive fashion in which the noise at frasngenerated by perturbing

the noise at framé¢ 1. Let |, denote the independent noise generated for fran€hen,
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progressive noising can be formulated as

N O e N (0] (3.4)

i _ i1,
= b= t g

In both these models, controls how much noise is shared among different video frames. The
higher the value of , the more correlation exists among the noise maps corresponding to different
frames. As !'1 , all frames would have the same noise which results in generating a frozen
video. On the other hand, = 0 corresponds to i.i.d. noise.

As shown in Figure 3.10b, the use of progressive noise sampling (blue dots) better models
the correlations between different noise maps by obtaining similar clustering patterns to the noise
maps of real video frames embedded by a pretrained text-to-image model in Figure 3.10a (blue

dots).

Model architecture As visualized in Figure 3.11, our model consists of a cascade of four net-
works — a base network and three upsampling stacks. The base network generates an output
video of dimensiorl6 64 64with a frameskip ob. It generates the framégq; 6; 11;:::76g.

The rst upsampling network performs a temporal interpolation to produce a video of6ize

64 64. The second and the third super-resolution network performs spatial upsampling to pro-
duce the outputs of sizé& 256 256and76 1024 1024 We utilize eDiff-1 [41], a
state-of-the-art text-to-image diffusion model, to initialize our base and spatial super-resolution
models. Similar to prior works [61, 62], we adapt the image-based U-Net model for the video
synthesis task by making the following changes: (1) Transforming 2D convolutions to 3D by

adding a dimensiofh to temporal axis and (2) Adding temporal attention layers.
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Similar to Ho et al. [62], we jointly netune the model on video and image datasets by
concatenating videos and images in the temporal axis and applying our temporal modules only on
the video part. Similarly to eDiff-I, our model uses both T5 text embeddings [270] and CLIP text
embeddings [260]. We drop each of the embeddings independently at random during training, as

in eDiff-I.

3.3.4 Experiments

In this section, we evaluate our proposed strategy of training diffusion models for video
synthesis on two sets of experiments. We rst comprehensively analyze our proposed noise
model on the small-scale UCF-101 dataset. We then scale up our experiments to the challenging

large-scale text-to-video synthesis task.

3.3.4.1 Experimental Setups

We conduct ablation experiments in a small-scale unconditional video generation setting

and pick the best con guration for our large-scale text-to-video generation run.

DatasetsWe train our model on the UCF-101 dataset [235] for the small-scale experiments,
where we follow the protocol de ned in Ho et al. [62] to generate videos of 3&e 64 64.
UCF-101 dataset contaids; 320videos. We randomly sample frames from these videos to train
our image synthesis model. For our large-scale experiments, we use a combination of public and
proprietary datasets for text-to-image and text-to-video netuning. Most of the videos are of 2K
resolution with 16:9 aspect ratio. All data was Itered using a preset CLIP and aesthetic*scores

to ensure high quality. Our nal image dataset contains arduBdbillion text-image pairs and

“https://github.com/christophschuhmann/improved-aesthetic-predictor
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Table 3.4: Zero-shot text to video generation on UCF-101. Our approach gives signi cant per-
formance gains compared to the prior baselines both in inception score and FVD metrics.

Method 1IS(") FVD (#)
CogVideo [120] (Chinese) 23.55 751.34
CogVideo [120] (English) 25.27 701.59
Make-A-Video [61] 33.00 367.23
MagicVideo [51] - 655.00
Video LDM [53] 33.45 550.61
VideoFactory [60] - 410.00
PYoCo 47.76 355.19

Table 3.5: Text conditional zero-shot generation on MSRVTT. Our approach with the base con g
achieves the best results, and using an ensemble further improves the FIDs.

Method CLIP-FID(#) FID (#)
NUWA [102] (Chinese) 47.68 -
CogVideo [120] (Chinese) 24.78 -
CogVideo [120] (English) 23.59 -
Make-A-Video [61] 13.17 -
MagicVideo [51] - 36.50
Latent-Shift [59] 15.23 -
PYoCo (Con g-A) 10.21 25.39
PYoCo (Con g-B) 9.95 24.28
PYoCo (Con g-C) 9.91 24.54
PYoCo (Con g-D) 9.73 22.14

225 million text-video pairs.

Training details In the unconditional generation experiment on the UCF-101 dataset, to do an ab-
lation study on the model size, we design 3 models where each mod&dad 12M, and253M
parameters, respectively. As a comparison, the baseline Video Diffusion Model (VDM) [62]
containsl:2B parameters. In the large-scale text-to-video experiment, our base and temporal
interpolation models contaih:08B parameters. Our super-resolution model adapted from the
ef cient U-Net [47] architecture with temporal convolution layers [61,63] cont&ih3V param-

eters.
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Figure 3.12: Sample generatiof®ease check our project website to view the videos.
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Evaluation For the small-scale experiments on UCF-101 dataset, we follow the protocol de-

ned in the prior approaches [14, 38, 62] and report the Inception Score (I1S) [12] calculated by a
trained C3D model [257] and Echet Video Distance (FVD) [256] by a trained 13D model [249].

For the large-scale text-to-video experiments, we perform the zero-shot evaluation of the video
generation quality on the UCF-101 and MSR-VTT datasets following Make-A-Video [61]. We

carefully discuss the evaluation process below.

UCF-101 experimentWe use IS and FVD for evaluation in our small-scale experiments. UCF-
101 is a categorical video dataset designed for action recognition. When sampling from the
text-to-video model, we devise a set of prompts for each class name to be used as the conditional
input. This is necessary as some class nhames (syamasopg are not descriptive. We sample
20videos for each prompt to compute the IS metric. For FVD, we follow the prior work [14, 28]

and sampl&; 048videos for evaluation.

MSR-VTT experiment MSR-VTT [271] test set containg 990videos as well a§9; 794 cap-

tions. All the videos have the same resolution3@D 240 We generate @6 256 256

video for eactb9; 794 caption and save the videos in map4format with a high bit rate. To com-

pare with Make-A-Video, we compute FID using a ViT-B/32 model [272]. We also report a more
common FID metric computed by an Inception-V3 model. We also examine the idea of ensemble
denoiser [41] by netuning the level-1 experts of each model. We denote Con g-A as the con-
guration of using only baseline models and Con g-B to Con g-D as incrementally changing
super-resolution model, temporal interpolation model, and base model with the corresponding

ensemble models.
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Table 3.6: Unconditional UCF-101 generation results. Our approach achieves the state-of-the-art
inception score and FVD, while having considerably smaller parameter count compared to other
diffusion-based approaches such as VDM (1B parameters).

Method 1S(") FVD (#)
TGAN [9] 15.83 .15 -
LDVD-GAN [262] 22.91 10 -
VideoGPT [29] 24.69:50 -
MoCoGAN-HD [14] 32.36 838
DIGAN [37] 29.71 s 655 2
CCVS [28] 24.47 13 386 1
StyleGAN-V [38] 23.94 7 -
VDM [62] 57.00 . -
TATS [106] 57.63 1 430 1
PYoCo (L12M) 57.93 2 332 u
PYoCo @53M) 60.01 = 310 w

3.3.4.2 Main Results

Large-scale text-to-video synthesidVe quantitatively compare our method against Make-A-
Video [61], NUWA [102], CogVideo [120], and several concurrent works [51, 53, 53, 59, 60].
Table 3.4 shows that our method outperforms all the baselines on the UCF-101 dataset and im-
proves the zero-shot Inception Score fr88¥45to0 47:76. In Table 3.5, we show that our baseline
model achieves a new state-of-the-art CLIP-FID score [272Ddf1, while using ensemble mod-

els further improves both CLIP-FID and FID scores. In Figure 3.12, we qualitatively visualize
the synthesis capability of our approach. Our model achieves high-quality zero-shot video syn-
thesis capability with good photorealism and temporal coherency. We also provide a qualitative
comparison with Make-A-Video [61] and Imagen Video [63] in Figure 3.13. We observe that our
model is able to produce videos with better details than both approaches, as shown in the animal

videos. We also produce better-stylized videos than Imagen Video.

Small-scale unconditional video synthesis
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Table 3.7: Quantitative results of different training strategies on UCF-101 dataset.

IS FVD (#) FID (#)

Image Diffusion (ID) - - 30.05
Training from scratch 28.25 903.37 124.75
Finetuning from ID 41.25 566.67 56.43
+ Mixed Noise 52.71 337.40 31.57

+ Progressive Noise 53.52 339.67 31.88

We report IS and FVD scores on UCF-101 dataset in Table 3.6 and compare our model with
multiple unconditional video generation baselines. Note that using class labels as conditional
information could lead to sizeable improvement in IS and FVD scores [106], which we do not
consider as the comparison. Our method attains state-of-the-art unconditional video generation
guality. Compared with previous diffusion-based unconditional generation model [62], our model

is 10 smallerand has 14 less training time{5 GPU-days vs925GPU-days).

Make-A-Video [61] PYoCo Imagen Video [63] PYoCo
A confused grizzly bear in calculus class. A sheep to the right of a wineglass.
Sailboat sailing on a sunny day in a mountainlake. A cat eating food out of a bowl, in style of Van Gogh.

Figure 3.13: Qualitative comparison with baseline approaches. The two panels on the left show
the comparison of our approach with Make-A-Video [61], while those on the right show the
comparison with Imagen Video [63]. PYoCo achieves better photorealism compared to the two
approaches.
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3.3.5 Ablation Study

We quantitatively compare several training strategies for video diffusion models. Then, we
perform ablation on the correlation ratio in the Equations 3.3 and 3.4, a key hyper-parameter in

our approach.

Training strategies We compare training from scratch, a simple netuning baseline, netuning

with mixed noising, and progressive noising using IS, FVD, and averaged frame FID metrics on
the UCF-101 dataset in Table 3.7. We rst nd that netuning from an image diffusion model is
much more effective than training from scratch. For netuning from the image model, the corre-
lated noise model produces better video generation quality than the independent noise model. In
addition, we notice that the correlated noise better preserves the image quality learned by the pre-
trained image model and produces a lower frame FID. This is particularly desired in large-scale
text-to-video training to ful Il the goal of inheriting the knowledge from the image model miss-

ing in the video datasets. Speci cally, most videos contain realistic scenes captured by cameras
and have infrequent media types like paintings, illustrations, sketches, etc. Moreover, the video
data is much smaller in volume, and the scenes are less diverse than image datasets. As shown in
Figure 3.12, our model can preserve properties learned from image datasets that are not presented

in our video dataset, such as the artistic styles, and generate faithful motion on them.

Correlation ratio The hyperparameter in the Equations 3.3 and 3.4 controls the correlation
between the noise of different frames. A largemjects more correlation into the noise. The
correlation disappears when! 0, and the mixed and progressive noise models reproduce the
vanilla noise model. To nd optimal , we train our UCF-small modeb@M parameters) using

2 10;0:1;,0:2,05;1;1;2;5;10,1g and report FVD in Figure 3.15. For eachvalue, we
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Figure 3.14:Visual ablation on . Small = 0 reduces video quality and diversity and large
= 10 yields motion artifacts.
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Figure 3.15:Ablation on hyperparameter . Finetuning with temporally correlated prior im-
proves over training from scratch. Using too large or too small value ftgads to inferior
results. =1, =2 each works the best for mixed and progressive noising, respectively.

repeat the experiment 3 times and report the mean. Note tka0D indicates netuning with

the independent frame noise, and 1 indicates using identical noise maps for all the frames,
which produces frozen videos during the inference time. Finetuning an image diffusion model
almost consistently outperforms the training-from-scratch baseline with diffeeerising =

1 for mixed noising and = 2 for progressive noising produces similar best results. We also
show qualitative results for models trained with= 0; 1; 10in Figure 3.14. When is too small,

we notice a degradation in visual quality in the generated video frames and a reduced video

diversity. We notice many repeated samples and black borders in almost every video generated
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Figure 3.16: Ablation on model size. Larger models consistently improve the performance
of both netuning and training from scratch. Finetuning from the image model consistently
outperforms training from scratch.

with  =0. When istoo large, the model has dif culty generating proper motions.

Model size We pick the best for the mixed and progressive noise models and compare them
with the model trained from scratch on models with different numbers of param@é®sts112v,

and 253V1. Figure 3.16 shows that our mixed and progressive models outperform the baseline
consistently by a large margin in terms of FVD. Overall, mixed and progressive noising provide
similar performance. In our large large-scale experiments, we choose progressive noising with

= 2 due to its autoregressive nature.

3.3.6 Conclusion

We proposed a new ef cient way of training text-to-video generation models. By observing
that the noise maps generating the frames of a video are clustered together, we study mixed and
progressive noise priors well-suited for sequential video frame generation. We apply our progres-
sive noise prior to netuning a state-of-the-art diffusion-based text-to-image model to achieve a
state-of-the-art large-scale text-to-video model. The high quality of the generated videos and the

state-of-the-art Inception and FID scores demonstrate the strength of our approach.
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3.4 Scaling Video Generation with Autoregressive Tokenizers

3.4.1 Introduction

The rise of large-scale generative models like GPTs [234, 273] has propelled Al into an
unprecedented era. Video, like language, is another modality with abundant data across the
web. It conveys orthogonal knowledge about our physical world and motion dynamics. Train-
ing large-scale video generative models has thus sparked broad interest [90, 274-277]. Unlike
language, however, video is highly redundant—each frame contains lots of information that is
already present in the previous frame, resulting in excessively large representations. Therefore,
training video models signi cantly falls behind the scale of training Large Language Models

(LLMs)®.

Flux image tokenizer Cosmos video tokenizer

Figure 3.17:Redundancy of tokens from existing tokenizers.We examine the latent space

of an image tokenizer from the Flux [279] and Cosmos video tokenizer [280]. We visualize the
latent tokens by normalizing the rst three channels as the RGB channels in the bottom left.
We notice that the overall structure of video tokens resembles the input video. Applying these
tokenizers to compress videos will thus create temporal redundancy similar to those in the input
video.

Scaling video generative models hinges on developing more compact video representations.

Modern Vision-Language Models (VLMs) [97,99] and video generation models [32,90] leverage

The contents of this work are in collaboration with Xian Liu, Jinwei Gu, Haoxiang Wang, Fitsum Reda, Jia-Bin
Huang, David Jacobs, Ming-Yu Liu, and Yogesh Balaji. This was part of my internship at NVIDIA Research and
funded by the NVIDIA Fellowship.

5The Llama-3 model is trained on 15 trillion tokens [278], roughly equivalent billibn articles, or only 15
million 10-second HD videos.
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video tokenizers [111] to compress raw pixels into tokens to reduce the training and inference
costs. At training time, the tokenizer encoder transforms videos into latent tokens for a generative
model to train on. Atinference time, the tokenizer decoder reconstructs videos from the generated
tokens. Depending on the choice of the video generative models, such as a transformer or a
diffusion model, the tokens can either be discrete or continuous. A bottleneck layer is used
accordingly,i.e., quantization in discrete tokenizers or convolution with output small channel
dimension in continuous tokenizers.

State-of-the-art video generation models [32, 90, 276] all adopt convolutional tokenizers
for their ef ciency on high-resolution videos, even though transformers are ubiquitous in visual
recognition [260] and generation [281] for their scalability. In this work, we hypothesize that the
local inductive bias of convolution could lead to redundant video representations (Figure 3.17),
motivating the use of transformer-based tokenizers with minimal inductive bias for improved
compression. To enable high-resolution video tokenization and ef cient ablation studies, we
train transformer tokenizers in the latent space [85,282] of a pre-trained continuous convolutional
tokenizer. We nd that transformer architecture alone does not ensure scalability for tokenizers
due to the information bottleneck.

A simple yet essential property of videos is their causal nature—the current frame only
depends on the past frames, not future ones. While some recent works [111,276,283] incorporate
causal structure in the tokenizer architectures, their primary goal is to enable joint training on both
images and videos [274]. Joint training, however, can be supported by other techniques such as
padding [274].

In this work, we fully exploit such causal structure and develop the rst temporally au-
toregressive (AR) video tokenizer. We propose to leverage the expressive encoder features of
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the previousframes to enhance the reconstruction of the current frame. This design allows the
tokenizer decoder to partially circumvent the information bottleneck imposed by the tokenizer.
Similar to the use of a common tokenizer, a latent generative model is trained to generate video
tokens. Since decoding current frames with an AR tokenizer requires the pre-bottleneck features
of the past frames, the decoded past frames need to be additionally encoded. The encoder and
decoder operate recursively to produce the entire video.

We systematically study the scalability of transformer-based discrete and continuous tok-
enizers by training models with varying model sizes and ops. When training continuous tokeniz-
ers, we nd that both non-AR and AR tokenizers improve reconstruction quality as we scale up
the model size and the amount of training data. However, for discrete non-AR tokenizers, due to
the presence of a quantization layer, we see minimal scaling gains. On the contrary, we nd that
the discrete AR tokenizer shows consistent performance improvements when scaling the model
or data. The redundancy in video frames allows the AR tokenizer to exploit the pre-bottleneck
features from previous frames, which are signi cantly more informative than the discrete tokens
from current frames.

We comprehensively evaluate our tokenizers and compare them against the state-of-the-art
methods. We show that AR tokenizers consistently outperform baselines with the same com-
pression by achieving better reconstruction quality. Our largest AR discrete tokenizers achieve
competitive reconstruction quality compared with the state-of-the-art tokenizers [105, 280] while
achieving8 higher compression rates Our analysis also reveals that a content-motion decom-
position emerges with the autoregressive design, with tokens of current frames only encoding the
difference from previous frames.

To further demonstrate the strength of our tokenizer, we train image-to-video generation
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Figure 3.18:Tokenizer bottlenecks. There are two common types of bottlenecks in tokenizers.
First,al 1 convolution layer maps the large encoder channel dimensignd = 512) into a
small latent channel dimensioa.§.,c = 6). Second, a quantizer is used in discrete tokenizers to
guantize the tokens into discrete indices.

models using tokenizers with a spectrum of compression rates. We show that the quality im-
provements in tokenizer reconstruction translate to improved generation quality. AR tokenizers
reduce the generation FVD [256] by half with a similar inference speed or achieve similar gener-

ation quality with twice the inference speed.

3.4.2 Approach

3.4.2.1 Background

Tokenizers [85, 95] often include three modules, an encoder net&avkh a bottleneck
transformatiorB and a decoder netwol. Given a videx 2 RT H W 3 we call the encoder
outputz = B(E(x)) latent tokens. Depending on whether the tokenizer is continuous or discrete,
z2 REMWceorz2 zt MW, The tokenizer is mainly trained to minimize the reconstruction
error,e.g, Ly = kx  Rky, where® = D(2) is the decoder output.

In Figure 3.18, we illustrate the typical bottleneBk transforming the encoder output into

some lower-dimensional space that is more suitable for generative modeling. In a continuous
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tokenizer, it arises from the channel dimension of the latent tokehsR' " W ¢withc d,

whered is the encoder channel dimension. This is often implemented using & convolution

layer. The discrete tokenizer contains an additional bottleneck, the quantization layer, that maps
the continuous latents into discrete co@®2 f ggl., , whereK is the codebook size.

The generative mod& is trained to model the latent token distributipfz). At inference
time, G generates token® and the tokenizer decoder brings them into the pixel space
D(2). Therefore, the reconstruction quality of the tokenizer establishes an upper bound on the
generation quality. Additionally, the compression rate, de nefl asf; f, f,, wheref, = }
fn = %,andfW = va determines the context length h w and thereby the computational
cost for training and sampling witG.

While the tokenizer bottlenecks have a profound and compounding effect on the generation
quality [103,119,284], we are mostly interested ifor its direct impact on training and inference
cost. Speci cally, we study the tokenizer performance with varyingnd a xedc = 16 for
continuous an& = 65;536for the discrete tokenizer.

Obtaining a higher compression rdt@nd high-quality reconstruction is non-trivial. Most
existing video tokenizers [30, 106, 111] adopt a convolutional architecture with a compression
rate off; = 4 andf,, = f,, = 8. Prior work [276] shows that increasing the compression rate
poses a signi cant challenge to reconstruction quality.

We hypothesize that the inductive bias of convolution layers limits the approachable com-
pression rate. To support the claim, we visualize the encoded image/video mikgnermaliz-
ing their rst three dimensions as RGB channels in Figure 3.17. We use the Flux tokenizer [279]
for images and Cosmos continuous tokenizer [280] for videos. As shown in Figure 3.17, the

latent space of both image and video tokenizers closely resembles the original pixel space by pre-
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serving most visual structures. Many visual elements, like the edges, can be clearly identi ed in
the latent tokens. When these tokenizers are applied to compress videos, they could induce a sig-
ni cant amount of temporal redundancy in the tokens. For example, the table in the background

of the video remains static and uses nearly identical tokens over time.

Figure 3.19:Latent tokenizer framework. (a) Most video tokenizers [89, 280, 285] employ

a convolution-based architecture to perform preceptual compression. (b) We propose to train a
transformer tokenizer in the latent space of a pre-trained convolutional tokenizer for semantic
compression, which also allows computationally more ef cient training.

3.4.2.2 Latent Tokenizer with Transformer

We are thus motivated to use transformers for their minimal inductive biases. Training a
transformer tokenizer is computationally prohibitive due to the quadratic complexity of attention
and the high dimensionality of the videtbsOne straightforward way to reduce the context length
is to increase the patch size, also called the patchify operation. Although this is a common choice
in visual pre-training methods [260, 286], it is challenging to achieve reasonable visual quality
with large patch sizes in generative tasks [281].

Motivated by the similarity between the pixel and latent space, we seek to train a trans-
former tokenizer on a compressed latent space, thereby addressing the memory issue, similar to

prior works [85, 282]. As shown in Figure 3.19, we use a pre-tracedinuousconvolutional

6To put this in perspective, using a single transformer block [20] with a channel s&2athe forward pass of
a 2 second HD video consumes more tB&ATB memory.
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tokenizer to rst encode the video for perceptual compression. Then, we freeze the convolutional
tokenizer and train a transformer tokenizer on the encoded video latent for semantic compression.
As the input is now much smaller, we can train the transformer tokenizer much more ef ciently.
Although the convolutional tokenizers de ne the upper bound of the reconstruction quality, we
show that the transformer tokenizer can approach this upper bound but with a much higher com-

pression rate.

Figure 3.20:Autoregressive video tokenization.(a) When training an AR tokenizer, the pre-
bottleneck features from previous frames are used to help decode the current frame (shown as red
dashed lines). (b) At inference time with video generation process, the AR tokenizer re-encodes
the previously generated frames when decoding the current frame to obtain the pre-bottleneck
features.

3.4.2.3 Autoregressive Tokenizer

To reduce the temporal redundancy revealed in Figure 3.17, we exploit the video's autore-

gressive property in the tokenizer architecture. As shown in Figure 3.20(a), we propose to utilize
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the features from previous frames, 1, to help decode the current frame:

Rt = D(ct 1;2); (3.5)

wherec = E(X) can be extracted before passing through the tokenizer bottl&hepkoviding
features much more informative than the video token®ue to the redundant nature of video
frames,c; ; could still be useful in reconstructirgy.

Nevertheless, generating ; is way more dif cult than generating; ; due to its large
channel dimensiod. Instead, we can obtain these features by encoding the generated frames at

inference time:

Ct 1= E(Rot 1)t 1= E(D(Zox 1))t 1 (3.6)

This is possible when the past fram&s ; can be encoded and decoded from tokens without
any information of the current or future frames, necessitating a causal tokenizer structure such

thatforO t T,

D(B(E(x)))o: = D(B(E(X04))): (3.7)

At inference time, as shown in Figure 3.20(b), the tokenizer decodes the tokenaun an
toregressiveamanner. Before decoding the current frake the encoder rst produces the re-
quired pre-bottleneck features by encoding the previous fr&nes. Whent = 0, in image-
to-video generation, the rst framey is given, and thereby, its pre-bottleneck featuwrgsOth-

erwise, this can be obtained with a pre-trained text-to-image model [85, 279}t *00, the

57



encoder and decoder operate recursively:

8

Eﬁ‘o:t 1 = EQRot 1);

3 (3.8)
- Roy = D(€ox 1;Zox);

wherez;+ = G(zp) in image-to-video generation. This step repeats until the full video is de-
coded.

Though simple, the autoregressive design, as we will show, greatly improves the recon-
struction quality that can transfer to the generation results. It also reduces temporal redundancy
and enables larger compression rates. Although previous video tokenizers based on a causal
structure can also perform autoregressive tokenization, there is no bene t from doing so. In our
latent transformer tokenizer, we use block causal attention to achieve causality. Note that our
autoregressive decoding is performed in a frame-wise manner. In addition, the decoding process
does not need to start until all the tokens are generated. In practice, the autoregressive decod-
ing can be parallelized with autoregressive generation. Overall, our model introduces minimal
additional computational overheads. We also note that this design is not solely limited to the

transformer architecture but can apply to a convolutional architecture.

3.4.3 Experiments

3.4.3.1 Experimental Setup

Tokenizer details. We adopt a ViT transformer [286] design for our tokenizer, containing

patchify layers and a stack of transformer blocks. To perform video downsampling, we use a
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Table 3.8:Model con gs for different size variants. We report channel number, layer number,
parameter size, and G ops for models with different number of parameters.

Channels Layers Parameters G ops

Small (S) 512 8 51M 1.44
Base (B) 768 12 171M 3.14
Medium (M) 1024 24 607M 6.23
Large (L) 1280 32 1.26B 10.27
Huge (H) 2048 24 2.40B 22.40

patch size o 2 2 by default. We use the Cosmos continuous video tokenizer [280] with
compression rat8 8 8 for the stage 1 tokenizer. With the default patch size, our tokenizer
offers a total compression rate 6 16 16. We also explore an alternative compression
approach by masking the latent tokens input to the decoder [287] in the ablation study. We use
a xed c = 16 for the continuous tokenizers. For discrete tokenizers, we employ FSQ [110]
with quantization levels set 48; 8; 8; 5; 5; 5], inducing a codebook size 68K. We train various

AR and non-AR tokenizers with different model sizes as displayed in Table 3.8. To combine the
pre-bottleneck features and video tokens in our AR decoder, we concatenate them in the channel

dimension and adjust the decoder's input channel size accordingly.

Training details. We use arL,; loss for reconstruction. We train our tokenizers on a proprietary
dataset of videos where each video 42 896resolution and consists dBframes. For image-
to-video generation, we trainkB Llama model [278] on two benchmarks, BDD100K [288] and
Kinetics-600 [289]. We lter the Kinetics-600 dataset by removing those with resolutions smaller

than512 896 resulting in a set 0158 654videos in total.

Baselines.We compare our methods against several state-of-the-art convolutional video tokeniz-
ers, Cosmos tokenizer [280], LARP [105], and OmniTokenizer [285]. We also train non-AR

transformer tokenizers. Since Cosmos tokenizer provides model checkpoints with different com-
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