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In this dissertation, we present visual analytics tools for several biomedical

applications. Our research spans three types of biomedical data: reaction networks,

longitudinal multidimensional clinical data, and biomedical images. For each data

type, we present intuitive visual representations and efficient data exploration meth-

ods to facilitate visual knowledge discovery.

Rule-based simulation has been used for studying complex protein interactions.

In a rule-based model, the relationships of interacting proteins can be represented

as a network. Nevertheless, understanding and validating the intended behaviors in

large network models are ineffective and error prone. We have developed a tool that

first shows a network overview with concise visual representations and then shows

relevant rule-specific details on demand. This strategy significantly improves visual-

ization comprehensibility and disentangles the complex protein-protein relationships

by showing them selectively alongside the global context of the network.



Next, we present a tool for analyzing longitudinal multidimensional clinical

datasets, that we developed for understanding Parkinson’s disease progression. De-

tecting patterns involving multiple time-varying variables is especially challenging

for clinical data. Conventional computational techniques, such as cluster analysis

and dimension reduction, do not always generate interpretable, actionable results.

Using our tool, users can select and compare patient subgroups by filtering patients

with multiple symptoms simultaneously and interactively.

Unlike conventional visualizations that use local features, many targets in

biomedical images are characterized by high-level features. We present our research

characterizing such high-level features through multiscale texture segmentation and

deep-learning strategies. First, we present an efficient hierarchical texture segmenta-

tion approach that scales up well to gigapixel images to colorize electron microscopy

(EM) images. This enhances visual comprehensibility of gigapixel EM images across

a wide range of scales. Second, we use convolutional neural networks (CNNs) to au-

tomatically derive high-level features that distinguish cell states in live-cell imagery

and voxel types in 3D EM volumes. In addition, we present a CNN-based 3D seg-

mentation method for biomedical volume datasets with limited training samples.

We use factorized convolutions and feature-level augmentations to improve model

generalization and avoid overfitting.
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Chapter 1: Introduction

In this dissertation, we present visual analytics tools and computational tech-

niques for various types of complex biomedical data, including protein reaction net-

works, longitudinal multidimensional clinical data, and microscopy images. For each

type of data, we present visualization strategies and techniques to address the chal-

lenges arising from unique data characteristics and properties. As data rapidly grow

in size, there is an increasing need for visual analytics methods that combine the

complementary strengths of computational techniques and human vision for iden-

tifying patterns and anomalies in large datasets. By keeping users in the cycle of

knowledge discovery, the analysis is driven both by the data and by the knowledge,

hypotheses, and intuitions of domain experts. Such a close collaboration between

a computer and a human will lead to a better understanding of data and generate

relevant insights.

1.1 Visualization of Rule-based Reaction Networks

In Chapter 2, we presentSimmune NetworkViewerfor exploring, validating,

and debugging rule-based protein reaction models. These models contain rules that

de�ne the dynamics of protein interactions; the triggering of one rule can trigger a
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Figure 1.1: The circular layout of a network putIL4 at the center and other nodes
from the center to the peripheral with respect to their distances toIL4 .

chain of other rules. For example, after binding with a ligand, a receptor can raise

its energy level and subsequently trigger a series of intracellular signals. Visual-

izing network models is challenging because of the numerous potential interactions

among various proteins. Furthermore, these interactions are better interpreted when

presented alongside the global context of the model. Although several existing vi-

sualization tools targeted rule-based models, they require users to read textual rule

speci�cations to extract relevant rule-speci�c information. This requirement limits

the e�ciency and e�cacy of these tools, especially for users who are not expert

modelers.
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Instead of using textual representations, our approach for rule representations

is a visual and symbolic one (Figure 1.1). This way, users can extract relevant

information intuitively. Based on this visual representation, we create concise vi-

sualizations showing the inter-relationships of various interacting components. In

our network visualization, we show only a simpli�ed network overview after omitting

rule-speci�c details, and then present those details only upon request; this detail-on-

demand strategy presents information selectively and directly on top of the network

view, thus enabling users to comprehend and compare rules and their pre- and post-

conditions in the global context of network. We have shown that our tool improves

the comprehensibility of complex network models. For example, Figure 1.1 shows

that, in the cytokine signaling model, the nodes interacting withIL4 are near the

center whereas those interacting withIL7 are in the peripheral; the positions of

nodes reveal the implemented behaviors in the model.

1.2 Visualization of Temporal Changes in High-dimensional Clinical

Data

In Chapter 3, we presentWinnow for visualizing longitudinal multidimensional

Parkinson's disease data. In this dataset, each patient at a time point is represented

as a high-dimensional feature vector, which corresponds to the severity of various

symptoms. A straightforward way of analyzing such data is applying clustering

and dimension reduction techniques. The unique challenge in analyzing clinical

data, however, is the gap between computational techniques and clinicians, who
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are usually unfamiliar with those techniques. In our preliminary study, we found

that conventional computational techniques do not always generate interpretable or

clinically meaningful results. This �nding is consistent with past studies that showed

the instability of existing pure data-driven Parkinson's disease analyses. Without

engaging clinicians more in the cycle of knowledge discovery, this gap will continue to

impede the exploration of potential patterns that lead to actionable clinical results.

In this study, we collaborated with Dr. Lisa Shulman, Dr. Ann Gruber-Baldini,

Dr. Rainer von Coelln, and other clinicians and neurologists to close this gap. We

design an interactive tool, Winnow, that facilitates clinicians to investigate data

with minimal training and technical background. Winnow generates simple and

intuitive visual representations to engage clinicians more in the analysis. By repre-

senting patients as lines connecting two endpoints, each corresponds to a time point,

users can easily inspect disease progression visually by looking at the slope of lines

(top left in Figure 1.2). The lines are color-coded to facilitate the comparison of

patients in di�erent demographic groups (e.g. female and male). Winnow supports

highly 
exible and interactive �ltering of patients based on multiple variables. For

example, REM sleep behavior disorder (RBD) is an important preclinical marker

for early diagnosis of Parkinson's disease. The muscles of patients diagnosed with

RBD remain active during sleep; this abnormal behavior causes patients to act out

their dreams. In Figure 1.2, we select 55 patients (out of 320) with low baseline

RBD questionnaire (RBDQ) and high RBDQ at the third annual visit. We evaluate

Winnow with example case studies analyzing a public Parkinson's disease dataset

and show promising results.
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1.3 Biomedical Image Understanding

In the rest of this dissertation (Chapters 4{8), we focus on biomedical im-

age analysis, which is especially challenging because biomedical images have low

signal-to-noise ratio and contrast. In Chapter 4, we brie
y review these challenges

and introduce convolutional neural networks (CNNs), which we use extensively as

classi�ers and feature extractors in Chapters 6{8.

1.3.1 Visualization of Microstructures in Gigapixel Microscopy Im-

ages

In Chapter 5, we address a common problem when exploring gigapixel images:

the disparity between screen and image resolution. In practice, users would �rst

inspect an image at low resolution and then zoom-in to speci�c regions of interest

for high-resolution details. Such an exploration method is a compromise at best

because zooming in and out routinely is tedious and ine�cient, especially for large

images. Furthermore, this routine is ine�ective for texture analysis because relevant

texture information is lost after downsampling{users would not notice regions with

subtle texture di�erences when viewing at low resolution. Because many targets

in biomedical image analysis are distinguishable only by their microstructures and

textures, we must address the resolution disparity problem when inspecting gigapixel

biomedical images visually.

We present a visualization that highlights texture di�erences across various
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Figure 1.3: With our visualization tool, users can change the color highlights by
traversing the segment hierarchy; adjacent segments are assigned distinguishable
colors such that they are discernible at coarse resolutions.
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scales based on a highly e�cient hierarchical segmentation method. The segmen-

tation method at each scale partitions the adjacency graph of superpixels into seg-

ments, thus reducing the memory footprint. We assess the similarity of a pair of

adjacent superpixels based on the joint distribution of intensity and noise-resistant

local binary patterns; we empirically show that this combination of features im-

proves the separation of di�erent microstructures in electron microscopy images.

We assign di�erent colors to adjacent segments such that texture di�erences can be

seen even when viewing at low resolutions. Using our visualization tool, users can

interactively and hierarchically inspect alternative segmentations at di�erent scales.

For example, in Figure 1.3, clicking the yellow segment in the �rst row subdivides

the top-right region of the zebra�sh embryo into segment 5 (blue) and segment 6

(dark slate gray). This exploration strategy helps users locate regions of interest

more e�ciently.

1.3.2 Visualization of Live-cell Imagery

In Chapter 6, we present visualization techniques for time-lapse live-cell im-

agery. As a common practice in live-cell imagery, multiple images are taken at

various depths at each time point to accommodate for vertical cell movements and

focus drift problem. For a speci�c time point, however, only a few (in-focus) images

are useful; the rest of the images provide little additional value and can be safely

discarded. Visually inspecting all images (of various depths) at a time point is dif-

�cult because of the in
ated data size. In addition, inspecting all frames from the
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Figure 1.4: The change in color (from green to red) of cell 39 from frame 49 to frame
54 suggests that the cell is dying.

beginning to the end leads to a huge cognitive load. For example, users must track

cell movements and detect cell states (e.g. alive or dead) simultaneously.

We use 3D convolutions in a CNN to learn features across di�erent depths for

detecting cell states. Because of the redundancy at each time point, the CNN must

learn to extract and combine only useful information. After training, we use the

CNN as a feature extractor that generates deep features corresponding to high-level

concepts related to cell states. Based on these deep features, we build visualizations

that depict changes in cell states, which are di�cult to describe using hand-crafted

and conventional local features. Although the CNN-derived features are abstract,

we show that users can still design useful visualizations when the extracted features

are organized based on pairwise similarities. Our visualization represents cell states

using colors assigned by a user-mediated method that converts deep features into

colors; the generated color annotations facilitate the identi�cation of cells that went

from live to dead. For example, the change in color annotations in Figure 1.4
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indicates that the cell died between time points 49 and 52.

1.3.3 Deep-learning-assisted Volume Visualization

In Chapter 7, we present a similar CNN-based technique for volume visual-

ization. Conventional techniques rely on handcrafted, local features to distinguish

voxels that belong to di�erent objects and structures. For example, intensity and

gradient magnitude are used for separating two objects of di�erent intensity values.

Nevertheless, many complex structures in biomedical volumes can be separated only

by high-level features. This lack of separation challenges the creation of informative

visualizations with which users can inspect di�erent structures visually. Further-

more, con�guring the volume visualization requires signi�cant computations and

user interactions. As a result, interactive volume visualization remains a challeng-

ing problem for large, complex volumetric datasets.

To alleviate the need for handcrafted, local features, we extract deep features

derived from a trained CNN. Based on this CNN-based voxel representation, we use

the marching-cubes algorithm to extract surfaces of complex objects after classify-

ing voxels based on a user-de�ned con�guration. We apply the same technique that

organizes features into an accessible order to facilitate the de�nition of such con�g-

urations. For example, Figure 1.5 shows that the surface of the cytoplasm of a cell

can be depicted easily when the extracted features are organized by their similar-

ity. Alternatively, we present a hierarchical exploration method that groups similar

voxels using spectral clustering. This way, we further simplify user interactions

10



(a) Similarity matrix (Left: arbitrary order. Right: spectrally ordered)

(b) Visualization (Left: arbitrary order. Right: spectrally ordered)

Figure 1.5: (a) Before spectral ordering, the similarity matrix, in which a bright
pixel represents a pair of highly correlated features, does not show apparent pattern.
After spectral ordering, highly correlated features are closer to each other. (b)
The arbitrary order of features does not exploit the correlation among features,
thus leading to broken surfaces. The spectrally ordered features allow creating a
visualization that reveals the cytoplasm of the cell.
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to expanding and collapsing trees that correspond to splitting and merging groups

of voxels. We implement our volume rendering method on a GPU, thus allowing

changing the con�gurations at interactive speed. We show that our visualization

technique is successful in depicting complex objects (e.g. cytoplasm in Figure 1.5)

in multiple datasets that are challenging for conventional methods.

1.3.4 CNN-based Segmentation of Volumetric Microscopy Images

Finally, in Chapter 8, we present techniques to improve CNN-based segmenta-

tion of volumetric images when given scarce training samples. Although CNNs have

been successful in natural image applications, part of the success is attributed to

large natural image datasets, which enable the training of large and deep CNNs with

numerous trainable parameters. Applying CNN techniques to biomedical images is

particularly challenging because of the limited size of training data; the scarcity

is, however, inevitable because both collecting biomedical images and labeling tar-

get structures are time-consuming and expensive. Conventional data augmentation

techniques expand the training set by generating similar samples from existing ones.

Nevertheless, standard operations such as random rotation and scaling may generate

samples that are inappropriate for biomedical applications.

Instead of data augmentations, we present a stochastic downsampling tech-

nique to perform augmentations at the feature level. This augmentation technique

adds spatial distortions directly to the features inside of a residual block and can

be used together with data-level augmentations. In Table 1.1, we show empirically

12



Table 1.1: Segmentation results obtained by U-Net and eight network variants (A{
H). The number of parameters is in millions.

Model #Parameters Precision Recall Jaccard

U-Net [1] 36.97M 99.3 / 94.8 99.7 / 87.6 99.0 / 83.5

A (2D, Full, {) 1.68M 99.5 / 91.4 99.5 / 91.6 99.1 / 84.4
B (2D, Full, A) 1.68M 99.5 / 93.0 99.6 / 90.8 99.1 / 85.0
C (2D, Fact., {) 0.60M 99.6 / 91.9 99.5 / 93.1 99.2 / 86.1
D (2D, Fact., A) 0.60M 99.6 / 92.5 99.6 / 93.1 99.2 / 86.5

E (3D, Full, {) 4.94M 99.7 / 92.5 99.6 / 93.9 99.3 / 87.2
F (3D, Full, A) 4.94M 99.6 / 93.2 99.6 / 93.4 99.3 / 87.5
G (3D, Fact., {) 0.63M 99.7 / 92.7 99.6 / 93.9 99.3 / 87.4
H (3D, Fact., A) 0.63M 99.6 / 95.0 99.7 / 93.3 99.4 / 88.9

* The numbers separated by slashes correspond to the results for non-
mitochondria (left) and mitochondria (right)

** The best results are marked in bold.

that the feature-level distortions introduced by stochasticity can improve segmenta-

tion performance signi�cantly. The results also favor factorized convolutions, which

reduce the number of parameters signi�cantly by using only low-rank kernels, thus

improving model generalization and prevent over�tting. In addition, our segmen-

tation results suggest that, although using more parameters, 3D convolutions that

combine information along all three spatial dimensions (including thez-axis) are

superior to 2D convolutions (model E{H v.s. model A{D in Tabel 1.1, see also

Section 8.7). For the tested dataset, the 3D CNNs always outperform the 2D coun-

terparts in both precision and recall regardless of the di�erent settings. Figure 1.6

shows an example where 2D CNNs misclassify a non-mitochondria region in the top

left corner as mitochondria.
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Figure 1.6: The segmentation generated by model H, which uses 3D convolutions,
is comparable to the ground truth; the segmentations generated by model D and
U-Net [1], both use 2D convolutions only, misclassify the non-mitochondria region
near the top left corner as mitochondria.
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Chapter 2: Visualization of Rule-based Reaction Networks

2.1 Introduction

Network representations of complex cell-biological signaling processes contain

numerous interacting molecular and multi-molecular components that can exist in,

and switch between, multiple biochemical and/or structural states. Showing the

interaction categories (i.e. associations, dissociations, and transformations) in such

networks is nontrivial because their speci�cations involve information such as reac-

tion rates and conditions with regard to the states of the interacting components.

The additional complexity in network presentation leads to the challenge of hav-

ing to reconcile competing visualization objectives: providing a high-level overview

without omitting relevant information, and showing interaction speci�cs without

overwhelming users with too much detail displayed simultaneously.

Existing tools typically address this challenge by splitting the information into

several categories that are rendered separately through combinations of visualiza-

tions and/or textual and tabular elements; this strategy requires network modelers

to consult several sources to obtain comprehensive insights into the underlying as-

sumptions of the model. As model complexity grows, the cognitive load of analyzing

the inter-relationships among interacting components also grows signi�cantly. By
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taking advantage of the visual language of theSimmune Modeler, an integration of

these two aspects (i.e. overview and interaction speci�cs) into a single display can

help relieve the hustle. TheSimmune package [9, 10, 11] is a framework of com-

puter programs that allows researchers to build, simulate, and analyze quantitative

models of cellular signaling processes. Because users can create models in Simmune

using only iconographic symbols, the software is easily accessible to both theorists

and non-theorists. In contrast to other approaches, thenative representation of the

reaction rules here is thus a visual, symbolic one. This visual representation allows a

highly e�cient method for rendering protein reaction networks, addressing the pre-

eminent challenge for network visualization, namely combining high-level overviews

with details provided on-demand.

In the following, we present our visual analytic tool,Simmune NetworkViewer,

for the visualization of protein reaction networks. This tool �rst creates a general

network view showing all user-de�ned molecular complexes and the features de-

termining their possible states (e.g. the potential to carry phosphorylations or to

assume speci�c conformations). These complexprototypes, or, in the language of

Simmune,complex species, that do not carry any particular states are linked by the

biochemical network resulting from the structural interaction possibilities among

their molecular binding sites. Within this view, users can select reactions to access

details such as the particular states the participating complexes are in when the

reactions occur and what their resulting states are; those details provide complete

speci�cations of reaction rules embedded directly into the network view without

context-switching. Users can also search for reaction rules that meet speci�c crite-
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ria, such as belonging to a certain reaction category or including certain types of

reacting species. Importantly, the tool presents search results as an overlay on top of

the network view, thereby showing the reactions within their biochemical contexts.

2.2 Related Work

Software tools such as Cytoscape [12], Osprey [13], and VisANT [14] are widely

used to analyze genetic networks and pathways. These tools provide a variety of

�ltering methods and visualizations for visual inspection. Typically, the networks

being analyzed consist of nodes (e.g. genes) that are connected by lines if they

represent entities that show correlated behavior.

Other methods have been developed speci�cally for visualizing cell biological

protein reaction networks where the nodes can contain additional inner structure

and the links between them indicate biochemical processes. For example, nodes and

links in a network can represent multi-molecular complexes and their reactions. The

Systems Biology Graphical Notation (SBGN) [15] project, for example, provides

a well-documented standard for visualizing biological processes, including protein

interactions. It o�ers three di�erent views that visualize aspects such as the 
ow of

information (activity 
ow), entity relationship diagrams and can provide diagrams

giving information about the sequence of biochemical modi�cations components in

the network undergo.

Molecular Interaction Maps (MIMs) [16, 17] aim at combining as much infor-

mation as possible in a single diagram. However, a comprehensive visualization of
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all reactions, including involved binding sites, molecular states, and the precondition

and postcondition for the reactions is possible only for rather small networks. For

large networks, users have to simultaneously trace multiple lines to infer complete

reaction speci�cations; this requirement can render the process of parsing complex

interaction diagrams cumbersome.

Much of the complexity of reaction networks arises from the fact that molecules

and pairwise molecular interactions frequently participate as elements in several

multi-molecular complexes. Reducing model de�nitions back to this fundamen-

tal level, rule-based modeling approaches o�er concise ways to specify molecular

interactions, their conditions and consequences [18, 10, 19]. Several iconographic

representations of such rules have been suggested [20, 21, 22].

Using the rule-based BioNetGen language (BNGL) [18], the visualization tool

RuleBender [23] addresses the con
ict between readability and completeness by

linking a contact map depicting possible interactions between molecular binding

sites with BNGL code elements of the full rule set from which the contact map is

derived. Their approach represents a signi�cant step forward but comes at the cost

that the visualization itself contains only part of the information. Interactions and

states have to be selected to access additional information via the textual mode of

BNGL. Users are thus required to learn the model description language, which may

impede communication between modeling experts and experimental biologists not

familiar with BNGL. Another rule-based approach, Extended Contact Maps [24],

provides more detailed information but also follows the strategy of omitting reaction

aspects in favor of increased readability. The additional information that is necessary
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to understand a particular reaction can be retrieved from accompanying textual

explanations of the labels in the map.

The rxncon software [25] takes a modular approach to visualizing reaction net-

works at various levels of complexity by separatingelemental reactions- that take

molecular complexes as input and modify them through reactions - fromcontin-

genciesthat specify under which conditions these reactions may occur. Based on

various ways of combining the information in these two categories, the rxncon soft-

ware can generate several di�erent pathway visualizations, including SBGN based

graphs, with varying degree of completeness with regard to rendering the assump-

tions of the underlying models. This modular approach results in highly e�cient

visualizations of various aspects of interaction networks. Nevertheless, users have

to consult reaction graphsor reaction lists together with contingency lists to fully

access the conditions for and the consequences of reactions.

The approaches discussed so far have in common that their network visual-

izations either become very complicated as models grow or (for the rule-oriented

approaches) that they separate the display of molecular reactions from the informa-

tion regarding the conditions under which those reactions occur.

2.3 Simmune Framework

Our network visualization is built upon the iconographic symbols used in the

Simmune framework. The Simmune framework consists of several modeling tools

including a tool for specifying molecular properties and interactions (the Simmune
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Modeler), a cell morphology design application, and a simulator. Using the graphical

interface of the Simmune Modeler [22], researchers de�ne molecules, their compo-

nents (sub-domains) and binding sites as well as interactions between such binding

sites and how they depend on the states of the interacting molecules. In the follow-

ing, we brie
y introduce the visual language and the terminologies in the Simmune

Modeler using a simple ligand-receptor reaction model as an example. In this ex-

ample, a receptor is embedded into the cytoplasmic membrane and consists of an

extracellular and an intracellular domain. When the extracellular domain binds to

its ligand, the intracellular domain switches its state from inactive to active, al-

lowing it to interact with other molecules inside of the cell, thereby initiating an

intracellular signaling process.

2.3.1 Visual Representation of Reaction Rules

The Simmune Modeler uses unique symbols to represent molecules, molecules

components, and binding sites. To represent di�erent molecule component states

and binding site statuses Simmune uses the icons listed in Table 2.1. Molecule

components can be assigned several squares representing state variables that can

be \on", \o�" or \don't care" and may represent, for example, phosphorylations

or conformational states, depending on the nature of the molecules and their in-

teractions. Circles represent binding sites (with site indexes displayed inside the

circles). A �lled circle represents a bound site, possibly with a blue line connecting

the other bound site when speci�ed. Future releases of the Simmune Modeler and
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Table 2.1: The icons used for di�erent molecule component states and binding site
statuses.

Molecule component state Icon

Unde�ned (complex species only)
On
O�
Don't care

Binding site status Icon

Unde�ned (complex species only)
Bound
Unbound
Don't care

the NetworkViewer will support alternative symbolic representations using icon li-

braries based on existing visualization approaches such as the one used in the STKE

database of signaling pathways (http://stke.sciencemag.org/cm/ ), or the SBGN

style [26].

A complex speciescomprises a speci�c set of structurally identicalcomplexes

that are constructed with the same set of molecules and binding site interactions.

Within a species, the complexes di�er only with regard to the states of their com-

ponents. We can therefore consider a complex species to be a prototype describing

a particular set of complexes that are structurally identical, whereas a complex is

an \instance" of the complex species it belongs to. This hierarchy of structural and

state-speci�c information about molecular complexes is critical for the Simmune

NetworkViewer to generate concise reaction network visualizations. In the rest of

this chapter, \species" and \complex species" are used interchangeably.

Simmune builds reaction networks automatically from the speci�cation of bi-

molecular reaction rules. Depending on their characteristics, reaction rules belong
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into one of the three categories: complex association, complex dissociation, and

complex transformation. Although reaction rates are crucial to the speci�cation, we

omit them here for simplicity.

For example, receptor ligation is an association reaction where a ligand binds

a receptor, inducing a change in the receptor's conformational and functional state.

Figure 2.1a shows a complex association where theLigand binds the extracellular

domain of the Rec inactive complex and produces theLigated Receptor com-

plex. The receptor's intracellular molecule component state changes from \o�" to

\on", re
ecting the change in the receptor's state from inactive to active. For consis-

tency, we refer to \complexes" even if they consist of single molecules when de�ning

reactions.

Ligand dissociation is a reaction that dissociates the ligand from the receptor

by removing the bond between them. Figure 2.1b shows a complex dissociation

where the reacting complexLigated Receptor breaks into two product complexes,

the Ligand and the Rec inactive complex, after the bond between the receptor

and the ligand is dissolved. The receptor's molecule component state changes from

\on" to \o�" to re
ect its deactivation.

To include an example of molecule transformation reaction, we allow the intra-

cellular domain of the activated (ligand-bound) receptor to interact with a G-protein

and enzymatically catalyze the replacement of Guanine Diphosphate (GDP) at the

G-proteins' G� subunit through Guanine Triphosphate (GTP). Figure 2.1c shows

the visual representation of this complex transformation mediated by the receptor

that changes the G� state from GDP to GTP. This is re
ected by the switch of the
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(a) Complex association

(b) Complex dissociation

(c) Complex transformation

Figure 2.1: (a) A complex association where the two complexes on the left-hand
side, Ligand and Rec inactive , bind and produce aLigated Receptor com-
plex. (b) A complex dissociation whereLigated Receptor on the left-hand side
splits into a Ligand and a Rec inactive complex. (c) A complex transformation
where the reacting complexLigReg GabGDPtransforms into the product complex
LigRec GabgGTP.
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\GTP" state (i.e. represented by the square in the horizontal ellipse depicting G� )

from \o�" to \on".

2.4 Visual Analytics Tool: Simmune NetworkViewer

2.4.1 Network Graph

The Simmune NetworkViewer generates and visualizes a network graph, which

is a directed bipartite graph composed of two categories of nodes: complex species

nodes and intermediate nodes, the latter representing reactions. The total number

of nodes in the graph thus equals the number of complex species plus the number

of reactions.

In the network graph, there exists an edge between an intermediate node

and a species node if and only if the corresponding reaction involves, as reactant

or product, a complex of the corresponding species. If the involved complex is a

reactant (e.g. in the left-hand side of the reaction), the edge goes from the species

node to the intermediate node. If that complex is a product (e.g. in the right-hand

side of the reaction scheme), then the edge goes from the intermediate node to the

species node.

The example G-protein model encompasses eight complex species and eleven

reactions, including those mentioned previously in Figure 2.1. The corresponding

Figure 2.2 shows a network graph with 19 nodes and 29 edges. We will describe the

layout and visual design in detail later.
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Figure 2.2: Overview of a G-protein network with 19 nodes and 29 edges created
with a model that consists of 8 complex species and 11 complex reactions. Com-
plex species nodes are displayed with the iconographic representation used in the
Simmune framework. Intermediate nodes are displayed as small arrows indicating
direction of reactions.

To optimize the e�ciency of displaying network information the viewer uses

two main layout principles:

1. Create a node for each complex species instead of each complex with speci�c

biochemical properties.

Creating nodes for all biochemically (as opposed to structurally) distinct com-

plexes and linking them through arrows indicating reactions would frequently

generate an overwhelming number of nodes in the network graph with severely

limited readability and strong node overlap. Because complexes of the same

species are merely di�erent in the molecule component states and binding site

statuses, we can present only the complex species within the network overview,
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and provide complex- and reaction-speci�c information upon user request.

2. Introduce intermediate nodes to represent reactions.

In principle, reactions could be indicated as edges between complex species

nodes. Doing so would, however, result in confusing edges when there are

multiple reaction rules between a pair of complex species. This is quite a

common situation because pairs of molecular complexes may have multiple

interaction possibilities that are modulated by their biochemical properties.

2.4.2 Visual Representation of Network Graph

Node representation

We display complex species nodes using the iconographic representation used

in the Simmune modeling framework, thereby providing a concise and consistent

visualization. The name of a species is shown under the corresponding species node.

We use small arrows to represent intermediate nodes functioning as reaction handles.

The arrows also serve as indications of the direction of reactions. See Figure 2.2 for

an example.

Edge representation and layout

We use di�erent hues to distinguish types of reactions and variation in color

saturation (i.e. from less saturated to more saturated) to indicate the direction of

edges. As a default, we use green for complex associations, orange for complex dis-

sociations, and purple for complex transformations. See Figure 2.2 for an example.
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However, users can freely specify colors for di�erent types of reactions.

A highlighted edge has greater opacity and width. The tool tip on an edge

shows the reaction rate of the corresponding reaction.

Each edge is rendered as a B�ezier curve. Edges that represent complex asso-

ciations or dissociations have one of their endpoints pointing to the binding sites

involved in related reactions. Note that complex transformations do not involve any

binding sites, therefore related edges point to the center of species nodes.

For example, in Figure 2.2, the species nodeReceptor has two binding sites.

Five edges, representing �ve reactions, connect the species nodeReceptor: three

edges point to the �rst binding site and two edges point to the second.

Network layout

The NetworkViewer provides three network layout types: non-hierarchical lay-

out, level-based layout, and circular layout. Whereas the non-hierarchical layout

provides a general overview of networks, exploiting the hierarchy in networks and

reorganize network layout accordingly is useful in creating meaningful visualizations.

Similar to the orderly MIMs proposed in [27], we construct level-based and circu-

lar layout based on the hierarchy generated after de�ning a reference point in the

network. Users may switch among di�erent layouts depending on the analysis they

wish to perform.
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Non-hierarchical layout

We use the NEATO [28] layout algorithm of Graphviz [29] to generate a po-

sitional layout for the nodes in the network. After experimenting with di�erent

overlap removal techniques available in Graphviz, we choose to eliminate overlaps

by incorporating overlap removal constraints into the layout algorithm. A non-

hierarchical layout of the network graph created from the G-protein model is shown

in Figure 2.2.

Level-based layout

In the level-based layout, nodes are arranged into levels with respect to their

distances to the user-selected reference complex species node. Nodes with smaller

distances (de�ned as the minimal number of reactions that lead from a complex to

the reference node) are positioned closer to the top of the layout. The level layout is

generated with the help of the DOT [30] layout algorithm of Graphviz. Figure 2.3a

shows the level layout of a cytokine signaling model, incorporating receptors and

downstream e�ectors for IL4 and IL7, with a reference species node IL4. The two

cytokines, IL4 and IL7, and their respective receptors can be easily di�erentiated by

color. The result of the level-based layout automatically separates the interacting

species by the type of cytokines { those interacting with IL4 on the top and those

interacting with IL7 at the bottom.
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Circular layout

In the circular layout, the reference complex species node is �xed at the center

and the rest of the nodes are arranged on concentric circles around this center.

Similar to the criteria used in the level-based layout, nodes with smaller distances are

positioned closer to the center (i.e. on a concentric circle with a smaller radius). We

calculate the position of nodes in the circular layout with a conversion from Cartesian

to polar coordinate given the result of the level-based layout. See Figure 2.3b for

an example of the circular layout of the cytokine model with cytokine IL4 and its

interacting species closer to the center, and cytokine IL7 and its interacting species

on the periphery.

Passing estimates of node sizes to Graphviz allows the layout algorithms to

minimize node overlap. Users can resolve residual overlap manually by adjusting

the positions of nodes. In the models we tested, we found that users can resolve

overlap in a short time.

The NetworkViewer saves the manually-adjusted layout as well as other visual

attributes such as edge width in an auxiliary �le, which, when provided along with

the model �le, guides the NetworkViewer to generate identical visualization using

the stored con�guration. We note that the functionality to save the changes to the

automatically generated visualization may also help to convey information (e.g. for

emphasizing certain network sections) as part of remote collaborations.
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Tree view and reaction list

In addition to the aforementioned graphical network display, we show the

species-complex hierarchy in a tree view. In another panel, we list all reactions

grouped into the three reaction types (associations, dissociations, transformations).

Selections performed in the tree view and reaction list are carried over into the

graphical network display.

Filtering

The NetworkViewer facilitates locating relevant complexes and/or complex

species in the tree view by allowing users to �lter by either (1.) complex name or

(2.) component molecules.

1. The NetworkViewer highlights complexes and complex species whose names

contain the speci�ed term in yellow. When a complex species does not contain

the term in its name but one of its child complexes does, the complex species is

shown in light blue to indicate that it has at least one matching child complex

that might be hidden in the collapsed list. See Figure 2.4a for an example of

�ltering by the term \gdp".

2. The NetworkViewer highlights complexes and complex species that contain

the speci�ed molecule in yellow. For example, Figure 2.4b shows that only

three complex species:Ligand, Ligated Receptor and LigRec Gabgcontain

the moleculeLigand. Note that a complex contains a molecule if and only if
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(a) Filter by name (b) Filter by molecule

Figure 2.4: (a) With the search term \gdp", the matching complexLigRec GabGDP
is highlighted in yellow. The non-matching complex speciesLigRec Gabghas a
matching complex and is therefore colored in light blue. (b) The complex species
and complexes that contain the moleculeLigand are highlighted in yellow.

its species contains that molecule too.

2.4.3 User Interactions

After the initial automated layout process, the network graph (see the example

shown in Figure 2.2 and Figure 2.3) provides an overview of the network model

that o�ers an accessible abstraction at species level. Di�erent types of speci�c

information are presented upon user request.

Within the layout, a complex species usually interacts only with complex
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species nearby. Users can zoom in and move to speci�c regions of interest. To

focus on a complex species it can be selected by either clicking the complex species

node in the network display or the corresponding item in the tree view. The selected

complex species and the reactions in which it is involved are highlighted.

Reactions can be selected by clicking intermediate nodes (representing the

reactions) in the network, or items in the reaction list. The NetworkViewer indicates

selected reactions by highlighting all the related edges.

When the selected reaction is a complex association or a complex dissocia-

tion, the involved complex species nodes are depicted with their molecular states

and binding site statuses according to the speci�ed reaction rule. For example,

the binding sites that prior to a selected association were unbound are now linked

through bonds. The names of the complexes are added to the labels in blue beneath

the name of the species. See Figure 2.5a for an example. If the selected reaction

is a complex transformation, a hovering frame, as shown in Figure 2.5b, shows the

initial and product complex.

A typical user query consists of identifying which reactions a particular com-

plex is involved in. After the complex has been selected in the tree view it is

highlighted in network visualization along with its reactions.

For example, in Figure 2.6, after selecting the complexRec inactive the

NetworkViewer highlights two reactions, which are shown in Figure 2.1a and Fig-

ure 2.1b, that involve Rec inactive .
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(a) Select a complex association

(b) Select a complex transformation

Figure 2.5: (a) The three complex species nodes show the three involved com-
plexes, Ligand, Rec inactive and Ligated Receptor , after the complex asso-
ciation receptor ligation (shown in Figure 2.1a) is selected. (b) A hovering
frame shows the two involved complexes,LigRec GabGDPand LicRec GabgGTP,
after the complex transformationReceptor mediated Galpha GDP GTP exchange
(shown in Figure 2.1c) is selected.

34



Figure 2.6: After selecting the complexRec inactive , the related edges generated
by the two reaction rules in Figure 2.1a and Figure 2.1b are highlighted. Because
other edges in the network remain unchanged, the visualization shows thatRec
inactive participates in the two aforementioned reactions only.

Searches can also be performed for complexes of a complex species that match

a particular set of states. Such set of states could, for example, be combinations

of phosphorylations on molecules carrying multiple phosphorylation states. The

NetworkViewer �nds and shows all reactions having a reactant or product complex

that matches the constraint.

The complex species being searched is marked by a red border. Users can

change the search constraint by clicking the squares that represent the states. The

complexes that match the speci�ed set of molecule component states will be selected.

During the search both states \on" and \o�" will match a user-de�ned query state

\don't care". Figure 2.7 shows a search on the complex speciesReceptor. The
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Figure 2.7: A search is performed on the complex speciesReceptor to �nd com-
plexes with an \o�" state in the intracellular molecule component. The edges are
highlighted to show that three reactions contain a reactant or product complex with
an \o�" state in the intracellular molecule component.

speci�ed search constraint is an \o�" state in the intracellular molecule component.

Three complexes,Rec inactive , Receptor 2 and Rec inactive unbound , match

the constraint. The matching complexes are involved in three reactions that are

highlighted in the display.

2.4.4 Implementation

Simmune NetworkViewer is implemented in C++ and is released under a

download agreement with the Simmune project1 for academic use2.

1http://www.niaid.nih.gov/labsandresources/labs/aboutlabs/lsb/Pages/
simmuneproject.aspx

2The software may not be used for commercial purposes without prior permission from the
NIAID O�ce of Technology Development. (Commercial license)
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2.5 Case Study

To illustrate some of the capabilities of the NetworkViewer, we apply the

tool to explore a model for the binding of the Epidermal Growth Factor Receptor

(EGFR) to its binding partners. EGF provides proliferation, di�erentiation and

survival signals and the membrane-bound EGF receptor is associated with several

types of cancer if its expression or activation changes erroneously. The model we

developed is based on the work by Hsieh et al. [2] addressing the possibility of

multiple adaptors to bind to the same phosphorylated EGFR cytoplasmic (intracel-

lular) domain simultaneously as opposed to competitively (or sequentially). Note

that these constraints regarding the possible combinations of molecular interactions

were obtained using coarse-grained modeling and may, thus, contain methodological

artifacts. But our goal here is to illustrate the application of the NetworkViewer

for visualizing networks based on interaction rules and the proposed constraints are

very well suited to be implemented in a rule-based model. Following [2], an EGFR

cytoplasmic domain in our model has four binding sites, 992, 1068, 1148 and 1173

that, when phosphorylated at the tyrosine residues, can mediate interactions with

adaptor molecules Grb2, PLC
 1, Stat5 and Shc. For our model, we assume that

the sites are, indeed, tyrosine-phosphorylated and assign the names pY992, pY1068,

pY1148 and pY1173 to the sites, where the pY stands for Tyrosine-phosphorylated.

Note that a more complete model of the EGF receptor would have to take into

account that the receptor undergoes ligand-induced dimerization prior to activation

(phosphorylation).

37



Stat5 and Grb2 can bind to site pY992 and pY1068, respectively. PLC
 1

can bind to pY992 or pY1173. Shc can bind to pY1148 or pY1173. These six

interaction possibilities were translated into visually encoded reaction rules using the

Simmune Modeler. In [2], the authors reported several binding constraints in this

system. For example, once an adaptor PLC
 1 binds to pY992 or pY1173, it prevents

another PLC
 1 from binding to the other, remaining, site. To accommodate these

constraints in our model, we assigned two molecule component states \bndPLCg992"

and \bndPLCg1173" to the EGFRspecies indicating whether a PLC
 1 is bound to

either one of the two binding sites pY992 and pY1173, respectively. An additional

state \bndSHC1148" is needed for the constraint that the binding of Shc to site

pY1148 and the binding of PLC
 1 to site pY1173 are mutually exclusive. See

Figure 2.8 for the visual representation of the complex speciesEGFR.

Figure 2.8: The complex speciesEGFRhas �ve binding sites, four of them (e.g. with
indices 1 { 4) can be used to bind adaptors. Three molecule component states,
\bndPLCg992", \bndPLCg1173" and \bndSHC1148" accommodate the binding
constraints reported in [2], which are described as rules de�ning which adaptors
can bind simultaneously to the EGFR.
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(a) Binding to site pY992

(b) Binding to site pY1173

Figure 2.9: (a) Two states \bndPLCg992" and \bndPLCg1173", represented as red
and blue squares, have to be \o�" for PLC
 1 to be able to bind to site pY992. (b)
All three states \bndPLCg992", \bndPLCg1173" and \bndSHC1148", represented
as red, blue and green squares, have to be \o�" for PLC
 1 to be able to bind to site
pY1173.

The conditions for binding of PLC
 1 to the EGFR using the two possible

sites are depicted in Figure 2.9. PLC
 1 can only bind to EGFR when both molecule

component states \bndPLCg992" and \bndPLCg1173" are \o�". After ligation, the

corresponding state { pY992 or pY1173, depending on which site PLC
 1 has bound

to, switches to \on", thereby blocking the other site for a second PLC
 1 molecule.

As depicted in Figure 2.9b \bndSHC1148" must be in the \o�" state to permit the

binding of PLC
 1 to site pY1173.

After loading the model into the NetworkViewer, the network overview in

Figure 2.10 shows the possible reactions between the adaptors and the EGFR as

well as the binding sites these reactions involve. For example, PLC
 1 can bind
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Figure 2.10: The network contains 17 nodes and 18 edges created from 11 com-
plex species and 6 complex reactions. Here we select the complex association rule
described in Figure 2.9a.

in two ways to the EGFR using two di�erent binding sites. After selecting the

corresponding intermediate node, the display shows that the binding of PLC
 1 to

site pY992 changes the state \bndPLCg992" from \o�" to \on".

We now verify the binding constraints in this model by searching for eligible

rules given speci�c states of the EGFR. For example, whenever the state \bnd-

PLCg992" is \on", no second PLC
 1 can bind to the EGFR (Figure 2.11a). Simi-

larly, whenever the state \bndSHC1148" is \on" PLC
 1 cannot bind to site pY1173

(Figure 2.11b). Moreover, Shc cannot bind to site pY1148 either when the state

\bndSHC1148" is \on". Because an \on" state of \bndSHC1148" indicates that

Shc is already bound to site pY1148, there cannot be another Shc binding to the

same site.
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2.6 Conclusions and Future Work

In this chapter, we introduced the NetworkViewer as part of the Simmune

modeling framework. The NetworkViewer provides an interactive network model

visualization that facilitates e�cient exploration of models built with the Simmune

Modeler using the same visual language. Exploiting the hierarchical nature of the

reaction network model, the NetworkViewer creates a compact model overview, in

which only the complex species and complex reactions are displayed as nodes. User

interaction activates the presentation of detailed information about, for instance,

the molecule component states of a complex participating in a particular reaction.

The case study of a simple model of interactions among the EGFR cytoplasmic

domain and its binding partners illustrates how the network overview and user

interaction options of the NetworkViewer can be used for an e�cient navigation

of model components and interaction conditions, here provided as adaptor binding

constraints.

Our current method for visualizing biochemical reaction networks is still in-

complete in the sense that the actual rate at which a reaction is occurring not

only depends on its rate constant but also on the concentrations of the reacting

complexes. We will address this issue by incorporating simulation results into the

network visualization. This obviously adds another level of complexity and the kind

of information that will be visualized has to be selected carefully. The biologically

relevant dynamical information will typically be at the level of patterns of states of

molecular complexes or speci�c state sets and not on the structural level of complex
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species. Thus, displaying the complete dynamical state of a simulated model will be

impractical and the viewer will have to dynamically select the most relevant aspect

of information in a context-dependent way.

Currently, the NetworkViewer only displays reaction networks created with the

Simmune Modeler. However, Simmune will soon be able to import rule-based models

encoded in the upcoming SBML3multi (multi-state, multi-component) standard3.

At that point, the NetworkViewer can be used to visualize any rule-based model

generated by approaches adhering to this standard.

3http://sbml.org/Documents/Specifications/SBML_Level_3/Packages/Multistate_
and_Multicomponent_Species_(multi)

43



Chapter 3: Visualization of Temporal Changes in High-dimensional

Clinical Data

3.1 Introduction

Parkinson's disease (PD) is a chronic neuro-degenerative disorder character-

ized by gradual progression. Whereas motor impairments are the most recognized

symptoms of PD, there is increasing recognition of the importance of a range of non-

motor symptoms including cognitive decline, sleep disturbance, and depression [31].

For example, the presence of inter-relationships between clinical subgroups and dis-

ease progression is supported by the discovery that patients with greater postural

instability and gait di�culty tend to have faster rates of progression and greater

cognitive decline [32]. This paradigm shift has resulted in large datasets with di-

verse clinical and biologic markers [33]. For example, at the University of Maryland

PD Center, we have collected 15 years of heterogeneous and multidimensional data

(e.g. clinical and genomics) on 2; 500 PD patients across 20; 000 o�ce visits.

The expanded scope of disease beyond traditional motor symptoms raises

the complexity of analysis signi�cantly. These large multidimensional longitudinal

datasets need new tools to identify disease subtypes and patterns of disease progres-
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sion across diverse biomarkers, outcomes, and demographic subgroups. Conducting

longitudinal studies of multidimensional data is challenging because of the limited

human capacity to comprehend numerous interactions among a large number of

variables. The immense cognitive load of such complex tasks causes these analyses

to be time-consuming and ine�ective. To address this challenge, many computa-

tional techniques such as data clustering and dimensionality reduction have been

developed [34, 35]. Clustering techniques group similar data points (patients) into

clusters based on speci�c criteria de�ned in a high-dimensional space. Dimension

reduction techniques transform high-dimensional data points into low-dimensional

representations that preserve crucial information required to proceed with the in-

tended analysis.

Although these computational techniques provide a data-driven, objective per-

spective generated mathematically and statistically, they do not generate clinically

meaningful results because clinical insight and experience with the domains is dis-

connected from the analysis. In addition, in some cases the stability of these results

is questionable. For example, PD subtypes generated by cluster analysis were found

to be inconsistent in various studies [36]. The results generated by pure data-driven

approaches can therefore be misleading without proper clinical interpretation. We

had a similar experience when we applied computational techniques in our prelim-

inary studies, where the results were inaccessible to clinicians and not clinically

relevant. This observation led us to believe that the most useful tools should be in-

tuitive, interactive, and generate results interpretable by clinicians. This tool should

allow clinicians to e�ciently sift through arrays of longitudinal data, identify pat-
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terns, and generate hypotheses, which can then be subjected to rigorous statistical

analysis.

In this chapter, we present a preliminary analysis of a public PD dataset

with our tool Winnow (Figure 3.1) to study patterns of disease progression between

time points. As a visual analytics tool, Winnow presents complex data in a way

that facilitates detection of patterns and anomalies by the human eye. In contrast

to the fully-automatic analysis conducted with computational techniques, visual

analytics tools allow users to interactively explore the data through dynamic �ltering

and subgrouping. By interacting with intuitive visual representations, users can

generate clinically relevant hypotheses and insights that are not easily accessible

with conventional approaches.

Winnow visualizes multiple selected outcome measures simultaneously to en-

able the investigation of inter-relationships across outcome measures in various do-

mains. By representing each patient as a line de�ned by the values of a selected

outcome measure recorded at the �rst and second time points, the slope of lines

indicates the rate of disease progression of the corresponding outcome. We also

show a histogram of disease progression to facilitate the selection of fast- and slow-

progressing patients. All visualizations are color-coded by demographic character-

istics of patients (e.g. gender) to foster understanding of demographic-related ques-

tions such as whether female and male patients progress di�erently with respect to

speci�c outcomes. The panels in Winnow are linked together to provide consistent

visualizations during data exploration.

We have made our design choices in Winnow based on the feedback obtained
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from data scientists and clinicians in a long-term collaboration following the guide-

lines of Multi-dimensional In-depth Long-term Case studies (MILC) [37]. One ex-

ample of the design choices we collaboratively made is reducing the complexity of

visualization by choosing clinically relevant features, thus improving the usability

of the tool. Clinical investigators want the opportunity for \hands-on" experience

with clinical datasets to explore data based on experiential intuition. We repeatedly

found the interpretability of results to be the top priority for the clinicians.

3.2 Related Work

Data Clustering

Clustering techniques reveal patterns by grouping similar data points together.

These techniques create another layer of abstraction on top of the raw high-dimensional

data, thus allowing users to inspect the clustering results without directly addressing

the high dimensionality of the data. Because the grouping of data points is based on

an explicitly de�ned similarity function, de�ning a reasonable function is key to the

success of clustering analysis. Typicalk-means algorithm [38] de�nes dissimilarity

of two high-dimensional points as the Euclidean distance between them. Density-

based techniques such as OPTICS [34] rely on a neighborhood function to determine

whether two data points are (similar) neighbors. Spectral clustering [39] requires

a similarity function in constructing the adjacency graph. In practice, di�erent

similarity functions may lead to distinct results.

Nevertheless, the similarity of two data points is subjective, application-dependent,
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and usually di�cult to de�ne especially for high-dimensional data. This di�culty

is fundamental because typical distance functions (e.g. Euclidean distance) fail to

measure similarity precisely in high-dimensional space, a known problem referred

to as the \curse of dimensionality". In an exploratory clinical analysis that lacks

a well-de�ned disease model, the limited interpretability of clustering results also

aggravates the generation of clinically relevant, actionable results.

Dimension Reduction

Dimension reduction techniques reduce data dimensionality while maintain-

ing certain relationships among data points with respect to speci�c criteria. Prin-

cipal component analysis (PCA) �nds a series of mutually orthogonal principal

components that account for the most variance in the data. Locally linear em-

bedding (LLE) [40] and Laplacian Eigenmaps [35] �rst construct a neighborhood

representation, typically based on pairwise Euclidean distances, and then derive a

low-dimensional space that preserves local distances among neighboring data points.

A neural network that learns to reconstruct the original high-dimensional training

data from the derived low-dimensional latent variables can also be used for reducing

data dimensionality [41].

All these techniques share similar limitations with clustering techniques such

as requiring an explicitly-de�ned similarity function and limited interpretability of

results. Whereas each principal component generated by PCA represents a lin-

ear combination of variables, the clinical meaning of adding (or subtracting) two
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clinically-unrelated features from di�erent domains is unclear. The results gener-

ated by LLE and Laplacian Eigenmaps provide little clue for further interpretation.

In fact, even extending a low-dimensional space derived by LLE or Laplacian Eigen-

maps to include a new data point is non-trivial. The latent variables found by

neural-network-based techniques are usually cryptic unless the training data are

already labeled, which is not the case for exploratory analysis.

High-dimensional Data Visualization

High-dimensional data visualization creates a visual abstraction of high-dimensional

data such that patterns and anomalies can be detected by the human eye. Several

successful visualizations of high-dimensional data such as the scatter plot matrix

(SPLOM) [42] and parallel coordinates [43] have been widely applied. A SPLOM

organizes scatter plots generated for each dimension pair as the elements inside a

matrix; this layout facilitates e�cient scanning of correlations between dimension

pairs. A parallel coordinates visualization represents dimensions as individual paral-

lel lines (axes); a data point is therefore represented as a segmented line connecting

each point in order from the �rst axis to the last. Clusters of data points can there-

fore be visually detected as clusters of lines. Spreadsheet-based approaches that

associate groups of cells with various types of visual representations can also help

understand complex inter-relationships in heterogeneous datasets [44]. In contrast

to the automatic analysis of computational approaches, data visualization can be

easily combined with user interactions (e.g. brushing and linking) to allow inter-
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active data exploration via �ltering and zooming in and out of speci�c subsets of

data.

The amount of information that can be displayed in a single visualization is,

however, limited by the screen size and the perceptual capability of the human

visual system. Such limitations can cause usability issues that adversely a�ect the

e�cacy of visual analytics tools. For example, visualizing all pairs of dimensions in a

SPLOM is increasingly unrealistic as dimensionality grows. The parallel-coordinates

visualization is incomprehensible even with a moderate number of dimensions. Bet-

ter visual design strategies such as reordering dimensions [45], subsampling [46], and

edge bundling [47] improve visual quality, but in general visualizing high-dimensional

data remains a challenging task.

3.3 Preliminary Study

The Multi-dimensional In-depth Long-term Case studies (MILC) method [37]

evaluates the e�cacy of visualization tools using various approaches, such as in-

terviews and observations, while collaborating closely with expert users. Here we

describe the MILC we conducted as a preliminary study in the development of a

clinician-friendly visual analytics tool.

We formed a multi-disciplinary research group of data scientists, database

specialists, neurologists, and biostatisticians in 2015, targeting the analysis of the PD

data collected at the University of Maryland PD Center. Group members included

movement disorder specialists (neurologists) with extensive expertise in PD but
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little experience with visualization tools. In contrast, other group members with

computational backgrounds were only familiar with computational and visualization

techniques.

During each group session, a visualization tool or a new version of a tool

based on previous group discussion was presented. Users then attempted to apply

the tool for routine analysis tasks or con�rming/rejecting PD-related hypotheses.

The comments and feedback from users were recorded by the observers while they

interacted with the tool.

Early in the project, we focused on identifying novel multi-domain PD sub-

types to extend the recognized motor-based subtypes [48]. Our �rst attempt (April,

2015) was an interactive hierarchical clustering method based on OPTICS [34]. We

implemented an interactive tool that enables users to explore alternative cluster-

ing results in a pre-generated hierarchy of clusters (Figure 3.2a). We then tried a

series of dimension reduction techniques including PCA, LLE [40], Laplacian Eigen-

maps [35], and t-Distributed Stochastic Neighbor Embedding [49] to reveal possible

low-dimensional representations that lead to visually apparent clusters of patients.

Common issues in all the above attempts were the limited interpretability

of the results and the lack of 
exibility for clinicians to steer and manipulate the

analysis as desired. The goals from the clinician's perspective were to 1) visualize

data on patient signs and symptoms in ways that align with their experience and

2) enable a simple hands-on interrogation of data to pose questions and generate

hypotheses. We tried to improve user-friendliness by visualizing the constituent

patient clusters but without success because of the complexity introduced by high
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(a) Cluster hierarchy

(b) Cluster #3

(c) Cluster #12

Figure 3.2: (a) Our early attempt created a hierarchy of clusters to allow splitting
and merging of clusters following a pre-generated hierarchy. Nevertheless, the par-
allel set visualization of two sibling clusters: cluster #3 (�gure (b)) and cluster #12
(�gure (c)), are di�cult to interpret even with three dimensions.

data dimensionality.

For example, one of our early attempts created parallel sets visualizations for

each cluster. The visualizations containing overlapping lines are, however, di�cult

to read even with only three dimensions (Figure 3.2b and 3.2c). The lack of 
exibility

is related to the limited capacity for user interventions in these techniques{the only

way users can modify the results is through recon�guring the parameters of the

applied computational techniques. Furthermore, these two issues of interpretability

and 
exibility are related and may exacerbate each other. For example, one would

not know how to modify the parameters of OPTICS without a proper interpretation

of the results.

Acknowledging the obstacles in our group's process, we developed two key

53



strategies: 1) switching to a simpler PD dataset and 2) organizing two half-day

group retreats (July and August, 2016). We chose to use the Parkinson's Progression

Markers Initiative (PPMI) dataset (Section 3.4) because it is a smaller, simpler,

and more structured dataset with a well-de�ned protocol, thus allowing us to �nd

patterns more easily with less interference from noise. Unlike the University of

Maryland PD dataset, PPMI patients are more homogeneous (recently diagnosed

and untreated at enrollment) and are assessed at more standardized intervals (every

six months).

A consultant with expertise in applied biostatistics and modeling (Dr. S�ren

Bentzen) was invited to attend the retreats for a fresh perspective and to recharge

the group dynamic. After a lively discussion, the major result of the �rst retreat

was a preliminary sketch of Winnow, a clear breakthrough to achieve our goals. As

compared to the previously developed methods, Winnow's data visualization is clin-

ically intuitive and invites the hands-on experience that clinicians seek. In addition

to Winnow's approach, we also discussed the following computational techniques for

future extensions.

� Clustering analysis that groups patients by their temporal characteristics (e.g.

multiple cross-sectional clustering or clustering the change in clinical features).

� Supervised learning methods that predict a user-de�ned rate of disease pro-

gression based on multiple outcome measures.

� Statistical methods, for example multivariate regression analysis, that prove

or disprove hypotheses generated by users.
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These techniques provide complementary strength to the visual analytics approach

of Winnow. We also reached consensus to add a biomarkers panel in the future

to include data from genomics, imaging, serology, and cerebrospinal 
uid. Group

members had mixed reactions on the importance of interactivity to a successful tool;

although most members ranked interactivity high on the list of key components,

some prioritized a robust data model or user-friendly interfaces over interactivity.

Based on the results of the �rst retreat, we designed an interactive visualization

tool with the features found to be useful for clinicians. The second retreat was held

in August, 2016 to present the �rst version of Winnow and to review its strengths

and weaknesses. The group was unanimous in their positive assessment of the

intuitiveness of the data visualization and the capacity for simple interaction with

the data by users without intensive training (e.g. selecting patient subgroups and

outcomes for analysis). We later developed new features proposed in the second

retreat, including statistical tests for group comparisons. We describe the design of

Winnow in Section 3.5.

3.4 Data

We present the following examples and case studies using data obtained from

the Parkinson's Progression Markers Initiative (PPMI) database [50] (www.ppmi-

info.org/data). The PPMI dataset contains patient and clinician-reported outcome

measures as well as genetics, imaging and serologic data collected over a �ve-year

period since 2010. As of now, more than 400 PD patients have been enrolled in
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the study. The PPMI is an ongoing study with patient records being updated on a

rolling basis. Here, we use the data downloaded on March 2nd, 2017. For up-to-date

information on the PPMI study, visit www.ppmi-info.org.

We selected the 16 outcome measures listed in Table 3.1 that were collected

when patients were enrolled (BL) and at their third annual follow-up visit (Y3) to

study disease progression. The MDS-UPDRS (Movement Disorders Society-Uni�ed

PD Rating Scale) measures PD severity and the other measures are selected from

the autonomic, cognitive, sleep, behavior, and disability domains. We chose the

third instead of the �fth annual visit to generate a representative set of data with

a su�cient number of patients. We excluded patients with missing or incomplete

data (e.g. enrolled for less than three years) from our analysis. In summary, a total

of 320 patients (90 female, 211 male and 19 unknown) born between 1927 and 1979

were included. Each patient is represented by 34 features (16 outcome measures

collected at BL and Y3, and two demographic attributes). The outcome measures

are aggregated scores calculated from sets of items from validated questionnaires.

3.5 Visual Analytics Tool: Winnow

Figure 3.1 shows a screenshot of Winnow consisting of three panels: the out-

comes panel (left), the demographics panel (top right), and the analytics panel

(bottom right). The number near the top shows the total number of selected pa-

tients (55 in Figure 3.1). We also provide the option for descriptions of the selected

ranges of the currently applied �lters in a tooltip (not shown here).
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3.5.1 Outcomes Panel

Each selected outcome measure corresponds to two plots in the outcomes panel:

one showing the values at BL and Y3 (top) for each individual patient, and the other

showing the number of patients with a certain amount of change between BL and

Y3 as a stacked histogram (bottom). In the top plot, each patient is represented by

a line connecting the values of that outcome measure at BL and Y3 for that patient.

Using this visual representation, changes in values correspond to the slope of lines,

whose di�erences can be detected e�ciently by human eye [51]. We reverse the

positive direction of axes in the plots, if needed, such that a positive slope always

indicates PD progression (from mild to severe symptoms). Therefore, a line with a

steep upward slope shows the corresponding patient is experiencing rapid progression

on that outcome measure. This axis reversal is applied to Benton Judgment of Line

Orientation (JOLO), Semantic Fluency (SFT), Letter Number Sequencing (LNS),

Symbol Digit Modalities Test (SDM), Montreal Cognitive Assessment (MoCA), and

Modi�ed Schwab & England Activities of Daily Living (SEADL) where higher scores

indicate milder symptoms (marked with an asterisk in Table 3.1).

Although the slope of lines can be easily seen for a moderate number of lines

(patients), the di�culty in locating individual lines increases signi�cantly with the

degree of occlusion. We therefore also show the number of patients with a certain

amount of change between BL and Y3 in a stacked histogram in the bottom plot

to provide a summary of disease progression. A similar axis reversal is applied to

the histograms such that a bar on the right represents more rapid progression. In

58



both the top and bottom plots, the colors of lines and bars are determined by the

selected demographic attribute in the demographics panel (Section 3.5.2).

Users can select a subset of patients by dragging the target interval on the

target axis. During selection, all plots, including the ones in the demographics panel,

are updated interactively to re
ect the latest selected patients through brushing and

linking. We show the mean and standard deviation of the values at BL, Y3, and

the changes in between the two for the total sample and for the selected patients to

allow for easy comparison.

For example, users can select the rapidly progressing patients whose UPDRS3

(motor exam) score increased by more than 12 over three years in the bottom his-

togram (bottom of Figure 3.3). After applying the �lter, the 109 selected patients

are represented by lines with steep upward slopes in the top plot (right of Fig-

ure 3.3). The mean UPDRS3 at Y3 for the selected patients (38:85, right arrow in

Figure 3.3), is higher than the mean UPDRS3 at Y3 for the total patient sample

(28:39, left arrow in Figure 3.3).
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Figure 3.3: After using the bottom histogram for selecting patients with the most
rapid progression in the motor domain (�(UPDRS3) > 12), the corresponding plot
of UPDRS3 in the outcomes panel shows only the 109 matching patients, represented
by the lines with steep upward slopes. The mean UPDRS3 at Y3 of the group of
selected patients (right arrow) is greater than that of the total patient sample (left
arrow).

3.5.2 Demographics Panel

The demographics panel shows the gender and the year of birth in two individ-

ual histograms (top right of Figure 3.1). Instead of showing every year as a separate

bar in the histogram, which would result in a crowded visual display, the years are

grouped into decades to facilitate interpretation of age distribution and e�cient use

of the limited screen space.

The color scheme used in Winnow is determined by the selected demographic

attribute. For example, when gender is selected, the lines (top plot) and bars (bot-

tom plot) in the outcomes panel are colored in magenta and blue for female and male
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Figure 3.4: Users can �lter the 109 previously selected patients (in Figure 3.3) by
gender by clicking the corresponding bar in the demographics panel. After selecting
female patients (left) with unusually rapid changes in cognitive function as measured
by SDM (center), users can then change the color scheme to explore the year of birth
of the selected patients (right).

patients, respectively. Users select a subset of patients with respect to a particular

demographic attribute by clicking the corresponding bar.

For example, users can select the 24 female patients from the previously se-

lected 109 rapidly progressing patients using the demographics panel (left of Fig-

ure 3.4). After applying the gender �lter, the mean value of �(SDM) is � 3:33

(comparable to the decline of� 3:36 before �ltering by gender); this shows that the

female patients in the selected cohort progress similarly to the mean total sample

in terms of cognitive function as measured by SDM.

Users can also identify female patients with the most rapid progression in

SDM. For example, they can select the four patients with �(SDM) < � 16:62,

which is more than one standard deviation from the mean, represented by lines

with signi�cantly steeper slopes when compared with other female patients (center
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of Figure 3.4). If we select those four patients and switch from gender to year of

birth in the demographics panel, we see that these four patients were born between

1940 and 1960, corresponding to ages between 56 to 76 years (right of Figure 3.4).

3.5.3 Analytics Panel

The analytics panel shows the relationships between pairs of variables through

statistical analysis (bottom right of Figure 3.1). The �rst tab shows the correlation of

a pair of outcomes evaluated by the Spearman's rank correlation; a high correlation

coe�cient for a pair of outcomes indicates that patients with severe symptoms in one

outcome are likely to show severe symptoms in the other outcome; similarly, those

with low on one outcome are likely to be low on the other. The second tab shows

the p-values of the Mann-Whitney test comparing the distributions of outcomes

in the selected patients and the remainder of the patients in the total sample; an

outcome has a lowp-value when its distributions are di�erent in the selected patients

and the remainder of the patients. Both the Spearman's rank correlation and the

Mann-Whitney test are non-parametric. The variable tested can be selected from

the values at BL, Y3, or the change in values from BL to Y3.

In the following example we use the Mann-Whitney test to compare the

changes in values between two groups: The 109 fast-progressing patients with respect

to UPDRS3 (selected in Figure 3.3) and the remainder of the patients (n = 211).

The result shows, beside the trivial case comparing �(UPDRS3) in the two groups,

the other two UPDRS sub-scales (�(UPDRS1) and �(UPDRS2){non-motor symp-
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toms and disability) have lowp-values (p < 0:05). Other variables with lowp-values

in increasing order are �(GDS), �(SDM), �(SCOPA-AUT), �(SEADL), �(STAI),

and �(LNS), associated with a range of domains (behavior, cognitive, autonomic,

and disability). In summary, disease progression in motor functions is associated

with progression of autonomic dysfunction, cognitive decline, depression, anxiety,

and disability.

3.5.4 Implementation

Winnow is implemented in JavaScript (frontend) and Python (backend). Users

can conveniently run Winnow on modern browsers without installation through a

link to the website1.

3.6 Case Study

We now summarize two case studies we conducted with Winnow. The results

shown in this section are for demonstration only. Analyses with Winnow are in-

tended to uncover promising relationships between a range of outcome measures

for selected patient subgroups. These analyses are for the purpose of generating

hypotheses and need to be reproduced in future studies.

1http://hccheng.pythonanywhere.com/vis/
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3.6.1 Questions

We have identi�ed two clinically relevant questions about disease progression

in PD with input from our clinical experts.

Q1 Does gender a�ect Parkinson's disease severity at year three?

Q2 Does the baseline severity of REM sleep behavior disorder (RBDQ) a�ect year

three outcomes?

In the following we assess the e�ect of grouping using the Cohen'sd [52],

which is the di�erence between two sample means divided by the pooled standard

deviation:

d =
x1 � x2q

� 2
1 + � 2

2
2

; (3.1)

wherex i and � i are the mean and standard deviation of thei -th group. A Cohen's

d of value 0:2, 0:5, or 0:8 suggests a small, medium, or large magnitude of relation-

ship, respectively [52]. We use Cohen'sd to provide a di�erent but complementary

perspective on group di�erences in addition to the rank-based Mann-Whitney test.

Q1: Does gender a�ect Parkinson's disease severity at year three?

Gender di�erences in PD-related symptoms have been studied in the past. For

example, RBD (REM sleep behavior disorder) was shown to be more prevalent in

male patients than female patients [53]. A thorough review of gender di�erences in
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cognitive functions can be found in [54]. In the following analysis, we �rst applied

a �lter in the demographics panel and then used the plots in the outcomes panel to

investigate various outcome measures at Y3 (Figure 3.5).

For UPDRS3 in the motor domain, female patients have a mean value of 25:89

at Y3 (�rst plot in the top of Figure 3.5) and males have a mean value of 29:36 at

Y3 (�rst plot in the bottom of Figure 3.5). Therefore, comparing female with male

patients, females have less severe motor symptoms than males at Y3 (d = 0:27). The

Mann-Whitney test shows a signi�cant di�erence (p = 0:003, shown in Table 3.2)

between the female and male patients. Other measures that signi�cantly di�er by

gender at Y3 are listed in Table 3.2, including measures in the cognitive, sleep,

and disability domains. Male patients show more severe symptoms than females

in eight out of the nine outcome measures (marked in bold in Table 3.2). These

seven outcomes are UPDRS2, UPDRS3, and T-UPDRS (general PD severity), SFT,

MoCA and SDM (cognition), ESS (sleep), and SEADL (disability).

Q2: Does the baseline severity of REM sleep behavior disorder (RBDQ)

a�ect year three outcomes?

In this question, we investigate how the baseline severity of REM sleep behav-

ior disorder (measured by RBDQ) a�ects the severity of outcomes in other domains

over three years. We approached this question by selecting patients with increasingly

severe REM sleep behavior disorder (greater values of RBDQ) at BL and comparing

the severity of the other outcomes at Y3.
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Figure 3.5: After applying the gender �lter, the plots show that female patients (top)
have comparable motor symptoms (UPDRS3) and general PD severity (T-UPDRS)
at BL and less severe symptoms at Y3 than male patients (bottom). For semantic

uency (SFT), female patients show less severe symptoms both at baseline and Y3.
Arrows mark the mean values at Y3 for the males and females.
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