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Abstract

The viability of large-scale multimedia applications, depends on the performance of storage sys-
tems. Providing cost-effective access to vast amounts of video, image, audio, and text data,
requires (a) proper configuration of storage hierarchies as well as (b) efficient resource man-
agement techniques at all levels of the storage hierarchy. The resulting complexities of the
hardware/software co-design in turn contribute to difficulties in making accurate predictions
about performance, scalability, and cost-effectiveness of a storage system. Moreover, poor de-
cisions at design time can be costly and problematic to correct in later stages of development.
Hence, measurement of systems after they have been developed is not a desirable approach to
predicting their performance. What is needed is the ability to evaluate the system’s design
while there are still opportunities to make corrections to fundamental design flaws. In this pa-
per we describe the framework of ViPEr-HiSS, a tool which facilitates design, development, and
subsequent performance evaluation of designs of multimedia storage hierarchies by providing
mechanisms for relatively easy experimentation with (a) system configurations as well as (b)

application- and media-aware resource management techniques.

1 Introduction

The viability of large-scale multimedia applications, such as digital libraries, tele-medicine, digital
special effects, and distance learning, depends on the performance of storage systems. Common
among these applications is their high bandwidth and storage requirements, coupled with some
form of real-time or continuity constraints. Such requirements pose a significant challenge to the

design of hierarchical networked storage systems. Many companies, such as HP, IBM, and Intel,



have identified the design and maintenance of large-scale storage systems as an important growth

area, emphasizing the need for effective designs of storage systems.

Providing cost-effective access to vast amounts of video, image, audio, and text data, requires (a)
proper configuration of storage hierarchies as well as (b) efficient resource management techniques at
all levels of the storage hierarchy, including data placement, scheduling, prefetching, and caching.
The resulting complexities of the hardware/software co-design in turn contribute to difficulties
in making accurate predictions about performance, scalability, and cost-effectiveness of a storage
system. Moreover, poor decisions at design time can be costly and problematic to correct in later
stages of development. Hence, measurement of systems after they have been developed is not a
desirable approach to predicting their performance. What is needed is the ability to evaluate the
system’s design while there are still opportunities to make corrections to fundamental design flaws.
Consequently, design, analysis, evaluation, and development of hierarchical multimedia storage

systems is no small undertaking, for which few have all the necessary resources.

In this paper we describe the design of ViPEr-HiSS, a tool which facilitates design, devel-
opment, and subsequent performance evaluation of designs of multimedia storage hierarchies by
providing mechanisms for relatively easy experimentation with (a) system configurations as well as
(b) application- and media-aware resource management techniques without the need for extensive
code development or access to physical storage devices. Specifically, we allow the design engineer
to describe a system’s design (including hardware configuration and corresponding resource man-
agement techniques) in terms of a combinations of physical, simulated/emulated, and analytically

modeled storage devices.

We believe that work on the design and development of such tools represents a fundamentally
important step in the design and performance evaluation of next generation hierarchical storage
systems. Many systems today are moving towards applications whose primary function is to transfer
large volumes of data from an I/O subsystem through the network, possibly subject to some form
of real-time constraints. Therefore, efficient storage system designs are fundamental to the viability
and success of these applications, and thus we expect our tool to be of use to a broad range of

current and future systems and applications.

The main goals in the design and development of ViPEr-HiSS are: (1) identification of proper
mechanisms for design specification and subsequent performance evaluation of hierarchical multi-
media storage systems and incorporation of them into the tool; as well as (2) illustration of how
the resulting design tool can aid in the development of novel and useful resource management

techniques for storage hierarchies as well as in accomplishing orders of magnitude improvements in



performance of future storage technologies.

The remainder of this paper is organized as follows. In Section 2 we discuss challenges and
requirements related to multimedia storage systems. In Section 3 we describe the design of ViPEr-

HiSS. Section 4 briefly surveys related work. Lastly, in Section 5 we give a few concluding remarks.

2 Storage Systems and Application Challenges

2.1 Application Requirements and Challenges

The characteristics of multimedia applications which lead to difficulties in end-to-end systems design
are that they have very large bandwidth and storage needs, with vastly different performance and
reliability requirements, often coupled with real-time constraints. Thus, one challenging task in
designing multimedia end-to-end systems is satisfying the real-time requirement of continuously
transmitting a multimedia object, from the storage subsystem (possibly through a network) to the

user.

Providing on-demand (or “near-demand”) service to multiple clients simultaneously (thus re-
alizing economies of scale) is another challenge. Users expect to access objects within a small and
“reasonable” latency upon request, where latency can be attributed to deficiency of resources at

any level of the storage hierarchy or the network, at the time the request is made.

Many designs have been proposed that succeed for “small” versions of multimedia applications
but simply do not scale up. Thus, another challenge is to properly architect scalable end-to-end
systems that will permit the deployment of “large” versions of these applications. Real-time or
continuity constraints, large bandwidth, large storage, and concurrent access by multiple users —
these are only the tip of the iceberg. The highly interactive nature of a variety of multimedia
applications, resulting in fairly unpredictable workloads, presents a whole other challenge. These
include various scientific visualization problems, digital effects applications, distributed multimedia
warfare simulations, medical imaging applications, 3-D virtual worlds, and many more. Many
state-of-the-art systems for such highly interactive applications can only handle memory-based

applications. Current needs call for data sets that will not even fit on disk-based systems (e.g., as

in [7]).



2.2 Storage System Requirements and Challenges

There are many challenges that multimedia application impose on the storage system design, which
result in a need to explore better algorithms for data layout, scheduling, workload characterization,
storage device characterization, and construction of data retrieval policy over multiple user requests

in heterogeneous (in terms of storage devices, physical media, and applications) environments.

The economics of storage devices are such that there is always a tradeoff between access speed
and device and physical media costs. In spite of the dramatic improvements in the cost of secondary
storage, high bandwidth magnetic disks alone are inadequate for meeting the storage and delivery
needs of many multimedia applications. Thus, multi-level storage hierarchies are needed if we
wish to take advantage of the low cost of tertiary media but still provide reasonable performance
characteristics, in the context of data intensive applications with some form of real-time constraints.
(By “tertiary” storage we mean various types of storage devices, such as CD-ROM’s, tapes, DVD’s,
even cheap and slow magnetic disks, for which secondary storage can act as a “cache”.) Hence,
there is also a need for cost/performance evaluation methodologies that will allow us to properly
configure storage subsystems. (Note that, it may not be possible to increase the configuration of a
storage subsystem by an arbitrarily small size increment, e.g., it is not always possible to add one
or two more tapes to a robotic tape storage library; hence, determining cost-effective configurations

is not, in general, a simple task.)

Furthermore, given current advances in network-attached storage devices, there are challenges in
designing hierarchical multimedia information systems with storage (and computational resources)
that are dispersed across local and wide area networks. Thus, in designs of storage systems we
must consider networking resources as well. More specifically, in this paper, we consider System
Area Networks (SANs) type environments and designs of storage hierarchies where the various
storage devices are connected through a high speed local area network, such as a Gigabit Fthernet.
Although issues related to accessing storage devices through Wide Area Networks are of importance

as well, they are outside the scope of this paper and are the topic of future research.

It is interesting to note that storage devices are particularly interesting resources, especially
in a parallel or distributed environment. Although many basic principles of parallelism do apply,
some characteristics are unique to storage subsystems — whereas in the case of resources such
as CPUs, one could consider a pool of interchangeable resources whose use can be determined at
runtime (at least when dynamic scheduling is used), all storage resources are not equivalent since
a storage device’s utility is determined by the data stored on it. Moreover, the placement of the

data is typically determined a priori. This “partitioning” of resources (based on data placement)



contributes to some of the difficulties in designing cost-effective large-scale I/O systems in general.
Solutions to this problem, through data layout and scheduling techniques, are often application
dependent. The distribution of data among the storage devices of the system can significantly
affect the overall performance of that system — inappropriate data placement can lead to load

imbalance problems due to skewness in the data access patterns.

It is also important to note that most storage devices can be viewed as a “multidimensional”
resources, e.g., for disks the dimensions correspond to storage capacity and bandwidth capacity,
where depending on the application one or the other resource can be the bottleneck. Hence, storage

related resource allocation problems often correspond to hard theoretical problems [14].

In this section, we have briefly described challenges in storage system designs arising both
from application needs and current architectures of storage devices. Much work is still needed on
resource management algorithms that can address the above raised issues. However, even with the
existence of such algorithms, cost-effective storage system design is no simple task. Thus, in the
next section we describe the design of ViPEr-HiSS, a tool that can aid in the design, configuration,
and subsequent performance evaluation of hierarchical storage systems, with a focus on multimedia

applications.

3 Storage Design Tool

Storage sub-systems are a fundamental part of computer systems and for many data intensive ap-
plications they are the main performance bottleneck. Economies of scale, thus far, dictate the use of
storage hierarchies, with orders of magnitude differences in storage device (a) capacities, (b) access
latencies, (c) transfer rates, and (d) costs. Furthermore, today’s storage devices, even those in the
same “category”, can have vastly different architectures, and thus evaluation of cost/performance
tradeoffs in their design and configuration can be quite complex. An excellent example of this are
robotic tape storage libraries, as can be seen in Table 1 which illustrates architectural, performance,
as well as cost characteristics for some typical robotic tape storage libraries (these are list prices

which were compiled from quotes, web-sites, and catalogues during the Spring of 1997).

Although there is less diversity in architectural characteristics of magnetic disks, they still
differ in storage capacity, transfer characteristics, and cost. Cost is a function of storage and
performance characteristics as well as /O channel protocols used (e.g., SCSI devices are usually

more expensive than IDE devices). Moreover: (1) an improvement in one disk characteristic does



Characteristic ACL 4/52 | ACL 6/176 | Ampex | Exabyte AME
Max. number of Drives 4 6 4 2

Number of robots 1 1 1 1

Robot Latency (s) 20 20 6 10

Total Latency (s) 210 210 34 195

Max. tertiary bandwidth (MB/s) | 20 30 60 6

Tertiary capacity (GB) 1,820 6,020 6,400 400

Cost of Library (w/ 1 drive) 24,000 62,000 280,000 | 19,375

Cost of Library (w/ max drives) 57,000 117,000 610,000 | 26,000

Table 1: Robotic Tape Storage Libraries.

not usually correspond to a similar improvement in other characteristics, e.g., it is easier and cheaper
to increase storage capacity than to increase transfer rates or reduce seeks, and (2) performances
losses due to overheads (such as seeks) are largely a function of the workload characteristics, data
layout schemes, vendor implemented optimizations, and so on. (Similar statements are also true
for tertiary storage devices.) Thus cost/performance tradeoffs in design and configuration of disk
subsystems are not always straight forward as well. (This problem can become worse if we consider

disk arrays, as shown in an example of purchasing a RAID array given below.)

3.1 Motivation and Background

Over the years, relatively little attention in system designs has been given to storage system re-
sources, as compared to CPU resources. This is especially true for tertiary storage devices, whose
“proper” place in a system’s architecture is not well understood [12]. Clearly, the problem is exacer-
bated further when we consider an entire storage hierarchy design and subsequently try to evaluate

its performance.

However, the need for such systems is more pressing every day, due to the enormous stor-
age requirements of modern applications, such as continuous media services, digital libraries, and
scientific computing systems. Hence, research on design and evaluation of configurations and re-
source management techniques at various levels of the storage hierarchy is gaining momentum
[23, 18, 22, 29, 1, 17]. All these works illustrate two important points: (1) it is difficult to evaluate
and predict performance of storage devices and (2) the required performance characteristics are of-
ten achieved at the cost of complex solutions (be they data layout, scheduling, or other algorithms),
given the current storage device characteristics and modern application needs. The more complex
the architecture and the resource management algorithms (and their interaction), the more diffi-

cult it is to predict the overall system performance. This problem is exacerbated by the fact that



application designers, which have the need for high performance storage hierarchies, do not usually

have the necessary expertise to either employ such complex solutions or to choose among them.

There is a common misconception that storage systems are “cheap”. What is getting relatively
cheap is the storage space; there is still a great deal of cost in achieving reasonable performance
characteristics (such as access latencies) and development (and maintenance) of “custom” systems
for high performance applications [5]. Currently existing solutions to large-scale storage problems
are expensive, both in terms of (a) software costs (HPSS software costs about $100,000); and (b)
people costs (one study [9] reported that “on the average, one full time person was needed to
manage every 10G bytes of storage”). The problem is getting worse since the costs associated with

storage systems are growing (relative to the cost of the raw storage).

The “build it and then measure it” approach to system design is inappropriate, because after
the system is implemented and its performance measured, significant design (as opposed to the
implementation) changes are largely impossible to make. Therefore, given the vast differences in (a)
architectures of storage devices, (b) possible resource management algorithms, and (c) in general,
degrees of freedom in the overall system architecture, what is really needed is the capability to (1)
predict performance of designs and (2) experiment with “what if” type questions. This is precisely

the purpose of ViPEr-HiSS.

To give a concrete example of what might seem to be a relatively simple problem of choosing
a storage system to buy!, in [3] the authors describe their experience with in-house evaluation of
RAID systems (for the purpose of making purchasing decisions). This system was intended to
be used for high energy nuclear physics applications at the Thomas Jefferson National Accelerator
Facility. As described in [3], this process involved (a) installing (at the Jefferson Lab) RAID systems
from various vendors, (b) running the nuclear physics applications on these RAID systems, and
(c¢) determining whether they achieve the desired performance requirements. This process took
approximately one year to complete and required at least one person full time and part of the time

of several others.

Imagine how much more difficult, time consuming, and costly such a process would be if a
tertiary storage system was involved, or yet a whole storage hierarchy, where the differences between
available devices are huge (compared to magnetic disks), and where it is not even clear where in
the storage hierarchy, if at all, some devices belong [12]. The need for evaluation of application-
and workload-dependent tradeoffs between storage configurations is not uncommon [16, 5], as in

video-on-demand systems [2]. Thus design of tools for proper storage system configurations is an

!This is not even a design problem, in some sense.



important problem in and of itself. The design and performance evaluation of such systems is
becoming more complex, as storage resources are distributed (at least) across LANs, through the
use of network-attached storage devices [13]. This type of design will soon become the norm rather
than the exception. Thus, ViPEr-HiSS will be useful for design and evaluation of storage systems

at a variety of scales.

3.2 Problem Description and Solution

Storage subsystem design, especially for large-scale applications with stringent performance re-
quirements, is complex largely due to: (a) a variety of different devices that exist, (b) complexity
of their behavior, and (c) degrees of freedom in possible designs. Simply put, storage systems have
too many “facets” (in the form of device characteristics, vendor-based optimizations, a mixture of
workloads, and a variety of data placement and scheduling algorithms) for a “back of the envelope
calculations” approach to be a viable and cost-effective solution to the storage hierarchy design and
management problem. Given the (potential) orders of magnitude differences in performance and
cost of the resulting systems, it is worth while and often necessary to invest a great deal of effort in
their design and configuration. Thus, there is a variety of reasons why a tool for software/hardware

co-design of hierarchical storage systems is not only useful but essential. These include:

e  system sizing and configuration of the storage system
e  customizing the storage system for specific applications and media (e.g., video, audio)

o  performance evaluation and prediction of the resulting storage system

The design of storage hierarchies involves a multitude of issues and tradeoffs. These include
configuration related issues, such as how many levels should there be in the storage hierarchy, what
devices should belong to which level of the hierarchy, how many of each device should there be, how
should the devices be configured into groups, how should they be distributed over 1/O channels
as well as communication networks, which data should (by default) reside on which device, and
many more. It also includes application-centric (or media-centric) issues, that influence the overall
system performance. These include data layout on the storage devices, migration of data through
the storage hierarchy (e.g., prefetching, caching), and scheduling of data retrieval. All the while the
design must take into consideration I/O channels and networking resources, the storage resources,

and so on.



It is difficult to manage so many degrees of freedom and the resulting complexity, much less make
predictions about subsequent system performance. There are two extreme approaches one could
take to solving this problem — pure modeling (be it analytical- or simulation-based) or measurement
of a system’s implementation. Neither extreme is applicable at all stages of the system’s design
and implementation. What is needed are mechanisms for making a smooth transition from one
to the other, as the system design and development progresses. The aim of ViPEr-HiSS is to
cover a spectrum of performance evaluation needs which we accomplish partly through the use of
combinations of simulated and physical system components, e.g., by starting with mostly simulated

devices and making a smooth transition to a complete system implementation.

Figure 1 illustrates the major components of ViPEr-HiSS as well as the interaction between

these components. Here, resource management can be viewed as the combination of policy and
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Figure 1: Major Components of ViPEr-HiSS.

mechanism. ViPEr-HiSS is designed to provide a library of common policies, as well as mechanisms



to allow definition of new policies. Having a tool infrastructure for low level details allows rapid
experimentation with new high level policies as well as their quantitative evaluation. Although
different mechanisms may affect the behavior of storage systems, ViPEr-HiSS focuses on policies
for the following reasons. First, the slow speed of storage devices relative to processors provides
a lot of extra processing cycles, so the speed of the code itself is not as important (conversely,
the extra processing power gives the possibility to use computationally expensive policies). Second,
using the same mechanism provides a baseline for the comparison of two different policies, otherwise
a poorly implemented but good policy may be mistakenly overlooked for a well implemented bad

one.

Below we describe each of the components in Figure 1. Note that, in order to make such a tool
useful and fulfill the purposes described at the beginning of this section, it must have the following

set of essential functionalities?:

e  common interface for combining physical, analytically modeled, and simulated (or emulated)

storage devices;
o data layout schemes including libraries of common layouts and user defined layout;

e  scheduling algorithms that include libraries of common scheduling algorithms and user defined

scheduling algorithms;

e simulated/emulated storage devices including libraries of common storage devices, user de-

fined devices, and user defined analytical and simulation models of storage devices;

e  characterization and evaluation, including benchmarking of storage devices, facilities for work-
load characterization (and collection of application-related workload data), and facilities for

collection of measurements for user defined (as well as predefined) performance metrics.

Work has already been done on some aspects of these requirements, for instance on benchmarking
of disks [33], and to a lesser extent tape systems [22, 19]. All of these are needed for a useful design
tool. Thus, we incorporate existing techniques into ViPEr-HiSS, as appropriate, and develop our

own where the need exists.

?Note also that, the goals of ViPEr-HiSS are different from those of designing a multimedia file system mainly, in
that it is intended as a tool for design, configuration, and performance evaluation of storage hierarchies for specific
(collections) of application requirements, rather than a relatively “generic” but modern file system which provides
several classes of services to different types of applications (as opposed to the same class of service to all applications,

as in a more “traditional” file systems).
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We envision several types of uses for ViPEr-HiSS: (1) configuration decisions (both by users
and vendors), including decisions on what type and how much of each storage device to include in a
storage systems (as in the RAID example above), (2) software/hardware co-design and development
of a hierarchical storage system, and (3) research on resource management techniques, particularly

in the context of multimedia applications.

3.3 Configuration and System Description

As already stated, proper system configuration can play a huge role in the performance and more
importantly cost-effectiveness of a system — poorly sized systems result wasted resources and
money. The user first needs to specify the (hardware) configuration or high level architecture of
the system. For instance, how many disks the system has, the disk parameters, what types of
tertiary devices, and so on. In ViPEr-HiSS, the user can either choose from a library of exististing
devices, or define their own, describing the newly defined devices to conform to the tool interface.
In either case, device parameters must be specified by the user. We elaborate on the configuration-

related functionality next.

3.3.1 Combination of physical and simulated /emulated devices

The need for combining physical and simulated/emulated devices is motivated by the following.
First, it is preferable to make as many design and configuration decisions as possible before obtaining
all the physical devices that might be needed for the system’s development. Second, even when the
physical devices are available, it is preferable to evaluate their (potential) contribution to the design
before expanding efforts on implementing code for accessing these devices (such as device drivers or
raw device interfaces). Thus, a desirable approach is to begin the design and development process
with simulated devices® and gradually include physical ones, as the system design progresses. As

physical devices are added to the system’s design, the code can be written.

There is, of course, a need to parameterize the simulated and emulated devices. If a corre-
sponding physical device is not available, then the user can estimate the parameters, by using
information obtained from vendors. If, however, the physical device is available, the user can use

the benchmarking facilities (described in 3.3.3) to obtain the necessary parameters (since vendor

?Note that, performance predictions of initial designs do not have to be very accurate, in a sense that they are
needed to make choices between fairly different design possibilities. So, even relatively coarse simulation models can

give good initial results and then be refined.
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specified information is generally nominal based on optimistic assumptions of use).

In addition to using ViPEr-HiSS to obtain performance predictions, the user might also want
to “see” the result of their data retrievals. This is especially useful in multimedia applications such
as video-on-demand systems, where lossiness in data delivery is acceptable and the corresponding
perceived loss in quality-of-service is often difficult to quantify. In this case, it is desirable for the
user to actually see the video played out, even if some of the physical devices are not present. For
this purpose, we use “higher” level storage devices to emulate retrieval of data from “lower” level
storage devices. For instance, to emulate the retrieval of video from a robotic tape storage library
(when we do not actually have one) we can store the video data on a disk; then the physical retrieval
will occur from secondary storage, but with performance characteristics (e.g., latency) of tertiary
storage. Matching performance is achieved by emulating the characteristics through the use of an
appropriate simulation model of the corresponding tertiary device (similarly, an analytical model

can be used as well).

3.3.2 Plug-in of user defined simulation/emulation components

This functionality is needed since a tool can not possibly contain all components that might be
needed by a particular application. Furthermore, user-defined components can be especially useful
for development of systems with some proprietary subsystem components, as part of the overall
design. In addition, one can define new components in order to “test” where in a storage hierarchy
does a certain type of a storage device belong or what device characteristics would make such as
device a “useful” part of the storage hierarchy (e.g., DVD-ROMs). Lastly, a designer can use this
functionality in defining performance metrics of interests that are not pre-defined by the tool, i.e.,

as part of that component’s definition (see details below).

As in the case of existing library devices, the user needs assistance in parameterizing user-
defined devices — as before, these can either be estimated or obtained through the benchmarking

facility, which we describe next.

3.3.3 Benchmarking of storage devices

As already stated, when a physical device is available, there is a need for extracting its parameters
(such as seek characteristics, rotational latency, robot latency, and so on) for use in (a) the per-

formance study of the storage system design and/or (b) data layout and scheduling techniques to

12



be developed for a specific application, i.e., there is a need for “benchmarking” physical devices.
For instance, there are several proposed data layout technique for video servers [4, 11] that take
into consideration the fact that modern disks have multiple physical zones [26]. In order to em-
ploy such techniques, one would need to determine details related to the geometry of a disk (e.g.,
where the physical zones start and end). Benchmarking of the physical devices can also be useful
in extrapolating to larger scale designs. Lastly, benchmarking of a physical device can also reveal
vendor-implemented optimization, e.g., such as read-ahead of the next track (employed by disk
vendors). Such optimizations can be in conflict with user-intended resource management schemes
(e.g., read-ahead is often undesirable in scheduling techniques devised for video-on-demand servers
[11]), and hence, it would be useful to discover them, and when it is desirable (and possible) turn

them off.

Clearly, benchmarking storage devices is no simple task [33, 19], and not one that an application
designer might wish to undertake. Thus, we encorporate storage device benchmarking methodolo-

gies and provide an automatic benchmarking facility in ViPEr-HiSS.

3.4 Application Customization

Once the hardware configuration is specified, application-related information, such as resource
management techniques, must be specified next. Such information, for instance, includes data
layout and scheduling techniques. After this step is complete, performance predictions can be
made. Depending on the results of the performance evaluation step, the designer may need to
repeat some part of the cycle (i.e., make modification either to the configuration, or to the resource

management techniques, or both).

3.4.1 Automation of user-defined data layouts

This feature is useful when the designer needs to specify a particular application- or media-
dependent technique for layout of data on a physical device. For instance, this is needed by many
continuous media servers (e.g., as in [28, 10, 11]) which use a specified layout of data to make per-
formance guarantees. Accomplishing a specific data layout is by no means a simple task, especially
since this often results in a need to deal directly with raw storage devices. For the “reasonably
well defined” and common data layout techniques, in ViPEr-HiSS, the user only needs to specify

a configuration file with appropriate parameters (e.g., GROUPSIZE in the example of Figure 2).
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An example configuration file, that corresponds to the Streaming RAID Video-on-Demand server?

design proposed in [28], is illustrated in Figure 2. This configuration file corresponds to a simple

1: sinDiskl

2: sinDisk2

3: physDi sk3

4: 1d1 3

5: si mDi sk1; sinDisk2; physDi sk3
6: ( ADDRYGROUPSI ZE)

7: ( FLOOR( ADDR/ GROUPSI ZE) )
8: 53067801

9: 1

10: 3

11:!'end

Figure 2: Example configuration file.

example which requires no code on the user’s part®. It describes a storage configuration and a data
layout for striping an object (e.g., a video) across 3 disks. Lines 1, 2, and 3 are the declarations
for two simulated disks and one physical disk that make up the striping group. Line 4 begins the
configuration file for a logical disk, namely “Id1” (a logical disk is used to group devices, in order,
for instance to specify disk array type configurations) — the “3” on line 4 specifies that “ld1” is
made up of 3 component devices. Line 5 lists each of the components (declared earlier). Lines
6 and 7 are the layout configuration functions, each of which maps a logical address (ADDR) to
a value — for line 6 that value corresponds to a disk (simulated or physical) and for line 7 that
value corresponds to a physical address on a disk. Thus, line 6 gives a function which determines
which component disk to store/retrieve data to/from, and line 7 gives a function for determining at
which physical address on that component disk the data is stored (and retrieved from). Using these
functions, “ld1” can take any logical address and determine on which disk and where on that disk
to store data (and subsequently retrieve it). Note that these functions are based on GROUPSIZE
(specified on line 10) and so would not need to be rewritten if the number of disks in the stripe
group changed. Line 8 gives the size of the logical disk (which is three times the size of each of
the homogeneous component disks, in this case). Line 9 indicates that the retrieval from the three
disks is to be performed in parallel (e.g., as in a RAID-3 type configuration). Line 10 gives the
groupsize, or stripe width, i.e., how many disks participate in a stripe. Line 11 denotes the end of

the configuration file.

Finally note that, even if a device is not a physical one (and hence there is no need to actually
place the data on the device), it is still useful to specify a data layout technique, since, for many

multimedia applications, it has a significant effect on the overall system performance. Again, a

*Note that some of the details of cycle-based scheduling proposed in [28] are left out of this example, for simplicity
and clarity of illustration.

*For ease and clarity of illustration we left out some details of the configuration file specification language.
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user can use either an existing configuration file that works with an existing or a user-specified

simulated device, or provide his/her own configuration file.

3.4.2 Plug-in user-defined scheduling algorithms

The motivation for user defined scheduling algorithms is the same as that for user defined data
layout techniques, to permit customizing the system for a specific application and/or media. ViPEr-
HiSS provides this functionality as well. Schedulers, as well as the interaction between them, can

be specified at various levels of the storage hierarchy.

3.4.3 Workload characterization

Workload specific information, which is a function of the particular application intended to be run
on the system being designed, is needed in order to accurately evaluate and predict the system’s
performance. Such information is user specified, and includes details such as request arrival rates
and corresponding distributions, distributions of skewness in data access, interaction between dif-
ferent applications/workloads, and many more. Thus, in a sense, the application can be emulated
as well. For instance, such application emulation techniques have been developed for scientific

workloads [30]. We are also developing methodologies for emulation of multimedia applications.

3.5 Performance Evaluation and Prediction

Once the system is specified (i.e., hardware characteristics, resource management techniques, and
workload characteristics), the next step is to run/emulate/simulate the system components and
collect performance information, in order to determine whether performance and quality-of-service
requirements of the applications intended to be run on the designed system can be met. Of course,

the user must specify what performance metrics are of interest so that the tool can measure them.

3.5.1 Measurements collection and metric specification

In order to understand the performance of the configuration and design being evaluated with ViPEr-
HiSS, it is important to extract performance metrics from the devices in addition to end-to-end

statistics. To this end, we are developing a metric description system that allows users to define and
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compose metrics as part of their system specification. While each device contains simple metrics
(i.e., latency, data transfer rates), it is often important to be able to create custom metrics that

capture the salient features of a particular target configuration.

For example, consider the case where the system being evaluated is a video server that includes
replication of the same video on multiple devices, as in [24]. To evaluate this type of system, a user
would like to be able to create metrics that capture the load on each server that has a copy of the
video. In addition, they would likely want to know how many requests for the clip were satisfied
by each replica. This type of information can be constructed from the basic device statistics,
but requires custom metric definitions that track specific video clips rather than individual device

operations. ViPEr-HiSS will provide these types of metrics via an interface that allows users to:

1. access statistics about the default devices we supply. Each of our devices will supply a set of
standard metrics, and optionally device specific metrics (e.g., time spent waiting for a tape

drive to become available in a robotic mass storage library).

2.  create new statistics as part of the definition of custom devices. The idea will be to allow
users to create any statistics they find useful. To make these metrics useful in composition

with other devices, we are defining an interface to export these device specific options.

3.  define a simple language to compose the device statistics into more complex metrics. This
will likely include simple arithmetic operations and statistics operations such as mean and

variance.

4.  define a meta data format that allows statistics to be “attached” to the data objects as they
pass through each device. By doing this we, can track performance data based on specific

requests as they flow through the system.

4 Related Work

An overview of issues and tradeoffs in the design of multimedia storage systems can be found in
[15]. Facilitating management of these issues and design decisions based on these tradeoffs is one
of the primary motivations for designing and developing the ViPEr-HiSS tool. In the remainder
of this section we briefly survey related work on performance evaluation tools and contrast it with
our own. Note that, ViPEr-HiSS is an “application-oriented” tool rather than a “methodology-
oriented” tool. Thus in the interests of brevity, we will not discuss methodology-oriented tools

(such as queueing networks, petri net, Markov chains, and simulation tools) below — a fair amount
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of literature exists on these topics, which can be found in the Proceedings of the International
Conference on Modeling Techniques and Tools for Computer Performance Evaluation as well as
at [?]. Similarly, we will not survey the literature on performance evaluation methodology and its
application; these can be found in proceedings of conferences such as SIGMETRICS, Performance,

and so on.

POEMS (Performance Oriented End-to-end Modeling System) [8] focuses on prediction of the
end-to-end performance of parallel/distributed implementations of large-scale adaptive applications.
As ViPEr-HiSS, POEMS provides a library of component models, from workloads to memory
hierarchies, but with a focus on parallel application performance prediction. In contrast ViPEr-

HiSS focuses on storage systems for multimedia application, with an emphasis on design evaluation.

The work of [32] which is implemented in the SPEED tool, has goals similar to those of ViPEr-
HiSS (most notably, evaluation of designs) but with a focus on a different application, specifically,
that of performance evaluation of software architectures. Software performance engineering has

also been investigated in the context of client/server systems [25].

The Pablo analysis tool [27] and Paradyn tools [?] have been used for extracting workload
characteristics of parallel scientific applications. Uysal et al [30], have characterized and modeled
I/0 workloads of data intensive applications intended for running on large-scale parallel machines
for the purpose of their performance prediction. Additionally, in [30, 31] the authors focus on
simulation of communication subsystems, mostly for large-scale parallel machines, for application-
level performance evaluation; this simulator is configurable over many architectures, using public
hardware specifications. In contrast, ViPEr-HiSS focuses on performance prediction of designs of

multimedia storage systems.

5 Conclusions

This paper presented the issues that arise in design and performance evaluation of storage hier-
archies, and specifically with application to multimedia systems. As a solution to the problem of
managing complexity of storage hierarchy designs, we are developing ViPEr-HiSS, a performance
tool for design, configuration, and evaluation of hierarchical multimedia storage systems. The
ViPEr-HiSS framework encompasses many facets of storage system designs, from application work-
loads through system policies, down to the storage devices themselves. The benefits arising from the

design and development of ViPEr-HiSS include: (a) methodologies for system design specification;
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(b) methodologies for system design performance evaluation and prediction; and (c) facilitation of

development and evaluation of novel resource management techniques for multimedia applications

in the context of hierarchical storage systems.
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