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Combinatorial optimization seeks optimal solutions from a finite set of objects. It is widely
applied to many real-world problems, such as logistics, network design, and experimental design.
Although the finite search space guarantees that an optimal solution can always be obtained by
exhaustive search, for many real-world problems, this is intractable. NP-hardness is one of the
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logistics setting. We formulate a new type of vehicle routing problem, in which vehicles are
tasked with data collection, and the objective function measures data quality using a nonlinear,
nonseparable experimental design criterion. We create novel exact methods for this problem, and
demonstrate their practical potential in a realistic case study using a state-of-the-art earthquake

simulator. The second problem considers a more stylized knapsack problem in which each



experiment has a known cost, and data collection is subject to a budget constraint. Novel deterministic,
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Chapter 1: Introduction

Combinatorial optimization seeks optimal solutions from a nite set of objects. It is widely
applied to many real-world problems, such as logistics, network design, and experimental design
[2]. Although the nite search space guarantees that an optimal solution can always be obtained
by exhaustive search, for many real-world problems, this is intractable. NP-hardness is one of
the key features shared by intractable combinatorial optimization problems.

Currentresearch in NP-hard combinatorial optimization problems typically centers on three
themes: (i) Exact algorithms that guarantee to obtain the optimal solution in nite steps. A widely
used approach is integer programming. Methods such as branch-and-bound [3], branch-and-cut
[4], and branch-price-and-cut [5], exemplify this approach. (ii) Approximation algorithms that
run in polynomial time and nd a solution that has a worst-case performance guarantee. Some
simple and widely used heuristics are proved to be valid approximation algorithms, such as local
search algorithm [6] and sampling algorithm [7], though there are some much more sophisticated
approximation algorithms that are typically extremely complicated and do not perform well in
practice, such as [8] and [9]. (iii)) (Meta)heuristic algorithms that yield high-quality solutions for
practical instances and random instances, such as genetic algorithm [10] and variable neighborhood
search [11].

In this dissertation, we study three NP-hard combinatorial optimization problems and propose



innovative exact, approximation, and heuristic algorithms, respectively. The rst two problems
focus on the context of data collection. In such problems, a decision-maker seeks to build a
dataset by choosing values for the independent variables. Once these are chosen, a measurement
or experiment will be performed, and a dependent variable will be observed for each selected
combination of independent variables. Measurements are time-consuming and expensive. Thus,
the decision-maker is not able to include every possible combination of the independent variables
in the data. Rather, we have to select a relatively small number of combinations from some large
pool, giving rise to a combinatorial optimization problem. The objective function in such a
problem is a measure of statistical data quality: for example, when linear regression is used to
model the effects of the independent variables on the dependent variable, the “D-optimal design
criterion” measures the volume of the resulting con dence regions for the regression coef cients.
Using this criterion as the objective function will produce the tightest possible con dence regions.
This criterion, and many others, are nonlinear and nonseparable, giving rise to very dif cult
integer programs.

In Chapter 2, we explore a data collection problem in a humanitarian logistics setting based
on the paper [1]. Immediately following a major earthquake, reconnaissance surveys seek to
assess structural damage throughout the region with the help of a limited number of on-ground
inspections. The goal is to collect informative and representative data that will guide subsequent
relief efforts. We formulate a new type of vehicle routing problem by an integer program, in
which vehicles are tasked with data collection, and the objective function measures data quality
using a nonlinear, nonseparable experimental design criterion. We solve it exactly by developing
novel linear cuts exploiting the structural properties of the objective function; in particular, we
found that the tightest possible Benders cut can be written in closed form, without having to solve

2



a second-stage optimization problem. Using state-of-the-art seismic data, we demonstrated the
practical value of this approach in a highly realistic setting.

In Chapter 3, we study a more stylized knapsack problem in which each experiment has
a known cost, and data collection is subject to a budget constraint based on the paper [12]. D-
optimal experimental design is a classical statistical problem in which one chooses a collection
of data vectors, from some available large pool, in order to maximize a measure of predictive
guality. In the classical formulation, the only constraint is on the cardinality of the collection,
i.e., the number of vectors chosen. We study a more general budget-constrained variant in which
vectors have heterogeneous costs. We develop four new algorithms (two deterministic, and two
randomized) with approximation guarantees. Our methods handle heterogeneous costs using a
novel exchange rule that interchanges packs of data vectors whose total costs are similar (up to
some controlled amount of rounding error). The algorithms outperform the only existing method
for this problem from both theoretical and empirical standpoints.

The third problem focuses on the context of network optimization, where a decision-
maker determines how to connect the nodes for an ef cient and effective network, for example,
minimizing the latency of telecommunication networks. In Chapter 4, we study the minimum
stretch spanning tree problem that aims to nd a spanning tree that minimizes the maximum
ratio of the distance in the spanning tree to that in the original graph between each possible pair
of vertices based on the paper [13]. Existing heuristic algorithms for this problem are either
computationally expensive or they often produce solutions with signi cant optimality gaps. In
this paper, we introduce a straightforward and promising carousel greedy algorithm to tackle this
challenging combinatorial optimization problem. By investigating the properties of the problem,

we further enhance the algorithm's performance. Our algorithm signi cantly outperforms the
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best-known algorithms in the literature for both unweighted and weighted graphs, demonstrating
superior solution quality with ef cient running time.
In Chapter 5, we summarize the contributions of the dissertation and provide potential

directions for future research.



Chapter 2: D-optimal orienteering

2.1 Introduction

In the immediate aftermath of a major earthquake, it is crucial to quickly and accurately
assess structural damage throughout the region. This phase of disaster response is known as
“rapid needs assessment” [14] and takes place within a very narrow time frame, often the rst 24
hours after the disaster. In the earthquake context, it is especially important to identify buildings
that have become unsafe in order to prioritize evacuation efforts [15]. Decision-makers do this by
drawing upon a variety of tools, including remote sensors [16] and satellite imagery [17], which
provide partial information about structural damage, but are subject to limitations (for example,
weather conditions may impede the use of satellites). The most detailed and reliable information
comes from on-ground inspections, which continue to be widely used in disaster situations around
the world [18].

Building inspection is a time-consuming task, and only a very limited number of inspections
can be feasibly performed during rapid assessment. Due to the very narrow time frame for
conducting inspections and the delays in communicating and processing results, inspection sites
are selected ahead of time. However, the results of inspections can then be combined with other
data sources to t one or more statistical models, which can then be used to estimate damage at

other locations that were not inspected. Studies including, but not limited to [19], [20] and [21],
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found that even a small amount of inspection data can signi cantly improve the accuracy of
damage predictions. However, the potential improvement heavily depends on the buildings
chosen for inspection, and on the information they jointly provide.

Thus, the sole focus of post-earthquake reconnaissance is to build a dataset from a small
number of visited locations. Each data point consists of covariates, or features, describing
attributes of the building (oor area, age, height) and earthquake (seismic intensity) at that
particular location. The dataset should be representative of the region as a whole, because it
is easier to accurately predict damage at locations that were not inspected if they are similar to
one or more inspected buildings. For this reason, the “value” of each individual building is not
independent of the others, but rather, the overall quality of the dataset can only be determined
jointly from all the buildings that are included. Ideally, data quality should be measured in a way
that makes minimal assumptions about the predictive model that will be trained using the dataset,
as practitioners may opt to use different models, possibly even concurrently. They may even
desire some exibility about how to model the response variable, as inspectors typically make
gualitative assessments [22] which analysts can quantify in different ways.

These issues are well-known to the literature on statistical design of experiments [23], in
which data points are not exogenous, but rather selected by a decision-maker. This choice is made
before any observations are collected, with some aggregate measure of data quality, typically
based on the information matrix, used as the objective function. [24] and [23] provide an overview
of such metrics; among them, one of the most enduring and popular is the D-optimality criterion.
D-optimal designs have many properties that are desirable for post-earthquake reconnaissance.
They are known to reduce maximum predictive uncertainty over all possible inputs [25], to

mitigate multicollinearity in the data, and to produce tight con dence regions for estimated
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regression coef cients. The criterion is calculated using the values of the covariates only, remaining
agnostic as to the response variable, statistical model and data-generating distribution. Though
D-optimality was originally developed for linear regression, it is also applicable to generalized
linear models [26] and even nonparametric models such as Gaussian process regression [27].
Thus, it is a powerful and general criterion with broad utility for a wide variety of applications.

Post-earthquake reconnaissance planning differs from traditional experimental design in
that we are not free to choose buildings arbitrarily. Inspections are conducted by a team of
engineers traveling in a vehicle, and therefore they are constrained by travel distance and time.
The situation is thus closer to the orienteering problem [28], a variant of the well-known traveling
salesman problem (TSP). In the classical TSP, the goal is to nd the fastest way to visit a given
set of locations. In contrast, the orienteering problem does not require visiting every location but
instead imposes time constraints, and the goal is to maximize the total reward collected at the
locations that are visited. In our setting, the “reward” is the information provided by a building,
but these rewards are not simply added up (as in orienteering), but rather combined into a highly
nonlinear statistical criterion.

This paper formulates and studies the “D-optimal orienteering problem,” which uses the
constraints of orienteering, but the objective function of D-optimal design. To our knowledge, this
is the rst example of a routing problem where the vehicle is tasked purely with data collection,
and the objective is a nonlinear, nonseparable statistical metric. The con uence of orienteering
and experimental design presents novel technical challenges that cannot be addressed using
existing state-of-the-art approaches from either literature. The standard (cardinality-constrained)
D-optimal design problem is often approached using convex relaxation and continuous optimization
[29, 30], and the relaxed solution generally suf ces because the fractional value of each decision
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variable can be seen as the probability of selecting a certain data vector. This works when
any data vector can be selected independently of the others, but not when the selection must
satisfy orienteering constraints. On the other hand, the vehicle routing literature has developed
many exact and heuristic techniques for different variants of orienteering [31], but nearly always
assumes a linear objective.

In this paper, we focus mainly on exact methods based on row and column generation. Our
row generation method uses two types of cuts: the rstis a linearization of the objective function,
and the second is based on Benders decomposition, but uses the structure of the dual subproblem
to derive a simpler form for the Benders cut that can be computed without having to explicitly
solve the dual. This novel derivation, which exploits the structure of the D-optimal objective,
brings about considerable computational savings, and performance signi cantly improves when
using both types of cuts simultaneously, rather than either type on its own. To further speed up
computation, we also use column generation to produce a single cut that is added once, at the
beginning of the row generation procedure; this addition is shown empirically to signi cantly
improve the performance of row generation.

We evaluate these methods in a realistic case study using actual building data from San
Francisco. Each building is described b§ covariates, which include attributes of the building
itself (construction year, number of stories, occupancy type) as well as seismographic data at
that location, obtained from a complex physics-based simulation of a magnitude-7.0 earthquake
taking place in the area. Our methods are able to nd good solutions, within one hour of
computation time, for instances wit0 buildings, given that the time constraint prevents the
inspection team from visiting more than 19. We then leverage this ability to heuristically solve
larger problems with up t@00 buildings, by rst using existing techniques for standard D-
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optimal design [30] to pre-sele&0 buildings, and then running our methods on this reduced

set. For the speci c context of post-earthquake reconnaissance planning, this approach appears
to be extremely promising, because the buildings are all situated in the same geographical region,
and the inspectors are subject to the same time constraints, regardless of how many buildings
are included in the data. We present empirical evidence that routing over a reduced set of
buildings with pre-screening produces far better results than attempting to route over the full set
of buildings; this improvement becomes more pronounced as the number of buildings increases.
We also visualize and interpret the solutions, observing how certain choices of buildings lead to
improvements in the statistical objectives.

In sum, our paper makes the following contributions. 1) We formulate a new class of
routing problems, motivated by post-earthquake reconnaissance planning, in which the vehicle
collects data to optimize a statistical objective subject to orienteering constraints. 2) We develop
exact methods based on row and column generation. In particular, we derive a Benders-type
cut that works with the D-optimal objective and can be computed without explicitly solving a
dual problem. 3) We present a heuristic approach that leverages some of the strengths of these
methods to solve larger instances. 4) We demonstrate empirically that each component of our
approach adds signi cant value in a realistic setting using data from a state-of-the-art earthquake
simulator. Overall, our work combines elements of statistics and vehicle routing in a novel way,

and is of practical interest for disaster management.



2.2 Literature review

Our work is related to three distinct streams of literature. The problem that we study falls
under the umbrella of humanitarian logistics. Our model draws upon both statistical design of
experiments and vehicle routing. Methodologically, our work is closest to the literature on exact
methods for discrete network optimization problems.

Humanitarian OR/OM Numerous surveys [32, 33] and special issues [34, 35] on these
topics have been published in recent years. A major focus of this eld is effective planning in
advance of a disaster, e.g., procurement of vehicles [36] and inventory [37, 38], optimal location
of relief stockpiles [39], and funding relief programs through donations [40, 41]. By contrast,
our paper focuses on post-disaster operations, and is thus closer to the work by, e.g., [42] on
debris clearance, and [43] on transportation of patients to medical facilities. Both of these papers
also use optimization methods on network problems, but the reconnaissance task that we focus
on precedes the types of efforts that they study, because rapid needs assessment informs all
subsequent relief activities. Perhaps the closest work to ours is [44], which models post-disaster
reconnaissance as a modi ed orienteering problem. However, this paper assumes that every
covariate is binary-valued, enabling the use of a linear objective that simply counts how many
times various attributes have been observed. This assumption does not hold in the post-earthquake
context, where the data include, e.g., building oor area and various continuous measures of
seismic intensity.

D-optimal designThe D-optimality criterion is challenging to optimize even in the cardinality-
constrained setting [45], giving rise to extensive work on approximation algorithms based on

techniques such as randomization [30, 46, 47] and local search [48, 49]. Several recent papers
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have studied local search under more general group cardinality constraints [50] and matroid
constraints [51, 52], but these results do not extend to orienteering constraints. [53] presents
an approximation algorithm for orienteering with a submodular objective, which technically
does include D-optimal design, but this procedure works by looping over the travel budget and
performing an expensive computation feachunit of time, which is not practical for vehicle
routing.

The growing capability of mixed-integer solvers has also motivated interest in exact methods
for (cardinality-constrained) D-optimal design, dating back to the branch-and-bound approach
of [54]. [55] proposed to use mixed-integer second-order cone programming for this purpose, but
the computational cost of this approach limits the problem size that can be realistically solved.
See also [56] and [57] for more recent work on branch-and-bound and branch-and-cut procedures.
None of this work considers or is able to handle routing constraints.

Vehicle routing The most advanced and successful exact algorithms to date rely on branch-
and-cut pricing [58], which combines row and column generation; see [59] for a summary of the
most recent advancements in this area. Algorithms of this kind have been applied to traditional
orienteering with linear rewards [60]. Performance can be improved by identifying additional
valid inequalities to speed up computation (see, e.g., EIDaMo16), but these results often exploit
the linearity of the objective and do not apply to our setting. The same is true of approximation
algorithms such as the one in [8]. Several other papers, such as [10] and [61], have considered
nonlinear objectives, but approached them purely heuristically.

We also combine row and column generation, but unlike [59], we perform column generation
only once, to generate a single cut that provides an input to the row generation procedure. This
is necessitated by the dif culty of the pricing problem solved by column generation. It is worth
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noting that, even in traditional vehicle routing, this problem is strongly NP-hard [62, 63], and
practical implementations often make use of heuristics [64] and relaxations [65] to solve it. Since
D-optimal orienteering is even more dif cult, it is not surprising that column generation becomes
too expensive to run repeatedly. It is worth noting that a very recent paper by [66] nds that
column generation can still produce very competitive results if run only once.

Lastly, in our paper, the reconnaissance plan is designed ahead of time, before any inspections
have been performed. Some studies, such as [42] and [67], have considered dynamic problems
in which the outcomes of past decisions can be used to adjust future ones. These dynamic
programming models use objectives that are separable across time periods. By contrast, in our
paper, the high-level goal is to collect the best possible dataset, and data quality is inherently
nonseparable: the value of a past inspection will change depending on which other sites may be
visited. This nonseparability greatly complicates the use of dynamic programming, which relies

on the ability to separate a single-period reward from a downstream value.

2.3 D-optimal orienteering: formulations and properties

Section 2.3.1 introduces notation and presents two equivalent formulations of the D-optimal
orienteering problem. Section 2.3.2 presents useful properties of these problems and their continuous

relaxations.

2.3.1 Problem formulations

Let 1;:::; N denote the indices of buildings that can be inspected (“vertices”), with index

0 representing the starting and ending location for the inspectors (the “depot”). For notational
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convenience, we ldtl = f0;:::;Ng be the set of indices. L&k be the set of arcs connecting
pairs of vertices. Without loss of generality, we assume that the graph is complete, so any pair
of vertices is connected by an arc. For anySetN , let * (S) be the set of arcs that start at
a vertex inS and lead to a vertex not i6. Similarly, let (S) be the set of arcs that start at a
vertex not inS and lead to a vertex i8. Let (S)= " (9)] (S). Foranya 2 A, letc, be
the travel time along the arc plus the inspection time at the destination.

We rst present a “vertex-based formulation” (VF) of the problem, with binary decision
variablesw,, andx, representing, respectively, whether the inspectors choose to visit viegtex
N, and whether ara 2 A is included in their route. We xvp = 1 since the route must include

the depot. The decision variables must satisfy the constraints

X
Xa 2w,; 8S Nnf Og; n2S; (2.1)
gg (S)
CaXa B; (2.2)
£t X
Xa = Xa;, N2N; (2.3)
a2 *(fng) az (fng)

which are standard for the orienteering problem. Constraints (2.1) represent subtour elimination
[8]. Constraint (2.2) imposes a total time limit on the route. Finally, (2.3) represents ow
conservation. Because the graph is complete, we may assume that each vertex will be visited
at most once.

Each vertexn = 1;:::; N is described by a vector, 2 RY of data, withd being the number
of features and, being the zero vector. The components,p{“covariates”) represent attributes
of the building (e.g., oor area) as well as the earthquake (various measures of seismic intensity);

see Section 2.6 for a more in-depth speci cation. The covariates of each vertex are known to the
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decision-maker, i.e., the vectars are pre-speci ed and xed. The D-optimal objective function
is given by

X

max log det Wnlnl, (2.4)

Wn ;Xa n2N

This criterion, standard in the design of experiments literature [68], can be viewed as an aggregate
measure of the quality of the information mat#:i)xn Wnrnr, obtained from the selected data
vectors. Maximizing (2.4) reduces collinearity between the attributes of the selected vertices,
and lowers worst-case prediction uncertainty [25]. Several equivalent variants of (2.4) exist, but
the log-determinant formulation is typically used in mathematical programming approaches [69],
as this function is concave in the decision variablgs Concavity, as well as monotonicity
(adding more data always improves the objective), provides structure that makes the D-optimality
criterion more tractable for optimization. Nonetheless, (2.4) is much more dif cult than the
standard orienteering objective of adding up scalar rewards at visited vertices, because it is not
only nonlinear, it is not separable m that is, the information value of visiting building
depends on the other buildings that were visited.

In our analysis, it will also be useful to consider an equivalent “subset-based formulation”
(SF), de ned as follows. Forever§ N ,letf (S) = log det P n2s Il Dbe its objective
value; we may také (S) = 1 ifthe matrixP 12s Inln is singular. For every possibi, let
Zs be a binary variable indicating wheth®ris the set of vertices we wish to visit. We can then
formulate

max zsf (S) (2.5)
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subject to

X X
Xa 2 Zr; 8S Nnf 0g;8n2S; (2.6)
a2 (S) TN 2T
X
CaXa B; (2.7)
24 X
Xa = Xa; N2N; (2.8)
a2 *(;(ng) a2 (fng)
Zs 1 (2.9)
SN

Constraint (2.6) is a reformulation of (2.1). Constraints (2.7)-(2.8) are unchanged from VF. The
nal constraint (2.9) ensures that we only select one set. We may leave (2.9) as an inequality as
long as the objective value of the optimal set is positive.

It is important to note that SF is a binary linear programf &S) is a xed constant for
anyS. Of course, this problem has too many decision variables to be tractable. However, it will

allow us to apply LP theory to a relaxation of the problem.

2.3.2 Properties of continuous relaxations

Both VF and SF can be relaxed. The “complete relaxation” of VF (VF-CR) has the same
objective and constraints as VF, but replavgsx, 2 f 0; 1g by x, Oand0  wy, 1.
Similarly, the “complete relaxation” of SF (SF-CR) replazesx, 2 f 0;1g by zs; x5, 0. We
also consider a “partial relaxation” of SF (SF-PR), in whighremains binary, buts is relaxed,
i.e.,zs O.

We present some useful properties of these relaxations; the proofs are deferred to the

Appendix due to space considerations. First, we show that SF-PR is actually not a relaxation
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at all, that is, it has the same optimal solution as SF (and therefore VF as well).
Proposition2.3.1 SF-PR and SF have the same optimal solution.

Next, we study the complete relaxations. We show that SF-CR is tighter than VF-CR,
which is one reason to study the subset-based formulation. We also prove that SF-CR is sparse
in the sense that, while there are exponentially many decision variables, only polynomially many

of them will be nonzero at optimality.
Proposition2.3.2 SF-CR is tighter than VF-CR.

Proposition2.3.3 There exists an optimal solution of SF-CR that has at @QNZ +5N)+2

nonzero variables.

Proposition 2.3.3 suggests that SF-CR may be more ef ciently solvable than it seems:
although this formulation has a very large number of variables and constraints, a large portion of
the constraints is redundant, suggesting that trying to solve SF-CR, as we do in Section 2.5, may

be practical.

2.4 Methodology: row generation

Like the classical orienteering problem, VF has exponentially many subtour elimination
constraints. This issue is handled using row generation: we rst solve VF with only a small
portion of the constraints (2.1), replacing@ll Nnf OgbyS 2 T for some restricted collection
T . Suppose that we had the ability to solve this reduced formulation with binary variables; then,
when we obtainw,; X5, we could examine this solution for a subtour, represented by for
which (2.1) is violated. We would then add tf840 T and repeat.

In actuality, however, we will not be able to obtain an integer solution, because the nonlinearity
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of (2.4) renders even the reduced formulation intractable for commercial solvers. For this reason,
we will further modify the problem, adding a new decision variabknd replacing (2.4) by the
objectivemax,.x,.w, V. We will also add constraints (“cuts”) of the formm  Us (w), where

Us (w) is a linear function ofv indexed by a particuld® N . These functions are constructed

in such a way that, at optimality,will equal the optimal value of VF once dlls (and all subtour
elimination constraints) have been included. However, just as with the subtour elimination
constraints, it is prohibitive to include every possiBlen the model from the beginning. Instead,

we only include these constraints 812 S, whereS is another restricted collection, and update
this collection iteratively.

Two types of linear functions are considered. To distinguish between them, we use the
notationU{’ (w) fori 2 f 1;2g. Section 2.4.1 gives explicit statements of both types. Rigorous
derivations of both types are given in Sections 2.4.2-2.4.3. Section 2.4.4 gives some discussion
and illustrates the bene t of each type of cut numerically.

Before we discuss the cuts in more detail, we give a high-level statement of the row-
generation framework in Algorithm 1. Essentially, we repeatedly solve a binary linear program,
sequentially adding linear constraints to approximate VF more closely. Two observations are in
order. First, all elements @& will represent subtours that contain the depot; that is, we will not
add a cut for every possible subsethdf We may restrict ourselves to subtours containing the
depot because, in Step 2, we will eventually exclude all solutions with multiple subtours anyway.
Second, in Step 3, the cut ens added using what is known as “lazy constraint callback.” This
means that such constraints are not initially part of the active model; however, as solutions are
generated, we check to see if the lazy constraints are violated and, if so, we add them explicitly.
This allows us to eliminate dominated inequalities, and signi cantly reduces computation time in
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Algorithm 1 High-level framework for row generation procedure.

Step O: Initialize collectionS; T = ;.
Step 1: Solvenax,., x, vV subject to (2.2), (2.3wn; X, 2 f 0; 1g and

% Ug)(w); S2S;i2f1,2g;

Xa 2W,; S2T:n2S:
a2 (S)

X

Denote by ;w,; x, the optimal solution. If the solution is identical to the one obtained in

the previous iteration, terminate the procedure.

Step 2: LetSy N be the set of vertices visited in the subtour containing the depot (v@rtex
If another subtou; 6 Sy can be found, ad8, to T and return to Step 1.

P
Step3: LetS = fn:w, =1g. Ifv > logdet ,sr,r, , addS to the collectionS and
return to Step 1.

practice. Lazy constraints can be integrated into commercial solvers such as Gurobi to facilitate

solution of the binary program.

2.4.1 Statement of the two types of cuts

We present two types of inequalities that are validdayS N andw, 2 f 0;1g, and
then discuss the speci ¢ instantiation of these inequalities in Algorithm 1. Both types can be
written asv US) (w), as in Algorithm 1. We assume throughout this section ?hg;s rnfy IS
invertible; in practical implementation, we ensured invertibility by adding some extra constraints,
such asP . W, d,into Step 1 of Algorithm 1. As long as the budget allows us to visit more
thand buildings, these modi cations only affect the early iterations of the procedure and are not
crucial to the main concepts.

For the moment, we focus only on stating both types of cuts and comparing them to get a
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sense of how they complement each other. Rigorous derivations will be given later, in Sections

2.4.2-2.4.3. The rsttype, to be derived in Section 2.4.2, is written as

X X
uP w)=f )+ fnl2 oW d (2.10)

n2N m2S
which is clearly linear irw,, and can be computed for any givBnThe second type of inequality,

to be derived in Section 2.4.3, has the form

0 I 1
X

X
U@ w)=f (S)+ log@1+r> Fml FnA Wy (2.11)
n2s m2S

To compare the two types of cuts directly, we can rewrite (2.10) as

Ly 0 . 1
W X X X X
U’ W)= (S)+ r; rmfs  FaWa+ @ > rmf oW, dA:
n2s m2S n2s m2S
(2.12)
Using the identity |
X X St
ry Fmlm rn = d;
n2s m2S

which holds for anys (again, assuming invertibility), we can see that

Therefore, since both cuts seek to bound the optimal value from above, (2.12) provides a tighter
bound forn 2 S. However, sincdog(1+t) tforallt O, (2.11) provides a tighter bound

forn 2 S. Thus, the two types of cuts complement each other. Furthermore, by the properties of
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the log-determinant, the quantity

0 I 1

X
log@1 + r> rmfn, A =1 (S[f ng f(S) (2.13)

m2S

is the marginal improvement in the objective attained by adding S to the vertices irS.
Because the difference betweleg (1 + t) andt is greater whern is larger, this suggests that
(2.11) will have more impact than (2.12) wheifS) is small and the marginal bene ts of adding
to it are greater. However, 8 has many elements and the objective vdl&) is high, (2.12)
will tend to provide a better bound than (2.11).

In Algorithm 1, we instantiate new inequalities of both types by rst calculating (in Step 1)
a solutionw,; X, based on previously existing inequalities. This solution may contain multiple
subtours; if this occurs, we eliminate them in Step 2 and repeat Step 1 until we obtain a single
tour containing the depot. The set of vertices in that tour becomeS thg2.10) and (2.11).
Thus, we expect (2.11) to provide more improvement in the early iterations (when the tour is

short and of poor quality), and (2.10) to become more valuable later on.

2.4.2 Derivation of the rst type of cut

This section focuses on the derivation of (2.10), and can be skipped by readers who are
less interested in technical details. A quick summary is that (2.10) approximates the concave
log-determinant function by tangent planes at all of the disBete

It is trivially true that, for any xedw,,

X | ( X )

log det Whrhf =max Vv:v logdet Wplnl
n2N n2N
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We wish to show that the constraint

X
v logdet WPl (2.14)
n2N
is equivalent to |
X X St
v f(S)+ ry Fmf o, rnw, d 8S: (2.15)
n2N m2S

Supposing that (2.15) holds for &l we may takeS = fn : w, = 1g, whence (2.15) reduces to
(2.14). For the other direction, suppose that (2.14) holds. By concavity of the log-determinant,

we know that

logdet (A) logdet(B) + tr((r g logdet(B)) (A B))

= logdet(B)+tr B (A B)

for any symmetridd; B . For anyS, we thus obtain

0 - 1
X X
v f(S)+ tr@ Fmfo Walnf2A  d
m2S n2N
0 - 1
X X
= f(S)+ witr @ Fmfo rare A d
n2N m2S
by
X X
= f(S)+ Wy, Fmf o ro d;
n2N m2S

yielding (2.10).
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2.4.3 Derivation of the second type of cut

This section focuses on the derivation of (2.11), and can be skipped by readers who are less
interested in technical details. The main idea is that (2.11) is the tightest possible cut that can be
obtained by applying Benders decomposition to the binary linear program SF-PR (which, as we
know from Proposition 2.3.1, is equivalent to VF).

Benders decomposition is a standard approach, dating back to [70], for solving two-stage
linear programs. We do not propose to actually implement this method, or to solve SF-PR at all,
in practice; our main computational framework is given by Algorithm 1, which is based on VF.
Rather, we aim to use Benders decomposition as an analytical tool in order to derive (2.11) and
identify the principle behind it.

Problem SF-PR naturally lends itself to a two-stage decomposition xwibkeing the rst-
stage ands the second-stage variables. We may write the rst stageas,, 2 0.1g Q (X) subject

to (2.7)-(2.8). For xedx,, the objective valu€ (x) is obtained from the second stage

X
Q (x) = max zsf (S) (2.16)
% 05y 025

subject to (2.6) and (2.9). Since we are using the partial relaxation, the second stage is a pure
linear program. Therefore, by strong duality, we may write

0 1
X X
Q(x) = min @ YsnA Xa + (2.17)
SN 22 n2sia2 (S):SNnf 0g
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Algorithm 2 High-level framework for Benders decomposition procedure.

Step 0: Initialize the collectio® = ;.

Step 1: Solvenax.,, subjectto (2.7)-(2.8%, 2 f 0;1gand

0 1
X X
@ ysnA xa+ ; (y; )2D:

az2A n;S:n2S;a2 (S);SNnf 0Og

Denote by ;x, the optimal solution. If the solution is identical to the one obtained in the
previous iteration, terminate the procedure.

Step 2: Comput®) (x ) by solving (2.17) subject tgs.,, 0 and (2.18). Lef(y ; ) be the
optimal solution. Addy ; ) toD and return to Step 1.

subjecttoys,, Oand

X
2 Yrin t f(S); 85:02S: (2.18)

n2T\ S;T Nnf Og

The main insight of Benders decomposition is that, for anghe inequality

0 1
X X
Q (X) @ yg;nA Xa + °

a2A n2S;a2 (S);SNnf 0Og

is valid even ify2 ; °were obtained by solving the dual under a differehtTherefore, we may
use inequalities of this form in a row-generation procedure, stated for completeness in Algorithm
2. The structure of this algorithm is similar to that of Algorithm 1, but the problem being solved is
SF-PR rather than VF, and the cuts are derived differently. As in Algorithm 1, we are repeatedly
solving a binary linear program, but the number of decision variables is no longer combinatorially

large (as itis in the original SF-PR problem); however, the number of constraints grows over time.
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We will now derive simpler forms for both the primal and dual second-stage problems.
First, repeating some arguments in the proof of Proposition 2.3.1, the optjrobtained in Step
1 of Algorithm 2 represents multiple disjoint cycles (subtours), with exactly one of them visiting
vertex0. LetSp; ::;; S denote the set of vertices visited by each subtour, withO andSy being
the subtour that visits the depot; also3ebe the set of verticasot visited by any of the subtours.
We may now characterize the optimal solution of (2.16). The proof of the following result is

deferred to the Appendix.

Proposition2.4.1 Letx, be the solution obtained in Step 1 of Algorithm 2. kzgtbe the optimal

solution of (2.16) subject to (2.6) and (2.9). Theg, =1 andzs =0 forall S 6 S,.

Proposition 2.4.1 allows us to reduce the primal second-stage problem: we may replace

(2.6) by

X X
Xa 2 Zr; 8n2S; (2.19)

a2>g‘ng) T):EZT
Xa 2 zZr; j=1;:55n2§: (2.20)
a2 (Sj) T:n2T

If the rst-stage solution has no subtours, we omit (2.20) entirely. We then obtain a reduction

of the dual: where before we had dual variableg for many differentS, it is now suf cient to

modelysngn forn 2 S andys;;, forn 2 §; andj = 1;:::;". The dual second-stage objective
becomes 0 1
_ X X X X
mln . @ ang;n + ij ;nA Xa +
Yinan YSim aon n2sa2 (fng) =1 n2s;;a2 (S))

which is further simpli ed to

min ; (2.21)

M ng;n ;ij ns

24



because, =0 foralla2 (S;)anda2 (fng)forn 2 S. This holds because, by de nition,
verticesn 2 S are not visited at all, while the cycle} are disjoint. We may thus solve (2.21)
subject toyrngn; Ys;;n - Oand

X X X

2 Yingn T 2 Ysjin t f(S); 85:02S: (2.22)
n2s\ S j=1 n2S\'S;

Again, if the rst-stage solution has only one subtour, we may remove the double sum in (2.22).
From Proposition 2.4.1, we know that the optimal value of (2.21) is f (Sp). Consequently,
the optimal dual variables must satisfy
X X X

2" Yingn +2 ysin f(S) f(So); 85:02S: (2.23)
n2s\ s j=1 n2S\ S

Since the dual variables do not appear in the dual objective (2.21), any chgidbaifsatis es
(2.23) will be equally good.
LetustakeS = So[f ngforn 2 S. Then, (2.23) yields

Yingn F ol ng) f (S0, (2.24)

sinceS\ §; = ;. Next, picksomé& j ° (if suchj exists) and tak& = Sy[f ngforn 2 §;.

Then, (2.23) yields

fF(S[f ng) T (So),
> ;

Ys;in (2.25)
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The new cut added by Algorithm 2, as a result of this iteration, will have the form
0 1
X X X X
@ yfng;n + ij ;nA Xat f (SO) ; (2-26)

a2zA  n2S;a2 (fng) i=1 n2sj;a2 ()

wherey denotes the optimal dual variables. Singe 0, the tightest possible cut will be
obtained by setting all dual variables equal to their lower bounds in (2.24)-(2.25). We need only
show that this setting is feasible for (2.22). To see this, we takéSamgh 0 2 S, and write

X X X X

2 Yingn * 2 Ysin = f(So[f ng) f (So)

n2s\' s j=1 n2S\'S; n2Ss\ S§

f(S[S) f(S)

F(S) f(S);

where the two inequalities are due, respectively, to the submodularity and monotonicity of
Plugging these values 9f into (2.26) leads to the closed form

X f(Solf ng f(So) X

2
n2Sp a2 (fng)

f (So) +

Xas:

In a complete graph, we have, = 3 Xa, Which yields

a2 fng

X
f(S)+  (F(Solf ng) T (So))wn:

n2Sy

Recalling (2.13), we see that this is exactly (2.11).
In this way, we are essentially able to integrate Benders decomposition directly into Algorithm

1 without ever explicitly implementing or solving SF-PR. We are able to do this because the
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tightest possible Benders cut can be written in an explicit form that depends only on the variables
available in VF. This form implicitly encodes the solution of the dual second-stage problem of

SF-PR.

2.4.4 Discussion

We brie y illustrate the improvements yielded by both types of cuts on a numerical instance
with N = 50 andd = 14. These settings originate from the case study described in Section 2.6;
we defer the details of the instantiation to that section, as they are not relevant at present. We
run Algorithm 1 on this instance with two different values®f a “small” one that allowd9
buildings to be visited, and a “large” one that allos

Table 2.1 reports results obtained by running Algorithm 1,Yftwour, with either type of
cut by itself, as well as with both cuts. The best lower bound (LB) is the objective value of the
best feasible tour that was found in the time limit. The best upper bound (UB) is the tightest
bound on the objective valueobtained from all of the cuts that have been added. We also report
the time at which we rst found the best LB (from that time until the end of the hour, no further
improvement was obtained). The UB is improved in every iteration, so we only report the nal

UB at the end of the hour.
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Best LB | Best UB| Time to best LB (s)
(2.10)only| 371 | 3.88 1244
LargeB o 11)only| 3.49 | 542 2977
Both types| 3.71 3.87 860
(2.10)only| -1.327 | 1.15 780
SmallB o 1 1yonly| -2.32 | 4.929 1610
Both types| -0.908 | 1.094 1105

Table 2.1: Illustration of the effects of both types of cuts.

We rst observe that larg8 makes the problem much easier to solve (note also that the
LB values are higher because more buildings are being visited). The gap between the best LB
and UB is much smaller in this case. In fact, if we run Algorithm 1 lond&6{ 7seconds with
both types of cuts), we will close the gap entirely by obtaining a UB:81. This means that we
actually found the optimal solution much earli@60seconds), it just takes a long time to verify
that it is optimal.

We clearly bene t from using both types of cuts together: for laByethe combination
allows us to nd the optimal solutioB0%faster than the closest alternative, and for srBalit
leads to a signi cantly better LB (and an improved UB as well) than either type of cut on its own.
However, even with this improvement, the algorithm tends to stall on the more dif cult problem
(a well-known drawback of row-generation methods; see [71] for a discussion) because we have
a very hard time improving the upper bound.

These issues motivate the additional developments in the next section. We will use column
generation to obtain a much tighter upper bound that can be used to initialize Algorithm 1. The
resulting cut will also help the algorithm to nd better solutions for the more dif cult sniall-
setting.
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2.5 Methodology: column generation

The main objective of this section is to derive a third type of cut of the formU® (x),
whereU® is a linear function ok. Unlike the rst two types of cuts stated in Section 2.4.1, this
one is not indexed b and will only be computed once, ahead of time, so that Algorithm 1 can
be initialized with it. Although this is only a single computation, in practice we nd tH&
signi cantly enhances the performance of the other two types of cuts by providing a good initial
upper bound.

We give a brief statement of the cut here. Section 2.5.1 contains a full derivation. Readers
who are mainly interested in empirical performance may skip ahead to Section 2.5.2 for a discussion
of the improvements afforded by the cut.

The third type of cutis based on SF-CR, the linear program created by relaxing all variables

in the subset-based formulation. The dual of this LP is given by

min B+ 5 (227)
1, 2; n;ys;n
subject to
X
2 Yrnt 2 f(S); 85:02S; (2.28)
X n2T\ S;T Nnf Og
Ysin 1Gt+ | m 0, 8a=(l;m); (2.29)
a2 (S);n2S;SNnf Og
1) 2;yS;n 0:
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Letting ;; 5 .’ Ys, e the optimal dual solution, we let

0 1
X X
U= @ Yo Xat 5 (2.30)

azA a2 (S);n2S;SNnf Og

The inequality U® (x) is essentially a Benders cut, with the same form as the cuts in
Algorithm 2. The only difference is that the dual variables are now taken from the complete
relaxation.

In practice, the dual is dif cult to solve, because it has exponentially many variables
and constraints. We handle this issue using column generation, as described in Section 2.5.1.
Conceptually, however, Proposition 2.3.2 suggests that SF-CR is a better approximation of the
original problem than VF-CR, while Proposition 2.3.3 suggests that most of the dual variables
are “unimportant.” Both results motivate the study of SF-CR.

While we compute this type of cut only once, some researchers [59] have incorporated
column generation into each iteration of row generation. In our case, the computational cost
renders such an approach prohibitive, as explained in Section 2.5.1 below. It is worth noting that

a recent paper by [66] nds evidence that the single-cut approach can still be quite competitive.

2.5.1 Derivation of the third type of cut

Algorithm 3 gives a high-level overview of the column generation procedure used to solve
SF-CR. We will walk through each step in detalil.

The core of the procedure is a “reduced” version of SF-CR where (2.5) is replaced by

X
max zst (S) (2.31)

ZsXa
S2S:02S
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Algorithm 3 High-level framework for column generation procedure.

Step O: Initialize collection$ = N, T = ;.

Step 1: Solve the reduced SF-CR problem using (2.31) and (2.32). Denn{exhythe optimal
solution, withys.,, and , being the relevant optimal dual variables. If the solution is
identical to the one obtained in the previous iteration, terminate the procedure.

Step 2: For allS 2T for which (2.32) is violated, add sucdto T by solving minimum-cut
problems.

Step 3. Solve the dual subproblem (2.36) andlebe the optimal solution. If the optimal value
of (2.36) is strictly positive, ad® to S. Return to Step 1.

and (2.6) is replaced by

X X
Xa 2 Zs0, 852T:8n2S; (2.32)

a2 (S) S®2S:n2S0

whereS; T are collections of sets. Thus, the numberzgfvariables and subtour elimination
constraints can be much smaller than in SF-CR. Note that this problem is a pure LP; thus,
when we solve it in Step 1 of Algorithm 3, the optimal values of the dual variaplgsand
» corresponding to (2.32) and (2.9) can be obtained at virtually no additional cost.
Once we have solved the reduced SF-CR problem, the rst concern is the violation of

(2.32). In Step 2 of Algorithm 3, we wishto n& 2T and somen 2 S for which

X X
X, < 2 Zso; (2.33)
a2 (S) S®2S:n2S0

and add all sucB to T . In our experience, adding multipkein Step 2 is the most computationally

ef cient approach, since Step 3 tends to be much more time-consuming than Step 2. Adding
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more subtour elimination constraints in Step 2 tends to reduce the overall number of iterations,
and thus, the number of times we must perform Step 3.

A violation of the form (2.33) occurs if there exigtdor which

X X
min X, 2 Zeo < O: 2.34
SNnf 0g:n2s a s? ( )
a2 (S) S®2S:n280

]
Note that, in (2.34), the quantity go,s.,,50Zs0 does not depend o8 and thus can be taken

outside the minimum. It is suf cient to solve the problem

. X
min X
SNnf 0g:n2S
a2 (S)

(2.35)

a

for each xedn. In this problemn 2 S while 0 2 S, meaning that (2.35) is simply a minimum-
cut problem on the reduced network consisting of the agcsMore accurately, if the graph is
directed, (2.35) will be the minimum of two such problems, one Witks the source and as
the sink, and the other vice versa. We can ef ciently solve such problems forreagalding
the S that produces the most severe violation (this is the set not contathinghe lowest-
valued minimum-cut problem). This gives us a computational scheme for performing Step 2 of
Algorithm 3.

We will now discuss Step 3. Suppose that we had a basic feasible solution of SF-CR. Then,

a nonbasizs (for someS containing0) would be eligible to enter the basis if

X
f (S) 2 YT:n 2 > 0,

n2T\ S;T Nnf Og

whereyr.,; » represent the appropriate dual-feasible solution. Therefore, we can formulate the
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dual subproblem
X

maxf (S) 2 Y (2.36)
using the dual variables obtained in Step 1 and the improved collettioptained in Step 2. If
the optimal value of (2.36) is strictly positive, we will add the Setthat achieves the maximum
to S. Note that , is not needed to compug, but is needed to correctly evaluate it.

Problem (2.36) is somewhat easier than the original D-optimal orienteering problem, as it
is unconstrained. Still, it is a dif cult nonlinear combinatorial optimization problem. It can be
solved by linearizing the log-determinant using the same technique as in Section 2.4.2, but this
will be computationally expensive. This high computational cost is the main reason why we run
the column generation procedure only once, to compute an initial input to Algorithm 1, rather than
in each iteration of the algorithm, as would happen in the branch-price-and-cut procedure [59].
In our experience, we were often able to obtain excellent solutions using a simple local search
heuristic. Given a seb, we consider all possible additions (of2 S), deletions (on 2 S),
or swaps (oin 2 S with m 2 S), and perform whichever one of these actions offers the most
improvement in the objective value of (2.36). This process is repeated until none of these actions
can improve the objective value. When this happens, local search terminates and returns the
current setS. Our use of heuristics to solve this problem is similar to what is often done in
traditional vehicle routing [64], where the dual pricing problem (even under linear costs) is also
NP-hard.

Finally, we explain how (2.30) is derived from the optimal dual solution after Algorithm 3

terminates. In effect, this is a consequence of the analysis of Section 2.4.3. As we saw before, if

we solve SF-PR with some given, xeq, satisfying (2.7)-(2.8), the dual of that problem is given
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by (2.17) subject tgs,, O0and (2.18). Ley®% °denote the optimal dual solution for the given
Xa. At the same time, the dual variablgs,,; , obtained from SF-CR also satisfy (2.18), which
is identical to (2.28). Therefore, we have

0 1 0 1

X X X X
@ yg;nA Xa + 0 @ yS;nA Xa + 29 (2-37)

a2A n2S;a2 (S);SNnf 0Og a2A n2S;a2 (S);SNnf 0Og

making (2.30) a valid inequality.

2.5.2 Discussion

We return to the numerical instance discussed in Section 2.4.4 and illustrate the improvements
offered by the third type of cut. Two values Bfwere considered in Section 2.4.4, but here we
focus only on the small one, i.e., on the more dif cult version of the problem, as the easier version
with largeB was already found to be solvable by row generation. It is important to note that the
third type of cut is added on top of the rst two — it is a single computation, performed once at
the beginning of Algorithm 1, that enhances the subsequent performance of row generation.

Before proceeding to the numbers, it is necessary to remark on a modi cation that affects
the tightness of the continuous relaxation. It is possible to solve SF-CR with the modi ed
objectivep sops Zsf  (S) wheref (S) = f (S)+  for some arbitrary constant > O.
Clearly this translation has no effect on the optimal solution of the discrete problem. However, in
the relaxation SF-CR, larger will encourage us to choose more nonzegevhose originaf (S)
values were negative. If we solve SF-CR with the translated objective function, then retranslate
the optimal value afterward, the resulting bounds on the optimal value of SF will be tighter than

what would be possible with=0 .
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Larger will always improve the tightness of the relaxation, but, in our experience, it also
increases the computational cost of column generation. In the following, we write 3G (efer
to the column generation method applied to(followed by a reverse translation to ensure a valid
inequality for the original problem). We also differentiate between solving the dual subproblem
(2.36) optimally vs. running a local search heuristic, and we report the nal value of (2.36),

which should be zero for exact solutions but may be positive under the heuristic.

Final UB | Time (s) | Reduced cost

=0 ,exact| 3.863 29.44 < 0:0001
=0 , heuristic| 3.857 22.07 0.0003

=5 ,exact| 1.743 218.97 < 0:0001

=5 | heuristic| 1.741 29.51 0.0056
=8 ,exact|] 0.801 1305.99 < 0:0001

=8 , heuristic| 0.775 23.75 0.0073
=10 ,exact| 0.316 | 98815.90] < 0:0001

=10 , heuristic| 0.312 28.90 0.0031

= 1000 , heuristic| -0.447 70.70 0.0200

Table 2.2: lllustration of the effects of and local search.

Table 2.2 reports the nal upper bounds obtained by running different variants of Algorithm
3. Note that, for this instance, the best upper bound obtained with any variant of row generation
(in Section 2.4.4) wag:094 Thus, while = 0 and =5 produce weak relaxations that
do not improve on what we can achieve without column generation, larger valuedigiiten
the bounds signi cantly. In general, the bounds cannot be guaranteed to be valid when (2.36) is
solved heuristically, but in this particular instance, we see that they are fairly close to the exact
values when the latter are available (unfortunately, the cas®®00 could not be solved exactly
within a reasonable amount of time).

More importantly, including the additional cut from CGJin the initialization of Algorithm
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1 signi cantly improves its subsequent performance. Table 2.3 presents analogous results to
Table 2.1 (again, the smdll- case only) for situations where both types of cuts from Section
2.4 are augmented with CG| for three different values of . Recall from Table 2.1 that the

best lower bound obtained from pure row generation w8908 The gains in the LB are

guite substantial. Again, while the cut obtained from C@®JQ cannot be guaranteed to be
valid because the dual subproblem was solved heuristically, empirically it helps us nd the same
solution as CGL0) in a fraction of the time. Note also that any LB obtained by the procedure is

valid (because it corresponds to a feasible solution) even if a heuristic was used for the UB.

Best LB | Best UB | Time to best LB (S)
CG(8), exact| -0.853 | 0.801 646
CG(10), exact| -0.554 | 0.316 2529
CG(1000Q, heuristic| -0.554 | -0.447 455

Table 2.3: Illustration of the effects of CG] on the performance of Algorithm 1.

The weaknesses of the approach are that it is still very dif cult for row generation to
improve upon the initial UB, and that the bounds are least reliable in the situations where they
would be most valuable, i.e., for larger. Nonetheless, from a practical standpoint, column
generation has allowed us to nd much better solutions within an hour (combining the time spent

for row and column generation) than was possible purely with row generation.

2.6 Case study: the San Francisco Bay area

We demonstrate the practical potential of our methods using realistic geographical and
seismic data from the city of San Francisco. Section 2.6.1 describes the data and setup of our
test problems. Section 2.6.2 presents results@buildings, and Section 2.6.3 covers larger
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instances witlL00and200buildings.

2.6.1 Data and experimental setup

The San Francisco Bay Area is densely populated and located near the San Andreas and
Hayward faults, both of which have generated major earthquakes in the past. We use data from
this seismically vulnerable region to demonstrate the performance of our proposed framework.
We consider three instances wif, 100 and200buildings, all of them located in the city of San

Francisco.

(a) 50 buildings. (b) 200buildings.

Figure 2.1: Locations of centroids, for smallest and largest instances.

A portion of the data consists of earthquake attributes at each building location (latitude/longitude).
These attributes were obtained by running a deterministic physics-based simulator developed by
Lawrence Livermore National Laboratory [72] for a hypothetical magnitude-7.0 earthquake along
the Hayward fault with epicenter in Oakland, CA. The simulator returns detailed seismograms

across the region, which can be converted into four standard intensity measures — namely, the
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fundamental period [73], Arias intensity [74], Fajfar intensity [75], and spectral intensity [76] —

at individual building locations. We also obtain two measures of the variation in ground motion
signals at each location, namely the interquartile range and kurtosis. In addition to these spatial
earthquake attributes, we also have building-speci ¢ attributes such as construction year, number
of stories, oor area, and occupancy type. The last of these is a categorical variable with six
building types: residential, of ce, retail, industrial, hotel, and school. Using dummy variables for
ve of these categories (treating residential as the baseline), we arridve dt4 dimensions for

the data vectors,.

The speci ¢ sets of buildings used in this case study were chosen using the clustering
approach of [77]. In brief, the simulator was used to generate data for a very large number
of buildings, and an unsupervised machine learning method was then applied to those data to
generate the desired number (in this ca&#®,100 or 200 of clusters. A single building from
each cluster (the “centroid”) was selected. Parts of the city with a large number of very diverse
buildings will have more centroids situated more closely together, while more homogeneous areas
can be represented by a small number of centroids. Any number of centroids can be generated in
this way for a given geographical area. For illustration, Figure 2.1 shows the centroid locations
on a map of San Francisco for the smallest and largest instances. Table 2.4 gives the category

counts for all three instances.

Instance|| Residential| Of ce | Retail | Industrial | Hotel | School
50 buildings 30 8 5 3 2 2
100buildings 63 13 11 7 3 3
200buildings 120 26 26 13 7 8

Table 2.4: Summary of building categories in each instance.
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In each problem instance, we chose one location in the northwest of the city as the depot.
We suppose that there is a single inspection team, consisting of four people driving in a single
vehicle traveling a25 mph. Travel distance between two buildings is computed using the
haversine formula (applied to their latitudes/longitudes) multiplied by a circuity fact@r3pf
this technique is often used in the applied transportation literature (see, e.g., [78]) to approximate
network-based distances. We assume that a single building inspection re3fumasutes and
that the total time budgd® is 10 hours (thus, inspections will take up the vast majority of the
total time cost). This corresponds to the “small-setting of Section 2.4.4. Note that the number
of centroids is independent of the travel budget: including more centroids will give the inspectors
more buildings to choose from, but it will not have much impact on how many they will actually

be able to visit.

2.6.2 The case d@0buildings

Our goal in this section is to visualize and examine the routes obtained using different
variants of our framework. We are interested in the performance of pure row generation (without
the aid of column generation), using (2.10) only, (2.11) only, or both types. We then evaluate
the added bene t brought about by including CG (with2 f 8; 10, 100@) into the procedure.

All routes were obtained withith hour of computation time; since CG is very expensive to solve
exactly with = 1000 , we solved it approximately using local search as described in Section
2.5.

In addition to these variants of our approach, we also implemented two benchmark heuristics:

» Genetic algorithm (GA)[10] proposed a genetic algorithm for an orienteering problem
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with a nonlinear objective. Although that objective is different from ours, the algorithm
can be adjusted to handle our problem. The main idea of it, which we follow, is that the
tness score (an estimate of the survival probability of an individual) should be proportional
to the nonlinear objective function. We also have to generate a suf ciently large initial
population to ensure thaltDt L Warnry is invertible. The algorithm has several parameters
(e.g., the crossover and mutation probabilities), which we tuned using our data. We ran the

algorithm for two hours (as opposed to one hour for our own methods).

Two-step heuristic (2-stephn the rst step, we solve the cardinality-constrained D-optimal
design problem

X

max log det Wnlar? 2.38
W 2f 0;1g:anwn=K g n2N nnen ( )

for some large enough . This problem is much simpler than D-optimal orienteering, and
several ef cient (though suboptimal) algorithms are available, e.g., in [30] or [48]. In the
second step, we solve a traveling salesman problem on thelsdbwifdings obtained from

the rststep. If the resulting route obeys our budget constraint, we terminate; otherwise, we
reduceK by 1and repeat. In this way we can assess the value of combining the D-optimal

objective with orienteering constraints, as opposed to handling them separately.
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Method || Budget spent|| Residential| Ofce | Retail | Industrial | Hotel | School || BestLB || Best UB

GA 95.40% 5 6 2 1 2 2 -2.54 —
2-Step 97.05% 4 6 2 2 2 2 -1.13 —
RG, (2.10)only ||  99.51% 4 6 3 2 2 2 -1.33 1.15
RG, (2.11)only|  99.70% 5 7 2 2 2 1 -2.32 4.93
RG, (2.10)-(2.11)||  99.92% 4 6 3 2 2 2 -0.91 1.09
CG(8) 99.95% 5 4 3 3 2 2 -0.85 0.81
CG(10) 99.96% 4 5 3 3 2 2 -0.64 0.32
CG(1000) 99.98% 4 6 3 2 2 2 -0.55 —

Table 2.5: Summary of feasible tours found by each method, ¥@thuildings.

Table 2.5 summarizes the best feasible tours obtained using each method. All variants of
our method visited 9buildings, while both benchmarks visité8. However, the objective values
of the tours (“Best LB”) are very different, which starkly demonstrates that performance is not
simply a matter of visiting as many buildings as possible. Generally, the tours have very similar
distributions of building types, e.g., the best RG and CG variants have the same distribution,
though there are differences in the exact buildings that are visited. These distributions do not
necessarily resemble that of the overall set of buildings. For example, the methods @H5visit
out of 30 residential buildings, bu4-7 out of 8 of ce buildings. We will discuss some reasons
for this further down.

For our methods, the LB and UB values have already been seen in Sections 2.4.4 and
2.5, where the numerical results were also based on this instance. For convenience, we show
them again in Table 2.5. Although CG provides us with only a single initial cut, this addition
signi cantly bene ts both the LB and UB. Still, there remains a gap between the bounds. We
should note that CGQ0Q returned an approximate UB of0:45, but it is not fully reliable
because it was obtained by solving the dual subproblem (2.36) heuristically. The benchmark

heuristics do not produce any UBs at all. In terms of performance, they are approximately as
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good as RG with only one or the other type of cut, but underperform the more sophisticated

variants.
(@) GA,v= 254 (b) 2-Stepy = 1:13.
(©) RG, (2.10)-(2.11)y = 0:91 (d) CG(8),v= 0:85.
(e) CG(10)v = 0:64. (f) CG(1000),v = 0:55.

Figure 2.2: Feasible routes from different methods, \Gitbuildings.
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Figure 2.2 visualizes six of the routes on a map of the city; for space considerations, we
drop two of the less interesting routes from Table 2.5. Although there are clear differences
between these tours, there are similarities as well. The inspectors spend most of their time in the
northeast corner of the city (which, indeed, contains most of the retail, hotel, and of ce space),
and visit very few locations in the southwest, where the buildings are almost all residential. The
northeast corner is also closest to the epicenter of the earthquake, further increasing its importance
for data collection.

Many locations are shared by multiple tours. For example, examining Figures 2.2c and 2.2f,
which represent the best tours obtained from pure RG and CG, respectively, we ddb thatof
19 buildings visited are the same in both tours. In other words, the basic structure of the optimal
tour appears to be captured by many of the variants, and the differences in performance are caused
by a small number of substitutions. The nonlinearity and nonseparability of the objective, as well
as the very limited budget, make it dif cult to nd improved tours. There are many buildings that
are very close to the chosen routes, but they cannot be visited because there is insuf cient time
to inspect them.

The solution can be made more interpretable by taking a closer look at the log-determinant

objective. We have

X xd
log det Wplnfy = log ;
n2N i=1
. P - . . . .
where q;::; 4 are the eigenvalues of , w,r,r; . This objective bene ts more from increasing

smaller eigenvalues rather than larger ones. Indeed, this is how Figure 2.2f improves over Figure
2.2c. Since the tours shafé out of 19 buildings, the improvement is obtained from three

substitutions:
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(1) A residential building in the center-south is replaced by one in the center-west, increasing

the smallest eigenvalue.

(2) Anindustrial building in the east is replaced by a different industrial building in the southeast,

increasing the second-smallest eigenvalue.

(3) Aresidential building in the center-west is replaced by one just southwest of it. This does

not signi cantly change the objective, but preserves feasibility of the tour.

Each eigenvector oFf? . Wqraro is dominated by particular features, i.e., some of its components
have much higher magnitudes than others. These features are also driving the rst two substitutions.
For example, the two residential buildings in the rst substitution differ mainly in spectral intensity,
one of the dominating features in the eigenvector corresponding to the smallest eigenvalue. The
two industrial buildings in the second substitution differ mainly in oor area, a dominating feature
in the eigenvector corresponding to the second-smallest eigenvalue. In this way, we can identify
features that have the most impact on data quality. Floor area, in particular, is known to be a
strong predictor of earthquake damage [79]. However, this feature takes small values for most of
the buildings in our dataset, increasing the importance of buildings with larger oor areas. In fact,
half of the of ce buildings in the data have larger oor area (and number of oors), explaining
why nearly all of the tours prefer to visit so many of them.

We may also measure the quality of the data collected from@&sibuildings by computing
Vh =17 P m2s Fmlm 1rn foralln 2 N . If we were to tan ordinary least squares regression
model to the collected data, and use this model to predict building damage at locatios
variance of the prediction would be exactly. Figure 2.3 visualizes the empirical distribution

of V,, across alln 2 N, under each of the tours in Figure 2.2. It is clear that the last tour,
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Figure 2.3: Empirical distributions of predictive variance resulting from each tour in Figure 2.2.

corresponding to Figure 2.2f, signi cantly reduces the incidence of high variance relative to the
other tours. In this particular instance, the two-step heuristic is somewhat comparable (along
among the benchmarks), but this method is susceptible to situations where a seemingly valuable
building is located too far away to be reachable; see the Appendix for an instance illustrating this
weakness.

Predictive variance can be viewed as a measure of how “dif cult” it is to estimate damage
at a particular building. Recall from Table 2.4 ttgftout of 50 buildings are residential. These
buildings tend to have similar attributes, and the best tours can capture them well by visiting just
four. When assessing the quality of the dataset, it is important to consider how well it captures
“unusual” buildings, e.g., those with atypically large oor area, or located at sites where the
seismic intensity is signi cantly different. In technical terms, thevectors of such buildings are
aligned with eigenvectors corresponding to small eigenvalues of the nl?an'wnrnr;. When
the dataset is insuf ciently rich, they show up as outliers in the boxplots. As we see in Figure

2.3, the best-performing method also does a better job of eliminating these outliers.
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2.6.3 Larger instances

Unfortunately, when we move to larger problem sizes wi€® and 200 buildings, we
encounter scaling issues. In particular, we did not succeed in running Of@th any , as
column generation ran out of memory in several hours and could not produce a solution. Pure
row generation (with both types of cuts) scales much better and can be applied to both instances.

It is, however, still possible to leverage some of the advantages of CG in a different way.
Since we found in Section 2.6.2 that we can ha®@lkbuildings reasonably well, we may consider
running CG on a smaller subset 5 (out of 1000r 200 buildings. Any feasible tour for this
reduced set is also feasible for the larger one, though, unfortunately, the UBs obtained from CG
will not be valid. There is also a natural way to select the smaller subset. we may solve the
cardinality-constrained problem (2.38) with = 50 to identify buildings that appear to be “most
promising” for the D-optimal objective, and then solve the orienteering problem on that reduced
set. The same approach can be used with the benchmark heuristics, as well (we report results for

the two-step heuristic, where it noticeably improves performance).

Method || Budget spent|| Residential| Ofce | Retail | Industrial | Hotel | School || BestLB || Best UB
GA 97.06% 6 5 3 1 3 1 -1.52 —
2-Step 96.24% 5 5 2 2 2 2 0.01 —
2-Step orb0 95.92% 4 5 2 2 2 3 0.30 —
RG, (2.10) only 96.60% 5 5 2 3 1 2 -1.71 5.48
RG, (2.10)-(2.11) 99.94% 5 5 3 3 1 2 1.16 5.67
RG on50 99.71% 6 5 2 2 2 2 1.14 —
CG(1000) on50 99.94% 5 4 3 3 2 2 1.77 —

Table 2.6: Summary of feasible tours found by each method, 1G@buildings.

Table 2.6 summarizes results for four variants of our method: two found by running some
form of row generation directly on the full set @00 buildings, and two found by running RG
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and CG(00Q on a reduced set &0 buildings constructed as described above. We also report
results for both heuristics on the full set, as well asZeBtep on the reduced set. As before,
the performance of the genetic algorithm is comparable to that of RG with only one type of cut,
while 2-Step is signi cantly better, but underperforms the best variants of our approach.
Curiously, running row generation with both types of cuts on the reduced set of buildings
is nearly as effective as running that same method on the full set. In other words, although the set
of buildings may not be as good as the full set, we are able to nd a better tour for it in the same
amount of time. At the same time, running A®QQ on the reduced set yields a substantially
better solution than running RG on the full set. Unfortunately, we are no longer able to obtain
tight upper bounds id hour of computation time. We obtain a (potentially unreliable) bound of
1:86from CG(L000Q, which is not valid for the full set of buildings, but is fairly close to the lower

bound obtained on the reduced set.
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