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Techniques for Energy-Efficient
Communication Pipeline Design

Gang Qu and Miodrag Potkonjak

Abstract—The performance of many modern computer and attention in computer architecture, operating systems and com-
communication systems is dictated by the latency of communi- pjlers communities. The essence of the problem is abstracted in

cation pipelines. At the same time, power/energy conSUmpLion 5 racent work [24] where the discussion is on how to minimize
is often another limiting factor in many portable systems. We

address the problem of how to minimize the power consumption the transmission latency by careful packet fragmentation.

in system-level pipelines under latency constraints. In particular, ~ On the other hand, the increasing use of portable systems
we apply fragmentation technique to achieve parallelism and (such as personal computing devices, wireless communications
exploit advantages provided by variable voltage design method- 5 imaging systems) makes the power consumption one of

ology to optimally select voltage and, therefore, speed of each . S - ]
pipeline stage. We focus our study on the practical case when eachthe primary circuit and system design goals. The most effec

pipeline stage operates at a fixed speed. Unlike the conventionaltive method to reduce power consumption is to lower the supply
pipeline system, where all stages run at the same speed, ourvoltage level, which exploits the quadratic dependence of power
system may have different stages running at different speeds to gn voltage [5]. However, reducing the supply voltage increases
conserve energy while providing guaranteed latency. For a given ¢ it delay and decreases the clock speed. The resulting pro-
latency requirement, we find explicit solutions for the most energy | h fi
efficient fragmentation and voltage setting. We further study a CESSOr core consumes lower average power at the cost of in-
less practical case when each stage can dynamically change it£reased latency. Therefore, it becomes less effective when tight
speed to get further energy saving. We define the problem and deadlines are present.

transform it to a nonlinear system whose solution provides a lower Recent progress in power supply technology along with

bound for energy consumption. We apply the obtained theoretical : .
results to develop algorithms for power/energy minimization of custom and commercial CMOS chips that are capable of

computer and communication systems. The experimental result opergting relial_oly over a range of Sgpply voltages makes it
suggests that significant power/energy reduction, is possible possible to build processor cores with supply voltages that

without additional latency. In fact, we achieve almost 40% total can be varied at run time according to the application latency
energy saving over the combined minimal supply voltage selection constraints [3], [17]. The variable voltage processor core is

and system shut-down technique and 85% if none of these two ble of T diff imal 0oi | h
energy minimization methods is used. capable o operatln_g at different op_tlma p_omts alongt e power
o : and speed curve in order to achieve high energy efficiency.

Index Terms—Energy minimization, latency, low-power design, . . . .

pipeline. In particular, with multiple supply voltages on the chip, the
processor core can use high voltage for applications with tight
deadlines and keep the voltage low otherwise to reduce total
. INTRODUCTION energy consumption [3], [22].

YSTEM level pipelines are widely acknowledged as the In this paper, we address the energy minimization problem
ost likely bottleneck of many computer systems. Fdp system-level pipelines under latency constraints. We use the
example, a read miss in the system data or instruction cadR€ent advances in power supply technologies and the variable
will block the application program until the entire blockvoltage design methodology to choose a voltage profile for each
with requested data arrives [1], [23]. The tradeoff is cleaPipeline stage, which optimally minimizes the energy consump-
longer blocks imply fewer misses, but also longer interrufion of the entire pipeline system.
latency. Similarly, in high-speed local and wide-area networks, The rest of the paper is organized as follows. Section Il de-
selecting proper block size to exploit intrinsic concurrency iicribes the related work in communication pipeline and low
communication pipelines is a key issue [7], [27]. As the findtower design techniques. In Section Ill, we discuss the pipeline
example, where communication pipelines dictate performandggdel, processor model and formulate the problem. We solve
we mention path-oriented operating systems [16]. Thereforetfie problem optimally in two cases: 1) each pipeline stage has a
is not surprising that recently the question of how to improvied voltage, which may vary from stage to stage and 2) every

the performance of a system pipeline received a great dealSé2ge can have variable supply voltages (detailed proof, example
and discussion can be found in the technical report [19]). We
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nigues. In particular, within the former domain fragmentatioA. Variable Voltage Processor

techniques for managing congestion control, packet buffering,_l_he variable voltage is generated by the dc-dc switching reg-

packet losses, and the optimization techniques for improvem%ﬂ?tltors Time to reach steady state at a new voltage is normally
of d|§tr|buted file system§ and high-speed local netV\’Orlfrsmegligible. However, recent work on dc-dc converters allows
are directly relevant. Within the latter, we focus our surve e output voltage to be changed rapidly. For example, Burd
ogltzysetiggrl]i\./el é)sower minimization techniques and vanabeef al.[3] implemented a microprocessor system that consist of a
v | ?h it (quut_ ' read q ber of dc-dc switching regulator, an ARM V4 microprocessor, a bank
n the introduction, we alréady Surveyead a numboer of CoNdz sp A |Cs, and an interface IC. The supply voltage and clock

munication pipeline systems and research efforts for Iatenf\%quency can be dynamically varied from 1.2 V to 3.8 V within

optimization of these systems. It is important to note that magy uis with an energy efficiency of 0.54-5.6 mW/MIP.

applic_ation specific ;yste_ms.operate at the highest—level O_f .ab'To compensate the complexity of real variable voltage
straction as processing pipelines on blocks of input (e.qg., digi stem, we have seen plenty of efforts in the following two

TV gnd audio and segmentation ;ubsystems of comm.unicat: Pections. On one hand, there have been many proposal and
devices). Apparently, _fragmentatl_on has been used in de_slﬂ{blementation of multiple supply voltage systems [6], [14],
of the Internet fo_r qum_a a long time. More r_ecently_, studle&OL [22]. These research groups have addressed the use of
on how to exploit flexible bloc-k fragmentation to improve,, o or three discrete supply voltages. The idea is to switch
performances of DEC workstations has been also conductgfng these simultaneously available voltages according to the
_[12]. More detailed survey of fragmentation techniques is 9iVefiocessing load, computation requirement, latency constraint,
in [24]. ) ) etc. On the other hand, ideal variable voltage system has also
Dynamically adapting voltage and therefore the clock frgseen studied theoretically [18], [29]. An ideal variable voltage
quency, to operate at the point of lowest power consumption f&rocessor can change its speed from zerstmstantaneously
given temperature and process parameters was first propogg@flout any overhead. Apparently, such ideal processor is not
by Mackenet al.[13], [15]. Later, [11], [26] described imple- feasible, but the study of this model gives us insightful view of
mentation of several digital power supply controllers based @fe problem and more importantly, it provides the lower bound
this idea. Several researchers have recently developed efﬁC@nbnergy Consumption by using variable Vo|tage processors.
dc-dc converters that allow the output voltage to be rapidiithough there is no reported studies that takes these overheads
changed under external control [17], [21]. We mention thatiato consideration, there exist evidence showing that this bound
dynamic voltage-scaled microprocessor system has been dguld be tight. First, Hongt al.[10] reported a task scheduling
ported recently [3] and leave further discussion on variablguristics which, when applied to multimedia benchmarks,
voltage processor for the next section. results in a total energy consumption only 1.5% higher on
In the software world, there has been also recent reseaesterage than the lower bound obtained from the ideal case.
on scheduling strategies for adjusting CPU speed so asRarthermore, Burd and Brodersen [4] discussed various design
reduce power consumption. For example, Weisenl. [25] issues for dynamic voltage scaling systems. In their prototype
proposed an approach where time is divided into 10-50 rdssign, it takes 2@:s and 6.5.J for a full-scale transition from
intervals and the CPU clock speed (and voltage) is adjuste@ V to 3.8 V. They estimated a practical limit of voltage
by the task-level scheduler based on the processor utilizaticimange rate on the order of 58, with the potential of going
over the preceding interval. Govét al. [9] concluded that as high as 20 \{/s, for 0.6um process. This will further reduce
smoothing helps more than prediction in voltage changing. Yéte transition time and energy.
et al.[29] described an off-line minimum-energy schedule and With different supply voltages, the processor will be able to
an average rate heuristic for job scheduling for independemerate at different speeds, the time and power consumed to
processes with deadlines, though under the assumptions gxgcute the same task (or same amount of computation) will
1) the processor can change its speed arbitrarily, i.e., t&lgo be different. We adopt the following relationships among
changes are instantaneously with no physical bounds andtl® voltage, delay, power, and energy [5]: Suppose with a 5-V
the jobs are preemptive with no preemption penalty. Qu [18pnstant supply voltage, the processor finishes a task in time
extended this by the discussion of both nonpreemptive jobs /%), the power dissipation i8(5). Then, with a supply voltage
such ideal variable speed processor and general jobs on fedp finish the same task, the processing tifi(e), the power
variable speed processors where both the maximal/mininsé$sipation”(v) and the energy to complete the talSkv) are
voltage constraints and the limitation on speed changes 8f¢en as follows:
considered. Survey on system-level low power techniques can

be found in [28] and energy efficient microprocessor design T(v) = v (5 — Ut)ZT(5) 1)
has been discussed in [2] and [8]. _(v — Ut)Z 5
1
P(v) =v (v —v) ”7217(5) @)
Ill. B ACKGROUND AND PROBLEM FORMULATION 0 go —vt)
In this section, we first describe the variable voltage processor E(v) =P(v)t(v) = g”zp(‘r’)T(S) ©)

and the store-and-forward pipelining network, then characterize
the user packet and formulate the problem. wherew;, is the threshold voltage.
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B. Pipeline Model (per-byte transmission time on stagat reference voltage), a

As proposed in [24], we represent the network as a sequeR@cket with size3 and transmission deadlirie

of store-and-forward pipeline stages characterized by the fol-QUestion: Find the voltage schems(¢) for each processor
lowing parameters: and a fragmenfxg, z1, ...} of the packet, such that the entire
. - ) packet is transmitted withifi and the total energy consumption
 n is the number of pipeline stages; T Zn_l TP(v»(t))dt is minimized
* g, is the fixed per-fragment overhead for stage =0 Jo J : o .
« T,(5) is the per-byte transmission time for stajgeith the We explain our approach and give the main results with sketch

of proof in the following sections, while interested readers can
5V reference supply voltage. find detailed proof, example, and discussion in the technical
The fixed per-fragment overheag,, can be considered as proot, bie,

the context switch time and may vary from stage to stage.rﬁIoort [19].
none of the stages has overhead, the best strategy, as we will
show soon, is to fragment the packet as small as possible to
utilize parallelism.T;(5) is proportional to the inverse of the We first consider a simple case when the processor on each
bandwidth for stagg with a Sv supply voltage. In the extreme stage operates at a fixed voltage, but the voltages can be different
case, if there is no bandwidth limitation for all stages, to achiev®m stage to stage. It is important to study this case because
the minimum latency the entire packet should be sent as a singlehe extreme simplicity of implementation. Since each pro-
fragment to avoid the per-fragment overhead. cessor will operate at a constant supply voltage, no additional
At the sender’s end, the packet is fragmented and senthiardware is required. Once the voltage level for each processor
the first stage of the pipeline. A pipeline stage will start thiz determined, the pipeline can be easily set up by applying
transmission of a fragment as soon as it receives both the entire required voltages to corresponding processors. The voltage
fragment from the previous stage and an acknowledgment frgcheme problem is reduced to finding the constant voltader
the next stage, which is sent when the next stage is ready flog processor at stageThe energy consumption on this stage,
the reception of the current fragment. We refer to these as finem (4), is simplified toE; = P(v;)1. Moreover, the lifetime
rules for transmissionThe transmission is completed wherthat theith fragment (with size;) stays on thgth stage can be
the receiver's end receives the last fragment of the packegxpressed as

IV. FIXED VOLTAGE WITHIN THE SAME STAGE

C. Problem Formulation tij=g;+1T; (’Uj) Z;. (5)

our ppjective IS to minimize the power consumption for Lemma 4.1: A necessary condition for the energy consump-
transmitting a packet through the network under the User-spegc ' \inimized is to finish the transmission exactly at the
ified latency constraint. The two tools that we use to ach|e\(/]e

this are packet fragmentation and supply voltage selection?adlmeT'

. : ) : : rag-
The following variables are associated with the packet for ﬂ?ﬁentsakt?;(r:lh;f/ct)tllg perc;%fhsetrjgpose that we h}a\\,/vi:rgaﬁﬁth]; g
convenience of analysis: ; 9¢ SChemey, vi, . .., Un—1 WNETEV;
) _ ) _ constant voltage at which processor on fitle pipeline stage

* Bis the size of the entire packet; _ and the last fragment leaves the last stage before the deadline

* T'is the deadline to transmit .the entire packet; T, we show that this cannot be optimal by constructing another

* kis the number of fragments; _ voltage scheme on the same packet fragmentation that consumes

 xz; is the size of théth fragment ( < i < k — 1); less energy.

* t;;: (life) time that theith fragment stays on thigh stage.  \we consider the voltage schenfiey, v1., ..., v._,} where

The packet’s sizé3 and the deadlin& are given by the user, ,» < 4, _, is the reduced voltage on the last stage such that
the network is characterized by the number of pipeline stag@ transmission will complete on the deadlifieThis clearly
n, the overheady;, and the unit transmission tinig;(5) for  consumes less energy. However, we still need to verify the new
each pipeline stage. We further assume that the processors ajg@thge scheme does not violatdes of transmissionl) With
stages are identical (i.e, with the saffiev), P(v) andE(v)).  |ow voltage and, hence, slow transmission speed, each fragment
A fragment's lifetime on a stage is the sum of the per-fragjl| spend more time on the last stage. Therefore, the starting
ment overhead and the actual transmission time on this staggnsmission time of each fragment will be no earlier than its
Letv;(t) be the voltage at which thgth processor operates atgriginal starting transmission time-at_; . This implies that we
timet € [0, 7], then the processor’s energy consumption is  wil| not start transmitting a fragment that has not yet arrived.
T 2) The transmission cannot start until the next stage is ready for
E;, = / P (vj(t))dt (4) reception of a new fragment. The slow-down of the last stage
0 will delay the transmission of previous stages. But this delay
where P(v) is the power dissipation at supply voltage will not be longer than the delay on the last stage caused by
We want to minimizeE = Z;.Zol E; by finding the best lower voltage and therefore the deadlifiewill not be missed.
voltage and fragment schemes. Formally, we seek solutidrisally, the new voltage’, ; on the last stage can be easily
for the energy minimization with deadline on variable voltagdetermined. Let be the time that the first fragment arrives at the
(EMDVVP) problem. last stage, then the total transmission time on this stage will be
Instance: A pipeline with parameters (number of pipeline 1T'—t—k-g,_1 (ifthere is no starving), whereis the number of
stages)g, (per fragment overhead on stagpandT;(v,.;) fragments ang,,_; is the per-fragment overhead. For a packet
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of size B, we select/,_, such that the per-byte transmissiorThe first term is the time for the first fragment to travel through

time becomes exactyl’ —t — k - g,—1)/B. Q.E.D. theentire pipeline. FromLemma 4.2, itequalgfg;+T;(v;)z]
Intuitively, Lemma 4.1 says that the pipeline will use as mudor any j. The second term is the time to send the rest of the

time as possible for transmission such that the processors capaeket from the last stage. Lemma 4.1 requires their sum to be

scheduled at low voltages and thus minimize energy consunipfor the energy to be minimized, therefore we have

tion. On the other hand, on each single stage, the best strategy

is to transmit a fragment immediately upon its reception and the (n+k—1)[g; + T (v;) z] =T 8)

accomplishment of sending the previous fragment. This impliesTj(Uj) can be easily solved in terms bffrom (8) and con-

that the voltage should be adjusted such that all stages are Séfaéring (1), we get

chronized and leads to the following lemma. '
Lemma 4.2:If the packet can only be fragmented into fixed v; (5— vt)2T _ ET—(n+k—1)g;

size, then a voltage schenjeg, vy, . . ., vn—1} Minimizes the (v, — vt)Q 5 5(5) = B n+k—1

energy consumption if and only if /
Solving this quadratic equation gives us, for a given number
tij = g; + T (v;) x; = constant (6) of fragmentsk

9)

Sketch of the proofWhen we restrict fragmentation to be v; =v + D;(k) + \/Dj(k)2 + 2v,D;(k) (10)

equal-sizedt; ; = g; + T;j(v;)z; = constant for all i whenj
is fixed, i.e., equal lifetime for all fragments on the same stag¥nere
We will §hpw that these constants are the same for all stages by 15— Ut)Z T;i(5)(n + k — 1)%
contradiction. Dj(k) = 2 5 T-(mth-Tg,

Suppose; ;'s are not the same, then there exists[0, n—1], !
such that eithet;; < t;;_1, ort;; < t;;41, or both. We can ~ Next, we plug the values of;’s into (3) and get the total
reduce the supply voltage on tté stage and construct a betteenergy consumption, which is expressed in termis &ince the
solution with less energy consumption. In fact, such solution c&hergy is dominated by stageand we know that low voltage

be found in four steps. results in low energy. To find the optimal scheme, we take the
1) Find the smallest;; such thatt;; < t;,q1 Or t;; < first derivative ofvy with respect tak, set it to zero and get the
tir41. (Assumingt;; < t;,_; for simplicity). ' unique solution (7). _
2) Reducey; to v} such thatt; ; = t;,_. It follows from (8) immediately that the constant on the
3) Make appropriate changes on the stages aftdtlitstage "ght-hand side of (6) if"/(n + &k —1) = /T - ga/(n —1).
because of the delay of fragmentsiyu!). The voltage level on each stage can be easily determined from
4) Modify the voltage schemes to fit the deadlifie (6). _ , Q.E.D.
The new solution will consume less energy. Therefore, a%sftr?ﬁékj :(T)]v;\illtl(;;r:nr;tworks parameters and the latency
strategy with different; ;’s cannot be optimal. Q.E.D. Pt ’

From (6), the processor at the stage that has the largest per® 1 When the latency constraint is loose (i-€.js large),
fragment overhead must operate at a high voltage to achieve a (7) predicts more fragments. Energy consumption is re-
short per-byte transmission tinig (v;). Therefore, this stage duced because each processor gets a long transmission
will consume more energy than other stages and we call such time and thus can use low voltage. , _

a stagedominant stagévecause it dominates the total energy * 7: From (7), we sed is an increasing function with re-
consumption. spect ton, the number of pipeline stages. This means that

Theorem 4.3:Let staged be the dominant stage, then there ~ the more stages in the network, the more fragments we

is a unique solution for the EMDVVP problem. The number of ~ Should have. This takes advantage of the parallelism.
fragments is given by ¢ g4: If the per-fragment overhead at the energy dominating

stageis high, less fragments should be used to avoid a large
T total overhead. If there is no overhead, then we should
k=4y/—(Mm—-1)—(n-1) (7) fragment the packet as small as possible so that more parts
9d of the packet can be transmitted in parallel.

* B: The number of fragments in the optimal scheme is in-
and each stage will operate at a fixed supply voltage that can dependeﬁt of the paclget size IHowe\EPl;lioes playavelryl
be d?terr;lned by (Gi with the constant on the right-hand side important role in the voltage scheme (10). This is not sur-
equassk\e/tcﬁ %#/t(r?e_prczé)ftet  be the number of fragments pris_ing, since we use the ideal variable_ voltage processor,
x = B/k be the size of .each fragment for a packet of d&e, which can adjust its speed (by changing supply voltage)

- according to the size of the packet.
and{vg,v1,...,v,—1} be an optimal voltage scheme. The timel_ . g . 'z P .
to transmit the entire packet is 0 end this section, we show the following corollary.
Corollary 4.4: Theorem 4.3 holds for deep submicrometer.
Sketch of the prooffFor deep submicrometer tech-
[9; +Tj (v))a] + (k= 1) [gn1 + Tn_1 (vn_1) 7] nology, voltage-delay is given by'(v) o« v/(v—v)®
(1 < a < 2, the current technology hasas 1.5 or 1.6). Recall

|
-

n

~
I
=)
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that (8) is independent of the voltage-delay model. When TABLE |
T(’U) o v/(v _ Ut)a, (9) will be replaced by MYRINET GAM PIPELINE PARAMETERS
. 50\ LT — k—1)ag: stage 7 | gij(us) | T;(us/KB) | P;(Watt)
L C ;Ut) 1(5) = — (n+ )9; 0 73 73 B
(vj — ) 5 B nt+k-1 1 5.2 24.9 P
; ; o ; g 2 7.5 24.9 P,
We rewrite this agv; — v;)® = D(k)v;. Differentiating both 3 - o Pz

sides with respect t®, we get

—1 Ovj Ov; i
a(vj— o) ! 6DU(Jk) =v; + D(k) 8DU(Jk) n + 2k — 3 variables from (4) and the EMDVVP problem
q becomes equivalent to finding the minimal of this function.
an Applying the first-order condition, we will have a nonlinear
v vj (vj — vy)

= >0 system with ¢ + 2k — 3) variables where the nonlinearity
OD(k) (= 1)D(k)v; + D(k)v; comes from the nature of the power model.
Therefore,0v;/0k = (0v;/0D(k))(0D(k)/0k) = 0 if and Theorem 5.3:Given the number of fragment&, the

only if 9D(k)/0k = 0 and the latter gives (7). Q.E.D. EMDVVP problem withn pipeline stages is reduced to solving
a nonlinear system with + 2k — 3 free variables.
V. VARIABLE VOLTAGES WITHIN THE SAME STAGE Unlike the easy-to-implement pipeline systems with fixed

|){oltage on the same stage, system with variable voltage on
t@ﬁ same stage introduces many implementation challenges:
hat is the most energy efficient way to change voltage?
)y\lith a dynamically changed supply voltage (and, therefore,
%(_)Ck frequency), what is the system’s performance? The extra

tion. Suppose that there arepipeline stages and the packe ardwa_re (e.9., the dc-dc switching regulator) that enables
is cut into & fragments, an optimal solution to the genera{ e variable voltage also consumes power, how should the

EMDVVP problem consists of. voltage vs time functions solution change if we take this into consideration? Based on

vi(t) for j = 0,1,...n — 1 and the size of fragment; for a simplified model, Qu [18] describes how to dynamically
Z.J: 0.1 J i _’1 T ' vary voltage to minimize the energy for a give task. The more

Power/energy is a convex function on supply voltage, so arE{,actlcal mlultltphly SUPFIV volltageltsystems dhave been reporte#.
best voltage scheme will not change voltage during the tra 2l example, the dual supply voltageé media processor, graphic

mission of a fragment on a single stage. That is, we have t%%ntroller LSl and a MPEG4 codec core. Many implementation
following lemma ' iIssues (placement, routing, synchronization, etc) and empirical

Lemma 5.1:In an optimal solution, the supply voltagepower reduction of the system have also been addressed [19],

changes either on the arrival of a new fragment or on ttli%z]'
completion of transmission of the current fragment.

This outlines the shape of the voltage functieng ), which
are step functions with all possible discontinuous points at theln this section, we report the results when applying our new
time when new fragment arrives or the current fragment leavesiergy minimization approach on several pipeline models,

We first explain how to transform the energy minimizatio
problem to a nonlinear system and then discuss implementa
challenges for variable voltage on the same stage.

voltage profile for each processor and a packet fragmen

VI. SIMULATION RESULTS

Therefore, we only need to determirie () constants; ; (¢ = in particular the Myrinet GAM pipeline that researchers in
0,1,...k—1,5 =0,1,...n — 1), the voltage for processgr Berkeley adopted to study the transmission latency minimiza-
to transmit fragment. tion by variable sized fragmentation [24].

Lemma 4.2 synchronizes all processors on a fixed lengthMyrinet GAM pipeline consists of four stages, stage 0 copies
fragmentation such that no stage will congest or starve. Wata on the sender host; stage 1 is the sender host DMA,; the next
can generalize this for variable fragment size: stage is an abstract pipeline stage of the network DMAs at both

Lemma 5.2: The optimal voltage scheme, for a given fragend hosts and a receiver host DMA; stage 3 is the copy on the
mentation, provides the lifetimg ; of theith fragment on the receiver host. The parameters of this pipeline are given in Table |
jth stage such thatforall < ¢+ < k — 2 and0 < j < n —2, [24]. The second column is the per-fragment overhead, the third
the following holds: column is the per-kilobyte transmission time at the reference

g (11) supply voltage, the last column is the (normalized) reference
A A power for each stage at the reference supply voltage. We further

This gives a recursive relationship among adjacent fragmensigppose there is a packet of fixed size being transmitted via
transmission time on adjacent stages. From(the 1)(k — 1) this network with various user-specified latency constraints and
such recursive formulas in (11), we can easily s¢lve- 1)(k—  let the threshold and reference supply voltages be 0.8 and 5V,
1)v; j's. respectively.

Finally, there are two global constraints: the transmis- We first determine the energy dominant stage. As we
sion deadlinel” and the packet siz&3. Therefore, there are discussed in Section IV, energy consumption on each stage
kn—(n—1)(k—1)—1=(n+k—2)v ;'sand(k — 1)z;'s, is determined by the supply voltage which is proportional to
a total of o + 2k — 3) constants, need to be determinedl;(5)/(C — g;), whereC is a stage-independent constant.
We express the total energy consumption in terms of the@ehis is clear from (10) and the expression Bf(k) in the
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TABLE I
OPTIMAL FIXED SIZE FRAGMENTATION, VOLTAGE SCHEME AND THE NORMALIZED POWER CONSUMPTION
FORMYRINET GAM PIPELINE WITH CONSTANT VOLTAGE ON EACH STAGE

Latency stage 0 stage 1 stage 2 stage 3
(us) k | voltage(v) | power(FPp) | voltage(v) | power(P1) | voltage(v) | power(P2) | voltage(v) | power(P3)
200 6 2.49 8.02e-02 4.96 0.97 5.52 1.40 2.63 9.97e-02
250 7 2.11 4.13e-02 3.97 0.45 4.32 0.61 2.22 5.04e-02
300 8 1.91 2.64e-02 3.43 0.27 3.68 0.35 1.99 3.19e-02
360 9 1.72 1.67e-02 2.96 0.16 3.13 0.19 1.79 1.99e-02
420 10 1.61 1.21e-02 2.67 0.11 2.81 0.13 1.67 1.43e-02

TABLE Il
ENERGY REDUCTION ON MYRINET GAM PIPELINE OVER TRADITIONAL ENERGY MINIMIZATION TECHNIQUES

Latency [ stage O [ stage I [ stage 2 | stage 3 | Total stage 0 [ stage 1 | stage 2 | stage 3 | Total
(ps) saving over best fixed-voltage system w/o shut-down |[ saving over best fixed-voltage system with shut-down
200 94.2% 30.1% N/A 92.8% 54.3% 79.6% 19.2% N/A 77.2% 44.0%
250 93.2% 25.2% N/A 91.7% 52.5% 76.1% 15.4% N/A 73.7% 41.3%
300 92.3% 22.0% N/A 90.7% 51.3% 73.0% 12.9% N/A 70.6% 39.1%
360 91.3% 19.0% N/A 89.7% 50.0% 69.7% 10.7% N/A 67.3% 36.9%
420 90.5% 16.9% N/A 88.8% 49.0% 66.8% 9.2% N/A 64.4% 35.1%

Average 92.3% 22.6% N/A 90.7% 51.4% 73.0% 13.5% N/A 70.6% 39.3%

saving over fixed (5 volt) system w/o shut-down saving over fixed (5 volt) system with shut-down

300 N/A N/A N/A N/A N/A N/A N7A N/A N/A N/A
250 95.8% 54.6% 39.3% 95.0% 71.1% 82.1% 36.8% 25.3% 80.4% 56.2%
300 97.4% 73.9% 66.5% 96.9% 83.7% 85.6% 53.7% 46.8% 34.4% 67.6%
360 98.3% 84.4% 80.7% 98.0% 90.4% 88.1% 65.0% 60.8% 87.2% 75.3%
420 98.8 % 89.6% 87.5% 98.6% 93.6% 89.7% 71.8% 63.9% 88.9% 79.8%

Average 97.6% 75.6% 68.5% 97.1% 84.7% 86.4% 56.8% 50.5% 85.2% 69.7%

proof of Theorem 4.3.) Therefore, the larger the per-bytehas a smaller per-fragment overhead so we can lower the
transmission tim&;(5) is, the more energy is consumed. So isupply voltage (as shown in Table Il) and this little difference
the per-fragment overheag. In the Myrinet GAM pipeline, it in the per-fragment overhead results in a more than 22%
is clear that stage 2 is the dominant stage because it has hmitver/energy saving. There is no saving from stage 2 because
the largest per-fragment overhead and the longest per-biiies approach uses the same voltage on stage 2 as our approach.
transmission time. If we use systems with a fixed 5-V voltage, the energy
After identifying the energy dominant stage, we can appljominant stage 2 becomes the bottleneck as it has the largest
Theorem 4.3 to decide the optimal packet fragmentation direcigr-fragment overhead and the slowest transmission speed.
from (7) which is reported in the second column of Table IFor a tight 200us latency, it fails to meet the transmission
Then we can compute the constant on the right-hand side of @adline. The use of variable voltage processor solves this
and calculate the supply voltage level for each stage from (1) gmebblem since we can speed up the bottleneck stage by applying
(6). Finally, the power consumption can be obtained from (23. higher voltage as indicated in Table Il. Columns 2-5 in the
We normalize it to the power consumption at the 5-V referent®ttom half of Table Il show the power/energy saving for
supply voltage and details are shown in Table II. loose latency constraints. The average saving is almost 85%
To demonstrate the energy efficiency of the new approadnd we save nearly 70% from the energy dominant stage.
we compare the above result with the traditional energy mini- The system shut-down technique shuts the system (or some
mization techniques, namely minimal supply voltage selectimomponents of the system) down when the system is idle to
and system shut-down. We report our power/energy saving ogawve energy. We compare our approach with an ideal system
these techniques in Table IlI. shut-down technique that shuts the system down whenever
The minimal supply voltage selection method computdlere is no processing load and turns the system back on when-
the minimal voltage that can meet the transmission deadliager necessary and there is no overhead associated with system
and applies it to the (fixed-voltage) processors on all stagetwt-down and wake-up. Because energy consumption is the
In this case, such optimal voltage is the one that we use fmoduct of power and execution time, it becomes necessary to
stage 2. Columns 2-5 in the top half of Table Il give thdistinguish power and energy consumption when the system
energy saving of the new approach over the best (voltageHut-down technique is applied. Basically, reducing supply
configured fixed-voltage system on each individual stage. Altage saves power and energy consumption, but not at the
average of 92.3%, 22.6%, and 90.7% power/energy reductissmme rate since low voltage results in long execution time to
on the three pipeline stages, excluding the dominant stagec@mplete the same amount of workload. In our simulation, we
respectively, is achieved. At both end hosts (stages 0 and &sume that the system shuts down to save energy when idle,
significant amounts of power/energy are saved because of #iner waiting for packet from the previous stage or waiting for
high transmission speed at these two stages (see Table I). Sthgeacknowledge from the next stage. In this case, our approach
1 has the same per-byte transmission time as stage 2, howesaves more than 85% energy on both end hosts and 56% and
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TABLE IV
PIPELINE PARAMETERS AND ENERGY REDUCTION ONADPCM, MC UNIT AND RLS RPELINES (THE ENERGY DOMINANT STAGES ARE INBOLD)

parameters optimal voltages(volt) average energy saving
stage j | g;(us) [ T;(us/KB) | P; ][ testy | testz | tests [ tests | tests || w/o shut-down | w shut-down
ADPCM
0 1 10 2.0 1.95 1.79 1.56 1.47 1.31 95.14% 76.33%
1 2 5 1.0 2.62 2.35 1.98 1.83 1.57 85.39% 62.31%
2 3 23 4.6 4.85 4.14 3.22 2.84 2.26 N/A N/A
Total 36.27% 28.29%
MC Unit
0 1 10 5 1.25 1.20 1.15 1.11 1.08 99.52% 89.94%
1 1 1 1 0.92 0.91 0.90 0.89 | 0.88 99.97% 93.79%
2 2 200 200 4.87 4.24 3.61 3.20 2.91 1.13% 0.64%
3 1 10 5 1.25 1.20 1.15 1.11 1.08 99.52% 89.94%
4 2 201 101 4.89 4.25 3.62 3.21 2.92 N/A N/A
Total 4.23% 3.59%
RLS
0 1 28 1.0 1.09 1.07 1.03 1.00 | 0.93 99.79% 90.39%
1 2 25 4.0 1.07 1.06 1.02 0.99 0.92 99.81% 90.59%
2 5 1228 156.8 4.91 4.60 3.73 3.25 2.04 N/A N/A
Total 3.08% 2.80%

50%, respectively, on stages 1 and 2. This gives a total enefigyent for pipeline systems where the nondominant stages also
saving of almost 70% over the fixed 5-V system combinetbntribute significant to the total energy consumption.
with the system shut-down technique. When both minimal
supply voltage selection and system shut-down are applied, our
approach achieves an average 39.3% energy saving. Detailed
energy saving on each stage is reported in the right half ofln this paper, we address the problem of how to minimize
Table III. the power consumption in system-level pipelines under latency
Comparing the four blocks in Table Ill, one can see th&onstraints. In particular, we exploit advantages provided by
both minimal supply voltage selection and system shut-dowariable voltage design methodology to optimally select speed
technigues can save system’s power/energy consumption. Tlagid therefore voltage of each pipeline stage. We define the
combination, the best fixed-voltage system with shut-down problem and solve it optimally under realistic and widely
the top right block, is capable of reducing more than half of treccepted assumptions. We apply the obtained theoretical results
energy consumed by the fixed 5-V system without shut-dowi® develop algorithms for power minimization of computer and
Our approach can save 39.3% more on top of this. Furthermaggemmunication systems. We direct our discussion in detail in
energy saving is mainly determined byand7}; loose latency two specific cases: 1) the packet has to be equally fragmented
results in less energy saving over the minimal supply voltagexd the supply voltage on a stage cannot be changed; and 2) both
selection method and more energy saving over the fixed 5the size of the fragment and the voltage are variables. We derive
system. an explicit formula for the first case and transform the latter to
We have constructed several other communication pipelinée problem of finding the minimum of a nonlinear function.
using the Hyper tool and Table IV shows the pipeline paramé&he simulation with real-life pipeline parameters shows that
ters and our simulation results. The three systems, ADPCM, M@en with the former approach, significant power reduction
Unit, and RLS, have three, five and three pipeline stages, respigcpossible without additional latency.
tively. The energy dominant stages are marked in bold. glhe
andT; columns are the same as befofe.column is the rel-
ative power consumption. We simulate the transmission under
different latency constraints and the optimal voltages for eachThe authors thank the editor-in-chief and anonymous re-
pipeline stage are reported. The last two columns show the ¥igwers for their valuable comments and suggestions.
ergy saving on each stage over constant supply voltage without
and with the system shut-down technique. On most stages, we
see significant (close to or more than 90%) energy saving. The _
last row of each pipeline system gives the total energy savingm T‘SE' Anderson, M. D. Dahiin, J. M. Neefe, and D. A. Patteraonl,
erverless network file systems&CM Trans. Comput. Systol. 14,
over all the pipeline stages when the relative power consump-  no. 1, pp. 41-79, Feb. 1996.
tion P; is considered. For ADPCM, we are able to save 28% [2] T- D. Burd and R. W. Brodersen, “Processor design for portable sys-
. . . tems,”J. VLSI Signal Processingol. 13, no. 2-3, pp. 203-221, Aug.
even when system shut-down technique is applied. However, for 1994’
the other two systems, the energy savings are less than 5%. The] T. D. Burd, T. Pering, A. Stratakos, and R. Brodersen, “A dynamic
reason is that in these systems the energy dominant stages con- voltage-scaled microprocessor system/HEE Int. Solid-State Circuits
. . Conf, vol. 466, Feb. 2000, pp. 294-295.
sume large portion, e.g., almost 97% on stage 2 in RLS, of th% T. D. Burd and R. W. Brodersen, “Design issues for dynamic issues
system’s total energy. Therefore, our technique is especially ef-
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