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Arc routing problems are an important class of network optimization problems.

In this dissertation, we develop an open source library with solvers that can be

applied to several uncapacitated arc routing problems. The library has a flexible

architecture and the ability to visualize real-world street networks. We also develop

a software tool that allows users to generate arc routing instances directly from an

open source map database. Our tool has a visualization capability that can produce

images of routes overlaid on a specific instance.

We model and solve two variants of the standard arc routing problem: (1) the

windy rural postman problem with zigzag time windows and (2) the min-max K

windy rural postman problem. In the first variant, we allow servicing of both sides

of some streets in a network, that is, a vehicle can service a street by zigzagging. We

combine insertion and local search techniques to produce high-quality solutions to



a set of test instances. In the second variant, we design a cluster-first, route-second

heuristic that compares favorably to an existing heuristic and produces routes that

are intuitively appealing. Finally, we show how to partition a street network into

routes that are compact, balanced, and visually appealing.
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Chapter 1: Introduction

Businesses and organizations that conduct logistics operations or provide ser-

vices often must schedule and plan deliveries to customers. This involves coordinat-

ing a 
eet of vehicles traversing street networks to reach those customers. Problems

like this arise in a variety of domains including industry, government, and military

applications. For example, FedEx, UPS, and Amazon must determine which cus-

tomers will be served by which distribution center, and provide each delivery vehicle

with an ordering of the residences and businesses that receive packages each day.

Municipalities must determine which streets should be plowed �rst in the event of

signi�cant snowfall, and then plan how to assign the streets to vehicles for plowing.

The military must decide how to conduct patrols that provide su�cient coverage of

an area while avoiding predictable repetition of routes in order to mitigate the risk of

an attack. Although these examples have di�erent goals (minimize monetary cost,

time, or predictability), they all involve the solution of a combinatorial optimization

problem on a network.

Arc Routing Problems (ARPs) involve constructing a set of paths in a network

that minimize cost, where cost can incorporate time, money, customer satisfaction,

and many other real-world features. Historically, the �rst ARP was the Bridges
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of K•onigsberg problem formulated by Euler in 1741 [1]. Modern study of ARPs

began with the Chinese postman problem (CPP) posed by Guan in 1962 [2]. The

CPP models a mail carrier who delivers mail to customers with locations along the

streets of a neighborhood. In this problem, each street has a known traversal cost.

The objective is to create a single route that traverses every street in the network

and begins and ends at a starting location (depot). For networks that contain

only one-way streets, or only two-way streets, this problem can be solved quickly.

However, for networks that contain both, or that incorporate complicating factors

(e.g., customer time windows, turn penalties, asymmetric travel costs), the problem

is provably intractable.

In this dissertation, we develop two software tools designed to help the re-

search community test and solve ARPs more quickly and e�ectively. We also create

heuristics for several arc routing variants and discuss alternative metrics to assess

the quality of routes including one metric that we develop.

The �rst contribution of this dissertation is the creation of an open source arc

routing library (OAR Lib). OAR Lib contains Java implementations of solvers and

heuristics for many of the standard arc routing problems found in the literature.

More complex variants can be formulated by including problem features such as

multiple vehicles and alternative modes of service. Heuristics for the more complex

variants often include solving the standard problems as subproblems during the

algorithm. OAR Lib allows researchers to use the solvers directly. An application

programming interface can be used to integrate the solvers into other software.

OAR Lib is freely available to the research community athttps://github.com/
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Olibear/ArcRoutingLibrary . We discuss the contents of the library and validate

our implementation using data found in the literature.

Second, we develop an open source arc routing benchmark instance generator

(OAR Bench). When researchers develop a new problem formulation, optimal pro-

cedure, or heuristic, they usually perform computational tests on a set of instances.

The computational results demonstrate the performance of the algorithm in terms

of run time, scalability, and solution quality. Ideally, these instances should re
ect

the real-world street networks encountered in practice. OAR Bench is a geographic

information system that allows users to generate test instances for ARPs using real-

world street data. These data include the geographic position of streets, information

about whether a street is a main thoroughfare, speed limit, and types of buildings

along the street. OAR Bench is freely available to the research community and the

source code is open athttps://github.com/Olibear/ArcRoutingBenchmark .

Third, we develop a heuristic for the Windy Rural Postman Problem with

Time Dependent Zigzag Service (WRPPZTW). In the WRPPZTW, the graph has

asymmetric travel costs (windy) and a subset of the streets that require service (ru-

ral). It is possible to perform zigzag service on a subset of the required streets to

service customers on both sides of the street simultaneously. Furthermore, there

are time restrictions on when the zigzag operation can be performed. We focus on

instances of the WRPPZTW where zigzagging can be done from the beginning of

the planning period until some known timeT. This models the situation where

light tra�c volume in the early morning allows vehicles to perform zigzag service.

We develop a heuristic that uses an insertion procedure to solve for the early part
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of the route (until approximately time T), and the solves an integer program (IP)

to complete the route. The IP is a new formulation for the Windy Rural Post-

man Problem with Zigzag Service (WRPPZ). We present computational results and

compare performance with an existing solver for the WRPPZTW.

Fourth, we create a cluster-�rst, route-second heuristic for the Min-MaxK

Windy Rural Postman Problem (MMKWRPP). We introduce a new route metric

that measures the degree to which a set of routes is non-overlapping. In the MMK-

WRPP, the task is to route a 
eet of K homogeneous vehicles to service a set of

customers in a windy network. The cost of the routes is equal to the length of the

longest route. This objective function incorporates route balance and route length

considerations. For ARPs that involve a 
eet of vehicles, practitioners may want

routes to be compact and non-overlapping. Our heuristic partitions the graph into

areas of coverage for each vehicle in the 
eet. We present computational results and

compare performance with an existing heuristic for the MMKWRPP. Our heuristic

produces comparable results with respect to the min-max objective, and performs

favorably with respect to metrics that measure compactness and route overlap. We

introduce a new metric (hull overlap) to evaluate the aesthetic quality of routes.

We incorporate two aesthetic measures into the integer programming formulation of

the MMKWRPP. We produce Pareto fronts for small instances to understand the

tradeo� between the min-max objective and the aesthetic metrics.

The dissertation is organized as follows. In Chapter 2, we describe the Chinese

Postman Problem and the Rural Postman Problem and discuss our implementation

of solution techniques and heuristics that are included in OAR Lib. In Chapter 3, we
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describe the process of benchmarking solution procedures and introduce OAR Bench

to generate realistic test instances for arc routing problems. Chapters 4 through 6

present heuristics for two arc routing problems. In Chapter 4, we describe the

WRPPZTW and develop a heuristic that produces solutions that compare favorably

to those produced by an existing solution procedure. In Chapter 5, we introduce

the MMKWRPP and survey the literature on aesthetic route quality metrics. We

develop a cluster-�rst, route-second heuristic and compare the solutions it produces

to an existing heuristic for the MMKWRPP with respect to cost and three aesthetic

measures. In Chapter 6, we investigate incorporating two aesthetic metrics into the

mathematical formulation of the MMKWRPP in a multiobjective setting. Chapter

7 brie
y reviews our contributions and presents our conclusions.
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Chapter 2: OAR Lib: An Open Source Arc Routing Library

2.1 Introduction

In vehicle routing, problem complexity (e.g., costs, constraints such as time

windows, etc.) is associated with the nodes and the edges of the underlying street

network. Problem variants where vehicles service customers at the nodes are referred

to as node routing problems. These include the traveling salesman problem and the

vehicle routing problem. Variants where customers lie on the edges are referred to

as arc routing problems. In both cases, the goal is to minimize an objective function

that re
ects the total cost of the routes.

Nearly all routing problems have been shown to be NP-Hard, so it is unlikely

that they can be solved to optimality in a computationally tractable manner [3].

Heuristics avoid this intractability by �nding very good solutions that are nearly

optimal. Heuristics are evaluated based on e�ciency and accuracy.

Di�erent implementations of the same algorithm can lead to di�erent results,

but this variability is di�cult to control. For example, di�erences in data structures

and how memory is managed can drastically a�ect the runtime required to solve

a particular instance. The e�ect of these di�erences is more apparent when these

heuristics are used as subroutines. For example, suppose there are two competing
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metaheuristicsA and B. Both solve a shortest paths problem during their respective

initialization procedures. Since the researcher responsible forA uses a more e�cient

shortest paths algorithm, signi�cantly faster runtimes are reported. However, if this

di�erence were eliminated,A would be slower thanB. One would reasonably, but

erroneously, conclude that metaheuristicA is superior. Therefore, it is important

to standardize solvers so that fair comparisons can be made and the merits of an

algorithm can be attributed solely to its design.

We develop an open source code library that provides a set of standard solvers

for arc routing problems. The library contains solvers for the following problems: the

Chinese Postman Problem on a directed graph (DCPP), the CPP on an undirected

graph with symmetric traversal costs (UCPP), the CPP on a mixed graph (MCPP),

the CPP on an undirected graph with directionally asymmetric costs (WPP for

Windy Postman Problem), and the Rural Postman Problem (RPP) on directed

(DRPP) and windy graphs (WRPP) where not all arcs are required to be traversed

in the solution. For each problem, if it is not possible to e�ciently solve it to opti-

mality, we implement a well-known heuristic in our library. If the problem is solvable

in polynomial time, we implement the exact algorithm in our library. For the details

of each speci�c algorithm, consult references for the DCPP, UCPP, MCPP, WPP,

DRPP, and WRPP [4{11]. In Table 2.1, we summarize the problems that are ad-

dressed in the library. In Table 2.2, we summarize the performance of the heuristics

contained in the library. We point out that the paper by Gro•er et al. [12] comple-

ments our work and presents a library of local search heuristics for node routing

problems.
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Problem Required
Links

Exact
Solver

Heuristics References

Directed Chinese
Postman Problem

All 1 0 [5]

Undirected Chinese
Postman Problem

All 1 0 [5]

Mixed Chinese
Postman Problem

All 0 2 [6,7]

Windy Postman
Problem

All 0 2 [8,11]

Directed Rural
Postman Problem

Subset 0 1 [10]

Windy Rural
Postman Problem

Subset 0 1 [11]

Table 2.1: A summary of the problems addressed in the library. The required links
column shows whether all links in the graph require traversal, or only a subset
require traversal. The exact solver column shows the problems that can be solved
exactly in the library. The heuristics column shows the number of heuristics in the
library for each problem. The references column provides the original source of the
algorithms.

2.2 De�nitions

A graph G = ( V; L) whereV is a set of vertices (also referred to here as nodes)

and L is a set of links. Vertices are de�ned byvi and links are represented as ordered

pairs eij = ( i; j ) where bothvi and vj are members of the vertex set. A linkl = ( i; j )

also has a traversal costcij . A link is an edge if it is undirected (it can be traversed

from i to j and from j to i ). A link is an arc if it is directed (it can only be traversed

from i to j ). In the case of arcs, the �rst element of the ordered pair is referred to

as the tail, while the second is referred to as the head. In an undirected graph, all

members of the link set are edges and the graph is denoted by (V; E). In a directed
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Solver
Average
Deviation
(%)

Max
Deviation
(%)

Benchmark
Instances

Reference

Frederickson's
heuristic
for the MCPP

15.9 78.0 Manhattan,
Complete,
and Special Case

[7]

Yaoyuenyong
et al.'s heuristic
for the MCPP

1.0 14.4 Manhattan,
Complete,
and Special Case

[7]

Christo�des's
heuristic
for the DRPP

24.23 64.11 Campos
and Savall

[10]

Benavent
et al.'s heuristic
for the WRPP

4.17 Not
provided

Albaida-
Madrigueras

[11]

Table 2.2: A computational summary of the heuristics in the library. Deviations
are percentages from lower bounds presented in the cited reference. The benchmark
instance column lists Note that the references in this table are to the papers which
provide the computational results listed here. For the references which introduce
the heuristics, consult Table 2.1.

graph, all members of the link set are arcs, and the graph is denoted by (V; A). A

mixed graph has both types of links and is denoted by (V; E; A). A windy graph is

undirected with asymmetric traversal costs (the cost of going from vertexi to vertex

j may not be the same as the cost of going from vertexj to vertex i ).

A windy graph can model an undirected graph, a directed graph, and a mixed

graph. For an undirected graph, setcij = cji 8i; j ; for a directed graph, setcij = ca

and cji = N 8a = ( i; j ) 2 A where N is a very large value, much greater than

P
a2 A ca; for a mixed graph, it follows directly from the previous two graph types.

Thus, any solution method that can be applied to a problem on a windy graph can

also be applied to the same problem on the three types of graphs.

A graph is strongly connected if it is possible to reach any vertex from any
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other vertex. For any pair of verticesi and j , it is possible to construct an ordered

list of links (i 0; j 0); (j 0; j 1); (j 1; j 2); :::; (j k� 1; j k) where i 0 = i and j k = j . An ordered

list of this form is called a path. A path with minimal traversal cost in the graph

is known as a shortest path. We denote the cost of a shortest path between vertex

i and vertex j as spij .

A circuit is de�ned as a path that begins and ends at the same vertex. A graph

is Eulerian if and only if there exists an Eulerian circuit, (a circuit that traverses

every link in the graph exactly once). The following is a list of well-known conditions

for a graph to be Eulerian.

� Undirected: An undirected graph is Eulerian if and only if every node has even

degree (a property known as evenness).

� Directed: A directed graph is Eulerian if and only if the in-degree equals the

out-degree for every node (a property known as symmetry).

� Mixed: A mixed graph is Eulerian if and only if every node has even degree

and the graph is balanced. For any subsetS of V, jnumber of arcs fromS to

V n S - number of arcs fromV n S to Sj � number of edges fromS to V n S.

A su�cient condition is that every node has even degree, and the in-degree

equals the out-degree.

A graph G2 = ( V2; L2) is an augmentation of the graphG1 = ( V1; L1) if

V1 � V2, L1 � L2, and 8l2
ij 2 L2; (9 l1

ij 2 L1 and cost(l2
ij ) = cost(l1

ij )). Every link

in the original graph appears in the augmentation. The augmentation only includes

copies of links in the original graph.
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In an undirected graph, the degree of a vertex is simply the number of edges

incident to the vertex. In a directed graph, the in-degree of a vertexv is the number

of arcsa 2 A for which v is the head, and the out-degree of a vertexv is the number

of arcs for whichv is the tail. For a mixed graph, our de�nition of in-degree and

out-degree remain the same. The two properties only take into account arcs in the

graph, while our de�nition of degree only includes edges as though the arcs were

deleted from the graph.

The problems we consider fall under the following two categories.

� Chinese Postman Problem:Given a graph G (either directed, undirected,

mixed, or windy) and a cost functioncij (associated with traversing the link

(i; j )), �nd a circuit that traverses each link (edge or arc) at least once and

minimizes the total traversal cost.

� Rural Postman Problem: Given a graph G (either directed or windy), a set

of required links LR � L , a depot location (one of the vertices), and cost

function cij (associated with traversing the link (i; j )), �nd a circuit beginning

and ending at the depot that traverses each required arc at least once and

minimizes the total traversal cost.

In both the CPP and the RPP, the problem is solved in two steps. First, �nd

an Eulerian augmentation of the original graph. Second, �nd the Eulerian circuit

in the augmented graph. The second step can be performed easily and e�ciently in

linear time using Hierholzer's algorithm [13].

We use the following common notation.
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� � (v) = in-degree minus the out-degree,

� D + and D � are the set of vertices with� (v) > 0 and � (v) < 0,

� Z0
+ is the set of non-negative integers (N).

2.3 Features of the Library

We now describe some of the features in our library.

In order to depict networks and the corresponding vehicle routes, we use Gephi

[14]. Gephi is an open source visualization utility with an application programming

interface (API) that enables quick integration. Gephi allows several layout routines

that attempt to minmize visual clutter while preserving distance relationships.

The library contains the ability to manually specify vertex coordinates. We

use these subroutines to export any graph created within the library to a portable

document format (pdf) �le.

To allow the quick, dynamic generation of new test instances, we have lever-

aged the queryable Open Street Maps (OSM) [15] database to allow a user with an

Internet connection to specify a geographic bounding box and retrieve the associated

street network. The largest contiguous subgraph is returned so that connectivity is

ensured. Figure 2.1 gives a street network returned by OSM sampling a portion of

the street network in Helsinki, Finland.

We have decoupled seven graph algorithms that are used in multiple solvers to

allow for them to be used in contexts not originally coded by the authors, including

inside more sophisticated solvers.
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Figure 2.1: A graph obtained using OSM by querying the street network of Helsinki,
Finland and exported through the Gephi integration.

� Floyd-Warshall all-pairs shortest paths algorithm [16]

� Dijkstra's single-source shortest paths algorithm with priority queues [17]

� Successive shortest paths min cost 
ow algorithm [18]

� Blossom V min cost matching algorithm [19]

� Hierholzer's algorithm [13]

� Minimum spanning tree algorithm [20]

� Strongly connected components algorithm [21]

2.4 Architecture

We discuss the structure of the library and outline how the core architecture

can be extended to implement various solvers.
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The library's core package contains the abstractions upon which the rest of

the library is based. The graph, link, and vertex abstractions maintain a unique

(per type) global identi�er (ID). This ID may be used to compare elements that may

otherwise appear similar (e.g., when manipulating multiple graphs, both depots may

be referred to asv1 but the global ID property will distinguish between the two). In

addition, links and vertices have a local ID. The local ID is based on the graph that

the node or link is assigned to. Therefore, the �rst vertex assigned to each graph

will have a local ID of one. Finally, links and vertices may keep track of a match

ID. The match ID may be set to allow the correspondence between elements in a

graph. For example, the solution of a 
ow problem on an auxiliary graph can be

used to construct an augmentation of the original graph. In this case, the match ID

of edges in the original graph can be set to the local IDs of edges in the auxiliary

graph to allow a user to keep track of the correspondence.

Graph objects maintain additional state information. The shortest path ma-

trix is available on demand, and storage is implemented according to a lazy design

pattern (the memory is not allocated until it is �rst needed, and only recomputed

if the state of the graph changes). The (local) ID of the depot and the element

sets (V and E) are maintained by the graph. Functions for standardized creation of

vertices and links, as well as getters (methods which allow other objects to retrieve

a speci�c vertex or edge) are provided. Finally, a method for providing deep copy

(a distinct copy as opposed to a reference to the existing object) is speci�ed by all

graphs.

The problem and solver abstractions are included in the core package. Prob-
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lem instances contain the underlying network, objective function, and any problem

features such as time windows and additional service costs. We can restrict the

ability to restrict the applicability of the solver to only those networks with certain

structure via the checkGraphRequirements method. This feature enables a solver to

specify the conditions for a feasible solution (e.g., strong connectedness for solving

the DCPP).

Improvement procedures are also implemented as an abstract class that allows

for composition of improvement frameworks, as well as single moves. This creates an

opportunity for both individual procedures (e.g., the arc routing analog of a 2opt)

and frameworks (i.e., an ordered set of procedures with termination criteria) to be

modular when tuning a heuristic.

The mover object simpli�es the accounting associated with writing improve-

ment procedures. It performs swaps for arc routing problems by manipulating routes

as ordered lists of required links (with shortest paths assumed in between), and in-

terchanging positions of the links in the lists. This compact representation of a

route was �rst proposed by Benavent et al. in [11]. It allows for many improvement

procedures from node routing to be used in an arc routing setting.

Wherever possible, we use fast and memory e�cient data structures to orga-

nize elements of the graph. For example, we use Trove [22] which provides memory-

optimized variants of several native Java data structures to store vertices and edges.

Elements are usually referenced via their local ID. Alternative sparse matrix repre-

sentations of the graph structure can have increased storage requirements, and are

di�cult to adapt to graphs with multiple edges between vi and vj . These are needed
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Solver Description

Edmonds and Johnson's
Algorithm for the DCPP [4] (Exact)

Solve a min cost 
ow problem. Symmetry is achieved by adding arcs according
to the solution to the 
ow problem.

Edmonds's Algorithm for the UCPP [5]
(Exact)

Solve a min cost matching problem. Evenness is achieved by adding edges
according to the solution.

Frederickson's Heuristic for the MCPP
[6]

Use Edmonds's algorithms for the UCPP and DCPP separately to achieve each
property. Repair the augmentation by eliminating special circuits in the graph.

Yaoyuenyong et al.'s Heuristic for the
MCPP [7]

Apply augmentation procedures from Frederickson's heuristic. Apply improve-
ment procedures that search for opportunities to replace added links with short-
est paths.

Win's Heuristic for the WPP [8] Create an auxiliary undirected graph with caux
ij = :5 � (cij + cji ). Solve the

UCPP on the auxiliary graph. Augment the original graph according to the
UCPP solution on the auxiliary graph. Solve a min cost 
ow problem on the
augmented original graph to produce the Euler circuit.

Benavent et al.'s Heuristic for the WPP
[11]

As a preprocessor to Win's heuristic, identify a set of edges for which jcij � cji j
is large relative to most other edges in the graph. Solve a min cost 
ow problem,
assuming that these edges will be traversed in the cheaper direction. Then,
proceed as in Win's heuristic.

Christo�des's Heuristic for the DRPP
[10]

Solve a min cost spanning arborescence on an auxiliary graph where each
required connected component from the original graph is collapsed into a single
node. Mark arcs in the arborescence as required, and then solve the DCPP on
the resulting graph. Repeat the process, rooting the arborescence in di�erent
required connected components while keeping track of the best solution.

Benavent et al.'s Heuristic for the
WRPP [11]

Solve a min cost spanning tree on an auxiliary graph where each required
connected component from the original graph is collapsed into a single node.
Make each edge in the spanning tree solution required, and apply Benavent et
al.'s WPP heuristic.

Table 2.3: A summary of the solvers in the library. Solution quality is given as
average deviation from optimality presented in the cited references. An asterisk (*)
denotes that no computational results were given in the reference.

for the augment-route approach for solving an arc routing problem.

2.5 Problem Setting and Algorithms

In this section, we describe the problems and respective solvers that are im-

plemented in the library. In general, the algorithms proceed by augmenting the

underlying network to satisfy the requirements for the existence of an Eulerian cir-

cuit (i.e., the augmented graph is Eulerian) in a way that minimizes the aggregate

cost of the added elements. An overview of the solution strategies is given in Table

2.3.
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Figure 2.2: An instance of the DCPP. The number inside a node is a vertex id, while
the number adjacent to each arc denotes the cost of traversing the corresponding
arc. Since this is a directed graph, the arcs in the graph can only be traversed in
one direction, from the arrow tail to the arrow head.

2.5.1 Directed Chinese Postman Problem

The DCPP is given by:

minimize
X

i or j 2f D + [ D � g

cij x ij (2.1)

subject to:

X

j 2 D +

x ij = � � (i ); 8i 2 D � (2.2)

X

i 2 D �

x ij = � (j ); 8j 2 D + (2.3)

x ij 2 Z0
+ (2.4)

The variable x ij is the number of times a shortest path is added from nodei to

node j in the augmented graph. cij is the cost of the shortest path from nodei

to node j . The objective function (2.1) is the total additional cost incurred by the

augmentation. Constraints (2.2) and (2.3) ensure that, after we have added these

shortest paths, the graph is symmetric.
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Figure 2.3: The optimal solution to the DCPP in Figure 2.2. Node 5 belongs toD +

and node 2 belongs toD � in the initial phase of the algorithm. Arcs added as part
of the min cost 
ow solution are shown as dotted arcs. The optimal Euler circuit is
1 � 2 � 5 � 3 � 4 � 5 � 3 � 1 � 2 � 3 � 1. The cost of the solution is the sum of the
arc costs (2(2) + 2(1) + 1 + 2 + 2(1) + 1 + 3 = 15).

2.5.1.1 Exact Algorithm for the Directed Chinese Postman Problem

We solve a min cost 
ow problem on the underlying directed graph (see Thim-

bleby [4]) where the supply of vertexi is given by � (vi ). A vertex with a negative

� (vi ) indicates demand. For each unit of 
ow along an arc in the solution to the

resulting 
ow problem, we add a copy of the arc to the graph. In this way, every

vertex in the augmented graph will have� (v) = 0, ensuring that each time a vertex

is visited, it is possible to leave it along an arc that has not yet been traversed. It

is also possible to show that this a least-cost symmetric augmentation. Figures 2.2

and 2.3 show a small graph and the augmentation produced by the algorithm. The

graph in Figure 2.3 is symmetric and, therefore, has an Euler circuit. Pseudocode

for this algorithm is given in Table 2.4.
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Algorithm 1 DCPP Exact Solver
1: procedure DirectedEuler (g)
2: for vertex v 2 V do
3: � (v)  in-degree� out-degree
4: supply(v)  � (v)
5: end for
6: Solve a min cost 
ow overG
7: for i = 1 : jE j do
8: for j = 1 : f low (ei ) do
9: Add copy of ei to G

10: end for
11: end for
12: end procedure

Table 2.4: Outline of Edmonds and Johnson's [4] exact algorithm for the DCPP.

2.5.2 Undirected Chinese Postman Problem

The UCPP is given by:

minimize
X

(i;j )2 E

cij x ij (2.5)

subject to:

X

(i;j )2 Ev

(x ij + 1) � 0 mod 2; 8v 2 V (2.6)

x ij 2 Z0
+ (2.7)

In this formulation, x ij is the number of additional copies of edge (i; j ) in our

augmented graph. We minimize the added cost, while ensuring every vertex has

even degree in the augmented graph (constraints (2.5) and (2.6) achieve this).
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Figure 2.4: An instance of the UCPP. The number inside a node is a vertex id, while
the number adjacent to each edge denotes the cost of traversing the edge.

2.5.2.1 Exact Algorithm for the Undirected Chinese Postman Prob-

lem

We begin by solving a min cost matching over the odd degree nodes in the

original graph where costs are given by shortest path distances. We then add a

copy of each edge in the shortest paths between matched vertices. All vertices in

this augmentation are even, thereby guaranteeing an Euler circuit. Edmonds and

Johnson prove [5] that this is the least-cost way of achieving evenness. In Figures

2.4 and 2.5, we show this process. Pseudocode for this algorithm is given in Table

2.5.
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Figure 2.5: The optimal solution to the UCPP in Figure 2.4. Nodes with dotted
borders (1 and 2, in this case) are identi�ed as odd degree nodes in the initial phase
of the algorithm. Edges that were added as part of the matching solution are shown
as dotted lines.

Algorithm 2 UCPP Exact Solver
1: procedure UndirectedEuler (g)
2: Vmatching  Vodd

3: Ematching  ;
4: for vertex i 2 Vodd do
5: for vertex j 2 Vodd do
6: Add eij to Ematching with cij = spij

7: end for
8: end for
9: Let Gmatching = ( Vmatching ; Ematching )

10: Solve a min cost matching overGmatching

11: for eij 2 matching do
12: Add copy of eij to G
13: end for
14: Return Hierholzers(G)
15: end procedure

Table 2.5: Outline of Edmonds and Johnson's [5] exact algorithm for the UCPP
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2.5.3 Mixed Chinese Postman Problem

The MCPP is given by:

minimize
X

s2f A [ Ê [ �E g

csxs (2.8)

subject to:

y0
e + y0

~e � 1; 8e 2 E (2.9)

xs = y0
s + ys; 8s 2 A [ Ê [ �E (2.10)

X

s2 � +
v

xs �
X

s2 � �
v

xs = 0; 8v 2 V (2.11)

y0
a = 1; 8a 2 A (2.12)

y0
e 2 f 0; 1g; 8e 2 Ê [ �E (2.13)

ys 2 Z0
+ (2.14)

The objective function given by (2.8) is the cost of the tour. y0
s is 1 if link s is

traversed, and 0 if it is not traversed. ys is the number of additional times link

s is traversed. The setÊ contains edges that are traversed fromi to j in the

solution, while the set �E contains edges that are traversed fromj to i . Similarly,

the subscriptse and ~e correspond to traversing edgee forward (from i to j ) and

backward (from j to i ), respectively. � +
v and � �

v denote the set of edges and arcs

which start at, or end at, vertex v respectively. Therefore,xs is the total number of

times link s is traversed. Constraint (2.9) ensures that each edge is traversed at least

once. Constraint (2.10) de�nesxs. Constraint (2.11) ensures symmetry. Constraint
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Figure 2.6: An instance of the MCPP. The number inside the node is a vertex id,
while the number adjacent to each link denotes the cost of traversing the corre-
sponding link. Arrows denote arcs that can only be traversed from tail to head,
while lines without arrows denote edges.

(2.12) ensures that arcs are traversed at least once. Constraint (2.13) is the binary

constraint for y0
s. Constraint (2.14) is the integrality constraint for the ys.

2.5.3.1 The Even-Symmetric-Even Heuristic

We augment the graph to produce an Eulerian graph in the hope of �nding

an Eulerian circuit. Recall that in order for a mixed graph to be Eulerian, it must

be balanced (i.e., for each subset of nodesS, jf eij 2 E : i 2 V and j 2 V n Sgj �

(jf aij 2 A : i 2 V and j 2 V n Sgj � jf aij 2 A : i 2 V n S and j 2 Vgj). Intuitively,

this condition ensures that there are enough (undirected) edges to account for the

di�erence between the number of one-way streets in and out of a portion of the

graph.

Checking whether a mixed graph is balanced is computationally intractable

because the number of subsetsjSj is exponential in the number of verticesjV j.

Therefore, the heuristic relies on the fact that it is su�cient but not necessary for a
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balanced graph to be even and symmetric (see Frederickson [6]).

The Even-Symmetric-Even heuristic has three phrases. In the �rst phase, it

achieves evenness by carrying out a min cost matching among the odd-vertices. In

the second phase, it achieves symmetry by using a min cost 
ow algorithm on the

asymmetric nodes. In the third phase, it restores evenness by looking for circuits

that may be eliminated while preserving the symmetry achieved in the second phase.

This process is shown in Figures 2.6 and 2.7. Pseudocode for this heuristic is given

in Table 2.4.

1. Phase I, Even. Solve the UCPP on the original graph by treating all arcs as

edges. This produces an augmented graphGE .

2. Phase II, Symmetric. Solve a min cost 
ow problem onGE by treating each

edge (u; v) as four arcs (the �rst two (u; v) and (v; u) with cost equal to the

original edge cost and in�nite 
ow capacity, and two (u; v) and (v; u) with

zero cost, and 
ow capacity of 1). In the 
ow solution, if arc (u; v) is traversed

only once, or arc (v; u) is traversed only once, then we orient the edge in that

direction; otherwise edge (u; v) remains as an edge in our output graphGS.

3. Phase III, Even: Using a greedy procedure, search for circuits that have paths

between any odd-degree nodes left inGS. If there are none, Phase III is

skipped. These paths must alternate between using arcs or oriented edges

added in Phase II, and using edges left undirected by Phase II. For example,

if there were four odd-degree nodes remaining (v1; v2; v3; v4), an eligible circuit

would be a path fromv1 to v2 of added arcs, a path fromv2 to v3 of unoriented
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Figure 2.7: A solution to the MCPP instance in Figure 2.6 procduced by Frederick-
son's algorithm [6]. The dotted arc (2; 5) is added in the initial Even phase, while all
other dotted arcs are added in the Symmetric phase. The double arrows (3,4) and
(3,2) indicate that the edges in the original graph were oriented in the corresponding
direction.

Algorithm 3 MCPP Heuristic Solver
1: procedure MixedFrederickson (g)
2: Geven  EvenDegree(G)
3: Gsymm  Symmetric(Geven)
4: Gf inal  EvenParity (Gsymm )
5: Return Hierholzers(Gf inal )
6: end procedure

Table 2.6: Outline of Frederickson's heuristic [6] for the MCPP

edges, a path fromv3 to v4 of added arcs, and a path fromv4 to v1 of unoriented

edges. This ensures that only the parity of the odd-degree nodes is changed,

while assigning a direction to all remaining undirected edges. After we �nd one

of these alternating paths, we orient it (either direction will be equivalent) and

duplicate arcs and oriented edges along the path that follow the orientation,

while deleting arcs that are in the opposite direction. For the segments of

the circuit that have edges, we orient them in the direction we have chosen to

orient the circuit.
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2.5.3.2 Shortest Additional Path Heuristic

The initial step of the Shortest Additional Path Heuristic (SAPH, [7]) is iden-

tical to the second phase of the Even-Symmetric-Even heuristic where the graph is

transformed into a symmetric one. After this phase is completed, links in the graph

are characterized as belonging to one of six categories shown in Figure 2.8. These

categories are based on how many copies of a given link have been added in the

augmentation in the �rst phase, and, in the case of an edge, which direction it has

been assigned. The remaining phases of the algorithm attempt to delete some of

these added links by adding and subtracting paths in the graph.

This second phase begins by exploiting two ideas. First, suppose that an edge

or arc was added to the original graph, and oriented from node A to node B. If the

shortest path cost from node A to B is less than the cost of traversing this added

link, then we replace the link with the shortest path from A to B (see Figure 2.9).

We call this shortest path replacement. Pseudocode for this procedure is given in

Table 2.7. Second, if an edge was oriented from node A to B, and the two shortest

paths have costs that sum less than zero, then it is advantageous to traverse the

shortest path from A to B, service the edge in the opposite direction (from B to

A), and then traverse the second shortest path from A to B. Although this second

case may seem unusual because the shortest path costs will generally be positive,

it arises when we consider deleting added arcs and incurring savings equal to its

cost. This is also the reason why the two shortest paths may not be the same. For

example, in Figure 2.10, two paths fromv1 to v2 are added. One of these paths
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Figure 2.8: Edges and arcs inG must end up in one of the following con�gurations
in G� . If an edge remains undirected, it is typea. If an edge gets directed, but not
copied, it is type b. If an edge gets directed and copied, but all copies are in the
same direction, then it is typec. If an edge gets copied once, and oriented in the
opposite direction as the original, it is typed. If an arc is not copied, it is typee. If
an arc is copied, it is typef . The ellipses (...) in the diagrams for typec and type
f indicate that there may be many copies.

costs -7. Suppose that an arc of cost 9 fromv4 to v3 was added in the �rst phase of

the heuristic and that c13 = c42 = 1. Then, the path v1 � v3 � v4 � v2 would have

cost 1� 9 + 1 = � 7. We call this procedure reversal. Pseudocode for this procedure

is given in Table 2.8.

SAPH is described below.

1. Given a mixed graphG, generate a graphG� = ( N; M; U ) and a set of added

arcsM � by solving Phase II of Even-Symmetric-Even onG. Generate a graph

GM = ( N; E + EM ; A + AM ) by solving Phase I of Even-Symmetric-Even on

G, whereEM and AM are the sets of edges and arcs added from the matching.

2. Choose a random edge or arc inG� of type a; c; d or f .

3. Initialize two graphs G1
ij = G and G2

ij = G.
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Figure 2.9: Illustration of shortest path replacement where we replace an added arc
with a cheaper shortest path. The node with the ellipsis (...) denotes the shortest
path from vertex 1 to vertex 2. Originally (in the before panel), we have added a
copy of the arc from vertex 1 to vertex 2 in an earlier phase of the algorithm. It is
replaced in the after panel by a shortest path from vertex 1 to vertex 2, which costs
5 instead of 10, producing a savings of 5.

Figure 2.10: Illustration of reversal where we reverse the orientation of an edge and
add two paths from nodei to j which sum to a negative cost. Originally (in the
before panel), an edge between vertex 1 and vertex 2 was oriented from vertex 1 to
vertex 2 in an earlier phase of the algorithm. The assigned orientation is reversed
(from vertex 2 to vertex 1) and the two shortest paths from vertex 1 to vertex 2 are
added. In this case, their distances sum to -2, producing a savings of 2. Intuitively,
when a postman arrives at vertex 1, the postman would previously proceed to vertex
2. Now, in the after panel, the postman traverses the �rst shortest path to vertex 2,
returns to vertex 1 via the edge, and then traverses the second shortest path, ending
at vertex 2.
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4. Perform Cost modi�cation 1 on G1
ij .

5. Perform Cost modi�cation 2 on G1
ij and G2

ij .

6. Apply the �rst shortest paths idea to the selected edge or arc.

7. Repeat all steps until there are no more edges of typea; c; d or f .

8. Select a random edge of typeb.

9. Apply the second shortest paths idea to the selected edge or arc.

10. Go back to Step 8 until there are no more edges of typeb.

11. If we applied the second shortest paths idea to make any improvements, go

back to Step 1.

12. If there are any edges (i; j ) of type a left in G� , orient them from i to j , and

add a copy (j; i ) oriented in the opposite direction.

We now specify the cost modi�cation procedures.

Cost modi�cation 1 : This procedure tries to force our shortest paths algorithm to

traverse links from the matching solution.

1. Given Gij , GM , and a nonpositive numberK , �nd all edges (f; g ) in Gij that

are also inEM . In Gij , set their costscfg = cgf = K .

2. Locate in Gij all arcs from AM . If the arc is type f in G� , then set the costs

cfg = cgf = K . If the arc is type e, then set cfg = 0; cgf = 1 .

29



Algorithm 4 SAPH Concept 1
1: procedure Cost Modification 1 (An added arcaij 2 G)
2: cij  1
3: Cost modify G
4: Calculate shortest path fromi to j , with length spij

5: if spij < corig
ij then

6: Delete a copy ofaij in G
7: Add a copy ofspij to G
8: end if
9: end procedure

Table 2.7: Outline of the shortest path replacement improvement procedure.

Algorithm 5 SAPH Concept 2
1: procedure Cost Modification 2 (A oriented edgeeij 2 G)
2: cij  1
3: Cost modify G
4: Calculate two shortest paths fromi to j , with lengths sp1

ij and sp2
ij

5: if sp1
ij + sp2

ij < c ij then
6: Change the orientation ofeij in G
7: Add a copy ofsp1

ij and sp2
ij to G

8: end if
9: end procedure

Table 2.8: Outline of the reversal improvement procedure.

Cost modi�cation 2 : This procedure tries to force our shortest paths algorithm to

traverse links that will bene�t from our two improvement procedures at the same

time as we examine our selected link which may get deleted as part of a shortest

path from i to j .

1. Given graphsGij and G� , �nd all edges (f; g ) in G� that are type a or d. Let

c�
fg denote the cost of link (f; g ) in the original graph G. Then, set the costs

cfg and cgf in Gij to be � c�
fg and � c�

gf .
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2. In G� , �nd all links ( f; g ) of type c or f . Set the costcgf in Gij to � c�
fg .

3. At whatever point in the process this procedure is being called, set the cost of

the selected link inGij to 1 in both directions, that is, cfg = cgf = 1 .

2.5.4 Windy Postman Problem

The WPP is given by:

minimize
X

e+ 2 E +

ce+ xe+ +
X

e� 2 E �

ce� xe� (2.15)

subject to:

X

e+ 2 E +

xe+ �
X

e� 2 E �

xe� = 0; 8v 2 V (2.16)

xe+ + xe� � 1; 8e 2 E (2.17)

xe+ ; xe� 2 Z0
+ ; 8e 2 E (2.18)

The formulation of the CPP on a windy graph is similar to the formulation of the

CPP on an undirected graph. In this formulation, xe+ and xe� are the number

of times an edgee is traversed in the forward and reverse direction, respectively.

Constraint (2.16) enforces symmetry for each vertex, while constraints (2.17) and

(2.18) are the traversal and integrality requirements.

2.5.4.1 Win's Algorithm

With the WPP, the solution strategy is di�erent from the strategies for the

UCPP, DCPP, and MCPP. Previously, we could calculate the cost of an augmen-
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Figure 2.11: An instance of the WPP. Each edge has two costs denoted bycij and
cji wherecij is the cost of traversing the edge fromi to j wherei < j and cji is the
cost of traversing the edge fromj to i .

tation ahead of time. We cannot do this for the WPP because we do not know

which direction the postman will traverse the edges in the circuit. The exact cost

of adding an edge is more di�cult to calculate.

Win's algorithm [8] addresses this di�culty by considering average costs. It

solves the UCPP on the graphG �E with costs �cij = min ( spij + spji ) (see Figures 2.11

and 2.12). This produces an Eulerian augmentation to the original graph. We then

use a polynomial time algorithm that generates the optimal tour on this augmented

graph. The full procedure is given in Table 2.9.

1. Given the Eulerian graphG, form the directed graphDG = ( V; A) where the

vertex set is identical to the vertex set ofG. For each edge inG, if cij < c ji ,

then arc (i; j ) is added toA. Otherwise, arc (j; i ) is added toA.

2. Create a second directed graphD 0 = ( V; A0) by, for each arc (i; j ) 2 A, adding

three arcs toA0: one arc (i; j ) with cost cij and in�nite capacity, one arc (j; i )
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Figure 2.12: A solution to the WPP from Figure 2.11. The dotted edges are added
as part of the 
ow solution.

with cost cji and in�nite capacity, and one arc (j; i )0 with cost
cji � cij

2
and

capacity two. The third arc is an arti�cial arc.

3. Solve a min cost 
ow problem onD 0, with demands calculated in the same

way as in the DCPP onDG.

4. Construct an Eulerian directed graphD 00= ( V; A00) in the following way. If,

in the 
ow solution, there is 0 
ow along the arc (j; i )0, then add 1 +x ij copies

of arc (i; j ) to A00. Otherwise, add 1 +x ji copies of arc (j; i ) to A00. The Euler

circuit on this directed graph is an optimal solution to the WPP onG.

2.5.4.2 Algorithm of Benavent et al.

The second algorithm for the WPP from Benavent et al. [11] is an improvement

over Win's original algorithm. It anticipates the results of the min cost 
ow problem

that produces the optimal windy tour. Edge costs are modi�ed before the matching
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Algorithm 6 WPP Heuristic Solver
1: procedure Win's Algorithm (g)
2: Vmatching  V
3: Ematching  ;
4: for vi 2 Vodd do
5: for vj 2 Vodd do
6: Add eij to Ematching with cmatching

ij = min ( spavg
ij ; spavg

ji )
7: end for
8: end for
9: Gmatching = ( Vmatching ; Ematching )

10: Solve a min cost matching onGmatching

11: Add a copy of each edge in the matching toG
12: Vf low  V
13: A f low  ;
14: for Windy edgewij 2 E do
15: Let corig

ij < corig
ji

16: Add aij to A f low with cost cij

17: Add aji to A f low with cost cji

18: Add an arti�cial aji to A f low with cost
cji � cij

2
and 
ow capacity 2

19: end for
20: Gf low = ( Vf low ; A f low )
21: Solve a min cost 
ow onGf low

22: Vans  V
23: Aans  ;
24: for Windy edgewij 2 E do
25: if 
ow along aij = 0 then
26: Add x + 1 copies ofaij to Aans

27: else
28: Add x + 1 copies ofaji to Aans

29: end if
30: end for
31: Gans = ( Vans ; Aans )
32: Return Hierholzers(Gans )
33: end procedure

Table 2.9: Outline of Win's heuristic [8] for the WPP.
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is solved to produce an Eulerian undirected graph. Pseudocode for this algorithm

is given in Table 2.10.

1. Given the original windy graphG = ( V; E), calculate the average edge cost

for the entire graph (Ca =
1

2jE j
P

(i;j )2 E cij + cji ). Now, consider edge set

E1 = ( i; j ) 2 E : fj cij � cji jg > K (Ca). Let E2 = EnE1.

2. Construct a directed graphGd
R = ( V; A0) where, for eache 2 E, add two

arcs in A0, (i; j ) with cost cij and in�nite capacity, and ( j; i ) with cost cji and

in�nite capacity. For each e 2 E1, add an additional arti�cial arc ( j; i ) with

cost
cji � cij

2
and a capacity of two.

3. Solve a min cost 
ow problem with demands given by a reduced graphG0 =

(V; A). The reduced graph contains an arc (i; j ) for each edge (i; j ) 2 E1. We

assumecij < c ji so that the arcs inA are in a cheaper direction.

4. Compile a list L of edges such thate 2 E1 and, in the 
ow solution, there is

positive 
ow across the corresponding (non-arti�cial) arcs. Also,e 2 E2 and,

in the 
ow solution, there is at least a 
ow of two across its corresponding

(non-arti�cial) arcs.

5. For each edgee 2 L, set the cost to 0 in the original graph. Compute the

min cost matching, as in Win's algorithm. Restore costs to the costs in the

original graph. Proceed as in Win's algorithm.
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2.5.5 Directed Rural Postman Problem

The DRPP is given by:

minimize
X

a2 A

caxa (2.19)

subject to:

xa � 1; 8a 2 AR (2.20)

X

f a2 A :hea = i g

xa �
X

f a2 A :taa = i g

xa = 0 ; 8i 2 V (2.21)

X

f a2 A :taa 2 S63hea g

xa � 1; 8; 6= S � V;jSj � b
jV j

2
c (2.22)

xa 2 Z0
+ (2.23)

The objective function (2.19) is the cost of the tour. Constraint (2.20) enforces

traversal of required arcs. Constraint (2.21) enforces the path to be a circuit. Con-

straint (2.22) eliminates subtours. Constraint (2.23) imposes integrality.

2.5.5.1 Christo�des's Algorithm

Christo�des's algorithm [23] simpli�es the original graph by discarding the

unrequired nodes and arcs and connecting the required connected components of

the graph. A min cost 
ow problem is solved over the remaining graph to obtain a

feasible solution to the DRPP.

1. Given the input graph G = ( V; AR [ ANR ), de�ne the vertex set VR to be the
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set of nodes that have at least one required arc incident. Consider the graph

GR = ( VR ; AR). We form a complete graphG0 = ( VR ; AR [ AS) by connecting

all vertices in VR with arcs (i; j ) that have cost equal to the shortest path in

G between nodei and node j . These costs are �nite because the graph is

strongly connected. The added arcs are in the setAS. Remove fromG0 any

arc (i; j ) 2 AS that has costcij = cik + ckj for somek 2 VR and is a duplicate

of an arc in AR .

2. Starting with the directed graphG0, collapse each connected required compo-

nent into a node. Solve the shortest spanning arborescence (SSA) problem on

this collapsed graph. Add arcs found in the SSA to a setTta to indicate that

the SSA was rooted in the connected componentta.

3. Solve a min cost 
ow on the graphG0 with demands calculated as out-degree

minus in-degree relative to the arc setAR [ Tta where every arc has in�nite

capacity. Let f ij be the amount of 
ow through arc (i; j ) in the 
ow solution.

Add f ij copies of arc (i; j ) to an arc set F . The �nal feasible solution graph

is given byGS = ( VR ; AR [ Tta [ F ).

We repeat the algorithm with k di�erent SSAs where k is the number of

required components of the simpli�ed graphG0. The SSA requires a choice of root

node. We solve using each node in the collapsed graph as the root, and choose the

best solution. This process is depicted in Figures 2.13 and 2.14. Pseudocode for

this algorithm is given in Table 2.11.
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Algorithm 7 WPP Heuristic Solver
1: procedure Benavent et al.'s H1 Heuristic (g)
2: Ca  avg. cost of traversal inG
3: E1  ;
4: E2  ;
5: for Windy edgewij 2 E do
6: if jcij � cji j > K � Ca then
7: Add w to E1

8: else
9: Add w to E2

10: end if
11: end for
12: A0 = ;
13: for Windy edgewij 2 E do
14: Let corig

ij < corig
ji

15: Add aij to A f low with cost cij

16: Add aji to A f low with cost cji

17: if wij 2 E1 then

18: Add an arti�cial aji to A f low with cost
cji � cij

2
and 
ow capacity 2

19: end if
20: end for
21: Gd

R = ( V; A0)
22: Solve a min cost 
ow problem onGd

R
23: L  ;
24: for Windy edgewij 2 E do
25: if wij 2 E1 and 
ow( aij ) + 
ow( aji ) > 0 then
26: Add wij to L
27: end if
28: if wij 2 E2 and 
ow( aij ) + 
ow( aji ) > 1 then
29: Add wij to L
30: end if
31: end for
32: for Windy edgewij 2 L do
33: Set cij = cji = 0
34: end for
35: Perform avg. min cost matching overG
36: Add a copy of each edge included in the matching
37: Reset all costs back to original
38: Construct the optimal windy circuit on G
39: end procedure

Table 2.10: Outline of the heuristic by Benavent et al. [11] for the WPP.
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Algorithm 8 DRPP Heuristic Solver
1: procedure ChristofidesDRPPSolver (g; AR)
2: GR  (V; AR)
3: C = C1; C2; ::: =connected components ofGR

4: VArb  ;
5: AArb  ;
6: for Componentci 2 C do
7: Add vi to VArb

8: end for
9: for Arc aij 2 A do

10: if vi 2 Ci and vj 2 Cj and i 6= j then
11: Add aij to AArb

12: end if
13: end for
14: GArb = ( VArb ; AArb )
15: Solve a Minimum Spanning Arborescence overGArb

16: for Arc a 2 MSA do
17: Set a to required in G
18: end for
19: Solve a DCPP overG where supplies and demands given byGR

20: Return Hierholzers(G)
21: end procedure

Table 2.11: Outline of Christo�des's heuristic [23] for the DRPP.
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Figure 2.13: An instance of the DRPP. Solid arcs are required (our solution must
traverse them at least once), while dotted arcs are not.

Figure 2.14: The solution to the DRPP on the graph from Figure 2.13. Node 7 has
been deleted because of the graph simpli�cation. However,c34 will be increased to
c37 + c74, and the same change will be made toc43.

2.5.6 Windy Rural Postman Problem

The WRPP is given by:

minimize
X

e+ 2 E +

ce+ xe+ +
X

e� 2 E �

ce� xe� (2.24)

subject to:

X

e+ 2 E +

xe+ �
X

e� 2 E �

xe� = 0; 8v 2 V (2.25)

xe+ + xe� � 1; 8e 2 ER (2.26)

X

i 2 S;j 2 V nS

x ij � 1; 8S required cut-sets (2.27)

xe+ ; xe� 2 Z0
+ ; 8e 2 E (2.28)

The formulation of the WRPP is similar to the formulation of the WPP. The
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only di�erence is that constraint (2.26) is enforced for the required edges and not on

the entire edge set. The variablesxe+ and xe� are the number of times an edgee is

traversed in the forward and reverse direction, respectively. The objective function

given by (2.24) is the cost of the tour. Constraint (2.27) eliminates subtours, where

required cut-sets are edge cut-sets between the required connected components of

the graph. Constraint (2.25) enforces symmetry for each vertex, while constraints

(2.26) and (2.28) are the traversal and integrality requirements.

2.5.6.1 Algorithms from Benavent et al.

The procedures from Benavent et al. [11] are identical to their counterparts for

solving the WPP. WRPP1 corresponds to Win's algorithm except that a minimum

spanning tree problem must be solved in order to connect the required components

of the graph. Pseudocode for this algorithm is given in Table 2.12. The procedure

for this follows.

1. Compute the connected componentsC1; C2; C3; :::; of the graph GR ,

2. Construct the graphGC where the vertex setVC contains one vertex for each

connected component inGR .

3. CompleteGC by adding edgeseij with costs cij = min ( cavg(spij ); cavg(spji )).

4. Solve the minimum spanning tree (MST) problem onGC .

5. If eij was included in the MST, then set each edge in the shortest path repre-

sented byeij to be required.
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Algorithm 9 WRPP Heuristic Solver
1: procedure Benavent's H1 (g; ER)
2: GR  (V; ER)
3: C = C1; C2; ::: =connected components ofGR

4: VMST  ;
5: EMST  ;
6: for Componentci 2 C do
7: Add vi to VMST

8: end for
9: for Windy edgeeij 2 E do

10: if vi 2 Ci and vj 2 Cj and i 6= j then
11: Add eij to EMST with cij = min ( cavg(spij ); cavg(spji )
12: end if
13: end for
14: GMST = ( VMST ; AMST )
15: Solve a Minimum Spanning Tree overGMST

16: for Windy edgee 2 MST do
17: Set e to required in G
18: end for
19: Solve a WPP overG where degree is determined inGR

20: Return Hierholzers(G)
21: end procedure

Table 2.12: Outline of Benavent et al.'s H1 heuristic [11] for the WRPP.

2.6 Results

We present runtimes for the solvers in the library. All tests were performed

on a MacBook Air (August 2012) with an i5-3427u processor. We use publicly

available test instances modeled on real street networks that are posted athttp:

//www.uv.es/corberan/instancias.htm . These instances are grouped into sets of

24 with each set having a �xedjV j 2 f 500; 1000; 1500; 2000; 3000g for a total of 120

instances and varyingjE j up to 9085. Our library contains a parser for the format

that outputs a graph object that is used as input to our solvers.
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Figures 2.15-2.18 give the runtimes in milliseconds (ms) for each of the solvers

in the library. Figure 2.15 shows results for the UCPP solver. Figure 2.16 shows

results for the DCPP solver. Figure 2.17 compares the runtimes for the two MCPP

solvers. Yaoyuenyong's heuristic is shown in red and it is clear that the improved

objective values require large runtimes. For the largest instances, the runtimes were

less than 20 minutes. Frederickson's were less than two minutes. Figure 2.18 shows

the runtimes for the WPP solver. Runtime was increased by trying to modify the

solution in anticipation of the optimal Euler circuit calculation. The jump in the

runtimes at about 5000 links is due to the set of test instances containing two groups.

The set of smaller instances reaches a maximum of 6000 links, while the set of larger

instances ranges from 5000 to 9000 links.

For the UCPP and DCPP, we use a graph generator that randomly produces

a graph with a speci�ed density, number of vertices, and connectedness (Boolean)

as inputs. Most of the work involves producing the solution to the 
ow or matching

problem induced by the original graph. In order to solve the min cost matching

problem, we use the publicly available, e�cient C++ implementation of the Blossom

algorithm presented by Kolmogorov [19]. To call this code from Java, we use a simple

function wrapper, with the Java Native Interface, to communicate cross-platform.

This may explain why the UCPP solver's performance on smaller problem instances

does not monotonically increase with problem size. For small instances, the overhead

of calling the function rather than the function itself dominates the runtime.

To validate the quality of the results, we replicated the objective function val-

ues in each paper that introduced the methods using the same benchmark instances.
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Figure 2.15: Runtimes (ms) for our implementation of the DCPP exact solver to
generate the optimal solution.

Figure 2.16: Runtimes (ms) for our implementation of the UCPP exact solver to
generate the optimal solution.

Figure 2.17: Runtimes (ms) for our implementation of Frederickson's algorithm [6]
in blue and Yaoyuenyong's algorithm [7] in red for the MCPP instances.
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Figure 2.18: Runtimes (ms) for our implementation of Win's algorithm [8] in blue
and Benavent et al.'s algorithm [11] in red for the WPP instances.

For the DCPP and UCPP, the papers did not report computational results. How-

ever, because these are exact procedures, we compare the results of our solver to the

objective function values obtained by the IP formulation given earlier (equations

2.1-2.4, and 2.5-2.7 for the DCPP and UCPP, respectively). The formulations were

solved using Gurobi. For the MCPP, Yaoyuenyong [7] presented a set of benchmark

instances and computational results for Frederickson's heuristic and the SAPH. We

replicated these results. For the WPP and WRPP, Benavent et al. [11] did not

present results on individual instances. They instead reported deviation from the

optimal solution averaged over the set of Albaida-Madrigueras test instances [24].

We reproduced this average deviation over the same set of test instances. Benavent

et al. [11] described an extension of Win's heuristic for the WPP that applies to

the WRPP. For instances where all edges are required, the two heuristics are the

same. Therefore, we use the averages reported by Benavent et al. for this procedure

to validate Win's heuristic. For the DRPP, we replicated the results presented by

Campos and Savall [10] that gives a comparison of several DRPP heuristics.
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We also include a suite of tests using the JUnit framework [25] to provide

coverage of most non-trivial functions. JUnit is one of several testing frameworks

that provides Java coders the ability to write a set of test routines. Tests contain

several assert statements that compare the output of the test with an expected

value. The test is said to fail if the assertion is false. For the code covered by the

tests (logic paths executed by the test subroutines), running these tests whenever

the code is modi�ed allows the coder to isolate changes that caused the tests to

fail. Many popular integrated development environments have plug-ins that allow

for tests written using JUnit to be run for continuous integration, automatically

alerting the coder as soon as the violating change is made without a manual run of

the tests. These tests give potential contributers an easy way to validate changes

without having to be familiar with parts of the code that they did not write. Users of

the library may also examine these tests as additional documentation of the intended

use of each function.

2.7 Conclusions

We implemented a suite of solvers for well-known arc routing problems and

presented computational results on several sets of benchmark instances. For the

UCPP and DCPP, we provided exact solvers. For the MCPP, WPP, DRPP, and

WRPP, we provided heuristic solvers. We implemented and discussed the underlying

code architecture. We demonstrated its 
exibility in accommodating a variety of

graph types and problem features. The code is released under the MIT License
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and is available at github.com/olibear/ArcRoutingLibrary. We plan to extend the

architecture in future work, including problems with alternative objective functions

and multiple vehicles.
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Chapter 3: An Open Source Desktop Application for Generating Arc
Routing Benchmark Instances

3.1 Introduction

Arc routing problems date back to the well-known K•onigsberg bridges problem

[26, 27]. Both from a theoretical and a practical point of view, research interest in

this area has increased dramatically over the last decade or so. This is, perhaps,

best evidenced by the comprehensive 2014 volume by Corber�an and Laporte [28],

the detailed annotated bibliographies of 2010 and 2017 [29,30], and the two recent,

international conferences dedicated to the study of arc routing problems held in

Copenhagen (2013) and Lisbon (2016). In Figure 3.1, we see how the number of arc

routing publications has grown since 2000.

Optimization algorithms and heuristic procedures for arc routing problems

often use benchmark instances to validate and demonstrate performance [31{35].

Ideally, these benchmark instances try to capture the features of real-world street

networks encountered in practice. Typically, benchmark instances are arti�cially

generated and only approximate real-world networks [36]. In Figure 3.2, we show

the two types of networks used in the literature: a real-world, GIS-based network

and a random network.

Open street maps (OSM) is an open-source, user-driven map database that
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Figure 3.1: The number of articles on \arc routing" by year according to Google
Scholar (May 20, 2017).

allows software developers to query it for map data [37]. A variety of geographic

information systems (GISs) are built using OSM [38{41]. We develop a software

tool called OAR Bench (Open-source Arc Routing Benchmark Instances Generator)

that allows users to generate arc routing instances directly from map data taken

from OSM. OAR Bench gives the user the ability to edit the generated instances

by hand, or by using con�gurable parameters. The instances can be exported for

use by researchers. In addition, OAR Bench has a visualization capability that can

produce images of routes overlaid on the instance.

3.2 Literature Review

There are two primary approaches to generating benchmark instances in the

routing literature: (1) GIS-based network generation, and (2) random network gen-
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Figure 3.2: Three GIS-based benchmark instances developed by Kiilerich et al. [42]
are shown in (a). The instances adhere strictly to a grid structure. Three partitions
of a random network from Constantino et al. [43] are shown in (b).
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Figure 3.3: Generating a GIS-based instance. In (a), nodes are overlaid on a map
of a neighborhood. In (b), nodes are connected according to the topology of the
streets in the underlying neighborhood.

eration. In GIS-based network generation, an actual street network is used for the

underlying graph. Additional problem features (e.g., which edges require service,

service times, vehicle capacities, 
eet characteristics, depot locations, etc.) are then

overlaid on the network to create an instance. To generate multiple instances of

di�erent sizes from the same network, subsections of the network can be used. Ex-

amples of GIS-based network generation are given in [36, 44,45]. In Figure 3.3, we

show the process for generating a GIS-based instance. The structure of the GIS-

based instance is very similar to the actual network encountered in practice. Good

performance on the GIS-based instances should provide compelling evidence that a

solution procedure might be useful in practice. However, it may be time consuming

to get the required data to generate many instances, and to make sure that congru-

ence with the actual street network is not lost when editing an instance or including

additional problem features.
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Figure 3.4: Generating a random instance. In (a), a 5x5 grid of nodes is randomly
connected to adjacent nodes. In (b), the network from (a) is perturbed by randomly
displacing some of the nodes.

In random network generation, the underlying graph is generated according

to a common network model (e.g., Manhattan [46], Erdos-Renyi [47], Barabasi-

Albert [48]). Examples of random network instances are given in [49,50]. In Figure

3.4, we show the process for generating a random instance. With random instance

generation, a large number of instances can be generated very quickly and easily

in many sizes with di�erent problem features. However, performance on these in-

stances may not provide meaningful insight into real-world performance if there

are signi�cant di�erences between a random instance and the street network that

practitioners encounter.

We point out that there are three well-known sets of randomly generated

benchmark instances in the arc-routing literature: (1)kshsset in Kiuchi et al. [51],

(2) lpr set in [52], and (3)gdbset in Golden et al. [53]. These three sets of instances

are randomly generated. The six instances inkshsare based on complete networks
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and have 15 edges and six to 10 nodes. The 15 instances (�ve small, medium, and

large instances) inlpr are based on sparse networks and have 28 to 401 nodes and

52 to 1056 edges. The 23 instances ingdb are based on sparse networks and have

seven to 27 nodes and 11 to 55 edges.

There are four well-known sets of instances which are based on real networks:

(1) egl set in Eglese et al. [54], (2)egl-largeset in Brand~ao and Eglese [55], (3)bmcv

set in [56], and (4)bccm set in Benavent et al. [57]. The 24 instances inegl and

10 instances inegl-largeare based on the streets of Lancashire, England. Theegl

instances have 77 to 140 nodes and 98 to 190 edges. Theegl-large instances have

255 nodes and 375 edges. The 100 instances inbmcv are based on the streets of

Belgium and have 26 to 97 nodes and 35 to 140 edges. The 34 instances inbccmare

based on the streets of Valencia, Spain and have 24 to 50 nodes and 34 to 97 edges.

For all of these instances, edge costs are based on the length of the streets.

The project by Zeni et al. [36], called VRP Bench, is relevant to our work. The

authors use the Brazilian city of Artur Nogueira to produce benchmark instances

for a multiobjective problem involving contributions from average route length and

route imbalance. The underlying street network is extracted manually to mitigate

issues with missing data. The density of required edges is a function of several vari-

ables including distance to the city center, type of road, and zoning (i.e., whether a

road contains commercial, industrial, or residential buildings). One hundred bench-

mark instances with 1,000 to 10,000 delivery points were generated. The authors

note that, in many cases where manual extraction of the network is not tractable

due to the large amount of manual e�ort required, open-source map systems like
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OSM can help automate the process of generating instances.

3.3 The OAR Bench Tool

OAR Bench is a desktop application that we developed using a combination of

Javascript (JS), Hypertext Markup Language (HTML), and Cascading Stylesheets

(CSS). Our code is combined and packaged using NodeWebkit Javascript [58] and

has a portable browser that uses the same layout engine that powers Google Chrome

and Apple Safari. This browser allows our application to be easily compatible with

all major operating systems. Software dependencies are minimized. Our code is

simpli�ed by avoiding browser-speci�c tuning. The JS, HTML, and CSS software

stack are standard technologies used in web development. They o�er many visual-

ization libraries that are well-suited for GIS. The visualization libraries that we use

are listed in Table 3.1.

Lea
et is a Javascript library that enables interactive, tiled maps to be em-

bedded within Javascript applications [60]. Users can navigate and zoom with a

simple click-and-drag interface. Imagery is downloaded according to an on-demand

streaming model where only tiles within, or near the edges of the frame, are re-

quested to reduce the amount of data that has to be transmitted. An example of

the Lea
et interface is shown in Figure 3.5. Lea
et allows a user to specify and

preview a geographic bounding box that contains the street network used to create

the instances.

Data-Driven Documents (d3) [61] is a widely used data visualization library

for Javascript. d3 supports a variety of animations and presentation formats in-
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Integrated Open Source Libraries
Library Description Reference
Node-Webkit
Javascript (NWjs)

The framework that enables the use of web develop-
ment technologies to be used to create a local desktop
application. This grants Javascript the ability to run
additional modules, and packages a lightweight web
browser with the code that makes the tool portable
across the major operating systems.

[59]

Lea
et Provides the map interface for selecting the geographic
region containing the street network to be used in gen-
erating an instance.

[60]

Data-Driven Docu-
ments (d3)

Works with Lea
et to provide an overlay on the map
of the queried region. This overlay appears when the
user queries the map database for a size estimate.

[61]

Cytoscape Provides the graph visualization interface in the re�n-
ment phase of the tool, where streets are selected to
require or not require service.

[62]

jQuery Provides document object model (DOM) parsing and
more compact object referencing.

[63]

(Twitter) Bootstrap Provides the user interface (UI) components for the
navigation menus in the tool.

[64]

qTip Provides the popup functionality used to display street
properties when the user clicks on an edge on the Cy-
toscape canvas.

[65]

Vex Provides the UI for inputting percentages used when
randomizing the required streets in the instance.

[66]

Alertify Provides noti�cation functionality to convey error
messages and status updates.

[67]

Table 3.1: Libraries used in OAR Bench.

cluding charts, tables, and graphs by providing a uni�ed framework to bind data

to established object models in a way that simpli�es data reuse. For example, data

can be stored in Javascript data structures, and then visualized as an HTML ta-

ble or a scalable vector graphic (SVG) histogram without having to write custom

HTML and SVG that would otherwise be required. A d3 powered graphic is shown

in Figure 3.6. In the context of OAR Bench, we use d3 to render an SVG overlay

of the streets that will be exported on top of the Lea
et map.

Cytoscape is an interactive graph visualization capability that contains native

support for click-and-drag navigation, selection of nodes and edges, some basic graph
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Figure 3.5: A map application that uses Lea
et to visualize the population densities
of each state in the United States [68].

Figure 3.6: An interactive graphic powered by d3 from The New York Times website
on May 17, 2012 [69]. The graphic depicts the value of a tech company prior to its
IPO.
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Figure 3.7: A map of the Tokyo railway system recreated using Cytoscape [76].

algorithms (e.g., shortest path, connected components), and a variety of styling op-

tions [62]. Cytoscape is available as a standalone application and a Javascript library.

Cytoscape is primarily used in biological work [70{73] and in other applications such

as the study of authorship networks and networks with semantic data [74, 75]. A

visualization of the Tokyo metro map produced by Cytoscape is shown in Figure

3.7. In OAR Bench, we use Cytoscape as the engine that powers the interface used

to modify and re�ne the raw street network.

We use several common Javascript utility libraries to ease coding and improve

usability including jQuery [63], Bootstrap [64], qTip [65], vex [66], and alertify [67].

In our work, jQuery enables less verbose object referencing, while Bootstrap, qTip,

and vex provide various elements of the UI. Alertify provides functionality to enable

the pop-up noti�cations and system alerts.

We use two phases to produce an arc routing instance in OAR Bench: (1) gen-

erate phase, (2) re�ne phase. In the generate phase, the user speci�es a geographic
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bounding box using the Lea
et map interface. The user has the option to consider

the entire region contained within the frame or to specify a subset of the region.

After this area is selected, the user can query the Open Street Maps database and

then have the selected street network overlaid on the map. This allows the user

to preview the selection before con�rming it. After the user is satis�ed with the

selection, street data may be exported to a Javascript Object Notation (JSON) �le

that will be used in the second phase.

In the re�ne phase, the user can load the street network into a Cytoscape

canvas and make manual edits to the instance. The user may remove nodes and

edges in the graph, mark certain nodes as depots, and select edges to be marked as

requiring service. In order to expedite and simplify the process of marking required

edges, we allow the user to specify what percentage of the streets are required based

on the metadata contained in the JSON �le exported from the generate phase. This

metadata includes the priority of the street (e.g., primary for highways, secondary

for major roads and thoroughfares, tertiary for local streets) for use in problem

variants where critical infrastructure must be serviced before local roads ( [77{79]),

the speed limit for determining traversal times, whether or not the street is one way,

and what types of buildings are located on the street (which we call the zone of the

street). For example, the user could generate instances that have 30% of residential

streets, 10% of tertiary streets, and 50% of streets that aren't labeled with priority

data. In addition, the user could specify that 20% of commercial streets and 30%

of streets on university campuses be required.
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3.4 Example Instances and Usage

In this section, we describe several ways to use OAR Bench to generate test

instances. In the �rst example, we consider a package delivery scenario. We use this

example to follow the OAR Bench work
ow. In the second example, we generate

two related instances, where one instance has a subset of the streets removed to

model an event such as a natural disaster that has edges in a portion of the network

unavailable for use. In addition, the user wishes to customize the original OSM

database request made in the �rst phase and not include streets with a priority less

than tertiary. In the third example, there is a complex demand pro�le that combines

all of the metadata options. For a detailed example of generating an instance based

on a portion of the streets of Amsterdam, see Appendix C.

In the �rst example, we describe the process of generating a street network by

manually specifying the streets that are required and exporting an instance. The

process begins with the user in the Generate tab of OAR Bench with the embedded

Lea
et map. The UI is shown in Figure 3.8. At the top right of the map, the user

can toggle between satellite imagery and street map tiles. We show satellite imagery

in Figure 3.8.

In order to generate the street network �le, the user must specify the geo-

graphic region of interest. By default, the entire area on the screen is designated as

the region of interest. The user may zoom and pan to bring the desired area onto the

screen. If the user wants to specify a di�erent bounding box (e.g., with a di�erent

aspect ratio), the button on the left of the map allows the user to select a subset
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Figure 3.8: The OAR Bench UI for the network generation phase. The Lea
et
map pane is used to select the geographic region that provides the underlying street
network. Satellite imagery and a cleaner street map layer are available.
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