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Quantum computers have the theoretical potential to solve problems intractable for classi-

cal computers. However, realizing this potential requires dealing with the noise inherent in near

and far-term devices. One way of doing this is to redundantly encode the quantum information in

a quantum error-correcting code and manipulate the encoded states to do computation. Protecting

quantum information in this way incurs additional space overhead in the form of extra qubits; this

is problematic since qubits are a scarce resource, especially for near-term quantum computers.

Reducing these overheads could significantly accelerate the arrival of large-scale, fault-tolerant

quantum computation.

In this thesis, we address this topic of research and present techniques which aim to prac-

tically reduce the space and time overheads of implementing quantum error correction. The

overarching motivation for the works presented in this thesis is the belief that it is advantageous,

perhaps even essential, to measure every stabilizer generator when performing quantum error cor-

rection. To address this claim, we introduce partial quantum error correction, which we broadly



define to be using incomplete syndrome information from the code or neglecting to correct errors

on some part of the system. We show that it is not necessary to measure every stabilizer genera-

tor in order to obtain a threshold, and we will describe several situations where we obtain better

logical performance and/or reduced overheads by not doing so.

In particular, we present an error correction protocol built on a bilayer architecture that aims

to reduce operational overheads when restricted to 2D local gates by measuring some generators

less frequently than others. We show through numerical simulations that high-rate quantum error

correcting codes implemented with this protocol achieve logical error rates comparable to the

surface code while using fewer physical qubits. We then introduce adaptive syndrome extraction

as a scheme to improve code performance and reduce the quantum error correction cycle time by

measuring only the stabilizer generators that are likely to provide useful syndrome information.

We describe and numerically evaluate a concrete example of the scheme instantiated using a

concatenated code and a syndrome extraction cycle that uses quantum error detection to modify

the syndrome extraction circuits in real time.
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Chapter 1: Introduction

Quantum computers have the theoretical potential to solve problems intractable for classi-

cal computers. Notably, the simulation of quantum many-body systems, as originally proposed

by Feynman [1], and integer factorization [2] are believed to provide superpolynomial speed-ups

over classical computing. Applying these and other methods could yield advances in material

science, drug discovery, optimization, machine learning, cryptography, and more. However, the

current generation of quantum computers are are small, with around� 102 � 103 qubits, and

noisy, with error rates around 0.1% per operation [3–6]. At these scales, we are unable to ex-

ecute the most promising applications of quantum computing, which may require closer to106

qubits [7] and circuits with millions or billions of operations. In this noisy intermediate-scale

quantum (NISQ) era [8], as it has been called, efforts have been instead focused on �nding use

for quantum computers through variational algorithms [9] and simulations of small physical sys-

tems [10, 11]. However, there have not been de�nitive demonstrations of quantum advantage

save for contrived mathematical problems [12, 13]

Coherence times and error rates have signi�cantly improved over the last decade; however,

improvements in the hardware are unlikely to provide the error rates required to run quantum

algorithms with deep circuits and large gate-counts. To achieve these long circuits and low error

rates, it is likely that quantum error correction [14] (QEC) will be required. At a high level, QEC
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allow us to redundantly encode quantum information in a subspace of the full2n -dimensional

Hilbert space and occasionally check to see if errors have caused the information to leave this

logical subspace. By performing operations on the degrees of freedom of this highly entangled

system, we can achieve universal quantum computation on a noisy quantum computer [15, 16].

The threshold theorem [17–19] guarantees that such a procedure can work for arbitrarily long

quantum computations as long as the noise rate of the system is below some threshold.

Encoding quantum information in this way incurs additional space overhead: namely, quan-

tum error correcting codes (QECCs) encodek logical qubits inton physical qubits, wheren > k .

To minimize the total number of qubits required, we would like that the number of logical qubits

scales like the number of physical qubits,k = O(n), or the ratek=n is constant asn ! 1 .

Previously, this was not possible without sacri�cing the error correction capabilities of the code,

its distanced. However, recentgoodquantum low-density parity-check (qLDPC) code construc-

tions were found which have parameters scaling likek = d = O(n) [20–23]. In addition to

the qubits required to simply construct the code, ancilla qubits are needed to make the logical

quantum computation fault tolerant. Although polylogarithmic overhead is needed in the gen-

eral case, it was later shown that the use of these asymptotically good LDPC codes could reduce

the required space overhead a constant [24]. Furthermore, there is a time overhead associated

with performing encoded quantum computation, with the quantum error correction itself taking

signi�cant time, in addition to performing the logical gates on the QECC. Minimizing the time

overhead, too, has been focus of recent research [25–28]. Practically, many of these threshold and

code construction works have somewhat optimistic constraints on the capabilities of the quantum

computer; reality is much more restrictive.

There are a number of potential candidates for large-scale quantum computers, including

2



superconducting transmon qubits [29], ion-traps [30–32], neutral-atoms [33], photonics [34],

bosonic qubits [35, 36], and semiconductor spin qubits [37], among others, each with their own

strengths and weaknesses. As such, for each architecture there are certain QECCs that are well-

suited and others that are inef�cient or even incompatible. Notable examples include the surface

code [38, 39], which is ideal for the nearest neighbor connectivity of superconducting qubits, or

GKP codes [40], which require the in�nite-dimensional Hilbert space of bosonic qubits. On many

of these platforms, there have been various experimental realizations of logical quantum memory

and logical computation [41–46], including some that exhibit below threshold performance [47–

52]. These demonstrations are necessary and encouraging steps towards large-scale FT quantum

computing, but we are still most likely several years, or even several decades, away. Further

research focused on reducing the required overheads could signi�cantly accelerate this timeline.

In this thesis, we address this topic of research and present techniques which aim to prac-

tically reduce the space and time overheads of implementing quantum error correction. The

overarching motivation for the works presented in this thesis is the belief that it is advantageous,

perhaps even essential, to measure every stabilizer generator when performing quantum error cor-

rection. To address this claim, we introduce partial quantum error correction, which we broadly

de�ne to be using incomplete syndrome information from the code or neglecting to correct errors

on some part of the system. We will show that isnotnecessary to measure every stabilizer gener-

ator in order to obtain a threshold, and we will describe several situations where we obtain better

logical performance and/or reduced overheads by not doing so.
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1.1 Relation to previous work

We brie�y discuss the relation to techniques which are either named similarly or share

a similar implementation to partial quantum error correction as described in this thesis. Note

that there aremanyrecent works that aim to reduce the time and space overheads in quantum

error correction. Indeed, this is essentially the underlying motivation behind much of all current

quantum error correction research.

1.1.1 Partial error correction

Partial (quantum) error correction has been coined before. In particular, Refs. [53, 54]

introduced a framework that employs error-corrected “clean” qubits in conjunction with non-

error-corrected “dirty” qubits, motivated by the qubit limitations imposed by near-term quantum

computers. During quantum computation, clean logical qubits are interacted with dirty qubits in

an attempt to increase the computational space of the (small) QECC. They present evidence to

suggest that this model offers some bene�ts over fully noisy circuits.

The difference compared to our version of partial quantum error correction is we assume

quantum computation is conducted solely on the clean logical qubits. In other words, all physical

qubits used for computation (that is, apart from those used to measure, as �ags, perform routing,

etc.) are part of some error correcting code. It is just that byoccasionallyneglecting to measure

some generators, some qubits become temporarily dirty. However, the scheduling of the generator

measurements ensure that no error is ignored for too long, and that all qubits are eventually

cleaned of any residual errors. This is in contrast to the partial error correction of Refs. [53, 54],

in which the dirty qubits are never cleaned despite the fact that they are used for computation.
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1.1.2 Floquet codes

Floquet codes [55] and dynamical codes [56, 57], as their names suggest, are QECCs gen-

erated from a sequence of low-weight measurement operators. For both Floquet codes and partial

quantum error correction, the measurement schedule may repeat over some number of rounds,

but we do not require the round-to-round measurements to be identical. Indeed, this is precisely

what enables Floquet codes to function as a quantum memory.

The main difference between the two methods is the location of logical information: for

Floquet codes, the logical qubits arise as a consequence of the particular sequence of measure-

ments; whereas for partial quantum error correction, we focus on stabilizer codes with a static

logical subspace. Note that in syndrome extraction rounds where a submaximal set of stabilizer

generators is measured, the physical qubits are stabilized by fewer generators, and as such are

technicallyin a different code than they were originally encoded. This new code will likely have

a smaller distance, see Section 3.3, and seeing as it has fewer generators, it encodes more log-

ical qubits. However, these additional logical qubits are not used, and the encoded information

remains in the original logical subspace.

1.1.3 Single-shot QEC

Slightly less related is the concept of single-shot QEC. Usually, to be fault-tolerant to both

qubit and syndrome errors, the stabilizer generators have to measuredO(d) times, and the entire

syndrome history must be used in decoding [58]. For quantum error correcting codes with the

single-shot [59, 60] property a single round of syndrome extraction suf�ces. In this way, single-

shot codes inherently tolerate syndrome errors. Nonetheless, the syndrome measurements are

5



required to at least be attempted, especially for codes where the single-shot property is facilitated

by soundness [60]. Codes that are single-shot can immediately be applied in a partial quantum

error correction scheme in which stabilizer measurements are skipped, with some performance

guarantees, see Section 3.3.

1.1.4 Approximate quantum error correction

Similar sounding, but not very related is the concept of approximate quantum error correc-

tion [61]. For approximate error correcting codes, we are not required to return exactly to the

computational subspace after correction, but instead we are allowed to return to a state that is

� -close to a codeword. In this thesis, partial quantum error correction is still exact in the sense

that whenever we do corrections, we want them to return us to the codespace.

1.2 Outline

This dissertation is structured as follows:

Chapter 2 presents the necessary background material needed for the following chapters.

In particular, we provide introductions to classical and quantum error correction including the

codes and decoders used in this work.

In Chapter 3, we introduce partial syndrome measurement and masking as a general tech-

nique for quantum error correction. We then motivate an application of partial syndrome mea-

surement inspired by the so-called stacked model, in which generators acting on spatially distant

qubits are measured less frequently than those which do not. Through analytical and numerical

means, we investigate the performance of a simpli�ed version of this scheme where the measured

6



generators are randomly selected. This chapter is based on the following publication:

• Noah Berthusenand Daniel Gottesman. Partial syndrome measurement for hypergraph

product codes. Quantum, 8:1345, May 2024.

In Chapter 4, we study the stacked model application of Chapter 3 in a more realistic set-

ting; namely, we present a full error correction protocol that is built on a bilayer architecture and

uses bivariate bicycle codes. In doing so, we discuss code embeddings, a parallel syndrome mea-

surement scheme using fast routing with local operations and classical communication (LOCC),

and entanglement puri�cation. This chapter is based on the following publication:

• Noah Berthusen, Dhruv Devulapalli, Eddie Schoute, Andrew M. Childs, Michael J. Gul-

lans, Alexey V. Gorshkov, and Daniel Gottesman. Toward a 2D local implementation of

quantum LDPC codes. PRX Quantum 6:010306, Jan 2025.

In Chapter 5, we present another application of partial quantum error correction in the form

of adaptive syndrome extraction. We show that for certain codes, namely a concatenated code

consisting of a error detecting code and a high-rate low-density parity-check code, syndrome ex-

traction could be optimized by utilizing the correlations in the syndromes between concatenation

layers. Using this idea, we present a framework that can `short-circuit' syndrome extraction and

skip measuring generators that are unlikely to be useful for decoding. Speci�cally, we look at

[[4; 2; 2]]-concatenated hypergraph product codes and investigate the potential bene�ts of using

these codes and the adaptive syndrome extraction in quantum memory and logical computation.

This chapter is based on the following preprint:

• Noah Berthusen, Shi Jie Samuel Tan, Eric Huang, and Daniel Gottesman. Adaptive Syn-

drome Extraction. arXiv preprint arXiv:2502.14835, Feb 2025.
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Finally, we conclude in Chapter 6 with a discussion and present some potential future

applications of partial quantum error correction.

Other work completed during the completion of this degree but not reported in this disser-

tation include:

• Noah Berthusen, Michael J. Gullans, Yifan Hong, Maryam Mudassar, and Shi Jie Samuel

Tan. Automorphism gadgets in homological product codes. To appear, 2025.

• Noah Berthusen, Joan Dreiling, Cameron Foltz, John P. Gaebler, Thomas M. Gatter-

man, Dan Gresh, Nathan Hewitt, Michael Mills, Steven A. Moses, Brian Neyenhuis, Peter

Siegfried, and David Hayes. Experiments with the four-dimensional surface code on a

quantum charge-coupled device quantum computer. Phys. Rev. A, 110:062413, Dec 2024.

• Noah Berthusen, Faisal Alam, and Yu Zhang. Multi-reference Quantum Davidson Algo-

rithm for Quantum Dynamics. arXiv preprint arXiv:2406.08675, Jun 2024.
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Chapter 2: Preliminary material

In this chapter we present an introduction to the material that will be used throughout the

thesis. In particular, we provide introductions to classical and quantum error correction, including

the codes, error models, and general decodering scenarios used in this work.

2.1 Classical error correction

An [n; k; d] binary linear codeC encodesk classical bits in ak-dimensional subspace of

the n bit, n-dimensional space,Fn
2 . Codewords are the binary vectorsv 2 Fn

2 that satisfy the

equationH � v = 0, whereH is a binary matrix of sizem � n called theparity check matrix

(pcm) and arithmetic is done overF2. The number of logical bitsk can be computed fromH like

k = n � rk(H ), where rk(H ) denotes the rank ofH . As an example, the matrix shown below in

Eq. (2.1) is the pcm for the[7; 4; 3] Hamming code.

H =

0

B
B
B
B
B
B
@

1 1 1 1 0 0 0

1 1 0 0 1 1 0

1 0 1 0 1 0 1

1

C
C
C
C
C
C
A

(2.1)

The distanced of a binary linear code is the minimum weight of a non-zero codeword. The

weight, or Hamming weight, of a vectorv 2 Fn
2 is simply the number of ones inv and is denoted
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Figure 2.1: Tanner graph for the[7; 4; 3] Hamming code.

by jvj. An [n; k; d] error correcting code is able to correct all errors of weight up tob(d � 1)=2c,

and it is able to detect all errors of weight up tod � 1. Note that there may be higher weight

errors that are detectable and correctable, but it is not guaranteed in general.

The parity check matrix can be represented as a bipartite graphG = ( V t C; E) called a

Tanner graph. For a[n; k; d] binary linear code, there are two sets of nodes in the graph: the bit

nodesV, with jV j = n, and the check nodesC, with jCj = m. A bit nodev 2 V and a check

nodec 2 C are connected by an edge ifv is involved in the checkc. In other words, thei th bit

is connected to thej th check ifH j;i = 1. In this sense, the Tanner graph can be considered the

graph whose biadjacency matrix isH . Fig. 2.1 shows the Tanner graph for the[7; 4; 3] Hamming

code. From a Tanner graphG of some binary linear codeC, we can obtain the transpose code

CT by swapping the bit and check nodes ofG. That is, the Tanner graph remains the same, but

the bit nodes are now considered check nodes and the check nodes are now considered bit nodes.

Equivalently, the pcm ofCT is H T . The resulting code has parameters[m; kT ; dT ]. Note that if

H is full rank thenCT consists of only the zero codeword, and sokT = 0 anddT = 1 .

To determine whether a received messagew experienced an error during transmission we

compute itssyndrome, � (w) = H � w. Since all codewords ofv 2 C are elements of the kernel of

H , a non-zero outcome for� (w) indicates that an error has occurred. Fig. 2.2 shows two example

errors on the[7; 4; 3] Hamming code and the corresponding syndromes: the error depicted in

10



Figure 2.2: Example errors and syndromes for the[7; 4; 3] Hamming code. In panel (b), a weight-
three error causes a zero syndrome, indicating that the distance of the code is at most three.

panel (a) has a non-zero syndrome, and sincejwj � b (d � 1)=2c = 1 we are able to uniquely

identify the error. In panel (b), a weight-three error causes an all-zero syndrome, indicating that

the distance of the code is at most three. For this speci�c code, there is no lower-weight error that

causes an all-zero syndrome, and so the distance is three. Determining the smallest satisfying

error, or equivalently the closest codeword to the received vector, is dif�cult in general [62]. This

process, calleddecoding, is instead usually done using heuristic algorithms calleddecoders. We

further discuss the decoding problem in Section 2.3.5. Once the decoder outputs a correction, it

can be applied to the received message to (hopefully) obtain the originally sent message.

A classical code is considered alow-density parity-check(LDPC) code [63] if the weights

of the rows and columns of its parity check matrix are bounded by a constant. We say that a code

is (� V ; � C )-LDPC if the weight of every column and row of H is bounded by� V ; � C 2 O(1),

respectively. We can equivalently say that the Tanner graph has bit node degree bounded by� V

and check node degree bounded by� C . Due to the sparsity of their Tanner graphs, LDPC codes

are amenable to ef�cient decoding by message-passing algorithms like belief propagation [64],

allowing them to approach the Shannon limit [65]. Their performance and simplicity have caused

them to �nd widespread use in communications including Wi-Fi, Ethernet, 5G, and more.

11



2.2 Quantum information

The fundamental unit of classical computation is the bit, which can be in the 0 and 1 states.

The fundamental unit of computation of quantum computation, thequbit, can also be in discrete

states called basis states:

j0i =

0

@
1

0

1

A j1i =

0

@
0

1

1

A : (2.2)

However, the qubit can also be in asuperpositionof j0i andj1i ,

j i = � j0i + � j1i = �

0

@
1

0

1

A + �

0

@
0

1

1

A =

0

@
�

�

1

A ; (2.3)

where�; � 2 C, and we have the conditionj� j2 + j� j2 = 1. From this it can be seen that a single

qubit is just a normalized vector inC2. Similarly, a system ofn qubits can be represented as a

statevectorj i 2 (C2)
 n = C2n
which we call a pure state. Alternatively, we can represent the

qubit state with its density matrix� = j i h j. The density matrix representation allows us to

also consider mixed states, which are a statistical mixture of pure states,

� =
X

i

pi j i i h i j ; (2.4)

wheref pi g is a valid probability distribution.

Just as classical computation can be expressed using logic gates such as OR and NOT,

quantum computation is accomplished by applying unitary operatorU, i.e. operators satisfying

UUy = UyU = I , whereI is the identity matrix. When a unitary gateU is applied to an initial

12



statej i , we obtain a transformed statej� i = U j i , which can simply be obtained by matrix

multiplication. We can also express this transformation on the density matrix,

� = j� i h� j = U j i h j Uy = U�U y: (2.5)

Of course, computing the action on an qubit system will, in general, require keeping track of

the statevectorj i 2 C2n
and performing matrix multiplication with an operatorU 2 C2n � 2n

.

For even a modest number of qubits this method is classically intractable, hence the potential for

quantum advantage. One important set of unitary operators are the Pauli operators:

X =

0

@
0 1

1 0

1

A Y =

0

@
0 � i

i 0

1

A Z =

0

@
1 0

0 � 1

1

A (2.6)

which when tensored overn qubits and phases are included form the Pauli group:

Pn = f I; X; Y; Z g
 n � f� 1; � ig: (2.7)

In quantum error correction, it often suf�ces to only consider errors coming from the Pauli group.

This simpli�cation is valid due to a discretization of errors [66] that occurs during quantum

measurements. Indeed, arbitrary-angle rotation errors get converted into Pauli errors which can

then be corrected with appropriate application of Pauli corrections.
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2.2.1 Error models

During a quantum computation, the system of qubits is interacting with the external envi-

ronment and may experience unintended noise and decoherence. The most general way to model

noise is with a completely positive trace preserving (CPTP) map. We can represent a CPTP map

with a set of Kraus operators

E(� ) =
X

i

E i �E
y
i ; (2.8)

where
P

i E i E
y
i = I . Perhaps the simplest noise models are the bit- and phase-�ip (dephasing)

channels:

Bp(� ) = (1 � p)� + pX�X y Pp(� ) = (1 � p)� + pZ�Z y (2.9)

Additional error models include amplitude damping, qubit loss, or the depolarizing channel,

which is shown below:

Dp(� ) = (1 � p)� +
p
3

X�X y +
p
3

Y �Y y +
p
3

Z�Z y: (2.10)

Throughout this thesis, when we say an error has occurred the qubits, we mean that one of these

CPTP maps (mainly the bit-�ip and depolarizing channels) has been applied to the system.

2.3 Quantum error correction

An [[n; k; d]] quantum error correcting code (QECC)Q encodesk logical qubits into a2k-

dimensional subspace of then qubit,2n -dimensional Hilbert space,(C2)
 n = C2n
. A commonly

used class of QECCs arestabilizer codes[67, 68]. A stabilizer code is de�ned by itsstabilizerS,
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X Z Z X I
I X Z Z X
X I X Z Z
Z X I X Z

Table 2.1: Stabilizer generators for the[[5; 1; 3]] �ve-qubit code.

consisting of elements of the Pauli group Eq. (2.7) whose action is the identity on the codewords

j i of Q, e.g.,

Q = f S j i = j i ; 8S 2 Sg: (2.11)

In other words, the quantum codewordsj	 i 2 Q form the joint+1-eigenspace for the elements of

S. To have a codespace at all, we require that� I =2 S and thatS forms an abelian subgroup ofPn .

S is generated bym independentstabilizer generatorsS = hS1; :::; Sm i , and the corresponding

stabilizer code encodesn� m = k logical qubits. As an example, consider the[[5; 1; 3]] �ve-qubit

code [69, 70], the smallest stabilizer code that is able to correct an arbitrary single-qubit error.

Its four independent stabilizers generators are shown in Table 2.1; as such, it encodes5 � 4 = 1

logical qubit. Denote byN (S) the normalizer ofS, the set of Pauli operators that commute

with everything in the stabilizer,N (S) = f N 2 P n j [N; M ] = 0 8M 2 Sg: The distanced

of Q is then de�ned to be the minimum weight of an operator inN (S) n S. For the �ve-qubit

code, it can be easily checked that the Pauli operatorP = X 1Z3X 5 commutes with all of the

stabilizer generators. It is also straightforward to verify thatP cannot be written as a product

of the stabilizer generators, and soP 2 N (S) n S. Hence the distance of the code is at most

jPj = 3; in this case, the distance is exactly three. In order to do computation on the encoded

qubits, we identify the logical Pauli groupN (S)=S, which is isomorphic to the Pauli group on

k qubits,Pk . For any stabilizer code, we can �nd a basis of logical operatorsX 1; Z 1; :::;X k ; Z k

which generate the Pauli group on thek logical qubits.
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To determine whether the encoded quantum information has left the logical subspace, the

eigenvalues of the stabilizer generators are measured. There are several ways to do this. The

circuits depicted in Fig. 2.3 provide one of the most straightforward approaches, which we use

throughout the thesis. Eq. (2.11) states that in the absence of errors, all generators will have a+1

eigenvalue; whereas a� 1 eigenvalue indicates that an error has caused the encoded information

to leave the codespace. Note that obtaining all+1 measurement results does not guarantee an

error-free codespace: ifE 2 N (S) n S, then by de�nitionE commutes with everything inS, yet

is an unintended error. Theselogical errors are especially detrimental since they cause logical

actions on one or more of the logical qubits. LetE 2 P n be some Pauli error on then qubits.

Since Paulis either commute or anticommute, there are only two options for each of the stabilizer

generators ofS. If [E; Si ] = 0, then

Si E j i = ESi E j i = E j i ; (2.12)

i.e. E j i is a +1-eigenstate ofSi . Hence, performing the circuit in Fig. 2.3 would yield a

measurement result of 0. The other scenario is iff E; Si g = 0; in this case

Si E j i = � ESi j i = � E j i ; (2.13)

and soE j i is � 1-eigenstate ofSi . Measuring the corresponding eigenvalue using the circuit

in Fig. 2.3 would yield a result of 1. These measurement results constitute a classical syndrome

� (E) 2 Fm
2 , which is then used as input to a decoding algorithm that outputs a correction, see

Section 2.3.5. We note that the syndrome labels the2m cosets ofPn=N(S).
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Figure 2.3: Circuits for measuring the eigenvalue of anX -type generator (red) and aZ-type
generator (blue). TheZ-type measurement presented here is a variation from the standard circuit
which uses CZ gates.

The binary symplectic representationof a PauliP 2 P n=f� 1; � ig = P̂n is a bitstring

consisting of twon-bit binary vectors,(xjz) 2 F2n
2 . The i th component ofx is 0 if P acts on

qubit i with I or Z and 1 if P acts on qubiti with X or Y. Similarly, thei th component ofz

is 0 if P acts on qubiti with I or X and 1 if P acts on qubiti with Z or Y. In other words,

P̂n
�= F2n

2 . This transformation allows us to use techniques from classical coding theory on

QECCs. In particular, we can represent the stabilizer generators as am � 2n binary parity check

matrix, H . For example, the binary symplectic representation of the stabilizer generators of the

�ve-qubit code, Table 2.1, is then:

H =

0

B
B
B
B
B
B
@

1 0 0 1 0 0 1 1 0 0

0 1 0 0 1 0 0 1 1 0

1 0 1 0 0 0 0 0 1 1

0 1 0 1 0 1 0 0 0 1

1

C
C
C
C
C
C
A

(2.14)

The symplectic producton two Pauli strings in the symplectic form is de�ned as(x1jz1) �

(x2jz2) = x1 � z2 + x2 � z1, where multiplication and addition are performed overF2. There

is a natural equivalence between the symplectic product and the commutativity of Pauli opera-
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tors: letP1 = ( x1jz1) andP2 = ( x2jz2), then

[P1; P2] = 0 () P1 � P2 = 0: (2.15)

And similarly when[P1; P2] = 1. It can be easily veri�ed that the generators of the �ve-qubit

code commute by applying the symplectic product.

CSS codes [71, 72] are a subclass of stabilizer codes where the stabilizer generators consist

entirely of tensor products ofX andI or Z andI . As such, these codes have a parity check

matrix with the following symplectic representation:

H =

0

B
@

HX 0

0 HZ

1

C
A : (2.16)

HereHX andHZ aremX � n andmZ � n binary matrices, respectively, that satisfyHZ � H T
X =

HX � H T
Z = 0. Note that it is not necessary formX = mZ : an example in whichmX 6= mZ is

the 3D surface code [73]. CSS codes encodek = n � rk(HX ) � rk(HZ ) logical qubits. With the

pcm in this form, it can be seen that error correction with CSS codes can be broken down into

correctingX - andZ- type errors separately, withHX detecting and correctingZ-type errors, and

HZ detecting and correctingX -type errors. Hence we obtain separate syndromes when decoding

an errorE = ( xjz),

� (E) = ( � Z (x); � X (z)) = ( HZ � x; H X � z): (2.17)

Decoding CSS codes is greatly simpli�ed compared to general stabilizer codes, since� Z (x) and

� X (z) can be treated as the syndromes for classical codes with pcmsHZ ; HX , respectively. As

such, we can apply ef�cient classical decoders—with some modi�cations, see Section 2.3.5. We
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Figure 2.4: Tanner graph for the Steane code.

exclusively focus on CSS codes throughout this thesis.

We can also represent a CSS code with a Tanner graph. For a[[n; k; d]] CSS code,Q, there

are now three sets of nodes in its Tanner graphGQ = ( VQ t CX t CZ ; E): the qubit nodesVQ ,

with jVQ j = n, theX -type check nodesCX , with jCX j = mX , and theZ-type check nodesCZ ,

with jCZ j = mZ . Edges are connected betweenVQ andCX according toHX , and edges are

connected betweenVQ andCZ according toHZ . In other words, the symplectic representation

of the pcm ofQ is the biadjacency matrix ofGQ . As an example, consider the[[7; 1; 3]] Steane

code [74], a CSS code which is obtained by setting bothHX andHZ to be the pcm for the[7; 4; 3]

Hamming code, Eq. (2.1). Fig. 2.4 shows the Tanner graph for the Steane code. Alternatively, we

can represent a quantum codeQ using its connectivity graphG0
Q = ( VQ ; E). Here each vertex

corresponds to a qubit inQ, and two vertices are connected if the two qubits are in the support of

the same stabilizer generator.

Quantum codes can also be (quantum) LDPC. Speci�cally, an[[n; k; d]] stabilizer code is

(� V ; � C )� qLDPC if, for some constants� V and � C , each qubit is involved in at most� V

stabilizer generators and each generator measures at most� C qubits. We can equivalently say

that in the Tanner graph, each qubit nodev 2 V has degree bounded by� V and each check node
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c 2 CX t CZ has degree bounded by� C . For stabilizer codes, the qLDPC property is important

because it means that the syndrome extraction circuits shown in Fig. 2.3 can be done in con-

stant time. This ensures that errors cannot build up overwhelmingly during syndrome extraction

which, in part, allows qLDPC codes to achieve fault-tolerant quantum computation with constant

overhead [24]. Recent years have seen enormous research efforts focused on constructing qLDPC

codes with better performance and better parameters [75].

2.3.1 Hypergraph product codes

Hypergraph product (HGP) codes [76] are are CSS-type codes constructed by taking the

graph product of two classical linear binary codesC1; C2. Equivalently, they can be considered

the homological product [77], or the tensor product, of the chain complex and cochain com-

plex corresponding to the two classical codes. LetC1 be a binary linear code with parameters

[n1; k1; d1], a pcmH1, and a Tanner graphG1. Let CT
1 be the transposed code ofC1 with param-

eters[m1; kT
1 ; dT

1 ], pcmH T
1 , and Tanner graphGT

1 . Similarly de�ne C2 andCT
2 , with parameters

[n2; k2; d2]; [m2; kT
2 ; dT

2 ], pcmsH2; H T
2 , and Tanner graphsG2; GT

2 , respectively. The HGP code

obtained by using seed codesC1; C2, HGP (H1; H2), has the following pcms:

HZ =
�
I n1 
 H2; H T

1 
 I m2

�
HX =

�
H1 
 I n2 ; I m1 
 H T

2

�
; (2.18)

and parameters

[[n1n2 + m1m2; k1k2 + kT
1 kT

2 ; min(d1; d2; dT
1 ; dT

2 )]]: (2.19)
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WhenH1 andH2 are full-rank, thenkT
1 = kT

2 = 0 anddT
1 = dT

2 = 1 , and so the parameters of

the resulting HGP code,HGP (H1; H2), reduce to

[[n1n2 + m1m2; k1k2; min(d1; d2)]]: (2.20)

Furthermore, whenC := C1 = C2 is a binary linear code with parameters[n; k; d] and a full-rank

parity check matrixH , the parameters of the resulting HGP code,HGP (H; H ), further reduce

to [[n2 + m2; k2; d]]. A HGP code which is formed from two copies of a single classical codeH

is called asquareHGP code. In this thesis, we exclusively investigate square HGP codes where

H is full-rank. Note that if the input classical code is(� V ; � C )� LDPC with � V � � C , then

the resulting quantum code is(2� C ; � V + � C )� qLDPC.

One notable instance of the hypergraph product is the surface code [38, 39] and toric

code [18], which is formed from the product of two[n; 1; n] repetition codes. The two dif-

ferent constructions are obtained depending on whether the pcm for the repetition code is full

rank (yielding the surface code) or not (yielding the toric code). Another notable family of

HGP codes are those formed from classical expander codes [78], whose parameters scale like

[n; O(n); O(n)]. The resulting quantum codes are deemedquantum expander codes[79] and

have parameters scaling like[[n; O(n); O(
p

n)]]. Additionally, they are equipped with a linear

time decoder [79], single-shot decoding [80], and single-shot state preparation [81]. These codes

are the focus of Chapter 3 and Chapter 5.

We �rst give the graphical interpretation of the hypergraph product. Again consider the

HGP codeQ obtained by using seed codesC1; C2. The Tanner graphGQ of the HGP code is then

obtained by performing the graph product ofG1 andG2. Intuitively, this means that when the
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Figure 2.5: Tanner graph of a[[58; 16; 3]] hypergraph product code constructed from two copies
of the [7; 4; 3] Hamming code. AZ-type generator (blue) and anX -type generator (red) are
highlighted.

qubits and checks are laid out as shown in Fig. 2.4, each row is a copy of the nodes and edges

from G1, and each column is a copy of the nodes and edges fromG2. More formally, letV1; V2

be the bit nodes, and letC1; C2 be the check nodes forG1; G2, respectively. Then the qubits and

checks ofQ are assigned as follows: the qubitsV := V1 � V2 t C1 � C2, theX -type checks

CX := V1 � C2, and theZ-type checksCZ := C1 � V2. This graphical interpretation provides a

convenient representation for the stabilizer generators and logical operators, see Section 2.3.1.1.

An alternative interpretation to the graphical hypergraph product can be obtained through

the homological product [77]. We �rst give a brief review of chain complexes andF2 homology.
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A chain complexis a collection of vector spaces overF2 together with linear maps@i ,

@n @n � 1 @2 @1C = Cn Cn� 1 ::: C1 C0; (2.21)

where@i +1 @i = 0. We refer to elements ofCi asi -chains, elements ofZ i (C) = ker @i asi -cycles,

and elements ofB i (C) = im @i +1 as i -boundaries. Thei -th homology is then de�ned as the

vector space ofi -cycles moduloi -boundaries,

H i (C) = Z i (C)=Bi (C): (2.22)

Similarly, we also de�ne elements ofZ i (C) = ker @T
i +1 as i -cocycles, elements ofB i (C) =

im @T
i asi -coboundaries, and thei -th cohomology,H i (C) = Z i (C)=Bi (C).

An [n; k; d] classical error correcting code can be considered a 2-term chain complex,

@1C = C1 C0 , where its boundary map@1 = H is a linear map fromFn
2 to the vector

space of syndromes,Fm
2 . A CSS code can similarly be represented as a 3-term chain complex,

@2 @1C = C2 C1 C0; (2.23)

where@2 = H T
Z and@1 = HX . The condition that@i +1 @i = 0 translates to the requirement that

theX andZ checks must commute, e.g.H T
Z HX = 0, and so Eq. (2.23) de�nes a valid CSS code.

Given an arbitrary length chain complex, one may de�ne a CSS code by only considering two

consecutive boundary operators. When identifying qubits with elements ofCi , the resulting code

parameters aren = dim Ci , k = dim H i (C) = dim H i (C), andd is the minimum Hamming

weight of a non-trivial element inH i (C) or H i (C).
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Quantum error correcting codes, i.e. 3-term chain complexes, can be obtained by taking the

homological [77], or hypergraph [76] product of two chain complexes. The difference between

the two products is subtle and concerns the use of a transpose Tanner graph,D in Eq. (2.28). The

construction described here corresponds to the hypergraph product. The �rst step of the product

is to take thedouble complexof two chain complexes,C � D, which is equipped with vertical

boundary maps@v
i = @C

i 
 ID i and horizontal boundary maps@h
i = ICi 
 @D

i . Here we use

the notation@A
i to denote thei th boundary operator of the chain complexA. See Fig. 2.6 for

an example of a double complex arising from the tensor product of two 2-term chain complexes.

From a double complex, we associate thetotal complexby performing the direct sum over vector

spaces and boundary maps of like dimension

Tot(C � D) i =
M

i = j + k

Cj 
 Dk = E i (2.24)

@E
i =

M

i = j + k

@v
j � @h

k : (2.25)

The resulting chain complex, deemed thetensor productof C andD, C 
 D, can be used to

construct a CSS code by choosing some consecutive three-term sequence. The parameters of the

resulting code can be explicitly calculated or the Künneth formula can be applied,

H i (C 
 D) �=
M

i = j + k

H j (C) 
 Hk(D): (2.26)

While the distance of a code is in general dif�cult to calculate, it was shown in Ref. [82] that the

distances of a tensor product of an arbitrary-length chain complex with a 2-term chain complex
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In 1 
 H T
2

H1 
 Im 2 H1 
 In 2

Im 1 
 H T
2

C1 
 D1 C1 
 D0

C0 
 D1 C0 
 D0

Figure 2.6: A commutative diagram representing the double complex that arises from the tensor
product of two 2-term chain complexes.

can be calculated exactly,

di (C 
 D) = min
�
di (C)d0(D); di � 1(C)d1(D)

�
: (2.27)

Now, we present an explicit construction of a hypergraph product code using the homolog-

ical product. We de�ne the following two 2-term chain complexesC; D, representing the two

classical codesC = [ n1; k1; d1]; D = [ n2; k2; d2], respectively, which are the basis for the product

construction,

H1C = C1 C0
H T

2D = D1 D0: (2.28)

Note that we are usingH T
2 as the boundary map forD, soD is really the cochain complex ofD.

To obtain the hypergraph product ofC andD, we take the tensor product ofC andD, yielding

the double complex shown in Fig. 2.6. Performing a direct sum over vector spaces of equal

dimension according to Eq. (2.24) results in the tensor product complex

@2 @1C1 
 D1 C0 
 D1 � C1 
 D0 C0 
 D0 (2.29)
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where

@2 =

0

@
In1 
 H T

2

H1 
 Im2

1

A (2.30)

@1 =
�

H1 
 In2 ; Im1 
 H T
2

�
: (2.31)

It can be easily veri�ed that@1@2 = 0, and so Eq. (2.29) is a valid chain complex. Let us relabel

the vector spaces and boundary maps in Eq. (2.29) to
@E

2 @E
1E = E2 E1 E0: For each

vector spaceE i , we calculate the dimensiondim E i .

dim E2 = dim( Fn1
2 
 Fm2

2 ) = n1m2 (2.32)

dim E1 = dim( Fm1
2 
 Fm2

2 ) (2.33)

+ dim( Fn1
2 
 Fn2

2 ) = n1n2 + m1m2

dim E0 = dim( Fm1
2 
 Fn2

2 ) = m1n2 (2.34)

To considerE a CSS code, we identify then1n2 + m1m2 physical qubits with 1-chains.

Parity check matrices are then assigned to the boundary operators@E
2 = H T

Z and@E
1 = HX ,

matching the pcms de�ned in Eq. (2.18). We can determine the number of logical qubits by

calculating the dimension of the �rst homology group,dim H1(E) with the Künneth formula,

Eq. (2.26). Here,H1(C) �= Zk1 , andH0(C) �= ZkT
1
. Similarly,H1(D) �= ZkT

2
andH0(D) �= Zk2 .
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Plugging into Eq. (2.26) as expected yields,

dim H1(E) = dim H1(C 
 D) (2.35)

= dim
�
H1(C) 
 H0(D) � H0(C) 
 H1(D)

�
= k1k2 + kT

1 kT
2 :

We can use Eq. (2.27) to calculate the distances of the resulting chain complex. The dis-

tanced0 of the homology groupH0(C) is d0 = 1, unless@1 has full column-rank in which case

d0 = 1 . For i > 0, we saydi = 1 if H i (C) is trivial. Otherwise,di is the minimum weight

of a non-zero vectorx 2 ker@i , i.e., the distance of binary linear code de�ned by@i . Hence we

obtain,

d1(E) = min
�
d1(C) d0(D); d0(C) d1(D)

�
(2.36)

= min
�
d1 � 1; 1 � dT

2 ) (2.37)

Technically, this is onlydZ , and d = min( dZ ; dX ). dX can be obtained by also taking the

minimum Hamming weight of non-zero elements in the cohomology classes,H i (C) and applying

Eq. (2.36). With this, we obtain the same distance as noted in Eq. (2.19).

2.3.1.1 Canonical logical basis

The physical qubits of HGP(H; H ) can be arranged into two square grids of sizen � n

andm � m, see Fig. 2.4 and Fig. 2.7. In this representation, the stabilizer generators and logical

operators have a convenient geometric structure. For each physical qubit in the code, we assign

a triplet (i; j; L ) or (k; `; R) where1 � i; j � n and1; � k; ` � m. Here,i (k) denotes the
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Figure 2.7: Partitioning the qubits of a[[52; 4; 4]] HGP code formed from two copies of a[6; 2; 4]
classical code. (a)Z -type generatorSZ (1; 3) (blue) andX -type generatorSX (4; 4) (red) obtained
by taking rows and columns of the (transpose) parity check matrix of the classical code. (b)
Canonical logical operatorsZ 2 andX 2. The qubit highlighted both blue and red is the pivot
qubit for that logical pair. (c) Diagonal qubits (black) and twin qubits (yellow).

row coordinate,j (`) denotes the column coordinate, andL (R) speci�es whether the qubit is in

the leftn � n sector or the rightm � m sector. We denote the physical qubits on the principal

diagonal of each sector, i.e.(r; r; � ), asdiagonalqubits. Additionally, for an(r; c; � ) qubit, we

identify the(c; r; � ) qubit as itsmirror qubit, with the two together consideredtwin qubits, see

Fig. 2.7(c).

With this layout of the physical qubits, the stabilizer generators of the code have the prop-

erty that their support is contained in a single row of one sector and a single column of the other.

Speci�cally, X -type stabilizers have support on thekth row of theR sector and thej th column

of theL sector. As such, each can be labeled bySX (k; j ). Similarly, aZ -type generator labeled

by SZ (i; ` ) has support on thei th row of theL sector and thèth column of theR sector. The

stabilizer generators as expressed in this representation can by constructed by indexing speci�c

rows and columns of the underlying classical parity check matrixH [83], see Fig. 2.7(a), or by

reshaping the HGP pcms shown in Eq. (2.18). Given theHX andHZ matrices, theX -type stabi-

lizer generators expressed in the representation de�ned above can be obtained by taking the �rst

n2 columns ofHX and reshaping them into an� n� M matrix, whereM is the number ofX -type
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Figure 2.8: (a) TheX -type parity check matrix for a[[20; 4; 2]] hypergraph product code. (b)
Considering the �rst row of the pcm, we take the �rstn2 = 16 columns and reshape them into a
4 � 4 matrix. We similarly take the remainingm2 = 4 columns and reshape them into a2 � 2
matrix. The two matrices together constitue the �rst stabilizer generator in canonical form.

generators. Also take the remainingm2 = ( n � k)2 columns and reshape them into am � m � M

matrix. In this representation, the fulli th stabilizer is then given by(( � ; � ; i ); (� ; � ; i )) . TheZ-

type generators can be obtained by instead usingHZ . An example of this reshaping in shown in

Fig. 2.8, where we considerHX from a[[20; 4; 2]] hypergraph product code where the underlying

classical pcm comes fromF2� 4
2 . To obtain the stabilizer generators in canonical form, we take the

�rst n2 = 16 qubits and reshape them into a4� 4 matrix, and similarly for the remainingm2 = 4

qubits. The two matrices together constitute the �rst stabilizer generator in canonical form.

In this layout, we can also obtain acanonical basisfor hypergraph product code logical

operators [84]. For these codes, a canonical basis is de�ned to be a set of logical operators such

that they have support contained in a single row or column of a single sector. Additionally,X i

andZ i share support on exactly one qubit, whereasX i andZ j for i 6= j do not share any support.

The physical qubit on whichX i andZ i overlap is deemed the pivot qubit for that logical qubit.

Similarly to the physical qubits, the logical qubits are either diagonal logical qubits or part of a
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twin logical qubit pair depending on the location of its pivot qubit. We refer to Ref. [84] where

they provide a method for constructing a canonical basis for square hypergraph product codes.

2.3.2 Bivariate bicycle codes

In Chapter 4, we investigate bivariate bicycle qLDPC codes [85], which come from the

wider family of generalized bicycle codes [86]. LetI ` be the` � ` identity matrix and letS` be

the` � ` cyclic permutation matrix, which is obtained by shifting the columns ofI ` one position

to the right. Also let

x = S` 
 Im and y = I ` 
 Sm (2.38)

for integers̀ ; m. We then de�ne two matrices

A = A1 + A2 + A3 and B = B1 + B2 + B3 (2.39)

whereA i ; B i are powers ofx or y. Here we perform all arithmetic overZ2. UsingA andB, we

can construct the CSS-type BB codeBB (A; B ) with X - andZ-parity checks that, respectively,

take the form

HX = [ AjB ] and HZ = [ B T jAT ]: (2.40)

To de�ne a valid stabilizer code, we require that allX -type checks commute with allZ -type

checks, which translates to the conditionHX � H T
Z = AB + BA = 0. Since[x; y] = 0, this

condition is satis�ed. As with other stabilizer codes,k = n � rk(HX ) � rk(HZ ), and the distance

is the minimum weight logical operator.
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2.3.3 Iceberg codes

Iceberg codes [67, 72, 87], also known as quantum parity codes, are a family of CSS codes

with parameters[[n; n � 2; 2]]. The two weight-n stabilizer generators,

SZ =
O

i 2 [n]

Z i and SX =
O

i 2 [n]

X i ; (2.41)

allow the code to detect a single bit-�ip and phase-�ip error. Technically, any error of odd parity

is detectable, but the code is unable to differentiate between the error weights. Itsn � 2 weight-2

logical operators can be de�ned as

X i = X 1X i +1 and Z i = Z i +1 Zn ; (2.42)

and it is easily veri�ed that the commutation relations between logical operators are satis�ed. The

logical all-zero statej00:::0i for an Iceberg code is simply then-qubit Greenberg-Horne-Zeilinger

(GHZ) state:

j00:::0i =
j00:::0i + j11:::1i

p
2

; (2.43)

and so to initialize the codespace we only need to prepare this state. Ref. [88] presents explicit

circuits on how to do this fault-tolerantly. The same reference also explains how to do logical

computation with these codes. In Appendix B.1 we present a set of logical operators that generate

the Clifford group on both logical qubits.
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2.3.4 Concatenated codes

Quantum code concatenation [67] is a procedure that takes two stabilizer codes and pro-

duces a larger stabilizer code. In a concatenated code, the physical qubits are �rst encoded in

some[[n1; k1; d1]] stabilizer code encodingk1 logical qubits. Thesek1 logical qubits then serve

as thephysicalqubits for an[[n2; k2; d2]] stabilizer code. This process can be repeated arbitrarily

many times, with each encoding step generally increasing the error correction properties of the

code. One concatenation scheme is shown below. Note that the scheme requiresk1 j n2.

Procedure 1. (Concatenation of quantum codes, see e.g., Section 3.5 of Ref. [67]). Consider

stabilizer codesQ1 and Q2 with parameters[[n1; k1; d1]], [[n2; k2; d2]] and stabilizersS1, S2,

respectively. Then a concatenated codeQ with parameters[[n1n2=k1; k2; d � d1d2=k1]] can be

constructed as follows:

Divide then2 qubits inton2=k1 blocks ofk1 qubits,B (b); b2 f 1; :::; n2=k1g. Each block of

k1 qubits is then encoded inton1 qubits usingQ1.

1. For each generatorM 2 S1 include inS the PauliM i acting on thei th block ofn1 qubits

tensored with the identity on all other blocks.

2. Also include inS every generatorM 2 S2, where each single-qubit PauliPi is replaced

with the corresponding logical Pauli operator according to the mapping ofB(b).

As an example, let us concatenate the[[4; 2; 2]] Iceberg code with itself according to Pro-

cedure 1. The resulting code will have parameters[[8; 2; d � 2]]. The generators and logical

operators for the[[4; 2; 2]] code are shown below:
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SX = X 1X 2X 3X 4 SZ = Z1Z2Z3Z4 (2.44)

X 1 = X 1X 2 Z 1 = Z2Z4 (2.45)

X 2 = X 1X 3 Z 2 = Z3Z4 (2.46)

Intuitively, we are constructing a[[4; 2; 2]] code where the physical qubits are each a logical

qubit encoded in another[[4; 2; 2]] code. Thus we need two code blocks to give us the required

number of logical qubits. For simplicity let us denote the logical qubits of the �rst code block

as logical qubits 1, 2, and the logical qubits of the second code block as logical qubits 3, 4.

Additionally, we let logical qubits with odd indices to correspond to the speci�c logical represen-

tation shown in Eq. (2.45), while logical qubits with even indices correspond to Eq. (2.46). This

assignment can be arbitrary, but certain assignments may provide increased distance and error

correcting performance, see Section 5.2.1. Following step 1 of Procedure 1, we add the stabilizer

generators for these two code blocks to the stabilizer of the concatenated code. Following step

2, we must then replace the[[4; 2; 2]] stabilizers of Eq. (2.44) with the corresponding logical op-

erators according to this assignment. Thus, for example, we substituteX 1 with X 1 on the �rst

block: X 1X 2 and we substituteX 4 with X 2 on the second block:X 4X 7. SX = X 1X 2X 3X 4

hence becomesX 2X 3X 5X 6. We do the same mapping with the two sets of logical operators,

Eq. (2.45), (2.46) to obtain logical operators for the two logical qubits of the resulting concate-

nated code. We see that the commutation relations betweenX i andZ i are satis�ed, so this set of

logical operators forms a valid logical basis. There is an alternative concatenation procedure:

Procedure 2. Concatenation of quantum codes.Consider stabilizer codesQ1 andQ2 with pa-
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X X X X I I I I
Z Z Z Z I I I I
I I I I X X X X
I I I I Z Z Z Z
I X X I I X X I
I Z Z I I Z Z I

X 1 I X X I I I I I
Z 1 I Z I Z I Z I Z
X 2 X X I I X X I I
Z 2 I I I I I Z Z I

Table 2.2: Stabilizer generators and logical operators for a[[8; 2; 2]] code obtained from the
concatenation of the[[4; 2; 2]] code with itself according to Procedure 1.

rameters[[n1; k1; d1]], [[n2; k2; d2]] and stabilizersS1, S2, respectively. Then a concatenated code

Q with parameters[[n1n2; k1k2; d � d1d2]] can be constructed as follows:

Divide then1n2 qubits inton2 blocks ofn1 qubits,B (b); b 2 f 1; :::; n2=k1g. Each block of

n1 qubits is then encoded intok1 logical qubits usingQ1.

1. For each generatorM 2 S1 include inS the PauliM i acting on thei th block ofn1 qubits

tensored with the identity on all other blocks.

2. Using thei th logical qubit from each blockB(b) include inS every generatorM 2 S2,

where each single-qubit PauliPi is replaced with the corresponding logical Pauli operator.

3. Repeat the previous stepk1 times, for each logical qubit inB(b).

In Chapter 5 we use Procedure 1 to construct a concatenated code; however, we could just

as easily used Procedure 2, and it may be interesting to consider reproducing Chapter 5 with this

second concatenation procedure.
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2.3.5 Decoding

As alluded to in the previous sections,decodingis process of determining an correction

based on the observed syndrome. The syndrome, which is obtained using syndrome extraction

circuits like those in Fig. 2.3, is given to an algorithm called adecoderthat outputs a likely

correction. Consider an errorE and correctionE 0 with E; E 0 2 P n . It might seem like a

suf�cient condition for decoding success, i.e. returning the quantum state to the codespace, is

that � (E � E 0) = 0 ; however, this is not enough to guarantee success. It may be the case

that E � E 0 2 N (S) n S, in which case the overall effect of the error and the correction is a

logical error—yet� (E � E 0) = 0 . So we instead consider thelogicals matrixconsisting of the

logical representatives,X 1; Z 1; :::;X k ; Z k , of the code. When expressed in the binary symplectic

representation, the logical matrix for CSS codes has a similar structure to its parity check matrix,

Eq. 2.16

L =

0

B
@

LX 0

0 LZ

1

C
A (2.47)

Decoding is then considered a success ifL � E = L � E 0, otherwise we say that a logical error

has occurred. We now brie�y describe common noise models for simulating the logical memory

performance of a QECC and the corresponding decoding techniques.

2.3.5.1 Code capacity

The simplest noise model is when only the data qubits experience noise, often at the be-

ginning of an error correction cycle. For example, they may all experience depolarizing noise,

Eq. (2.10), with probabilityp. Or we may consider CSS codes for simplicity, and consider bit-�ip
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noise and phase-�ip noise, Eq. (2.9), separately. Unless there is an asymmetry between theX -

andZ-type generators for a CSS code, it often suf�ces to investigate the performance of only

one type. Hence it is often customary to consider, for example, onlyX -type errors and theZ-

type syndrome, treating the problem like decoding a classical code. Although belief propagation

performs remarkably well for classical LDPC codes, decoding CSS codes in this way yields sub-

optimal performance [89–91], due to short cycles in the Tanner graph and error degeneracy. To

address the failures of belief propagation, post-processing methods have been introduced [92–

94]. Additionally, entirely new decoders tailored to speci�c quantum codes have been devel-

oped [23, 79, 83, 95, 96] (among many others), in some instances providing better performance

than general-use decoders like belief propagation.

2.3.5.2 Phenomenological noise

A slightly more realistic noise model is one in which the syndromes themselves can be

noisy, namely thephenomenologicalnoise model. When performing syndrome extraction circuits

like Fig. 2.3 on noisy quantum computers, there is the possibility of errors propagating to the

ancilla qubit or the measurement of the ancilla qubit failing. In general, this results in bit-�ip

errors being applied to the syndrome with probabilitypsynd. As the syndrome is the main input

to the decoder, incorrect syndromes can cause signi�cant increases in the logical error rate. We

say main input, as there is also the option of providing soft information to the decoder, usually

in the form of error probabilities on each qubit. It has been shown that providing this extra

information can improve decoding performance [97–99]. The typical method for dealing with

syndrome noise is to repeat the stabilizer measurements�( d) times and then decode over the
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Figure 2.9: TheX -type parity check matrix for a[[20; 4; 2]] hypergraph product code with addi-
tional columns to account for syndrome noise.

entire syndrome history [58].

It was shown in Ref. [59] that for certainsingle-shotQECCs, only a single round of noisy

stabilizer measurements is necessary to display increased error suppression with larger block-

lengths. There are two suf�cient conditions to be single-shot: some codes, namely those con-

structed from 5-term chain complexes such as the 4D surface code [58] and higher-dimensional

hypergraph product codes [82, 100], have redundancies in their stabilizer generators that allow

them to correct for syndrome errors before decoding according to Section 2.3.5.1. Codes with

this property are said to be single-shot by soundness [60]. Other codes are single-shot by con�ne-

ment [101], which very roughly states that the residual qubit and syndrome error remain bounded

after decoding. To decode these codes, we follow Ref. [94] to modify the Tanner graph and parity

check matrices of the CSS code: for each check node, we add a single bit node which represents

the possibility of a syndrome error. Fig. 2.9 displays the pcm for a[[20; 4; 2]] hypergraph product

code (shown unaltered in Fig. 2.8) after including columns for potential syndrome errors. This

augmented pcm can then be used in a decoding algorithm as described above. Note that when

applying the correction to the system, these syndrome errors are ignored.
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2.3.5.3 Circuit-level noise

In reality, errors may occur at any operation in the syndrome extraction circuit, including

qubit initialization, single- and two-qubit gates, measurements, and idle locations. To model

this, we instead consider the standard circuit-based depolarizing noise model [102], where for

each operation in the circuit, an error is introduced with some probabilityp. For example, an

error arising from a CNOT gate is the gate followed by one of the possible 15 non-identity

two-qubit Pauli products on the control and target qubits. Although it is possible to decode

circuit-level noise using the same method as for phenomological noise [103], it has been shown

to be advantageous to instead use a space-time circuit-level decoder [104, 105]. The goal now

is to guess the error at speci�c locations in the syndrome extraction circuit. Again, decoding is

considered a success if the guessed errors have the same effect on the logical observables as the

actual error.

The input to the space-time decoder is not the syndrome of the error, but rather the parities

of the syndrome measurements between error correction rounds. In the absence of errors, the

syndrome between rounds should be constant, i.e. have parity of zero. A parity of one indicates

that an error occurred at some point in the previous error correction round. Following the notation

of Stim [106, 107], we de�ne thei th detectorat timet to be the parity of the syndrome of the

current and previous roundsD (t )
i = � (t )

i � � (t � 1)
i , where� (t )

i is thei th bit of the syndrome at time

t. We make one change to allow for the possibility of partial quantum error correction, where we

have the choice of neglecting to measure certain generators for some number of rounds,tm . As

such, detectors for these generators must compare the parities of the corresponding syndromes

tm rounds apart,D (t )
i = � (t )

i � � (t � tm )
i . Each detector allows us to determine whether errors have
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Figure 2.10: (a) Detectors for a portion of the bit-�ip repetition code. The highlighted regions
represent the detecting region [107] of a detector, the set of errors that would cause the detector
to be triggered. The corresponding detectors are then the parities of the measurements in that
region. Since syndromej was masked for a round, the detector now represents the parities of the
measurements in the region that spans three rounds. (b) The bipartite space-time decoding graph
of the circuit. The check nodes of this graph are the detectors, and the bit nodes are possible
errors during the execution of the circuit. A detector and error are connected by an edge if the
error causes the detector to be activated. Errors on the boundary of two detecting regions cause
both detectors to trigger.

occurred in a speci�c detecting region [107] of the circuit. Figure 2.10(a) shows a simple exam-

ple of a classical repetition code circuit with its associated detectors and highlighted detecting

regions.

To correct for errors in the circuit-level model, we relate the detectors with errors in the

circuit by constructing a bipartite graph. Let the detectors overT rounds be the check nodes,

and let every possible single- and two-qubit error over the circuit make up the bit nodes. A

detector and error are connected by an edge if the error causes the detector to activate. As a

practical note, many errors have the same action on the detectors and logical observables, so they
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can be consolidated into a single node. Since each error in this set has the same action on the

�nal logical observables, one can choose an arbitrary representative when checking for decoding

success. Similarly, some errors will have no effect on the detectors or logical observables, and

as such are not included as a node in the bipartite graph. This bipartite graph can be considered

the Tanner graph of a classical code and can be decoded by any appropriate decoder to deduce

the errors that have occurred. Figure 2.10(b) shows the bipartite decoding graph corresponding

to the circuit of panel (a). The classes of equivalent errors from each detecting region constitute

the bit nodes of the graph and are connected by edges to the appropriate detectors. For a more

detailed discussion of the circuit-level noise decoding process, see Ref. [85].
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Chapter 3: Masking and partial syndrome measurement

In this chapter, we introduce the notion of using a submaximal set of stabilizer generators

to do quantum error correction, which we call partial syndrome measurement, and we formal-

ize it with masking and (un)masking schedules. This procedure forms the basis for the other

instantiations of partial error correction described in the following chapters. Applying this new

technique, we motivate a new practical protocol for implementing nonlocal qLDPC codes on

quantum hardware restricted to 2D local gates.

We �rst begin by introducing the concept driving the motivation for this and the next chap-

ter: locality. Let G be the Tanner graph or connectivity graph of a quantum code, and consider

assigning the vertices of the graph to the points in aD-dimensional grid. Such an assignment is

called anembedding:

De�nition 3. (Graph embeddings) For a graphG = ( V; E), a map� � : V ! ZD is called an

embedding. An embedding� � is a � -embedding if for all distinct verticesu; v 2 V,

j� � (u) � � � (v)j � �: (3.1)

When � = O(1), the corresponding code is said to belocal in D dimensions, orDD local.

Equivalently, a code is considered local inZD if, when embedded in a lattice with side length
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O( D
p

n)D , its generators act on qubits within a ball of constant radius. It was shown that there

is an intimate relationship between locality and the parameters of a quantum code. In particular,

Refs. [108, 109] showed the distanced for a local code inZ2 is bounded above byO(
p

n), and

the number of logical qubitsk obeys the relationkd2 = O(n). In D dimensions, these so-called

Bravyi-Poulin-Terhal (BPT) bounds are generalized liked = O(n1� 1=D ) andkd2=(D � 1) = O(n).

Several quantum computing modalities are based on two-dimensional architectures with

�xed qubit layouts, including superconducting qubits [110], quantum dots [111], and nitrogen-

vacancy (NV) center qubits [112]. On these devices, two-qubit entangling gates are only natively

available between qubits that are neighboring. We say natively because longer range entangling

gates can be compiled into the available gateset; however, this incurs additional overhead that

often makes these compiled gates noisier than the native two-qubit gates, see Chapter 4. As such,

on these devices it is signi�cantly easier to implement QECCs that are 2D local. Recently, a

popular choice for code family with this property has been the surface code and its variations [38,

39]. While it has local, weight-four generators and a favorable�(
p

n) distance scaling, the

surface code has a rate,k=n, which tends to zero asn approaches in�nity. These parameters

saturate the BPT, and so they are the best we can hope to achieve for a 2D local code.

To surpass the BPT bounds, additional nonlocality is required; that is, we need� = 
(1)

in De�nition 3. Precisely how much locality is required was �rst studied in Refs. [113, 114] and

later re�ned in Ref. [115]. The latter work proved the following, optimal, statement about 2D

embeddings of stabilizer codes:

Theorem 4([115], Theorem 1.2). There exist absolute constantsc0; c1 > 0 such that the follow-

ing holds. Any 2D-embedding of a[[n; k; d]] stabilizer code withkd2 � c1 � n must have at least
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c0 � max(k; d) interactions of length at leastc0 � max
�

dp
n ;

�
kd2

n

� 1=4�
.

That is to say that exceeding the BPT bound is costly in terms of the amount of nonlocality that

arises from anyD-dimensional embedding. One such family that provides improved parameters

is hypergraph product (HGP) codes [76], speci�cally quantum expander codes [79]. This con-

struction has the same�(
p

n) distance scaling, but now with a constant rate,k = �( n); the

trade-off, however, is that the stabilizer generators of HPG codes are very nonlocal, requiring


( n) interactions of length
( n1=4). This nonlocality poses problems for 2D local implementa-

tion of qLDPC codes, such as HGP codes, that surpass the BPT bound.

Indeed, several recent works have provided evidence against the possibility of doing error

correction on architectures restricted to 2D local gates. Delfosseet al. [103] investigated the

problem of performing syndrome extraction circuits of HGP codes using 2D local gates and clas-

sical communication and presented numerical simulations suggesting that the resulting overhead

was prohibitive. Baspinet al.[116] provide further evidence against 2D local implementations of

qLDPC codes by deriving bounds on the amount of overhead needed to perform error correction

at a given logical error rate. They show that the restriction to 2D local gates incurs polyno-

mial overhead. However, they also note that their de�nition of error rate is very restrictive and

that computations not satisfying this de�nition might not obey the overhead bound. It therefore

remains possible that we could obtain more favorable performance by using alternative error

correction schemes, such as partial syndrome extraction and the stacked model, which we now

introduce.
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Figure 3.1: Illustration of stacked model layer interaction radius and frequency. Blue circles
represent the support coverage of the stabilizer generators. For codes in the stacked model, the
lower layers contain many small generators. The code will also have larger generators; however,
as interaction radius increases, the frequency decreases.

3.1 The stacked model

As a concrete example of partial syndrome measurement, we show through analytic and

numerical evidence that repeated quantum error correction with quantum expander codes still

provides a threshold even when a constant fraction of generators are not measured. This re-

sult suggests that it may be possible to build a fault-tolerant quantum computer with nonlocal

qLDPC codes on architectures restricted to 2D local gates with a procedure based on thestacked

model[113]. After embedding a QECC in a grid of sizeO(
p

n) � O(
p

n), the stabilizer genera-

tors are partitioned into a stack of layers based on the radius of the ball containing the qubits they

act on. The bottom layer of the stack contains local generators, and as we move up the stack, the

interaction radius increases while the number of generators of that size decreases. Note that the

layers in the stack do not correspond to physical layers on hardware. Instead, they are a concep-

tual tool for partitioning the generators into sets based on their geometric size. Fig. 3.1 illustrates

this: for codes in the stacked model, the relative frequency of the stabilizer generators is related

to their interaction radius. Ideally, we can use codes which when embedded intoZ2 have the
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property that the number of generators decreases exponentially with increasing radius. That is, a

(large) constant fraction of the generators act on qubits within a support of constant radius. The

reason for wanting this is that when restricted to 2D local gates, the set of nonlocal generators

takes much longer to route and measure than the local generators, see Chapter 4. The key insight

is that measuring the nonlocal generators less frequently than the local ones could signi�cantly

shorten the syndrome extraction time, at the cost of potentially reduced error correction capabil-

ities. It was shown in Ref. [113] that any code constrained to the above model has a distance that

is bounded byeO(n2=3) and obeys the relationk3d4 = eO(n5). Here, eO(�) is a variant of bigO no-

tation that ignores log factors, e.g.f (n) 2 eO(h(n)) is equivalent to9k : f (n) 2 O(h(n) logk n).

Quantum expander codes codes satisfy this trade-off.

However, since the publication of the paper this chapter was based on [117], another

work [115] re�ned the bounds of Ref. [113] yielding a tighter distance boundd � O(n2=3)

and improved rate-distance trade-offs:kd4 � O(n3), k3d4 � O(n3). Quantum expander codes

(k = �( n); d = �( n1=2)) no longer satisfy these bounds, and as such cannot be implemented

in the stacked model. This was somewhat expected by us, given as expander graphs are no-

toriously hard to embed into any �nite dimension [118]. Indeed, we made some effort to �nd

speci�c embeddings intoZ2 that yielded good generator size distributions; however, the resulting

distributions instead often favored mid-sized generators. While this rules out quantum expander

codes, it still remains the case that codes such as 2D hyperbolic codes [119], 4D hyperbolic

codes [120, 121], or �ber bundle codes [122] may be implemented in the stacked model. Al-

ternatively, there might be enough practical bene�t to use codes that have the same asymptotic

parameter scaling as the surface code(k = �(1) ; d = �(
p

n)), but encode more qubits at small

blocklengths, such as semi-topological codes [92], long-range-enhanced surface codes [123], or
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Figure 3.2: Overview of the stacked model. (a) After embedding a quantum code intoZ2, each
stabilizer generator has a parameter
 that denotes the radius of the ball containing the qubits in
its support. (b) Two possible distributions of
 over the set of generators. The most advantageous
distributions for this scheme are those where the relative frequency decays exponentially with
increasing
 (red curve). (c) An exampleschedulefor the generator measurements. The syn-
drome extraction circuits for the smaller generators are able to be prepared quickly, and so their
syndromes are available during every round of error correction (red dashed lines). The larger
generators require more time to build their syndrome extraction circuits, so this is done over a
period of time that may stretch over several error correction rounds. More practically, priority is
given to the smaller generators, and after completing them, the larger generators are worked on
using any remaining time before an error correction round.

La-cross codes [124].

Measurement of the generators at the bottom of the stack takes constant time, since they

are local. As such, these generators can be considered `easy' in some sense, and their syndrome

information can be assumed to be available during every round of error correction. As we move

up the stack, the interaction radius increases. The important distinction to make is that while

the generators on higher layers are nonlocal, we are still measuring them with only 2D local

gates, and so extracting these syndromes takes longer than for local generators. To mitigate

the extra noise arising from additional idling and the compiled long-range gates, these nonlocal

generators are measured less frequently than those lower in the stack, and hence their syndrome

is not always available. This scheme is depicted in Fig. 3.2. Doing this, as we will brie�y argue,

has the potential of reducing the overhead of performing syndrome extraction, given that the

intermediate rounds of error correction are actually correcting errors.
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We can roughly approximate the amount of work required to perform syndrome measure-

ment using 2D local gates by estimating the number of SWAP gates in the extraction circuits.

For a generator with interaction radius
 , the total number of SWAP gates needed to perform the

syndrome measurement is proportional to
 . As a concrete example, consider a qLDPC code on

n = 100; 000qubits which when embedded intoZ2 results in a generator distribution where the

number of generators decays exponentially with increasing
 . Drawing O(n) generators from

this distribution and summing the radii of the smallest 90% is� 3% of the total sum across all

generators. Thus, we can estimate that the syndrome of these smallest 90% of generators can

be obtained using only� 3% of the SWAP gates required to perform all of the syndrome mea-

surements. Obtaining the remaining 10% of the syndromes requires the majority of the work,

but these circuits are built up over time (see Fig. 3.2(c)), allowing for a signi�cant portion of the

full error correction capabilities to be available during each error correction round. Alternatively,

the syndrome measurement circuits of the large generators can just be performed less frequently,

which is the method we use in Chapter 4. Although the resulting logical error rates will be strictly

larger than when using a full syndrome, the reductions in overhead may outweigh the increases

in the logical error rate.

The remainder of the chapter is structured as follows. Section 3.2 introduces the idea of

masking and contextualizes it with respect to the stacked model. In Section 3.3, we apply previ-

ous results about quantum expander codes to provide some analytical bounds on using masking

during multi-round error correction. Section 3.4 provides empirical evidence to suggest that the

analytical thresholds are better in practice. We conclude in Section 3.5 with a discussion of the

remaining problems for an physical implementation of the stacked model.
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3.2 Syndrome masking

The notion ofmaskingwas originally introduced as a way of describing fault-tolerant pro-

tocols for space-time codes [125]. We use the same idea here, although in a different context. An

element of the stabilizer is considered masked if we cannot measure its eigenvalue during an error

correction round. We follow the de�nition from [125] and de�ne two subgroups of the stabilizer,

U andT, whereU � T � S. The always unmaskedsubgroup,U, are the stabilizers whose

eigenvalues can be measured in a constant number of rounds, whereas thetemporarily unmasked

subgroup,T, are the stabilizers whose eigenvalues can be measured in a number of rounds that

can scale with the size of the code,n. In general, it could be the case thatT ( S where the set

S nT contains stabilizers that cannot be measured on any time scale. In this chapter, we consider

the caseU � T = S. The subgroups form valid stabilizer codes, and as such can be described

by their parameters. De�ningk for these codes has no real meaning since logical information is

not being stored in the subspace; however, we can de�ne the corresponding distances, where

dU = min jN (U) n Sj dT = min jN (T) n Sj: (3.2)

In other words,dU (dT ) is the weight of the smallest Pauli operator outside of the full group that

has zero syndrome when measuring only the stabilizer generators ofU (T). We calldU anddT

masked distances, whereasd is the unmasked distance. Note thatdU � dT � d.

Since not every generator is measured, the resulting syndrome may have less information

about the error than would otherwise be available if the full set of stabilizer generators were

measured. For any number of masked generators, there is a set ofinvisibleerrors that have zero
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syndrome on the generators ofU (or T) while having a non-zero syndrome inS. In particular, the

new normalizerN (U) containsN (S) as well as all cosets ofPn=N(S) labeled with undetectable

error syndromes.

Furthermore, errors that were previously correctable may no longer be uniquely identi�able

with the syndrome ofU or T. Note that errors with a zero syndrome forU do not immediately

cause logical errors, unlike errors with a zero syndrome for all ofS. If an error has a non-zero

syndrome forT, it will eventually be detected, once the generators ofT n U are unmasked. The

risk is that such errors will accumulate over time and become logical errors before they can be

corrected.

3.2.1 Masking and the stacked model

Identifying which layers of the stack are available during an error correction round cor-

responds to specifying the temporarily unmasked subgroup,Tt , at each time step in the circuit,

t = 1; :::; � . The always unmasked subgroup,U � Tt , is static over the execution of the circuit

and so can be speci�ed at the beginning. This set contains all local generators, as their eigenval-

ues can be measured in constant time and so are assumed to always be available.Tt will contain

U as well as any additional layers that have completed syndrome extraction between timet � 1

andt. Since, in general, we want to measure all generators throughout the course of the circuit,

S
t Tt = S; however, it may not be the case that any one time step has all generators available.

An equivalent interpretation is to specifyS n Tt , the set of generators whose eigenvalues are not

available during time stept. For the remainder of the chapter, we consider `applying' a maskD

to be specifying this set,S n Tt .
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Algorithm 1 A simpli�ed fault-tolerance scheme

for t = 1, ...,� do
Generate an errorFt with probabilitypphys and applyFt to the current error:

E 0
t := Ft � E t � 1

Generate a syndrome errorD t with probabilitypsynd

Decode on the input(E t ; D t ) and correct using the decoded errorÊ t :

E t := E 0
t � Ê t

end for
Generate an errorFt with probabilitypphys and apply to the current error:

E � := F� � E � � 1

Decode on the input(ET ; ? )

3.3 Analytic results

In this section, we consider previous results on quantum expander codes in the context of

masking in a multi-round error correction procedure. To decode we use the small-set �ip (SSF)

decoder [79], a detailed description of which is given in Appendix A.1.

A quantum circuit is considered fault-tolerant if it prevents errors from propagating through-

out the circuit; in this way, it keeps the size of the residual error manageable for the QECC. To

convert a circuit into a fault-tolerant version, the qubits are �rst encoded in some QECC, and then

each operation in the original circuit is replaced with a fault-tolerant logicalgadgetthat acts on

the logical qubits of the QECC. We need gadgets to initialize qubits, perform measurements, im-

plement logical operations fromN (S)=S, and do error correction. In general, errors may occur

in any of the gadgets, so after each gadget in the circuit a round of fault-tolerant error correction

is performed. To investigate how an error propagates throughout a fault-tolerant circuit more

easily, we often abstract the above model and instead work with the procedure described in Al-
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gorithm 1. For the purposes of analysis and simulation, we condense all gadgets, except error

correction, into a single event where every qubit has a bit/phase �ip error applied with probability

pphys. Additionally, error correction is noisy in the sense that each syndrome bit is �ipped with

probabilitypsynd. We later discuss how to make this scheme more realistic, but for the purposes

of determining the effects of performing error correction with partial syndromes this simpli�ed

model is suf�cient. In this model we consider qubit errors,E, and syndrome errors/masks,D,

that follow a local stochastic noise model:

De�nition 5. (Local stochastic error model). We say that an error(E; D ) is local stochastic

if there are error parameters(pphys; psynd) such that for anyF and L, Pr[F � E; L � D] �

pjF j
physp

jL j
synd:

Much work has been put into the investigation of quantum expander codes and the SSF decoder

in this model [80, 126, 127]. Most relevant to us is the fact that they can tolerate random qubit

errors and syndrome errors of linear size, as stated in the following theorem.

Theorem 6. (modi�ed from Fawzi, Grospellier, Leverrier [80]). There exists a non-zero con-

stantp0 > 0 such that the following holds. Suppose that the error(E; D ) each satisfy a local

stochastic noise model with parameterspphys and psynd wherepphys < p 0 and psynd < p 0. If we

run Algorithm 4 on the input(E; D ) then there exists a random variableE ls � V with a local

stochastic distribution with parameterpls := p
(1)
synd such that:

Pr
�
E ls andE � Ê are not equivalent

�
� e� �(

p
n) (3.3)

In the analysis for the above theorem, Fawziet al. consider an errorD in the syndrome
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Algorithm 2 Multi-round decoding with a �xed (random) mask

Apply a maskD with probabilitypmask

for t = 1, ...,� do
Generate an errorFt with probabilitypphys and applyFt to the current error:

E 0
t := Ft � E t � 1

Decode on the input(E t ; D) and correct using the decoded errorÊ t :

E t := E 0
t � Ê t

end for
Generate an errorFt with probabilitypphys and apply to the current error:

E � := F� � E � � 1

Decode on the input(ET ; ? )

to be a subset of the stabilizer generators whose measurement results have been �ipped. Very

brie�y, the argument requires that the syndrome error does not form clusters on the syndrome

adjacency graph [24] for it to be tolerable. As such,p0 must be below the percolation threshold

of the syndrome adjacency graph ofQ. This value is a constant that depends only on� V and� C

of the code. We can turn the result of a masked measurement into the above form by randomly

assigning measurement outcomes to the generators included in the mask. Thus, in this context,

we can say that Theorem 6 holds when a mask—turned syndrome error—D satis�es a local

stochastic noise model with parameterpmask < p 0.

The above analysis is suf�cient in the case when we do a single round of masked error

correction where the mask is treated like a random syndrome error. However, we will not be

using random masks when implementing the stacked model in reality; instead, for a code and

an embedding, we will have �xed masks corresponding to different layers. These masks are

then applied on error correction rounds when the corresponding syndromes are not available,

potentially several in a row. When we use the same mask over consecutive rounds, we have to be
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more careful about accounting for the correlations between the syndrome errors, new qubit errors,

and residual qubit errors. Accurately characterizing these correlations is likely dif�cult. As a �rst

step toward this reality, we will only consider a random mask that is �xed at the beginning of

the computation, see Algorithm 2. Following the notation of Algorithm 2, in each roundt we

have the syndrome error from the maskD, any error that was not fully corrected in the previous

roundE t � 1, and a new errorFt . When considered individually, all three error sources are local

stochastic described by parameterspmask; pres; andpphys, respectively. When looked at together,

the new error and the syndrome error are bounded by

Pr[F � E andL � D] � pjF j
physp

jL j
mask (3.4)

and similarly for the residual error and the new error, as per the de�nition of a locally stochastic

error. However, we would expect to see correlations arise between the residual error and the

syndrome error over the rounds, and so together they no longer obey a local stochastic noise

model. Instead, they are bounded by:

Pr[F � E andL � D] � minf pjF j
res; pjL j

maskg: (3.5)

Whenmaxf pres; pmaskg < p 0, the threshold from Theorem 6, we can say that the probability of

clustering is at moste� �(
p

N ) by plugging the error bound in Eq. (3.5) into Theorem 17 ([126]).

With this, we can apply Lemma 26 ([80]) to bound the probability of the residual error obeying

a local stochastic distribution,Pr[S � E ls]. Besides the requirement thatE [ D forms clusters

with low probability, we need thatPr[L � D] � pjL j
mask. Since we assumed that the mask was
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chosen according to a local stochastic error model, this statement is satis�ed for all roundst � �:

We are then able to apply Theorem 6 in an iterative manner, yielding the following result.

Theorem 7. (Grospellier [127]). Letp0 be the threshold of Theorem 6, and letpmaskandpphysbe

such that:

pmask<
� p0

2

� 
(1)
and pphys <

p0

2
: (3.6)

Then Algorithm 2 fails with probability at most(� + 1) e� �(
p

n) :

If the conditions for Theorem 7 are satis�ed, then we can make the failure probability for

the procedure arbitrarily small by using larger codes. This result is perhaps surprising given the

following two claims:

Claim 8. Applying a random maskD with parameterpmaskto a qLDPC codeQ results in a code

Q0 = Q(SnD) whose Tanner graph has the following degree distribution:

Pr(deg(Q0
jv) = i ) =

�
deg(Qjv)

i

�
p

deg(Q j v )
mask (1 � pmask) i (3.7)

Here, we use the notationdeg(Qjv) to mean the degree of nodev in Q. Since we assume

Q to be LDPC,deg(v) is bounded by a constant� V for all v, but the values may differ between

vertices.

Corollary 9. Randomly masking a constant fraction of generators results in a masked distance

of dU = 1 with high probability.

Proof. Applying Claim 8 withpmask = O(1) gives a degree distribution where

Pr(Degree of qubitv = 0) = p
deg(Q j v )
mask = 
(1) (3.8)
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for all qubits. In this case, an error on such a qubit has zero syndrome on the remaining unmasked

generators,U. As this error would not be an element of the stabilizer,dU = 1.

The always unmasked subgroupU will have a bad distancedU with high probability; how-

ever, this notion of masked distance may be slightly misleading as to the error correction capa-

bilities of the masked code. The alternative masked distance de�nition Eq. (??) may be more

accurate. Indeed, in Ref. [57] they provide an example wheredU < d UN̂
. As we will now show,

we numerically observe decoding performance superior than a code with distance suggested by

Corollary 9—even at masking percentages well above what is guaranteed by Theorem 7.

3.4 Numerical simulations

In this section, we report on the results of numerical simulations of a multi-round decod-

ing protocol as described in Algorithm 2. Previous work has investigated the performance of

HGP codes using a variety of decoders [92, 94, 103, 104, 128–131] (among many others) and

gives evidence for competitive thresholds and good below-threshold performance. Here, we pro-

vide alternative evidence of exponential error suppression in both masked and unmasked cases

following the methodology of Ref. [41].

We investigate a family quantum expander codes and decode them using the small-set �ip

decoding algorithm. As discussed in Section 2.3.1, quantum expander codes are families of

hypergraph product codes where the base classical code(s) are randomly generated LDPC codes.

We focus on square quantum expander codes where the Tanner graph of the single base classical

codeH is randomly generated and(� V ; � C )-regular, meaning that each bit is involved in� V

checks, and each check is supported on� C bits. Random classical codes generated in this way
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are good expanders with high probability [78], and they have asymptotic parameters scaling

like [n; �( n); �( n)]. The resulting HGP code, is(� C ; � V + � C )-qLDPC (but not regular),

and has parameters scaling like[[n; O(n); O(
p

n)]]. Using the con�guration model and edge

swapping [94], we generate random(5; 6)-regular classical codes which yield a family of(6; 11)-

qLDPC hypergraph product codes with ratek=n � 1=61 � 0:016. HGP codes—being CSS

codes—can have bit- and phase-�ip errors decoded independently. Furthermore, HGP codes

constructed from a single base code have equivalent parity check matricesHX ; HZ , and therefore,

without loss of generality, we focus on the problem of decodingX -type errors. The results

presented here correspond to a speci�c (un)maskingschedule, which is a potential modi�cation

of Algorithm 2 and a way of specifying when and by how much to apply a mask to the syndrome.

In particular, we study the following two models:

• Simple scheduling. Apply a maskD with a masking percentage ofpmask to use for all�

error correction rounds. After� rounds, remove the mask completely and perform one

error correction round with the fully unmasked syndrome.

• Iterative scheduling. Apply a maskD with masking percentagepmask. After a multiple of

10t � 1 rounds, fort > 0, remove1 � 10� (t � 1)% of the mask. For each of these instances,

remove the same portion of the mask each time. On rounds10t � 1 + 1, all generators that

were temporarily unmasked in the previous round are re-masked until another10t � 1 rounds

have passed. After� rounds, again remove the mask completely and perform one round of

error correction.

These two models are simpli�cations to the masking schedules that would be used when

implementing the stacked model, in addition to the fact that they use random masks. Iterative
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Figure 3.3: (a) Semilog plot of logical error rate as a function of the number of rounds for a
[[3904; 64; 16]] code and the simple unmasking schedule. (b) Logical error rate as a function of
rounds across the(6; 11)-qLDPC code family with �xedpmask = 10% and the simple unmasking
schedule. Both panels include �ts of Eq. (3.9), for which we only include data witht � 300.

scheduling is closer to what would be the case in reality, with the larger generators becoming

available after some number of rounds. The precise timing in which this happens will depend

closely on the code and the capabilities of the quantum computer, and it will likely be much

different than the unmasking times studied here. Nonetheless, iterative scheduling is a step toward

realism that allows us to see the bene�ts of unmasking more frequently.

In Fig. 3.3(a) we show the logical error rate,plog, as a function of the number of rounds for

a [[3904; 64; 16]] code and the simple unmasking schedule. Data is obtained by running Algo-

rithm 2 for a �xed number of rounds with an error rate ofp = 0:001while varying the masking

percentage,pmask, and then recording the percentage of samples that end with a logical error. A

sample is considered to end with a logical error if the �nal state is not equal to the initial state,
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up to stabilizer elements. We extract the logical error per round,� L , by �tting the data to the

exponential

plog = 1 � (1 � � L )t : (3.9)

The error bars on the �ts are taken from the standard error of sampling a binomial distribution,

p
plog(1 � plog)=N. In the bottom panel of Fig. 3.3, we now �xpmask = 0:1 and show the per-

formance of the simple unmasking schedule across the code family. The codes are labeled with

their parameters as described in Section 2.3.1. While �nding the distance of a code is gener-

ally hard, we are able to exhaustively search through the codewords of the base classical code

to determine the distance of it, as well as the corresponding HGP code. Here, we observe even

spacing between curves on the semilog plot showing exponential error suppression with code

size. This behavior is more easily seen as the linear downwards trend in Fig. 3.4, which we now

more precisely quantify.

We can relate a code family and values for logical error per round with an exponential error

suppression factor� . For simple models, the equation

� L =
C

� (d+1) =2
; (3.10)

whereC is a �tting constant andd is the distance of the code, heuristically describes this rela-

tionship well. In Fig. 3.4(a) and (b), we show the logical error per round as a function of code

distance for the simple and iterative schedules, respectively. For each masking percentage, we �t

a linearized Eq. (3.10) with log� L to obtain� . These values are listed in Table 3.1. A value of

� > 1 is a clear indication of operating below the threshold, as increasing the code size gives an
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Figure 3.4: (a) Semilog plot of logical error rate per round,� L , as a function of code distance
for the simple unmasking schedule and an error rate ofp = 0:001. The �ts are of a linearized
Eq. (3.10) with log� L . (b) Similar results for iterative scheduling. Note that we do not include 0%
masking in this case because it is equivalent to the simple schedule. Panels (c)-(f) plot the same
data from panels (a)-(b) and provide easier comparisons between the simple (dot markers) and
iterative (x markers) scheduling forpmask = f 10%; 20%; 30%; 50%g, respectively. The shaded
region for all panels indicates error bars forC and� .

exponential decrease in the logical error rate per round. For simple scheduling, we �nd that for

masking percentages below 50%,� is in this regime. Increasingpmaskdecreases� , and between

40% and 50% we see a transition where� < 1. In this case, it is no longer advantageous to

increase the code size, as it actually causes more logical errors to occur.

The results of the iterative unmasking schedule are shown in Fig. 3.4(b), where we �nd that

it outperforms the simple schedule. For smaller masking percentages, it is not as advantageous

to use a schedule with more unmasking, as there is less difference in performance between small

masking percentages and completely unmasking (see Fig. 3.3(a)). However, larger masking per-

centages appear to bene�t more from using a more frequent unmasking schedule. In fact, with

iterative scheduling, it is now the case that 50% masked is back in the� < 1 regime, although

with very little error suppression. Fig. 3.4(c)-(f), highlights this difference between schedules.
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pmask Simple Iterative
scheduling scheduling

0% 1:820� 0:046 -
10% 1:782� 0:019 1:794� 0:010
20% 1:490� 0:026 1:579� 0:026
30% 1:193� 0:015 1:314� 0:018
40% 1:038� 0:007 1:161� 0:015
50% 0:956� 0:014 1:044� 0:009

Table 3.1: Extracted values of� for different masking percentages and schedules.

In both cases, we �nd that the results exceed the guarantees provided by Theorem 7. We

�nd that the percolation threshold of this family of(12; 10)� qLDPC codes is around 2%; how-

ever, we see exponential error suppression at error rates up to� 50%, well above this threshold.

3.4.1 2D hyperbolic surface codes

As a comparison, we benchmark the performance of a 2D hyperbolic surface code on the

multi-round decoding protocol. Although codes based on tilings of closed hyperbolic surfaces

have a comparatively poor asymptotic distance,d = �(log n), they have a constant encoding

rate. These parameters violate the Bravyi-Poulin-Terhal bounds [109], and therefore embedding

these codes in 2D Euclidean space is not possible without nonlocal connections. However, they

are in some sense close to being local, and so they make a good candidate for the stacked model.

For the construction and threshold simulations of these codes, we point the interested reader to

Ref. [119]. As the SSF decoder is not known to work for 2D hyperbolic surface codes, we instead

use the minimum-weight perfect matching (MWPM) decoder [132]. While we no longer have the

guarantees of Theorem 7, the MWPM decoder can be modi�ed to work with masked stabilizer

generators. To do this, we set the nodes corresponding to masked generators as boundaries in the
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Figure 3.5: Semilog plot of logical error rate as a function of the number of rounds for a
[[360; 25; 8]] 2D hyperbolic surface code and an error rate ofp = 0:003. We compare fully
unmasked decoding performance (blue markers) with two iterative unmasking schedules. Yellow
markers denote a schedule consisting of alternating between a round where no error correction is
performed and a round where the entire syndrome is available. Red markers denote a schedule
where masks of 10% and 0% are used to decode, alternating each round. Fits are of Eq. (3.9).

matching graph and set the corresponding syndrome bits to zero. Decoding normally, it is then

possible to match unpaired syndrome nodes to the boundary. Note that the standard solution to

decoding with syndrome noise of building a 3D matching graph with a time dimension does not

work since the mask is �xed from round to round, and the repeated measurements provide no

additional information.

The code we investigate comes from a family off 5; 4g-codes with an asymptotic rate of

1=10 and has parameters[[360; 38; 8]]. In Fig. 3.5 we show the results of running Algorithm 1

with this code and an error rate ofp = 0:003 for several iterative unmasking schedules. We

compare completely unmasked decoding (blue markers) with a schedule that alternates between

performing no error correction and 0% masked each round (yellow markers) and one where the

masking percentage alternates between 10% and 0% masked each round (red markers). For these

codes and decoder, we �nd that it is actually better to do nothing and let the errors accumulate

rather than try to correct the errors with the partial syndrome. We note that we did not observe
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this behavior for HGP codes, even at the higher error rate. This result is interesting as it seems to

imply that the masking behavior for HPG codes is non-trivial.

One possible explanation for the difference is the single-shot [59, 60] property of quan-

tum expander codes the SSF decoder, a property not found in hyperbolic surface codes and the

MWPM decoder. Intuitively, this means that the syndrome has redundancies that make it more

resilient to syndrome errors and masks. Over a multi-round decoding procedure, the single-shot

property also ensures that the size of any residual error is proportional to the size of the syn-

drome error. Consequently, misdiagnosing an error cannot have immediate effects throughout

the system, since the size of the resulting error is bounded. This is not the case with the MWPM

decoder, where a well-placed syndrome error could result in a long error chain across the lattice.

3.5 Discussion

In this chapter, we introduced the concept of partial syndrome measurement and formal-

ized it with masking and (un)masking schedules. Applying this new technique, we motivated

a new practical protocol based on the stacked model for implementing nonlocal qLDPC codes

on quantum hardware restricted to 2D local gates. As a �rst step into validating the potential of

such a scheme, we investigated the ability of performing error correction while using a subset of

the total syndrome information. For this simpli�ed model we provided analytical and numerical

evidence that quantum expander codes still exhibit a threshold. Additionally, we showed that this

robustness is not inherent to quantum codes in general–hyperbolic surface codes perform poorly

in this setting. We hypothesized, but did not prove, that a robustness to masking is related to the

single-shot properties of the code and decoder.
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The model we studied in this chapter was a toy model that lacked many factors which

would need to be considered in a physical implementation. There are a number of questions that

need to be answered to determine whether this procedure is feasible in general.

What families of codes are amenable to the stacked model?Given that quantum expander

codes are no longer allowed in the stacked model, we need an alternative. Namely, we need

a code family that satis�es the bounds of Ref. [115], has good masked error correcting perfor-

mance, and has embeddings intoZ2 amenable to the stacked model. Certain codes, such as gen-

eralized bicycle codes [85, 86] or certain hypergraph product codesnot constructed from good

classical expanders [123, 124] have convenient embeddings; however, the problem of optimally

embedding an arbitrary Tanner graph is likely computationally intractable [133].

What do the syndrome extraction circuits look like for the stacked model?Careful thought

has to be put into the syndrome extraction circuit to ensure that we do not fall into the same

pitfall of accumulating too many errors while the nonlocal generators are being prepared. A naive

syndrome extraction circuit consisting of SWAP gates will take! (1) time to prepare generators

of size! (1), which is prohibitively long. Alternatively, one could use the syndrome extraction

circuits of Ref. [103]; this method solves the scaling issue by utilizing ancilla qubits and gate

teleportation to perform long-range CNOT gates in constant depth. Remaining technicalities

include the use of entanglement distillation [70, 134] to ensure the resulting long-range CNOT

gates are of high enough �delity.

How long does it take to perform a set of masked syndrome measurements?As discussed

in the previous question, performing the syndrome extraction of a single generator can be ac-

complished in constant time. However, when restricted toO(n) ancilla qubits, the same cannot

be said for a growing number of nonlocal generators. Bounds on the depth of 2D local circuits
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needed to measure thefull syndrome of a stabilizer code were developed in Ref. [103]. Extending

these bounds to include specifying generator size distributions will help inform explicit unmask-

ing schedules, which may provide better performance than the arbitrarily chosen ones studied

in this work. These three questions form the basis for a practical implementation of the stacked

model and are the focus of the next chapter.

While this chapter was originally motivated by implementing nonlocal QECCs on 2D local

hardware, we can also consider applying the proposed methods in order to reduce overheads on

quantum architectures like neutral atoms, ion traps, and semiconductor spin qubits that have the

ability to implement long-range gates through qubit movement [3, 37, 43, 45, 104, 135, 136].

With this functionality these devices are able to achieve all-to-all connectivity, in turn facilitating

the use of ef�cient, nonlocal qLDPC codes without signi�cant additional overhead. To reduce

the cost of performing error correction on these architectures we could simply reduce the number

of generators that we measure: if we can achieve comparable logical error rates while measuring

only � 80%of the generators, then we have obtained a� 20%shorter QEC cycle effectively for

free. This speci�c idea also partially motivates the application of adaptive syndrome extraction

which we discuss in Chapter 5.

One way to accomplish this would be to randomly choose a subset of generators to mea-

sure in each error correction cycle. The toy model studied in this chapter did essentially that,

with the difference being the subset of generators measured was consistent across QEC rounds.

Alternatively, we could choose a different subset for each round, while still using an unmasking

schedule in which there were rounds where the full stabilizer group is measured. For quantum

expander codes we can prove using a variation of the arguments in Section 3.3 that this alterna-

tive scheme has a threshold as well. More speci�cally, over� error correction cycles, we can
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neglect to measure some random constant fractionpmaskof generators each round and still expect

a logical �delity of

plog = 

�
1 � (� + 1) e� �(

p
n)

�
; (3.11)

as long aspmaskand the physical error rate are below some threshold. However, doing this likely

comes at the cost of a reduction in robustness for some QECCs; for example, consider codes

which have single-shot QEC facilitated by soundness [60]. Soundness is due to redundancies in

the stabilizer generators calledmetacheckswhich allow for an increased tolerance syndrome er-

rors [46, 95, 100]. Obtaining fewer syndromes would restrict the evaluation of these metachecks,

removing the ability to detect and correct syndrome errors. In this case, the savings from masking

may not outweigh the loss of soundness.

This does not mean that the stacked model is completely irrelevant for architectures with

long-range connectivity. Since movement adds additional complications associated with qubit

decoherence, heating, and loss, it is worthwhile to consider schemes that limit the amount of

movement such as those developed in this and the next chapter. In the extreme case, one can

consider qubits that are �xed in space and solely use local interactions to perform entangling

gates. Such studies provide additional insight into the tradeoffs associated with engineering long-

range connectivity through qubit motion or more complex electrical wiring.
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Chapter 4: 2D local implementations of nonlocal codes

In the previous chapter we introduced locality and its relationship with the parameters of

quantum error correcting codes. We noted that the surface code, despite showing promising

theoretical and experimental performance on 2D local architectures [38, 39, 44, 102, 137, 138],

is poorly suited to large-scale fault-tolerant quantum computation due to its vanishing rate [137,

139, 140]. For a more resource-ef�cient alternative, we presented qLDPC codes which surpass

the parameters of the surface code [75]. As these codes can encode multiple logical qubits, the

required space overhead is reduced, in some instances, to a constant [24]. The drawback, as we

described, is that these high-rate qLDPC codes require many long-range connections [108, 109,

113, 114], posing dif�culties for architectures such as superconducting qubits which can only

perform entangling gates between 2D nearest neighbor qubits.

Several recent proposals have attempted to alleviate this overhead by taking advantage

of more complex electrical wiring of the superconducting circuits [85, 130], employing code

concatenation [141, 142], or using bosonic cat qubits [143]. Implementing these long-range

connections is less problematic in architectures like neutral atoms, ion traps, or semiconductor

spin qubits that can implement long-range gates through qubit movement [3, 37, 43, 45, 104, 135,

136]. However, as we brie�y mentioned, movement adds additional complications associated

with qubit decoherence, heating, and loss, and it may be worthwhile to minimize these operations.
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In this chapter, we present a concrete approach to qLDPC codes that works without qubit

motion or long-range couplers, inspired by the stacked model introduced in Chapter 3. As a

reminder, we assume that high-rate qLDPC codes in the stacked model have the property that

after embedding the code intoZ2, the majority of the stabilizer generators are local; that is, their

qubits are contained within a ball of constant radius. We claimed that most of the work required

to perform the syndrome extraction circuit with 2D local gates comes from measuring the few

nonlocal generators, so measuring these generators less frequently has the potential to signi�-

cantly reduce the time overhead, ideally at only a minor cost to the error correction performance

of the code. We showed in Chapter 3 that, for quantum expander codes, neglecting to measure

a large percentage of generators could be reasonably tolerated; however, the model we consid-

ered was narrow in scope, considering only a phenomenological noise model and neglecting the

problem of embedding the codes. It is therefore unclear whether such codes lend themselves well

to physical implementations. Nonetheless, the results on partial error correction were optimistic

and motivated the investigation of the more realistic architecture developed in this chapter.

We propose and benchmark a realistic bilayer architecture suited for near- to mid-term

superconducting devices and other platforms with restricted qubit movement. We �nd that the

recently introduced bivariate bicycle (BB) qLDPC codes [85] coming from the larger family of

generalized bicycle qLDPC codes [86] are well suited for both the stacked model and the bilayer

architecture. These codes have natural embeddings intoZ2 where the generators have a repeated

structure, and in some instances, a majority of the generators are geometrically small. The �rst

property makes them amenable to a parallel syndrome measurement scheme using routing with

fast local operations and classical communication (LOCC), and the second property makes them

good candidates for reducing overhead using the stacked model. More generally, we develop
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bounds on how quickly syndrome extraction can be performed in this manner and provide an al-

gorithm to do so. Overall, we �nd that over multiple rounds of decoding, BB codes implemented

in this architecture have error correction performance comparable to the standard (rotated) sur-

face code, albeit only when the parameters in the error model lie in certain regimes.

Our work stands as an alternative architecture that may be more practical for near-term

quantum computers without the ability to move qubits. As such, it is incomparable to schemes

such as Ref. [104, 135] which allow for qubit movement. Several recent works have also pro-

posed layered architectures [85, 130]; however, their motivation is in minimizing the number of

crossings in the two-qubit gate connectivity. They achieve this through the use of long-range con-

nections, the elimination of which is the main imposed constraint of our work. Refs. [141, 142]

present asymptotically well performing concatenated schemes which use only local connectivity;

however, the required overheads likely make them infeasible for near- and mid-term quantum

computers. In particular, Ref. [142] estimates that� 600 physical qubits would be needed per

each logical qubit, which is an order of magnitude more than what our architecture needs to

implement the[[144; 12; 12]]Gross code [85], with� 48 physical qubits per logical qubit. Most

closely comparable to our work is Ref. [103], which aimed to implement quantum expander codes

with local connectivity by using a similar teleportation-based scheme. Whereas they arrived at a

negative result, the innovations in code choice, partial error correction, and syndrome extraction

using entanglement puri�cation presented here allow us to obtain more favorable performance.

We also note that Ref. [25] analytically studied a scheme similar to ours in which long-range

connections are facilitated by long-range entanglement. They prove that such a scheme can be

fault-tolerant, albeit with polynomial overhead. In general, our approach may be easier to imple-

ment as it only requires a bilayer architecture, local connectivity, and relatively few,O(n), qubits.
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It, of course, also comes with challenges, which we later discuss.

The chapter is structured as follows: we �rst introduce the quantum computing architecture

and routing assumptions we consider throughout the chapter and contextualize them with respect

to the stacked model. In Section 4.4, we develop lower bounds on the routing time for our

speci�c routing model and provide a greedy algorithm to use in implementations. Section 4.5

develops an error correction protocol built on a bilayer architecture and culminates with circuit-

level simulations comparing the performance with the rotated surface code in Section 4.6. We

conclude in Section 4.7 with a discussion.

4.1 Architecture

In this chapter, we consider a quantum computing architecture where qubits are located on

the vertices of anM � M grid, whereM = �(
p

n). As is natural for current superconducting

qubit platforms, we assume that two-qubit gates can only be performed between neighboring

qubits on the grid. Any two-qubit gate which interacts qubits that are not neighboring is consid-

ered along-rangegate. Circuits that do not have access to long-range gates are called2D local

circuits, and architectures that are restricted to these circuits are called2D local architectures.

This de�nition generalizes to architectures based on graphs other than the grid: given a connec-

tivity graphG = ( V; E) with data qubits located on the vertices, the only allowed two-qubit gates

are those between qubitsu; v 2 V that share an edge(u; v) 2 E. Similar restrictions arise if we

disallow the slow movement of atoms in neutral-atom devices, in which case the only available

two-qubit gates are those performed through Rydberg-Rydberg interactions. This leads to an ar-

chitecture that can perform entangling gates on qubits that are some distanceR away, whereR
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depends on the capabilities of the device. We do not investigate this ability in this chapter, but we

discuss it in Section 4.7.

Implementing general quantum circuits on real architectures requires compilation into a

form that respects the connectivity constraints of the device. For the 2D local architecture we

consider here, performing two-qubit operations on qubits that are not adjacent requires permut-

ing them to be so. Doing this with swap gates requires a circuit depth proportional to the distance

between the qubits. To implement stabilizer generator measurements like those shown in Fig. 2.3,

this means that each data qubit must be moved to a position where it can interact with the check

qubit, so one must wait for these permutations to complete before the eigenvalue can be mea-

sured. This somewhat defeats the purpose of using qLDPC codes, since a single syndrome can no

longer be extracted with a constant-depth circuit. As such, it is infeasible to perform long-range

stabilizer generator measurements in this way, and we instead focus on an alternative method.

4.2 Teleportation routing

Routingis the task of permuting packets of information, or tokens, on the vertices of a

graph, using only interactions on edges of the graph. In quantum routing, the tokens are qubits,

and the graph is speci�ed by the architecture's connectivity constraints. Classical approaches

to routing are typically built from swap gates [144–146], which can also be applied naturally to

routing quantum data [147, 148]. However, more general quantum operations can enable faster

routing. In particular, measurement and classical feedback enable the use of entanglement swap-

ping to distribute entanglement and perform quantum teleportation, which can achieve speed-ups

over swap-based routing for many permutations and underlying graphs [149–151], with applica-
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tions including error correction [152].

We assume theLOCC routingmodel described by Devulapalliet. al.[149], where arbitrary

single-qubit and disjoint two-qubit quantum gates can be implemented in a single time step,

and we have access to fast single-qubit, mid-circuit measurements, and fast classical control of

single-qubit gates. Additionally, there are a constant number of ancillary qubits for each data

and check qubit, connected as attached ancillas [111, 112] or through stacked vertical layers (see

Section 4.5.1). In LOCC routing, we can perform protocols such as entanglement swapping [153]

and teleportation in constant depth. A specialization of LOCC routing that focuses on qubit

and gate teleportation [154] is teleportation routing. During a single round of teleportation, we

perform parallel entanglement swapping along multiple teleportation paths. Each vertex can be

involved in at most a constant number of paths, as we allow a constant number of ancillary

qubits per vertex. In this chapter, we assume only one ancilla per data qubit and use the stacked

vertical layers model. This model allows direct implementation of gates between ancillas and

their corresponding data qubits, as well as between ancillas whose data qubits are also directly

connected (see Fig. 4.1(b)).

To perform long-range two-qubit gates, it is not necessary to actually teleport the partici-

pating qubits to adjacent locations; instead, it suf�ces to use the teleportation paths to implement

a long-range gate with gate teleportation. The circuit shown in Fig. 4.1(a) allows us to implement

arbitrarily long CNOT gates in constant quantum depth, avoiding depth overhead of swap routing

and any need to reverse the operation. At the cost of utilizing ancillary qubits, this lets us extract

the syndrome of a single nonlocal generator using only a constant-depth circuit.
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Figure 4.1: (a) Circuit to teleport a CNOT gate through a chain ofn qubits using only 2D local
gates. The depth of the circuit is constant regardless of the length of the chain. (b) Proposed
architecture to implement nonlocal high-rate qLDPC codes using only 2D local gates. The archi-
tecture consists of two qubit layers: the bottom layer contains the data qubits and ancilla qubits
allocated to perform syndrome measurements, while the top layer contains extra ancilla qubits
used to perform long-range CNOT gates. Each layer has only 2D local connections, and the
only connections between the layers are between qubits that are vertically adjacent. To perform
a CNOT gate on two spatially distant qubits, the circuit from (a) is used along the paths of qubits
highlighted in red. Multiple long-range CNOT gates may be performed in parallel, as long as the
paths act on disjoint sets of qubits. (c) Example embedding for a[[42; 12; 2]] BB (error detecting)
code constructed with̀ = 7; m = 3 and by matricesA = 1 + y2 + y, B = 1 + x5 + x. The
check structure, which is identical for all checks of both types up to mirroring, translation, and
boundary conditions, is highlighted in gray.

4.3 Implementing the stacked model

An important consideration for the stacked model as described in Section 3.1 is the speci�c

assignment of physical qubits in the architecture to data and check qubits in the code, which

can be considered a type of qubit placement [155] or qubit allocation [156]. This assignment

can be thought of as anembeddingof the Tanner graph of the code in the architecture, where

an embedding for a graphG = ( V; E) is a map� : V ! ZD . As an example, the Tanner

graph for the surface code has a natural embedding intoZ2 that allows for all of its generators

to act on qubits within a constant radius; however, one could instead assign data and check
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qubits to physical qubits randomly, yielding generators that still have weight four, but are no

longer local. The dif�culty of implementing syndrome extraction circuits is closely related to

the chosen embedding. Certain codes, such as hypergraph product codes and bivariate bicycle

codes discussed in Section 2.3.1, Section 2.3.2, respectively, have natural embeddings intoZ2.

We make use of this fact for bivariate bicycle codes in this chapter, and hypergraph product codes

in the next chapter.

To study the impact of nonlocality on the cost of performing syndrome measurement, we

must quantify the notion of generator size and size frequency. We parameterize the size of a given

generator asM 
 , where0 � 
 � 1 andM is the linear size of the grid. For local generators,

M 
 = O(1) implies a constant interaction radius, while the largest generators can have interac-

tion radii
p

2
2 M 2 �( M ) (i.e., 
 = 1). For stabilizer codes, the number of independent stabilizer

generatorsr is related to the number of physical and logical qubits in the code liken � r = k.

For constant-rate codes, there are thusO(n) = O(M 2) independent generators, which can be

parameterized likeM 2� , with 0 � � � 1. With � = 1, we are considering the problem of mea-

suring every generator, and with� < 1 we only consider some subset. We can describe the set

of generators as a whole by de�ning a functionf (
 ) to characterize the distribution of generators

having sizeM 
 . The only constraint onf (
 ) is that it is a valid probability distribution over the

domain of
 ,
R1

0 f (
 )d
 = 1. In practice,f (
 ) will depend on the architecture, embedding, and

parameters of the code family of interest [113–115].

A rough estimate of the amount of work required to perform the syndrome extraction cir-

cuits for a given set of generators is simply to count the two-qubit gates, which in many cases is

the leading contributor to the error budget. In our routing model, this value is proportional to the

total length of the teleportation paths when implementing long-range CNOT gates, which can be
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approximated as

total path length� M 2
Z 1

0
f (
 )M 
 d
: (4.1)

Here, theM 2 factor comes from the fact that there areO(M 2) generators to measure in total,

and a single generator of size
 requires a path length ofM 
 . If we choose to only measure

generators below a certain size
 0, this corresponds to simply evaluating the integral up to
 0.

We might also want to consider measuring the smallestx% of generators, in which case one can

solvex = 100
R
 0

0 f (
 )d
 to �nd the appropriate value of
 0and then proceed in the same way.

4.4 Routing bounds

Previous work by Delfosseet al. [103] developed lower bounds on the depth of Clifford

circuits required to measure commuting Pauli operators. In this section, we derive similar bounds

taking advantage of additional information about the geometric size of the operators. These

bounds do not hold in general, but are instead speci�c to the teleportation routing model discussed

in Section 4.2. We assume there is a �xed layout of the data and check qubits that gives rise to

a speci�c generator size distributionf (
 ). This is to avoid scenarios such as scrambled surface

codes, where the dif�culty of implementing the syndrome extraction circuits could be greatly

reduced by permuting the qubits.

Claim 10. Let C be a 2D local circuit measuringM 2� commuting Pauli operators whose radii

are greater thanM 
 after embedding them in anM � M grid. Then for teleportation routing,

depth(C) = 

�
M 2� + 
 � 2

�
: (4.2)
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Proof. In our routing model, the maximum total length of the teleportation paths in a single time

step isO(M 2) since only a constant number of ancillary qubits per data qubit are allowed, and

there are�( M 2) edges in the grid graph. The cost of measuring an operator of size
( M 
 ) is

dominated by implementing the long-range CNOT gate between its two furthest qubits. Although

this can be done in constant depth using a dynamic circuit (Fig. 4.1(a)), it requires a teleportation

path of length
( M 
 ). Consequently, routing and measuring this one operator uses
( M 
 ) edges

of the O(M 2) available edges. Measuring allM 2� operators thus requires
( M 2� + 
 ) edges.

In the best case, we utilize all available edges in each circuit layer, giving a circuit depth of


( M 2� + 
 � 2).

In practice, it will often be the case that the edges are not optimally used, as illustrated in

Fig. 4.2. We can extend this idea to the general case of an arbitrary distribution of generator sizes.

Claim 11. Let C be a 2D local circuit measuringM 2� commuting Pauli operators whose radii

follow a probability distributionf (
 ) after embedding them in anM � M grid. Then for tele-

portation routing,

depth(C) = 

�
M 2� � 2

Z 1

0
f (
 )M 
 d


�
: (4.3)

Proof. Just as in Claim 10, we can lower bound the circuit depth by summing the lengths of the

teleportation paths required to measure the set of operators. We now have operators of different

sizes, where the fraction of operators of a certain size is determined by the probability distribution

f (
 ).

Thus, for a given
 , there are a number of operators proportional tof (
 )M 2� that each

requireM 
 edges to measure. Since0 � 
 � 1, the total teleportation path length needed to
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route and measure every operator is

M 2�
Z 1

0
f (
 )M 
 d
: (4.4)

Since we again haveO(M 2) edges in the grid available in each layer of the circuit, the total circuit

depth is lower-bounded as in Eq. (4.3), as desired.

4.4.1 Greedy routing

Swap routing is a straightforward approach to compiling circuits for quantum hardware

with interaction constraints. Practically, this can be done using an algorithm that tries to perform

the circuit using as few swap gates as possible [147, 148, 157, 158]. As mid-circuit measurement

and long-range entanglement generation become more reliable [159], teleportation routing may

become a more viable option to move qubits and perform long-range gates. Here, we present a

simple, greedy algorithm to route an arbitrary set of operators under the routing and architecture

assumptions of Sections 4.2 and 4.1, respectively. An operator consisting of a tensor product of

single-qubit Paulis, such as a stabilizer generator, can only be measured once each qubit in its

support has been routed. That is, a teleportation path is prepared and a long-range entangling

gate is applied between the qubit and a readout ancilla qubit. Once all required gates have been

applied, the operator is said to have completed routing, and the readout qubit can be measured to

obtain the eigenvalue of the operator. The algorithm is described in Algorithm 3.

The circuit operations of a single iteration can be executed in parallel, so each iteration

performs only a constant-depth circuit. Therefore, the total circuit depth of the routing procedure

is proportional to the number of iterations. Instead of minimizing gate count, the intent of this
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Algorithm 3 Greedy routing

1: while there are still operators to measuredo
2: Sort the operators in decreasing order according to how many of their qubits have com-

pleted routing.
3: for incomplete operatoroi = 1; 2; : : : do
4: for qubitsj = 1; 2; : : : of operatoroi do
5: Use breadth-�rst search to �nd a teleportation path for qubitj to the correspond-

ing readout ancilla qubit.
6: If no path exists, continue.
7: end for
8: end for
9: Perform long-range entangling gates on qubits that found a teleportation path.

10: Measure the readout qubit of operators that have completed routing.
11: end while

algorithm is to minimize the circuit depth—and saturate the bound of Claim 11—by maximizing

the usage of teleportation paths. This is only possible if the partial measurements between iter-

ations commute, such as when measuring the generators of a single type in a CSS code, in the

standard surface code syndrome extraction circuit [160], or in the depth-7 BB code measurement

circuit [85]. For simplicity, the syndrome extraction circuits we use route everyZ -type check

and then route everyX -type check.

To benchmark the performance of the algorithm, we draw random examples of BB codes

(see Section 2.3.2) and route theX -type generators while restricted to a single layer of ancillary

qubits. For comparison, we compute the optimal routing depth according to Claim 11. Fig-

ure 4.2 shows the results of these simulations, providing evidence that the greedy routing algo-

rithm nearly saturates Eq. (4.3). To obtain the constant factor in Fig. 4.2, we consider the smallest

eight code instances and perform a �t between the asymptotic lower bound and the depth returned

from the greedy routing algorithm. This constant times the theory lower bound matches closely

with the routing time of small code instances; however, we begin to see the algorithm routing

depth deviating as we increase the block length, indicating non-optimal performance. For code
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Figure 4.2: Depth from greedy routing versus2:5� the theoretical optimal depth to route the
X -type generators using a single layer of ancillary qubits. Code examples are drawn randomly
from the family of BB qLDPC codes (see Section 2.3.2).

sizes of practical interest, this algorithm may be a viable option to optimize teleportation routing.

Certain codes, such as BB codes have additional structure that allows us to manually �nd routing

schedules that outperform those found by the greedy algorithm.

4.5 Bilayer architecture

As detailed in Section 4.1, the main dif�culty in implementing nonlocal qLDPC codes on

2D local architectures is the need to perform nonlocal two-qubit operations. To address this

issue, we propose a physical implementation based on the teleportation routing model described

in Section 4.2. While the proposed implementation is code agnostic, we focus on bivariate bicycle

codes. We �rst give a brief overview of embedding BB codes intoZ2. See Ref. [85] for a more

complete discussion.

For certain choices ofA i andB i , the resulting BB code has atoric layout:

De�nition 12 ([85, De�nition 1]). A codeBB (A; B ) has a toric layout if its Tanner graph has a

spanning sub-graph isomorphic to the Cayley graph ofZ2� � Z2� for some integers�; � .
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This is to say that codes with a toric layout have checks that act on the four nearest-neighbor

qubits, and potentially on additional nonlocal qubits. The four nearest-neighbor qubits can be

measured using a standard surface code syndrome extraction circuit [160], whereas the nonlocal

qubits must be measured using nonlocal interactions. In the following, the order of an element

ord(M ) of a multiplicative matrix group is the smallest positive integer such thatM ord( M ) = I ,

whereI is the identity matrix of the same dimension asM .

A BB codeBB (A; B ) depends on choices of matricesA andB, as in Eq. (2.39), whose

terms are powers ofx or y, de�ned in Eq. (2.38). The matricesx and y depend on choices

of positive integers̀; m, and they correspond to the dimensions of the grid in which the code

BB (A; B ) is embedded should it satisfy Lemma 13. The� and� of De�nition 12 are` andm,

respectively. In this toric layout, qubits and checks can be labeled byM , which can be considered

to be a list of integersZ`m = f 0; 1; : : : ; `m � 1g that represent locations on the 2D grid.

Lemma 13 ([85, Lemma 4]). A codeBB (A; B ) has a toric layout on a2` � 2m grid if there

existi; j; g; h 2 f 1; 2; 3g such that

1. hA i AT
j ; BgB T

h i = M

2. ord(A i AT
j ) ord(BgB T

h ) = `m

Here, hA i AT
j ; BgB T

h i indicates the group generated byA i AT
j and BgB T

h . The matrices

A i AT
j andBgB T

h then correspond to horizontal and vertical translations, respectively, on the grid.

To have a toric layout, these translations must visit the`m X - andZ-type checks, as well as the

two sets of̀ m data qubits. Practically, this can be checked by multiplying(BgB T
h )b(A i AT

j )a for

0 � b < ord(BgB T
h ), 0 � a < ord(A i AT

j ) with a basis vector ofF`m
2 and seeing whether the

other`m � 1 basis vectors can be obtained. Satisfying this is equivalent to satisfying condition 1.
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For a given choice ofA = A1 + A2 + A3 andB = B1 + B2 + B3, there might not be assignments

of i; j; g; h such that Lemma 13 is satis�ed. There may also be several satisfying assignments.

Notably, each satisfying assignment yields an embedding with a de�ned generator shape.

This repeated parity check structure of BB codes gives them embeddings that are amenable

to the stacked model: given one check, other checks of the same type can be obtained with vertical

and horizontal shifts on the grid, up to periodic boundary conditions. Opposite-type checks are

obtained by mirroring and again performing horizontal and vertical shifts. Fig. 4.3 shows an

example of an embedding for a[[120; 8; 8]] code constructed with̀= 12; m = 5 and by matrices

A = x10+ y4+ y, B = 1+ x + x2. The check structure for the weight-6X - andZ-type generators

is indicated by the gray outline. These natural embeddings make it straightforward to search for

codes where the check structure is geometrically small. While the checks are not entirely local

due to the two nonlocal qubits in their support, appropriately choosing` andm can make the

periodic boundary conditions induce generators that are comparatively much larger. This can

be done by letting̀ � m, as illustrated in Fig. 4.3. In the resulting generator distribution, the

majority of the checks are geometrically small. In the context of the stacked model, the generators

that are induced by the boundary conditions are those that are measured less frequently.

The architecture, as depicted in Fig. 4.1(b), consists of two layers of qubits. The bottom

layer contains the data qubits and ancillary qubits to perform syndrome measurements (check

qubits), laid out using an embedding that maximizes decoding performance while minimizing

the number of long-range generators. The top layer contains ancilla qubits to aid in the imple-

mentation of long-range CNOT gates. In each layer, the only allowed two-qubit operations are

between neighboring qubits, and operations between layers are only allowed between qubits that

are vertically adjacent, i.e., at the same(x; y) location.
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