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Large language models have revolutionized natural language processing with their

capabilities in text generation and understanding. Their rich contextual representations learned

from training on diverse text datasets have lead LLMs to be used across a variety of settings.

However this increases the chance of models being used in unintended use cases and causing

harm to users. This dissertation delves into empirical studies of out-of-distribution issues in text

generation (machine translation) and text classification (authorship analysis) tasks, examining

how LLMs perform in settings distant from their training distributions.

In our first work, the goal is to understand the characteristics of the training distribution of

LLMs by visualizing the roles of samples during the training of a machine translation model. Our

results indicate that sample contributions are not uniform and play complex roles throughout the

training process. This highlights the difficulty of describing samples that are representative of the



training distribution and motivates thorough evaluation of models in diverse settings.

Our second and third works turn to the evaluation of LLMs in out-of-distribution settings to

better understand their strengths and limitations for generalization on unseen tasks. We evaluate

LLMs in machine translation tasks, focusing on how translation quality is affected by the presence

or absence of specific language pairs in the training data. Our findings show that while fine-

tuning improves translation for unseen languages, the impact varies across different language

pairs. This emphasizes the need for further research to enable effective massively multilingual

translation with LLMs. In text classification, we explore out-of-distribution generalization for

authorship analysis in the context of human-AI collaborative writing. Our studies reveal that

traditional AI detection models underperform when distinguishing between human and AI co-

written text. Simpler n-gram techniques are more robust than LLM for authorship identification,

suggesting the need for adapted authorship analysis tools. In summary this dissertation advances

our understanding of LLM generalization and provides insights for improving the robustness and

adaptability of NLP systems.
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Chapter 1: Introduction

Large language models (LLMs) have emerged as a powerful tool for a wide range of

natural language processing (NLP) applications. Their remarkable capabilities in text generation

have enabled LLM’s application on diverse problems involving aspects of natural language

understanding and generation. Computer programmers can now collaborate with LLMs for

code generation and debugging [Chen et al., 2023; Lai et al., 2023]. LLMs can be used

for classification like discriminating AI generated text [Solaiman et al., 2019] or detecting

plagiarized content [Stamatatos and Koppel, 2011]. In healthcare, LLMs have been used to

summarize patient notes, provide differential diagnoses and respond to questions concerning

medication management [He et al., 2023; McDuff et al., 2023; Omiye et al., 2024]. Businesses

have integrated chatbots into their customer support harnesses [Adam et al., 2021; Misischia

et al., 2022] and creative artists are collaborating with artificial intelligence models in music and

visual media [Chow, 2023; Veltman, 2023].

These LLM applications and more are made possible by training deep neural network

models on large amounts of text data [Brown et al., 2020a]. However, their deployment in

many real-world scenarios often diverge from the idealized settings of machine learning theory

[Goodfellow et al., 2016; Mehrotra et al., 1997] that assumes independently and identically

distributed (iid) data. An example of an iid distribution would be a collection of dice rolls where
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the outcome of the next roll does not depend on the outcome of the previous, i.e. the outcomes are

independent of one another, and each roll is generated from the same dice, i.e. they are generated

by an identical distribution. The training process of LLMs, which involves large and diverse

text datasets, violates this assumption due to data being sampled across different distributions in

domain, style, dialect, and language and thus it is difficult to characterize its properties.

LLMs acquire rich contextual representations by training on textual diverse data. In turn

these models are applied on an increasing variety of tasks in settings that can be distant from the

training distribution. These differences between training and test settings underscores the need

for robust evaluation and adaptation, especially in multilingual contexts. Research has tended

to be English-centric leaving many language conditions understudied, however recent work has

investigated the benefits of cross-lingual transfer in LLM on multilingual tasks across languages

including Russian, Chinese, Bulgarian and Estonian [Kew et al., 2023; Shaham et al., 2024]. This

is important to make NLP tools accessible and useful for speakers of the nearly 7000 languages

used in the world today; many with characteristics that vary significantly from English [Dryer

and Haspelmath, 2013]. Real-world examples highlight the consequences of unexpected use

cases like when a Palestinian man was arrested when Facebook’s translation system mistranslated

from Arabic Good morning to Hebrew Attack them in a photo of him beside a bulldozer [Hern,

2017]. This was likely an example of an out-of-distribution use case due to the distributional

divergence of the Arabic seen in training data (Modern Standard Arabic, mainly used as a textual

lingua franca for the Arab speaking world [Kamusella, 2017]) and at generation time (Palestinian

Arabic, a low-resource [Jarrar et al., 2014] regional spoken dialect). Addressing cases like this is

an important step towards improving equity for users of NLP systems [Shliazhko et al., 2022; Yu

et al., 2022].
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1.1 Thesis focus

Our thesis delves into empirical studies of out-of-distribution issues in the context of text

generation (machine translation) in Chapters 3 and 4 and text classification (authorship analysis)

in Chapter 5. As large language models grow in size and are trained on more diverse text data,

they become vulnerable to being used in unexpected cases as general use tools across a variety of

tasks.

Our first goal is to better understand the characteristics of samples that are representative

of the training distribution by investigating how diverse samples contribute in training LLMs.

We conduct an empirical study where we visualize how the roles of different training samples

change during the training of a machine translation model. These results can better inform us of

the conditions for which models perform well. In turn, this motivates the evaluation of models in

different generalization settings to provides us with a sense of their strengths and limitations.

Next we evaluate NLP systems based on LLMs in settings that are distant from the training

distribution. First, we consider a language generation task, machine translation, and evaluate

how translation quality is impacted by the nature of the source and target language, and their

presence in the training data. Our empirical study examines how well models generalize to

new out-of-distribution language pairs. For instance, we assess the change in translation quality

after continued training of an LLM on a collection of language pairs; especially on language

pairs not explicitly encountered during training. We further inform understanding of model

generalization through analysis of variations in typological and morphological characteristics, as

well as data resource regimes and text processing methods. Second, we study out-of-distribution

generalization for text classification tasks in the context of authorship analysis. Within the novel

3



paradigm of human-AI collaborative writing we evaluate model capabilities to discriminate

human, AI and jointly co-written human-AI text which contrasts traditional authorship analysis

tasks where human and AI text are generated independently. The study also explores the

challenges of authorship attribution, where classification accuracy rapidly decreases as the

number of authors increases, highlighting the difficulty of generalization to more complex

attribution scenarios.

1.2 Contributions

Our thesis makes the following contributions:

• We adapt Data Maps [Swayamdipta et al., 2020], a training dynamics analysis technique for

classification tasks, for the task of translation and categorize training samples into regions

of easy, hard and ambiguous for two low-resource translation tasks (Chapter 3).

• We show that, in contrast to text classification, samples in different regions play a

complex role in the training process that highlights the difficulty of defining representative

characteristics of useful training samples (Chapter 3).

• We provide a comprehensive empirical evaluation of multilingual large language models

across a variety of language pairs and observe positive impacts of adaptation to the

translation task on language pairs not seen during supervision. (Chapter 4).

• We discover that translation quality improves the most between more similar language pairs

and that the impacts of transfer learning are limited for more distant and lower-resource

languages (Chapter 4).
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• We generate datasets using the CoAuthor Human-AI Collaborative Writing Dataset [Lee

et al., 2022] for authorship analysis classification tasks and make our code available at

https://github.com/AARichburg/Human-AI_Authorship_Analysis

(Chapter 5).

• We evaluate authorship analysis techniques in a new paradigm of human-AI text

collaboration and demonstrate the robustness of regression models using rich textual

authorship embeddings for discriminating between human, AI and joint human-AI text

(Chapter 5).

• We show that LLMs are less effective at generalization in the co-authored text setting

compared to simpler n-gram feature methods (Chapter 5).

We conclude with a section outlining the structure of this thesis.

1.3 Thesis outline

In Chapter 2, we review the literature to introduce large language models as well as

dedicated approaches to machine translation and authorship analysis. We also discuss how

NLP model generalization capabilities have been studied in prior work. Chapter 3 describes

our analysis on the characteristics of the training distribution in two low-resource translation

tasks and how individual samples contribute across training and impact model performance.

In Chapter 4, we evaluate multilingual language models adapted for the translation task across

a variety of language pairs where we see a range in performance dependent on language

characteristics. In Chapter 5, we turn to the task of text classification in the context of authorship

identification where we discuss the strengths and limitations of AI-text detection techniques in
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the new paradigm of human-AI collaborative writing. Finally, Chapter 6 presents our concluding

remarks, implications for the field and future work. In summary, our research contributes to a

deeper understanding of some out-of-distribution challenges in NLP with the aim of supporting

work to enhance the robustness, fairness, and inclusivity of NLP systems in diverse linguistic

contexts.
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Chapter 2: Background

This thesis makes contributions to Natural Language Processing (NLP), the field of study

that combines statistical and computational techniques to analyze and manipulate natural human

language. Alexa, Siri, Grammarly, Google Translate, Midjourney and ChatGPT are examples

of products developed from various NLP sub-disciplines. These applications and more lie in

the intersection of computer science, statistics and linguistics. Since the birth of computing

humans have contemplated the notion of intelligence in machines. In 1950, Alan Turing famously

proposed what is now known as the Turing Test [Turing, 1950], whether machine generated text

can convince a human judge it was generated from another human, as a benchmark to determine

whether machines can think. NLP and computational linguistics have been crucial building

blocks paving the way forward in AI technological advances.

2.1 The Roadmap to Large Language Models

Foundational to NLP the language model encodes meaningful representations of text,

useful for a variety of tasks like text generation and text classification. In simplest terms, a

language model (LM) is a model that assigns probabilities to a sequence of words [Bahl et al.,

1983; Jelinek et al., 1975; Shannon, 1948]. If we were given the initial phrase “Studying

grad-level math is ...”, some reasonable continuations might be fun, daunting or a fulfilling
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endeavor. It is less reasonable to expect pineapples as the next word (though bananas might

work in an idiomatic context). Mathematically, we formulate this with the conditional probability

P (fun|Studying grad-level math is) (2.1)

given that we have already generated the phrase “Studying grad-level math is ...” what is the

probability that fun is the next word. A well-trained model should assign a higher probability

to the word fun as opposed to pineapples. For an arbitrary sequence of words, w1w2...wtwt+1,

we can express the joint probability P (w1w2...wtwt+1) as a product of conditional probabilities

using the chain rule, that is,

P (w1w2...wtwt+1) = P (wt+1|w1:t)...P (w3|w1:2)P (w2|w1)P (w1) (2.2)

=
t+1∏
n=1

P (wn|w1:n−1) (2.3)

where w1:t is shorthand to represent the sequence of words generated up to time t. A naı̈ve

approach to approximate the probability P (wt+1|w1:t) would be to count the number of times

w1:t immediately precedes wt+1 in a training corpus of example sentences and normalize it into a

probability,

P (wt+1|w1:t) ≈ C(w1:twt+1)∑
nC(wnwt+1)

. (2.4)

Once we have estimated the probabilities from our corpus, the conditional probability

P (vt|v1:t−1) over the vocabulary of words in the corpus provides options for generating the
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next word in an arbitrary sequence v1:t−1 either by picking the word with highest probability or

sampling from the distribution [Miller and Selfridge, 1950; Shannon, 1948].

As the length of w1:t increases it becomes increasingly more difficult to find examples of

this sequence in the corpus and the approximated probability is effectively zero. A solution is

to use the Markov assumption, where the probability of the following word is only dependent

on the probability of the preceding word or a short sequence of words (also known as an n-

gram [Markov, 1913]), and approximate the posterior as the probability of an n-gram sequence

P (wt+1|w1:t) ≈ P (wt+1|wt−n:t). For example, using bigrams (n-grams of length 2) we can

express the above probability as

P (fun|Studying grad-level math is) ≈ P (fun|is) · P (is|math) · (2.5)

P (math|grad-level) · P (grad-level|Studying).(2.6)

With this formulation we are more likely to find examples of the sequence math is making

approximations more tractable. In general, we can use n-grams of any length and as the size of n

increases we are better able to model longer syntactical structures or disambiguate word senses

(for example, P (pigs|fountain pen contains) should be lower than P (ink|fountain pen contains)

given the additional initial context). However in practice it is not common to use n-grams of

length greater than 4 or 5 due to the earlier mentioned sparsity issue.

2.1.1 Neural language models

While n-gram language models are powerful tools to learn statistical patterns from text they

are limited in modeling long distance dependencies due to the Markov assumption and n-gram
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units are unable to generalize across word types. There are also the idiosyncrasies of specific

languages. For example, it is not uncommon for the auxiliary and main verb in German to be

separated by an entire phrase that makes long-range context more difficult to capture, or the large

number of word forms in morphologically rich languages that generate more data sparsity [Clark

et al., 2013; Jurafsky and Martin] and thus lower estimates for n-gram probabilities. The stronger

representational abilities of deep neural models presents a methodology to address these issues.

The origins of the neural networks go back to 1943 with the McCulloch-Pitts neuron

[McCulloch and Pitts, 1943] which was an artificial representation of a biological neuron. Soon

after researchers theorized ways of implementing arithmetic and logical operations with this

neuron model. By 1958, Frank Rosenblatt [Rosenblatt, 1958] had developed a working model

of what is now known as a perceptron to solve linearly-separable problems. Major innovations

came about through researchers combining series of perceptrons [Bryson, 2018; Dreyfus, 1962;

Werbos, 1974] and the neural network was born. The main strength of neural networks comes

from their hidden layers, the layers between their input and output layers, that allow for greater

computational complexity.

Feed-forward neural language models are trained to predict the next word in a sequence

given the previous generated words as context,

P (X; θLM) =
∏
t

P (xt|X1:t−1; θLM) (2.7)

where θLM are model parameters. Each word is assigned a dense vector representation of the

contextual semantics of the word; also known as an embedding. At each inference step, we

concatenate a length N fixed context window of the previous word embeddings, and feed it to
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the hidden layer via a weight matrix and an activation function. The hidden layer is multiplied by

another weight matrix and a softmax changes the output into a probability distribution over the

vocabulary that indicates the most likely next word in the sequence. In summary for a context

window of size 3,

et = [Ext−3;Ext−2;Exx−1] (2.8)

ht = σ(Wet + b) (2.9)

zt = Uht (2.10)

ŷt = softmax(zt) (2.11)

for trainable parameters E, W and U, bias term b and σ(x) = 1
1+e−x , the sigmoid function. We

train the language model by minimizing the cross-entropy loss

LCE(ŷ,y) = −
K∑

n=1

yn log ŷ (2.12)

= − log ŷ (2.13)

for the true label vector y and the predicted label vector ŷ that represents for each dimension

the probability that input x belongs to class n ∈ 1..K, P (yn = 1|x). In the simplified form it

is also known as the negative log likelihood loss. Error backpropagation [Rumelhart et al.,

1986] updates the parameters end-to-end using stochastic gradient descent [Ackley et al., 1985;

Kirkpatrick et al., 1983] on minibatches of data since this is more computationally efficient than

full gradient descent and provides implicit regularization [Zhang et al., 2017].

Feed forward networks are inadequate language models since it models fixed context
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window sizes and maps input sequences to output sequences of equal length. In 1990, Elman

[1990] introduce recurrent neural networks (RNN) that are feed-forward networks with

recurrent cycles in the hidden layers. With the ability to feed information recursively throughout

the network, it becomes theoretically possible to encode arbitrarily long sequences, and models

are not restricted to fixed length outputs. Each word is sequentially encoded by an RNN language

model as a word embedding, dense vector representations of the contextual semantics. Context

is accrued because inputs of the subsequent hidden state include the previous hidden state. We

use teacher forcing [Williams and Zipser, 1989], presenting the correct previous word as model

supervision at each time step in contrast to the model’s prediction and update parameters through

backpropagation through time [Werbos, 1990]. Variants such as LSTM (Long Short Term

Memory) [Hochreiter and Schmidhuber, 1997] and GRU (Gated Recurrent Unit) [Cho et al.,

2014] address the exploding and vanishing gradient problem where contributions to the gradient

of deep networks becomes exceedingly large or small by providing a mechanism to control the

flow of information through the network.

2.1.2 Transformer’s attention enables large language model’s powerful

generation capabilities

RNNs improved over n-gram models to capture contextual information between words but

their recurrent nature also had its pitfalls. Gating mechanisms to control information flow and

bidirectional models to capture forward and backward context improved model robustness but

sentence information was generally summarized in a single vector representation. In fact the use

of RNNs for machine translation was ineffective until the introduction of the attention mechanism
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[Bahdanau et al., 2015] where additional parameters allow the model attend to specific portions

of the source and target sequence at each time step instead of only a summarized representation.

The Transformer model [Vaswani et al., 2017] takes this a step further and develops a model

built solely on attention which parallelizes computation for more efficient training. In order to

generalize context self-attention defines three roles for each input vector xi: as query qi = xiW
q,

the current focus of attention, as key ki = xiW
k, the preceding input, and as value vi = xiW

v,

the output of the current focus were Wq, Wk and Wv are parameterized weigh matrices. Then

the attention output ai is computed as

score(xi, xj) =
qi · kj√

dk
(2.14)

αij = softmax(score(xi, xj)) for j ≤ i (2.15)

ai =
∑
j≤i

αijvj (2.16)

where the division of the root of dimensionality dk of the query/key vectors regulates the

magnitude of the dot product. A Transformer block combines a multi-head attention layer

(concatenation of multiple self-attention outputs) with a feed-forward and layer normalization

layers [Ba et al., 2016] using residual connections [He et al., 2016]. A language modeling

head at the output layer unembeds the hidden units as distributions over the vocabulary for

text generation by sampling or beam search decoding [Lowerre, 1976], heuristically choosing

generations by scoring multiple hypothesis paths. Transformers are also trained to minimize the

cross-entropy loss.

Large language models exploit the Transformer’s ability to handle arbitrarily large context

windows, sometimes up to 4096 words [Brown et al., 2020a] in order to become general language
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understanding models. LLMs are typically pre-trained on large heterogeneous text corpora; for

example, Colossal Clean Crawled Corpus (C4) [Raffel et al., 2020] contains 156 billion English

tokens scrapped from patent text documents, Wikipedia and news sites [Dodge et al., 2021].

Given the provenance variety it is likely that LLMs will see different data types helpful for NLP

tasks such as FAQs containing question-answer pairs, documents along with their summary or

translation of sentences in various languages.

Many NLP tasks can be recast as text generation tasks and an LLM can be prompted,

provided a natural language input, to condition text generation. For example if we have the

question Who played the villain in the movie “Who Framed Roger Rabbit?”, Christopher Lloyd

we can formulate this for an LLM by conditioning on the question for context and predicting the

answer for generation, that is,

P (w|Q: Who played the villain in the movie “Who Framed Roger Rabbit?” A:) (2.17)

where the Q and A are added to signal the difference between question and answer for the model.

For usage in downstream tasks, LLMs are typically fine-tuned, a form of transfer learning where

some or all the parameters of the pre-trained model are updated to perform a new task. In the

above example, new model inputs would be templatic questions and the model is trained to

predict the answer. In contrast to updating model parameters there is zero-shot and few-shot

prompting. Few-shot prompting is where the model is presented examples or demonstrations of

the task as conditioning for better performance while the model sees no examples during zero-

shot prompting. A number of competitive open-source [Chowdhery et al., 2022; Chung et al.,

2022; Scao et al., 2023, among others] and closed-source [Brown et al., 2020a; Nakano et al.,
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2021; OpenAI et al., 2024, among others] LLMs have appeared in the last five years.

2.1.3 Generalization

In machine learning, generalization is the ability of a model to perform well on data not

seen in the training distribution. In training a machine learning model the objective is not to

memorize the training data but to learn underlying patterns that characterize the data in order

to perform well on unseen data. Generalization is crucial for ensuring that a machine learning

model is able to effectively handle real-world scenarios and tasks beyond the specific examples

it has been trained on.

Prior to LLMs, NLP tasks primarily studied generalization through the lens of domain

adaptation. Domain adaptation is a method of updating a model trained on one distribution to

perform well on a new test distribution often using a dataset smaller than the original training data.

Early approaches worked in controlled settings where the nature of the source and target domains

were known and allowed for easier measurement of the impact of data on task performance [Long

et al., 2015; Palatucci et al., 2009; Romera-Paredes and Torr, 2015; Song et al., 2013; Xiao and

Guo, 2013, among others]. In practice natural language text data can also differ in ways besides

domain such as style, register, dialect, etc.

One of the hallmarks of LLMs is their ability as zero-shot learners [Brown et al., 2020a]

where models can perform well on tasks that were not seen during training. Few-shot learning

[Parnami and Lee, 2022] further improves generalization by fine-tuning a model on a small

task dependent dataset. Although LLMs have a lot of promise for generalization across tasks

and languages due to the rich representations learned on heterogeneous training data, there are
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still some open questions. For multilingual evaluation many papers focus on English-centric

test suites [Alves et al., 2024; Scao et al., 2023; Xu et al., 2024a] which limits our ability to

judge generalization performance. In addition multilingual datasets generated as translations

from English like Flores-200 [Team et al., 2022] limits our conclusions on performance in real

source-target pair translation due to the translationese [Koppel and Ordan, 2011] effect where

translations of text tend to be simpler than human-written text.

2.2 LLMs for text generation: Machine translation

Machine translation (MT) is the task of automatically translating content from one

language (source) to another (target). Mathematically models are trained to predict

Ŷ = argmaxY P (Y|X), the target translation Ŷ of a phrase in the source language X .

Reference-based metrics are the standard approach to evaluate translation quality of system

outputs. A reference translation is a human-written translation of a source sentence that serves

as a gold standard to which model translation outputs are compared. There are a number of

methods to evaluate translation quality from text overlap metrics (BLEU [Papineni et al., 2002],

CHRF [Popović, 2015]) to neural-based metrics (COMET [Rei et al., 2020, 2022a], BLEURT

[Sellam et al., 2020]). BLEU, the canonical translation metric, operates on the intuition that a

good translation should have lexical overlap with a gold reference [Miller and Beebe-Center,

1956] and is realized as a modified precision between n-grams in the translation hypothesis

and reference along with a brevity penalty. Since the translation task is not a 1-1 mapping, it

is possible to have good hypotheses that have low overlap with a reference. COMET indirectly

relaxes this restriction by fine-tuning a pre-trained neural model to predict quality from source,
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reference, hypothesis tuples. Supervision is obtained by human annotators providing direct

assessment scores to hypothesis-reference pairs. Quality estimation (example, COMET-Kiwi

[Rei et al., 2022b]) removes the need for references to measure quality using only the source.

Machine translation is one of the oldest NLP tasks [Dostert, 1955; Weaver, 1949/1955] and

has been a driving force in developing different models and techniques (example: self-attention

in Transformers [Vaswani et al., 2017]). However, MT proves to be a more challenging task

than language modeling; not only do we have to generate well-formed sequences in the target

language we need to learn a mapping from the source language to the target. Moving from

rule-based MT [Bar-Hillel, 1960; Hutchins, 1994] then statistical MT [Brown et al., 1990, 1993]

(especially phrase-based [Deng and Byrne, 2008; Koehn et al., 2003; Marcu and Echihabi, 2002;

Och and Ney, 2004]), machine translation is now done by neural models.

The encoder-decoder or seq2seq (sequence to sequence) model revolutionized MT by

utilizing deep neural models that can be trained end-to-end. In order to make neural MT (NMT)

truly viable, Bahdanau et al. [2015] introduced the encoder-decoder model with attention.

Similar to the neural language model, we can model the conditional probability of generating the

target sequence X conditioned on the source sequence Y , P (Y |X), which can be decomposed

and parameterized as:

P (Y |X; θ) =
∏
i

P (yt|Y1:t−1, X; θMT )

where θMT are the model parameters. In this case not only are we conditioning on the previously

generated tokens Y1:t−1, we also condition on the information from the source sentence X . The

encoder transforms the sequence of source embeddings into a sequence of hidden states, S =

(s1, ..., sn). A decoder generates a hidden state, ht, for each time step given the previous hidden
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state, the target word embedding, yt−1, and a context vector, ct. A key component is the attention

mechanism that realizes the context vector as a weighted sum over the source hidden states;

eij = m(st−1, hj) (2.18)

atj =
exp(etj)∑
k exp(etk)

(2.19)

ct =
∑
j

atjht (2.20)

where m(∗, ∗) is an alignment model. One option for the alignment model is a feed-forward

network trained jointly with the encoder and decoder. The final layer is a softmax that represents

the probability distribution over the vocabulary at each time step t,

P (yt|Y1:t−1, X; θ) = softmax(W [ht; ct] + b)

where [ht, ct] is the concatenation of ht and ct, W is a weight matrix and b is a bias. The standard

learning objective is to minimize the negative log-likelihood

LMT =
∑

(X,Y )∈C

− logP (Y |X; θMT ) (2.21)

and the loss is optimized on random minibatches of sentence pairs using stochastic gradient

descent. Seq2seq models can be trained in a bilingual (single source-target pair) or multilingual

(multiple source-target pairs) setting.

A competing alternative for multilingual neural translation has been the development with

large language models. LLMs can perform translation in zero-shot prompt, only containing
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the translation prompt, and few-shot prompt, containing example translation pairs, settings.

Multilingual LLMs can be trained in a zero-shot fashion with monolingual data in multiple

languages but no explicit translation pairs. Fine-tuning can be performed on a single task [Xu

et al., 2024a] or on multiple translation related tasks [Alves et al., 2024].

A major benefit of multilingual machine translation systems is their ability to improve

translation quality of low-resource languages through transfer learning [Zoph et al., 2016]. This

is the process of relying on higher-resource languages to indirectly pass information to improve

quality when there is little signal. However as the number of languages increases past model

capacity translation quality drops, also known as the curse of multilinguality [Liang et al., 2023].

Machine translation data consists of large corpora of parallel text; text, text segments in

one language paired with the equivalent translation in another language. Machine translation

models are typically trained on large corpora of parallel text and their generalization capabilities

are bounded by the nature of the training distribution. Successful machine translation relies

on different types of generalization such as lexical generalization to new unseen words,

contextual generalization mapping appropriate meaning across different domains and typological

generalization managing syntactic and morphological variations. Multilingual systems are

trained on some subset of language pairs and expected some level of generalization to new

language pairs through transfer learning.

2.3 LLMs for text analysis: Authorship analysis

Authorship analysis is a form of text classification that focuses on identifying the author

of a given text or determining whether multiple texts were written by the same author. The goal
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of authorship analysis is to analyze various linguistic features, writing style, and patterns within

the text to make inferences about the authorship. Some real-world applications are plagiarism

detection [Bensalem et al., 2019; Stamatatos and Koppel, 2011], forensic linguistics [Ainsworth

and Juola, 2019; Rodrigues et al., 2022; Yang and Chow, 2014], literary studies [Boyd and

Pennebaker, 2015; Thorgeirsson, 2018] and the detection of hacked accounts [Junior et al., 2017].

We define a few types of authorship analysis: AI-text detection, authorship attribution and

authorship verification. AI-text detection is the task of discriminating AI-generated text from

human-written text. Authorship attribution is the task of assigning authorship to a sample of text

from a closed set of authors. A similar task authorship verification is the task of deciding whether

two samples of text is from the same author.

Models have been trained on features extracted from the text operating across the lexical,

semantic, syntactic and character levels [Koppel et al., 2011; Peng et al., 2004; Stamatatos, 2009].

The training of neural authorship embeddings [Rivera-Soto et al., 2021] or fine-tuning LLMs

as authorship [Abbasi et al., 2022; Fabien et al., 2020] or AI detectors [Mitchell et al., 2023;

Solaiman et al., 2019] are more modern approaches. One gap in the literature is that prior work

is the assumption that human and AI text are generated separately. It is not apparent how joint

human-AI co-writing impacts the characteristics of the text. In Chapter 5, present analysis on

the human-AI collaborative writing setting and show that while existing models are moderately

successful future work is required to increase their robustness.

Large language models used for text analysis are trained on diverse datasets that vary in

text type and genres such as books, scientific articles or social media posts. Currently text is

assumed to written by humans however as LLMs increase in complexity the probability of text

generated by a blending of human and AI authorship also increase. This has implications on the

20



range of linguistic patterns and lexical choice between the two categories, presenting possible

challenges for the current paradigm of text analysis techniques. For authorship analysis, training

data are text samples written by humans across a variety of topics and style. In the context of

human-AI co-authored text successful classification models must not only generalize to unseen

human authors but also different AI generated text sources.
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Chapter 3: Data Cartography for Mapping Out-of-Distribution Samples in

Machine Translation Data

While collecting or generating more parallel data is necessary to improve machine

translation (MT) in low-resource settings, we lack an understanding of how the limited amounts

of existing data are actually used to help guide the collection of further resources. In this chapter,

we apply data cartography techniques [Swayamdipta et al., 2020] to characterize the contribution

of training samples in two low-resource MT tasks (Swahili-English and Turkish-English)

throughout the training of standard neural MT models.1 This study aims to advance our

understanding of the out-of-distribution behavior of models by asking whether we can better

characterize the training distribution. If that is the case, this information could be used to predict

which test samples are out-of-distribution and are more likely to lead to model errors at test time.

However, as we will see, our findings paint a more complex picture.

3.1 Motivation

While neural sequence-to-sequence models have led to dramatic increases in translation

quality for many Machine Translation (MT) tasks, the large amounts of data needed to train high

quality systems is only available for a small number of the 7000 languages spoken in the world

1This work was published in the Findings of EMNLP 2022 [Richburg and Carpuat, 2022].
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[Haddow et al., 2022]. Efforts to improve this state of affairs have focused on data cleaning,

recognizing that parallel samples are often noisy and of limited domain coverage in these settings

[Caswell et al., 2020; Kreutzer et al., 2022], and on data collection and augmentation, with

techniques ranging from large scale crawling [Bañón et al., 2020; Schwenk et al., 2021] to

automatic data augmentation via backtranslation [Fadaee and Monz, 2018; Sennrich et al., 2016]

to generating novel data through lexical or phrase replacement [Fadaee et al., 2017; Liu et al.,

2021]. However, to make the most of limited data, we argue that a better understanding of the

role that data samples play in training low-resource MT models is needed.

This chapter presents an empirical study of the role that training samples play in low-

resource MT training so that future work on improving data quality and quantity can prioritize

properties of data that matter most. Our study focuses on MT in a very low-resource setting

(Swahili-English, 63k training samples) and a low resource setting (Turkish-English, 358k

samples). As Joshi et al. [2020] note, the term “low resource” encompasses a wide disparity

of situations. We work with languages from two distinct classes in their taxonomy of language

resources. Turkish falls into the “underdogs” category, which comprises languages with large

amounts of unlabeled data, comparable to those available for high-resource languages, and that

are primarily challenged by lesser amount of labeled data (parallel text in the case of MT).

Swahili falls into the “hopefuls” category, which refers to languages for which only small labeled

datasets have been collected, often by a community which strives to keep them alive in the digital

world.

In this work we use Data Maps [Swayamdipta et al., 2020], a technique that uses

the model’s training dynamics, to identify and characterize regions in realistic low-resource

translation data and their impact on translation quality. Data Maps places training examples on
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a coordinate plane that describes a model’s confidence and variability of these examples across

the training process. We show that the notion of difficulty of an example changes at different

stages of training, that samples are not uniformly useful, and that existing heuristics for sample

difficulty do not characterize the samples that are hard to learn based on training dynamics. We

hope that these findings can help inform data augmentation strategies in future work.

3.2 Methods

We describe the main methods used to analyze the role of different samples in low-resource

MT training through training dynamics.

3.2.1 Applying Data Maps to MT

Swayamdipta et al. [2020] introduced Data Maps, a model-based tool to characterize

and diagnose datasets by placing training samples on a two-dimensional map based on (1)

the variability (σ̂i) of model scores for each sample throughout training on the x-axis, and (2)

the model confidence (µ̂i) for each sample on the y-axis. Their approach was developed for

classification tasks such as Natural Language Inference. We use it here for sequence-to-sequence

models by replacing the probability of predicting the gold class for a given input with the

probability of the gold output sequence given the input sequence:

µ̂i =
1

E

E∑
e=1

Pθ(e)

(
y
(m)
i |x(n)

i

)
(3.1)
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and

σ̂i =
1√
E

√√√√ E∑
e=1

(
Pθ(e)

(
y
(m)
i |x(n)

i

)
− µ̂i

)2

(3.2)

On classification tasks, training on various subsets of the data revealed that samples in three

of the map regions play a distinct role:

1. Samples with high confidence and low variability (upper left corner) are easy to learn,

as the model consistently predicts their class correctly with high confidence, and their

presence in the training data encourages convergence without over fitting.

2. Samples with low confidence and low variability (lower left corner) are hard to learn,

possibly because they are noisy and mislabeled.

3. Samples with high variance (right) are ambiguous, and are found to contributing most to

improving the models ability to generalize to out-of-domain data.

We divide the MT Data Maps into these three regions by using the midpoint between the

max and min values of confidence and variability scores. Figure 3.1 previews Data Maps for our

two low-resource MT systems (Swahili-English on the left, Turkish-English on the right). We

use BLEU, an automatic translation quality metric, as an analog to the accuracy of the converged

model’s translation output compared against the reference. We will discuss the specific settings

used to generate it and the findings in Sections 3.3 and 3.4 respectively.

3.2.2 Distinguishing MT Training Phases

MT requires generating a complete sequence that is well formed in the target language and

adequately conveys the meaning of the source. We expect that the multi-faceted nature of these
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Figure 3.1: Data Maps generated for the Sw-En (left) and Tr-En (right) training corpora. On the
y-axis we plot confidence scores and on the x-axis variability scores. The vertical and horizontal
bars separate the easy (top left), ambiguous (right) and hard regions (bottom left). The color
gradation represents the sentence-level BLEU for the final model’s predictions, from blue (lower
quality) to red (higher quality).

predictions might not be captured in a single data map.

We build on insights from Voita et al. [2021], who showed that MT training can be split into

three distinct phases, to decompose Data Maps across phases of training. Throughout training,

MT models learn to model

1. The target language (phase 1),

2. The lexical translation between source and target words (phase 2),

3. The word reorderings needed to generate well-formed output sequences (phase 3).

We follow their approach to determine boundaries between the three training phases. Phase

1 ends when the scores of a language model on MT outputs produced by model checkpoints

plateaus. Phase 2 ends when development BLEU decreases and non-monotonic alignments

between input and model outputs increase.

26



3.3 Empirical Study Settings

We focus on translation from Swahili and Turkish into English, since these are two

low-resource tasks involving under-studied languages that raise interesting reordering and

morphology challenges for MT. Swahili (Sw) is a Bantu language spoken by an estimated

200 million people. It has an agglutinative morphology and uses a Subject-Verb-Object order.

Turkish (Tr) is a Turkic language, with 70 to 80 million speakers. It uses extensive agglutination

and follows a Subject-Object-Verb order.

Data The Swahili-English data is a combination of data taken from the IARPA MATERIAL

program2, GlobalVoices and CommonCrawl. The training data totals 63k sentence pairs and we

have a validation set and two test sets from MATERIAL of sizes 2000 and 3367, respectively.

The training corpus for Turkish-English is a combination of publicly available data from WIT3

[Cettolo et al., 2012] and SETimes [Alperen et al., 2010] at around 350k sentence pairs. The

validation and test sets come from the 2016 WMT news translation task [Bojar et al., 2017]; we

use newsdev2016 as validation and newstest2016 and newstest2017 as test sets; with sizes 3000

and 3007, respectively.

All data is tokenized and true-cased using the Moses toolkit. We use SentencePiece to

generate subword tokens with a joint vocabulary and decide on the sizes of 4000 and 16000 for

Sw-En and Tr-En, respectively through hyper-parameter tuning.

MT Systems We utilize the Transformer model with self-attention [Vaswani et al., 2017]

implemented within the Sockeye toolkit [Hieber et al., 2020]. Inspired by Araabi and Monz

[2020] we alter some of the hyper-parameters for the low-resource data setting. For Sw-En, we

2https://www.iarpa.gov/index.php/research-programs/material
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set the number of layers for the encoder and decoder to 5, the number of heads for self-attention

to 2 and label smoothing to 0.6. Both Transformer attention and activation layer dropout is 0.3

while target word dropout is 0.1. For Tr-En, there are 6 layers for the encoder and decoder, and 8

self-attention heads. Label smoothing is 0.1, Transformer attention and activation layer dropout

is 0.1. We do not use target word dropout. For both systems the number of units in the feed-

forward layer is 2048, the source and target embedding dimension size is 512, the number of

hidden units is 512. We maintain the same training configurations for the models trained on the

entire data-set and all filtering experiments. Models are considered converged when perplexity

on the validation set output has not improved in 20 checkpoints. We measure translation quality

with BLEU [Papineni et al., 2002]. All translation results are averaged over three random seeds.

Data Maps For generating Data Maps, we compute model predictions at each checkpoint,

1000 parameter updates, and plot all training examples. The Data Maps visualized are the result

of a single training run with a single random seed, as varying the random seed leads to very

similar looking plots.

Phase Boundary Detection To detect the transition between phase 1 and 2, we use a 5-

gram KenLM [Heafield, 2011] language model (LM) on the tokenized target side of the training

bitext. At each training checkpoint, we score the model translation output of the development

set. To detect the transition between phase 2 and phase 3, we use fastAlign [Dyer et al., 2013] to

obtain automatic word alignments between the source and model translation of the development

set at each checkpoint, and compute the average Kendall τ distance between the word orderings

induced from the alignments.
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SW-EN TR-EN
ANALYSIS1 ANALYSIS2 Newstest16 Newstest17

Baseline (100% data) 32.43± 0.15 32.52± 0.15 20.61± 0.09 20.10± 0.06

Subset 33%
Most Ambiguous 27.59± 0.08 27.94± 0.14 16.39± 0.29 16.02± 0.27
Easiest 27.63± 0.24 28.12± 0.31 15.62± 0.12 15.12± 0.19
Random 25.01± 0.25 25.17± 0.06 15.63± 0.06 15.29± 0.12
Hardest 11.43± 0.58 10.82± 0.52 12.38± 0.17 12.19± 0.20

Table 3.1: Experiments on training on subsets from the different regions for Sw-En and Tr-En.

3.4 Overall Data Maps

Maps Overview Figure 3.1 shows the Data Maps for our Swahili-English model (Sw-En;

on the left) and for our Turkish-English model (Tr-En; on the right). The distribution of samples

across regions differs from the classification maps in prior work (Figures 1-2 in Swayamdipta

et al. [2020]), reflecting the complexity of the MT task and the low-resource training regime.

The spread of confidence and variability scores are smaller for MT, leading to samples being

more concentrated in the lower left part of the map. MT maps have more hard samples than

in classification maps, and the distinction between easy and ambiguous is not as clear cut.

Unlike in classification maps, even the easiest samples do not reach upper left corner of the map.

Furthermore, for the very low resource Swahili-English, training samples have lower confidence

and variability than for Turkish-English, and are concentrated in the easy and hard regions. The

translation quality of the final model increases with the distance from the origin in the map:

decoding outputs for hard samples have the worst BLEU scores, while high confidence and high

variability samples are translated with higher BLEU. This confirms that neither confidence nor

variability alone can characterize sample difficulty. Note that low BLEU scores might arise from
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bad MT or from good MT that do not match noisy references.

3.4.1 Role of regions

Following Swayamdipta et al. [2020], we conduct filtering experiments to characterize the

role that samples in different regions play in the training process. We train MT models until

convergence on a third of the original training set, selecting samples with 1) high confidence

(easiest), 2) high variability (most ambiguous) and 3) low confidence (hardest). We also include

a random sample of the same size as a basis for comparison. The MT configuration is kept

constant throughout these experiments as described in Section 3.3.

As can be seen in Table 3.1, training on subsets of the data degrades performance

substantially compared to the full data baseline. Swayamdipta et al. [2020] found that when

using the most ambiguous samples, training on one third of the data maintained the baseline

performance in-domain and slightly improved out-of-domain performance. Unsurprisingly, this

does not hold for our low-resource MT tasks.

The relative drops based on different selection methods are more revealing. Compared

to the baseline trained on the complete dataset, the lowest degradation in BLEU is obtained by

training on either the easiest or ambiguous samples (tied) for Swahili-English, and by ambiguous

samples for Turkish-English. Specifically, easiest samples improve translation quality over

random samples by 2.6-3 BLEU points on Swahili-English, but reach the same quality for

Turkish-English. The quality obtained with ambiguous samples is the same as for the easiest

samples for Swahili-English and slightly better (and statistically significant) for Turkish-English.

While overall these results corroborate the findings of Swayamdipta et al. [2020] that easy and
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ambiguous samples are the most useful for training, the two regions do not play as distinct a

role as in classification settings: on the SNLI and MultiNLI tasks, ambiguous samples were

found to lead to improved out-of-domain performance, with minimal degradation of in-domain

performance, while easy samples hurt performance in large amounts but help convergence in

small amounts. In our settings, the distinction between easy and ambiguous samples is not as

clear cut in the map, which is confirmed by these filtering experiments.

Overall, these results call for further analysis to better understand map regions throughout

training.

3.5 Data Maps Across Training Phases

Maps Overview The Data Maps for each of the three training phases (Figure 3.2) show

that samples do not play a constant role throughout the training process. For both language pairs,

samples are initially distributed across the diagonal during phase 1 – target language modeling.

Samples’ variability decreases in later stages focused on cross-lingual learning, leading to more

easy samples and fewer to none ambiguous samples. The range of confidence scores increases

throughout training for Turkish-English, with a small peak in distribution in the easiest upper left

corner in the later phases, while the confidence remains under 0.5 for most samples in the very

low Swahili-English setting. For both language pairs, a large fraction of samples remain in the

hard region throughout training.
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Figure 3.2: Data Maps for the Sw-En (top) and Tr-En (bottom) data broken down according to
phases 1 to 3 (from left to right). Region boundaries and BLEU color gradations are defined as
in Figure 3.1.
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3.5.1 Sample Movement

We characterize movement across regions more directly by reporting the proportion of

samples that move across the different regions over the three training phases in Figure 3.3. The

main type of movement consists of hard samples becoming easy from one phase to the next:

30% of Swahili-English samples and 25% of Turkish-English samples that were hard in phase

1 become easy in phase 2, while 23% of Swahili-English samples and 24% of Turkish-English

samples that were hard in phase 2 become easy in phase 3, reflecting that model confidence

increases while variability remains in the same lower range for these samples as training

progresses. Easy samples in one phase remain easy in the next. Ambiguous samples also remain

ambiguous, except for Turkish-English where 15% of samples move from the ambiguous to

the easy regions between phases 1 and 2. Notably, by the end of training, 42% and 35% of the

Swahili and Turkish data respectively are still classified as hard examples.

Overall, this analysis suggests that the role of samples changes during training, but in

a way that reflects overall model improvement rather than the modeling focus of each phase:

for instance we do not observe a trend where samples that are easy for language modeling in

phase 1 become hard in phase 2 while learning lexical translations. We conduct further filtering

experiments to assess how sample movement impacts training more directly.

3.5.2 Filtering Experiments

We conduct experiments where we filter out 20% of the training samples in various ways

(Table 3.2), thus controlling the amount of training data throughout. Filtering out only the

samples that are hard in phase 3 leads to no loss in translation quality compared to using all the
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Figure 3.3: Heat maps tracking the movement of samples between regions across phases for Sw-
En and Tr-En. The vertical axis represents the location from the previous phase and the horizontal
axis the location in the current phase.

data, while filtering out samples that are hard during each phase of training leads to no difference

for Swahili-English and a small but significant decrease in BLEU for Turkish-English, where

significance is defined by performance outside the confidence interval from averaging scores

over three random seeds. By contrast, filtering a random sample of the same size hurts BLEU

significantly.

We also filter out all the samples that are hard in phase 3, which means that they remained

hard throughout the three phases of training. This represents a substantial portion of the training

set – 42% of the data for Swahili and 35% for Turkish – which leads to very small training sets

in our low-resource settings. As expected, this hurts translation quality significantly, but not as

much as removing the same amount of randomly selected data.

Overall, these results suggest that while the hard samples do not contribute as much as

other samples to improving MT models in these low-resource settings, they are not just noise that

should be filtered out. Samples that are hard to learn only in early phases can have a small positive

impact on BLEU. This leads us to examine the properties of samples in each of the regions.
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SW-EN TR-EN
ANALYSIS1 ANALYSIS2 Newstest16 Newstest17

Baseline (100% data) 32.43± 0.15 32.52± 0.15 20.61± 0.09 20.10± 0.06

Filter 20%
All/All/Phase 3 32.65± 0.06 32.58± 0.24 20.68± 0.10 20.20± 0.23
All/Phase 2/Phase 3 32.52± 0.24 32.49± 0.24 20.45± 0.04 20.20± 0.14
Phase 1/Phase 2/Phase 3 32.32± 0.16 32.30± 0.09 20.06± 0.08 19.74± 0.06

Filter 42% (SW), 35% (TR)
All/All/Random 29.38± 0.19 29.46± 0.15 19.10± 0.19 18.68± 0.02
All/All/Phase 3 31.33± 0.10 31.37± 0.17 19.55± 0.07 18.87± 0.24

Table 3.2: Filtering experiments for Sw-En and Tr-En. All indicates 100% of the data is used and
Phase k indicates filtering a percentage of the hardest samples as scored by Phase k.

3.6 Characterizing Region Properties

Table 3.3 shows randomly selected samples in each of the Data Maps regions. As can be

seen from these examples, it is not immediately obvious what makes a sample hard versus easy.

We note that sentence length does not correlate with region placement. Minor lexical changes

between the reference and Google translation can place samples in either the easy or ambiguous

regions.

3.6.1 Correlation with Data Difficulty Heuristics

Metrics We compare the notion of sample difficulty from Data Maps against heuristic

data characterizations from the literature. At each phase and for the overall Data Maps, we

divide the data by regions and compute Pearson’s correlation coefficient between the distance of

a training example from the origin (using the variability and confidence values as a coordinate

pair) and various measures of difficulty. There is no clear way to define what makes a MT
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Region Example source, reference English translation, Google translation of
source

Easy SW SRC: Mtandao wa haki za Binadamu illitoa ripoti yake ya 2013 kuhusu
’hali mbaya’ ya haki za binadamu nchini Vietnam:
GT SRC: The human rights network released its 2013 report on the ’dire
situation’ of human rights in Vietnam:
EN REF: The Vietnam Human Rights Network released its 2013 report about
the ’worsening’ human rights situation in Vietnam:

Ambiguous SW SRC: Sata: umetokea mji gani?
GT SRC: Sata: What city are you from?
EN REF: Sata: which town are you from?

Hard SW SRC: Miongoni mwa wasichana hawa, 41 walifariki kufuatia tukio hili
la mauaji ya kijinsia na 15 wakiachwa na majeraha mabaya sana.
GT SRC: Of these girls, 41 died as a result of the genocide and 15 were left
with serious injuries.
EN REF: Of these girls, 41 died as a result of this femicide and 15 are badly
hurt.

Easy TR SRC: Hareket etmenin beynimizin en önemli fonksiyonu olduğuna
inanıyorum – kimsenin size bunun yanlış olduğunu söylemesine izin
vermeyin.
GT SRC: I believe movement is the most important function of our brain –
don’t let anyone tell you that it’s wrong.
EN REF: I believe movement is the most important function of the brain –
don’t let anyone tell you that it’s not true.

Ambiguous TR SRC: Bugün, iki oğlum David ve Daniel, annem ve babamla
konuşabiliyor, onları tanıyabiliyorlar.
GT SRC: Today, my two sons, David and Daniel, are able to talk to and get
to know my parents.
EN REF: Today, my two sons David and Daniel can talk to my parents and
get to know them.

Hard TR SRC: Bu süreç 20-30 yıl civarı sürer.
GT SRC: This process takes around 20-30 years.
EN REF: The process takes two to three decades.

Table 3.3: Sentence samples from the three Data Map regions for Swahili and Turkish.
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training sample difficult, however hypotheses about properties of easy versus difficult samples

emerge from prior work on data cleaning and curriculum learning. We include dual cross-entropy

[Junczys-Dowmunt, 2018] as a measurement of data noise, and sentence length, token frequency

and word norm embeddings as sentence difficulty criteria from the curriculum learning literature

[Liu et al., 2020; Platanios et al., 2019; Zhang et al., 2019]. Sentence length and token frequency

are computed at the word level; although we saw similar trends at the subword level.

Findings We find that most metrics considered have a weak correlation with the distance

from the origin according to Data Maps (Figures 3.4, 3.5). Only dual cross-entropy achieves a

moderate correlation, primarily in the hard regions, which is not surprising given that it is based

on model scores just like Data Maps. We use a rule of thumb for cutoffs at 0.3 and 0.5 for weak

and moderate correlation, as outlined by Hinkle et al. [2003]. This might explain why no clear

data difficulty metrics has emerged from the curriculum learning literature, where data ordering

strategies that improve translation quality do not always align with meaningful intuitions about

sample difficulty [Zhang et al., 2019], and raise the question of whether the difficulty captured

by Data Maps is purely related to model uncertainty rather than intrinsic data uncertainty.

3.6.2 Map Regions Can Be Automatically Predicted

While uni-dimensional heuristics do not help explain sample positions in Data Maps, we

ask whether data properties suffice to automatically predict in which region a sample lies.

We train supervised classifiers that predict the region of a sample by fine-tuning an XLM-

RoBERTa model, and evaluate on held-out data. The training data consists of a balanced set

drawn from the easiest, most ambiguous and hardest Data Maps samples. On the binary task that
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Figure 3.4: Pearson correlations of rankings according to distance from the origin on the Data
Maps and other metrics for Sw-En. We include correlations for the overall data (in blue) and
a breakdown by sub-region. We also show the change in correlations when looking at the Data
Map as a whole vs. according to each phase.

Classifier SW-EN TR-EN

Ambiguous, Easy or Hard? 0.65 0.64

Hard or not? 0.78 0.82

Table 3.4: Accuracy of classifiers for placing examples in different map regions.

consists of distinguishing hard samples from others, the classifier achieves a high accuracy, in

comparison to a random baseline. On the three-way classification task, we find that the classifier

confuses easy and ambiguous samples, confirming that the boundary between these two regions

is not as clear.

Overall these results indicate that data intrinsic patterns captured by the classifier partially

explain map regions, even though these patterns are not as interpretable as the uni-dimensional
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Figure 3.5: Pearson correlations of rankings according to distance from the origin on the Data
Maps and other metrics for Tr-En. We include correlations for the overall data (in blue) and a
breakdown by sub-region. We also show the change in correlations when looking at the Data
Map as a whole vs. according to each phase.

characterizations from Section 3.6.1. However, the classifier does not entirely separate data

uncertainty from model uncertainty since the underlying multilingual language model shares

basic properties with the Transformer model used for translation.

3.7 Related Work

It is well established that data quality can have a large impact on the performance of MT

systems. Khayrallah and Koehn [2018] shows how different types of training set noise impact the

quality of neural MT models. Dual cross-entropy [Junczys-Dowmunt, 2018] and other techniques

are routinely used to clean crawled datasets that are known to contain many types of noise
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[Caswell et al., 2020].

Training sample difficulty is often considered in the context of curriculum learning, which

aims to present training examples to the model in an order that benefits model performance or

convergence speed. Some of the earlier works by Bengio et al. [2009]; Cirik et al. [2016] show

that ordering training samples by sentence length can decrease training speed or improve model

performance. Platanios et al. [2019]; Zhang et al. [2018] go on to develop curriculum learning

strategies building on the use of linguistic features such as sentence length or word frequency; but

their results are mixed. Later works have looked at more model-focused techniques for deciding

the difficulty of training examples such as the norm of source words [Liu et al., 2020], language

model scores on monolingual text [Zhou et al., 2020] or the change in the decrease of MT model

loss [Xu et al., 2020]. These techniques have shown more consistent improvements in translation

quality but still do not query information from the MT model itself; except in the case of the latter

which still only looks at local changes in the model loss. In contrast Data Maps are based on a

holistic view of the training process.

Prior work on low-resource settings has primarily focused on modeling strategies or

supplementing the training data. Araabi and Monz [2020] determined appropriate hyper-

parameters for Transformer models that were initially developed in high-resource settings.

Sánchez-Cartagena et al. [2021] paired data augmentation with a multi-task modeling approach

to strengthen the power of the model’s encoder and decoder. Others considered restricted

sampling from MT decoding [Li et al., 2020], leveraging a high-resource pivot language [Xia

et al., 2019], generating new contexts for infrequent words [Fadaee et al., 2017] and learning to

edit noisy training samples [Briakou et al., 2022].
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3.8 Conclusion

This work used training dynamics in the form of Data Maps to understand the role of

samples in two low-resource machine translation tasks (Swahili-English and Turkish-English).

The Data Maps show that the role of samples changes across the training of neural MT models.

Filtering experiments show that all samples contribute to training and that hard samples do not

hurt translation quality. Further analysis shows that the role of samples cannot be explained by

simple uni-dimensional heuristics, although classifiers can be trained to detect which region a

sample belongs to with a potentially useful level of accuracy. This suggests future work on using

Data Maps to guide data augmentation, possibly using automatic classifiers to target the easy or

ambiguous samples that are more likely to benefit further training.

3.9 Limitations

Languages Our empirical study is limited to two language pairs, and only considers

translation into English. While Swahili and Turkish are both morphologically rich languages

that are under-studied in MT and NLP research, and fall in different categories in the taxononmy

of Joshi et al. [2020], this work alone does not indicate how our findings generalize to other

language pairs, translation directions, and data conditions.

Models We also experiment with a single Transformer model architecture. However this is

the dominant architecture in MT research, which makes the findings more broadly applicable.

Evaluation Finally, our evaluation of MT quality is done entirely automatically by

comparing system outputs to reference translations using BLEU, which is an imperfect yet useful
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measure of quality.

42



Chapter 4: Zero-shot Generalization of Multilingual Language Models Fine-

tuned for Translation

We now turn to assessing the behavior of LLMs in out-of-distribution settings defined

by language: how do models perform on translation tasks that they have not been trained on?

This question is particularly important in the context of a paradigm for machine translation that

has recently emerged: fine-tuning large language models on parallel text has been shown to

outperform dedicated translation systems trained in a supervised fashion on much larger amounts

of parallel data [Alves et al., 2024; Xu et al., 2024a]. However, it remains unclear whether

this paradigm can enable massively multilingual machine translation or whether it requires fine-

tuning dedicated models for a small number of language pairs. How does translation fine-tuning

impact the MT capabilities of LLMs for zero-shot languages, zero-shot language pairs, and

translation tasks that do not involve English? To address these questions, we conduct an extensive

empirical evaluation of the translation quality of the TOWER family of language models [Alves

et al., 2024] on 132 translation tasks from the multi-parallel FLORES-200 data.1

1This work is under review [Richburg and Carpuat, 2024].
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4.1 Motivation

Machine translation (MT) systems have long been built for a specific pair of input and

output languages, and trained on a parallel corpus representing this language pair and translation

direction [Brown et al., 1990]. End-to-end neural models made it easier to train a single model

on multiple language pairs, enabling multilingual machine translation models [Aharoni et al.,

2019; Dabre et al., 2020; Johnson et al., 2017; Team et al., 2022], where low-resource languages

benefit from transfer learning from high-resource languages, including in zero-shot translation

directions. While transformative, this paradigm still assumes access to large amounts of parallel

data which is unrealistic for many of the world’s languages – less than 5% of languages have

labeled data useful enough for applications [Joshi et al., 2020].

Over the past year, large language models have started to exhibit competitive translation

quality compared to dedicated supervised MT systems [Kocmi et al., 2023]. While LLMs

have been used for translation in zero-shot and few-shot settings [Bawden and Yvon, 2023;

Hendy et al., 2023; Lin et al., 2022; Vilar et al., 2023; Zhang et al., 2023a; Zhu et al., 2023,

among others], the performance of LLMs often lagged behind dedicated MT systems trained in

a supervised fashion on parallel text, particularly for low-resource languages Instruction fine-

tuning of a multilingual LLM for MT has emerged as a strong contender to build state-of-the-art

systems by providing a straightforward mechanism to combine the strengths of multilingual

pre-training on primarily monolingual data with the controlled injection of parallel data – rather

than only relying on incidental bilingualism [Briakou et al., 2023]. Xu et al. [2024a] showed

that fine-tuning LLAMA2 models in two stages – first on monolingual data followed by small

amounts of high-quality parallel data – could outperform dedicated supervised MT systems
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[Team et al., 2022] and large closed models, like GPT3.5, with 7B or 13B parameter open

LLAMA2 models. Translation quality has been further improved with contrastive preference

optimization [Xu et al., 2024b]. Meanwhile, Alves et al. [2024] recently introduced a family

of LLMs for translation-related tasks which is also based on LLAMA2. It involves continued

pre-training on monolingual and parallel text, as well as fine-tuning on parallel text (and

related tasks such as post-editing). The resulting models exhibit impressive machine translation

performance, outperforming dedicated multilingual models [Team et al., 2022] and Xu et al.

[2024b]’s best models, when translating between English and the non-English languages covered

in the training set. In the same vein, recent models such as BigTranslate [Yang et al., 2023]

or BayLing [Zhang et al., 2023b] employ continued pre-training on parallel data or translation

instruction fine-tuning to improve the translation capabilities of LLMs.

However, it remains unclear how well LLMs fine-tuned for MT translate languages that

they have not been trained on. Multilingual LLMs are imbalanced in their language coverage

and are affected by the curse of multilinguality during pre-training [Liang et al., 2023]; this is

compounded by the fact that exposure to fine-tuning parallel data is necessarily limited to a small

number of language pairs raising the same questions about maximizing the benefits of transfer

learning for low-resource languages without degrading performance for high-resource languages

that have been extensively studied in multilingual MT [Liu and Niehues, 2022; Yuan et al., 2023,

among many others].

To fill this gap, this work seeks to characterize how LLMs fine-tuned for translation

perform across a diverse set of translation tasks beyond the ones they were fine-tuned on.

Addressing this question is crucial to determine whether using LLMs for MT will require

fine-tuning models for individual (or small sets of) language pairs, or whether they can truly
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fulfill the promise of multilingual LLMs and enable massively multilingual MT. We present an

extensive empirical evaluation of the TOWER models on 132 machine translation tasks with

varying degrees of supervision. Inspired by Choudhury and Deshpande [2021], who critique

the use of average performance over a set of languages as the sole model selection rationale

for massively multilingual LLMs, we contribute an experimental design and detailed analysis

of results which aims to balance the need to cover an extensive set of languages to understand

the generalization ability of the models, with the desire to understand performance beyond a

single score which averages potentially disparate behaviors across languages. Our selection of

languages is driven by both linguistic typology and data size criteria. Furthermore, we include

translation between all language pairs, and do not limit ourselves to translation into and out

of English. While MT research naturally does not focus on English as much as other Natural

Language Processing research [Bender, 2019; Joshi et al., 2020], the vast majority of MT

evaluations involve English as either the source or target language. Here we also seek to assess

to what degree systems trained on English-centric parallel data generalize to translation tasks

that do not involve English.2

To be explicit, this work does not introduce any new modeling techniques. Instead, we

contribute an extensive empirical evaluation of the generalization ability of LLMs fine-tuned for

translation, using TOWER models on MT tasks involving 132 translation directions between 12

languages, including German (De), English (En), Korean (Ko), Dutch (Nl), Russian (Ru) and

Chinese (Zh) – the supervised languages seen during fine-tuning – and Czech (Cs), Icelandic (Is),

Japanese (Ja), Polish (Pl), Swedish (Sv) and Ukrainian (Uk) – the zero-shot languages not seen

2This goal is shared with Gao et al. [2024], however, their evaluation is limited to language pairs that involve
languages seen at fine-tuning time, while we also consider generalization to zero-shot languages in addition to zero-
shot language pairs.
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during fine-tuning (Section 4.2), a fine-grained analysis of results that goes beyond averaging

scores across languages and considers best and worst behavior per model and per source and

target language to provide a more complete picture of model performance across languages

[Choudhury and Deshpande, 2021] (Section 4.3) and findings that indicate that fine-tuning on

translation-related tasks improve LLM’s ability to handle the task of translation itself beyond the

specific language pairs seen during fine-tuning (Section 4.3). However, the fine-grained analysis

reveals an uneven picture with higher variance in translation quality for language pairs that are

not fully supervised, and low quality in outlier languages whether they are seen during fine-tuning

(Korean) or not (Icelandic) (Section 4.3).

4.2 Evaluation Design

Evaluation Languages Since we are interested in measuring the supervised and zero-shot

translation capabilities of LLMs before and after fine-tuning, we use a subset of the fine-tuning

languages from TOWER as our supervised set and a collection of related languages seen as some

proportion of LLAMA2’s pre-training data as our zero-shot set, as summarized in Table 4.1.

The supervised language set consists of German (De), English (En), Korean (Ko), Dutch (Nl),

Russian (Ru) and Chinese (Zh). The zero-shot language set consists of Czech (Cs), Icelandic

(Is), Japanese (Ja), Polish (Pl), Swedish (Sv) and Ukrainian (Uk). The languages in the zero-

shot set are chosen to represent a range in resource support and to be related to languages in

the supervised set by language family, typological properties or orthography. This yields
(
12
2

)
=

66 pairs from the set of languages times, and thus 132 translation tasks when considering both

translation directions. We divide these 132 tasks into 3 subcategories based on the amount of
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Language Script LLAMA2 support Similarity Groups

Czech Latin 0.03% West Slavic
Polish Latin 0.09% West Slavic
Russian Cyrillic 0.13% East Slavic
Ukrainian Cyrillic 0.07% East Slavic

German Latin 0.17% West Germanic
English Latin 89.70% West Germanic
Icelandic Latin possibly unseen North Germanic
Dutch Latin 0.12% West Germanic
Swedish Latin 0.15% North Germanic

Japanese Kana 0.10% Kanji from Hanzi, SOV order
Korean Hangul 0.06% SOV order
Chinese Hanzi 0.13% Hanzi to Kanji, loanwords to Ja and Ko

Table 4.1: Evaluated languages with rationales for similarity grouping. The languages marked in
bold belong to the supervised set for both TOWER models.

supervision available in TOWER:

• Fully supervised translation directions: These consist of De, Ko, Nl, Ru and Zh to and

from En. This totals 10 pairs.

• Partially supervised translation directions: These are the pairs where at least one

language is from the supervised set, but the exact language pair was not seen during

fine-tuning. For example, De-Zh belongs to this set because no direct De-Zh parallel data

was used during fine-tuning. This totals 92 pairs.

• Unsupervised translation directions: These are the pairs where both languages are in the

zero-shot set. This totals 30 pairs.

Test Data & Metrics For all experiments, we evaluate on the multilingual, multi-parallel

FLORES-200 [Team et al., 2022] devtest set, which consists of English language articles
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manually translated into multiple languages. We report reference-based COMET-22 [Rei et al.,

2022a] as our main metric for translation quality. We also computed the commonly used BLEU

[Papineni et al., 2002] metric, however in addition to its well-documented weaknesses, it exhibits

a higher variance over diverse languages due to the differences in tokenization.

LLM Translation Models Our zero-shot baseline model is MetaAI’s LLAMA2 [Touvron

et al., 2023], an LLM which has been shown to be a strong baseline on a number of English

language tasks. For fine-tuning, we use the TOWER [Alves et al., 2024] family of models,

which fine-tunes LLAMA2 for a range of translation-related tasks. TOWERBASE uses a

two-third/one-third mixture of monolingual and parallel data to continue pre-training LLAMA2.

The monolingual data is sourced from mC4 [Xue et al., 2021], a multilingual webcrawl corpus,

and the parallel data comes from several public sources ranging in domain from news to medical

to Wikimedia. TOWERINSTRUCT further optimizes TOWERBASE for translation through

instruction fine-tuning, formatting the translation task as natural language instructions. A diverse

collection of data resources are formulated into question-answer templates including some

zero-shot directions. TOWERINSTRUCT expands with task diversity to include paraphrasing,

dialog data and coding instructions. We consider both the 7B and 13B parameter model variants

for each of the LLMs. At inference time, for the TOWER models, we use the same prompt format

as presented during fine-tuning. Since LLAMA2 was not trained for translation, we default to a

basic natural language prompt to translate the source sent from Language A to Language B. We

use beam search with a beam-width of 5 and a maximum of 128 new tokens throughout.

Dedicated MT system We also include the state-of-the-art No Language Left Behind

(NLLB) model [Team et al., 2022].3 NLLB is a supervised multilingual NMT system trained

3We use the distilled 600M to maximize inference speed. On a more limited set of language pairs, Alves et al.
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to translate between a diverse variety of 200 languages, including using parallel data that does

not include English. Among the languages we evaluated, all language pairs that involve English

and Korean ↔ Japanese are seen at training time. At inference time, we use language specific

tokens marking the source and target consistent with NLLB training and use the same beam search

setting as for the LLMs.

Limitations While our empirical study is extensive, it comes with inherent limitations. Our

use of the FLORES-200 test data means that we use text that was originally written in English and

translated into other languages, no matter what MT direction is evaluated, which might introduce

translationese effects [Team et al., 2022]. We accept this limitation as the multi-way parallel

nature of FLORES-200 has the advantage of letting us make more controlled comparisons across

languages. Our evaluation is based on automatic metrics that are known to correlate highly with

human judgments [Rei et al., 2022a], it remains to be seen how the translation quality differences

we observe are perceived by people.

4.3 Results

In the following sections we outline our results.

4.3.1 Impact of Supervision Type

In Figure 4.1, we plot the distribution of COMET scores for each model according to

translation supervision type. The dedicated NLLB MT model represent a strong baseline across

supervision types, with mean COMET scores of 0.8 or higher. As can be expected, the LLM

systems reach higher mean COMET scores for the fully supervised language pairs than others.

[2024] report consistent results with the larger 54B variant.
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Figure 4.1: Distribution of COMET scores for each translation approach over language pair
supervision type: TOWERINSTRUCT-13B models are competitive with NLLB on average across
settings, suggesting that transfer learning benefits many unsupervised languages, but not all based
on the increased variance in the least supervised conditions.

When comparing LLMs with the dedicated NLLB system, we find that the zero-shot LLAMA2

models lag behind by a wide margin. Interestingly, the smaller LLAMA2-7B model yields

higher mean COMET scores than the larger LLAMA2-13B model. For supervised language

pairs, all TOWER models are on par or better than NLLB. However, their performance is

more uneven in the other supervision conditions: continued pre-training in the TOWERBASE

models improves COMET scores compared to the zero-shot LLAMA2 results but the mean

COMET scores lag behind those of the dedicated NLLB systems. Translation-related fine-
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tuning in TOWERINSTRUCT models improves translation quality further, but only the larger

TOWERINSTRUCT-13B yields higher mean COMET scores than NLLB. These results suggest

the translation supervision at pre-training and fine-tuning time does improve LLM’s translation

abilities beyond the languages seen in parallel text, and thus that transfer learning benefits other

languages.

However, the mean scores only provide a partial picture of the translation quality across

the 132 language pairs considered. Figure 4.1 clearly shows, for all models, that the variance

of COMET scores across languages also increases in the partial supervision and unsupervised

settings compared to the fully supervised settings, which motivates us to look at results in a finer-

grained fashion. The variance increases more for LLMs than NLLB models indicating that the

dedicated NLLB models have a more reliable behavior across language pairs. TOWERINSTRUCT

has a large tail of low quality outliers, some of which are lower than the mean zero-shot

LLAMA2 scores. This shows that translation-related fine-tuning does not benefit all language

pairs uniformly.

4.3.2 Best and Worst Translation Paths per Model

To dig deeper, we examine differences in translation quality across languages for fixed

models. Figure 4.2 represents the spread of COMET scores for each target language for

the dedicated NLLB model (top) and the overall top-performing TOWERINSTRUCT-13B

(bottom). Results show that while on average TOWERINSTRUCT-13B is the top performing

model, its worst performance is consistently worse than that of NLLB, for both supervised

and unsupervised target languages. Translation from Icelandic almost always yields the worst
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Figure 4.2: Spread of translation quality as measured by COMET score for each target language
for the dedicated NLLB model (top) and the overall top-performing TOWERINSTRUCT-13B
(bottom). For each data point, the color identifies the source language, and we mark the best/worst
dissimilar paths (D+/D-), the similar path (S), and translation from English (E).

COMET score no matter the target language (red points). The best performing dissimilar

translation paths (D+ points) interestingly tend to overlap with other top performing languages,
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indicating that dissimilarity between source and target language is not necessarily a challenge

for TOWERINSTRUCT-13B. Figure 4.3 complements with the representation of the spread of

COMET scores for each target language for the zero-shot LLAMA2-13B model (top) and

the bitext/monolingual fine-tuned TOWERBASE-13B (bottom). We illustrate the spread of

translation quality scores for the remaining configurations in Figures 4.6 and 4.7.
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Figure 4.3: Spread of translation quality as measured by COMET score for each target
language for the zero-shot LLAMA2-13B model (top) and the monolingual/bitext fine-tuned
TOWERBASE-13B (bottom). For each data point, the color identifies the source language, and we
mark the best/worst dissimilar paths (D+/D-), the similar path (S), and translation from English
(E).
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Figure 4.4: Spread of translation quality as measured by COMET score from each source language
for the dedicated NLLB model (top) and the overall best performing TOWERINSTRUCT-13B
(bottom). For each data point, the color identifies the target language, and we mark the best/worst
dissimilar paths (D+/D-), the similar path (S), and translation from English (E).
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Figure 4.5: Spread of translation quality as measured by COMET score from each source
language for the zero-shot LLAMA2-13B model (top) and the monolingual/bitext fine-tuned
TOWERBASE-13B (bottom). For each data point, the color identifies the target language, and we
mark the best/worst dissimilar paths (D+/D-), the similar path (S), and translation from English
(E).

57



Figure 4.6: FROM SOURCE; S: similar, E: English, D+: best dissimilar, D-: worst dissimilar
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Figure 4.7: TO TARGET; S: similar, E: English, D+: best dissimilar, D-: worst dissimilar
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4.3.3 Best and Worst Models per Language Pair

Next, we show the models with the absolute best and worst translation quality per language

pair in Figure 4.8. TOWERINSTRUCT-13B emerges as the top performing model across language

pairs (top graph), while the zero-shot LLAMA2 models often yield the worst performance

(bottom graph); however there are interesting exceptions in both cases.

Among the best performing systems, we see that for translation into English and for

supervised languages, the largest TOWERINSTRUCT-13B is not necessarily best: the smaller

TOWERINSTRUCT-7B yields higher COMET scores for translation from 5 language pairs into

English (top graph, top row), and surprisingly the TOWERBASE-13B model outperforms the

fine-tuned TOWERINSTRUCT models for translation from German into English. So bigger

models with more supervision are not uniformly better. Furthermore, LLMs all struggle

compared to NLLB with translation involving Icelandic and Korean. When Korean is the source

TOWERINSTRUCT wins 9 out of 11 times but loses completely when Korean is switched to the

target. In the case of Icelandic, TOWERINSTRUCT loses in both directions. Icelandic is not seen

at fine-tuning time, accounts for 1% at most of LLAMA2 pre-training data, and is a fusional

language, so it is perhaps unsurprising that is challenging to translate for the LLMs. The Korean

results are more surprising since it is included in fine-tuning. However, its typography (unique

Hangul) and grammar (Subject-Object-Verb) differ vastly from the other included supervised

languages (mainly Subject-Verb-Object) which might make it harder to model on the target side

and explain why NLLB remains stronger. This suggests that when selecting a set of fine-tuning

languages, more typological diversity might support better generalization to new languages.

Interestingly, the worst performing systems are often the larger LLAMA2-13B zero-shot

60



Figure 4.8: Models that achieve the absolute best and worst scores per language pair. The
group outlined in dotted-blue corresponds to the fully supervised set, the group outlined in dot-
dash-red corresponds to the unsupervised set and the remaining pairs are partially supervised.
The circle and cross symbols denote whether the language pair consists of similar or dissimilar
language, respectively (as defined in Table 4.1). Symbols marked with asterisks denote statistical
significance according to a paired t-test at a significance level of 0.05.
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models, except for translation into Korean and Icelandic where the smaller LLAMA2-7B

zero-shot models are worse. This suggests that the increased capacity in the underlying

model benefits the representation of these outlier languages, but not for the more similar

higher-resource languages. Additionally, for a small number of unsupervised language pairs

(English-Swedish, German-Ukrainian, Dutch-Ukrainian and Dutch-Swedish), continued pre-

training hurts translation quality and TOWERBASE-7B models underperform the zero-shot

LLAMA2 models. Similar versus dissimilar translation directions do not show obviously

different patterns.

To understand these results better, we turn to examining the properties of the inputs and

outputs of NLLB versus LLM translations.

4.3.4 Off-Target Outputs

A known failure mode of LLMs is to generate translations in the wrong target language: for

instance, Xu et al. [2024a] note that this behavior for LLAMA2 when translating out of English.

One possible explanation is that when faced with translation on languages with lower support the

model defaults to a higher-resource language, usually English. We report the average percentage

of translations that are found not to match the specified target language for our LLMs using

the lingua-py4 language identification tool in Figure 4.9. The analysis of off-target translation

across the multiple language paths considered here are consistent with prior work, zero-shot

LLAMA2 models are often off target. Interestingly the larger LLAMA2-13B is more often off-

target than the smaller LLAMA2-7B model, which contributes to its worse overall performance

(Figure 4.1). Continued pre-training and fine-tuning substantially improve the on-target behavior

4https://github.com/pemistahl/lingua-py
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Figure 4.9: Ratio of on-target translation averaged over the source sentences from the supervised
set. The TOWERINSTRUCT models are generally on target for supervised languages, but off-
target translations are frequent for unsupervised languages. By contrast, NLLB translations are
on target for 97-100% of outputs.

of supervised languages (Figure 4.9 left), however off-target outputs remain a problem even after

fine-tuning when translating into unsupervised languages (Figure 4.9 right). These results suggest

that LLM translations into Korean and Icelandic are bad for different reasons: translation into

Icelandic is only on target about 40% of the time, while translation into Korean is generally on

target (more than 90% of the time).
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4.3.5 Input Tokenization

Figure 4.10: Average input length per language after subword segmentation for each model (top)
and average translation quality out of each source language per model (bottom).

Based on the typological property of each language and its pre-training representation,

parallel texts can be encoded into subword sequences of vastly different lengths across languages,

leading to discrepancies in the quality and cost of inference across languages [Ahia et al., 2023;

Limisiewicz et al., 2023; Petrov et al., 2023]. The tokenizers for NLLB and our LLM models

are all built using SentencePiece [Kudo and Richardson, 2018]. NLLB trains a 256k vocabulary

model by temperature sampling 100M bitext pairs to downsample higher resource languages and

upsample lower resource languages [Team et al., 2022]. The LLAMA2 tokenizer (also used by
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Figure 4.11: Average translation quality into each target language and the average number of
generated tokens in each target language.

the TOWER models) has a vocabulary size of 32k trained on the mostly English data mixture

[Touvron et al., 2023]. Figure 4.10 plots the average number of source subwords per segment

(top) in parallel with the average COMET scores for all models for translation out of each source

language (bottom). The NLLB and LLAMA2 tokenizers both favor English, with inputs in all

languages being longer than English indicating over-segmentation. The LLM tokenizer over-

tokenizes at a higher rate than the NLLB tokenizer, and has wider discrepancy across languages:

Korean text is more than 3 times longer than when translating into English, which might be a

factor in the lower translation quality of TOWERINSTRUCT-13B into Korean compared to other

language pairs, despite its supervised status. Icelandic inputs are more than twice longer than

English, but are somewhat shorter than Japanese inputs which are better translated by the LLM
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models. Input length thus does not entirely explain translation quality.

4.4 Conclusion

This work sought to characterize how LLMs fine-tuned for translation perform across

a diverse set of translation tasks beyond the ones they were fine-tuned on. By conducting

an extensive empirical evaluation of the TOWER family of LLMs on 132 translation tasks

representing diverse degrees of supervision, we find that fine-tuning on translation-related tasks

improves LLM’s ability to handle the task of translation itself beyond the specific language

pairs seen during fine-tuning. This encouragingly suggests that the fine-tuning paradigm has the

potential to enable massively multilingual MT.

However, the fine-grained results show that transfer learning has an uneven impact: outlier

languages remain hard to handle whether they are seen during fine-tuning (Korean) or not

(Icelandic). Analysis suggest that Korean might be harmed by oversegmentation compared

to other fine-tuning languages, while translation involving Icelandic often results in off-target

outputs. Furthermore, the worst-case behavior of the best LLM (TOWERINSTRUCT-13B) is

consistently worse than that of the dedicated NLLB model. This highlights the need for future

work on improving instruction tuning techniques to benefit the harder language pairs. Initial

efforts in that direction are underway. For instance, Gao et al. [2024] have ported a cross-lingual

consistency regularization method developed for dedicated multilingual MT [Gao et al., 2023]

to instruction fine-tuning – while promising when tested on languages seen during fine-tuning,

its impact on translation involving languages unseen during fine-tuning remains to be seen. Our

results further suggest that ensembling methods that back-off to dedicated MT models might be
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useful to mitigate off-target translations, and also call for addressing tokenization fairness as a

potential cause for discrepancies in translation quality across languages.

While we have studied overall translation quality as measured by COMET, other aspects

of the outputs would be worth studying in future work including how translationese effects

[Dutta Chowdhury et al., 2020; Vanmassenhove et al., 2021] and hallucination patterns [Guerreiro

et al., 2023] are impacted by different degrees of instruction-tuning supervision.
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Chapter 5: Automatic Authorship Analysis in Human-AI Collaborative

Writing

We now turn to a different kind of out-of-distribution analysis based on whether the text

analyzed by LLMs was written by people with or without AI assistance. As the quality of AI-

generated text increases with the development of new large language models, people use them

to write in a variety of contexts. Human-AI collaborative writing poses a potential challenge for

existing AI analysis techniques, which have been primarily tested either on human-written text

only, or on samples independently generated by humans and AI. In this work, we investigate the

extent to which existing AI detection and authorship analysis models can perform classification

on data generated in human-AI collaborative writing sessions.1

5.1 Motivation

With recent advances in NLP, people increasingly rely on large language models when

they write, whether for school assignments, daily emails, social media content, or professional

writing endeavors such as news reporting and creative projects. In many of these settings,

people do not only use LLM outputs verbatim. They might also edit them, or entirely ignore

them, depending on how the resulting text is meant to be used, and also on their personal

1This work was published in LREC-COLING 2024 [Richburg et al., 2024].
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preferences. The introduction of LLM tools in the writing process thus blurs the boundary

between human-written and AI-generated content. In the collaborative writing setting, people can

edit AI-generated text and their writing can be influenced by LLM outputs. Furthermore, LLM

prompts that lead to AI text generation might also become more personalized and contextualized

than when AI text is independently generated, which might in turn impact output style. Yet,

existing research primarily focuses on distinguishing between human and AI-generated content

generated independently [Gehrmann et al., 2019; Krishna et al., 2023; Mitchell et al., 2023],

neglecting the nuances of different human writing styles, and ignoring co-authored text.

To address this gap, this work studies how the distinct properties of text co-authored

by humans with AI support change systems’ ability to distinguish (1) human-written vs. AI-

generated text, and (2) individual human authors. We investigate whether we can automatically

discriminate between human-written, AI-generated and human-edited AI-generated text and how

well we can identify individual authors given human-written text only or a combination of human-

written and AI-generated text.

We leverage the CoAuthor dataset [Lee et al., 2022], which records writing sessions

where human participants respond to creative writing and argumentative writing prompts with

the assistance of the GPT-3 LLM [Brown et al., 2020b]. We construct different views of the

CoAuthor writing sessions based on how individual segments were generated, which allows us

evaluate the injection of different types of co-written text in controlled settings.

We propose to use classification models inspired by the authorship analysis literature to

capture more nuanced style differences than typical in classifiers designed for binary human

vs. AI classification. Our findings show that this approach effectively differentiates between AI

and human-written content within co-written documents. It also helps identify individual author
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Prompt: All of the “#1 Dad” mugs in the world change to show the actual ranking
of Dads suddenly.

Almost all dad’s had one since over the past 6 months 2.1 billion of these mugs had been
shipped out freely to almost every dad on earth. The mugs were made by a company
called ”Mugs R Us” and were made to be a fun little gift to give to dads. ... These traits
were mostly gathered freely from social media sites but a significant portion was gathered
through hacking and other illegal ways. ... The mugs were shipped out to every dad in the
world and when they were turned on, they showed the ranking of the dad. ... Some dads
were so upset that they committed suicide, others vowed revenge on their neighbors. ...

Table 5.1: An excerpt of a session in the CoAuthor data. Participants continue the story from the
prompt. Each sentence is either generated by the human author (plain text), generated by GPT-3
(underlined) or generated by GPT-3 with edits from the human author (italics). GPT-3 text is
generated conditioned on the previous text. Ellipses indicate content removed for space.

styles in co-authored text more robustly.

This work makes the following contributions: (1) we construct datasets seeded from

CoAuthor for evaluation of AI text detection and authorship analysis in the collaborative writing

setting and (2) we demonstrate that existing models from the AI detection and authorship

analysis literature can reasonably detect co-written text though there is a distributional shift from

independently human- or AI-generated text.

5.2 Background

This work draws from three distinct areas of the literature. By focusing on human-AI

collaborative writing, it aligns with rapidly growing interest in designing LLM-based tools to

support people’s writing processes [Jakesch et al., 2023; Laban et al., 2023; Lee et al., 2022; Yuan

et al., 2022], motivating such workshops as In2Writing [Huang et al., 2022] to coalesce interest

across interdisciplinary fields towards the goal of building effective writing assistants. The

potential for the prevalence of co-written text on the internet inspires this chapter’s analyses which
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examine how properties of the co-written text can be distinguished from either human-written or

machine-written text. We create evaluation settings that complement past work on automatically

detecting AI-generated text (Section 5.2.1) with authorship analysis models (Section 5.2.2).

5.2.1 AI Generated Text Detection

Methods for detecting AI-generated text have evolved in tandem with the capabilities of

text generation models. Badaskar et al. [2008] exploit n-gram language model generation by

utilizing n-gram features to distinguish real (original text) from fake (n-gram LM-generated)

articles. Gehrmann et al. [2019] point to generation strategies that sample from the head of the

distribution like max sampling [Gu et al., 2017] or beam search [Chorowski and Jaitly, 2016;

Shao et al., 2017] that bias models to generating less diverse text; and visualize AI-generated

text through token-level scoring such as the probability and entropy of tokens within a text

segment. In response to the shift towards increasingly large LLMs, various neural detection

systems have been introduced [Abbasi et al., 2022; Fabien et al., 2020; Mitchell et al., 2023], and

a benchmark dataset (TuringBench [Uchendu et al., 2021]) has also been developed for controlled

comparisons among systems. Dugan et al. [2023] tasked human participants with detecting the

transition point between human- and AI-text within a document. Annotators overwhelmingly

point to common sense or irrelevancy issues as rationales for deciding a segment is AI-generated.

With continued improvements in the quality of generated text, some have argued that the AI-

and human-generated text will become too similar to be distinguishable [Sadasivan et al., 2023],

while others suggest that, in practice, the amount of text available is key to provide enough signal

for detection [Chakraborty et al., 2023].
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Overall, two family of techniques emerge from this literature: the first based on n-gram

statistics, such as OpenAI’s strong baseline built from a logistic regression classifier using Tf-

idf-weighted n-gram vectors [Solaiman et al., 2019] and the second which simply consists in

fine-tuning an LLM such as RoBERTa [Liu et al., 2019] for the detection task, as was done in

the OpenAI GPT-2 detector [Solaiman et al., 2019]. We will thus use these two classifiers as

representative of AI-text detection in our study.

5.2.2 Authorship Analysis

Computational authorship analysis is a field of research that aims to automatically analyze

authorship styles within written text. Computational authorship analysis systems motivate many

real-world applications, including for plagiarism detection [Stamatatos and Koppel, 2011],

detection of hacked accounts [Junior et al., 2017], and forensics [Ainsworth and Juola, 2019;

Yang and Chow, 2014]. These real-world needs, as well as the need to technically standardize

and improve algorithms, models, and datasets, have motivated an annual shared task, PAN.2 PAN

covers ground spanning multiple tasks including profiling, style change detection, diarization,

verification, attribution, and obfuscation. We focus our analysis in this chapter using methods

from the verification (determining whether two texts were written by the same author) and

attribution (identifying the correct author from a closed-set of authors, represented by their

writing samples) tasks.

Verification refers to the binary classification task where given two writing samples decide

whether the texts are written by different or the same authors. The PAN2022 shared task on

Authorship Verification showed that verification is difficult in settings with varied domains and

2https://pan.webis.de/shared-tasks.html
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text lengths. The overview [Stamatatos et al., 2022] showed that a naı̈ve baseline based on

character n-gram representations of document pairs was demonstratively as effective as more

sophisticated, neural-based methods at distinguishing authors in the verification setting. We use

this n-gram baseline model in our own experiments.

Attribution consists of identification models, and often is evaluated using a closed-world

set of candidate authors with writing samples from which an identification model can draw

meaningful features in order to classify unlabelled writing. Models have frequently been

trained on these features, which can operate at the lexical-, syntactic-, semantic-, character-, and

application-specific levels [Stamatatos, 2009]. More recently, neural embeddings have proven to

be effective at capturing authorship distinction, thanks to the availability of larger-scale labelled

datasets that can be used to learn authorship representations. We use one such embedding model

[Rivera-Soto et al., 2021] as a basis for validating our research questions.

5.3 Approach

This section describes our approach to studying authorship in human-AI co-written text,

including the data (Section 5.3.1) and models (Section 5.3.2) shared across experiments.

5.3.1 CoAuthor Dataset

Our experiments rely on the CoAuthor Human-AI Collaborative Writing Dataset [Lee et al.,

2022]. This dataset consists of writing sessions conducted by human participants in response to

prompts, with the assistance of a state-of-the-art LLM (GPT-3). Participants spend about 15

minutes writing in a session where they have the option of accepting, editing or ignoring text
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generated by GPT-3. Table 5.1 presents an excerpt of an author response to a prompt delineating

the different text categories.

Prompt code Prompt text (source URL)

dad All of the “#1 Dad” mugs in the world change to show the actual ranking
of Dads suddenly. (https://www.reddit.com/r/WritingProm
pts/comments/6gl289/wp_all_of_the_1_dad_mugs_in_th
e_world_change_to/)

stereotype What Stereotypical Characters Make You Cringe? What stereotypical
characters in books, movies or television shows make you cringe and
why? Would you ever not watch or read something because of its
offensive portrayal of someone? (https://www.nytimes.com/
2017/11/16/learning/what-stereotypical-characters-m
ake-you-cringe.html)

Table 5.2: An example of a creative (dad) and argumentative (stereotype) writing prompt from the
CoAuthor data. Participants continue writing a story from the initial creative prompt or respond
to the question provided in an argumentative prompt. Prompts were sourced from the attached
URL and modified by Lee et al. [2022].

Prompts are divided into two categories of ten prompts each: argumentative essays and

creative writing. An example of a creative and argumentative prompt is shown in Table 5.2.

Authors were not required to write in all prompts and sessions were not required to have all text

types. Within a CoAuthor writing session, the participant has the option to prompt GPT-3 for

suggestions conditioned on the previous context of the session. If the participant does not prompt

GPT-3, then we consider the text written next to be human-generated (human). If the participant

elects to prompt GPT-3 and accepts its output without any modification, then we put the text in

the GPT-generated category (GPT). If the participant elects to prompt GPT-3 but edits the GPT-3

output in any way, then the text falls in the edit category (edit). As a result, a CoAuthor session

written by a participant in response to a prompt, can be viewed as a sequence of segments that

belongs to one of the above three types.
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In total, there are 1447 sessions, written by 62 authors. Each session has an average length

of 24.4 segments. Overall, 66% of segments fall within the human category, 20% within GPT,

and 14% within edit.

Selecting different subsets of segments lets us construct different views of this data to

address two main research questions:

• Can we automatically discriminate between human-written, GPT-generated, and edit

text? This is a binary or ternary classification class depending on the types included.

• How well can we automatically identify individual authors of a session when using human-

written text only vs. a mixture of human and GPT text?

5.3.2 Classification Models

We consider four classification models including n-gram models and neural/embedding

based models.

Logistic Regression We use standard logistic regression classifiers, based on one of two

feature types: LUAR embeddings [Rivera-Soto et al., 2021] and Tf-idf-weighted character n-

gram vectorization. The LUAR (Learning Universal Authorship Representations) embeddings

are sentence embeddings trained for authorship identification on texts extracted from Reddit

posts. n-gram based features have provided strong baselines for detecting AI-generated text

in past work [Solaiman et al., 2019]. Across experiments, we will use a maximum length of 200

tokens per input. We implement n-gram vectorization using the scikit-learn [Pedregosa et al.,

2011] toolkit. We use character n-grams of size 4 with a vocabulary size of 3000.

RoBERTa We also fine-tune a pre-trained RoBERTa [Liu et al., 2019] model for sequence
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classification. RoBERTa is commonly used as a foundation in fine-tuning models for AI-

generated text detection [Solaiman et al., 2019]. We initialize our model with roberta-base,

consisting of Transformer blocks of 24 layers with 16 self-attention heads and size 1024 hidden

dimension. We utilize the baseline parameters as we are interested in measuring RoBERTa’s

out-of-the-box capabilities in the collaborative writing scenario.

Character n-gram Distance For authorship verification, we additionally include a

standard character n-gram model (CNG) class, released as part of the PAN2022 [Stamatatos

et al., 2022] authorship verification task. As character n-grams are highly indicative of

authorship style, the model first creates Tf-idf-weighted character n-gram vectors for each input

text. After computing cosine similarities for each text pair, a grid search identifies an optimal

verification threshold. Similarities are then re-scaled to compute pseudo-probabilities indicating

the likelihood that the two texts come from the same author. We use the default settings of

n-grams of length 4 and a vocabulary size of 3000. We run one iteration of grid search, and do

not use bootstrapping.

5.4 AI Detection

We evaluate whether human-generated text in the CoAuthor data can be distinguished from

AI-generated text in two settings: the binary human vs. GPT classification task which aligns

the typical framing of AI detection in prior work, and the ternary human vs. GPT vs. edit

classification task which reflects the different generation modes specific to the co-writing setting.
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5.4.1 Experiment Setup

We construct data to train and evaluate four versions of the AI detection classification task.

We consider the combination of the binary or ternary prediction tasks at segment-level or session-

level granularities.

Each session is divided into its three text categories (possibly empty) and pooled into SH,

SG and SE for human, GPT and edit text, respectively. Segment-level examples are created by

further dividing each session into its segment components.

For each of the prediction + granularity combinations, we make an 80/20 train-test split.

In order to evaluate across multiple trials, we randomly downsample 90% of the total training

data, maintaining balanced class sizes (min (|SH|, |SG|) for binary and min (|SH|, |SG|, |SE|) for

ternary), and train each model. There are an average of 1,700 session-level and 9,600 segment-

level training samples for binary tasks, and 2,500 session-level, 10,800 segment-level samples for

ternary tasks, respectively. The evaluation sets are 593 for human vs. GPT and 909 for human

vs. GPT vs. edit.

5.4.2 Results

We present the F1-scores for models trained for the AI identification task in Figure 5.1.

We report macro F1 using the unweighted means of precision and recall across classes, as

implemented in the scikit-learn library.

In the binary task, classifiers discriminate human-written from AI-generated text with

F1-scores at or above 0.8 at the session level. Classification on single segments is harder

for all classifiers. Interestingly, the best performing classifier is the logistic regression model
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Figure 5.1: F1-scores for LUAR trained on human or human+GPT+edit data and evaluated
on all four text combination types, averaged over 20 trials.

based on LUAR features. It outperforms the n-gram-based logistic regression model, possibly

because the rich LUAR representations trained on large amounts of Reddit data encode much

richer information about text style than the n-gram statistics derived from the training set alone.

More surprisingly, the LUAR-based classifier outperforms the RoBERTa-based model which

is a standard approach for AI-text detection outside of the co-writing setting [Solaiman et al.,

2019]. The large standard deviation for the RoBERTa model suggests that fine-tuning such

a large model in the low-resource co-writing setting is not as effective as when using large

amounts of text independently written by humans and generated by AI. Here, the rich authorship

representations from the LUAR models prove more effective and generalize to the task of
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discriminating human-written from AI-generated text, even though there was presumably no

AI-generated text in the LUAR training data.

Moving to the harder ternary task, we find that all classifiers perform worse compared to

the binary task, as expected. The LUAR-based model is the most robust of the three, and remains

the top performing model.

Overall, these results show that even in the co-writing setting the distributions of GPT and

edit text differ enough from human to be discriminated. Interestingly, text representations

based on authorship embeddings of human authors prove most effective at this task, even though

they were not trained on AI-generated text.

5.5 Authorship Verification

Figure 5.2: Sketch of method for generating synthetic data for authorship detection.

We turn to the task of authorship verification, a binary classification task which consists of
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determining whether two sessions are written by the same human author or not. We compare

authorship verification classifiers based on sessions comprised of four text combinations (1)

human, (2) human and GPT, (3) human and edit and (4) human, GPT and edit.

5.5.1 Experiment Setup

Figure 5.2 diagrams the methodology for creating our synthetic data. Since we want to

maintain a consistent collection of sessions across all experiments, we select CoAuthor sessions

that contain all three categories of text, and authors that have participated in at least 10 sessions.

We start with the collection of sessions S, each containing TH, TG and TE text segments of

human, GPT and edit types, respectively. In an attempt to avoid bias from session length

and imbalanced subsets of text segments, we use 6 segments as an upper bound on session

length. Let Sk be a session and consider THk , TGk , TEk ∈ Sk, the collection of corresponding text

segments. We generate human session text by sampling min(6, |TH|) segments from TH and

concatenating them in the corresponding order in the session. We similarly concatenate sampled

text segments by sampling min(3, |T∗|), min(3, |T∗|) and min(2, |T∗|), from the corresponding

segment collections when generating human+edit, human+GPT and human+edit+GPT

session texts, respectively.

We partition the resulting data into train and test sets according to prompt, so that there is

no overlap in training and test prompts. This results in 646 samples for train and 203 for test

containing 26 distinct authors. Table 5.3 summarizes data statistics.

Within this train-test split, we pair sessions written by the same and different authors to

create samples for the verification task. This results in a training size and test size of 31,323 and
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Train Test

No. session 646 203
Avg. no. sess/auth 24.9 7.8
Avg. no. seg/sess 5.7 5.2
Avg. tok len (H) 95.7 98.7
Avg. tok len (HG) 86.8 88.4
Avg. tok len (HE) 102.3 102.2
Avg. tok len (HGE) 101.6 102.0

Table 5.3: Statistics of co-writing sessions used to train and test authorship analysis classifiers.

1,276 instances, respectively, for each text combination category.

By selecting segments of the appropriate authorship type within a session, we train

classifiers for authorship verification in each of the three settings:

• (human, human) input text pairs,

• (human + GPT, human + GPT) input text pairs,

• (human + GPT + edit, human + GPT + edit) input text pairs.

Models are then evaluated on text pairs across the same three settings.

5.5.2 Results

We compare the four classifier types (Section 5.3.2) each trained on the three views of the

data (human, human+GPT, and human+GPT+edit) on the corresponding versions of the test

sets, resulting in 12 models.

Figure 5.3 (top figure) shows the impact of introducing both types of AI-generated text by

comparing the authorship verification performance of these 12 models on human test samples
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Figure 5.3: F1-scores for authorship verification models trained and evaluated on (top) human
or human+GPT+edit or (bottom) human+GPT or human+GPT+edit data. The error bars
are generated from the standard deviation over 5 trials.

vs. human+GPT+edit test samples. As expected, classifiers based on the LUAR embeddings

outperform all other classifiers when evaluating on human written text only (Figure 5.3 top left),

even when they are trained on noisier samples that also contain AI-generated text, with the

best model achieving an F1-score of 0.73. The character n-gram model from the PAN shared

task is a close second. When evaluating on test samples where each session contains a mix of

human+GPT+edit segments (Figure 5.3 top right), the n-gram based models are more robust

to this shift than the LUAR and RoBERTa models. Interestingly, the character n-gram model

(cng dist) is the best performing model in these settings, and its performance remains stable no

matter the version of the data it is trained on (human, human+GPT, or human+GPT+edit).

Figure 5.3 (bottom figure) shows the impact of introducing the edited samples in the data

by comparing the same 12 models on human+GPT vs. human+GPT+edit test samples. The

character n-gram model (cng dist) remains the best performing and continues to exhibit stable

performance in these new settings. The LUAR-based models are impacted by the nature of

the AI-generated text in test samples: they perform slightly better when test samples include
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edit segments (Figure 5.3 bottom right) in addition to GPT segments (Figure 5.3 bottom left),

indicating that the LUAR embeddings help capture some useful authorship style signal even in

text that is edited from LLM output.

Overall, these results show that authorship verification can be achieved with F1-scores

reaching 0.67 by the character n-gram classifier, which is more robust to the introduction of

AI-generated text and outperforms more complex models based on authorship embeddings and

RoBERTa. Perhaps surprisingly, training these models on a mix of human-written and AI-

generated text has only limited benefits compared to training on human text only, even when

evaluating under the corresponding condition.

5.5.3 Analysis

In this section, we explore potential reasons behind verification model behavior through

feature and error analysis.

5.5.4 Salient character n-grams

Given the stable behavior of the character n-gram model across settings, we investigate

whether it relies on the same or different salient features when trained on each version of the data.

We plot in Figure 5.4 the intersection size of the top N character n-gram features across pairwise

comparisons of human, human+GPT and human+GPT+edit scenarios. For lower values of

N , human vs. human+GPT+edit and human+GPT vs. human+GPT+edit have a similar

amount of common features. However, as N increases human+GPT vs. human+GPT+edit and

human+GPT vs. human+GPT+edit tend to be more similar. Although CNG’s performance
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Figure 5.4: Intersection size of common top N features of the CNG vectorizers trained on
human, human+GPT and human+GPT+edit data.

remains close across variants, even at N = 300 at most 1
4

of top features are pairwise common.

We show the common and disjoint sets of features for human vs. human+GPT+edit

in Table 5.4. The model trained on AI text (second row) relies more on n-grams that contain

punctuation and spaces (e.g., “1 da”) and expected to be used in conversational registers (e.g.,

“ok i”, “mmmm”) than the model trained on human text only (first row) which contains n-grams

we would expect to find in longer and rarer words (e.g., “otyp”).

5.5.5 Impact of Prompts

To understand some of the factors that impact verification performance, we compare the

number of errors made by the LUAR verification model based on whether the two texts compared
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human {reot, mpon, rtal, pads, pad, mort, zens, ampo, otyp, mag, tte , ucts,
tamp, luc, a bo, eoty, pesh, tam, apes, mmor, immo, sola, hell, olat}

human+GPT+edit {team, olf., cult, we c, bla, pps , ook., he ”,do n, eure, wome, 1 da, d ra,
soe, ourc, itic, nged, mmmm, sour, le b, isk , urce, izen, ok i}

Common {uret, isol, ypes, soeu, oeur, iso}

Table 5.4: The set of disjoint and common top n-gram CNG features trained on human or
human+GPT+edit for N = 30. n-grams are not in order of importance.

Figure 5.5: Average percentage of errors of LUAR for the verification task categorized by prompt
(top) and author (bottom) ID. The error bars are generated from the standard deviation over 5
trials.

were written in response to the same or different prompts (Figure 5.5 top). When the prompts are

different, introducing AI-generated text in the test samples ((H,HGE) and (HGE,HGE) settings)

leads to a bigger increase in errors than when prompts are the same, illustrating that authorship

verification is harder when the authorship style and the topic shift simultaneously.

5.5.6 Error types

When categorizing samples based on their correct label (Figure 5.5 bottom), we find that

the LUAR model makes more errors by predicting that texts written by different authors are

written by the same person (false positive) than failing to detect that two texts are written by the
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same author (false negative). Using a model trained on human text only to verify authorship on

mixed human-AI text leads to a bigger increase in false positives than false negatives, confirming

that the injection of AI-generated text makes sessions written by different authors more similar

overall. Conversely, when training on mixed human-AI data, evaluating on human-only leaves

the number of false positives roughly constant, but decreases the false negatives, indicating that

potential inconsistencies in human and AI style within a session hurt prediction accuracy.

5.6 Authorship Attribution

Finally, we evaluate the impact of AI-generated text in the authorship attribution task,

which addresses authorship analysis in a narrower setting than the verification task. In authorship

attribution, we assume that training samples for a specific set of authors are available, and that we

are only interested in detecting authorship within this closed set. We frame this task as a K-ary

classification task on a closed set of K = 3, 4, 5, 7, 11 authors.

5.6.1 Experiment Setup

We train models on each category of text combination types (human, human+GPT,

human+edit and human+GPT+edit). In order to prevent bias in testing on a specific set of

authors, we run multiple trials (t=20) by selecting random subsets of K authors within the dataset

used for authorship verification. We only use authors that have at least 9 sessions in the test set.

All four training variants are evaluated against the four text combination types in the test set.
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5.6.2 Results

We plot the authorship attribution F1-score of the LUAR-based classifier as a function

of the number of authors in Figure 5.6, comparing the combination of two training conditions

(human or human+GPT+edit) and four evaluation conditions (human, human+edit,

human+GPT and human+GPT+edit). We do not plot the n-gram and RoBERTa classifiers as

they underperform the LUAR based classifier by a large margin with F1-scores below 0.5. Note

that the character n-gram model is a verification model and is therefore not applicable in the

K-ary attribution setting.

Figure 5.6: Average F1-scores for LUAR trained on human or human+GPT+edit data and
evaluated on all four text combination types.

The human only upper bound – black line (H,H) – shows that the attribution task is

increasingly harder when the number of authors increase, with an initial F1-score above 0.9 for
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only 3 authors down to slightly below 0.8 with 11 authors. All other combinations of train and

test configurations degrade attribution performance by 10 F1 points or more. The benefits of

training on the same conditions as the test condition are limited, except when testing on human

only data.

Overall, these results show that attribution is a hard task with the injection of AI text within

a closed set of authors given the data available within CoAuthor. However, when working with

a relatively small and closed set of authors, it might be possible to collect additional samples

of writing. While it remains to be seen how attribution performance would evolve with the

availability of more data, our current results suggest that additional samples of text independently

written by human authors might be sufficient to improve accuracy, which might make data

collection easier.

5.7 Conclusion

Using writing sessions from the CoAuthor dataset of human-AI collaborative writing,

we conducted a series of experiments to evaluate the impact of injecting AI-generated text on

authorship analysis tasks. We found that even when human-written and AI-generated texts are

drawn from co-writing sessions, it is possible to distinguish human-written vs. AI-generated text

reasonably well (0.8+ F1-score). Classifiers based on the LUAR authorship style embeddings

outperform classifiers that are typically used for AI text detection in settings where human and

AI text are generated independently. The authorship embeddings proved useful across tasks,

including authorship verification – the task of determining whether two texts are written by the

same authors, which is more in line with their pre-training objective – and authorship attribution
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– the classification task for picking an author among a small closed set of candidates, where

the LUAR-based classifier outperforms all other approaches. This is notable because the LUAR

embeddings are not trained on AI-generated text, and suggests that the underlying representation

encodes a rich diversity of styles which is sufficient to capture the style of AI-generated text.

However, for the authorship verification task, the simpler character n-gram models were

more robust to the injection of AI-generated text, outperforming all other classifiers when testing

on mixed human-written and AI-generated sessions. Furthermore, in both verification and

attribution settings, the benefits of training authorship analysis models on mixed human-written

and AI-generated data were limited, indicating that writing samples of existing independently

written text might be useful and sufficient when building models to analyse co-authored text.

As any empirical study, our work comes with the limitations associated with the

assumptions made in our dataset. Our view of human-AI collaborative writing is thus limited to

the affordances provided by the CoAuthor interface, and it remains to be seen how other types of

AI writing assistance, such as editing suggestions or iterative revisions, would impact authorship

analysis. More data collection would also be needed to study how interactions with GPT-3 might

impact the style of authors even when they write from scratch (e.g., entrainment) and whether

GPT-generated text differs substantially in style within the context of writing sessions conducted

by different participants.

Nevertheless, working with the CoAuthor dataset made it possible to construct controlled

experiments comparing different views of sessions, and shows that authorship analysis in those

settings remains possible with rich models of authorship style even if they are not trained on

AI-generated text. We hope these findings will encourage future work on collecting data and

analyzing authorship in a broader range of settings, as the boundary between human-written and
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AI-generated text continues to blur in years to come.
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Chapter 6: Conclusion

Large language models have revolutionized natural language processing. Their rich natural

language generation and understanding capabilities have enabled their application in a multitude

of fields from healthcare to business to the creative arts. However many applications diverge from

their training distribution and pose challenges for out-of-distribution use cases. Our research

sheds light on these challenges through empirical studies on out-of-distribution issues in text

generation and classification tasks.

6.1 Summary

In this dissertation, we studied the implications of using models in out-of-distribution

settings at two different phases: training and prediction. Through the analysis of training

dynamics in Chapter 3, we discover additional reasons that make characterizing the training

distribution difficult. Specifically we show that text samples play different roles across training

and surprisingly even hard samples contribute. As a result this makes it difficult to distill the

properties of data that are considered useful and characterize how unseen test samples diverge

from the training distribution of a model. This situation makes it challenging to predict how

models will perform in out-of-distribution settings, highlighting the importance of conducting

thorough empirical evaluations of model capabilities in diverse, out-of-distribution scenarios.
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We contribute two such evaluations on text generation and text classification tasks. First, we

evaluate the translation quality of LLMs fine-tuned for multilingual translation in Chapter 4

and show that while on average they can translate in unseen settings the results widely vary by

language pair due to differences in data resources, linguistic characteristics and text processing

behaviors. This highlights the insufficiency of using average performance as measurement of

multilingual capabilities. Second, we also explore the implications and limitations of authorship

analysis techniques on human-AI collaborative writing in Chapter 5. While we see that AI

text detectors can still reasonably discriminate text in the co-writing setting, especially rich

embeddings learned for authorship analysis, simpler stylometric techniques at the character level

were more robust than modern LLMs in the authorship verification task.

6.2 Future work

These findings raise questions and motivate interesting directions for future work. The

analysis of training dynamics conducted in Chapter 3 is based on data cartography which relies

on scores from models trained from scratch and the notion of hard and easy can vary greatly

across the training process. To better understand how heterogeneous text samples contribute

to training, we could improve the data cartography technique by incorporating more advanced

metrics for sample difficulty or integrating model-in-the-loop strategies to dynamically adjust

the training dataset. This could provide deeper insights into the role of different text samples

and help optimize the training process for better performance and generalization. Moreover,

applying data cartography approaches to a broader range of settings like question answering or

summarization tasks could elucidate how fine-tuning impacts the abilities of pre-trained LLMs to
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perform specific tasks.

Our study on multilingual translation in Chapter 4 shows that multilingual LLMs can

be fine-tuned for multilingual translation to a certain extent, as evidenced by cross-lingual

generalization. This suggests that it may not be necessary to fine-tune LLMs for each new

language pair. However, many questions remain about how to optimally train models to translate

between all of the world’s languages. Our findings also indicate that the similarity between

language pairs significantly affects translation quality, implying that multilingual LLMs might

be more effective when trained on a mixture of linguistically similar languages. Lower-resource

languages benefit from this similarity but are often hindered by their limited representation

in the pre-training data. It is unclear whether simply adding more monolingual examples,

which is easier than curating parallel sentence data, would sufficiently improve quality for these

languages. Although English is commonly used as the source or target in parallel text data, Alves

et al. [2024] suggest that quality is more important than quantity. This raises the question of

whether small, high-quality bitexts between non-English language pairs can enhance translation

quality, especially for more distant language pairs. Data cartography could also inform how

samples contribute to translation quality for the supervised and zero-shot settings.

Our study on multilingual evaluation in Chapter 4 is limited due to the multilingual

dataset being mainly translated from English, introducing biases that might not be present in

direct translations [Koppel and Ordan, 2011]. This gap could be explored by evaluating on

non-English-centric datasets. User studies in sensitive applications of multilingual translations,

such as healthcare or legal proceedings, can more directly address equity disparities. Finally,

hallucinations—generated text, that is factually incorrect or disconnected from source

inputs—are a known issue for LLMs and represent an understudied area in multilingual
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translation [Huang et al., 2023].

Our study of authorship analysis in the context of human-AI collaborative writing in

Chapter 5 suggests this new form of writing challenges current LLM-based models for AI

text detection, authorship attribution, and verification. However, models developed for other

purposes, such as text style embeddings and classical n-gram based techniques, have proven

more robust. This finding calls for more research into designing techniques that leverage the

strengths and weaknesses of these different approaches. In this setting, we assumed co-authored

text to mean AI-generated text that has been edited by a human. However, other modes of

human-AI interaction in text generation exist. For instance, what are the similarities and

differences when human text is edited by AI, or when segments of AI text are selected and

approved by humans? Similarly it remains to be seen how text distribution varies across multiple

AI assistants for a single user, or whether the extent and types of edits have a more pronounced

impact on classification. Future research could involve more in-depth lexical analysis, such

as examining the syntactic behavior or lexical choices of generated text, to uncover trends

characteristic of human-AI co-written data.

There is also the potential to extend the concept of co-authored text to the translation

task. Co-authored parallel text might be a viable solution for creating additional training data,

potentially being cheaper than obtaining purely human-written references. Additionally, AI

assistance could improve or create more diverse references, enhancing model performance or

providing more robust evaluation of translation quality.

Taken together our findings also emphasize the importance of developing robust evaluation

and adaptation strategies for NLP systems. Efforts like Huggingface’s model cards [Mitchell

et al., 2019], which document training parameters and datasets, help inform users about expected
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use cases and limitations. This dissertation suggests additional quantitative sections for model

cards, such as best-worst behaviors across language pairs, rather than just averaged results.

Furthermore, Seamful XAI [Ehsan et al., 2024] introduces explainability methods designed to

inform researchers and guide the design process, anticipating sociotechnical and infrastructural

mismatches in AI technology. Our work includes empirical studies that identify such seams

in LLM applications, particularly in generalization to different languages and writing styles.

These combined efforts aim to close the gap between how models are trained and their practical

applications, thereby increasing transparency. In summary, our dissertation contributes to a

deeper understanding of the challenges posed by out-of-distribution issues in NLP, paving the

way for more robust and inclusive natural language processing systems in diverse linguistic

contexts.
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André F. T. Martins. CometKiwi: IST-unbabel 2022 submission for the quality estimation
shared task. In Proceedings of the Seventh Conference on Machine Translation (WMT),
pages 634–645, Abu Dhabi, United Arab Emirates (Hybrid), December 2022b. Association for
Computational Linguistics. URL https://aclanthology.org/2022.wmt-1.60.

Aquia Richburg and Marine Carpuat. Data cartography for low-resource neural machine
translation. In Findings of the ACL: EMNLP 2022, 2022.

Aquia Richburg, Calvin Bao, and Marine Carpuat. Automatic authorship analysis in human-
AI collaborative writing. In Nicoletta Calzolari, Min-Yen Kan, Veronique Hoste, Alessandro
Lenci, Sakriani Sakti, and Nianwen Xue, editors, Proceedings of the 2024 Joint International
Conference on Computational Linguistics, Language Resources and Evaluation (LREC-
COLING 2024), pages 1845–1855, Torino, Italia, May 2024. ELRA and ICCL. URL
https://aclanthology.org/2024.lrec-main.165.

Rafael A. Rivera-Soto, Olivia Elizabeth Miano, Juanita Ordonez, Barry Y. Chen, Aleem Khan,
Marcus Bishop, and Nicholas Andrews. Learning universal authorship representations. In

108

https://aclanthology.org/N19-1119
https://aclanthology.org/W15-3049
https://aclanthology.org/2020.emnlp-main.213
https://aclanthology.org/2020.emnlp-main.213
https://aclanthology.org/2022.wmt-1.52
https://aclanthology.org/2022.wmt-1.52
https://aclanthology.org/2022.wmt-1.60
https://aclanthology.org/2024.lrec-main.165


Proceedings of the 2021 Conference on Empirical Methods in Natural Language Processing,
pages 913–919, Online and Punta Cana, Dominican Republic, November 2021. Association
for Computational Linguistics. doi: 10.18653/v1/2021.emnlp-main.70. URL https:
//aclanthology.org/2021.emnlp-main.70.

Fillipe Barros Rodrigues, William Ferreira Giozza, Robson de Oliveira Albuquerque, and
Luis Javier Garcı́a Villalba. Natural language processing applied to forensics information
extraction with transformers and graph visualization. IEEE Transactions on Computational
Social Systems, pages 1–17, 2022. doi: 10.1109/TCSS.2022.3159677.

Bernardino Romera-Paredes and Philip Torr. An embarrassingly simple approach to zero-
shot learning. In Proceedings of the 32nd International Conference on Machine Learning,
volume 37 of Proceedings of Machine Learning Research, pages 2152–2161, Lille, France,
07–09 Jul 2015. PMLR. URL https://proceedings.mlr.press/v37/romera-p
aredes15.html.

Frank Rosenblatt. The perceptron: a probabilistic model for information storage and organization
in the brain. Psychological review, 65(6):386, 1958.

David E Rumelhart, Geoffrey E Hinton, and Ronald J Williams. Learning internal representations
by error propagation, parallel distributed processing, explorations in the microstructure of
cognition, ed. de rumelhart and j. mcclelland. vol. 1. 1986. Biometrika, 71:599–607, 1986.

Vinu Sankar Sadasivan, Aounon Kumar, Sriram Balasubramanian, Wenxiao Wang, and Soheil
Feizi. Can ai-generated text be reliably detected?, 2023.

Vı́ctor M. Sánchez-Cartagena, Miquel Esplà-Gomis, Juan Antonio Pérez-Ortiz, and Felipe
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