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Satellite-based navigation is currently unavailable around the Moon or Mars due to
prohibitive initial costs. For early robotic construction in these environments, absolute site
localization is essential for coordinated operations and precise execution of building plans. This
study investigates the feasibility of using AprilTags in combination with a Kalman Filter to
enable full SLAM capabilities. For this research, an OpenGL simulation and custom tools
were developed for evaluation and testing. They allowed the establishment of a baseline for the
AprilTag state-estimation accuracy, against which algorithmic improvements can be measured.
This approach enabled a controlled evaluation of the algorithm. In future work, the same
framework can be used to benchmark additional improvements. The final method uses the
AprilTag visual state estimation provided by the Infinitesimal Plane-Based Pose Estimation
algorithm, combined with graph-based mapping and localization, and a Kalman filter based on
parametrized odometry. This approach is computationally simple and requires little memory.
The study found that this approach performs moderately well when the tags are relatively large
and close to the camera, but as the scale increases, it performs worse. In its current form, the
simple approach to this problem does not seem to provide sufficient precision for practical use.

I. Nomenclature

SLAM = Simultaneous Localization and Mapping
GNSS = Global Navigation Satellite System
RTK = Real-Time Kinematic
DOF = Degrees of Freedom
𝑅 = Rotation matrix
𝑇 = Transformation matrix
𝑇𝑐𝑡 = Transformation matrix from camera to tag frame
𝑇𝑡𝑐 = Transformation matrix from tag to camera frame
𝑇𝑤𝑡 = Transformation matrix from world to tag frame
𝑇𝑤𝑐 = Transformation matrix from world to camera frame
𝑡 = Translation vector
𝑟 = Rotation vector
x = State vector
𝝁 = State estimate (mean)
u = Control input vector
y = Measurement vector
w = Process noise
v = Measurement noise
𝐹 = State transition matrix
𝐴 = Continuous-time state matrix
𝐵 = Input matrix
𝐻 = Measurement matrix
P = State covariance matrix
K = Kalman gain
Q = Process noise covariance matrix
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M = Measurement noise covariance matrix
𝐼 = Identity matrix

II. Introduction

The infrastructure development around the Moon or Mars requires coordinated roboticised construction efforts. This
necessitates precise localization of the agents in the environment, which on Earth is achieved using GNSS combined

with RTK. Developing such a satellite infrastructure would require substantial investment and exponentially inflate
the costs of colonization programs. This paper investigates a lower-cost alternative based on the AprilTag fiducial
markers [1], which can be detected and localized with all 6 DOF in the camera frame of reference using their known
dimensions. Each one of them has an encoded, unique ID that allows for unambiguous identification. In principle,
inverting the homogeneous transformation could localize the robot; however, the constant visibility of a single tag
cannot be guaranteed, and more data points yield a better reduction in reprojection error. This is why it is beneficial for
the system to map and utilize multiple tags, making this approach a full-fledged SLAM system that enables real-time
localization and environment mapping. This investigation aims to implement this approach using simple mathematical
transformations to perform localization at every frame, while storing in memory only the positions of previously seen
tags. Since the method is developed for use in robotic construction systems with built-in odometry, it will utilize this
data to improve the accuracy of the state estimate by applying a linear Kalman filter.

III. Related Research
Over the years, many systems have been proposed to implement full SLAM capabilities using artificial fiducial

markers [2–8]. Not all of them are suited for the use case discussed in this work, as TagSLAM was created for the
laboratory environment, and requires prior and precise information about the relative position of the bodies, and markers
relative to the lab and world reference frame, as without it, it was tested to be unreliable and unstable [7]. Marker-based
SfM addresses pose ambiguity; however, to perform tag mapping and camera localization, it requires all frames at once,
making it an offline system incapable of incremental updates [5]. The first systems to perform real-time SLAM using
planar markers and an extended Kalman filter were the work of Lim and Lee [2] and the paper of Yamada et al [3].
Neither of them has addressed the ambiguity in marker detection positioning, and all their markers were localized on the
same flat plane. The other online method, which relies solely on markers, was introduced by Shaya et al. [4] and builds a
graph of detected markers, with edges weighted by position-estimation error. Moreover, they localize the camera relative
to an arbitrarily selected marker at initialization, enabling the system to operate without any prior knowledge beyond
the tag’s size. Further development in planar marker SLAM was introduced by SPM-SLAM [6], which introduced
a novel initialization procedure requiring no prior knowledge and only up to 2 frames. Moreover, it introduced the
concept of keyframes, which store pose information for visible tags and are used to perform local and global trajectory
optimization. To optimize memory usage, the keyframes are culled whenever a new one is added. Finally, loop closure
detection is performed to mitigate accumulated error at the end of the loop. The authors later created an even more
robust UcoSLAM that combines the fiducial markers with natural keypoints, but that falls beyond the scope of this paper.
Most recently, Wang et al. [8] proposed improvements to SPM-SLAM by refining the initialization procedure, keyframe
selection, and culling, as well as the relocalization method. This work aims to provide an alternative, simpler approach
to fiducial-marker SLAM that builds upon previous work. This implementation is mainly inspired by [2, 3], with the
inclusion of a graph-based method from [4], and it addresses position estimation ambiguity using the IPPE algorithm.
Due to the simplicity of the approach and the lack of global optimization, it is expected to be less accurate over longer
periods of tracking than [6, 7]. The goal is to showcase a baseline performance that utilizes minimal computational and
memory resources, yet delivers real-time performance. Moreover, this work developed a full 3D simulation environment
for performance evaluation that enables better parameter control, deterministic simulation, and numerically precise
ground truth.

IV. Localization

A. Detection and Pose Estimation
For this research, AprilTag3 was used due to its improved speed, higher recall, and better tag detection at greater

distances compared to AprilTag2 and ArUco markers [1]. The detector returns a list of corners and ids for each detected
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Fig. 1 Detected marker outlined in green with displayed axis, tag id, translation distance, and euler rotation
values. The ground truth values are displayed in the right bottom corner.

tag. Based on those points, the known tag size and the camera’s intrinsic parameters, the 6DOF pose can be estimated
using Infinitesimal Plane-Based Pose Estimation [9] and is returned in the form of a rotation vector 𝑟 and translation
vector 𝑡. Given 𝑟 the rotation matrix 𝑅 can be constructed using the Rodrigues formula:

r ∈ R3, 𝜃 = ∥r∥, [r]× =


0 −𝑟𝑧 𝑟𝑦

𝑟𝑧 0 −𝑟𝑥
−𝑟𝑦 𝑟𝑥 0

 , R = I + sin 𝜃
𝜃

[r]× + 1 − cos 𝜃
𝜃2 [r]2

× (1)

So then the homogeneous transformation matrix T can be constructed as:

T =

[
R t
0 1

]
(2)

B. Ambiguity Considerations
The position estimation in this case will always result in ambiguity [9]. To compare the solutions, their reprojection

errors are measured, and the lowest is chosen as the most accurate; however, as mentioned in [6], ambiguity arises when
the reprojection errors of two solutions are close. For this reason, their ratio is calculated:

𝜏 =
𝑒𝑚 (T2)
𝑒𝑚 (T1)

, 𝑒𝑚 (T1) ≤ 𝑒𝑚 (T2) (3)

For the purpose of this work, the detection is unambiguous when 𝜏𝑒 > 3 as this is the value used in [9].

C. Coordinate Frames
The position estimation algorithm estimates the camera’s position from the detected AprilTags. To determine the

camera pose, the algorithm must establish a coordinate frame, which is currently assumed to be the world tag frame.
The world tag is defined as the unambiguously detected tag with the lowest ID.

Every time a tag with a lower ID is detected, the coordinate frame is updated to the new tag. So currently the system
recognizes three separate coordinate frames: the world frame, the camera frame, and the individual tag frame.

There is also a mismatch between the definition of the camera frame axis in OpenCV and in OpenGL. When
converting between detection and analysis, this matrix is applied to the Rotation matrix and translation vector to flip the
y- and z-axes. 

𝑥cv

𝑦cv

𝑧cv

 =

1 0 0
0 −1 0
0 0 −1



𝑥gl

𝑦gl

𝑧gl

 (4)
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D. Rotation Consideration
In order to avoid gimbal lock and singularities, the rotation vector is converted to a rotation matrix using the

Rodrigues formula, and all of the algorithms are never operating on Euler angles. The rotations in the OpenGL are
always performed around the global axis, and PerspectiveView rotation matrix as well as those of the tags, are constantly
being numerically adjusted to maintain orthogonality.

E. Localization and Mapping
Given the tag’s detected pose T𝑐𝑡 , the camera pose can be computed in the tag’s reference frame:

T𝑡𝑐 = T−1
𝑐𝑡 (5)

Furthermore, if multiple tags are detected, the relative pose between tags can be directly determined. Given the
transformation to both of the tags T𝑐𝑡1 and T𝑐𝑡2 , the relative transformation between the two tags can be computed as:

T𝑡1𝑡2 = T𝑐𝑡2T
−1
𝑐𝑡1 (6)

This can be used to determine the relative pose of all detected tags (during execution) with respect to the world tag,
by chaining the transformations together to get the world transformation of the 𝑖-th tag:

T𝑤𝑡𝑖 = T−1
𝑐𝑡𝑤

T𝑐𝑡1T
−1
𝑐𝑡1T𝑐𝑡2 · · ·T−1

𝑐𝑡𝑛−1T𝑐𝑡𝑖 (7)

T𝑡 𝑗 𝑡 𝑗+1 = T−1
𝑐𝑡 𝑗

T𝑐𝑡 𝑗+1 (8)

T𝑤𝑡𝑖 = T−1
𝑐𝑡𝑤

T𝑡1𝑡2T𝑡2𝑡3 · · ·T𝑡𝑛−1𝑡𝑖 (9)

Then, mapping all detected tags allows for determining the camera pose in the world frame using only one visible tag.

T𝑤𝑐 = T𝑤𝑡T−1
𝑐𝑡 (10)

Fig. 2 (Left) Initialization of the system. Tag with id 0 is the world tag, and tag 1 and 2 are calculated relative to
the world tag, and used to average the camera position. (Right) After a while the agent only sees tag 7; however,
tag 7 is localized through the chain of transformations from the world tag to the tag 7, and allows for estimation
of the camera position in relation to the world tag represented by the green arrow.
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F. Graph of Mapped Markers
As shown in the subsection IV.E, it is possible to determine the transformations between all viewed tags as long

as there is a chain of frames in which they are simultaneously detected. Those transformations allow for the creation
of the undirected graph of all relative transformations. Since the transformation chain allows calculating the camera
position relative to the world tag 𝑇𝑤𝑐, the transformation chain from the detected tag to the world tag can be described
as a path on the graph. The method of graph creation and path optimization was described in [4]. The goal of this
method is to minimize accumulated error, and as shown in VII, there is a linear correlation between detection distance
and pose estimation accuracy. For this reason, the weight between each tag transform can be calculated based on the
average distance to both tags at the detection point. The transformation between them should be changed only if the
frame with the lower weight (closer camera position) is found. This graph can be updated on every new frame and grow
incrementally, enabling real-time operations. To find the optimal transformation from the detected tags in the frame to
the world frame, the shortest path between the two markers on the graph must be computed. Based on [4], Dijkstra’s
algorithm is used to efficiently find the shortest path.

1. Limitations of graph-based positioning
This method assumes that all tags can be related to one another; however, it fails when the agent performs sudden,

large position changes, as the track of other tags on the graph might be lost. This makes reconnecting newly found tags
to the graph impossible, resulting in a loss of tracking. Moreover, as discussed later, at large distances the reprojection
error ratio decreases, and when a detected tag falls below a set threshold, it will not be included in the graph, which can
also lead to losing tracking.

Fig. 3 Graph representation of the mapped markers where the weights are the distance at which they were
detected. The shortest path is shown in red.

V. Linear Kalman Filter
The Kalman Filter is used to estimate the camera’s state, where the state vector consists of the camera’s translational

position. Due to the fact that full 𝑆𝑂 (3) rotation changes are not linear when utilizing incremental matrix rotation and
require more sophisticated filtering in order to not accumulate error, the rotation is not included in the state vector.

𝑋 = [𝑥, 𝑦, 𝑧] (11)

Since the system does not change until discrete inputs are introduced:
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𝐴 = 0 =⇒ 𝐹 = 𝐼 (12)

Moreover, since the input is directly the change in the state:

𝐵 = 𝐼 (13)

The measurement is the camera pose, so:

𝐶 = 𝐼 (14)

𝐻 = 𝐼 (15)

The discrete-time system model is then written as:

x(𝑡𝑘+1) = x(𝑡𝑘) + u(𝑡𝑘) + w(𝑡𝑘), w(𝑡𝑘) ∼ N (0,Q) (16)

y(𝑡𝑘+1) = x(𝑡𝑘+1) + v(𝑡𝑘+1), v(𝑡𝑘+1) ∼ N (0,M) (17)

A. Prediction

𝝁−
𝑘 = 𝝁+

𝑘−1 + u(𝑡𝑘) (18)

P−
𝑘 = P+

𝑘−1 + Q (19)

B. Measurement Correction

𝝁+
𝑘 = 𝝁−

𝑘 + K𝑘

(
y𝑘 − 𝝁−

𝑘

)
(20)

P+
𝑘 = (I − K𝑘) P−

𝑘 (I − K𝑘)T + K𝑘M𝑘KT
𝑘 (21)

K𝑘 = P−
𝑘

(
P−
𝑘 + M𝑘

)−1 (22)

C. Determining the Noise Covariance Matrices
The process noise covariance matrix Q is set in the configuration file and applied to motion within the simulation.

This parameter can be adjusted in simulation; however, for real-world testing, the process noise covariance matrix must
be estimated based on the hardware specifications and the environment.

The measurement noise covariance matrix M is calculated from the pose estimation error relative to the ground-truth
pose, measured during real-world or simulation testing.

D. Initialization
The initial state vector is based on the initial position estimation:

𝝁0 = 𝒚0 = [𝑥0, 𝑦0, 𝑧0] (23)

Since the initial state is based on the measurement, the initial covariance matrix is based on the measurement noise
covariance matrix:

P0 = M (24)
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VI. Simulation Setup

Table 2 Simulation Rendering Parameters

Parameter Unit Description
Display width px Horizontal resolution of the rendered viewport
Display height px Vertical resolution of the rendered viewport
Vertical FoV deg Camera vertical field of view angle
Near clip plane simulation unit Minimum render distance from the camera
Far clip plane simulation unit Maximum render distance from the camera
Number of tags – Total number of AprilTags in the scene
Tag size simulation unit Outer size of each AprilTag

The simulation environment is a 3D scene rendered using OpenGL. It is configured via a JSON file that specifies
rendering parameters, camera settings, and the position and orientation of the AprilTags in the scene, which are
described in Table 2. When it comes to distance, the simulation units are relative and can represent any real value if
the scaling applied to positions and objects is maintained. The simulation renders image frames based on the relative
position and orientation of the camera and the AprilTags. The camera can move in the 𝑥, 𝑦, and 𝑧 directions, and it
can rotate incrementally about the global 𝑥, 𝑦, and 𝑧 axes. The simulation generates image frames from the camera’s
perspective and handles input controls for camera motion. The camera can be moved manually or automatically by
defining a motion sphere within which the agent can move randomly. In the background, the simulation engine collects
performance data for both the simulation and the SLAM algorithm by comparing estimated values against ground-truth
values from the simulation state. With Kalman filter considerations applied, the simulation also accounts for the camera
motion uncertainty specified in the configuration file.

For the tag layout, the sphere created with a Fibonacci sequence was chosen, as it makes sure that, regardless of
where the camera is facing, the tags will be detected.

VII. Tag Detection Accuracy Benchmark
Based on the benchmark parameters described in Table 3, the simulation was run 5000 times with the camera

moving randomly within the defined bounds. The results are shown in Fig. 4.

Table 3 Benchmark parameters

Parameter Value Unit
Display width 1280 px
Display height 720 px
Vertical FoV 45 deg
Near clip plane 0.1 simulation unit
Far clip plane 1000 simulation unit
Number of tags 1 –
Tag size 21 simulation unit
Reprojection threshold 3 –
Number of samples 5000 –
z-axis range -800 to -50 simulation unit
roll range -180 to 180 deg
yaw range -60 to 60 deg
pitch range -60 to 60 deg
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Fig. 4 Comprehensive performance benchmark results for the SLAM algorithm, based on one single tag
detection

VIII. SLAM Accuracy Results
For reference, the tag size was chosen arbitrarily to be 21 simulation units, intended to represent 21cm, the maximum

size printable on A4 paper. Then the radius of the small tag sphere was set to 200 simulation units, which is intended to
represent 2m. The large tag sphere was set to 400 simulation units, which is intended to represent 4m.

The simulation environment is assumed to be ideal, as it does not account for camera distortion, varying lighting,
shadows, reflections, material properties, or other factors. For this reason, the results shown here should be regarded as
the best-case scenario.

Table 4 SLAM test parameters for small tag sphere

Parameter Value Unit
Display width 1280 px
Display height 720 px
Vertical FoV 45 deg
Near clip plane 0.1 simulation unit
Far clip plane 1000 simulation unit
Number of tags 64 –
Tag size 21 simulation unit
Tag sphere radius 200 simulation unit
Reprojection threshold 3 –

8



Fig. 5 Automated randomized movement trajectory of the camera on a small tag sphere

Table 5 SLAM test parameters for large tag sphere

Parameter Value Unit
Display width 1280 px
Display height 720 px
Vertical FoV 45 deg
Near clip plane 0.1 simulation unit
Far clip plane 1000 simulation unit
Number of tags 64 –
Tag size 21 simulation unit
Tag sphere radius 400 simulation unit
Reprojection threshold 3 –

Fig. 6 Automated randomized movement trajectory of the camera on a large tag sphere

IX. Conclusion
As shown by the test results, the algorithm performs much better on the smaller sphere, with average errors of

16.8cm and 5 degrees at a distance of 2 meters. On the larger sphere, it was much larger, measuring about 46.4 cm and
12.9 degrees. Those results are much worse than those reported in the literature, and this approach, simple though it is,
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requires significant refinement before it can be used in practice. Using a simple threshold for reprojection error ratio
eliminates many tag detections and often leads to tracking loss. Moreover, the system was struggling to converge on a
set position, and the large, sudden trajectory uncertainty is evident in the trajectory. This simple system is working to an
extent, but its precision is not good enough for practical use, and thus, more refined methods should be incorporated
into it in the future.

Future Work
As shown in the related research, there are many methods to improve both localization and mapping accuracy. This

initial paper investigated the simplest and computationally least demanding approach to the problem and evaluated
its performance. In the future, additional improvements can be developed, and a trade-off study of complexity vs.
performance should be conducted. Furthermore, real-life evaluation with precisely established ground truth should be
performed. For the localization evaluation, OptiTrack motion capture has been initially investigated, as it can achieve a
precision of up to 0.2 mm in a controlled environment, as our preliminary tests showed. Finally, a trajectory-planning
test against GNSS with RTK should be conducted with a rover in a terrain environment, as this will allow us to evaluate
the method’s practical performance in the planned use case.
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