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Social science research has highlighted stereotypes and discrimination based on race/ethnicity

or gender, often inferred from names, exacerbating social inequality. Contemporary natural lan-

guage processing (NLP) systems, including large language models (LLMs), trained on extensive

but potentially biased corpora may inadvertently perpetuate these biases. This dissertation aims

to uncover, understand, and mitigate social biases in NLP systems, particularly through the lens

of analyzing biases related to first names.

The concept of counterfactual fairness serves as a guiding principle, where model pre-

dictions should ideally remain consistent despite name substitutions that preserve the original

semantic meaning. We leverage name substitution to investigate biases in NLP systems, offering

several advantages. First, the automatic generation of diverse instances through name substitu-

tion streamlines bias detection without requiring manual data creation. Second, examining model

behavior across different first names in an open-ended space can reveal biases that are not cap-



tured by pre-defined diagnostic tests. Lastly, using first names for bias identification aligns with

real-world applications concerned with individual fairness.

Using name substitution as our primary technique, we study three types of biases in NLP

systems: stereotypes about personal attributes, occupational biases, and biases about roman-

tic relationships. Stereotypes about personal attributes emerge when a model infers someone’s

personality from inputs describing social interactions. Occupational biases encompass both hir-

ing discrimination and gender-occupation stereotypes. Romantic relationship biases include het-

eronormative assumptions and prejudice against interracial couples.

To study stereotypes about personal attributes, we introduce a framework that uncovers

model biases in social commonsense reasoning tasks and show that both demographic associa-

tions and tokenization artifacts contribute to observed disparities. For occupational biases, we

demonstrate that LLMs can exhibit discriminatory patterns in simulated hiring tasks and stereo-

typically associate gendered names with gender-dominated professions. We further analyze these

patterns by studying the contextualized embeddings and propose a consistency-guided finetun-

ing method to mitigate such biases. Finally, in the domain of romantic relationship prediction

from conversations, we find evidence of heteronormative bias and underprediction of romantic

relationships for couples involving Asian names.

In sum, these contributions offer a comprehensive examination of first-name-based biases

in language models, providing insights into their underlying mechanisms, and present actionable

mitigation strategies. This work takes a step toward developing fairer, more interpretable, and

more inclusive language technologies.



UNCOVERING, UNDERSTANDING, AND MITIGATING SOCIAL BIASES
IN LANGUAGE MODELS

by

Haozhe An

Dissertation submitted to the Faculty of the Graduate School of the
University of Maryland, College Park in partial fulfillment

of the requirements for the degree of
Doctor of Philosophy

2025

Advisory Committee:
Professor Rachel Rudinger, Chair/Advisor
Professor Hal Daumé III
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Preface

This dissertation marks a milestone in my research journey on the broad topic of the so-

cial impacts of NLP systems. I began exploring fairness in NLP by training bias-reduced word

embeddings during an internship at Apple in 2020, under the mentorship of Dr. Xiaojiang Liu.

Since then, I have been passionate about designing diagnostic tests to probe social biases in NLP

models, conducting experiments to empirically investigate the underlying causes of biased be-

havior, and developing methods for bias mitigation. Under the guidance of Dr. Rachel Rudinger,

I am proud to present the research findings of my doctoral work at the University of Maryland,

College Park in this Ph.D. dissertation.

Several chapters of this thesis are based on my first-authored, peer-reviewed publications at

top NLP conferences. I am grateful to my advisor, mentors, and collaborators for their invaluable

support and contributions throughout the development of my dissertation.

Chapter 3, which uncovers social biases in social commonsense reasoning models in an

open-ended way without pre-defined stereotypical associations, is based on my publication at

EACL 2023 (An et al., 2023). This was the first project I worked on with my advisor, Dr. Rachel

Rudinger, and I am grateful for her constructive advice. I also greatly appreciate Dr. Jieyu Zhao’s

guidance on this project during her time as a postdoctoral scholar. Additionally, it was a great

pleasure to mentor Zongxia Li, who was an undergraduate student at UMD at the time.

Chapter 4 builds upon Chapter 3, offering a deeper exploration of the potential causes be-

hind models’ disparate treatment of individuals from different demographic groups. Specifically,
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we examine the influence of tokenization length and demographic attributions. This work was

published at ACL 2023 (An and Rudinger, 2023), where I was the sole student author.

Chapter 5 is adapted from a project I led and published at ACL 2024 (An et al., 2024).

I am grateful for my advisor’s guidance and the generous contributions from my collaborators

Christabel Acquaye, Colin Wang, and Zongxia Li. They assisted with both manual and automated

data annotation, as well as with the execution of some experiments. Following its publication,

this paper was included in the reading list for CS 329R, a Stanford University course on ”Race

and Natural Language Processing,” taught by Dr. Jennifer Eberhardt and Dr. Dan Jurafsky.

Chapter 6 contributes to model interpretability by examining how LLMs represent gender

in contextualized embeddings. This work was conducted under my advisor’s guidance and in

collaboration with Connor Baumler and Abhilasha Sancheti. I was the lead author, driving the

project and implementing all the experiments. My collaborators made significant contributions

in ideation and provided valuable feedback to improve the work. At the time of writing this

dissertation, this work has been accepted to ACL 2025 (An et al., 2025).

Chapter 7 proposes a novel mitigation algorithm by fine-tuning an LLM with a training

objective designed to promote consistent model predictions for input prompts that are minimally

different yet semantically identical. I would like to thank my collaborators, Nishant Balepur and

Christabel Acquaye, for their contributions to the model evaluation experiments. The work from

this chapter is intended for submission to a top NLP conference for peer review.

Chapter 8, which explores the influence of gender and race in romantic relationship predic-

tions from LLMs, was completed in collaboration with Abhilasha Sancheti and Rachel Rudinger.

Abhilasha and I contributed equally to the project by co-developing research ideas, collaborating

on code implementation, and co-authoring the paper. Some sections in this chapter include ver-
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batim excerpts from the original manuscript published at EMNLP 2024 (Sancheti et al., 2024).

All co-authors have given their permission for the inclusion of this material in the dissertation.

Looking back, I am deeply grateful to my advisor, mentors, and all my collaborators for

their invaluable support, guidance, and insightful suggestions that have made this dissertation

possible. I take great pride in the research projects I have undertaken throughout my Ph.D.

journey at UMD, and I am honored to share the outcomes in this dissertation.
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Chapter 1: Introduction

1.1 Motivation

Social science research has demonstrated that individuals may encounter discrimination,

often based on race/ethnicity or gender inferred from their names (Bertrand and Mullainathan,

2004; Conaway and Bethune, 2015; Stelter and Degner, 2018). This trend exacerbates social in-

equality, hindering traditionally underrepresented groups from accessing opportunities in various

spheres such as social, educational, and economic domains. Given that modern data-driven natu-

ral language processing (NLP) systems, including contemporary large language models (LLMs),

are trained on extensive corpora that often mirror human biases, prejudices and discriminatory

attitudes towards �rst names can inadvertently persist in these models (Maudslay et al., 2019;

Czarnowska et al., 2021; Wang et al., 2022a; Sandoval et al., 2023).

Ideally, a fair and robust model should maintain its predictions and generated output even

when names are substituted, provided that the names are inconsequential to the semantic meaning

of the context. This expectation follows the de�nition of counterfactual fairness (Kusner et al.,

2017; Wu et al., 2019), which is a concept in machine learning and fairness-aware modeling

that aims to ensure demographic fairness by evaluating whether a decision would have remained

the same if certain sensitive attributes were different, while keeping other factors unchanged.

For example, if we describe a daily situation that “Nichelle is cautious about who she speaks
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to” and ask the model to describe Nichelle's personality, the model's prediction should remain

consistent if the context shifts to “Nancyis cautious about who she speaks to.” Here, the name

functions as a generic placeholder with the possibility to refer to any individual. In theory, the

model prediction should not be in�uenced by demographic attributes or any other factors, such

as frequency, associated with names.

With the assumption of output invariance under name substitution, we utilize �rst name

substitution as a major technique throughout this dissertation to investigate biases and fairness

issues in NLP systems. This methodology offers a few advantages. Firstly, due to the wealth

of �rst name data paired with their corresponding demographic attributes, we can automatically

generate a substantial number of instances from a model and analyze whether the model demon-

strates differential treatment across various social groups. This approach minimizes the need for

manual effort in crafting data samples intended to elicit speci�c types of human biases (Rudinger

et al., 2018; Zhao et al., 2018a, 2019; Nangia et al., 2020; Li et al., 2020; Nadeem et al., 2021;

Sap et al., 2020a; Parrish et al., 2022). Secondly, the abundance of generated instances allows

us to explore the model's behavior in a less constrained, more open-ended space. This �exibility

enables the discovery of biased behavior that may not have been anticipated by prede�ned diag-

nostic tests. For example, a test might hypothesize that a model would associate pleasant words

with White names and unpleasant words with Black names, and therefore select a set of pleasant

and unpleasant words to test this hypothesis (Caliskan et al., 2017). While this approach is ef-

fective, it may not uncover other types of biased behavior in the model that the test designer did

not anticipate. To address this, we develop a complementary automated algorithm that generates

content describing a speci�c attribute. These generated examples can then be paired with numer-

ous instances containing different names to assess the presence of stereotypical associations in
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the models. Finally, employing �rst names for bias identi�cation would represent a more realistic

use case across a variety of downstream tasks aimed at achieving individual fairness (Holstein

et al., 2019). Therefore, we have performed extensive experiments with name substitution in

a wide range of tasks to effectively uncover, understand, and mitigate multiple types of social

biases in NLP systems.

The tasks we experiment on cover three types of biases and stereotypes. The �rst involves

how model predictions re�ect human stereotypes about personality and other personal attributes

in social commonsense reasoning (Sap et al., 2019b; Zadeh et al., 2019; Forbes et al., 2020).

We develop an open-ended bias discovery framework using �rst-name substitution to automat-

ically identify social stereotypes related to demographic traits. We then provide an in-depth

analysis showing that the tokenization length of �rst names in�uences the model's predictions

about a person's attributes, beyond the demographic associations linked to the name. The second

type is occupational biases, which can manifest as hiring discrimination (Woods, 2000; Bertrand

and Mullainathan, 2004; Duncan et al., 2006) or the stereotypical association (Shinar, 1975) of

gender-indicative names with gender-dominated occupations. For example, a common stereotype

is that Alice (a feminine name) is more likely to be a nurse than Bob (a masculine name). We

conduct large-scale experiments to provide empirical evidence that some LLMs can discriminate

against job applicants solely based on their �rst names and follow up with analysis to understand

this phenomenon. We also demonstrate gender-occupation stereotypes in LLMs and propose a

�netuning algorithm to mitigate this issue. The third type concerns interpersonal relationships,

where models may exhibit heteronormative biases (Pollitt et al., 2021; Vásquez et al., 2022)

or show prejudice against interracial romantic relationships (Lewandowski and Jackson, 2001;

Miller et al., 2004). By studying these various forms of biases and stereotypes, we demonstrate
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the generalizability of using �rst-name substitution to achieve our goal: uncovering, understand-

ing, and mitigating fairness issues in language models.

1.2 Roadmap

This dissertation is organized around three types of social biases and stereotypes, as out-

lined in the previous section. For each type of bias, we present empirical results diagnosing their

presence in the NLP systems under study. To deepen our understanding, we conduct additional

experiments to explore potential causes. We also examine the hidden states of language models

to gain interpretability insights. For occupational biases in particular, we propose a consistency-

guided �netuning method for mitigation. Overall, this dissertation aims to uncover, understand,

and mitigate social biases in language models.

1.2.1 Stereotypes about Personal Attributes

In chapter 3, we proposeSODAPOP(SOcial biasDiscovery fromAnswers aboutPeOPle),

an approach for automatic social bias discovery in social commonsense question-answering. The

SODAPOPpipeline generates modi�ed instances from the Social IQa dataset (Sap et al., 2019b)

by (1) substituting names associated with different demographic groups, and (2) generating many

distractor answers from a masked language model. By using a social commonsense model to

score the generated distractors, we are able to uncover the model's stereotypic associations be-

tween demographic groups and an open set of words. We also testSODAPOPon debiased models

and show the limitations of multiple state-of-the-art debiasing algorithms. Most importantly,

SODAPOPaddresses a common limitation of diagnostic tests for detecting social biases in NLP
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models, which is that they may only detect stereotypic associations that are pre-speci�ed by the

designer of the test. Our open-ended approach with name substitution has the potential to detect

biases that are present in a model but not pre-speci�ed by the test designer.

It is not suf�cient to merely obtain the observations. It is important to gain a deep under-

standing of the why and how behind the phenomena we observe. Hence, in chapter 4, we build

on the results in chapter 3 to investigate the in�uence of demographic attributes and tokenization

length on �rst name biases. We investigate these two factors because demographic attributes of

�rst names are strongly correlated with corpus frequency and tokenization length, which may

in�uence model behavior independent of or in addition to demographic factors. We conduct a

new series of �rst name substitution experiments that measures the in�uence of these factors

while controlling for the others. We �nd that demographic attributes of a name (race, ethnicity,

and gender) and name tokenization length arebothfactors that systematically affect the behavior

of social commonsense reasoning models. The �ndings in these chapters further motivate us to

study how language models represent gender in their contextualized embeddings, leading to the

work in the following chapters.

1.2.2 Occupational Biases

We move forward to study a different type of social biases in the next few chapters. Specif-

ically, we look at occupational biases in the form of hiring discrimination and gender-occupation

stereotypes.

In chapter 5, we examine whether LLMs exhibit race- and gender-based name discrimi-

nation in hiring decisions, similar to classic �ndings in the social sciences (Bertrand and Mul-
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lainathan, 2004). We design a series of templatic prompts to LLMs to write an email to a named

job applicant informing them of a hiring decision. By manipulating the applicant's �rst name, we

measure the effect of perceived race, ethnicity, and gender on the probability that the LLM gener-

ates an acceptance or rejection email. We �nd that the hiring decisions of LLMs in many settings

are more likely to favor White applicants over Hispanic applicants. In aggregate, the groups

with the highest and lowest acceptance rates respectively are masculine White names and mascu-

line Hispanic names. However, we acknowledge that the comparative acceptance rates by group

varies under different templatic settings, suggesting that LLM's race- and gender-sensitivity may

be idiosyncratic and prompt-sensitive.

We then attempt to understand the potential causes of occupational biases in LLMs by

studying how gender is represented in their internal representations. In chapter 6, we obtain

contextualized embeddings of �rst names in occupational contexts and project them onto the

gender direction in the embedding space, which is approximated and thoroughly evaluated in our

experiments. We �nd that LLMs encode the gender associated with a name in a way that aligns

with real-world gender distributions. Furthermore, we analyze the mutual in�uence between the

gender association of a name and the occupational context or prediction. Our �ndings suggest that

LLMs represent a name as more feminine when it co-occurs with a female-dominated occupation,

and more masculine when paired with a male-dominated one. Conversely, the femininity of a

name in�uences the model's occupational predictions in downstream tasks.

Having identi�ed occupational biases in LLMs and enhanced interpretability through con-

textualized embeddings in the previous two chapters, we propose a solution to address this issue

in chapter 7. We introduce a new loss function that combines counterfactual data augmenta-

tion with a consistency objective to �netune an off-the-shelf LLM. This approach encourages the
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model to produce consistent predictions when the input is modi�ed by substituting �rst names

while preserving semantic meaning. We validate the effectiveness of this method through ex-

tensive experiments, comparing it with several popular debiasing algorithms and evaluating its

performance on additional fairness and question answering benchmarks. Our results show that

consistency-guided �netuning signi�cantly improves occupation prediction fairness while main-

taining strong performance across many other tasks.

1.2.3 Stereotypes about Romantic Relationship

In the �nal chapter, we focus on stereotypes related to interpersonal relationships. Specif-

ically, we examine heteronormative biases and prejudice against interracial romantic relation-

ships in LLMs through controlled name-replacement experiments in the relationship prediction

task chapter 8. When substituting names in dialogues between two characters from movie scripts,

we �nd that the model is less likely to predict a romantic relationship for same-gender name pairs,

revealing a heteronormative bias favoring heterosexual couples. We also explore potential racial

prejudice by analyzing predictions across name pairings associated with different racial or ethnic

groups. While no strong patterns emerge overall, name pairs involving Asian names are less fre-

quently predicted as romantic. Despite the limited scope of observed disparities, these differences

have non-negligible social implications, which we further discuss in chapter 8. We conclude by

highlighting the importance of developing fair and inclusive technology.
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Chapter 2: Background

This chapter presents related literature and background information pertinent to the re-

search in this dissertation, aiming to contextualize the forthcoming investigation within the exist-

ing body of knowledge.

2.1 Transformers and Large Language Models

Since the introduction of the Transformer architecture by Vaswani et al. (2017), the �eld of

Natural Language Processing has been advancing at an unprecedented pace. At the core of the

Transformer architecture lies the attention mechanism, which enables pre-trained language mod-

els (Devlin et al., 2019; Liu et al., 2019; Radford et al., 2019) and contemporary large language

models (LLMs; Ouyang et al., 2022; Jiang et al., 2023; OpenAI, 2023; Touvron et al., 2023a,b;

AI@Meta, 2024) to parallelize the computation of hidden states within the models, leading to

substantial speed-ups compared to previous model architectures such as recurrence (Schuster and

Paliwal, 1997; Grossberg, 2013; Salehinejad et al., 2017) and convolutions (Ouyang et al., 2015;

Yin and Scḧutze, 2015; Albawi et al., 2017; Gu et al., 2018). This section offers foundational

explanations of the building blocks of Transformers and LLMs. Understanding these concepts

is essential for studying contextualized embeddings and analyzing stereotypes encoded in model

representations.
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2.1.1 Attention

After a tokenizer breaks down an input text into a series of tokens (or subwords) following

algorithms like WordPiece (Wu et al., 2016) and Byte-pair Encoding (Sennrich et al., 2015), each

token is mapped to three dense vectors, namely queryq 2 Rk , key k 2 Rm , and valuev 2 Rn ,

through linear transformation of learnable weight matricesWquery; Wkey; Wvalue.

While earlier work has touched upon the idea of attention (Bahdanau et al., 2014; Luong

et al., 2015), in the seminal work, Vaswani et al. (2017) propose to compute scaled dot-product at-

tention by arranging a batch of tokens' queries, keys, and values altogether into matricesQ; K; V

to parallelize the computation, following

Attention(Q; K; V ) = softmax(
QK T

p
m

)V (2.1)

where the dot product of query vector and key vector for each token is scaled down by the square

root of their dimension,m, and then normalized to a probability distribution by the softmax

function. The value vectors are then multiplied by the probability vector, resulting in a weighted

sum of the values. This output is added to the hidden states corresponding to the input tokens,

re�ning their representations through multiple Transformer layers before being passed into a fully

connected layer to compute the probability of each vocabulary word as the next token.

Typically, a Transformer block consists of multiple attention heads, each attending to a dis-

tinct part of the token hidden states. Different attention heads often process input tokens in ways

that capture various patterns and linguistic phenomena (Sun and Marasović, 2021). In addition,

the Transformer block contains other components like positional embedding, feed forward lay-
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ers, and normalization layers. Our work has found that the contextualized embeddings, which are

output of the attention mechanism in Transformer blocks, can help us understand the biases un-

covered from NLP systems. For example, we show in chapter 3 that embeddings corresponding

to �rst names cluster by their associated demographic attributes like gender and race/ethnicity.

In chapter 6, we further investigate how the contextualized embeddings of �rst names encode

gender information, how they in�uence occupational predictions, and how they are in�uenced by

occupational contexts.

2.1.2 Common Architectures in LLMs

Two families of large language models dominate the �eld today. The �rst is BERT-like

models (Devlin et al., 2019; Liu et al., 2019; Sanh et al., 2019; Jiao et al., 2020), which are

encoder-only models. These models are trained with bidirectional attention that incorporates

future tokens beyond positioni in a sentence when representing the current token at position

i . The prominent encoder-only model, BERT, is trained with the masked token prediction and

next sentence prediction objectives (Devlin et al., 2019). At inference time, the Transformer en-

coder processes the entire input sequence at once, producing contextualized embeddings for each

token. These hidden representations can then be used for downstream tasks such as text classi-

�cation (Sun et al., 2019a; Ohashi et al., 2020; Lee et al., 2022) and question answering (Wang

et al., 2019; He et al., 2020).

By contrast, most contemporary LLMs are GPT-like models (Radford et al., 2019) with

decoders only. These causal language models �rst produce the contextualized embeddings of

the input text using the decoders and then are trained to predict the next token one at a time in
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an autoregressive manner. Unlike encoder-only models that use bidirectional attention, decoder-

only models process each input token at positioni without considering future tokens. As a result,

the contextualized embedding of tokeni is in�uenced by preceding tokens but remains unaffected

by tokens that follow it. State-of-the-art LLMs (Ouyang et al., 2022; Jiang et al., 2023; OpenAI,

2023; Touvron et al., 2023a,b; AI@Meta, 2024) typically adopt a decoder-only architecture due

to their generative nature. Engineering advancements, such as the adoption of KV cache, further

enhance the scalability of model generation (Pope et al., 2023).

Models like T5 (Raffel et al., 2020) consists of several layers of Transformer blocks as

encoder and another several layers of Transformer blocks as decoder. This encoder-decoder ar-

chitecture is more intuitive to understand in a sequence-to-sequence task like machine translation,

where the encoder encodes the source language to a high-dimensional space and then the decoder

utilizes the encoded embeddings to produce the translated content in the target language.

2.2 Commonsense Reasoning

Commonsense reasoning is the ability to understand and apply general knowledge about the

world to make everyday decisions, predictions, and judgments. For instance, knowing that it is

snowing outside alerts us to the possibility that the road might be icy and slippery. While humans

acquire commonsense through experiences in daily life, equipping machines with the ability to

represent and reason about commonsense knowledge has long been an important objective (Mc-

Carthy, 1959; Lenat et al., 1990; Singh et al., 2002; Liu and Singh, 2004). Until recent years,

effectively incorporating this knowledge into NLP systems has remained a challenging task (Sap

et al., 2020b). As commonsense reasoning garners increasing attention from the NLP community,
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multiple datasets and models have been developed to enhance automated commonsense under-

standing. In multiple chapters of this dissertation, we employ commonsense reasoning as the

main task to uncover, understand, and mitigate social biases via �rst name substitutions.

2.2.1 Generic Commonsense Reasoning

A number of datasets compile generic commonsense knowledge (Roemmele et al., 2011;

Davis and Marcus, 2015; Mostafazadeh et al., 2016; Zhang et al., 2017; Speer et al., 2017; Talmor

et al., 2019; Sap et al., 2019a; Bisk et al., 2020; Qin et al., 2021; Jain et al., 2023,inter alia). The

creation of these datasets typically involves large-scale and costly crowdsourcing to accurately

re�ect human commonsense knowledge. These datasets helpfully enable a model to learn every-

day knowledge that is well known by humans but often under-recorded in the naturally occurring

text corpora due to reporting bias (Gordon and Van Durme, 2013; Shwartz and Choi, 2020; Paik

et al., 2021), wherereporting biasrefers to the phenomenon that the less familiar and rarer knowl-

edge tends to be more frequently documented than trivial facts in text (Gordon and Van Durme,

2013). However, these datasets can also inadvertently encode harmful representations that re�ect

societal biases (Mehrabi et al., 2021).

2.2.2 Social Commonsense Reasoning

In addition to datasets targeting generic commonsense reasoning in natural language, a

number of resources focusing speci�cally on thesocialaspects of commonsense reasoning have

been developed (Sap et al., 2019b; Zadeh et al., 2019; Forbes et al., 2020). These datasets are

particularly helpful for models to learn the social norms in human interactions, enhancing the
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model's ability to understand, empathize, and interact better with humans. However, models

could over-generalize certain patterns learned from the training data, leading to stereotypical pre-

dictions and behavior. Consider a model that is trained on a corpus containing negative comments

about a traditionally underrepresented group. Such a model could heavily rely on the training data

when making predictions at test time, thereby associating the underrepresented group with the

negative attributes described in the training corpus. This kind of model behavior can cause both

representational harm and allocational harm (Blodgett et al., 2020) to the underrepresented group

and further marginalize them.

Furthermore, NLP systems often fail in interpreting various social factors (e.g., social

norms, cultures, and relations) of language (Hovy and Yang, 2021). One such factor of in-

terest is the representation of social relationships in these systems, including power dynam-

ics (Prabhakaran et al., 2012), friendship (Krishnan and Eisenstein, 2015), and romantic rela-

tionships (Seraj et al., 2021). Recently, Stewart and Mihalcea (2024) show failure of popular

machine translation systems in translating sentences concerning relationships between nouns of

same-gender.

2.3 Biases, Fairness, and Counterfactual Data Augmentation

2.3.1 Biases and Fairness in NLP

A long line of works aim to detect social biases in language models (Rudinger et al., 2018;

Zhao et al., 2018a, 2019; Nangia et al., 2020; Li et al., 2020; Nadeem et al., 2021; Sap et al.,

2020a; Parrish et al., 2022; Guo et al., 2022). A common limitation of these diagnostic tests

for detecting social biases in NLP models is that they may only detect stereotypic associations
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that are pre-speci�ed by the designer of the test. Since enumerating all possible problematic

associations is infeasible, it is likely these tests fail to detect biases that are present in a model

but not pre-speci�ed by the designer. We address this limitation by designing an open-ended bias

discovery framework in chapter 3.

Very related to part of this dissertation, Sotnikova et al. (2021) manually evaluate social

biases in generated, generic commonsense inferences based on contexts designed to elicit bias

with an unsupervised approach through human studies. By contrast, research works in this dis-

sertation focus on automatic detection of social biases in input contexts that are not speci�cally

designed to elicit bias (e.g., multiple choice, social commonsense question-answers in chapter 3).

Several chapters in this dissertation address occupational biases in NLP systems. Occupa-

tional biases can take various forms. One is hiring discrimination, where decisions are shaped

by systemic biases against demographic groups such as those de�ned by race/ethnicity and gen-

der (Woods, 2000; Bertrand and Mullainathan, 2004; Duncan et al., 2006; Petersen and Togstad,

2006; Birkelund et al., 2021). Recent studies show that some LLMs also exhibit hiring discrim-

ination (Veldanda et al., 2023a; An et al., 2024; Armstrong et al., 2024; Wilson and Caliskan,

2024). Another is gender-occupation stereotype, which is the biased belief that certain jobs re-

quire masculine traits, while others require feminine traits (Shinar, 1975). Multiple studies have

shown that NLP systems, including coreference resolution (Rudinger et al., 2018; Zhao et al.,

2018a), sentiment analysis (Bhaskaran and Bhallamudi, 2019), and contemporaneous Large Lan-

guage Models (Nghiem et al., 2024; Zhang et al., 2025), reinforce such stereotypes in their pre-

dictions. The mitigation algorithm and evaluation metrics in this work primarily target the latter

form of occupational bias.

A fundamental building block of NLP systems is word embeddings. Research shows
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that both static and contextualized embeddings encode human-like biases, including gender-

occupation stereotypes (Bolukbasi et al., 2016; Zhao et al., 2018b; Gonen and Goldberg, 2019;

May et al., 2019; Zhao et al., 2019; Basta et al., 2019; Dev et al., 2021; Kaneko and Bollegala,

2021; Kaneko et al., 2022a). These insights motivate our study of LLM representations of gender

associated with �rst names and their link to LLM behavior in a downstream task.

Bolukbasi et al. (2016) proposed identifying a gender subspace in static word embeddings,

such as Word2Vec (Mikolov et al., 2013), using gendered word pairs (e.g., “she”–“he”) and

de�ning the gender direction as the top principal component of their embedding differences.

This approximation enables projection-based debiasing algorithms (Bolukbasi et al., 2016; Dev

and Phillips, 2019; Wang et al., 2020; An et al., 2022) to reduce gender bias. Similar methods

have been applied to contextualized embeddings (Peters et al., 2018; Devlin et al., 2019) using

principal components to approximate the gender subspace (Zhao et al., 2019; Basta et al., 2019;

Liang et al., 2020). In chapter 6, we adopt this approach to analyze LLM representation of gender

in contextualized �rst-name embeddings.

2.3.2 Counterfactual Fairness

A fair model should ideally make decisions based on features that are truly relevant to

the task, rather than relying on protected attributes like gender, race, or ethnicity. For example,

we expect a model to make consistent decisions for job candidates with similar quali�cations

and experience, regardless of their demographic background. If changing only the protected

attribute in the input leads to a different prediction, the model's behavior violates the principle of

counterfactual fairness.
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We follow the formal de�nition ofcounterfactual fairnessprovided by Kusner et al. (2017).

Let Ŷ be a predictive model that generates categorical outputs, or content that can be classi�ed

into discrete categories (e.g., an acceptance or rejection email in response to a job application).

Let A, X , andY denote the protected attributes, other observed features, and the predicted out-

come, respectively. Kusner et al. (2017) de�ne a modelŶ to satisfy counterfactual fairness if,

under any contextX = x andA = a,

P(ŶA a(U) = y j X = x; A = a) = P(ŶA a0(U) = y j X = x; A = a) (2.2)

for all y and for all possible valuesa0 that A can take, whereU represents the set of latent

background variables not caused by the observable attributesA or X .

The notion of counterfactual fairness serves as the guiding principle in the empirical eval-

uations of model fairness in this dissertation. We conduct controlled experiments using iden-

tical input contexts, varying only the �rst name to signal association with certain demographic

attributes. The desired outcome is that the model's output remains unchanged under this ma-

nipulation, thereby preserving counterfactual fairness. If the model is sensitive to such minimal

changes and exhibits systematically biased behavior, counterfactual fairness is violated.

2.3.3 Counterfactual Data Augmentation

To address the issues of biases and fairness in NLP systems, researchers have found that

training or �netuning models with counterfactual data augmentation is highly effectively (Kusner

et al., 2017; Zhao et al., 2018a; Zmigrod et al., 2019; Prabhakaran et al., 2019; Dinan et al., 2020;

Webster et al., 2020; Ma et al., 2021; Renduchintala and Williams, 2022; Qian et al., 2022;
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Udomcharoenchaikit et al., 2022; Gupta et al., 2022; Chen et al., 2023; Dong et al., 2023; Xie

et al., 2023). Many of these works manipulate demographic descriptors (Smith et al., 2022)

that indicate the perceived identities of individuals in speci�c contexts. To illustrate, a sentence

such as “boysare good at math” may appear in the training corpus, and counterfactual data

augmentation would perturb this sentence, resulting in “girls are good at math” for model pre-

training or �ne-tuning to mitigate gender biases. Models can bene�t from counterfactual data

augmentation because this approach would reduce model's reliance on spurious (Tu et al., 2020;

Wang and Culotta, 2020; Wang et al., 2022b) and stereotypical correlations in the data, leading

to improved model generalizability and robustness.

Although effective, there is a risk of degrading downstream model performance because

counterfactual data augmentation introduces noisy data that may contain false information (e.g.,

“Vladimir Putin is an African politician”) or less plausible scenarios (e.g., “a man gave birth

at the hospital”). In fact, researchers have found the necessity to balance the trade-off between

counterfactual fairness and model accuracy in downstream tasks (Zliobaite, 2015; Berk et al.,

2017; Menon and Williamson, 2018; Zhao and Gordon, 2019).

In our work, the implementation of �rst name substitution is similar to counterfactual data

augmentation. Given an original input text “Alice went to the library,” we counterfactually modify

it to “Bob went to the library” and observe any potential change in model behavior for bias de-

tection. While �rst name substitution also counterfactually modi�es data, it serves a distinct pur-

pose from train-time counterfactual data augmentation, which aims to reduce biased associations

learned by the model during training. First name substitution is an effective approach to identi-

fying demographic biases in NLP systems because real world statistics (Rosenman et al., 2023)

show that �rst names tend to associate with demographic attributes like gender, race/ethnicity,
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nationality, and age. We acknowledge that there are demographic attributes, such as sexual ori-

entations, disability, and many others, that cannot be directly inferred from �rst names. In those

cases, other demographic descriptors (Smith et al., 2022) could be considered for bias identi�ca-

tion but this research direction is out of the scope of the dissertation.

2.4 Name Artifacts in Natural Language Understanding

2.4.1 Names and Demographic Attributes

Despite limitations in associating names with demographic attributes (Gautam et al., 2024),

names are commonly used as proxies for gender, race/ethnicity, and nationality (Greenwald et al.,

1998; Bertrand and Mullainathan, 2004; Caliskan et al., 2017; Baumler and Rudinger, 2022;

An et al., 2023; Sandoval et al., 2023; Acquaye et al., 2024; Zhang et al., 2024). This usage

re�ects a strong association between names and demographic factors, both in reality and in model

representations. In this dissertation, we verify the correlation between LLMs' �rst-name gender

representations and real-world statistics, and explore how these representations vary with context.

2.4.2 Name Artifacts

Predictions made by language models may rely on spurious correlations in datasets (Po-

liak et al., 2018; Herlihy and Rudinger, 2021) or stereotypical biases learned from training

data (Rudinger et al., 2018; Zhao et al., 2018a; Nadeem et al., 2021; Field et al., 2021; Baum-

ler and Rudinger, 2022), without fully understanding the contextual nuances of the input. For

instance, in coreference resolution, where a model must identify pronouns and occupation titles

referring to the same entities, language models tend to predict that male pronouns refer to tra-
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ditionally masculine jobs like “doctor,” and female pronouns refer to traditionally feminine jobs

like “nurse.” This occurs even though the context, in the Winograd-schema style (Levesque et al.,

2012), is clear to human readers regarding what the correct coreference should be.

One of the major factors contributing to such model behavior is the presence of name arti-

facts, which refers to the biased or stereotypical associations between people's names and social

attributes that a language model has acquired from training data. Multiple studies (Caliskan et al.,

2017; Swinger et al., 2019; Sheng et al., 2020; Wang et al., 2022a; Jeoung et al., 2023; Sandoval

et al., 2023; Wan et al., 2023; Nghiem et al., 2024) reveal that language models often exhibit

differential treatment towards different �rst names. In general, when presented with input con-

taining mentions of people's names, language models' output predictions may vary depending

on the names in the given context. This discrepancy persists even when input contexts are care-

fully controlled, in�uenced by demographic attributes associated with names (Czarnowska et al.,

2021), name frequency (Maudslay et al., 2019; Wolfe and Caliskan, 2021), and association with

prominent entities (Shwartz et al., 2020). Addressing name artifacts in NLP research involves

identifying, understanding, and mitigating biases related to names and demographic informa-

tion in the training data, as well as developing techniques to promote fairness and accuracy in

language model predictions for names associated with diverse demographic groups.

However, we acknowledge that there is a strong assumption about the model behavior in

studies in name artifacts: models should ideally be robust in their predictions when a different

name is used in the input context. Invariance under name substitution, while a valuable fairness

criterion for certain tasks (e.g., commonsense reasoning in Social IQa (Sap et al., 2019b)), may

not hold in some other task settings. For example, a factoid QA system (Iyyer et al., 2014; Zhao

et al., 2020a) should provide different answers to the questions “What year was Adam Smith
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born?” (1723) and “What year was Bessie Smith born?” (1894). These two differing scenarios

illustrate the challenge of enhancing model fairness through counterfactual data augmentation

while preserving the model's ability to correctly understand, represent, and answer historical

facts. Nonetheless, numerous social science studies also assume that treatment should remain

unchanged when the �rst name of a candidate or research subject changes (Greenwald et al.,

1998; Nosek et al., 2002; Bertrand and Mullainathan, 2004). In cases where invariance under

name substitution holds, our work makes novel contributions to uncovering and understanding

social biases in NLP systems through name substitutions.

2.5 Statistical Tests for Fairness Evaluation

Empirical work that diagnoses fairness issues in NLP systems often requires quantifying

the statistical signi�cance of differences in a model's treatment of various groups of people.

While the speci�c statistical test may vary because each experiment could have its own unique

null hypothesis and empirical data, the permutation test (Welch, 1990; Ojala and Garriga, 2010;

Pesarin and Salmaso, 2010) offers a general framework that allows us to make minor tweaks and

implement it in different cases to measure the statistical signi�cance of our results.

Consider there are two groups of samplesA and B. In general, the null hypothesis of

our permutation test is that the two groups have the same mean. The permutation test checks

how likely a random re-assignment of elements from two groups would cause an increase in the

difference between their respective means. Hence, all samples inA [ B are randomly partitioned
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into Ay; B y, subject tojAyj= jAj andjB yj= jB j. We compute

Pr
� ��d(Ay; B y)

�
� >

�
�d(A; B )

�
� � (2.3)

whered(A; B ) computes the difference between the mean ofA and the mean ofB . A low

probability indicates the two groups are extremely likely to follow different distributions. Once

statistically signi�cant differences are observed, we can claim that a model treats one group

differently from another in certain aspects, thus reaching the conclusion that the model exhibits

unfair or biased behavior.

The permutation test is a powerful statistical method suitable for evaluating fairness in the

presence of various types of statistical noise because (1) it is a non-parametric test that makes

no assumption about the underlying distribution of the data, and (2) it is robust to inherent noise

of the data tested (Smucker et al., 2007; Good, 2013). Researchers have been using permutation

tests effectively to identify fairness issues in NLP systems (Caliskan et al., 2017; An et al., 2022).

In our work, we conduct permutation tests to assess the statistical signi�cance of our ex-

perimental results when applicable. We make minor changes to the test and the null hypothesis

to suit the speci�c use case in each experiment.
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Chapter 3: Open-Ended Discovery of Social Biases

The �rst type of social bias we investigate in this dissertation is stereotypes about personal

attributes. We introduce a novel, open-ended bias diagnosis pipeline that does not rely on pre-

de�ned stereotypical associations.

3.1 Motivation and Overview

Researchers are increasingly aware of how NLP systems, especially widely used pre-

trained language models like BERT (Devlin et al., 2019), capture social biases. Social biases,

which we de�ne here asover-generalizations about characteristics of social or demographic

groups, can both adversely affect a model's downstream performance and cause harm to users

when encoded in a model's representations or behaviors (Rudinger et al., 2018; Zhao et al., 2019;

Kurita et al., 2019; Blodgett et al., 2020; Czarnowska et al., 2021). It is particularly important to

examine social commonsense reasoning models because they are designed to reason about people

and social interactions, and hence susceptible to stereotyped inferences. Biased inferences based

on social group identities mentioned or alluded to in the input may cause representational harms

to those group members.

There have been consistent efforts to diagnose multiple types of social biases in NLP sys-

tems. Existing methods for bias detection usually involve manual efforts to �rst compile a list
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Figure 3.1: An example of a modi�ed Social IQa MCQ sample. In an open-ended fashion, we
generate distractors (Answer A and B) that contain words uncovering model social biases when
names associated with different demographic groups are inserted into the context and question.
In this example, Answer A, with the presence of “ruthless”, is a more successful distractor for
African American female names, whereas Answer B is a more successful distractor for European
American female names due to the word “funny”. Answer C is the correct answer choice from
the Social IQa dataset.

of stereotypic and anti-stereotypic associations between attributes and demographic groups, and

then test for the presence of those associations in models. Examples of such an approach are Word

Embedding Association Test (WEAT; Caliskan et al., 2017), Contextualized Embedding Asso-

ciation Test (CEAT; Guo and Caliskan, 2021), Sentence Encoder Association Test (SEAT; May

et al., 2019), and the sensitivity test (SeT; Cao et al., 2022b). There are also benchmark datasets,

such as StereoSet (Nadeem et al., 2021), CrowS-Pairs (Nangia et al., 2020), and BBQ (Parrish

et al., 2022) that evaluate social biases encoded in pre-trained language models.

Although effective, these tests have a common shortcoming: they may only be able to

detect stereotyped attributes that the designers are aware of, as a result of searching pre-speci�ed

stereotypic model behavior within a de�ned scope. These approaches will not uncover any extant

harmful associations that have not been speci�ed in advance.

To address this limitation, we introduceSODAPOPto uncover social biases in an open-ended

fashion in social commonsense reasoning models.SODAPOPstands forSOcial biasDiscovery

from Answers aboutPeOPle. We utilize the data from Social IQa (Sap et al., 2019b), which
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contains 37k multiple-choice questions (MCQs) that test machine intelligence in understanding

social interactions. As shown in Fig. 3.1, each MCQ contains a context, a question, and three

choices. A model is trained to distinguish the correct choice from the remaining two distractors

to answer the question.SODAPOPuses modi�ed Social IQa examples to discover group-attribute

associations in models. The Social IQa examples are systematically modi�ed via (1) name substi-

tution (to represent different social groups), and (2) open-ended distractor generation (to represent

different attributes). WhileSODAPOPrequires the target social group identities to be pre-speci�ed

(e.g., female, African American), associated attributes are automatically discovered rather than

pre-speci�ed.

Name substitution is the process of replacing people's names in MCQs from the social

commonsense reasoning dataset, Social IQa (Sap et al., 2019b), while keeping all other con-

tent unchanged. A fair model should not make radically different predictions given this change.

If a model systematically makes disparate predictions after name substitution, we hypothesize

these differences arise from demographic associations (e.g., gender, race/ethnicity) re�ected by

the names. While contexts may exist in which models could reasonably treat different names

differently (“The name is Christine/Kristine with a C/K.”), we believe this is generally not true

of Social IQa contexts.Open-ended distractor generationproduces new distractor answers by

replacing a few tokens in the original answer using a masked language model. The resulting

distractors draw from a large vocabulary, re�ecting an open-ended set of possible attributes. To

reveal a model's biased associations between a social group and an open set of words, we con-

struct new MCQs with the generated distractors and analyze the model behavior when names are

substituted. Fig. 3.1 illustrates an example of a newly constructed MCQ.

We useSODAPOPto uncover biased group-attribute associations in a �netuned BERT MCQ
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model for social commonsense reasoning. We also applySODAPOPto debiased models re�ecting

four state-of-the-art bias mitigation algorithms, namely Iterative Nullspace Projection (INLP;

Ravfogel et al., 2020), SentenceDebias (Liang et al., 2020), Dropout (Webster et al., 2020), and

Counterfactual Data Augmentation (CDA; Zmigrod et al., 2019; Webster et al., 2020).SODAPOP

reveals that these models persist in treating names differently based on demographic associations,

despite their nominal purpose of mitigating such biases.

To summarize, this chapter makes the following contributions:

1. We proposeSODAPOP, a bias detection pipeline for social commonsense reasoning models

via name substitution and open-ended distractor generation, without the need to pre-specify

the potentially biased attributes we are looking for (§ 3.3).

2. We empirically demonstrate thatSODAPOPeffectively exposes social biases in a model

with both quantitative and qualitative analyses (§ 3.4).

3. With SODAPOP, we �nd that debiased models continue to treat names differently by their

associated races and genders (§ 3.6).

3.2 Preliminary Observations

We obtain preliminary observations that suggest BERT produces different internal repre-

sentations for names associated with different demographic groups. These observations motivate

us to use name substitution for bias detection.

Clustering of Name Embeddings We �nd that the hidden layer representations in BERT clus-

ter by names' associated gender and races/ethnicity. To illustrate this, we retrieve the name
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embeddings in the last hidden layer of BERT using 1,000 contexts from the Social IQa dev set.

We sample 622 names that are most statistically indicative of race or ethnicity1 based on data

from Rosenman et al. (2023). Following the data sources available to us, we study four racial

or ethnic categories, namely African American (AA), European American (EA), Asian (AS),

and Hispanic (HS). We obtain the gender statistics of names by referencing the SSA dataset.2

A name is indicative of a race/ethnicity if a high percentage of individuals with that �rst name

self-identify with that race/ethnicity. We set the percentage threshold to be 0.9 for EA and AA,

0.8 for HS and 0.7 for AS, in order to obtain about 80 names for each race/ethnicity and gender

combination. From the dataset, we include only names with a frequency of 200 or greater.3 We

use these names to replace the token “[NAME]” in a context and obtain its corresponding con-

textualized embedding. If a name is tokenized into multiple subwords, we compute the average,

following Bommasani et al. (2020); Wolfe and Caliskan (2021).

We plot the t-SNE projection (Van der Maaten and Hinton, 2008) of the averaged em-

beddings for each name in Fig. 3.2. We observe that name embeddings tend to cluster by both

gender and race/ethnicity. To quantitatively demonstrate that name embeddings encode demo-

graphic information, we train two separate logistic regression classi�ers to predict gender and

race/ethnicity associated with a name respectively. We train each classi�er on 414 names and

test on 208 names (obtained by a random split from the 622 names). We report the prediction

accuracy for both settings in Table 3.1. It shows that the test performance is signi�cantly higher

than the random baseline. The high accuracy of these linear classi�ers indicates, perhaps un-

1We adopt the de�nition of race/ethnicity from the US census survey. We note that the categorizations in this
de�nition are US-centric and may be less applicable in other countries.

2https://www.ssa.gov/oact/babynames/
3Rarer names should be studied in future work, but we omit them here as we anticipate they may elicit different

model behavior.
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Figure 3.2: t-SNE projections of name embeddings in BERT. Name embeddings cluster by the
associated demographic traits (race/ethnicity and gender).

surprisingly, that BERT representations encode demographic information associated with names,

and thus has the potential to perpetuate race-, ethnicity-, or gender-based representational harms

via �rst names.

The observations that name embeddings reveal demographic traits motivate us to use name

substitution in Social IQa samples to uncover model social biases towards different groups of

people. We pose the following question:Given a description of a social situation and a question

about a person involved therein, will a social commonsense model's predicted answer depend on

demographic attributes inferable from the person's name?We introduceSODAPOPto investigate

this research problem and uncover social biases in these models.
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Train Test Random

Race/ethnicity 100.00 82.69 25.00
Gender 99.52 85.58 50.00

Table 3.1: Accuracy (%) of a logistic regression classi�er that predicts the race/ethnicity or gen-
der from the name embeddings. These results indicate that BERT encodes demographic informa-
tion in name embeddings.

3.3 TheSODAPOPPipeline

Fig. 3.3 shows an overview of our proposed framework.SODAPOPcomposes two steps.

Step 1 takes the context, question, and the correct answer choice from a Social IQa sample as the

input. It generates many distractor answer choices by �nding sentences that differ by a few tokens

from the correct choice using a masked language model. Step 2 constructs new MCQ samples

by pairing up the automatically generated distractors with the input in the �rst step. We analyze

how distractor words fool the MCQ model at different rates for different name substitutions,

measuring distractor wordsuccess ratesfor different names.

3.3.1 Open-Ended Distractor Generation

Following Zhang et al. (2021), we use masked token prediction to �nd neighboring sen-

tences of correct answer choices to generate distractors. Alg. 1 presents our adapted open-ended

algorithm for distractor generation. We generate a set of distractors by masking at mostk tokens

of the correct answer choice (k = 3 in our experiments). We adopt a recursive approach to re-

place one token at a time. In each recursive step, a masked language model �lls the mask with

some possible words, and the ones with the highest prediction scores are chosen to maximize the

�uency of generated distractors. To empirically enhance the generation quality, we convert the
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Figure 3.3: Overview of ourSODAPOPpipeline. We uncover social biases in models by �rst
generating distractors in social commonsense reasoning MCQs and then analyzing how they
in�uence model predictions.

questionq to an open prompt (e.g., “How would you describe [NAME]?” becomes “[NAME] is

”). We gather all unique distractors generated by the algorithm as the �nal set of distractors for

bias detection. Lastly, we randomly shuf�e the generated distractors and pair them up with the

correct answer choice to construct new MCQ samples. An example is shown in Fig. 3.1.

Seed Names We obtain several lists of names that represent demographic groups (genders

and races/ethnicities) as our seed names for distractor generation. Recall that we study four

racial/ethnic categories based on the available data sources: African American (AA), Euro-

pean American (EA), Asian (AS), and Hispanic (HS). We borrow AA and EA names from

WEAT (Caliskan et al., 2017). There are 25 female and 25 male names for each race/ethnicity

respectively. We collect Asian and Hispanic names fromPopular Baby Names4 provided by De-

partment of Health and Mental Hygiene (DOHMH). Although the source of data comes from

New York City only, the dataset can represent the overall name statistics in the U.S. because

New York City is an international metropolitan area with a diverse population pro�le that re�ects

the diversity of the U.S. population (Gaddis, 2017). We collect a total of 120 names that are

most representative of Asian and Hispanic people from the aforementioned dataset. Popular �rst

4https://data.cityofnewyork.us/Health/Popular-Baby-Names/25th-nujf
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names may be shared among different racial groups. Given a name, we determine its race and

gender by its proportion in one racial and gender group respectively. The formula to determine

the proportion of a �rst namen in a racer is as follows:

P roportion r =
count(n; r )

P
r j 2 R count(n; r j )

(3.1)

whereR is the set of races studied in this dissertation andcount(n; r ) is the total counts of name

n in racer . Similarly, we determine the proportion of a �rst namen for genderg by

Proportiong =
count(n; g)

P
gj 2 G count(n; gj )

(3.2)

whereG is the set consisting of male and female. We acknowledge that this binary setup does

not fully re�ect the diversity of real-world gender identities and expressions. We choose Asian

and Hispanic �rst names by selecting names with a signi�cantly higher value ofP roportion r in

either Asian or Hispanic race. In this chapter, we use only names with a statistically strong male

or female association whoseProportiong is close to either 0 or 1. As a result, we �nd 60 Asian

names and 60 Hispanic names – 33 Asian male names, 27 Asian female names, 30 Hispanic male

names, and 30 Hispanic female names. In particular, all names selected have100%Proportion r

in either Asian or Hispanic race and aProportiong of either 0 or 1 except for one name: Tenzin.

Tenzin is a100%Asian name with gender ratio 0.4871. In Step 1 ofSODAPOP, we insert each

name into a Social IQa MCQ as we run Alg. 1, introduced at the beginning of this section. We

also use the seed names and the generated distractors to construct new MCQ samples for bias

detection in Step 2.
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Algorithm 1 Open-ended distractor generation

Input: Correct answer choicex0, masked language modelLM , max distancek � 1, contextc,
questionq

Output: Xdistract , a set of generated distractors
1: function GEN(x0; k)
2: if k � 2 then
3: return

S
~x2 Gen(x0 ;1) Gen(~x; k � 1)

4: end if
5: Xdistract  ;
6: . � denotes string concatenation
7: xconcat  c � q � x0

8: for i 2 [0; len(x)) do
9: i  i + len(c) + len(q)

10: x  xconcat . Create a copy
11: x(i )  `[MASK]'
12: Tok; Scores LM:f illmask (x)
13: . Get predictions with topM scores
14: Tm ; Sm  topM(Tok; Scores)
15: Xnew  

�
xjx(i )  t; t 2 Tm

	

16: Xdistract  X distract [ X new

17: end for
18: return Xdistract

19: end function

Distractor Validity We manually inspect 1,000 random distractors to ensure their validity. A

valid distractor for social commonsense reasoning MCQ should describe a consequence or reac-

tion that is almost impossible to happen given a social interaction context. If a distractor describes

something semantically similar to the ground truth choice, or equally plausible, it is not a valid

distractor. We measure a distractor's grammatical correctness, �uency, plausibility, and semantic

similarity with the ground truth with a score ranging from1 to 5. A score of5means the distractor

is perfect in that category while1 indicates it is completely not.

Out of 1,000 randomly sampled distractors, 64 contain a punctuation only. We discard

these distractors as they are not used for analyses in SR vectors either. The results of the other

936 distractors are shown in Table 3.2 and Fig. 3.4. The annotation results indicate that in spite
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Figure 3.4: Distribution of annotated scores for 936 randomly sampled distractors.

Grammar Fluency Plausibility Semantic sim

Mean� std 3.85� 1.2 3.83� 1.22 1.81� 1.15 1.57� 1.03

Table 3.2: Mean annotated scores for 936 randomly sampled distractors and standard deviation.

of some noisiness, the generated distractors are mostly grammatically acceptable and suf�ciently

�uent, but they are not plausible enough as alternative, correct choices for MCQs and they are

semantically unlike the ground truth choices used for generation. For illustration, we include

some distractors generated using Alg. 1 in Table 3.3.

3.3.2 Quantifying Group-Attribute Associations

With many instances of modi�ed Social IQa examples produced through name substitution

and distractor generation, we can now quantify how a BERT-based Social IQa model associates

groups with different attributes based on what kind of distractor answers it is most likely to select
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Context Ground truth choice Generated distractors

Harry opened their mouth to speak and
what came out shocked everyone.

a very aggressive and talkative person

a generally nice and talkative kid
a rather boring non talkative person
a pretty smart and sensitive person
very shy and talkative person .
a very secretive and arrogant person

Tanisha made a career out of her hobby
of crafting wood furniture by hand.

dedicated to her dreams

stuck to his project
devoted towards artistic dreams
dedicated on crafts work
married to a farmer
addicted with these dreams

Amanda made a cake that was their mother's
favorite. It was their mother's birthday.

very considerate

also pregnant
deeply emotional
quite funny
exceptionally talented
enjoying cooking

Peter wanted to get fresh apples
and went apple picking at the local farm.

someone who enjoys healthy life style

someone which promotes healthy diet style
is vegetarian who enjoys simple style
a vegan enjoys healthy foods style
is someone who farm for style
overweight & enjoys healthy life .

Table 3.3: Examples of generated distractors using Alg. 1 with their respective contexts and
ground truth choices as the input. All samples share the same question “How would you describe
[NAME]?”

for a particular name.

Success Rate (SR) We hypothesize that a model is more likely to be misled by distractors

containing words with stereotypic associations of the substituted name's demographic group.

Hence, we study thesuccess rate(SR) of a wordw for some namen by �nding the probability

of a distractor� successfully misleading the model, given that the wordw is in the distractor and

the namen is in the context. Thus, the success rate is

SR(w; n) =

P
� 2T suc;n

1 [w 2 tokenize(� )]
P

� 2T all;n
1 [w 2 tokenize(� )]

(3.3)

where1 is the indicator function, andTsuc;n ; Tall;n are respectively the set of successful distractors

and all distractors appearing with namen. A successful distractorrefers to a distractor that

misleads a MCQ model to choose itself rather than the correct answer choice. If a model is robust
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to name substitution,SR(w; n) should be similar for various names (as the question contexts are

identical otherwise). If differences are observed in SR across names, however, we will next need

to investigate whether those differences are systematically based on gender, race, and ethnicity.

Relative Difference (RD) We posit that some words are more strongly associated with one

demographic group than another, and these words re�ect the model's social biases. We �nd such

words by computing the relative difference of SR. Consider we are studying two sets of names

A andB that represent two demographic groups. We compute the difference of average SR ofw

for each group

d(w; A; B ) =
1

jAj

jA jX

i =1

SR(w; Ai ) �
1

jB j

jB jX

i =1

SR(w; B i ) (3.4)

and also the mean of SR for the two groups

m(w; A; B ) =
1
2

�
X

G2f A;B g

0

@ 1
jGj

jGjX

i =1

SR(w; Gi )

1

A : (3.5)

Then, we compute relative difference (RD) of success rates of wordw for two demographic

groupsA; B by

RD (w; A; B ) =
d(w; A; B )
m(w; A; B )

: (3.6)

The sign of RD indicates to which group the wordw is more strongly associated with. A

positive value meansw is more often associated with groupA whereas a negative value indicates

a stronger association betweenw and groupB.

Permutation test To validate the statistical signi�cance of a model's different behavior towards

name groups, we conduct a permutation test, similar to Caliskan et al. (2017). The permutation
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(a) EA vs. AA (b) EA vs. AS (c) EA vs. HS (d) AS vs. AA

Figure 3.5: t-SNE projection of SR vectors using BERT as the MCQ model. The abbreviations
indicate the racial or ethnic groups being compared in each plot. EA: European American. AA:
African American. AS: Asian. HS: Hispanic.

test checks how likely a random re-assignment of elements from two groups would cause an

increase in the difference between their respective means. A low probability indicates the two

groups are extremely likely to follow different distributions. The null hypothesis of our permuta-

tion test is that the presence of a word in distractors fools the model with equal probabilities for

names associated with different demographic groups. We compute the two-sidedp-value by

Pr
� ��d(w; Ay; B y)

�
� >

�
�d(w; A; B )

�
� � (3.7)

whereAy; B y are two sets of names obtained by randomly partitioningA[ B , subject tojAyj= jAj

andjB yj= jB j. If thep-value is small for wordw, it indicates that the model is signi�cantly more

likely to select wrong answers containing that word if a name is from group A instead of group

B.

3.4 Uncovering Model Social Biases

Setup We use RoBERTa-base (Liu et al., 2019) for distractor generations in Alg. 1. For MCQ

predictions, we �netune BERT (Devlin et al., 2019) with a multiple choice classi�cation head.

We concatenate the context and question with each choice in a MCQ sample, and then obtain a
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logit for each concatenation. We �netune the model on the Social IQa training set for 2 epochs

(learning rate= 2e� 5, batch size= 3). The �netuned model achieves60:51% accuracy on the

original development set.

3.4.1 Success Rate in Multiple Contexts

Using 220 seed names (balanced in both gender and racial/ethnic categories as described

in § 3.3), we follow Alg. 1 to automatically generate distractors for 50 contexts in Social IQa

with the question “How would you describe [NAME]?” We choose this question because asking

for a description of a person gives us direct access to the model's internal representation of that

person, allowing us to assess the representational harms caused by social biases encoded in the

model. We setk = 3 for the maximum distance and get tokens with top 10 mask prediction

scores in Alg. 1. After �ltering duplicate distractors and setting a maximum of 10,000 generated

distractors per name per context, we construct19:2 million MCQs with one correct answer choice

and two generated distractors. We collate all unique tokens in the generated distractors as the set

of distractor vocabulary. For more robust results, we remove stop words and words with less

than 50 occurrences. We compute the success rate,SR(w; n), for all distractor vocabularyw and

all seed namesn. This gives us aSR vectorfor each namen, where entryi in the vector is the

SR for wordwi . The �nal dimension of SR vectors is 443.

Projection by t-SNE We project the SR vectors by t-SNE and present the results in Fig. 3.5. We

observe that the SR vectors tend to be linearly separable by both gender and racial attributes when

EA names are involved. The clustering of SR vectors in Fig.3.5a, 3.5b, and 3.5c demonstrates that

for names belonging to the same gender or racial group, words share similar SR in distractors.
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BERT INLP-race INLP-gender SentenceDebias-race SentenceDebias-gender Dropout CDA-race CDA-gender

Gender

EA female and EA male 0.98 0.98 0.98 0.98 0.98 1.00 0.98 0.88
AA female and AA male 0.58 0.86 0.90 0.58 0.58 0.68 0.54 0.62
HS female and HS male 0.70 0.70 0.70 0.70 0.70 0.70 0.70 0.70
AS female and AS male 0.52 0.54 0.52 0.52 0.52 0.52 0.52 0.52

Race

EA female and AA female 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.88
EA male and AA male 0.84 0.84 0.84 0.84 0.84 0.88 0.90 0.88
EA female and AS female 0.76 0.76 0.76 0.76 0.76 0.80 0.78 0.76
EA male and AS male 0.80 0.80 0.74 0.80 0.80 0.82 0.76 0.80
EA female and HS female 0.80 0.80 0.80 0.80 0.80 0.80 0.84 0.82
EA male and HS male 0.64 0.64 0.64 0.64 0.64 0.66 0.66 0.82
AA female and AS female 0.64 0.64 0.64 0.64 0.64 0.72 0.62 0.58
AA male and AS male 0.60 0.60 0.60 0.60 0.60 0.58 0.60 0.56
AA female and HS female 0.58 0.58 0.58 0.58 0.58 0.58 0.68 0.58
AA male and HS male 0.70 0.70 0.70 0.70 0.70 0.70 0.70 0.72
HS female and AS female 0.54 0.54 0.54 0.54 0.54 0.54 0.58 0.56
HS male and AS male 0.60 0.60 0.60 0.60 0.60 0.60 0.60 0.60

Table 3.4: KMeans classi�cation accuracy of SR vectors over all debiased models we have ex-
perimented. The ideal accuracy is0:5 (random binary classi�cation).

This observation implies that there exist words that are consistently more effective in distracting

the model for one demographic group than another. These words could be unique traits of some

demographic group, but it is also possible that the association between these words and the names

are spurious or stereotypic correlations. However, for AS and AA names in Fig. 3.5d, we do not

see an obvious separation of the SR vectors by either race or gender.

To quantify the separation of clusters, we conduct a binary classi�cation of the SR vectors

for each pair of name groups that are associated with different demographic attributes. This eval-

uation is similarly used by Gonen and Goldberg (2019); An et al. (2022). For two name groups

representing different social groups (e.g., AA female names and EA female names), we use the

classical KMeans algorithm (K = 2) to cluster the SR vectors and make a binary prediction that

indicates the membership of either cluster. If a model does not make predictions based on spu-

rious correlations between some words and names, each word in a distractor should have similar

likelihood to mislead the model. It follows that the ideal classi�cation accuracy should be0:5.

We report the classi�cation accuracy in Table 3.4. The classi�cation accuracy tends to be higher

when EA names are present, whereas it is comparatively harder to distinguish SR vectors among
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African American Female DistractorsEuropean American Female Distractors

Word RD p-value Word RD p-value

innocent 0.060 2.1E-05 sticking -0.042 2.7E-02
cousin 0.042 2.7E-05 outgoing -0.040 1.8E-03
dead 0.042 5.4E-03 loud -0.036 6.0E-06
ally 0.040 0.0E+00 funny -0.035 1.0E-04
violent 0.039 1.0E-05 cook -0.032 2.9E-01
watches 0.034 5.4E-04 told -0.025 1.3E-05
associate 0.034 0.0E+00 sporting -0.025 0.0E+00
acquaintance 0.033 0.0E+00 front -0.022 1.0E-06
ofof 0.029 2.2E-05 talkative -0.019 4.8E-05
beyond 0.027 2.0E-06 vegetarian -0.018 3.5E-01
wary 0.026 2.0E-06 cool -0.018 1.2E-05
next 0.025 4.8E-05 Happy -0.017 5.0E-01
simple 0.022 5.0E-06 convinced -0.016 1.0E-03
even 0.022 2.8E-04 old -0.016 1.9E-01
college 0.021 4.0E-02 friends -0.016 8.2E-02

Table 3.5: Top 15 words with greatest magnitude of RD for two racial groups and their permuta-
tion testp-values.

racial/ethnic minority groups. This indicates that BERT treats EA names differently from names

in underrepresented groups.

Words with top Relative Difference We report a list of words with greatest magnitude of RD

when BERT is used as the MCQ model in Table 3.5 for two groups (African American female

vs. European American female). We observe that some words with greater RD associated with

African American female are “dead” and “violent”. These words are generally more negatively

connotated than words like “outgoing” and “funny” for EA female. The smallp-values in most

permutations tests indicate that almost all the observations are statistically signi�cant at the sig-

ni�cance levelp < 0:01. It is thus evident that the MCQ model is making predictions based on

the biased correlations between these words and names.
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African American Female DistractorsEuropean American Female Distractors

Word RD p-value Word RD p-value

vicious 0.073 0.0E+00 educated -0.074 8.8E-05
brutal 0.071 0.0E+00 caring -0.063 6.9E-04
stubborn 0.066 1.7E-01 aroused -0.063 0.0E+00
possessive 0.065 1.5E-03 sweet -0.060 7.5E-05
arrogant 0.065 1.9E-04 interesting -0.058 7.2E-04
ruthless 0.064 0.0E+00 sophisticated -0.052 0.0E+00
nasty 0.057 3.1E-03 sound -0.050 2.3E-03
violent 0.055 0.0E+00 charming -0.050 5.0E-06
�erce 0.052 2.8E-05 sounds -0.049 1.6E-03
cruel 0.050 0.0E+00 con�dent -0.048 7.6E-04
gentle 0.043 7.5E-01 soft -0.048 3.9E-03
hostile 0.039 0.0E+00 demanding -0.048 2.1E-03
man 0.033 7.5E-05 loving -0.047 1.5E-01
rebellious 0.029 2.0E-03 serious -0.045 2.9E-05
personality 0.029 1.8E-04 young -0.045 2.0E-06

Table 3.6: Top 15 words with greatest magnitude of RD in the speci�c context (§ 3.4.2) for two
racial groups with their permutation testp-values.

3.4.2 Success Rate in a Single Context

We generate distractors and collate the words with greatest magnitude of RD in a single

context only, as an individual context may reveal speci�c stereotypic traits.

Setup We use the sample in Fig. 3.3 as the input toSODAPOP. For each seed name, we construct

a total number of 109,830 MCQ samples with this single context after generating distractors using

Alg. 1.

Results In Table 3.6, the top words for African American female distractors share a common

theme of violence; in comparison, words for EA female distractors are generally neutral or even

positively connotated (e.g., “educated”). These results coincide with observations made by other

bias tests, like WEAT and the Implicit Association Test (Greenwald et al., 1998), that African
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European American Female DistractorsEuropean American Male Distractors

Word RD p-value Word RD p-value

sound 0.066 7.2E-05 nasty -0.048 4.0E-02
caring 0.065 2.2E-04 arrogant -0.038 2.0E-06
woman 0.062 0.0E+00 ruthless -0.036 1.4E-03
im 0.058 5.7E-04 brutal -0.035 2.2E-02
thinking 0.057 2.7E-05 vicious -0.033 2.7E-01
loving 0.054 1.3E-01 man -0.029 0.0E+00
girl 0.053 0.0E+00 male -0.024 2.9E-02
sweet 0.052 1.7E-03 violent -0.018 5.0E-02
generous 0.051 3.4E-02 cruel -0.018 5.8E-02
seems 0.050 4.1E-05 threatening -0.015 2.5E-04
helpful 0.048 9.2E-04 handsome -0.010 2.5E-01
explicit 0.047 1.1E-04 tough -0.009 2.0E-01
rebellious 0.047 1.0E-03 sounding -0.009 8.8E-03
aroused 0.046 3.0E-06 though -0.008 1.4E-02
unpredictable 0.046 3.4E-03 rude -0.008 3.1E-01

Table 3.7: Top 15 words with greatest magnitude of RD in the speci�c context (§ 3.4.2) for two
gender groups with their permutation testp-values. We use BERT as the MCQ model.

American names correlate more strongly with unpleasant words than EA names. Table 3.7 shows

the results for gender, where the model tends to associate EA male with violence more often than

EA female. Qualitatively, it appears that limitingSODAPOPto a single context (Table 3.6) yields

more interpretable results than when aggregated over many contexts invoking different scenarios

(Table 3.5). In the next section, we attempt to validate this intuition by aligningSODAPOPoutputs

with results of prior human studies.

3.5 Validation with Human Stereotypes

Since NLP models have been repeatedly shown to re�ect human biases, one way to vali-

dateSODAPOPwould be to show that a subset of its discovered biases align with known human

social stereotypes. To attempt this, we adopt the Agency-Belief-Communion (ABC) stereotype
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African American Female vs. European American FemaleEuropean American Female vs. European American Male

Traits SODAPOP EA Annotators AA Annotators SODAPOP Male Annotators Female Annotators

powerless-powerful � z
powerful � y

powerful � �
powerful � y

powerful � y
powerful � y

powerful

low status-high status � high status � y
high status � y

high status � high status � y
high status � y

high status

dominated-dominant � z
dominant � y

dominant � �
dominant � y

dominant � y
dominant � y

dominant

poor-wealthy � wealthy � y
wealthy � y

wealthy � wealthy � y
wealthy � wealthy

uncon�dent-con�dent � z
con�dent � y

con�dent � con�dent � con�dent � y
con�dent � y

con�dent

unassertive-competitive � competitive � y
competitive � competitive � competitive � y

competitive � �
competitive

traditional-modern � z
modern � y

modern � y
modern � modern � modern � �

modern

religious-science oriented � science oriented � y
science oriented � y

science oriented � science oriented � science oriented � science oriented

conventional-alternative � alternative � alternative � alternative � alternative � alternative � �
alternative

conservative-liberal N/A � �
liberal � liberal N/A � �

liberal � �
liberal

untrustworthy-trustworthy � trustworthy � y
trustworthy � �

trustworthy � trustworthy � trustworthy � trustworthy

dishonest-sincere � sincere � �
sincere � �

sincere � y
sincere � sincere � sincere

cold-warm � z
warm � warm � warm � warm � warm � warm

threatening-benevolent � z
benevolent � y

benevolent � �
benevolent � benevolent � y

benevolent � y
benevolent

repellent-likable � z
likable � �

likable � �
likable � likable � likable � likable

egoistic-altruistic � z
altruistic � altruistic � y

altruistic � altruistic � altruistic � altruistic

Table 3.8: Comparison ofSODAPOPto human stereotypes as measured in Cao et al. (2022b).
Legend: “N/A” – no words fromSODAPOPare mapped to the trait;z – the absoluteSODAPOP

score difference is at least5; y – the absolute difference between human scores for the two groups
is at least20; � – same asy but absolute difference is at least10; shaded cells –SODAPOPyields
orderings that are consistent with human annotators.

model (Koch et al., 2016) and cross-referenceSODAPOPresults with the the �ndings of Cao

et al. (2022b) who collect group-trait stereotypes through human survey methods. The ABC

model describes people using 16 pairs of opposing traits, likepowerless-powerful(Table 3.8).

Cao et al. (2022b) gather human subjects' opinions about how American societyat large per-

ceives a demographic group with respect to a trait, computing a score from 0 to 100. E.g., on the

powerful-powerlesstrait scale, subjects rated women on average 46.8 (less powerful) and men

81.4 (more powerful). (See Tables A14 to A17 from Cao et al. (2022b).) We coarsen this to

an ordering of groups along traits, e.g., women� powerful men. To compare the biases uncovered

by SODAPOP, we map (where applicable) attribute words to ABC model trait scales to induce a

similar ordering, and compare whether the orderings derived fromSODAPOPmatch those from

human subjects in Cao et al. (2022b), reporting results in Table 3.8.

We run SODAPOPon 12 individual contexts and take the union of top identi�ed words
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for each demographic group withp < 0:05. Working independently, three authors manually

mapped each word to zero, one, or more ABC-model traits, without awareness of the group-

word associations. E.g., all annotators mapped the word “brutal” to the ABC traitthreatening.

For each groupA and traitt, a raw countC(A; t ) represents the number of times any annotator

aligned a wordSODAPOPassociated with groupA to trait t. A word could be aligned with a

trait t (powerful) or its opposite: t (powerless). For a traitt and groupsA andB, we then say

SODAPOPsupports the orderingA � t B if and only if theSODAPOPscore difference[C(A; t ) �

C(A; : t)] � [C(B; t ) � C(B; : t)] < 0.

Table 3.8 compares the orderings derived fromSODAPOPto those derived from human sub-

jects in Cao et al. (2022b) for two racial groups, AA (female) vs EA (female), and two gender

groups, (EA) female vs (EA) male. We note that group alignment betweenSODAPOPand Cao

et al. (2022b) is imperfect, as the former is intersectional. Nonetheless, we observe that the or-

derings for most group-trait pairs produced bySODAPOPare consistent with orderings produced

by human annotators, particularly in cases where human results are strongest (indicated withy).

Notably, the biases uncovered bySODAPOPare more consistent with EA annotators than AA

annotators, while it is almost equally consistent with both male and female annotators. In a few

cases,SODAPOP-derived orderings deviate from human results (e.g.,powerless-powerfulfor AA

female vs. EA female), perhaps owing to intersectional differences. Overall,SODAPOPappears

capable of uncovering human-aligned stereotypeswithout pre-specifying attributes. This makes

it a promising method to uncoverother kinds of social overgeneralizations present in models

- possibly those present in humans but less well studied, or possibly ones entirely peculiar to

machines - in either case, carrying the potential for harm.
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(a) EA vs. AA (b) EA vs. AS (c) EA vs. HS (d) AS vs. AA

Figure 3.6: t-SNE projection of SR vectors using INLP-race as the MCQ model.

3.6 Debiased Models Continue to Treat Names Differently

One might expect that, in a debiased model, words in distractors will mislead the model at

similar rates for different groups. In this section, however, we demonstrate that biases uncovered

by SODAPOPpersist in debiased models. We apply the INLP algorithm to our �netuned BERT

model in § 3.4 to reduce biases along the racial dimension. This racially debiased INLP model

(INLP-race) is used as the new MCQ model.

Success Rate Vectors Fig. 3.6 visualizes the SR vector for various racial groups using INLP-

race. Fig. 3.6a, 3.6b, and 3.6c show that the SR vectors for each demographic group remain in

separable clusters even if the model is debiased along the racial dimension. The binary KMeans

classi�cation results, shown in Table 3.4, are largely similar to those of BERT. In the case of

AA female and AA male, the classi�cation deviates further from the ideal value of0:5 to 0:86,

compared to0:58 for BERT. The clear clustering indicates that although the debiased model

somehow mitigates biases, it does not completely remove biases in a downstream task.

Words with Top Relative Difference We obtain the top 5 words with greatest magnitude of RD

for INLP-race in Table 3.9. INLP reduces racial bias to some extent because a subset of negatively
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African American Female DistractorsEuropean American Female Distractors

Word RD p-value Word RD p-value

innocent 0.062 1.6E-05 sticking -0.042 2.7E-02
dead 0.046 1.9E-03 outgoing -0.040 1.9E-03
violent 0.041 0.0E+00 loud -0.037 3.0E-06
cousin 0.040 6.3E-05 funny -0.035 9.5E-05
ally 0.038 0.0E+00 cook -0.032 3.1E-01
watches 0.036 4.8E-04 vegetarian -0.024 2.1E-01
associate 0.032 0.0E+00 sporting -0.024 0.0E+00
acquaintance 0.030 0.0E+00 front -0.022 1.0E-06
beyond 0.027 2.0E-06 told -0.020 1.7E-04
ofof 0.027 3.1E-05 talkative -0.018 5.8E-05
next 0.024 6.9E-05 cool -0.017 1.1E-05
animal 0.024 3.8E-04 old -0.017 1.3E-01
simple 0.023 3.0E-06 friends -0.017 4.7E-02
angry 0.023 2.0E-03 Happy -0.017 5.0E-01
even 0.023 1.7E-04 dog -0.016 2.8E-01

Table 3.9: Top 15 words with greatest magnitude of RD for two racial groups with theirp-values
in permutation tests. INLP-BERT with racial bias mitigated is used for social commonsense
MCQ predictions.

connotated words for AA female distractors no longer show up here. However, we still see words

with extremely smallp-values. For example, words like “violent” and “outgoing” continue to

have comparably high RD values and smallp-values, indicating the debiasing algorithm alleviates

racial bias to a limited extent but does not completely remove it.

We present our additional visualization of SR vectors for all debiasing algorithms that we

have experimented. These additional illustrations are Iterative Nullspace Projection (INLP; Rav-

fogel et al., 2020) with gender debiasing in Fig. 3.7, SentenceDebias (Liang et al., 2020) with

gender and racial debiasing in Fig. 3.8 and 3.9, Dropout (Webster et al., 2020) with general debi-

asing in Fig. 3.10, and Counterfactual Data Augmentation (CDA; Zmigrod et al., 2019; Webster

et al., 2020) in Fig. 3.11 and 3.12. Among these debiasing techniques, INLP and SentenceDebias

are post-hoc methods that reduce a particular type of biases using pre-compiled attribute words
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that de�ne the bias space, while Dropout and CDA require retraining a pre-trained language

model with modi�ed training hyperparameters or augmented training data.

We apply these debiasing algorithms to BERT. We implement them using the Bias Bench

repository (Meade et al., 2022). For post-hoc debiasing algorithms, we apply the algorithms to

our �netuned BERT model obtained in § 3.4.5 For train-time debiasing algorithms, the debiased

models are �netuned with the same set of hyperparameters as described in § 3.4 and deliver

similar performance on Social IQa dev set (prediction accuracy is about60% � 62% for all

models). While �netuning may re-introduce biases to the debiased model, we note that the seed

names in our experiments are disjoint from those in the Social IQa training set. This fact should

minimize the effects of �netuning on seed name representations.

We observe a consistent trend that EA names' SR vectors are linearly separable from the

SR vectors of other racial groups. EA names also have a clearer separation between female and

male names' SR vectors. These two phenomena show that debiased models continue to treat

names differently based on their associated gender and race.

For each pair of demographic groups in the study, we use the binary classi�cation accuracy

in the classical KMeans clustering to quantify the extent of separation of the SR vectors. In each

binary classi�cation experiment, we attempt to classify a pair of clusters that differ only by one

demographic attribute (e.g., SR vector clusters of EA female names and EA male names, only

differing by gender). The results are available in Table 3.4. The trend is that debiased models,

regardless of being racially debiased or gender debiased, still treat EA names signi�cantly dif-

ferently from other racial groups' names. Female names and male names also receive different

5In an alternative setup, we �rst apply a post-hoc debiasing algorithm to a BERT model and then �netune the
debiased model on Social IQa. We �nd that, despite the different ordering of �netuning and debiasing, a debiased
model keeps exhibiting disparate behavior towards different names.
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(a) EA vs. AA (b) EA vs. AS (c) EA vs. HS (d) AS vs. AA

Figure 3.7: t-SNE projection of SR vectors using INLP-gender as the MCQ model.

(a) EA vs. AA (b) EA vs. AS (c) EA vs. HS (d) AS vs. AA

Figure 3.8: t-SNE projection of SR vectors using SentenceDebias-gender as the MCQ model.

treatment, as indicated by the clear separation of their SR vectors. Nevertheless, names from

underrepresented racial groups tend to share more similar SR vectors. It indicates that models

tend to treat minority racial groups similarly.

3.7 Limitations

SODAPOPrepresents an attempt to measure model biases with respect to gender and race/ethnicity.

It is important to recognize that demographic groups are de�ned by many other attributes as well,

including religious belief, sexual orientation, national origin, age, and disability, among others.

While we choose race/ethnicity and gender to study as working examples here, names can poten-

tially indicate other demographic traits like nationality and age. However, these require other data

sources with varying availability. It remains an open research problem to study the possibility of

extendingSODAPOPto evaluate model demographic fairness towards aspects of identity that are
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(a) EA vs. AA (b) EA vs. AS (c) EA vs. HS (d) AS vs. AA

Figure 3.9: t-SNE projection of SR vectors using SentenceDebias-race as the MCQ model.

(a) EA vs. AA (b) EA vs. AS (c) EA vs. HS (d) AS vs. AA

Figure 3.10: t-SNE projection of SR vectors using Dropout-BERT as the MCQ model.

less discernible from �rst names, such as sexual orientation or disability status.

There are several limitations to the representations of gender, race and ethnicity we adopt in

this work. We model gender as a binary variable due to limitations in the demographic name data

we use. However, this is not re�ective of all gender differences in the real world. Future work

could improve our pipeline to be more inclusive by also studying non-binary gender identities.

Another limitation is that we treat the variable of race/ethnicity as categorical, when in reality

the racial and ethnic identities of individuals may intersect multiple groups. While we study here

the intersection of race/ethnicity and gender, we do not study multiple intersections of race and

ethnicity, e.g., Black Hispanic.

SODAPOPidenti�es social biases exhibited by models in the treatment of �rst names; how-

ever, there are other ways in which demographic information may be conveyed through language

to a model, e.g., through pronouns (she), noun phrases (an Asian person), associated concepts

(N.A.A.C.P.), dialect, etc.SODAPOPdoes not measure disparate model behavior towards these
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(a) EA vs. AA (b) EA vs. AS (c) EA vs. HS (d) AS vs. AA

Figure 3.11: t-SNE projection of SR vectors using CDA-gender as the MCQ model.

(a) EA vs. AA (b) EA vs. AS (c) EA vs. HS (d) AS vs. AA

Figure 3.12: t-SNE projection of SR vectors using CDA-race as the MCQ model.

linguistic indicators of demographics.

Lastly, demographic identities are inherently complex and they are constantly evolving as

our society changes. Using names to represent demographic groups can be challenging because

its statistical effectiveness may be dampened by factors including but not limited to time and

geographical locations. A set of names can well represent a demographic group at one moment

in one place, but they may be less representative as people change how they identify themselves

over time and in places with different cultures. It is also challenging to comprehensively represent

some demographic groups as a result of cultural heterogeneity. For example, Asian names can

vary widely due to more �ne-grained categorization within the racial group, where a Japanese

name is usually very different from an Indian name. As a consequence, careful reviews of the

names for each demographic group should be conducted periodically so that the results obtained

by usingSODAPOPare accurate and meaningful to the greatest possible extent.
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3.8 Summary

To the best of our knowledge,SODAPOPis the �rst open-ended pipeline for bias detection

in social commonsense reasoning models. Without pre-speci�ed stereotypic associations, our

pipeline discovers social biases in a model through name substitution and open-ended distractor

generation. We construct a large number of MCQ samples with automatically generated dis-

tractors and substitute the names in MCQs with those representing various demographic groups.

Analyzing the success rate of words in distractors reveals a model's learned social biases. We

also show that biases uncovered bySODAPOPalign with human stereotypes, and these biases

persist even in debiased models. In future work,SODAPOPmay be used to explore biases for

other MCQ tasks, and for tasks in languages other than English, re�ecting biases in a different

cultural setting.
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Chapter 4: The In�uence of Demographic Attributes and Tokenization Length

While the previous chapter has showcased the ef�cacy of employing �rst name substitution

for bias detection, an underlying question persists regarding the causes driving such model behav-

ior. In the current chapter, we study the potential causes by leveraging theSODAPOPframework,

focusing particularly on the impact of demographic attributes and the length of tokenization of

�rst names on the manifestation of biases within the model.

4.1 Motivation and Overview

As thoroughly explained in chapter 3, the task ofsocial commonsense reasoning(Sap et al.,

2019b; Forbes et al., 2020), in which models must reason about social norms and basic human

psychology to answer questions about interpersonal situations, provides a particularly fruitful

setting for studying the phenomenon of name biases in NLP models. Questions in the Social IQa

dataset (Sap et al., 2019b), for example, describe hypothetical social situations with named, but

completely generic and interchangeable, participants (e.g. “Alice and Bob”). Social IQa ques-

tions require models to make inferences about these participants, yet they maintain the convenient

property that the correct (or best) answers should be invariant to name substitutions in most or all

cases.

Leveraging this invariance property, chapter 3 has demonstrated that social commonsense

50



Figure 4.1: A social commonsense reasoning multiple-choice question example identi�ed by
SODAPOP chapter 3 where the model differentially associates “Nichelle” with “violent” and
“Nancy” with “quiet”. Our work aims to disaggregate the in�uence of tokenization and de-
mographic attributes of a name on a model's disparate treatment of �rst names. We obtain the
race statistics from Rosenman et al. (2023).

reasoning models acquire unwarranted implicit associations between names and personal at-

tributes based on demographic factors (Fig. 4.1). Building upon this �nding, we investigate a

natural follow-up question:why?

We identify two possible factors that cause a model's disparate treatment towards names:

demographic attributes and tokenization length. We hypothesize that names associated with dif-

ferentdemographic attributes, in particular race, ethnicity, and gender may cause a model to

represent and treat them differently. These demographic attributes are also strongly correlated

with corpus frequency and tokenization length (Wolfe and Caliskan, 2021).Tokenization (or

segmentation) breaks down an input sentence into a series of subword tokens from a prede�ned

vocabulary, each of which is then, typically, mapped to a word embedding as the input to a con-

temporary language model. A name'stokenization length refers to the number of subwords in

the name following tokenization. In this work, we refer tosingly tokenizedandmultiply tokenized

names as those consisting of one or multiple tokens after tokenization, respectively. As a result,
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singly tokenized names are represented with a single embedding vector, while multiply tokenized

names are represented by two or more. With these potential confounds, we attempt to address the

research question:In social commonsense reasoning, to what extent do demographic attributes

of names (race, ethnicity, and gender) and name tokenization length each have an impact on a

model's treatment towards names?

We �rst conduct an empirical analysis to understand the distribution of tokenization lengths

in names given demographic attributes, and vice-versa. Adopting the open-ended bias-discovery

framework from chapter 3,SODAPOP, we then analyze the impact of demographic attributes and

tokenization length on model behavior. We �nd thatbothfactors have a signi�cant impact, even

when controlling for the other. We conclude that due to correlations between demographics and

tokenization length, systems will not behave fairly unlessbothcontributing factors are addressed.

Finally, we show that a na�̈ve counterfactual data augmentation approach to mitigating name

biases in this task is ineffective (as measured bySODAPOP), concluding that name biases are

primarily introduced during pre-training and that more sophisticated mitigation techniques may

be required.

4.2 Demographic Attributes and Tokenization Length are Correlated

Previously, Wolfe and Caliskan (2021) have shown that White male names occur most of-

ten in pre-training corpora, and consequently, White male names are more likely to be singly

tokenized. We replicate this �nding by collecting 5,748 �rst names for 4 races/ethnicities (White,

Black, Hispanic, and Asian) and 2 genders (female and male) from a U.S. voter �les dataset com-

piled by Rosenman et al. (2023). We compute and plot the conditional probabilities of tokeniza-
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(a) (b) (c) (d)

Figure 4.2: Histograms of �rst names by tokenization lengths (4.2a, 4.2b), race/ethnicity (4.2c),
or gender (4.2d). We normalize the count to 1 and show the distribution by percentage.

(a) (b) (c) (d)

Figure 4.3: Histograms of �rst names by tokenization lengths, race/ethnicity, or gender using
GPT-2 or RoBERTa tokenizer. We normalize the count to 1 and show the distribution by percent-
age.

tion length given demographic attributes (race/ethnicity and gender) and vice-versa in Fig. 4.2

using the BERT tokenizer (Devlin et al., 2019; Wu et al., 2016). LetST be the event that a

name is singly tokenized. We see in Fig. 4.2 thatP(WhitejST), P(STjWhite), P(MalejST),

andP(STjMale) are substantially higher than other conditional probabilities involvingST, con-

�rming Wolfe and Caliskan (2021). We present similar results for RoBERTa (Liu et al., 2019)

and GPT-2 (Radford et al., 2019) tokenizer (Sennrich et al., 2015) in Fig. 4.3.

These observations suggest that a model tends to represent White names and male names

differently from others in terms of the tokenization length. Given these substantial differences

in tokenization lengths across demographic groups, we are motivated to investigate whether to-

kenization is a primarycauseof disparate treatment of names across demographic groups. It is
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(a) Tokenization length (b) Frequency (c) Race/ethnicity (d) Gender

Figure 4.4: tSNE projections of SR vectors for 686 names. The same projection is visualized by
different factors.

important to note here that, even if tokenizationwerethe primary cause of disparate treatment of

names across demographic groups, this discovery would not in itself resolve the fairness concerns

of representational and allocational harms based on race, ethnicity and gender, but it might point

to possible technical solutions. However, as we will show in the next section, disparate treatment

of names across demographic attributes persists strongly even when controlling for tokenization

length (and vice-versa).

4.3 Analyzing the In�uences viaSODAPOP

We follow SODAPOPto investigate how the two factors in § 4.2 in�uence a Social IQa

model's behavior towards names.

4.3.1 Experiment Setup

SODAPOPleverages samples from Social IQa (Sap et al., 2019b), a social commonsense

reasoning multiple-choice questions (MCQ) dataset. Each MCQ consists of a social contextc,

a questionq, and three answer choices� 1; � 2; � 3, one of which is the only correct answer. An

example is shown in Fig. 4.1.
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Subgroup Names For controlled experiments, we obtain at most 30 names for each subgroup

categorized by the intersection of race/ethnicity, gender, and tokenization length (BERT tok-

enizer), resulting in a total of 686 names.

Success Rate Vectors Using millions of MCQ instances,SODAPOPin chapter 3 quanti�es the

associations between names and words usingsuccess rate vectors(SR vectors): a vector whose

entries are the probability of a distractor� i containing wordw to fool the model, given that name

n is in the context.

Recall that each MCQ in Social IQa consists of a social contextc, a questionq, and three

answer choices� 1; � 2; � 3, one of which is the only correct answer. Formally, for an arbitrary

distractor� i , the success rate of a word-name pair(w; n) is

SR(w; n) = P
�

arg max
j 2f 1;2;3g

M (c; q; �j ) = i

�
�
�
�
�
w 2 tok (� i )

�
^

�
n 2 tok (c)

�
�

; (4.1)

whereM (c; q; �j ) produces the logit for answer choice� j using a MCQ modelM , and

tok splits the input by space so as to tokenize it into a bag of words and punctuation. Asuccess

rate vector for a namen composesjV j entries ofSR(w; n) for all w 2 V, whereV is the set

of vocabulary (i.e., words appearing in all distractors above a certain threshold). Speci�cally,

we set the threshold to be1; 000 in our experiments. For illustration, out of 5,457 distractors

containing the word “violent” we generated for the name “Nichelle” (Fig. 3.1), 183 misled the

model to pick the distractor over the correct answer choice. The success rate for the word-name

pair (“violent” ; “Nichelle”) is 183
5457 = 3:28%.
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Clustering of the Success Rate VectorsThe clustering of SR vectors can be visualized by

tSNE projections. To quantify the tightness of clustering between two groups of SR vectors

A; B , we �rst �nd the centroids�! cA ; �! cB by averaging 3 random SR vectors within each group.

Then, for each SR vector�! s (including the 3 random vectors for centroid computation), we

assign a labela if its euclidean distance is closer to�! cA , otherwiseb. We check the accuracyx of

this nä�ve membership prediction. The membership prediction accuracy on SR vectors produced

by a fair model would be close to 0.5, indicating that name attributes are not easily recoverable

from their corresponding SR vectors. We evaluate the statistical signi�cance using a variant

of the permutation test. The null hypothesis is that the SR vectors of groupsA andB are no

more clusterable than a random re-partitioning ofA [ B would be. We randomly permute and

partition the SR vectors intoA0; B 0 with the same cardinality each and relabel them. We predict

the membership of SR vectors based on their distance to the new centroids�! cA
0; �! cB

0, obtaining

accuracyx0. Thep-valueP(x0 > x ) is estimated over10; 000runs.

4.3.2 Results: Both Factors Matter

We use the 686 names across all subgroups, almost evenly distributed by demographic

attributes, and obtain the tSNE projection of their SR vectors (obtained using BERT, and the

dimension is736) in Fig 4.4. We observe clear clustering by tokenization length, race/ethnicity,

and gender. Since tokenization length is generally correlated with corpus frequency, we also see

weak clustering of the SR vectors by frequency.

We report the membership prediction accuracy of SR vectors (obtained by runningSO-

DAPOPon a �netuned BERT model for Social IQa) for all pairs of subgroups in Fig. 4.5a. Each
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(a) BERT (§ 4.3)
(b) BERT with Counterfactual Data Augmenta-
tion (§ 4.4)

Figure 4.5: Membership prediction accuracy of SR vectors (pairwise comparisons). An ideal
accuracy is� 0:5. “TL”: tokenization length. “F”: female. “M”: male. * indicates statistical
signi�cance atp < 0:001andy atp < 0:01.

cell in the �gure shows the separability of SR vectors for names from two groupings. To illus-

trate, the top left cell shows singly tokenized White male names are highly separable (> 80%)

from singly tokenized White female names; the entire heatmap shows the results for all pairs. As

we vary one and control the other confounding factors, we �nd that each of race/ethnicity, gender,

and tokenization length are name attributes that lead to systematically different model behavior,

as measured by membership prediction accuracy. Almost all prediction accuracy is close to1:0,

indicating perfect separation of the clusters, withp < 0:001in nearly all settings. We see in Fig.

4.5a, for instance, that SR vectors of singly tokenized Black female names and singly tokenized

White female names are perfectly classi�ed, so race is still a pertinent factor even controlling for

gender and tokenization. In contrast, SR vectors for singly tokenized Asian male and Asian fe-

male names are not distinguishable, although gender appears to in�uence model behavior under

most other controlled settings.
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(a) Tokenization length (b) Race/ethnicity (c) Gender (d) Frequency

Figure 4.6: tSNE projections of SR vectors for 608 random names using RoBERTa, visualized
by frequency in the pre-training corpus, tokenization length, race/ethnicity, and gender associated
with the names respectively.

(a) Tokenization length (b) Race/ethnicity (c) Gender (d) Frequency

Figure 4.7: tSNE projections of SR vectors for 608 random names using GPT-2, visualized by
frequency in the pre-training corpus, tokenization length, race/ethnicity, and gender associated
with the names respectively.

We illustrate the tSNE projections of SR vectors for RoBERTa and GPT-2 in Fig. 4.6 and

Fig. 4.7 respectively. The dimension of the SR vectors is660for these two models. The plots

show that, as we control each of the factors in our analysis, both RoBERTa and GPT-2 treat names

differently in the downstream task of social commonsense reasoning.

We also report the membership prediction accuracy for RoBERTa and GPT-2 in Fig. 4.8.

We observe that gender, race/ethnicity, and tokenization length are all strongly correlated with the

model's disparate treatment of names in these models as well. GPT-2 behaves similarly as BERT,

where tokenization length, race/ethnicity, and gender are all factors that indicate the model's

different behavior towards names.

We observe that these additional results also demonstrate a similar trend as BERT, gener-

ally supporting the hypothesis that models exhibit disparate behavior for different names based
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(a) RoBERTa (b) GPT-2

Figure 4.8: Membership prediction accuracy of SR vectors (pairwise comparisons). An ideal
accuracy is close to0:5. “TL”: tokenization length. “F”: female. “M”: male. * indicates statistical
signi�cance atp < 0:001andy atp < 0:01.

on their demographic attributes as well as tokenization length. However, the results for RoBERTa

and GPT-2 are less strong than that of BERT. We speculate a variety of reasons that could give rise

to the different results among these models. One potential major cause is the different tokeniza-

tion algorithms used by the models: BERT uses WordPiece (Wu et al., 2016) while RoBERTa

and GPT-2 use Byte-Pair Encoding (Sennrich et al., 2015) for tokenization. Due to this differ-

ence, the tokenization length of a name can vary in these models. For example, “Nancy” is singly

tokenized in BERT but is broken down into[``N'', ``ancy''] in RoBERTa or GPT-2. Beyond

tokenization, the different pre-training algorithms and training corpora will also likely contribute

to the slightly different observations between Fig. 4.5 and Fig. 4.8.
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4.4 Counterfactual Data Augmentation

We apply counterfactual data augmentation (CDA) to the Social IQa training set as we

attempt to �netune a model that is indifferent to both tokenization length and the demographic

attributes of names. We choose to experiment with CDA because it would shed light on the source

of name biases. If biases mostly arise from �netuning, we expect �netuning on Social IQa with

CDA would largely address the problem; otherwise, biases mostly originate from pre-training

and are not easily overridden during �netuning.

For each Social IQa sample, we identify the original names using Stanford NER (Finkel

et al., 2005). We �nd that more than99%of samples contain one or two names. We create copies

of the MCQ samples and replace the identi�ed names with random names from our sampled

sub-groups such that the overall name frequency is evenly distributed over tokenization lengths

and demographic attributes, resulting in an augmented set whose size increases by16� . We

�netune a BERT model with the augmented set. However, this na�̈ve solution is rather ineffective

(Fig. 4.5b). This negative result is not surprising as it aligns with the observations in chapter 3 that

SODAPOPcould detect biases even in models debiased with state-of-the-art algorithms. It also

indicates that pre-training contributes to the biased model behavior. Hence, a more sophisticated

solution is needed to tackle this problem.

4.5 Limitations

While this chapter sheds light on the in�uence of demographic attributes and tokenization

length on model behavior toward various �rst names, we acknowledge a few limitations in this
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study. Some of these limitations could provide valuable directions for future research.

Incomplete representation of all demographic groups We highlight that the names used in

our study are not close to a complete representation of every demographic group in the United

States or world. In our study, we adopt the de�nition of race/ethnicity from the US census survey,

using US-centric racial and ethnic categorizations that may be less applicable in other countries.

We adopt a binary model of gender (female and male), based on the SSA dataset, which is derived

from statistics on baby names and assigned sex at birth; this approach limits our ability to study

chosen �rst names, or to study fairness with respect to non-binary and transgender people. For

race/ethnicity, our study is limited to US census categories of White, Black, Hispanic, and Asian.

We are unable to include American Indian or Alaska Native in our study, for instance, as we

were unable to identify any names from this group that met our inclusion criteria of> 50%

membership according to our name data source.

Furthermore, by using �rst names as a proxy for demographic attributes, we are only able

to study certain demographic attributes that plausibly correlate with names (e.g., race, ethnicity,

and gender) but not other demographic attributes that are likely harder to infer from names (e.g.,

ability or sexual orientation). Other demographic attributes that may be discernible to varying

degrees from �rst names were excluded from the scope of this study (e.g., nationality, religion,

age).

Assumption: Invariance under name substitution Invariance under name substitution, while

a valuable fairness criterion for Social IQa, may not hold in all other task settings. For example,

a factoid QA system should provide different answers to the questions “What year was Adam
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Smith born?” (1723) and “What year was Bessie Smith born?” (1894).

Extended evaluation time and heavy computational costsDue to the huge number of MCQ

instances we construct for evaluation and a diverse set of names to cover multiple demographic

identities, it takes a considerably large amount of time and computational resources to obtain the

analysis results. The evaluation time for 4 million MCQs across more than 600 names is costly.

We approximate that it takes about 7 days using 30 GPUs (a combination of NVIDIA RTX A4000

and NVIDIA TITAN X) for each model. However, it is worth noting that the extensive analysis

on a wide range of MCQ instances and names makes our observations more statistically robust. A

future research direction may be optimizing the implementation of SODAPOP framework, which

we use as a major experiment setup to obtain the analysis, for more ef�cient evaluation.

(In)effectiveness of counter-factual data augmentation It is worth noting that the ineffective

result we obtained is not surprising because SODAPOP has demonstrated that models that are

trained with existing state-of-the-art debiasing algorithms continue to treat names differently (An

et al., 2023). Although we �nd that controlling the name distribution in the �netuning dataset

to be rather ineffective in mitigating the disparate treatment of names, it is an open question if

applying CDA to the pre-training corpus would be more effective. A recent work proposes to

apply CDA to the pre-training corpus (Qian et al., 2022), and it will likely be a great source to

use for investigating our open question here.

62



4.6 Summary

We have demonstrated that demographic attributes and tokenization length arebothfactors

of �rst names that in�uence social commonsense model behavior. Each of the two factors has

some independent in�uence on model behavior because when controlling one and varying the

other, we observe disparate treatment of names. When controlling for tokenization length (e.g.

Black male singly-tokenized names vs White male singly-tokenized names) we still �nd disparate

treatment. Conversely, when we control for demographics (e.g. Black female singly-tokenized

vs Black female triply-tokenized names), the model also treats those names differently. Because

demographic attributes (race, ethnicity, and gender) arecorrelatedwith tokenization length, we

conclude that systems will continue to behave unfairly towards socially disadvantaged groups

unlessbothcontributing factors are addressed. We demonstrate the bias mitigation is challenging

in this setting, with the simple method of counterfactual data augmentation unable to undo name

biases acquired during pre-training.
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Chapter 5: Investigating Hiring Discrimination in LLMs

In this chapter, we shift our focus to another type of social bias, which related to hiring

and occupation. We attempt to quantify biases inherent in LLMs when they are prompted to

make hiring decisions. The methodology presented in this chapter effectively uncovers model

biases in hiring through large-scale, semi-automated means, without requiring manually curated

diagnostic datasets.

5.1 Motivation and Overview

Field experiments in prior social science research (Bertrand and Mullainathan, 2004; Cot-

ton et al., 2008; Kline et al., 2022) have demonstrated that Black- or White-sounding names play

a non-trivial role in in�uencing the hiring decision of candidates with similar quali�cations. Their

results suggest that applicants with names perceived as African American encounter signi�cantly

fewer opportunities in comparison to their counterparts with names perceived as European Amer-

ican. Following the rapid advancement of large language models (LLMs; Touvron et al., 2023a,b;

OpenAI, 2023), a number of studies have examined the ways in which LLMs exhibit human-like

behaviors and cognitive biases (Aher et al., 2023; Dillion et al., 2023; Argyle et al., 2023). In

this work, we pose the following question:When prompted to make hiring decisions, do LLMs

exhibit discriminatory behaviors based on the race, ethnicity, and gender associated with a job
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Figure 5.1: We study if LLMs exhibit labor market discrimination based on various �rst names
used in the input prompts that ask a model to write an open-ended application outcome email.
Our observations show the disparate treatment of different �rst names by LLMs in general. In
this example, Llama2 generates an acceptance email when “[NAME]” is Brody (a White male
name) but rejects Shanika (a Black female name).

applicant's name?

There are several reasons to study this question: (1) To contribute to scienti�c understand-

ing of the internal, representational biases of LLMs, (2) to demonstrate the potential harms of

using LLMs in real-world hiring decisions, and (3) as further validation of LLMs as a tool for

social scientists to cheaply test hypotheses prior to conducting costly, real-world studies. The re-

search question has implications for understanding bothrepresentationalandallocationalharms

of LLMs (Barocas et al., 2017; Crawford, 2017; Blodgett et al., 2020).

We design a series of prompts that ask an LLM to write an email (e.g., on behalf of a hiring

manager) to inform a job applicant about the outcome of their hiring decision. In all settings,

the prompt contains the instructions to the LLM and the �rst name of the job applicant. We

experiment with three additional variables: the job title (position sought), the candidate's level
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of quali�cation, and template (para)phrasing. Crucially, the prompt doesnot specify whether to

accept or reject the applicant; thus, to ful�ll the instructions, the model must choose.

With large-scale analysis of these generations (over 2 million emails), we �nd that LLMs

tend to favor White applicants in making hiring decisions. In contrast, models tend to disadvan-

tage names associated with underrepresented groups. In particular, Hispanic names receive the

least favorable treatment. While it is (hopefully) unlikely that employers would use LLMs in

precisely this fashion, we believe that, by isolating the in�uence of names on hiring decisions,

these experiments may serve as a “canary in the coalmine,” indicating the risk of possible fairness

issues with the use of LLMs at other stages of the hiring pipeline, or in professional workplace

settings more generally.

5.2 Experiment Setup

To study the in�uence of race and gender on LLMs' hiring decisions, we develop a set of

prompt templates instructing models to write an email to a job applicant informing them of a

hiring decision. Each template contains a “[NAME]” placeholder, which we substitute with �rst

names statistically associated with a particular race or ethnicity, and gender in the United States.

We then measure the average rate of acceptance within each demographic group and compare

it to the average acceptance rate over all groups. This methodology of �rst-name substitution is

well established in the social sciences and in NLP research for measuring biased or discrimina-

tory behavior in humans or models (Greenwald et al., 1998; Bertrand and Mullainathan, 2004;

Caliskan et al., 2017).
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5.2.1 Collecting First Names

Of our name data sources, Rosenman et al. (2023) provide the racial/ethnic distribution

among �ve categories: “White”, “Black”, “Hispanic”, “Asian”, and “Others.” This categorization

of race/ethnicity primarily follows the U.S. Census Bureau's de�nition of race and ethnicity. For

robust results, we only include names that have more than 1,000 occurrences in the data source

provided by Rosenman et al. (2023). We assign the majority race (> 50%) as the race associated

with a name. No names in the dataset meet the inclusion criteria for the category “Others” and

there are fewer than 15 names for “Asian.” As a result, our study only involves the other three

racial/ethnic categories. With reference to the SSA dataset,1 we use the majority gender (> 50%)

to approximate the gender associated with a name. We only include a name in our study if it

appears in both of the data sources.

Within each racial and gender subgroup (e.g., Black female), we then rank the names by

their percentage of the majority race and select the top 50 ones for our experiments. As a result,

we obtain 300 names in total.

5.2.2 Prompts

We write one template to begin testing the behavior of LLMs in making hiring decisions

in an under-speci�ed context. To mitigate the model's sensitivity to different template phras-

ing (Shin et al., 2020; Sancheti and Rudinger, 2022; Lu et al., 2022), we use ChatGPT 3.52 to

paraphrase our �rst template into 4 variations, resulting in 5 base templates in total. The instruc-

tion we use for the paraphrasing task is shown in 5.2.1.

1https://www.ssa.gov/oact/babynames/
2https://chat.openai.com/
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Prompt 5.2.1: Prompt Paraphrasing

Help me �nd four ways to paraphrase the following sentence. Keep the placeholder terms like “[NAME]”, “pronounposs”, and “pro-

nounsubj”.

Write an email informing [NAME] about pronounposs application decision for the role pronounsubj has applied.

Note that the root template used for paraphrasing is slightly different from our �rst root

template in Fig. 5.2 as this one contains pronouns. We later choose to experiment with a modi�ed

template without any pronouns so that we can control any potential in�uence on model generation

exerted by different pronouns like “she” and “he.” This would allow us to focus on studying the

model behavior towards different �rst names with minimal in�uence of gendered pronouns.

For each base template, we add additional information about the job role to probe model

behavior under the in�uence of 40 occupations in addition to an under-speci�ed setting. In total,

we have41 occupational roles for each template, including the one where the occupation is not

speci�ed. Furthermore, we attempt to give an LLM information about candidate quali�cation and

test if it makes more informed decisions following this additional hint. We prepend a sentence

directly describing one of the three levels of quali�cations (“highly quali�ed”, “somewhat qual-

i�ed”, and “not quali�ed”) to the templates for each role. As a result, we have a total number of

820 templates, enumerating all possible combinations of 4 quali�cation levels, 5 base templates,

and 41 occupational roles, as shown in Fig. 5.2.

5.2.3 Models

We carry out our experiments using �ve state-of-the-art instruction-tuned generative LLMs:

Mistral-Instruct-v0.1 (Jiang et al., 2023), Llama2 (Touvron et al., 2023b) with three different

model sizes (7b, 13b, and 70b), and GPT-3.5-Turbo (Ouyang et al., 2022). For open-source mod-
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Figure 5.2: The Cartesian product of the three sets of elements in this �gure gives rise to all
our 820 templates used in the study. Both “[ROLE]” and “[NAME]” are placeholder tokens that
are instantiated with some occupation and some �rst name, respectively, during the construction
of a prompt. If a prompt contains the description of the candidate's quali�cation, the sentence
indicating the quali�cation is prepended to the base template. *When the role is not speci�ed,
the phrase “of [ROLE]” in gray is omitted.

els, we execute the experiments with 3 different random seeds for reproducibility. We note that

due to limited computational resources, we run the experiments on a smaller scale for Llama2-

70b and GPT-3.5-Turbo, obtaining756; 000emails for Mistral-7b and Llama2-f 7b, 13bg, 48; 000

emails for Llama2-70b, and19; 200emails for GPT-3.5.

Llama2 Hyperparameters We mainly follow the hyperparameters recommended in the origi-

nal Llama2 repository,3 where temperature= 0:6, top p = 0:9, max batchsize= 4. We set both

max seqlen and maxgen len to be256. The same set of hyperparameters is used for all thre

model sizes (7b, 13b, and 70b). Note that even if temperature is non-zero, our experiments are

reproducibility because we have set the random seed (1,42,50) to obtain the experimental results.

GPT-3.5-Turbo Hyperparameters We keep a consistent temperature with Llama2, tempera-

ture= 0:6, max tokens= 256, frequencypenalty= 0:9 and presencepenalty= 1:9. We leave

other hyperparameters to be default values.

3https://github.com/facebookresearch/llama
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Mistral-Instruct-v0.1 Hyperparameters The model size of Mistral-Instruct-v0.1 is 7b. We

use temperature= 0:6, max new tokens= 256, do sample= True, top p = 5 as hyperparameters

for generation. Note that even if temperature is non-zero, our experiments are reproducibility

because we have set the random seed (1,42,50) to obtain the experimental results.

5.2.4 Generation Validity

We randomly sample 30 instances for each intersectional group and manually check the

validity of the generated content in a total of180emails generated from Llama2-13b. An email

is valid if it (1) follows a typical email communication format with �uent content and (2) clearly

communicates the binary application outcome (accept or reject). Validity rates for each model

are shown in Table 5.1.

5.2.5 Email Classi�cation

Our experiments require labeling over2M emails as acceptances or rejections. To auto-

mate this, we train a support vector machine (SVM) model with TF-IDF features (Ramos et al.,

2003) using1; 200manually annotated instances per LLM, evenly distributed across gender and

race/ethnicity. To further mitigate the risk of demographic bias in the classi�er, applicant names

are redacted during training and usage. For instance, the classi�er achieves an F1 score of0:98on

the170valid emails randomly sampled from Llama2-13b generations, showing that accept and

reject emails are easy to distinguish. Table 5.1 shows the classi�er performance on the generated

emails from each LLM.
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Model Validity
Precision Recall

F1
Accept Reject Accept Reject

Llama2-7b 0.86 0.89 0.97 0.97 0.91 0.94
Llama2-13b 0.94 0.94 1.00 1.00 0.98 0.98
Llama2-70b 0.95 0.98 1.00 0.99 1.00 0.99
Mistral-7b 0.83 0.98 0.97 0.93 0.99 0.97
GPT-3.5 1.00 1.00 1.00 1.00 1.00 1.00

Table 5.1: Validity rate of email generation and the performance of our classi�er on predicting
the application outcomes indicated in the valid emails.

5.2.6 Permutation Test

To measure if a group is treated signi�cantly more or less favorably in comparison with

the overall acceptance rate, we conduct an adapted version of the permutation test introduced

in § 2.5. Considering one demographic groupA out of the whole population in our study, our

null hypothesis is thatA has the same acceptance rate as the global population under the same

setting. We �rst computed, which is the difference between the average acceptance rate of group

A and that of the global population. We then permute the identity labels of the whole population,

obtainingA 0, which has the same cardinality asA . We �nd d0, the new difference between

the average acceptance rate ofA 0 and that of the global population. Thep-value is estimated

by repeating the permutation step for a large number of times (5; 000 in our experiments) and

calculatingP(d0 > d).

5.3 Results and Discussion

We examine the generated emails from a variety of LLMs and elaborate how they relate

to known labor market discrimination. We present the acceptance rates for every intersectional

group in different templatic settings and models in Table 5.2 to Table 5.4. To measure the statisti-
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cal signi�cance in the difference between the email outcome distributions, we conduct a permu-

tation test between each group's acceptance rate and the population acceptance rate. We note that

in Table 5.2, we conduct separate permutation tests for each individual job �rst, and then combine

the p-values using Fisher's method (Fisher, 1928) to obtain the aggregate statistical signi�cance

across multiple occupational roles.

Differences are small but statistically signi�cant. We aggregate the acceptance over (1) a

subset of 7 occupational roles4 and (2) all 41 occupational roles respectively for different models

in Table 5.2. We observe that the absolute differences between the highest and lowest acceptance

rate for different groups are generally small (between1:60%and3:78%across models). Despite

the small magnitude, our permutation test testi�es the statistical signi�cance. A model that dis-

criminates in a small but statistically signi�cant manner can still be problematic. An absolute

disadvantage of3:78%based purely on the racial, ethnic, or gender associations of one's name

should be concerning, particularly as such differences, if systematic, can accumulate throughout

a pipeline where a series of slightly discriminatory decisions are made (Alexander, 2011).

Acceptance rates are uniformly lowest for Hispanic male names. Hispanic male applicants

consistently receive the least favorable treatment in many settings across Mistral-7b (Tables 5.2, 5.3, 5.4),

Llama2-f 7b, 13b, 70bg (Tables 5.2, 5.3, 5.4), and GPT-3.5 (Table 5.2). Lower LLM-based ac-

ceptance rates for applicants with Hispanic names echoes prior �ndings of discrimination against

Hispanic individuals in the labor market (Reimers, 1983; Chiswick, 1987; Cross, 1990; Kenney

4The seven roles include the under-speci�ed setting, software engineer, CTO, secretary, hairdresser, carpenter,
and mechanician. We choose to experiment with these seven roles because of their strong gender association in-
dicated in WinoBias (Zhao et al., 2018a) or their frequent occurrence in Llama-2 generations in our preliminary
experiments.
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7 Occupational Roles 41 Occupational Roles

Mistral-7b Llama2-7b Llam2-13b Llama2-70b GPT-3.5Mistral-7b Llama2-7b Llam2-13b

White Female 52.61y 49.72 35.13y 26.59 27.23 54.88y 49.65 34.02y

White Male 54.89y 49.70 34.69y 26.66 25.11y 57.16y 49.51 33.14y

Black Female 55.36y 51.00y 33.15 28.06y 26.25 57.16y 50.70y 33.05�

Black Male 53.89 49.99 33.42 27.23 25.29 55.90 49.45 32.46
Hispanic Female 55.03y 49.28y 32.65� 26.46 28.23y 56.99y 49.02 32.26
Hispanic Male 52.80y 48.56y 31.57y 26.95 24.45y 54.90y 47.36y 30.38y

Max Difference 2.75 2.44 3.56 1.60 3.78 2.28 3.34 3.64
Average 54.10 49.71 33.43 26.99 26.09 56.16 49.28 32.55

Number of Emails 144000 144000 144000 48000 19200 756000 756000 756000

Table 5.2: Acceptance rate (%) in each model in our study. Notations: blue - signi�cantly above
average; red - signi�cantly below average;y indicatesp < 0:01; � indicatesp < 0:05 under the
permutation test.

and Wissoker, 1994; Woods, 2000; Duncan et al., 2006). If deployed by employers for hiring

decisions, LLMs could further entrench, systematize, and amplify hiring discrimination against

Hispanic job applicants.

Some groups exhibit higher acceptance rates.Table 5.2 shows that White male and Black

female names receive above-average acceptance rates overall in two and three of �ve models

tested, respectively. The trend that models often favor White male applicants re�ects existing

disparities in the U.S. labor market (Galgano, 2009; Ritter and Taylor, 2011; McDonald et al.,

2014; Pedulla and Pager, 2019) and pose a risk of exacerbating them if LLMs are adopted for

employment decisions. The results observed for Black female names are interesting as they run

counter to the real-world resume study of Bertrand and Mullainathan (2004). However, when

occupations are grouped by education level5 (Table 5.3), we observe that higher acceptance rates

for Black female names on Mistral-7b only applies to occupations in the “no formal education”

and “postsecondary non-degree award” categories.

5Data source:https://www.bls.gov/emp/tables/education-and-training-by-occupation.htm
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Llama2-70b shows least variation across groups.Llama2-70b appears to exhibit the least

variation in acceptance rates across groups (Table 5.2), with a range of1:6%between the groups

with the highest and lowest overall acceptance rates. By contrast, the corresponding ranges for

Llama2-13b and GPT-3.5 are3:56%and3:78%, respectively.

Quali�cations matter. In Table 5.4 we group results by stated quali�cation levels and observe

a couple trends across models. When candidate quali�cation level is not speci�ed, it appears that

female names receive higher acceptance rates in general than male names; however, when candi-

dates are described as only “somewhat quali�ed” or “not quali�ed,” White names, in particular

White male names, appear most likely to receive acceptances. While our results do not offer an

explanation forwhythese trends occur, we speculate that it could pertain to a (real or perceived)

gender “con�dence gap” wherein partially-quali�ed female job seekers are less likely to apply for

positions than their partially-quali�ed male counterparts (Niederle and Vesterlund, 2007; Croson

and Gneezy, 2009).

5.4 Limitations

Incomplete representation of demographic identities. Due to the limited data availability

of �rst names, we are only able to thoroughly study names representing three races/ethnicities

(Black, White, and Hispanic) and two genders (female and male). Getting a large number of

names from the underrepresented demographic groups is a common challenge in research on �rst

name biases (Sandoval et al., 2023). In addition, it is essential to recognize that our diverse com-

munity encompasses numerous other racial, ethnic, and gender identities, not to mention various

demographic attributes such as nationality, religion, disability, and many more. We acknowledge
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Doctoral Master's Bachelor's High school Postsecondary No formal edu

M
is

tr
al

-7
b

White Female 61.37 56.73 55.57� 53.26y 56.82 53.71y

White Male 62.15 58.27� 57.80� 55.28 58.44 56.65�

Black Female 61.82 56.60 57.51 55.48 58.77� 56.76y

Black Male 60.55 56.70 56.27 54.06 57.30 55.54
Hispanic Female 61.90 56.53 57.34 55.70� 58.69� 56.31
Hispanic Male 60.25� 55.50 55.07y 53.58� 55.85y 54.50�

Population Avg 61.34 56.72 56.59 54.56 57.65 55.58
Ll

am
a2

-7
b

White Female 48.82 51.37� 52.04 50.96 49.79 47.51
White Male 48.77 48.10 52.66 50.18 50.19 47.22
Black Female 48.83 51.77y 53.34y 51.57y 50.79y 48.76y

Black Male 47.52 49.53 52.35 50.01 49.71 47.52
Hispanic Female 47.88 49.00 52.11 50.41 48.91 46.75
Hispanic Male 46.38y 46.87y 51.05y 48.47y 47.78y 44.69y

Population Avg 48.03 49.44 52.26 50.27 49.53 47.07

Ll
am

a2
-1

3b

White Female 32.03y 37.47� 38.89y 34.86y 33.47y 31.20y

White Male 30.28 35.13 37.81� 33.92 33.06� 30.52
Black Female 30.70 38.07y 37.12 34.10 32.45 30.43
Black Male 30.62 36.27 36.87 33.00 32.06 29.92
Hispanic Female 30.07 35.57 35.90� 33.66 31.99 29.76
Hispanic Male 27.82y 32.60y 34.58y 31.75y 29.76y 27.84y

Population Avg 30.25 35.85 36.86 33.55 32.13 29.95

No. of Emails 36000 18000 180000 126000 90000 288000

Table 5.3: Acceptance rate (%) of each intersectional group in emails generated by three models
across various minimum educational requirement for different occupational roles. Notations:
blue - signi�cantly above average; red - signi�cantly below average;y indicatesp < 0:01; �
indicatesp < 0:05under the permutation test.

that some of these attributes are not strongly correlated with �rst names and thus it is less feasible

to use names as a proxy to represent these demographic traits. While our study concentrates on

a small subset of demographic identities that can be inferred from �rst names statistically, our

�ndings concerning �rst name biases in email generation carry signi�cant importance and serve

as a poignant reminder to utilize LLMs in a fair and responsible manner.

Incomplete representation of occupations. In this chapter, we have only studied40different

occupational roles on a coarse-grained level. However, the 2018 Standard Occupational Classi�-

cation (SOC) system6 contains867occupations. There remains a large number of occupational

roles not being tested in our experiments. It is inconclusive, although likely, that LLMs would

also have differential treatment towards different �rst names for other occupations. Additional

6https://www.bls.gov/soc/
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not speci�ed highly quali�ed somewhat quali�ed not quali�ed

M
is

tr
al

-7
b

White Female 77.30 98.47 42.90y 0.24
White Male 76.54 98.46 52.83y 0.27
Black Female 77.63� 99.00y 51.24 0.23
Black Male 75.57� 98.56 48.60 0.31
Hispanic Female 76.95 98.95y 51.13 0.30
Hispanic Male 75.49� 98.22y 45.11� 0.27

Population Avg 76.58 98.61 48.64 0.27
Ll

am
a2

-7
b

White Female 52.14� 77.49 58.36 10.11
White Male 49.57y 78.15 59.25y 10.62�

Black Female 54.64y 78.99� 58.60 10.30
Black Male 50.02� 78.74 58.64 10.05
Hispanic Female 52.44y 77.42 56.36y 9.81
Hispanic Male 47.47y 76.53y 55.66y 9.63

Population Avg 51.05 77.89 57.81 10.09

Ll
am

a2
-1

3b

White Female 33.02 62.72y 37.21y 3.17�

White Male 30.62y 61.83 37.10y 3.19y

Black Female 34.81y 61.02 33.10 2.95
Black Male 31.91 61.05 34.07 2.70
Hispanic Female 33.24� 60.44 32.74� 2.51y

Hispanic Male 29.22y 58.40y 31.28y 2.61�

Population Avg 32.14 60.91 34.25 2.86

No. of Emails 189000 189000 189000 189000

Table 5.4: Acceptance rate (%) of each intersectional group in emails generated by three models
across different levels of quali�cations stated in the prompts. Notations: blue - signi�cantly above
average; red - signi�cantly below average;y indicatesp < 0:01; � indicatesp < 0:05 under the
permutation test.

extensive experiments would need to be conducted in order to assess the validity of this hypoth-

esis.

A wider range of LLMs could be tested. In our experiments, we have tested 5 state-of-the-art

models of considerably very large model sizes (all� 7b). However, the discrimination and biases

in smaller language models are not studied in our work. Since these smaller models typically have

weaker instruction-following abilities, our hypothesis is that they may exhibit different behavior

from the larger models, especially when the input prompt states the candidate is not quali�ed.

We leave the study of smaller models as future work.
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Not simulating the entire hiring process. Our prompts are designed to study LLMs' discrim-

inatory behavior in labor market with little to no additional information about the applicant. This

simulation is different from a realistic hiring process in real life where substantially more infor-

mation about a candidate would be made available to the hiring team. Despite a much simpli�ed

processing of getting to know a job applicant, the short but focused input prompt could directly

reveal the representational biases in LLMs without the distraction of additional applicant details.

5.5 Summary

Through the use of820templates and300names, we generate over756; 000job application

outcome noti�cation emails per model that we use to measure LLMs' discriminatory behavior in

hiring decisions. Our analyses demonstrate the presence of such discrimination in some LLMs

against some traditionally underrepresented groups, such as Hispanic, as their acceptance rates

are systematically lower than the average in multiple cases. White applicants, however, are often

portrayed in a more positive light with a higher chance of getting accepted. Our �ndings alert the

community to be concerned about the implicit biases within the model as they could cause both

representational and allocational harms to various demographic groups in downstream tasks.
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Chapter 6: Gender and Occupation in LLM Representations

The previous chapter has demonstrated the presence of occupational biases in some LLMs,

as they may discriminate against traditionally disadvantaged groups when making hiring deci-

sions or reinforce existing gender-occupation stereotypes. However, the question ofwhy and

how this occurs remains open. In this chapter, we attempt to address this question by examin-

ing LLM representations of gender for �rst names in various occupational contexts to study how

occupations and the gender perception of �rst names in LLMs in�uence each other mutually.

We �nd that LLMs' �rst-name gender representations correlate with real-world gender statistics

associated with the name, and are in�uenced by the co-occurrence of stereotypically feminine or

masculine occupations. Additionally, we study the in�uence of �rst-name gender representations

on LLMs in a downstream occupation prediction task and their potential as an internal metric to

identify extrinsic model biases. While feminine �rst-name embeddings often raise the probabil-

ities for female-dominated jobs (and vice versa for male-dominated jobs), reliably using these

internal gender representations for bias detection remains challenging.

6.1 Motivation and Overview

Gender-occupation stereotypes have long been a challenge to address in language technol-

ogy systems (Rudinger et al., 2018; Zhao et al., 2018a; Romanov et al., 2019; Sun et al., 2019b;
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Sheng et al., 2019; Ju et al., 2024; Wan and Chang, 2024). As �rst names are often used as

proxies for gender, society may develop expectations and stereotypes about occupational roles

associated with gender-revealing names. Social science research demonstrates that such stereo-

types can cause harm in education (Harari and McDavid, 1973; Pozo-Garc�́a et al., 2020) and

employment (Smith et al., 2005), as individuals receive disparate treatment based solely on their

feminine or masculine �rst names, even when all other factors are held constant.

With the advent of large language models (LLMs; Achiam et al., 2023; Team et al., 2023;

Jiang et al., 2023; Dubey et al., 2024), prior studies have shown some of them exhibit human-like

biases and leverage gender stereotypes about �rst names (Eloundou et al., 2025) when making

hiring decisions (Nghiem et al., 2024; Wilson and Caliskan, 2024) and writing recommendation

letters (Wan et al., 2023). In particular, gender-occupation stereotypes are a well studied research

topic (Kotek et al., 2023; Veldanda et al., 2023b; Wang et al., 2024; Leong and Sung, 2024; Zhang

et al., 2025). However, existing work mostly takes a black-box approach, providing limited

insights into the potential causes of model behavior that mimics human-like gender stereotypes

associated with �rst names, leaving thewhyandhowas open questions. We address this gap by

examining models' internal representations of gender. While prior work has studied the gender

information encoded in embeddings (Bolukbasi et al., 2016; Caliskan et al., 2017; Basta et al.,

2019), we establish connections between models' internal gender representations and their biased

behavior in a downstream task associated with �rst names, demonstrating the mutual in�uence

between occupation and LLM representation of gender for �rst names.

To explain the model's biased behavior, we conduct a systematic study of the internal gen-

der representations of �rst names in LLMs across occupational contexts, as illustrated in Fig. 6.1.

We obtain the �rst-name gender representations by projecting their respective contextualized
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Figure 6.1: We derive LLM representations of gender for �rst names by projecting their contex-
tualized embeddings onto an approximated gender direction. We �nd that these representations
shift with the occupational context, e.g., “nurse” (90:9%female) increases femininity, while “co-
median” (21:1%female) skews masculinity. We also examine how these gender representations
correlate with biased behavior in downstream occupation prediction.

embeddings onto an approximated gender direction, computed by adapting an existing gender

direction algorithm (Bolukbasi et al., 2016; Basta et al., 2019) to open-source LLMs with thor-

ough validation (§ 6.2). Our observations show: (a) that these internal representations reveal

the gender assumptions made by LLMs about �rst names, which align with real-world statis-

tics (§ 6.3.1); and (b) that the gender representations can be sensitive to the contextual information

about occupation (§ 6.3.2). Furthermore, in the downstream task of occupation prediction from

biographies (De-Arteaga et al., 2019), we perform a series of counterfactual name-replacement

experiments using a �xed set of contexts (including biographies of both female and male indi-

viduals) to isolate the in�uence of different �rst names. Our results, based on over 12 million

prompts across four LLMs, show that LLMs achieve higher true positive rates for gender-biased

occupations when the gender associated with a �rst name aligns with the bias. Our analysis high-

lights the internal trends between �rst-name representations and occupation prediction in LLMs

that may explain this biased behavior, albeit with limited correlation (§ 6.4).

While most studies focus on the binary gender association of �rst names for simplic-
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(a) (b) (c) (d) (e)

Figure 6.2: The percentage of variance explained in the principal components as a result of
applying PCA to the differences between gendered (or random) word embeddings from various
models. These results indicate that the �rst PC primarily captures the gender subspace in the
respective LLM embedding space.

ity (Maudslay et al., 2019; Wang et al., 2022a; Wan et al., 2023), our paper enhances the in-

terpretability of LLMs' representations of �rst names across varying degrees of femininity by

including gender-ambiguous names, further enriching the observations from You et al. (2024).

However, we recognize that our analysis does not cover all gender identities.

6.2 Gender Direction in LLMs

To study gender representation in �rst names, we derive a vector approximating the female-

male direction using an existing gender direction approximation algorithm (Bolukbasi et al.,

2016; Basta et al., 2019; Liang et al., 2020). We evaluate the quality of gender direction ap-

proximation, with a binary classi�cation task inspired by You et al. (2024), predicting the gender

associated with �rst names from their LLM representations. While this task may raise ethical

concerns, discussed in detail in the ethical considerations section, it validates the approximated

gender direction well captures the gender concept in �rst name representations.

We examine four open-source LLMs on Hugging Face:Llama-3.1-8B-Instruct (Dubey

et al., 2024),Mistral-7B-Instruct-v0.3 (Jiang et al., 2023),OLMo-7B-0724-hf(Groeneveld

et al., 2024), andPhi-3.5-mini-instruct (3.8B; Abdin et al., 2024). We select these four
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LLMs in our paper because they are open-sourced, allowing us to study their internal embed-

dings. Additionally, theses popular models come from different organizations, which likely

represent differing training methodologies. Using these models enables us to demonstrate the

generalizability of our �ndings.

6.2.1 Gender Direction Approximation

To identify the female-male gender direction~g in LLMs, we �rst �nd a gender subspace

V = f ~v1; ~v2; : : : ; ~vkg with k orthogonal vectors~vi obtained from principal component analysis

(PCA),

V = PCA k

0

@
d[

j =1

[

~w2Gj

( ~w � ~cj )

1

A (6.1)

where~w is the average contextualized embedding of a word from the set ofd pairs of gendered

wordsG (d = 9 in our implementation), andGj is thej th pair (e.g., “she” and “he”). The center

of one pair of embeddings is given by~cj = 1
2

P
~w2Gj

~w. The hyperparameterk is empirically

determined based on the explained variance ratios. In our paper, we choosek = 1 and obtain a

gender direction.

Gendered WordsG We use the same set of gendered words as Bolukbasi et al. (2016), exclud-

ing “Mary” and “John.” This exclusion is intended to avoid using �rst names in gender direction

approximation, thereby minimizing the risk of over�tting in our �rst-name representation analy-

sis. We display the lists of gendered words and random words in Table 6.1. These words are used

to approximate a female-male gender direction and a random direction in LLMs, respectively.
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Female she her woman herself daughter mother gal girl female Mary
Male he his man himself son father guy boy male John

Random 1 book sun ice tree �ower river house dog car mountain
Random 2 vase elephant xylophone jungle umbrella pencil kite notebook guitar zebra

Table 6.1: Gendered words for �nding a female-male gender direction and a random direction in
the embedding space.

Average Embeddings~w Following Basta et al. (2019), we compute the average contextualized

embeddings of gendered words. From the English Wikipedia corpus,1 we extract3; 000sentences

containing each gendered word and create counterfactuals by swapping every word with its coun-

terpart. For repeated gendered wordsw1; w2; : : : ; wn in a sentence, embeddings ofwi are aver-

aged as~w = 1
n

P n
i =1 ~wi : If a word wi is multiply tokenized in the form aswi = ( t1; t2; : : : ; tm ),

then ~wi = 1
m

P m
j =1

~t j : Finally, we average embeddings across6; 000contexts and compute pair-

wise differences to obtain the difference matrix.

PCA Results Upon applying PCA to the difference matrix, we �nd that the �rst principal com-

ponent (PC) explains a signi�cantly higher percentage of variance compared to the others, and

this trend holds across all four models in our study, as shown in Fig. 6.2a through Fig. 6.2d.

In contrast, the PCA results of a random difference matrix obtained from 10 pairs of random

words (Table 6.1) fromLlama-3.1-8B show a more gradual change in the percentage variance

explained across the PCs, as shown in Fig. 6.2e. Hence, we reach a similar conclusion as Boluk-

basi et al. (2016) and Basta et al. (2019) that the �rst PC mostly captures the gender subspace

in the embedding space of recent LLMs. ForMistral-7B , however, the notion of gender seems

to be better captured with the top two PCs. Next, we need a method to determine which PCs to

include as the approximated gender direction.

1https://huggingface.co/datasets/wikimedia/wikipedia/tree/main/20231101.en
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6.2.2 Gender Direction Evaluation

The fact that the �rst principal component (PC) for each model explains a relatively large

proportion of variance (ranging from32� 42%in Fig. 6.2) implies that most information about

gender is contained in the subspace corresponding to the �rst PC. However, we directly measure

the gender information captured in these subspaces via a binary gender prediction task. A good

gender direction approximation should preserve the female-male gender information encoded in

the original embeddings.

We train classi�cation models using either (1) the contextualized �rst-name embeddings or

(2) their dot product with the approximated gender direction. We collect �rst names with varying

femininity levels and compute their average contextualized embeddings through counterfactual

substitution in a �xed set contexts. Then, we compare classi�cation performance using these

embeddings versus their projections onto the gender direction to assess the quality of the gender

direction.

We note that the purpose of this binary classi�cation task isnot to predict the gender identi-

ties of individuals in the real world. Rather, the purpose is to con�rm that any gender information

already present in a model's contextualized embeddings of �rst names is preserved after projec-

tion onto the extracted one-dimensional subspace. In other words, the classi�cation task serves

as validation that the learned subspace is a reasonable proxy for a model's internal representation

of gender, enabling the subsequent analyses we perform in this paper.

First Names We sample �rst names associated with two genders (female and male) and four

races/ethnicities (White, Black, Hispanic, and Asian) from the Social Security Application2 (SSA)

2https://www.ssa.gov/oact/babynames/
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dataset and a U.S. voter registration dataset (Rosenman et al., 2023). We select470names with

varying degrees of femininity based on the percentage of the female population linked to each

name in the SSA dataset. Names are categorized into 10 buckets according to their female distri-

bution percentages (Table 6.3). Due to high thresholds for race/ethnicity distribution (90%) and

frequency (200), fewer gender-ambiguous names are sampled. These �rst names are also used in

the subsequent analysis. For the binary classi�cation, we label the names as either “Female” or

“Male” based on a50%threshold.

Contextualized First-Name Embeddings from Wikipedia Contexts To minimize contex-

tual in�uence in obtaining �rst-name embeddings, we compute average name representations

over a �xed set of contexts. We randomly select24 names, evenly distributed across four

races/ethnicities and two genders, and retrieve10 sentences for each name from the English

Wikipedia corpus. The24names we used to obtain the contexts for averaged �rst-name embed-

ding computation are:

• Female: Carie (White), Marybeth (White), Darci (White), Khadijah (Black), Yashica (Black),

Tamiko (Black), Miguelina (Hispanic), Agueda (Hispanic), Betzaida (Hispanic), Quynh

(Asian), Huong (Asian), Thuy (Asian);

• Male: Jerad (White), Zoltan (White), Benjamen (White), Cedric (Black), Trayvon (Black),

Demarco (Black), Osvaldo (Hispanic), Luis (Hispanic), Rigoberto (Hispanic), Dong (Asian),

Huy (Asian), Khoa (Asian).

Average contextualized embeddings are obtained by counterfactually replacing the original name

with each of the470�rst names.
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Logistic Regression
~nwiki DOT (~nwiki , ~g1st) DOT (~nwiki , ~g2nd) DOT (~nwiki , ~gavg) DOT (~nwiki , random)

Llama-3.1-8B 75.46� 3.19 75.18� 2.62 50.78� 5.47 63.97� 3.28 47.09� 3.85
Mistral-7B 74.04� 1.46 67.80� 2.18 58.44� 2.56 51.77� 2.01 55.18� 1.82
OLMo-7B 76.60� 1.10 80.57� 1.32 55.46� 3.89 63.26� 2.67 56.03� 2.10
Phi-3.5-mini 65.67� 4.86 70.64� 1.83 49.08� 1.98 55.60� 3.37 55.60� 2.04

Naive Bayes
~nwiki DOT (~nwiki , ~g1st) DOT (~nwiki , ~g2nd) DOT (~nwiki , ~gavg) DOT (~nwiki , random)

Llama-3.1-8B 73.62� 2.74 74.33� 2.63 51.49� 1.39 62.84� 2.27 49.65� 3.50
Mistral-7B 71.21� 1.83 64.82� 1.32 50.92� 1.82 51.35� 3.00 55.18� 1.13
OLMo-7B 71.91� 1.65 80.28� 1.92 56.03� 3.23 65.11� 4.40 59.43� 4.43
Phi-3.5-mini 61.99� 3.25 67.94� 2.17 51.63� 1.38 57.02� 2.27 54.18� 2.79

Table 6.2: Accuracy (%) and standard deviation of two classi�cation models for the task of
binary gender prediction using various features from the contextualized �rst-name embeddings.
Results are averaged over �ve runs with different random train-validation splits, with the best
accuracy highlighted in bold. Using the dot product between the �rst-name embedding and the
�rst principal component (~g1st) as input features yields comparable or even improved performance
in this task. This observation suggests that~g1st is a good gender direction approximation.

We use~nwiki to denote a contextualized embedding for a �rst name obtained in this setup.

These embeddings, or their dot product with the gender direction~g, are used as input features to

the binary classi�cation models. We use70%of the embeddings for training and the remaining

30%for validation, both sampled evenly across demographics.

Binary Gender Classi�cation In this task, we train classi�cation models (logistic regression

and Naive Bayes respectively) to predict the gender associated with a �rst name. We consider

two types of input features. The �rst setup uses the contextualized embedding of a �rst name

from the Wikipedia contexts as the input feature. This setup serves as a baseline in the evaluation

of gender direction approximation quality. The second setup uses the dot product between the

contextualized �rst-name embedding and the gender direction~g approximated using the algo-

rithm in § 6.2.1 as the input feature. We note that the dot product between two vectors,~u � ~v, is

linearly correlated with the projection of~uonto~v, resulting in equivalent or highly similar feature
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representations for the classi�cation task. We hypothesize that the binary gender prediction ac-

curacy would be similar in both setups if the approximated gender direction effectively captures

the concept of gender in �rst name representations.

Combinations of PCs We consider three combinations of principal components (PCs) as the

approximation of the gender direction. (1)~g1st: Gender direction is represented by the �rst PC

corresponding to the largest variance explained ratio. (2)~g2nd: Gender direction is represented

by the second PC corresponding to the second largest variance explained ratio. (3)~gavg: Gender

direction is represented by the average of the �rst two PCs.

Evaluation Results We report the binary classi�cation accuracy in Table. 6.2. We observe that,

in line with the results in chapter 3 and a prior study (You et al., 2024), the original �rst-name

embeddings~nwiki effectively indicate the stereotypical gender associated with the names. This is

evidenced by all setups using~nwiki as input achieving approximately60� 75%accuracy, which

is signi�cantly higher than the random baseline.

Using the dot product between~nwiki and~g1st as input largely maintains or improves classi-

�cation accuracy, indicating~g1st effectively conveys the gender direction for �rst-name embed-

dings. In contrast, the second PC and the average of two PCs fail to preserve accuracy, suggesting

they are ineffective approximations of the gender direction.

We note that neither PC improves performance over the original setup forMistral-7B ,

which aligns with the observation shown in Fig. 6.2b, where the top PC does not exhibit a notably

high variance explained ratio. Nonetheless,~g1st generally preserves the models' performance for

Mistral-7B name embeddings. For consistency, we choose to use the �rst PC~g1st as the gender
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(a) Llama-3.1-8B (b) Mistral-7B

(c) OLMo-7B (d) Phi-3.5-mini

Figure 6.3: Scatter plot between each pair of the three variables studied in § 6.3.1 and their
Pearson correlation. We observe statistically signi�cant linear correlations between each pair of
the variables studied. Both the model's prior gender probability and the embedding associated
with a name re�ect the real-world gender distribution.

direction approximation~gfor all LLMs in the following analysis.

6.3 LLM Representations of Gender in First Name Embeddings

With a validated gender direction, we show a correlation between the model's representa-

tion of gender associated with a name and its real-world gender distribution. We then examine

how gender representation varies with mentions of stereotypically feminine or masculine occu-

pations in the context.

Each model is run on an NVIDIA RTX A5000 GPU. Due to the large scale of our em-

pirical study, which includes470 �rst names and biographies across28 occupations, the total

computational time amounts to approximately2; 000GPU hours.
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% Female 0-2 2-5 5-10 10-25 25-50 50-75 75-90 90-95 95-98 98-100Total

White 30 21 8 5 6 10 9 13 17 30 149
Black 30 9 14 18 6 12 8 10 27 30 164
Hispanic 30 1 0 1 0 0 1 0 4 30 67
Asian 14 2 5 4 11 7 11 3 6 27 90

Total 104 33 27 28 23 29 29 26 54 117 470

Table 6.3: The distribution of sampled �rst names by percentage of female from real-world
statistics for each race/ethnicity in our study.

6.3.1 Correlating LLM Representations of Gender with Real-World Statistics

We hypothesize that the model encodes the perceived gender of a �rst name in alignment

with real-world gender distributions, as a result of its training on natural corpora that mirror these

correlations. To validate this hypothesis, we study the correlations between three variables.

% Female in Real-World Distribution We use the gender distribution associated with �rst

names in the SSA dataset to calculate the percentage of the female population for each �rst

name. Because there are more strongly gender-indicative names than gender-neutral names (i.e.,

more names in the0� 2%bucket than in the25� 50%bucket, shown in Table 6.3), we transform

each bucket into one of ten linearly divided buckets (e.g.,0 � 2%is mapped to0 � 10%, 2 � 5%

is mapped to10� 20%, and so on) to smooth the data distribution.

DOT(~nwiki ;~g) We reuse the contextualized �rst-name embeddings~nwiki obtained from the set

of Wikipedia sentences (§ 6.2.2) and compute their dot product with the gender direction~g.

This quantity indicates the degree of femininity (or masculinity) of a �rst name in the model's

representation.
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Pprior (Female) To obtain the gender probability from the actual response of an LLM, we prompt

the model with the context“Question: Is f NAMEg male or female? Answer: NAME is ”and

retrieve the logits for the tokens “male” and “female,” respectively. The “f NAMEg” placeholder

is instantiated with each of the470�rst names. We take the softmax of the two gender logits and

use the probability for “female” as the model's prior gender probability of a name, denoted as

Pprior(Female).

Observations In Fig. 6.3, we observe strong (and statistically signi�cant) linear correlations

between each pair of the three variables for all LLMs studied. We verify that both the model's

prior probability of the gender associated with a name and its �rst-name embeddings re�ect the

real-world gender distribution. Furthermore, the prior gender probability also linearly correlates

with the degree of femininity in the �rst-name embeddings. We note that, without loss of gen-

erality, all gender directions in the four LLMs have been aligned to use the positive direction to

denote the female gender for intuitive visualization.

6.3.2 LLM Representations of Gender are In�uenced by Occupational Contexts

We investigate whether a model's gender representation of a �rst name changes under the

in�uence of different occupational contexts.

Prompt 6.3.1: Gender Prediction

Question:f NAMEg is f ARTICLEg f OCC.g. Is f NAMEg male or female?

Answer:f NAMEg is : : :

Setup To investigate whether the model's gender probability changes fromPprior(Female) when

an occupation is mentioned, we construct sentences using the prompt template 6.3.1. The place-
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holders are replaced with a �rst name, “a” or “an,” and an actual occupation, respectively. We

then retrieve the logits for “male” and “female” tokens, converting them to probabilities via a

softmax function. This design choice of converting a subset of token logits to probabilities is

inspired by Duarte et al. (2024). This approach allows us to capture a continuous distribution of

gender probabilities for different �rst names for our following analysis.

Occupations We use the 28 occupations with varying gender dominance from Bias in Bios (De-

Arteaga et al., 2019). Gender domination of occupations are approximated by the percentage of

female biographies in Bias in Bios, which is constructed by scraping real-world biographies

that re�ect the gender breakdown of an occupation. In addition, we introduce another non-

stereotypical baseline (Belém et al., 2024), in which no gender-related language (i.e., stereo-

typically female or male occupations) is present, in order to illustrate how occupational contexts

cause changes in the gender representation of �rst names. This non-stereotypical baseline is

implemented by using the string “person” to �ll the occupation placeholder.

Metrics We compute each �rst name's gender probability obtained from the prompt containing

an occupation (including the non-stereotypical baseline “person”) and compare it withPprior(Female)

to measure changes in the model's gender perception. Meanwhile, we also retrieve the �rst-

name embeddings~ntemp before and after “f OCC.g” (i.e., the embeddings for the �rst and sec-

ond occurrence of “f NAMEg”). We �nd their respective dot product with the gender direction,

DOT(~ntemp;~g), and analyze the change between them. We expect to see a more feminine repre-

sentation of a �rst name (higher probability for the “female” token and more positive dot product

with ~g) if the occupation in the context is female-dominated, and vice versa.
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Biography Label Name % Female Prediction

Being a sports enthusiast, [NAME] was inspired by God to combinepassions of writing, sports,
and Christ into a daily devotional that would encourage others to match their passion for Christ
with their passion for their favorite team. [NAME]'s books, titled *Daily Devotions for Die-Hard
Fans* and *Daily Devotions for Die-Hard Kids*, offer fans a unique mix of a true sports story
connected to a daily re�ection about God and their faith.

pastor

Luis 0.53 pastor
Logan 7.37 pastor
Jerre 43.70 pastor
Alejandra 99.00 journalist
Khadijah 99.90 journalist
Margarete 100.00 journalist

[NAME] lives in Long Island, NY where [NAME] works in foodservice and corporate wellness
while also managing a virtual nutrition coaching practice. [NAME] specializes in intuitive eating
and health at every size with a focus on sports nutrition.

dietitian

Duc 0.00 personal trainer
Hunter 5.02 personal trainer
Dakota 29.73 personal trainer
Ivory 59.32 dietitian
Laquinta 97.82 dietitian
Bonnie 98.78 dietitian

Table 6.4: Example predictions fromLlama-3.1-8B for two biographies with different substi-
tutions of �rst names replacing the “[NAME]” placeholder for *pastor* (a male-dominated oc-
cupation) and *dietitian* (a female-dominated occupation). The model tends to make incorrect
predictions when the perceived gender of a �rst name contradicts the stereotypical gender asso-
ciated with the occupation. Correct predictions are in blue, and incorrect ones are in red.

LLM Representations of Gender Shift with Contexts We present DOT(~ntemp;~g) before and

after the occupation mention andPprior(Female) with and without the occupation in Fig. 6.4.

Across the four LLMs in our study, we �nd a consistent trend that, within each gender bucket

along the horizontal axis, stereotypically feminine occupations lead to more positive dot products

with the gender direction, whereas stereotypically masculine occupations cause the names in the

same gender bucket to have more negative dot products. This translates to higher predicted

probability of the “female” token with the mention of a stereotypically feminine occupation, and

vice versa.

We �nd that, except forOLMo-7B, LLMs tend to maintain their perceived gender associated

with a name in comparison withPprior(Female) for strongly feminine or masculine names, even

with varying occupational contexts. Hence, the results for strongly feminine or masculine names

are less affected by occupation than those for gender-ambiguous names.
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6.4 LLM Representations of Gender In�uence Model Occupation Prediction

We study the in�uence of LLM representations of gender in a downstream occupation pre-

diction task. We demonstrate that gender representations in �rst-name embeddings can indicate

biased behavior in LLMs for the high-stakes task of occupation prediction, despite some incon-

sistencies.

6.4.1 Biased Behavior of LLMs

To show that LLMs reinforce gender-occupation stereotypes, we conduct zero-shot prompt-

ing experiments to predict occupation from biographies. We pose this as a multi-class classi�ca-

tion task over a set of prede�ned occupations. We compute occupation probabilities by applying

softmax to the logits of occupation tokens and consider the highest probability as the LLM's

prediction.

Prompt 6.4.1: Occupation Prediction

Read the description aboutf NAMEg below and predict their occupation.

f BIOg

What's f NAMEg's occupation? Output an occupation only. No preambles. No explanations.

Setup We use the Bias in Bios dataset (De-Arteaga et al., 2019) that contains biographies of

individuals across28 occupations. For each occupation, we randomly sample135 female and

male biographies respectively. As all names and gendered pronouns are redacted in the biogra-

phies, we replace the name placeholder with one of the470�rst names from § 6.2.2 and use the

prompt template 6.4.1 to ask an LLM to predict the occupation. In total, we prompt each LLM

3; 553; 200times to assess biases in occupation prediction.
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Bias Coef�cient Following De-Arteaga et al. (2019), we use true positive rate (TPR) to mea-

sure prediction gaps between female and male names. For each occupation, we compute TPR

of a name by substituting the name into the same set of270biographies. The scatter plots of

TPR often show a linear trend between the femininity of a name and the model's performance,

revealing a TPR gap between feminine and masculine names. The bias coef�cient, de�ned as

the Pearson correlation of scatter points, re�ects the strength of the linear relationship between

the associated femininity of a name and the model's performance. A value near0 with a large

p suggests that the stereotypical gender of a name does not correlate with model performance,

showing similar performance across genders. A signi�cantly positive value indicates a higher

TPR for feminine names, and vice versa.

Gender Bias in Occupation Predictions We report the results in Fig. 6.5. We observe a neg-

ative (� 0:55) and positive (0:68) bias coef�cient, respectively in Fig. 6.5a and Fig. 6.5c, for

Llama-3.1-8B. Feminine names tend to receive higher TPR for “dietitian” (92:80% female)

while masculine names generally have higher TPR for “pastor” (24:09% female). Hence, the

model achieves higher TPR when a �rst name's perceived gender aligns with the occupation's

stereotypical gender, reinforcing gender-occupation stereotypes. All biased occupation predic-

tions are shown in Fig. 6.6 (middle columns) withy, indicating a statistically signi�cant Pearson

correlation (P < 0:001). In §6.4.2, we investigate LLM's internal gender representations to offer

potential explanations to the observed bias.

Examples of Predictions We present a few example predictions fromLlama-3.1-8B in Ta-

ble 6.4. Given the same biography with different �rst-name substitutions, the model tends to
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misclassify strongly feminine names for the male-dominated occupation pastor and masculine

names for the female-dominated occupation dietitian. While these are anecdotal examples from

two biographies and a small subset of �rst names, the next section examines the broader trend

between the internal gender representation of �rst names and the model's extrinsic biased behav-

ior.

6.4.2 Gender Representation Partially Explains the Biased Behavior

We analyze internal �rst-name representations and intermediate LLMs outputs (occupation

token logits) to explore their correlation. If gender representation correlates with occupation

logits, it may partly explain the observed extrinsic model biases.

We retrieve the contextualized embedding of the last occurrence of a �rst name in the

prompt and compute its dot product with~g, yielding DOT(~nbios; g), averaged across270contexts

for each occupation. We also compute the averaged predicted probability of the ground-truth oc-

cupation token. We plot these two variables in Fig. 6.5b and Fig. 6.5d for “pastor” and “dietitian.”

The �gures show that a more masculine representation (more negative dot product) increases the

probability for “pastor” but decreases it for “dietitian,” consistent with the model's behavior in

Fig. 6.5a and Fig. 6.5c. Although the correlation between DOT(~nbios; g) andP(occupation) ap-

pears linear, the ranking is more important, so we compute Spearman's correlation as theInternal

Coef�cient .

In Fig. 6.6 and Fig. 6.7, we show the internal coef�cients for all occupations in four LLMs.

The two coef�cients are moderately correlated (Spearman's correlation is0:61for Llama-3.1-8B

and0:76 for Mistral-7B , both p < 0:001), suggesting that what we observe internally in the
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model has some correlation with the extrinsic biased behavior.

However, in Fig. 6.6 and Fig. 6.7, the internal coef�cient sometimes fails to capture biased

extrinsic behavior (e.g., “nurse” and “journalist”) and occasionally produces false positives (e.g.,

“physician” and accountant”). These limitations highlight the challenges of using gender repre-

sentation for bias prediction, echoing earlier �ndings that intrinsic and extrinsic metrics do not

necessarily align with each other (Goldfarb-Tarrant et al., 2021; Cao et al., 2022a).

6.5 Limitations

Underrepresentation of Gender Identities Following the seminal work of Bolukbasi et al.

(2016), we approximate a female-male gender direction in the embedding space of LLMs. While

we have included gender-ambiguous �rst names in our study, the gender direction approximation

may underrepresent gender identities beyond this binary de�nition. We acknowledge this lim-

itation and leave the inclusion of additional gender identities in embedding analysis for future

work.

Limited Coverage of Demographic Identities Our selection of �rst names from the available

data sources (SSA and Rosenman et al. (2023)) is limited to two genders and four races/ethnicities

within the U.S. context. Unfortunately, many demographic identities could not be included due

to insuf�cient data availability. Collecting additional �rst names that represent other genders,

races, and ethnicities is essential for a more comprehensive study of �rst-name representations

in LLMs, although it remains a challenging task. Various other demographic attributes, such

as age, nationality, and religion, could also be studied (Parrish et al., 2022; Hou et al., 2025).

However, we �nd it infeasible to obtain suf�cient data sources to use �rst names as proxies for
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these demographic attributes.

Under-Exploration of Model Size The size of a language model may signi�cantly affect its

performance and the extent of biases it exhibits (Tal et al., 2022; Srivastava et al., 2022), in�uenc-

ing both representational and allocational harm (Barocas et al., 2017; Crawford, 2017; Blodgett

et al., 2020). However, due to resource constraints, our experiments – totaling over 12 million

input prompts – were conducted exclusively on smaller-sized LLMs. While these �ndings pro-

vide some insights, they leave open the question of whether similar patterns and biases persist

or intensify in larger models. Future research could address this gap by investigating the rela-

tionship between model size and bias, particularly to determine if the trends observed here scale

consistently across larger models.

Lack of Mitigation Solutions While our results highlight biased behavior of LLMs in pre-

dicting occupations from biographies toward �rst names associated with different genders, we

do not propose immediate solutions to mitigate these biases. Instead, our paper focuses on the

interpretability of the models' internal gender representations in �rst-name embeddings and their

correlation with the models' extrinsic behavior. Nonetheless, bias mitigation remains a critical

research direction.

6.6 Ethical Considerations

Perceived Gender and Self-Identi�cations The task of predicting a person's gender from their

name may raise ethical concerns. Gender identity is de�ned by the HRC Foundation3 as “one's

3https://www.hrc.org/resources/
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innermost concept of self as male, female, a blend of both, or neither – how individuals perceive

themselves and what they call themselves. One's gender identity can be the same or different

from their sex assigned at birth.” While we introduce the binary gender classi�cation task as

a test of the gender direction approximation, we strongly discourage using predicted gender to

oversimplify the diverse gender identities associated with a name. Our further analysis reveals

the model's representation of the perceived gender associated with a �rst name in various occu-

pational contexts, but this perception may differ from an individual's self-identi�ed gender. The

discrepancy between perceived and self-identi�ed gender can lead to disrespect and misunder-

standings. While there is no easy or universal solution to the over-generalization of gender in

�rst-name embeddings from LLMs, we argue that we must strive to build inclusive technologies

that minimize such harm. Notable efforts include those by Cao and Daumé III (2020); Baumler

and Rudinger (2022); Piergentili et al. (2023, 2024); Bartl and Leavy (2024), among others. Our

paper contributes to understanding internal gender representations in LLMs, paving the way for

the development of gender-inclusive language technologies.

Gender-Occupation Stereotype Due to imbalances in the gender breakdown of many occupa-

tions, the corpora on which models are trained can inherit these gender-occupation biases, leading

to the development of gender-occupation stereotypes in the models' downstream behavior. Our

observations show that LLMs continue to rely on the over-generalization of gender-occupation

correlations when making predictions. Ongoing efforts are needed to address this biased behavior

in LLMs.
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6.7 Summary

In this chapter, we approximate and rigorously evaluate a gender direction in state-of-the-

art LLMs. Using a validated gender direction, we analyze the femininity of �rst-name embed-

dings in both controlled and real-world contexts. We �nd that the gender representation of �rst

names interacts with stereotypical occupations in context, sometimes revealing model bias in

downstream tasks. However, the noisy correlation between the model's internal gender represen-

tation in �rst-name embeddings and its extrinsic biased behavior underlines the need for more

robust methods to detect bias using internal gender representations.
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(a) Llama-3.1-8B (b) Mistral-7B

(c) OLMo-7B (d) Phi-3.5-mini

Figure 6.4:(Left of each sub�gure) Change of the dot product between the name embedding
from a template sentence~ntemp and the gender direction~gbefore and after the mention of an oc-
cupation.(Right of each sub�gure) Change of the output probability of the token “female” with
and without mentioning an occupation. “% Female Name” is the real-world gender distribution of
a name (§ 6.3.1). “% Female Bios” is the percentage of biographies of female individuals in De-
Arteaga et al. (2019), which mirrors the gender breakdown of an occupation in real life. The
violet star indicates the non-stereotypical baseline where the occupation placeholder is replaced
with the string “person.” We observe that the gender representation of �rst names generally shifts
with occupational contexts, where, within each gender bucket along the horizontal axis, stereo-
typically female jobs lead to a more positive dot product along the gender direction and a higher
predicted probability for the female gender. We also see that the results for strongly masculine or
feminine names are less affected by occupation than those for gender-ambiguous names.
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