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People use recommender systems to improve their decisions, for example, item

recommender systems help them find films to watch or books to buy. Despite

the ubiquity of item recommender systems, they can be improved by giving users

greater transparency and control. This dissertation develops and assesses interactive

strategies for transparency and control, as applied to event sequence recommender

systems, which provide guidance in critical life choices such as medical treatments,

careers decisions, and educational course selections. Event sequence recommender

systems use archives of similar event sequences, such as patient histories or student

academic records, to give users insight into the order and timing of choices, which

are more likely to lead to their desired outcomes.

This dissertation’s main contribution is the use of both record attributes and

temporal event information as features to identify similar records and provide ap-

propriate recommendations. While traditional item recommendations are generated

based on choices by people with similar attributes, such as those who looked at this



product or watched this movie, the event sequence recommendation approach allows

users to select records that share similar attribute values and start with a similar

event sequence, and then see how different choices of actions and the orders and

times between them might lead to users’ desired outcomes.

This dissertation applies a visual analytics approach to present and explain

recommendations of event sequences. It presents a workflow for event sequence rec-

ommendation that is implemented in EventAction. Results from empirical studies

show that these prototypes can assist users in making action plans and raise users’

confidence in following their plans. It presents case studies in three domains to

demonstrate the effectiveness and safety of generating event sequence recommenda-

tions based on personal histories. It also offers design guidelines for the construction

of user interfaces for event sequence recommendation and discusses ethical issues in

dealing with personal histories.

This dissertation contributes an analytical workflow, an interactive system,

and design guidelines identified in empirical studies and case studies, opening new

avenues of research in explainable event sequence recommendations based on per-

sonal histories. It enables people to make better decisions for critical life choices

with higher confidence.
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Chapter 1: Introduction

\History does not repeat itself, but it rhymes."

{Mark Twain

Recommender systems are being widely used to assist people in making deci-

sions, for example, item recommender systems help customers to �nd �lms to watch

or books to buy. Despite the ubiquity of item recommender systems, they can be

improved by giving users greater transparency and control. This dissertation devel-

ops and assesses interactive strategies for transparency and control, as applied to

event sequence recommender systems, which provide guidance in critical life choices

such as medical treatments, careers decisions, and educational course selections.

Time-stamped event sequence data has become ubiquitous with the development of

mobile devices, electronic communication, and sensor networks. It can be collected

from social network activities, online clickstreams, electronic health records, and

student academic activities. Event sequence recommender systems use archives of

similar event sequences, such as patient histories or student academic records, to

give users insight into the order and timing of their choice, which are more likely to

lead to their desired outcomes.

Imagine the following scenario (illustrated in Figure 1.1): I am a student at
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Figure 1.1: An illustration of the student advising scenario.

the end of my second year of graduate school. I wish to become a professor and

wonder what jobs other students like me got. Then, I wonder what those who ended

up being professors did in their last two years of studies. Did they go on internships?

When and how many times? I know that publishing is important, but when did

they typically publish papers? Does it seem better to start early or all at the end?

Did they get a masters on the way? Did they work as teaching assistants? Early on

or later toward the end? So I meet with my department's graduate advisor. He pulls

a set of students' records from the campus archives who are similar to me based on

their �rst two years of studies. He explains to me their outcomes in terms of the

time it took to graduate and job type. Then, I look at those who became professors,

review the recommendations, and discuss together an action plan, combining the

wisdom of the advisor and the system's recommendations based on events and the

orders and times between them identi�ed as correlated with becoming a professor.
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1.1 Problem and Approach

The research question of this dissertation is:What combination of algorith-

mic analysis and interactive visual exploration can augment analysts' ability to �nd

similar records, review recommended actions, and make action plans to improve

outcomes?

To �nd a group of records with features in common with a seed record, one ap-

proach is to specify a query and the results are records that exactly match the query

rules. Extensions to standard query languages (e.g., TQuel [13] and T-SPARQL [14])

have been introduced to ease the task of querying temporal data. Such temporal

queries typically consist of elements such as the required events, temporal relation-

ships between the events, and attribute ranges of the events or records.

The temporal query approach is useful when users have prior assumptions

about the data so as to specify query rules. However, it is unsuitable to be applied

alone for the task of �nding similar records|only a few or zero results will be found

if many query rules are speci�ed to fully characterize the seed record, or if only

a few rules are used, the results may not be similar to the seed record in aspects

outside the query rules. Besides, precisely formulating temporal queries remains

di�cult and time-consuming for many domain experts. My approach enables users

to �nd and explore similar records using both record attributes and temporal event

information as similarity criteria. To encourage engagement and inspire users' trust

in the results, it provides di�erent levels of controls and context for users to adjust

the similarity criteria.
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Understanding how di�erent sequences of events lead to di�erent outcomes is

an important task in event sequence analysis, leading to hypotheses about causa-

tion. For example, OutFlow [7] uses a network structure to aggregate similar event

sequences into progression pathways and summarizes the pathways' possible out-

comes. TreatmentExplorer [8] provides a novel graphic interface for presenting the

outcomes, symptoms, and side e�ects of treatment plans. CoCo [10] helps analysts

compare two groups of records (e.g., with di�erent outcomes) and uses high-volume

hypothesis testing to systematically explore di�erences in the composition of the

event sequences found in the two groups.

These tools visualize the outcomes of a given set of records, enabling users

to see the outcomes and progression pathways associated with these records. My

approach is to extend these work by providing recommended sequences of temporal

events that might help achieve users' desired outcomes. It also allows users to de�ne

personalized action plans and provides feedback on the probability of success. In

addition, while most existing tools assume a binary outcome, my approach enables

users to explore multiple outcomes.

1.2 Contributions

This dissertation's main contribution is the use of both record attributes and

temporal event information as features to identify similar records and provide ap-

propriate recommendations. While traditional item recommendations are generated

based on choices by people with similar attributes, such as those who looked at this
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product or watched this movie, the event sequence recommendation approach allows

users to select records that share similar attribute values and start with a similar

event sequence, and then see how di�erent choices of actions and the orders and

times between them might lead to users' desired outcomes.

This dissertation applies a visual analytics approach to present and explain

recommendations of event sequences. It presents a work
ow for event sequence rec-

ommendation that is implemented in EventAction. Results from empirical studies

show that these prototypes can assist users in making action plans and raise users'

con�dence in following their plans. It presents case studies in three domains to

demonstrate the e�ectiveness and safety of generating event sequence recommenda-

tions based on personal histories. It also o�ers design guidelines for the construction

of user interfaces for event sequence recommendation and discusses ethical issues in

dealing with personal histories. This dissertation opens new avenues of research in

explainable event sequence recommendations based on personal histories and enables

people to make better decisions for critical life choices with higher con�dence.

The concrete contributions of this dissertation are:

� A systematic analytical work
ow for event sequence recommendation that will

be applicable in diverse applications (Figure 1.2).

� An interactive prescriptive analytics system and user interfaces to assist users

in making action plans and to raise users' con�dence in the action plans (Fig-

ure 1.3), and the integration of an automatic sequence recommendation algo-

rithm to reduce users' e�ort in using the system.
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� Empirical studies of interface components and case studies in three domains,

including education, marketing, and healthcare, that provide evidence of the

e�ectiveness of generating event sequence recommendations based on personal

histories.

� Design guidelines for the construction of event sequence recommendation user

interfaces and usage guidelines for mitigating the ethical issues in dealing with

personal histories.

1.3 Dissertation Organization

The remainder of this dissertation is organized as follows: Chapter 2 discusses

existing techniques and software tools that can contribute to generating and pre-

senting recommendations of event sequences; Chapter 3 describes the design and

evaluation of PeerFinder (Figure 1.4), a visual interface that enables users to �nd

and explore records that are similar to a seed record; Chapter 4 introduces a novel

hierarchical visualization (LikeMeDonuts, Figure 1.5) that provides an overview of

a group of similar records with a 
exible hierarchy of criteria values, similarity en-

coding, and interactive support for trimming the group; Chapter 5 introduces the

work
ow (Figure 1.2), user interface (EventAction, Figure 1.6), and automatic al-

gorithm for event sequence recommendation; Chapter 6 reports on case studies that

demonstrate the applications of my research to solve real problems in three di�erent

domains; Finally, Chapter 7 describes the design guidelines and usage guidelines

produced through my studies, summarizes the contributions of this dissertation,
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discusses promising future directions, and gives closing remarks.
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Figure 1.3: The user interface of the �nal design of EventAction for supporting a
seamless analytical work
ow for making action plans to achieve the desired outcome.
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Chapter 2: Background and Related Work

I summarize existing techniques and software tools that can contribute to my

goal of enabling users to generate recommendations of event sequences that might

lead to their desired outcome. My work is particularly inspired by previous research

on recommender systems, similarity measures, event sequence analysis, collaborative

visualization, and ethical issues in information systems.

2.1 Recommender Systems

When making decisions, people often lack su�cient experience or competence

to evaluate the potentially overwhelming number of alternative choices. Recom-

mender systems tackle this challenge by providing personalized suggestions for items

likely to be of use to a user [15].

2.1.1 Recommendation Techniques

Previous work identi�ed four major classes of recommendation techniques [16].

The two most popular ones are content-based, which recommends items similar

to what the users liked in the past [17], and collaborative �ltering, which �nds

other users with similar tastes and recommends items they liked to the current
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user [18{20]. When large-scale user pro�les are available, demographic techniques

can be used to generating user-speci�c recommendations based on common patterns

in the population [21]. When domain knowledge about item features are available,

knowledge-based techniques can estimate how much an item meets a user's needs

and identify the best matches [22,23].

In practical applications, multiple recommendation techniques are often com-

bined to encourage the strength and diminish the weakness [24,25]. Besides, recent

advances reveal that it is important to incorporate temporal information into the

recommendation process. For example, seasons and opening hours are important

context for recommending tourist locations [26] and users' daily activity patterns

should be considered when recommending social events [27].

2.1.2 Evaluating Recommender Systems

Approaches for evaluating recommender systems di�er depending on the goals

of an evaluation. Early work in this �eld primarily focused on the accuracy of

recommendation algorithms. For example, Herlocker et al. [28] used mean absolute

error to measure the deviation between preference ratings predicted by algorithms

and provided by users. Shardanand and Maes [29] discovered that error of the

extremes can be valuable and measured separately large errors between the predicted

and user ratings.

Follow-up research found accurate predictions crucial but insu�cient for de-

veloping recommender systems that can actually in
uence the behavior of users. A
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variety of measures regarding user satisfaction have been introduced to �ll this gap.

For example, McNee et al. [30] built a citation recommender system for research

papers and measured the novelty of the recommended references to users. In an

experiment on music recommender systems, Sinha and Swearingen [31] examined

the role of transparency by measuring recommenders' ability to explain the recom-

mendations to users. Besides, commercial recommender systems also quantify user

satisfaction with the number of product purchases and returns [19,27,32].

2.1.3 Opportunities

My recommendation approach extends the collaborative �ltering technique

since I also generate recommendations by referring to archived records that share

similar features with the seed record. However, compared to traditional recom-

mender systems that recommend items such as books to read or social events to

attend, my dissertation focus on recommending sequences of temporal events. Here,

each event can be treated as an item and two additional dimensions need to be

considered: (1) the combinations of events and their orders, and (2) the timings of

the events. Besides, I develop a prescriptive analytics system designed to present

and explain the recommendations. It augments traditional recommender systems

by guiding users to de�ne a personalized action plan associated with an increased

probability of success.
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2.2 Similarity Measures

Similarity is a fundamentally important concept in many research domains [33].

For example, in bioinformatics for gene sequence alignment [34] or protein clus-

tering [35], in linguistics for approximate string matching [36] or text categoriza-

tion [37], in computer vision for face recognition [38], and in healthcare for identi-

fying similar patients [39,40].

2.2.1 Multidimensional Data

Data scientists investigated how to measure the similarity between two mul-

tidimensional data cubes. For example, Baikousi et al. [41] conducted user studies

to explore various distance functions to identify the preferred measurement between

values of a dimension and between data cubes. Spertus et al. [42] present an empiri-

cal evaluation of similarity measures for recommending online communities to social

network users, where the e�ects of the measures are determined by users' propensity

to accept the recommendation. Sureka and Mirajkar [43] extensively studied di�er-

ent similarity measures for online user pro�les and discover that no single similarity

measure could produce the best results for all users. They suggest using di�erent

similarity measure for di�erent users.

I extend existing work on perceived similarity and study temporal data, which

is an important component of people's healthcare histories, academic records, and

online pro�les. My interviews con�rmed that choices of similarity measures rely on

users' preferences and analysis goals, and my user studies revealed that providing
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Figure 2.1: (sjqu)eries [1] provides a visual interface for specifying queries on event
sequence data based on regular expressions.

controls and context will increase users' engagement and trust in similarity search

results.

2.2.2 Temporal Data

To �nd records of event sequences with features in common with a seed record,

one approach is to specify a query and the results are records that exactly match

the query rules. Extensions to standard query languages (e.g., TQuel [13] and T-

SPARQL [14]) have been introduced to ease the task of querying temporal data.

Temporal queries typically consist of elements such as the required events, temporal

relationships between the events, and attribute ranges of the events or records.

Precisely formulating temporal queries remains di�cult and time-consuming for

many domain experts. Visual tools have been developed to further ease the task by

enabling users to interactively specify query rules and providing visual feedback to

facilitate the iterative re�nements of the queries (e.g., (sjqu)eries [1] (Figure 2.1),

COQUITO [2] (Figure 2.2), and EventFlow [3]) (Figure 2.3).

17



Figure 2.2: COQUITO [2] provides a visual interface that assists cohort construction
with temporal constraints. Intermediate results are displayed so users can iteratively
re�ne a query.

The temporal query approach is useful when users have a prior assumption

about the data such as hypotheses or domain knowledge, so as to specify the query

rules. However, it is unsuitable to be applied alone for the task of �nding similar

records|only a few or zero results will be found if many query rules are speci�ed

to fully characterize the seed record, or if only a few rules are used, the results may

not be similar to the seed record in aspects outside the query rules.

An alternative approach to �nding similar records is to start with the seed

record, determine useful patterns, and search for records with similar patterns.

Mannila and Ronkainen [44] presented a model for measuring the similarity of event

sequences. The model computes an edit distance based on three transformation

operations at the event level, including insert, delete, and move. This approach

can preserve the order of the matched events and performs better when the num-

ber of operations is small. Match & Mismatch measure [45] introduces a similarity
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Figure 2.3: EventFlow [3] presents a visual query language that allows users to
draw the desired sequence of event relationships. Results are displayed as detailed
timelines and summarized in an aggregated overview.

score that emphasizes the time di�erence of matched events and the number of

mismatches, which supports matching without preserving the order. Besides, a vi-

sual interface was also provided to show a ranked list of similar records and allow

users to adjust parameters. Recent work [46,47] describes more advanced similarity

measures for speci�c domains and problems. In addition to event sequences, tech-

niques for �nding similar records have been developed in other domains such as the

similarity-based data-driven forecasting for time series [48].

My work extends existing similarity metrics for temporal data and enables

users to �nd and explore records that are similar to a seed record using both record

attributes and temporal event information. To encourage engagement and inspire

users' trust in the results, it also provides di�erent degrees of controls and levels of

context that allow users to adjust the similarity criteria.
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2.3 Event Sequence Analysis

Data that contains temporal information can be modeled as sequences of tem-

poral events, which appear in a wide range of domains, from engineering, to social

media, �nance, and healthcare. Techniques for representing event sequences and

extracting insights from them are crucial to developing novel solutions and being

increasingly studied.

2.3.1 Visual Representations

Starting with LifeLines [4, 5] (Figure 2.4), early research on event sequence

visualization focuses on depicting the medical history of a single patient (e.g., Bade

et al. [49], Harrison et al. [50], and Karam [51]). These tools allow users to visually

inspect trends and patterns in a record by showing detailed events. LifeLines2 [6]

(Figure 2.5) extends this approach to multiple records but do not scale well when

displaying a large number of records in a stacked manner.

Techniques have been introduced to handle large sets of records by o�ering

time or category based aggregations. LifeFlow [52] introduces a method to aggregate

multiple event sequences by combining them into a tree structure on an alignment

point. Likewise, OutFlow [7] (Figure 2.6) combines multiple event sequences based

on a network of states. EventFlow [53] extends LifeFlow's concept to interval events

and introduces simpli�cation strategies to deal with large data volumes and pattern

variety [54]. DecisionFlow [55] provides supports for analyzing event sequences with

larger numbers of categories.
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Figure 2.4: LifeLines [4,5] provides a visual interface for showing the medical history
of a single patient.

My visualization designs were inspired by prior work and adapted to the needs

of showing both detailed histories of individual records and activity summaries of

groups.

2.3.2 Frequent Sequence Mining

One popular research topic in temporal data mining is discovering frequently

occurring sequential patterns, which can generate novel insights and drive deci-

sion making [56]. Many techniques have been developed to support this task and

the main challenge is that a combinatorially explosive number of intermediate sub-
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Figure 2.5: LifeLines2 [6] supports showing multiple records on the same display in
a stacked manner.

sequences need to be examined. Early work mainly focused on developing e�cient

and automatic algorithms. Apriori-like [57,58] approaches assume that frequent pat-

terns cannot contain any non-frequent sub-patterns. Given a percentage prevalence

threshold, they start by collecting frequent patterns containing only one frequent

event and then iteratively grow the patterns by appending new events. The process

stops when no more frequent patterns can be found. These approaches become less

e�cient as the pattern volume or length grows.

Follow-up work addressed this issue and improved the procedure. For example,

Pre�xSpan [59] and SPADE [60] reduce the number of data scans, and SPAM [61]
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Figure 2.6: OutFlow [7] uses a network structure to aggregate similar event se-
quences into progression pathways and summarizes the pathways' possible outcomes.

uses a bitmap representation to encode the event sequences and accelerates the

mining computations with bitwise operations. Recently, Perer and Wang [62] intro-

duced a visual interface for these black-box automatic algorithms. It enables users

to explore the results of frequent sequences at di�erent levels of details.

Frequent sequential patterns can provide guidance for users to identify im-

portant activity patterns, especially for patterns that occur frequently in archived

records having the seed record's desired outcome. In my dissertation, I will explore

frequent sequence mining techniques and apply them in the system.
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2.3.3 Outcome Analysis

Understanding how di�erent sequences of events lead to di�erent outcomes is

an important task in event sequence analysis, leading to hypotheses about causa-

tion. OutFlow [7] (Figure 2.6) uses a network structure to aggregate similar event

sequences into progression pathways and summarizes the pathways' possible out-

comes. Its application for electronic medical records, CareFlow [63], allows doctors

to analyze treatment plans and their outcomes for patients with certain clinical

conditions. TreatmentExplorer [8] (Figure 2.7) provides a novel graphic interface

for presenting the outcomes, symptoms, and side e�ects of treatment plans. Care-

Cruiser [9] (Figure 2.8) enables doctors to retrospectively explore the e�ects of

previously applied clinical actions on a patient's condition. CoCo [10] (Figure 2.9)

helps analysts compare two groups of records (e.g., with di�erent outcomes) and uses

high-volume hypothesis testing to systematically explore di�erences in the composi-

tion of the event sequences found in the two groups. MatrixWave [11] (Figure 2.10)

allows the exploration and comparison of two sets of event sequences with di�erent

outcomes by displaying the event sequences in a matrix and showing their di�erences

at each step.

These tools visualize the outcomes of a given set of records, enabling users

to see the outcomes and progression pathways associated with these records. My

approach is to extend these work by providing recommended sequences of temporal

events that might help achieve users' desired outcomes. It also allows users to de�ne

personalized action plans and provides feedback on the probability of success. In
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Figure 2.7: TreatmentExplorer [8] visually presents the outcomes, symptoms, and
side e�ects of treatment plans.

addition, while most existing tools assume a binary outcome, my approach enables

users to explore multiple outcomes.

2.4 Ethical Issues in Information Systems

While information technology o�ers powerful tools that can serve to improve

people's life, the same technology may also raise ethical issues such as threatening

our privacy or providing inaccurate information that mislead our decisions. Ma-

son [64] summarizes four types of ethical issues in information systems: privacy

(what information to reveal), accuracy (who is responsible for the authenticity and

accuracy), property (who owns information), and accessibility (what information

can a person or an organization obtain). Similarly, Nissenbaum [65] introduces the
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Figure 2.8: CareCruiser [9] supports exploring the e�ects of previously applied clin-
ical actions on a patient's condition.

concept of accountability in computing to ensure that harms and risks caused by

technology can be answered and handled.

One main source of ethical issues is the bias in computer systems, which can

be further categorized into three groups: preexisting, technical, and emergent [66].

Speci�cally, preexisting biases originate in social institutions or personal biases of

individuals who design the system, and in contrast, technical biases typically relate

to limitations of computer hardware and software. After the system has been built,

emergent biases may occur as it encounters situations that have not been considered

in the design, most often when the usage of the system extends or the context of

use shifts.

In my dissertation, by working with real users and domain professionals, I

will study the ethical issues in dealing with personal histories. Speci�cally, I will

investigate (1) what the potential biases are in using histories of similar others to

provide recommendations, (2) what the potential dangers are in allowing advisees
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Figure 2.9: CoCo [10] enables systematic exploration of event sequence comparisons.
Given two groups of records, it detects their di�erences in the composition of the
event sequences.

to use the system alone, and (3) how to balance the opinions of advisors and the

recommendations generated from data, especially when there is a contradiction. I

will discuss these ethical issues and propose possible solutions.

2.5 Summary

This chapter discussed previous work in various related research topics, includ-

ing recommender systems, similarity measures, event sequence analysis, and ethical

issues in information systems. These techniques, software tools, and theories can

contribute to my goal of enabling users to generate recommendations of event se-

quences that might lead to their desired outcome. My dissertation will contribute a

systematic analytical work
ow and an interactive prescriptive analytics system for

event sequence recommendation. My empirical studies and case studies will produce
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Figure 2.10: MatrixWave [11] allows visually compare two set of events sequences
by creating a matrix visualization that shows the di�erences at each step.

design guidelines for the construction of event sequence recommendation user inter-

faces and usage guidelines for mitigating the ethical issues in dealing with personal

histories.
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Chapter 3: Finding Similar People to Guide Life Choices:

Challenge, Design, and Evaluation

People often seek to use examples of similar individuals to guide their own life

choices. For instance, patients may want to receive the treatments that work for

others with similar physical conditions and disease symptoms, or new students may

wish to follow the trajectory of former graduates who had similar backgrounds and

academic performances and ended up with a successful career. In the era of big data,

where electronic health records and electronic student records are commonplace,

exploring the data of similar individuals to receive advice on life choices and foresee

potential outcomes is becoming possible. However, �nding the records of similar

individuals from databases is an important yet di�cult step, often overlooked or

existing in some analytical applications only as a black-box process [7,8,67].

Imagine a patient su�ering from a knee injury who wants to understand if

people like her chose surgery �rst then physical therapy or a more conservative

treatment, and wants to know how long before they return to normal use of their

knees. But what data should be used as evidence for people like her? As a light-

weight woman in her thirties, will she trust results based on data from older women?

From strong athletes? From those with prior knee injuries? Or with several unre-
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lated medical conditions? To narrow the results, more information from the medical

record could be used to tailor the set of similar patients, such as the degree of every-

day physical activities and previous knee conditions. Specifying such a query using

standard tools is incredibly complex as a large number of rules need to be speci�ed,

and since every person is unique, the result set of speci�c and complex queries is

likely to be empty.

To understand users' needs, I re
ected and built on experience accumulated

from working with case study partners (medical researchers, doctors, marketing and

transportation analysts, etc.) for more than a decade while developing tools and

interfaces for the exploration of personal records. Searching for similar records was

requested by many users. My long-term goal is to support prescriptive analytics

interfaces that guide users as they make plans informed by the history of similar

people [7,8,67{69]. Searching for similar records is the focus of this dissertation.

After summarizing the challenges in �nding similar people, I report on the

results of 13 interviews that informed my design e�ort. I implemented PeerFinder1,

a visual interface that enables users to �nd and explore records that are similar

to a seed record (either their own record or the record of a person they intend to

counsel). PeerFinder uses both record attributes and temporal event information.

To encourage engagement and inspire users' trust in the results, PeerFinder provides

di�erent levels of controls and context that allow users to adjust the similarity

criteria. It also allows users to see how similar the results are to the seed record.

Intermediate results are displayed and users can iteratively re�ne the search.

1This work was published at ACM CHI 2017 [70].
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My contributions include:

� A clari�cation of the challenges in �nding similar people to guide life choices

and a need analysis with 13 interviews.

� A 
exible prototype, PeerFinder, which allowed us to explore di�erent levels

of controls and context, and interface styles to re�ne the results.

� The results of a user study with 18 participants and 4 expert reviewers com-

paring three interface con�gurations.

3.1 Challenges

Every person is unique, and �nding similarities between individuals is a multi-

faceted and subjective process. This dissertation focuses on similarity in the context

of making critical life choices (and not other uses such as eliminating duplications,

searching for criminal activity, or �nding job applicants).

3.1.1 Trust in the Evidence Contained in the Results

Making life choices based on data found in similar records takes a leap of

faith. It implies that users are con�dent that the found records are similar enough

to them to provide personalized evidence to guide their choices, and that decisions

that were optimal for similar records will also be optimal for them. This con�dence

may be based on (1) trust in the source of the data and algorithm (e.g., results

coming from one's doctor or NIH may be trusted more than those coming from an

unknown source), (2) previous experience (e.g., once results have been found useful,
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the next result may be more likely to be trusted), and (3) understanding how the

results were obtained (e.g., looking under the hood and being able to adjust the

search parameters) [31, 71, 72]. Increased knowledge may also (appropriately) lead

to lower trust when users realize that the results are not really very similar to the

seed record [73].

3.1.2 No Natural Computable Distance Measure

Electronic records of personal histories (e.g., patients, students, historical �g-

ures, criminals, customers, etc.) consist of multivariate data (e.g., demographic

information) and temporal data (time-stamped events such as �rst diagnosis, hospi-

tal stays, interventions) where each event belongs to a category. Intuitively, we can

consider a record that is identical to the seed record to be the most similar while

a record with all opposite attribute values and no common events can be seen as

the most dissimilar, but de�ning a nuanced similarity measure to rank records by

similarity is challenging.

The similarity between numerical values (e.g., age or weight) can be easily

assessed by standard distance functions and normalized. Ordinal values also lend

themselves to such distance (e.g., student letter grades), but categorical values pose

problems. Sometimes the distance between values can be estimated using a standard

hierarchical structure, e.g., the ICD-10 codes [74] allows a distance measure between

diseases to be computed. However, there are no natural distance measures for

categorical attributes in general, such as between races or academic disciplines.
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Moreover, temporal events add enormous complexity to the similarity measurement:

not only are there no natural distance metrics between event categories but there is

no generally accepted method to rank di�erences in sequence patterns. Speci�cally,

what should be the \distance" created by a missing event or a reordering of events?

Nevertheless, it is possible to de�ne an initial similarity for each pair of records

as a weighted composite of scores arbitrarily set for all individual measures and

possible di�erences. Hundreds of arbitrary decisions have to be made, but users

may be able to adjust those parameters for speci�c applications.

3.1.3 The Subjective Nature of Similarity

While there is no natural numerical distance between people, patients and

students express very strong opinions about records being similar or dissimilar to

them based on how they identify or not with the other person, making the no-

tion of similarity very subjective. How people perceive similarity depends on their

preferences, experiences, and beliefs, and has been dismissed by some as a slippery

notion [75]. Educators may see students of di�erent majors as absolutely dissimilar.

Doctors may see as the most similar the patients that are taking exactly the same

combination of drugs.

3.1.4 Similar for Which Purpose?

How people evaluate similarity is a�ected by their goals. Someone looking

for medical guidance will most likely ignore the similarity of education or place of
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residence. I identi�ed the following possible use of a similarity search:

� Compute outcome measures, e.g., to estimate the chance of developing a dis-

ease or achieving a desired goal. Here a large number of similar records are

needed, and knowledge of which criteria in
uence the outcome will guide the

similarity judgment. Physicians may know that having had children a�ects

certain types of cancer but patients may not. Students may only consider

publication activities to estimate the likelihood of getting a postdoc position.

� Identify stories to motivate. A physician may be trying to remember the case

of a similar patient who had a good outcome to encourage a patient to follow a

speci�c treatment. Here, gender and age may contribute little to the similarity

of the clinical cases, but be required to motivate the patient.

� Make plans for future actions, e.g., to de�ne long-term treatment plans based

on the outcomes of similar patients or recommend interventions to retain a cus-

tomer based on the histories of similar customers. Here the records' temporal

information may become more important. For example, a student seeking

course planning advice will put more weight on the similarity of the sequence

of classes and grades.

3.1.5 Lack of Ground Truth Benchmark Data

Well-developed research topics such as face or image recognition, document

search or topic classi�cation have a long history and ground truth datasets have

been developed to evaluate results of various algorithms and a much lesser extent of
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user interfaces. Even subjective judgments have been collected and aggregated. In

contrast, searching for similar people to guide life choices is a new topic of research

and there exists no benchmark dataset to train machine learning models or evaluate

prototypes. Besides, since the data structure and perception of similarity vary

among domains, it will be di�cult to generalize the evaluation results gathered

from one domain to others, so various benchmark datasets will be needed.

In summary, searching for similar records is technically easy using arbitrary

distance measures, but similarity judgments are subjective and there is no validated

measure or established ways to measure the quality of the result set before generating

personalized evidence-based recommendations for life choices. Therefore, I believe

that providing users with some control over the search and context information about

the results is critical to building trust in the recommendations. This dissertation

is a �rst investigation into the design space of a new research area: personalized

search for similar personal records.

3.2 Informing the Design

The challenges described above highlight the need to provide users with some

level of control over the selection of the criteria to be used in the search. To further

understand how users would want to specify which criteria to use and how to present

results and context, I conducted a series of interviews.
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3.2.1 Interviews

Thirteen potential users were interviewed (4 graduate students, 2 graduate

advisors, 2 physicians, a start-up CEO, and 4 researchers working in healthcare

or marketing). Each interview lasted approximately one hour, including a semi-

structured interview and a ranking task to provoke further discussions. I asked

participants about what information they might want to gather from similar records,

what criteria they would want to use when searching for similar records, and what

information would increase their con�dence in the value of the results.

Three separate scenarios were used. A student advising scenario asked partic-

ipants to imagine a setting where an advisor is meeting with a current student to

make plans for the year. For the healthcare scenario, I asked participants to think

of a doctor working with a patient to make a treatment plan. For marketing, I

asked the participants to imagine that they were designing a series of interventions

(e.g., calls, ads, or coupons) to retain an important customer, and could look for

similar customers to inform their intervention design. Each participant chose one or

two scenarios according to their backgrounds. While most participants could easily

identify with the student and healthcare situations, the marketing scenario was used

only by three participants. They could assume both user roles: the person expecting

to receive guidance or the person hoping to provide guidance to others.

I asked the participants to discuss (1) what they would hope to learn from

the data of similar records, (2) what criteria they wanted the tool to consider in

the similarity search, and (3) what information they would need to determine if the
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results were similar enough to provide personalized evidence. I told participants

to assume that data privacy concerns had been resolved (e.g., only aggregate data

would be available if access to details had not been granted).

After a period of open-ended discussion, participants were provided with six

printed records, among which one was assigned as the seed and the other �ve were

archived records being searched. Participants were encouraged to think aloud as

they tried to rank the archived records by similarity to the seed record, and to

describe the criteria they considered in the comparison, the di�culties they faced,

and any supports they wanted from a visual interface to complete such task.

3.2.2 Results

I summarize the results and present my �ndings.

3.2.2.1 What to Learn from Similar Records

In all three scenarios, participants con�rmed the expected uses, in particular,

the prediction of outcomes. For example, students wanted to know what jobs similar

students got after graduation and their salaries; marketing researchers wanted to

know the likelihood of a promotion link being clicked. In addition, participants

also asked for estimating the e�ect of an action on the future of the seed record

(i.e., \what if" analysis, a simpli�ed action plan recommendation). For example, a

student wanted to test if taking an internship in the last year would increase her

likelihood of getting a job at Google, and an advisor wanted to answer students
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asking if taking an extra class in the next semester might drop the GPA, or if giving

up a di�cult class would delay graduation. A student stated that \the information I

know about my peers would de�nitely help me make better decisions."Both advisers

and physicians commented that they often used examples from similar records to tell

motivational stories to their advisees or patients, but that it is di�cult to remember

those similar cases.

3.2.2.2 Similarity Criteria

Participants responded on average with 11 criteria (SD = 3:92), using both

record attribute criteria and temporal criteria. Record attribute criteria included

categorical values (e.g., gender, nationality, major, research topic, diagnosed disease,

or membership tier), and numeric values (e.g., age, weight, height, family income,

number of chronic problems, or company size). Temporal criteria included the time

between events (e.g., between pick advisor and publication, between two painful

episodes, or between sending advertisements and clicking on the promotion link),

and the pattern of event occurrences (e.g., a change in the number of publications

over time, lose weight and then get sick, or search for a product online and then

purchase in the store). Most temporal criteria were stated in general terms (e.g.,

recently, in the past) with some exceptions in the medical domain, where well-

de�ned, speci�c temporal patterns were mentioned.

Participants did give examples of criteria which should be ignored (e.g., women

are rare in Computer Science so a female participant wanted that criterion to be

38



ignored). Users may also want particular time periods to be ignored as well (e.g., a

school semester when the student was ill).

Some criteria were cited as being more important than others, but in many

cases, participants were uncertain about how distinguishable a criterion was for the

population or how relevant a criterion was for the knowledge they wanted to gain

from the similar records. For example, a student advisor said:\I am sure about

certain criteria but not con�dent about many others. I want to use the tool to de-

cide if a factor is important in the context of my analysis goal."All participants

mentioned their criteria depend on intended use of the similar records. A physi-

cian stated \gender is important for �nding similar patients with breast cancer but

does not matter for hypertension or diabetes,"another said\they are similar for a

purpose."

A common method used to select criteria was to identify unique characteristics

of the seed record. For example, a student may have changed advisors three times in

a year, or a patient may be uninsured and cannot a�ord expensive treatment plans.

Participants wanted the system to highlight those unique characteristics.

3.2.2.3 How to Evaluate the Similar Records

The participants proposed �ve possible strategies for reviewing the results and

determining if they are actually similar enough to the seed record:Sample inspection,

inspecting individual records, especially the most and least similar ones.Di�erence

between records, reviewing di�erences between the seed record and individual similar
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records. Distributions, reviewing histograms of the values of each criterion among

similar records. Statistical information, reviewing the number of records in the

result, the weight of each criterion, and the statistics for each criterion (e.g., min,

max, mean, variance).Context, comparing and contrasting the set of similar records

to the entire population. A student described his reason for choosing such reviewing

strategies: \I picked the criteria, so I just need to con�rm if the results re
ect my

choices."

3.2.2.4 System Design Needs

Based on my initial analysis and participants' suggestions, I propose a list of

�ve design needs.

N1. Dynamic criteria speci�cation: To see and adjust which criteria are used|or

not, and limit acceptable tolerance.

N2. Criteria prioritization: To assign weights to di�erent criteria and highlight

criteria with higher importance.

N3. Uniqueness identi�cation: To receive assistance in identifying unique charac-

teristics of the seed record compared to all archived records.

N4. Result review: To review statistics and distributions of the similar records and

detailed information of each individual in the results (if access is granted).

N5. Goal-driven exploration: To explore how relevant each criterion is to their

analysis goal and identify important criteria depending on that goal.
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I hope that providing controls over the search process (N1-2 ) and context for

the results (N3-4 ) will reduce the challenges of trust and subjectivity in �nding

similar records. In an attempt to bound the scope of this dissertation to a similarity

search interface, the last need is not addressed because it depends entirely on the

end goal of the overall application. For example, if the goal is to estimate what job

is most likely to be attained by a student, the application will need to identify which

criteria are correlated to the student job placements. Outcome analysis tools such

as DecisionFlow [55] and CoCo [10] could be used.

3.3 Description of PeerFinder

This section describes the user interface and search algorithm of PeerFinder,

a visual interface that enables users to �nd and explore records that are similar to

a seed record.

3.3.1 Interface

PeerFinder has four coordinated views2 (Figure 3.1): on the left is the seed

record with a timeline (a) and attributes (b), which are also used for criteria control.

In the center is the ranked list of similar records (c), and on the right is the overview

of the similar records (d). The interface can be con�gured by advanced users using a

control panel that adjusts the visibility of all interface components. Here I describe

the Complex version of PeerFinder con�gured to provide maximum control and

2A demo video is available athttp://hcil.umd.edu/peerfinder .
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context. Two simpler versions are described later.

3.3.1.1 Seed Record Timeline

A simpli�ed timeline of the seed record is shown in a table (Figure 3.1a),

where rows represent event categories and columns represent time periods. Events

of the same category that occur in the same period are aggregated and shown as

a square, with the size of the square encoding the number of occurrences. For

students' records, time periods can be school semesters (e.g., Spring, Summer, and

Fall). Advanced users can specify other time period rules based on speci�c data

and applications. User interviews suggested that temporal criteria use only rough

time periods so I chose this table-based design which simpli�es the timeline while

allowing users to explore how the numbers of event occurrences evolve over time.

Users can select or deselect event categories as criteria or specify temporal

patterns by selecting cells in the timeline table. To provide a population overview

and help users identify unique temporal patterns of the seed record, the data from

all archived records are shown as a heatmap in the table background. In each table

cell, the darkness of the background color encodes the percentage of records that

had at least one event in this category and this period. Hovering on a cell shows

the details.
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3.3.1.2 Similarity Criteria Controls

Similarity criteria are displayed in three groups (Figure 3.1b): categorical

(e.g., gender or major), numerical (e.g., age or GPA), and temporal. Categorical and

numerical criteria are automatically de�ned based on the available record attributes.

Temporal criteria are added when a pattern has been speci�ed on the timeline (e.g.,

having an internship every summer). Each criterion is represented by a rectangular

glyph showing its name and context information (i.e., the value of the seed record

attribute and distribution of all archived records), along with controls for tolerance

range, matching rule, and weight:

Tolerance range:Users can de�ne a tolerance range to treat multiple categor-

ical values or a range of numerical values equally to the value of the seed record,

which will increase the similarity of records with those values. For example, users

may decide to treat M.S. and Ph.D. students equally, and set a value range between

3.1 and 3.7 for GPA.

Matching rule: For each criterion, users can de�ne its matching rule by select-

ing among \Ignore" (� ), \Close Match" ( � ), or \Exact Match" (=). The default

rule for all criteria is \Close Match" where records with smaller di�erences from the

seed record will be considered as more similar and ranked higher. The results could

have diverse criteria values since the ranking considers the overall di�erence between

records. To narrow results and explicitly include or exclude certain criteria values,

users can switch to the \Exact Match" rule and use the tolerance range selector to

specify the criteria values that all records in the results must match (e.g., only keep-
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ing Computer Science students who have more than one year of work experience).

Users can also set the rule to \Ignore" if they do not want to use that criterion.

Weight: Users can give more importance to certain criteria by adjusting their

weights using a slider. Increasing the weight magni�es the di�erences between each

archived record and the seed record while small di�erences in that criterion become

smaller. By default, all criteria have a weight of 1, which can be adjusted to any

value between 0 (ignored) and 2 (doubled). The color of the round handle becomes

red when the weight is high to help users locate the criteria with higher weight.

3.3.1.3 Similar Record Ranked List

Each time users add or adjust a similar criterion, PeerFinder automatically

re-runs the search and shows the re�ned list of the top similar records (10% by

default) in a ranked list (Figure 3.1c). Each row in the list represents a similar

record, consisting of a record ID, values of speci�ed similarity criteria, and a timeline

of temporal events. Speci�cally, the criteria values are displayed in a table with the

same layout as the similarity criteria control panel. Values in a green background

are within the speci�ed criteria tolerance range while those with a gray background

are outside the range. The criteria values and the timelines provide detailed context

of each similar record and enable users to spot check the results.
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3.3.1.4 Similar Record Overview

Criteria value distributions of the similar records are shown at the top of Fig-

ure 3.1d to provide an overview of the results. The colors of the bars are consistent

with those in the criteria control glyphs, where green bars represent criteria values

within the tolerance range, gray bars represent those outside the tolerance range,

and the triangles show the value of the seed record. My initial design overlaid the

distributions of similar records on the distributions of all archived records (Fig-

ure 3.1b) using the same axes. However, the number of similar records is usually

very small compared to the entire population, making the bars di�cult to see clearly.

The bottom of Figure 3.1d shows the distribution of the distance scores of all

archived records (gray bars) and similar records (green bars). The average distance

scores are also marked on the chart. This distribution provides an overview about

which records are included in the results and how di�erent they are compared to

the entire population.

3.3.1.5 Other Con�gurations

Simpler con�gurations may be needed to satisfy the needs of intermittent users

or to be embedded in speci�c applications. Advanced users or application designers

can con�gure the visibility of all interface components to provide di�erent levels

of controls and context. In the user study, I used three con�gurations:Baseline,

Simple and Complex. Baselineprovides no controls over the criteria, emulating a

black-box interface (Figure 3.3). IDs are only shown to indicate that the search has
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completed. Simple allows turning on and o� each criterion and shows distributions

of the results (Figure 3.2).

3.3.2 Search Algorithm

As users add or adjust a similarity criterion, PeerFinder automatically executes

the similarity search and updates the results on the display. The search execution

consists of two steps. First, a �ltering step uses \Exact Match" criteria to eliminate

records that do not match. Second, the ranking step uses \Close Match" criteria

to sort the records and identify the top most similar records. Details are described

below.

3.3.2.1 Filtering

For each criterion marked as \Exact Match" the following process is used:

if the tolerance range is not set, only the archived records that have the exact

same value (or pattern for temporal criteria) as the seed record will be retained.

Otherwise, the records' criteria values need to be within the tolerance ranges to be

retained. The tolerance range is represented by a set of values for categorical criteria

and by a pair of upper and lower bounds for numerical or temporal criteria.

3.3.2.2 Ranking

Next, \Close Match" criteria are used to rank the archived records by their

similarities to the seed record. A comprehensive distance score is computed for each
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