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Since the phenomenal success of deep neural networks (DNNs) on image classification, the
research community have been developing wider and deeper networks with complex components
for a variety of visual understanding tasks. While such “heavy” models achieve excellent
performance, they pose two main challenges: (1) the training requires a significant amount of
computational resource as well as large-scale labeled datasets acquired from time-consuming
and labor-intensive human annotation process; and (2) the inference can be slow even with
expensive graphics cards due to the high model complexity. To address these challenges, we
explore improving the effectiveness of training DNNs so that better performance is achieved
under the same computation and/or annotation cost during training, and improving the efficiency
of inference that reduces the computational cost of DNNs while maintaining high accuracy.

In this dissertation, we first propose several approaches including devising noise-aware

supervisory signals, developing better semi-supervised learning methods and analyzing different



pre-training techniques for training object recognition and detection models more effectively. In
the second part, we present two adaptive computation frameworks that improve the inference
efficiency of 3D convolutional networks and attention-based vision Transformers for the tasks of
image and video classification.

Specifically, we first introduce NoisyAnchor, in which we identify the intrinsic
label noise generated from the harsh and binary IoU-based (Intersection-over-Union)
foreground/background split of training samples in object detection, and mitigate such noise
through deriving a cleanliness score with the detectors’ output and down-weight noisy training
samples with further derived soft category labels and loss re-weighting coefficients. We then
seek to boost object detection performance with the readily available unannotated images, and
propose improved semi-supervised learning (SSL) techniques that aim at addressing two unique
challenges of semi-supervised object detection, i.e. the lack of localization quality estimation
and the amplified class imbalance when generating pseudo labels. In the third work we
empirically analyze the differences of the impact on downstream tasks when pre-training on
image classification and object detection, providing more intuitions and actionable practices for
effective task-specific pre-training.

To improve inference efficiency, we explore adaptive computation methods that produce
input-specific inference policies for an overall reduced computational cost, and present Ada3D
and AdaViT. In particular, Ada3D learns to adaptively allocate computational resources by
selectively keeping informative input frames and activating 3D convolutional layers of 3D models
on a per-input basis for video classification; AdaViT exploits the redundancy of self-attention
mechanism in Vision Transformers for image classification and improves their efficiency through

deriving input-specific usage policies on which patches, self-attention heads and transformer



blocks to use throughout the backbone. Such adaptive computation methods tend to allocate less
computation for “easy” images and “static” videos, thus resulting in a reduced computational

cost.
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Chapter 1: Introduction

Deep neural networks (DNNs) have been powering a wide range of visual understanding
applications such as autonomous driving, video surveillance, information retrieval, content
creation and so on. Since the phenomenal improvement on large scale image classi cation
obtained by using DNNSs, the research attention of vision community has been largely focused
on designingeffectivé andef cient? network architectures. Alongside this line of research, two
orthogonal directions have also received great attention: for certain visual understanding task, 1)
How to train DNNs effectively; and 2) How to do inference more ef ciently with DNNs. These
directions are worth exploring, particularly since they are complementary to most architectural
improvements of deep networks.

To this spirit, in this dissertation we present methods that train deep networks more
effectively and do inference more ef ciently for visual understanding, primarily for the tasks
of classication and detection on images and videos. In particular, the proposed methods
explore: 1) designing better supervisory signal for training object detectors and developing
better transfer learning and semi-supervised learning techniques for object detection and image
classi cation, in pursuit of a more effective and label-ef cient training paradigm; 2) designing

dynamic frameworks for both CNN and Transformer backbones aiming at ef cient inference for

LIn terms of performance on the target tasky.classi cation accuracy.
2In terms of inference speed.



image and video classi cation, which adaptively allocate computational resowegesimber
of input patches/frames and number of activated convolution/attention layers) conditioned on
inputs to achieve better trade-offs between accuracy and computational cost.

In the rst part, we design better supervisory signal for training object detectors. Modern
object detectors requires an arti cial de nition of foreground/background objects to train the
classi cation branch, and the most common approach divides candidate boxes into a split of
positive/negative samples based on their Intersection-over-Union (loU) with ground-truth objects.
However, we observe such harsh split leads to non-trivial label noise since loU with ground-truth
objects does not necessarily correlate to the representativeness of candidate boxes, especially
when occlusion and irregular-shaped objects exist. Inspired by the ndings from existing work on
classi cation with noisy labels, we resort to detector's output to produdeanliness scoréhat
approximates the noise level of each training sample. With the cleanliness score, a soft continuous
label and re-weighting coef cient are further derived to supervise classi cation training as well
as re-weighting the losses of different samples, such that the negative impact of noisy samples
are mitigated during training. The method is applied only during the training stage and thus does
not introduce computational overhead during inference while obtaining a clear improvement on
detection performance.

In the second part, we explore semi-supervised learning (SSL) methods to improve object
detection performance resorting to the readily available unlabeled images, without further need
of labor-intensive annotation process. While it is straightforward to extend recent SSL methods
(e.g. consistency-based psuedo-labeling method) for image classi cation to object detection,
two problems rooted in the unique properties of object detection remain unaddressed: the lack
of consideration in localization precision and the ampli ed class imbalance when generating

2



pseudo labels for unlabeled images. To tackle these problems, we convert the conventional
localization task from a coordinate regression problem to a classi cation prohkemrédicting

which discretized bin along x/y axis does the four sides of bounding boxes belong to) followed
by re nement, producing con dence scores that can effectively estimate localization quality
of pseudo labels. Conditioned on classi cation and localization quality scores, we further
dynamically adjust the thresholds used to generate pseudo labels and re-weight loss functions
for each category to alleviate the class imbalance problem. The proposed method improves the
baseline by a clear margin and obtains state-of-the-art performance on various standard semi-
supervised object detection benchmarks and settings.

In the third part, we conduct a detailed empirical analysis of pre-training on object detection
v.s.image classi cation and analyze their impact on transfer learning on various downstream
tasks and datasets. Through controlled experiments, we demonstrate that pre-training on object
detection is bene cial for small datasets on tasks where precise localization is needed such as
object detection and semantic segmentation, while the size of pre-training dataset is not a crucial
factor for the level of performance improvement. For example, detection pre-training boost ne-
tuning performance on PASCAL VOC B2 mAP than classi cation pre-training and obtains
state-of-the-ar81:1% mAP at loUQ:7. Interestingly, detection pre-training does not improve but
hurt ne-tuning performance on image classi cation even though the extra information of object
location is provided. We further probe the properties of learned feature representations through
analyzing intermediate features, error modes and visualizations, providing a set of ndings and
actionable practices on pre-training and netuning.

In the fourth part, we introduce Ada3D, a dynamic framework to speed up the inference of

3D convolutional networks for video classi cation. By exploiting the large temporal variance

3



of different videos and actions, we propose to learn instance-speci ¢ policies to determine
which frames to use in the given input dipnd which 3D convolutional layers to activate
in the given 3D network, such that less computational resource is allocated for videos/actions
that are easier and less motion-intensive. Speci cally, a policy network is trained with policy
gradient methods and incentivized to derive frame and 3D convolution usage policies that
reduce computational cost while maintaining recognition accuracy on a per-input basis. The
3D network is further jointly ne-tuned with the policy network for re ne feature representations
under different policies. The proposed method obtains similar accuracies to state-of-the-art 3D
networks while reducin@0%to 50% computational cost in terms of oating point operations
(FLOPS). Qualitative analysis suggests that Ada3D learns to activate relatively more frames and
3D convolutions for complex and motion-intensive input clips but fewer for easy and static clips.
In the fth part, we seek to generalize the idea of dynamic inference and study the
computation redundancy of the Vision Transformer backbones, which have demonstrated
remarkable performance on a variety of vision tasks recently. While achieving excellent
performance, they still require relatively intensive computational cost that scales up drastically
as the numbers of patches, self-attention heads and transformer blocks increase. In this
paper, we argue that due to the large variations among images, their need for modeling long-
range dependencies between patches differ. To this end, we propose AdaViT, an adaptive
computation framework that learns to derive usage policies on which patches, self-attention
heads and transformer blocks to use throughout the backbone on a per-input basis, aiming to
improve inference ef ciency of vision transformers with a minimal drop of accuracy for image

recognition. Optimized jointly with a transformer backbone in an end-to-end manner, a light-

3A stack of RGB frames.



weight decision network is attached to the backbone to produce decisions on-the- y. We conduct
extensive experiments on image classi cation and demonstrate that the proposed framework
obtains better computation-accuracy tradeoffs than the baselines and other vision transformer

variants.

Finally, we conclude the dissertation with a summary of presented works and several future

research directions.



Chapter 2: Learning from Noisy Anchors for One-stage Object Detection

2.1 Introduction

Object detectors aim to identify rigid bounding boxes that enclose objects of interest in
images and have steadily improved over the past few years. Key to the advancement in accuracy
is the reduction of object detection to an image classi cation problem. In particular, a set of
candidate boxes.e., anchors, of various pre-de ned sizes and aspect ratios, are extensively used
to be regressed to desired locations and classi ed into object labels (or background). While
training the regression branch is straightforward with ground-truth (GT) coordinates of objects
available, optimizing the classi cation network is challenging: only a small fraction of anchors
suf ciently overlap with GT boxes. This limited number of proposals are considered as positive
samples, together with a vast number of remaining negative anchors, to learn good classi ers
with the help of techniques like focal loss [1] or hard sample mining methods [14-16] that can
mitigate data imbalance problems.

Despite the success of such training schemes in various detectors [1, 17-20], the split
of positive and negative anchors relies on a design choice—proposals whose loUs with GT
boxes are higher than a pre-de ned foreground threshold are considered as positive samples
while those with loUs lower than a background threshold are treated as negative. Although

simple and effective, the use of pre-de ned thresholds is simply based on ad-hoc heuristics,
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Figure 2.1:Candidate anchors and their assigned labels (represented by color) in sampled
images. Top classical training methods assign binary labets, positive (in blue) and negative

(in red) to anchors based on loU between candidates and ground-truth boxes (in Bodtm).:

soft labels, represented by the density of colors, assigned to anchors by our approach based on a
proposed cleanliness metric for anchors. Best viewed digitally.

and more importantly, the resulting hard division of anchors as either positive or negative is
guestionable. Unlike standard image classi cation problems where positive and negative samples
are more clearly determined by whether an object occurs, anchors that overlap with GT boxes
correspond to patches of objects, covering a fraction of an object's extent and thus containing
only partial information. Therefore, labels assigned to anchors conditioned on their overlap with
GT boxes, are ambiguous. For example, the giraffe head in Figure 2.1 will be considered as
a negative sample since the loU is low, yet it contains meaningful semantic information useful
for both localization and classi cation. In addition, an axis-aligned candidate with satisfactory
overlapping with a GT box might contain background clutter and even other objects (see the
green car on the truck and the dog in front of the laptop in Figure 2.1), due to the limitations of

representing objects using rectangles. Therefore, labels used to train the classi cation branch are



noisy, and it is challenging to de ne perfectly clean labels as there is no oracle information to
measure the quality of proposals. In addition, noise in labels is further ampli ed with sampling
methods [15, 16] or focal loss [1], since ambiguous and noisy samples tend to produce large
losses [21].

In light of this, we explicitly consider label noise for anchors with an aim to reduce its
impact during classi cation and regression. In particular, we associate a cleanliness score with
each anchor to adaptively adjust its importance during training. De ning cleanliness is non-
trivial, since information on the quality of anchors is limited. However, these scores are expected
to be (1) determined automatically rather than based on heuristics; (2) soft and continuous so
that anchors are not split into positive and negative set with a hard threshold; (3) can re ect the
probability of anchors to be successfully regressed to desired locations and classi ed into object
(or background) labels.

It has been demonstrated that the outputs from networks can indicate the noise level of
samples when labels are corrupted and noisy for image classi cation tasks—the network tends to
learn clean samples quickly early on and make con dent predictions for them, while recognizing
noisy samples slowly yet progressively [22—26]. In this spirit, we use network outputs as proxies
to estimate cleanliness for anchors. We de ne the cleanliness score of an anchor as a combination
of localization accuracies from the regression subnetwork and prediction scores produced by
the classi cation head. Such a de nition not only satis es the aforementioned desiderata but
also correlates the classi cation branch with its regression counterpart. This injects localization
information to the classi cation subnetwork, and thus reduces the discrepancies between training
and testing, since proposals are simply ranked based on classi cation con dence with NMS,

unaware of localization accuracy during evaluation.
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The cleanliness scores then serveais labelsdo supervise the training of the classi cation
branch. Since they re ect the uncertainty of network predictions and contain richer information
than binary labels, this prevents the network from generating over-con dent predictions for noisy
samples. Furthermore, the cleanliness scores, through a non-linear transformation, are used as
sample re-weightinfpctors to regulate the contributions of different anchors to loss functions for
both classi cation and regression networks. This assists the model to attend to samples with high
cleanliness scores, indicating both accurate regression and classi cation potentials, and to ignore
noisy anchors. It worth pointing out the scores based on the outputs of networks are derived
without incurring additional computational cost, and can be readily plugged into anchor-based
object detectors.

We conduct extensive studies on COCO with state-of-the-art one-stage detectors, and
demonstrate that our method improves baselines ¥ using various backbone networks
with minimal surgery to loss functions. In particular, with the common practice [27] of multi-
scale training, our approach improves RetinaNet [1] to 41.8% and a 44.1% AP with ResNet-
101 [28] and ResNeXt-101-328d [29] as backbones, respectively, which are 2.7% and 3.3%
higher than the original RetinaNet [1] and better or comparable with state-of-the-art one-stage
object detectors. We additionally show the proposed approach can also be applied to two-stage

detectors for improved performance.

2.2 Related Work

Anchor-based object detectors. Inheriting from the traditional sliding-window paradigms,

most modern object detectors perfoafassi cation and box regressiorconditioned on a set



of bounding box priors [1,17-19,21,30,31]. In particular, one-stage detectors like RetinaNet [1],
SSD [19] and YOLOv2 [18] use pre-de ned anchors directly, while two-stage detectors like
Faster R-CNN [17] use generated region proposals re ned from anchors either once or in
a cascaded manner. A multitude of detectors have been newly proposed based on these
frameworks [12, 21, 32—-38]. However, they rely on pre-de ned loU thresholds to assign binary
positive and negative labels to proposals in order to train the classi cation branch. Instead,
we associate each box with a carefully designed cleanliness score as soft labels, dynamically
adjusting the contributions of different proposals and hence makes the training noise-tolerant.
Anchor-free object detectors. There are a few recent studies attempting to address the issues
caused by the use of anchors by formulating object detectiorkegpint localizationproblem.

In particular, they aim to localize object keypoints, such as corners [39], centers [40, 41] and
representative points covering [42] or circumscribing [43] the spatial extent of objects. The
discovered keypoints are either grouped into boxes directly [39,41] or used as reference points for
box regression [40,42,43]. They achieve comparable accuracies with anchor-based counterparts,
con rming that the conventional classi cation supervision using anchors is not perfect. However,
these keypoint-based methods often require more training time to converge. Instead, we improve
anchors with slight modi cations to loss functions based on the introduced cleanliness scores.
This facilitates ef cient training yet competitive performance without additional computational
cost.

Sampling/re-weighting in object detection.The training of object detectors often faces a huge
class imbalance due to the large percentage of background candidates. A common technique
to address the imbalance is sampling batches with a xed foreground-to-background ratio [17,
44]. In addition, various hard [15, 16, 19, 45] and soft [1, 46, 47] sampling strategies have been

10



proposed. The core idea of them is to prevent easy samples from overwhelming the loss and
then focus the training on hard samples. Despite their effectiveness, these sampling strategies
tend to amplify the noise caused by the imperfect split of positive and negative samples, since
confusing samples are observed to produce larger losses [22,48]. We demonstrate that our method
is complementary to these sampling methods while alleviates the impact of noise for training.
Learning with noisy labels. Extensive studies have been conducted on learning from noisy
labels, where noise is generally modeled by deep neural networks [22-26] or graphical
models [49, 50]etc. Then, outputs from these models are used to re-weight training samples or
infer the correct labels. These approaches focus on the task of image classi cation where noise is
from incorrect annotation or caused by the use of weakly-labeled web images from social media
or search engines. In contrast, our focus is on object detection, where label noise results from
the imperfect split of positive and negative candidates produced by the solely loU-based label

assignment strategy.

2.3 Background

We brie y review the standard protocols and design choices for training one-stage detectors
and discuss their limitations. State-of-the-art one-stage detectors take as inputs raw images and
produce a set of candidate proposals.(anchors), in the form of feature vectors, to predict the
labels of potential objects with @assi cation branch and regress coordinates of ground-truth
bounding boxes throughragression branchin particular, the regression branch typically uses a
smoothed ; loss [51] to encourage correct regression of bounding boxes while the classi cation

counterpart incentivizes accurate predictions of object (or background) labels through a binary

11



cross entropyBCE loss?:

BCE(p;t)= t wp log (p) (1 t) wy log (1 p); (2.1)

wheret 2 f 0, 1g denotes the label of a candidate box with backgrodny) és 0 and foreground

(fg ) as 1, andp 2 [0, 1] is the predicted classi cation con dencew, andw, denote the
weighting parameter used in focal loss [1], to down-weight well-classi ed samples. In contrast to
standard image classi cation tasks where labels are more clearly de ned based on the presence
of objects, the labels of anchors serving as supervisory signals are arti cially de ned based on

their overlapping with GT-boxes in the following way:

1 if loU fg-threshold

t=_.0 if loU < bg-threshold (2.2)

VWA AR ©0

1 otherwise

Thefg-threshold is typically set td0:5, which is in part motivated by the PASCAL VOC [3]
detection benchmark [15] and has been empirically found to be effective for a variety of detectors.
Similarly, a box is labeled as background if its loU with GT is less tharbip¢hreshold
which is set td):4 in RetinaNet [1].

While offering top-notch performance in most popular detectors, the heuristic approach
of identifying positive and negative samples might not be ideal as the thresholds are manually

selected and xed for all objects, regardless of their categories, shapes,eszeBor example,

lwe consider binary classi cation for simplicity, and extending it to multiple classes is straightforward.
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a candidate box with a high loU for irregular-shaped objects might contain background clutter or
even other objects. On the other hand, anchors with smaller loUs might still contain important
clues. For instance, the candidate box containing a giraffe head in Figure 2.1 would be considered
as background, but it contains useful appearance information for recognizing and localizing
a giraffe. This hard label assignment leads to noisy samples which are dif cult to learn and
produce relatively large losses. As a result, noise will be magni ed when re-sampling methods
like OHEM [15] or focal loss [1] are used to mitigate class imbalance and easy sample dominance

problems, since more attention is paid to these hard but probably not meaningful proposals.

2.4 Our Approach

As discussed above, noise incurred by the imperfect split of positive and negative samples
and the limitations of representing objects with rectangles, not only confuses the classi cation
branch to derive good decision boundaries but also misleads re-sampling/weighting methods.
Therefore, we propose to reduce the impact of noisy proposals by dynamically adjusting their
importance. To accomplish this, we introduce the notion of cleanliness for anchors based on their
the likelihood to be successfully classi ed and regressed. Cleanliness scores are continuous in
order to adaptively control the contribution of different proposals.

Recent advances on learning from noisy labels when training networks suggest that the
con dence scores of networks indicates the noise level of samples when making prediatipns,
networks can easily learn easy samples with high con dence while tending to make uncertain
predictions for hard and noisy samples. Motivated by this observation, we de ne the cleanliness

scores of anchors using knowledge learned from the classi cation and localization branches in
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detectors: 8

% loc ;a+(1 ) cls ¢ forb2 A s
c= (2.3)

0 forb2 A neg:

Here, b is a candidate boxJoc _a and cls ¢ denote the localization accuracy and the
classi cation con dence, respectively, and is a control parameter, balancing the impact of
localization and classi cation. In additiom s and Aneg Separately represent positive and
negative candidate sets from tdbpproposals for eacBT-object based on their loU before box

re nement. Note that most candidate boxes only cover background regions due to the dense
placement of anchors and should not be labeled and learned as positive samples; consequently,
we only assign cleanliness scores to a set of plausible positive candidates, with others labeled as
0. Furthermore, we use direct outputs from the classi cation netwoidsasc and instantiate

loc _a as loU betweemegressedctandidate box and its match&il-object. Note that although

we use network outputs, the approach does not suffer from cold start—initial valciss af and

output fromregressiorbranch are both small, so the derived cleanliness score is an approximation
of loU between anchor and match@&d-object, which does not destablize training during the rst

few iterations.

Soft labels. The cleanliness scores are readily usedats labelsto control the contributions

of different anchors to th8CEloss in Equation 2.1 by replacirnigwith c. Since cleanliness
scores are dynamically estimated based on the trade-off betaeea andcls _c, the network

can focus on clean samples and not on improperly labeled noisy samples. In addition, these
soft and continuous labels allows the network to be more compatible with detection evaluation

protocols, where all nal predictions are ranked based on their classi cation scores in NMS, as
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Algorithm 1 The algorithm of our approach.

Input: 1 ,GT,B,cls c,loc .a, , ,N

| is the input image,

GT is the set of ground truth objects within

B is the set of candidates boxes (i.e. anchors),

cls _c is the classi cation con dence of corresponding ground truth class for candidates,
loc _ais the localization accuracy of candidates,

;  are the modulating factor| controls size of positive candidate set.

Output: Losses for classi cation and box regressiogs; L reg .

1 AposiAneg: S ?

2: for gt 2 GT do

3: indices = argsort(loU(B; gt)) . Sort in descending order.
4; Apos A posl[f indices[0:N]: gtg

5: end for

6: Aneg T (B A pos)iindices : Og

7: forbh 2 A pps do

8: c= loc a;+(1 ) cls _cj . Equation 2.3
9: r=( f(loc a)+(1 ) f(cls _cj)) . Equation 2.4
10: S S[fh:fcrgg

11: end for

12: forly 2 AnegdoS S[f b :fc 0:0;r 1:0ggend for

13: Lgs = Pri BCHpi;q) . Equation 2.5
14: Lreg = rj smooth 'y . Equation 2.6
15: return Lgis; Lreg

will be shown in the experiments. The reasons are two-folds: (1) soft labels prevent the model
from generating over-con dent binarized decisions, producing more meaningful rankings; (2)
the localization accuracies are modeled in the soft labels, reducing the misalignment between
classi cation and localization.

Sample re-weighting. One-stage detectors are usually confronted with a severe imbalance of
training data with a large amount of negative proposals and only a few positive ones. To mitigate
this issue, focal loss [1] decreases the loss of easy samples and focuses more on hard and noisy
samples. However, for proposals with label noise, they will be stressed during training even
though they could simply be outliers. Therefore, we also propose to re-weight samples based

on cleanliness scores de ned in Equation 2.3. While we could to directly use Eqgn. 2.3 for re-

15



weighting, the variations of cleanliness scores among different proposals are not signi cantly
large asloc _a andcls _c¢ are normalized. To encourage a large variance, we jogssa
andcls _c through a non-linear functioh(x) = ﬁ The re-weighting factor for each box

b2 A s becomes:

r=( f(loc a)+(1 ) f(cls ¢)) ; (2.4)

where is used to further enlarge the score variance, which is xed to 1 in the experiments. In
addition, we also normalize to have a mean of 1, since the mean of all positive samples are 1
given that they are equally important before re-weighting. Re-weighting proposals in this way
not only downplays the role of very hard samples that cannot be modeled by the network but also
helps revisiting clean samples that are regarded as well-classi ed to promote the discriminative
power of classi cation. Finally, with the aforementionedft labelsandsampling re-weighting
factors based on cleanliness scores, loss functions used to train classilcgtiamd regression

Leg Networks can then be written as:

%os %eg
Los = ri BCEpi; c) + BCHp;; G); (2.5)
i j
%OS

Lieg = ri smooth _"y: (2.6)

Here,r is used to weight both losseBCEIloss is computed witle as supervisory signal,
and widely adopted smooth loss is used for regression [1]. The complete algorithm of our

approachisin Alg. 1.

16



2.5 Experiments

2.5.1 Experimental Setup

Datasets.We evaluate the proposed approach on the COCO benchmark [52]. Following standard
training and testing protocols [1, 20], we use ti@nval35k set (the union of th&0K

training images an@5K validation images) for training and thmeinival set 6K images), or
thetest-dev2017  set for testing. The performance is measured by COCO Average Precision
(AP) [52]. For ablation, we report results omnival . For main results, we report AP on the
test-dev2017  set where annotations are not publicly available.

Detectors. We mainly experiment with RetinaNet [1], a state-of-the-art one-stage detector, with
different backbones including ResNet-50, ResNet-101 [28] and ResNeXt-108€3[29]. In
addition, we demonstrate the idea can also be extended to two-stage detectors using Faster R-
CNNs [17]. For ablation studies, we use RetinaNet with a backbone of ResNet-50.
Implementation details. We use PyTorch for implementation and adopt 4 GPUs for training
with a batch size of 8 (2 images per GPU) using SGD and optimiz&86K iterations in total

(1 schedule) unless speci ed otherwise. The initial learning rate is set0dsfor Faster R-

CNNs and0:005 for RetinaNet, then divided b0 at 12K and 16K iterations. We use a
weight decay 00:0001and a momentum d¥:9. Asin [1,37,42,46,53], input images are resized

to have a shorter side of 800 while the longer side is kept less than 1333; we also perform random
horizontal image ipping for data augmentation. When multi-scale training is performed, input
images are jittered over scale640, 672, 704, 736, 768, 80@t shorter side. For multi-scale

testing, we use scalé<l00, 500, 600, 700, 900, 1000, 1100, 1g@Mhd horizontal ipping as
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Method Backbone AP AR AP5 APs APy AP
RetinaNet [1] ResNet-101 39.1 59.1 42.3 219 42.7 50.2
Regionlets [54] ResNet-101 39.3 59.8 n/a 21.7 43.7 50.9
GHM [46] ResNet-101 39.9 60.8 42.5 20.3 43.6 54.1
FCOS [42] ResNet-101 41.0 60.7 441 24.0 44.1 51.0
Cas-RetinaNet [55] ResNet-101 41.1 60.7 45.0 23.7 44.4 52.9
POD [53] ResNet-101 415 62.4 44.9 24.5 44.8 52.9
Re neDet [34] ResNet-101 36.4/41.8 57.5/62.9 39.5/45.7 16.6/25.6 39.9/45.1 51.4/54.1
FSAF [37] ResNet-101 40.9/42.8 61.5/63.1 44.0/46.5 24.0/27.8 44.2/25.5 51.3/53.2
CenterNet (Duamet al) y [41] Hourglass-52 41.6/43.5 59.4/61.3 44.2/46.7 22.5/25.3 43.1/45.3 54.1/55.0
RetinaNet [1] ResNXet-101-328d 40.8 61.1 44.1 24.1 44.2 51.2
GHM [46] ResNXet-101-328d 41.6 62.8 44.22 22.3 45.1 55.3
FCOS [42] ResNXet-101-328d 42.1 62.1 45.2 25.6 44.9 52.0
FSAF [37] ResNXet-101-328d 42.9/44.6 63.8/65.2 46.3/48.6 26.6/29.7 46.2/47.1 52.7/54.6
CornerNety [39] Hourglass-104 40.5/42.1 56.5/57.8 43.1/45.3 19.4/20.8 42.7/44.8 53.9/56.7
ExtremeNety [56] Hourglass-104 40.2/43.7 55.5/60.5 43.2/47.0 20.4/24.1 43.2/46.9 53.1/57.6
CenterNet (Zhoet al) y [40] Hourglass-104 42.1/45.1 61.1/63.9 45.9/49.3 24.1/26.6 45.5/47.1 52.8/57.7
CenterNet (Duaet al.) y [41] Hourglass-104 44.9/47.0 62.4/64.5 48.1/50.7 25.6/28.9 47.4/49.9 57.4/58.9
Ours ResNet-101 41.8/43.4 61.1/62.5 44.9/47.0 23.4/26.0 44.9/46.0 52.9/55.4
Ours ResNXet-101-32 8d 44.1/45.5 63.8/65.0 47.5/49.3 26.0/28.2 47.4/48.4 55.0/57.6

Horizontal ipping used for both single-scale and multi-scale testing
y Longer training schedule

Table 2.1: Detection results (% AP) on CO@&3t-dev2017  set. Single-scale / multi-scale
(if exists) testing results are reported. Our method improves RetinaNet detectoi@yAP and
obtains better or comparable performance compared with state-of-the-art one-stage detectors.

augmentations following Detectron [27].

2.5.2 Main Results

We report the performance of our approach on the CQ€<d-dev2017 set using

RetinaNet and compare with other state-of-the-art methods in Table 2.1. In particular,
we compare with variants of RetinaNet such as FSAF [37], POD [53], GHM [46], Cas-
Retinanet [55], Re neDet [34] and several anchor-free methods including FCOS [42],
Cornernet [39], ExtremeNet [56] and CenterNets [40, 41]. For fair comparisons, following the
common setup [1, 37, 53, 55], we also train our method with a longer schedule (1.5x of the

schedule mentioned in Section 2.5.1) and a scale jittering.

We can see from the table that, without introducing any computational overhead, our
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method improves RetinaNet by 2.7% and 3.3% AP with a ResNet-101 and a ResNeXt-101-
32 8d as backbone networks, respectively, con rming the effectiveness of our method. It
worth noting all these RetinaNet models are trained with focal loss [1], which demonstrates the
compatibility of our approach with techniques used to address the imbalance of training samples.
In addition, our approach achieves better or comparable performance compared with various
state-of-the-art detectors in both single-scale and multi-scale testing scenarios. Note that our
approach performs better or on par with some detectors with multiple re nement stages [34, 55]
or longer training schedule(g, a 2x of default schedule) [39,40,42,56]. With a strong backbone

network ResNeXt-101-328d and multi-scale testing, we achieve a high AP of 45.5%.

2.5.3 Ablation Study

Different backbone architectures. We also experiment with different backbone networks
for RetinaNet, including ResNet-50, ResNet-101 and ResNeXt-10882 The results are
summarized in Table 2.2. We observe that our method steadily improves the baseline%oby

for different backbones.

Method Backbone AP AR AP
B e 352, S0
“ows RESNMIOL 40l ooy g

Table 2.2:Results with our approach and comparisons with baselineausing RetinaNet [1]
with different backbone networks.

Contributions of soft labels (SL) and re-weighting (SR).To demonstrate the effectiveness of
the two key components based on cleanliness scores, we report the results of our approach using
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SL and SR, separately in Table 2.3. We can see that applying siftdabelsor re-weighting

coef cientsderived from the cleanliness scores improves the baselines, while combining both
methods offers the largest performance improvement. It worth pointing out sdfetabelsare

not applied, simplyre-weightingthe samples with hard binary samples brings relatively minor
performance gain, suggesting the use of soft supervisory signals for training the classi cation

branch is critical.

SL SR AP  APsy AP APs APy AP_

36.2 54.0 38.7 19.3 40.1 48.8

X 37.1 56.5 40.0 19.4 409 493
X 36.7 544 393 195 40.3 494

X X 37.7 56.5 40.2 200 411 51.2

Table 2.3: Ablation experiments on the effectiveness of components in our method, Soft Labels
(SL) and Sample Re-weightin®R).

Hyper-parameters sensitivity. We also analyze the sensitivity of different hyper-parameters
used in our approach: controls the degree of focus on different samphsgoverns the size

of Apes and balancesls _c¢ andloc _a when computing cleanliness scores. As shown in
Table 2.4, our method is relatively robust to different parameters. We observeghdN should

be selected together, since a largéocuses training on a small proportion of samples while

a largeN adds more noisy samples £0,.s; detection performance would drastically degrade
nevertheless if either of them is too large. Wher 0, all samples are equally re-weighted for
network learning and SR is thus disabled. The effect oéveals the trade-off betweets _c
andloc _a to compute cleanliness scores for label assignment and sample re-weighting. As
shown in Table 2.4(c), = 0:75yields the best resultec _a tends to be more important

thancls _c as larger offers better performance. This also con rms that considering both
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AP APsy APz N AP APy APz AP APsy APs

0o mime me X 10 T RS M oo ws ses s
10 377 565 40.2 50 10 373 562 39.9 025 373 562 399
125 377 562 403 60 1.0 37.1 558 395 05 377 565 40.2
1.5 377 559 405 80 1.0 366 556 389 075 380 569 40.6
175 359 529 384 80 125 369 555 392 10 378 565 405
(a) Varying for sample (b) VaryingN for (c) Varying the balancing
re-weighting. collectingA ,os. factor .

Table 2.4: Ablation experiments on sensitivity of hyper-parameters in our method (a)
modulates the degree of focus on different samplesN(lepntrols size ofA ,.s. (C) balances
cls _c andloc _a in calculating cleanliness score.

classi cation and regression branches when de ning the cleanliness scores is important.
Extension to two-stage detectors.Our method offers clear performance gains for one-stage
detectors, and we hypothesize that it could be easily plugged into multi-stage detectors, producing
better proposals. We validate our assumption with Faster R-CNN [17]. In particular, we rst
train the Region Proposal Network (RPN) with our approach to analyze recalls, since one-
stage detectors are a variant of RPN. Table 2.5 presents the recall of generated proposals with
different methods. We can see that our approach outperforms the baseline RPN model by clear
margins—7.8, 5.4, 3.4 percentage points for;ARARzq and ARqo, respectively. It also
surpasses the performance of a two-stage iterative RPN in [34] and a “Re neRPN” structure
similar to [34] where anchors are regressed and classi ed twice with different features. Note that
larger improvements are observed when a smaller number of proposals are kept, suggesting that
our method can be better at ranking predictions according to actual localization accuracy. We
also analyze the contributions of soft labels and sample re-weighting, and observe similar trends
as in one-stage detectors.

We then train a Faster R-CNN [17] with FPN [20] in an end-to-end manner by using our

approach only for RPNs. The results are shown in Table 2.6. We observe 1% mAP improvement
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Method AR ARz ARio000

RPN Baseline [20] 43.3 51.6 56.9
RPN-0.5 46.8 534 56.2

RPN-+lterative [32] 49.7 56.0 60.0

Re neRPN [32, 34] 50.2 56.3 60.6

RPN-0.5 + SR 48.3 54.6 56.6
Ours 51.1 57.0 60.3

Table 2.5:Results of region proposalsvaluated on COC@ninival , measured by Average
Recall (AR). RPN Baseline usé$.3, 0.9 IoU thresholds for GT assignment (background if
<0.3, foreground i 0.7, ignored if in between) while RPN-0.5 uses to separate positive and
negative samples. SR denotes sample reweighting.

Method AP ARy APz APs APy AP

Baseline 36.8 585 39.8 21.0 399 476
Ours 37.8 59.2 411 21.7 41.3 48.9

Table 2.6:Results of Faster R-CNN with FPN with and without our approach.

compared to standard training of faster rcnns, demonstrating that our approach is also applicable

to two-stage detectors without any additional computation.

2.5.4 Discussions

In this section, we perform various quantitative and qualitative analyses to investigate the
performance gains brought by our approach.
Recall v.s. precision. To better understand how our method improves detection performance,
we plot the precisionv.s. recall curves in Fig 2.2 and analyze the performance gains. As
demonstrated, our method steadily promotes detection performance in different conditions like
loU thresholds, object sizes and maximum number of predictions per image during evaluation. It
is also worth noting that our method obtains clear precision gains for all recall ratios, and hence

it could be bene cial to various object detection applications in real-world scenarios.
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Figure 2.2:Precisionv.s.recall (PR) curvesof our approach, and comparisons with baselines
under different loU thresholds, object sizes (area) and maximum number of predictions per image
(maxDet).

Classi cation con dence prediction. We also analyze the predicted classi cation con dence
and investigate whether our proposed method helps alleviate the issue of over con dent
predictions and reduce the discrepancy between classi cation prediction and localization
accuracy. For baseline detectors and our method, we collect their top-2% con dent predictions
on COCOminival set before and after NMS and then calculate their mean classi cation
con dence and loUs with matched ground-truth boxes. As shown in Table 2.7, detectors trained
with our method produces relatively milder predictions than the baseline for classi cation.
Although predictions of the baseline offer a higher average loU before NMS, it is surpassed

by our method after running NMS. This suggests that our method is more friendly when
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Figure 2.3:Example candidate boxes (in red) with high loUs with ground-truth boxes (in
green), yet containing noisy contents, are down-weighted by our methodAnchors and
ground-truth boxes are denoted in red and green, respectively.

ranking is performed during evaluation since predicted labels are softer and contain more
ordering information, and thus is more compatible with NMS. To further verify the ability of
our method to correlate classi cation con dence with localization accuracy, we calculate the
Pearson correlation coef cient on these predictions before NMS, and the coef cients between
classi cation con dence and output IoU are 0.169 and 0.194 for baseline and our approach,
respectively. This indicates that cleanliness scores considering both branches are able to help

bridge the gap between classi cation and localization.

Before NMS After NMS
Method
Mean Conf Mean loU Mean Conf Mean loU
Baseline 0.845 0.895 0.958 0.914
Ours 0.782 0.882 0.920 0.921

Table 2.7:Mean classi cation con dence and output loUswith matched ground-truth using
predictions beforel¢ft) and after NMS (ight).

Qualitative analysis. In addition to quantitative results, we also demonstrate qualitatively in
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Figure 2.3 that our method is able to down-weight noisy anchors. As shown in the Figure, our
method assigns smaller soft label and re-weighting coef cients to ambiguous samples that contain
irrelevant objects or complex background. For example, the anchors encompassing cups in the
top-left of Figure 2.3 are occluded by the lady's and gentleman’'s hands and thus are down-
weighted, although they suf ciently overlap with the ground-truth. Similarly, the anchor in the
top-middle associated with the person is also down-weighted, since it largely contains irrelevant
regions from a horse. This veri es that the label noise can be modeled by our de nition of
cleanliness and hence are mitigated to improve the training process of object detection. We note
that these ambiguous anchors are fairly common—such anchors can be easily found across ten

different categories as shown in Figure 2.3.

2.6 Conclusion

In this paper, we have presented an approach that is explicitly designed to mitigate noise
in anchors used for training object detectors. In particular, we introduced a carefully designed
cleanliness score for each anchor used to dynamically adjust their importance during training.
These cleanliness scores, leveraging outputs from classi cation and detection branches, serve
as proxies to measure the probability of anchors to be successfully regressed and classi ed.
They are further used as soft supervisory signals to train the classi cation network and re-weight
samples to achieve better localization and classi cation performance. Extensive studies have been
conducted on COCO, and the results demonstrate the effectiveness of the proposed approach both

guantitatively and qualitatively.
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Chapter 3: Rethinking Pseudo Labels for Semi-Supervised Object Detection

3.1 Introduction

The astounding performance of deep neural networks on various computer vision tasks
can be largely attributed to the availability of large-scale datasets that are manually labeled.
However, collecting human annotations is labor-intensive and time-consuming, particularly for
visual understanding tasks, like object detection [6,52] and semantic segmentation [57,58]. To
remedy this, there is an ever-growing interest in semi-supervised learning (SSL), which learns
feature representations with limited supervision by exploring the massive amount of unlabeled
images that are readily available. While extensive studies have been conducted on SSL for image
classi cation tasks [59,59-65], relatively limited effort has been made to address object detection,
for which annotations are more expensive to obtain.

Most recent semi-supervised object detection (SSOD) approaches [2, 66—68] are direct
extensions of SSL methods designed for image classi cation using a teacher-student training
paradigm [59,61,69]. In particular, the teacher modelis rsttrained in a supervised manner with a
limited number of labeled samples. Then, given an unlabeled image, the teacher model produces
pseudobounding boxes together with their corresponding class predictions, which are further
used as ground-truth labels for the student model. To ensure effective distillation, the teacher and

the student models typically operate on two augmented views of the same image [2,61, 66, 67].
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The use of a teacher-student model at its core aims to produce reliable pseudo labels
in lieu of human annotations. While effective, we argue that pseudo labels, in the form of
bounding boxes associated with class predictions, are sub-optimal for SSOD. The reasons are
twofold: (1) In image classi cation, prediction scores naturally represent the likelihood of an
object appearing in an image, and thus setting a threshold to select highly con dent predictions is
reasonable. However, as detection requires localizing and classifying objects using two separate
branches through regression and classi cation, the resulting classi cation scores of pseudo boxes
are unawareof the localization quality. Therefore, while widely adopted, Itering out boxes
based on class predictions on top of non-maximum suppression is not appropriate; (2) Pseudo
labels produced by the teacher model ampli es class imbalance which results from the long-
tailed nature in detection tasks. For example, there are only 9 toasters but 12,343 persons in 5%
of the COCO [52] training set even though they are bmimmon classes! As a result, lower-
con dence predictions from underrepresented classes are oftentimes ltered out with a threshold
that works well for top-performing classes.

To mitigate these issues, we propose certainty-aware pseudo labels together with dynamic
thresholding and reweighting mechanisms tailored for SSOD. In particular, the certainty-aware
pseudo labels are designed to re ect localization quality and classi cation con dence at the
same time. Conditioned on these certainty measurements, we dynamically adjust the thresholds
used to produce pseudo labels and reweight loss functions on a per-category basis to combat
class imbalance. While conceptually appealing, it is challenging to have an in-vitro metric in
mainstream detection frameworks that re ects localization quality to complement classi cation

accuracy due to the design that performs localization with regression.

1COCO: Common Objects in Context.
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Figure 3.1: A conceptual overview of our approach. Left: We rst train the teacher model on
labeled images to generate pseudo labels (boxes) on unlabeled images. The student model is
then trained with pseudo labels. Right: We propose to generate certainty-aware pseudo labels
conditioned on both classi cation and localization con dence scores, for improved localization,

by formulating localization as a classi cation problem. The scores are then used to derive
dynamic thresholds and re-weight losses in a class-wise manner to mitigate class imbalance.

Motivated by a few recent studies that replace regression with classi cation for better
localization [70,71], we formulate localization as a classi cation problem to obtain an estimation
of localization quality. More speci cally, for each side of a candidate box, we introduce a line
segment that is perpendicular to it. The line is split into consecutive intervals, each of which is
associated with a prediction score through classi cation, indicating the probability of the side
intersects with the interval. We then average the maximal classi cation scores from all four
sides of a candidate box as its localization quality metric. To ensure accurate localization, we
further re ne locations within intervals. The pseudo labels are now certainty-aware, measuring
both localization precision and classi cation con dence, and can be readily used to generate

better labels. In particular, for each category, conditioned on the localization and classi cation
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con dence, we dynamically determine a threshold to generate pseudo labels and reweight loss
functions such that underrepresented classes are emphasized during training to mitigate class
imbalance.

We conduct extensive experiments on COCO [52] and PASCAL VOC [57] under common
semi-supervised settings, and demonstrate that our method improves SOTA performance by 1-2%
on COCO and PASCAL VOC respectively using various training recipes while being orthogonal
and complementary to most recent methods (which will be shown empirically), and improves the
supervised baseline by up to 10% AP when using only 1/2/5/10 % annotations of COCO. We
further show that our method is complementary to existing approaches resorting to orthogonal
techniques like co-teaching [22] and model ensemble. Extensive ablation experiments are
conducted to validate the effectiveness of different components of our method, and demonstrate

that our approach is relatively robust to hyper-parameter selections.

3.2 Related Work

Object Detection. As a fundamental computer vision task, object detection has been extensively
studied for decades [14, 17, 72—74]. Modern object detectors have evolved from anchor-based
detectors like Faster RCNN [17], YOLO [73] and SSD [19], to anchor-free [40, 42] and
transformer-based detectors [74] in pursuit of simpler formulation and stronger performance.
Various directions have also been actively explored on improving localization precision [70, 71,
75], inference ef ciency [76, 77], training paradigms [78-80], to name a few. While powering a
wide range of applications, standard object detectors require box annotations for all objects-of-

interest in images during training, which are time-consuming and labour-intensive to obtain.
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Semi-Supervised Learning.Semi-supervised learning (SSL) for visual understanding leverages
unlabeled images for improved performance in various tasks [59-65]. Recent advances on
SSL mostly resort to consistency-based methods with data augmentation and have signi cantly
improved performance for image classication. Specically, the model is incentivized to
produce consistent predictions across different views of an input image generated with semantics-
preserving data augmentations. Typical approaches like MixMatch [59] and UDA [60] enforce
a consistent prediction of class distributions across multiple views, while FixMatch [61]
encourages correct predictions on strongly augmented unlabeled images given one-hot pseudo
labels generated on weakly augmented ones. Data augmentations used in existing methods span
conventional techniques [81, 82], learned augmentations [83, 84] and adversarially generated
ones [64]. A line of work following Mean Teacher [69] also explore updating teacher model
with an Exponential Moving Average (EMA) of student model during SSL training to provide
better pseudo labels [61, 85]. Our work follows the consistency-based paradigm with a focus
on object detection, which is relatively under-explored compared to image classi cation yet it
requires ne grained annotations.

Semi-Supervised Object Detection.The expensive labeling cost of object detection has also
drawn a growing attention on developing effective SSL methods. CSD [68] enforces consistent
predictions on original and horizontally ipped images, whereas STAC [66] encourages
consistency between weakly and strongly augmented views of images as in FixMatch [61]. On
top of them, methods like Unbiased Teacher [67], Instant-Teaching [2] and Humble teacher [86]
update the teacher model online with an evolving student model in a similar way of Mean
Teacher [69]. Instant-Teaching [2] and ISMT [87] further explore training an ensemble of
two model backbones/heads like Co-teaching [22] for better performance. A multi-phase
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learning method is also introduced in [88] to combat the noise in pseudo labels. While semi-
supervised object detection performance has been steadily improved, most current approaches
directly leverage recent advances on semi-supervised image classi cation for object detection. In
contrast, we investigate and address the unique challenge of semi-supervised object detection—
injecting localization precision to generate better boxes and dynamically adjusting pseudo label

threshold to combat class imbalance.

3.3 Approach

Our goal is to address semi-supervised object detection where a set of labeled images with
box-level annotations and a set of unlabeled images are used for training. Built upon consistency-
based pseudo labeling, our method produces certainty-aware pseudo labels for both classi cation
and localization. This is achieved by formulating box localization as a classi cation problem and
injecting localization con dence to guide pseudo label generation. Conditioned on classi cation
and localization certainty, we dynamically adjust the thresholds to generate pseudo labels and

re-weight the loss function for different classes. An overview of our method is shown in Fig. 3.1.

3.3.1 Preliminary

Our approach is built upon consistency-based pseudo labeling, which has proven effective
for both semi-supervised image classi cation and object detection. Below, we brie y introduce
the teacher-student training paradigm which serves as the basis for current consistency-based
approaches. Overall, a teacher model is rstly trained on labeled images, and then it is used to

produce pseudo labels (boxes) on unlabeled images to supervise the training of a student model.
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Formally, given a set of labeled imag8&sand a set of unlabeled imagés an object

detector is trained o8 in a standard supervised manner:

Ls(I;p;t;p ;t )= Es Es Ls(l;p;t)

=Es B [as(P;p) + Tioc(t';t)] (3.1)

wherel is an input image with a set of candidate boBgsndp', t' denote the prediction
of class probability and bounding box coordinates forittie candidate box. Each candidate box
is associated with a one-hot lalj@l and a ground-truth box locatiah as supervisory signals,
and the losses for classi cation and localization are often instantiated as a weighted sum of a
standard cross-entropy loss and a smoqth L

The teacher model trained @ then generates pseudo boxes on all unlabeled images in
U through standard inference. These pseudo boxes are further Itered by a prede ned threshold

conditioned on the prediction con denge; the remaining boxes are used to train a student

model whose weights are initialized from the teacher model:

L=Ls(Is;p st )+ uLu(luipu;ty) (3.2)

wherep, andt, denote pseudo class labels and box coordinates derived from the teacher
model. The loss is a weighted sum of supervisedllassn labeled images and unsupervised loss
L, on unlabeled samples controlled by Following [2, 66,67, 87], given an unlabeled image,
when generating pseudo labels, we only use horizontal ipping as a weak augmentation; when

training the student model, we use strong augmentations including color jitter, Gaussian blur and
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Cutout [81] for the same image.

3.3.2 Certainty-aware Pseudo Labels

Recall that existing approaches typically form bounding boxes through coordinate
regression, and then predict the objects within boxes through classi cation. To generate pseudo
boxes used as ground-truth by the student model, it is a common practice to apply a threshold

to lter out boxes with low classi cation scores. While straightforward, such a localization-
agnostic strategy fails to model how well boxes are localized. To address this issue, we formulate
localization as classi cation, producing certainty-aware boxes, such that the quality of both
localization and classi cation are explicitly considered to guide the generation of pseudo labels.

Formally, given anunlocalizedcandidate boxXx1;Vy1;X2;y2) with its top left corner at
(X1;y1) and its bottom right corner &ix,;y,), its corresponding ground-truth locations are
denoted agXq1;Yg1; Xg2; Yg2). Each side of the candidate is independently localized to the
corresponding side of ground-truth througlassi cation. Taking the left side of the candidate
box as an example, we rst obtain a line segmlewhich is perpendicular to the side, then split
| evenly intoK consecutive intervals and predict which interval thidocalizedside belongs to
according to the ground-truth positieg, through &K -way classi cation. In particular, if the left
side of the ground-truth box is perpendicular to Kath interval, we mark that the side belongs
to thek-th interval for training (see Figure 3.1 for an illustration). Then the loss function for
localization given an image can be written as:

X4 KKK

sedT;Y) = Eg Yex log (sigmoid  (ty)) (3.3)

s=1 k=1
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where the superscriptdenotes theé-th candidate box sampled from the box set, d{;gdis the
unnormalized prediction score from tketh interval in thes-th side, and the labet . = 1 if the

side belongs to thk-th interval otherwisey,.; = 0. To measure the localization quality for the

i-th box, we rst obtain the maximal class score along each side and then compute the mean of
these scores:

4
o 1X
4

s=1

v maxs k k (thy): (3.4)

The localization quality score', indicating how well boxes are localized, together with
the classi cation con dencep' are two complementary metrics measuring the certainty of
localization and classi cation, respectively. They are further used for post-processing like non-
maximum suppression and pseudo label generation, which will be described below.

Thus far we have formulated box localization in a classi cation manner to obtain quality
measurement, yet the localization performance could be largely hindered by discretizing the
problem of deriving continuous bounding box coordinates. In particular, the membership of
an interval is a rough estimation of location particularly when the interval size is large. To obtain
the precise location of a side within the interval, we further perform regression from the center

line x, of thek-th interval to the ground-truth liney for ner localization. We use a smooly
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loss for ne regression, and the overall localization loss becomes:

Tloc = ‘seg(T;Y)"' ‘reg(Y ; X g)

X |
=Es Y[ log (sigmoid (ti))
k

+ SmoothL1 (Xk; Xg) ] (3.5)

Finally, we replace the localization loss in Eqn. 3.1 used by both the teacher model and the student
model with Eqgn. 3.5. Consequently, the trained teacher model produces pseudo labels that are

aware of both localization and classi cation quality.

3.3.3 Dynamic Thresholding and Re-weighting

As discussed above, class imbalance exists in object detection especially when annotations
are scarce. The imbalance is further enlarged in semi-supervised settings since the teacher
model produces relatively lower con dence scores for underrepresented classes [89], which
hardly survive the often large threshold On the other hand, simply lowering introduces
more noisy pseudo labels in common classes. With this in mind, we propose to dynamically
adjust the threshold and re-weight losses in a class-wise manner conditioned on classi cation
and localization con dence scores for each category.

For each categoryn, the classi cation and localization con dence scqie and v, for
each foreground candidate box (indexed pgre accumulated online to produce an unnormalized
frequency score = P j P, VL., which not only approximates the detector's current overall

con dence level for the category but also counts the number of foreground instances. The class-
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speci c threshold ,,, and re-weighting coef cient ,, are then derived as follows:

P P !,
PV Ehn v 1
m = 4LE . fnl ; m = _P'. . j (3-6)
m M j i ﬁme

whereE, P ; 1 denotes the average number of foreground instances from all categories and
is the original manually chosen threshold. The class-spegi s then applied to Iter pseudo

labels, and , is multiplied to losses (Eqn. 3.2) of all foreground instances in each category. Two
factors ; and , control the degree of focus on underrepresented classes; whersdyt@amic
thresholding and re-weighting are disabled.

By keeping more pseudo labels for underrepresented classes, as well as promoting their
importance during training through re-weighting the losses, the bias towards head classes is
mitigated. It is worth pointing out that,, needs to be bounded as it is applied on predicted

probabilities, and we nd clipping it int¢0:4; 0:9] works well empirically.

3.4 Experiments

3.4.1 Experimental Setup

Datasets. We evaluate our method on two standard object detection datasets, COCO [52] and
PASCAL VOC [57], under semi-supervised settings following [2, 66—68, 87]. In patrticular,
four settings are used: (QOCO-fult the COCOtrain2017  set containing 118k images

is used as the labeled set, and the additiond23k unlabeled images are used as unlabeled
set; (2) COCO-partial we follow [66] and randomly sampl&%=2%=5%=10% images from

COCOtrain2017  set as the labeled set, and use the remaining imageain2017 as
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the unlabeled set; (FJASCAL VOCtheVVOCO7 trainval  setis used as labeled set and the
VOC12 trainval is used as unlabeled set; BASCAL VOC + COCO-20following [66],
images from COCO containing the 20 classes in PASCAL VOC are used as an additional
unlabeled set. For evaluation, h&2017 set of COCO and th¢#OCO7 test setof PASCAL
VOC are used.
Training and Testing Con guration. Since existing methods for SSOD use various different
setups for training and testing, we evaluate our method under multiple settings for fair
comparison. In all settings, the teacher model is rstly trained on the labeled set, and the student
model is trained on the combination of labeled and unlabeled images. We report mean Average
Precision (mAP) at different loU thresholds.§. APso, AP;5 and ARg.g5 Which is denoted as
AP) to measure the effectiveness.

The training details are summarized as below:GDCO-fult we report results under 1
and 3 training schedules, which are roughly equivalent to 12 and 36 epochs respectively. The
teacher models are trained for 180k/540k iterations, and the student models are trained using
the same schedule. (BYOCO-partiat for 1%/2%/5%/10% settings, we train teacher models
for 6k/12k/30k/60k iterations, and then train student models for 180k iterations. During testing,
we report results under two score threshole5 and0:001, that are applied on nal detection
predictions. A lower threshold generally improves the recall through keeping more predicted
boxes and thus results in slightly better performanceP&SCAL VOCwe train teacher models
for 10k iterations, then train student models for 90k iterations. Both single-scale training and
multi-scale training results are reported. For ablation study and analysis, we & @@CO
setting and a shorter 0.5schedule due to the limited computational resources, if not mentioned

otherwise.
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(a) COCO-full (b) Pascal VOC (c) Pascal VOC + COCO-20

Method AP Method AR, AP;s AP Method ARy AP;s AP
Supervised 37.9 Supervsied 76.3 475 453 Supervsied 76.3 475 453
Supervised 40.2 CsD [68] 74.7 - CSD [68] 75.1 -
STAC [66] 39.2 STAC [66] 77.4 - 446  STAC|[66] 79.1 - 460
ISMT [87] 39.6 ISMT [87] 772 - 462  ISMTI[87] 777 - 496
Instant-Teaching [2] 39.6 Instant-Teaching [2] 78.3 52.0 48.7 Instant-Teaching [2] 79.0 54.1 497
Multi Phase [88] 40.1 Multi Phase [88] 77.4 - - Multi Phase [88] - - -
Unbiased Teachef67] 41.3 Unbiased Teach&f67] 77.4 - 487 Unbiased Teach&f67] 78.8 - 50.3
Humble teacher[86]  42.3 Humble teachér{86] 80.9 - 53.0 Humble teachér{86] 81.3 - 54.4
Ours 41.0 Ours 769 579 524  Ours 776 59.1 54.0
Ours 43.3 Ours* 79.0 59.4 546  Ours* 79.6 61.2 56.1

Table 3.1: Comparison with state-of-the-art approache<@CO-full PASCAL VOC and
PASCAL VOC + COCO-28ettings. denotes the use of longer training schedule)(3 denotes
multi-scale training.

Implementation Details. Our implementation follows existing approaches for fair comparison,

and thus we use Faster-RCNN with FPN [20] as our detector using a ResNet-50 [28] as its

backbone network. The backbone is initialized from ImageNet pre-trained weights. We set
v =1:0and = 0:7. For the localization branch, we g€t = 30. For dynamic thresholding

and re-weighting, we set = 0:05and , = 0:6.

We train the models with 4 Nvidia 1080 Ti GPUs, using a total batch size of 8. We use SGD
with an initial learning rate 08:01, a weight decay ofe 4, amomentum 00:9. Learning rate is
divided by 10 at the 120k/160k iteration for the 180k schedule, and likewise for other schedules.
For single-scale training, the short side of image is resiz&@d@or PASCAL VOC and300for
COCO; for multi-scale training, the short side size is sampled fi@#d 800). The long side is
kept no more thad,; 333after resizing. Other details are the same as in Detectron2 [90], which

is used for our implementation.
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3.4.2 Main Results

We rst report the results on four settings, and compare with supervised baselines as well
as various state-of-the-art approaches for semi-supervised object detection, such as CSD [68],
STAC [66], ISMT [87], Instant-Teaching [2], Multi-Phase Learning [88], Unbiased Teacher [67]
and Humble teacher [86]. For approaches using ensemble techniques like [2,88], we report their
single-model results for fair comparison. For Unbiased Teacher [67] which uses larger batch
size and longer training schedules, we retrain it under our training schedules with their of cial
implementation. Results are summarized in Table 3.1 and Table 3.2.
COCO-full and PASCAL VOC As shown in Table 3.1(a-c), our approach outperforms state-of-
the-art methods by at leakt 2% AP on COCO and PASCAL VOC. For example, when trained
under 3 schedule, our method obtaid83% AP and outperforms Unbiased Teacher [67] and
Humble teacher [86] by:0% and 1:0% respectively. In the short schedule (Lsetting, our
approach obtaing1:0% AP, which outperforms methods using long schedules like CSD [68] and
STAC [66]. On PASCAL VOC, we obtaif24%AP and54:6% AP with single-scale training and
multi-scale training respectively. Notably, large improvements are obtained by our method when
precise localization is needed.¢.APs), indicating that our approach improves the localization
quality for SSOD.
COCO-partial We then evaluate our method under the limited-annotation regim@Q@@O-
partial. As demonstrated in Table 3.2, our method improves supervised baselines byQ%a to
When10%annotations are available, our method achi8283%AP and is 2% higher than
Instant-Teaching [2] even though model ensemble is used in their method. With%rR#/=5%

annotations available, our method is able to achieve state-of-tH&-82% 23:34%and28:40%
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Methods 1%COCO 2% COCO 5% COCO 10%COCO

Supervised 9.05 0.16 12.70 0.15 18.47 0.22 23.86 0.81
CSD [68] 10.20 0.15(+1.15) 13.60 0.10(+0.90) 18.90 0.10(+0.43) 24.50 0.15(+0.64)
STAC [66] 13.97 0.35(+4.92) 18.25 0.25(+5.55) 24.38 0.12(+5.91) 28.64 0.21(+4.78)

Unbiased Teacher [67] 17.840.12(+8.79) 21.98 0.07(+9.28) 26.30 0.11(+7.83) 29.64 0.10(+5.78)
Humble teacher[86] 16.96 0.38(+7.91) 21.72 0.24(+9.02) 27.70 0.15(+9.23) 31.61 0.28(+7.74)
Instant-Teaching[2] 16.00 0.20(+6.95) 20.70 0.30(+8.00) 25.50 0.05(+7.03) 29.45 0.15(+5.59)
Instant-Teaching[2]  18.05 0.15(+9.00) 22.45 0.15(+9.75) 26.75 0.05(+8.28) 30.40 0.05(+6.54)

ours 18.21 0.31(+9.16) 22.62 0.24(+9.92) 27.78 0.17(+9.31) 31.67 0.18(+7.81)
oursY 19.02 0.25(+9.97) 23.34 0.18(+10.64) 28.40 0.15(+9.93) 32.23 0.14(+8.37)

Table 3.2: Results (AP) o€OCO-partial y denotes using a lower nal score threshold to
improve recall as in [2]z denotes using ensemble.

2% COCO AP \ 2% COCO AR, AP; AP | VOC+COCO-20 AR, AP AP
Overall 216! 225 Single Model 37.1 23.7 225 Original 79.6 612 56.1
Rarest 10 Classes 2319 26.0 Ensemble 37.9 241 23.0 1:1 Sampling 79.8 62.1 56.9

Table 3.3: Left: Performance improvement on the rarest 10 classes. Middle: Performance of our
method with model ensemble. Right: Performance with 1:1 labeled:unlabeled image sampling
ratio.

APs respectively.

Improvements for underrepresented classes.To validate the effectiveness of our method

on improving the detection performance for underrepresented classes, we also show results
(Table 3.3 left) on the rarest 10 classes in terms of number of annotations in the training set.
We can see after adding the proposed dynamic pseudo label thresholding and loss re-weighting
methods, the overall performance is improve by 0.9% AP (from 21.6% to 22.5%) and the
performance on rare classes is improved by 2.1% AP (from 23.9% to 26.0%). This con rms
that our method indeed promotes the performance for underrepresented classes.

Compatibility to other methods. It is worth pointing out that our method is orthogonal to many
useful techniques explored in existing approaches mentioned above. For example, when using a
simpli ed model ensemble method from [2], a further performance improvement is observed as

in Table 3.3 middle. In particular, we train two teacher models separately and use the ensemble
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Figure 3.2: Performance at different loUrigure 3.3: Evaluating the localization
criteria under 2% COCO setting. precision of pseudo boxes from teacher model.

of them to generate pseudo labels, which are then used to train two student models. Finally, the
ensemble of two student models is evaluated. As can be seehnaA®overall AP are improved
by 0:8% and0:5% respectively.

We also show in Table 3.3 right that sampling labeled and unlabeled images with 1:1 ratio
during training as in [67, 86] further improves performance of our method. Other methods like
Mean Teacher [69], Co-teaching [22], input ensemble and soft labels have also been utilized
in [2,67, 86, 87] but not in our method, for which we believe our work could be complementary
to many current state-of-the-art methods for semi-supervised object detection — and thus the
performance could be further improved when combining these methods with ours.

Improvement on localization performance. Having demonstrated the overall ef cacy of our

approach, we now evaluate the localization performance. We rst compare our method against
the baseline without the proposed components at different loU criteria. As shown in Figure 3.2,
our method improves baseline by a larger margin when higher localization precision is required:

the performances are similar @6 loU threshold, whereas our approach obtains more @%n
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higher mAP at0:85 loU threshold. We further evaluate the performance of teacher models on
the withheld unlabeled images and see whether pseudo labels produced by our method are better
localized. Similar trends in Figure 3.3 con rm that pseudo labels produced by our method are
localized more precisely, and thus improve the detection performance for semi-supervised object
detection.

Qualitative results. In addition to the quantitative analysis presented above, we provide some
gualitative results in Figure 3.4. As can be observed, our method produces more precise
localization results than the baseline without our proposed components. In particular, our method

is better at localizing boundaries of irregular-posed objects like the bear and person in Figure 3.4.

3.4.3 Ablation Study

Effectiveness of different componentsWe validate the effectiveness of proposed components
and summarize the results in Table 3.4. We can see by adding the certainty-aware pseudo labels,
class-speci c loss re-weighting and dynamic thresholding, the performance is improdedhy

0:8% and 0:5% respectively. When all the components are added, our approach improves the
baseline by2:6% AP and4:3% AP75, con rming the proposed components are effective and

especially useful for improving localization quality.

CA RE DT APsy AP;s AP
369 194 19.9
X 353 229 216
X 38.6 19.9 20.7
X 384 196 204
X X X 37.1 237 225

Table 3.4: Effectiveness of proposed components including certainty-aware pseudo labels (CA),
loss re-weighting (RE) and dynamic thresholding (DT).
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Figure 3.4: Visualization of localization quality. Our method (Green) localizes objects more
precisely than the baseline (Blue).

Data augmentations. We also study the usefulness of different data augmentation techniques.
Table 3.5 summarizes the results. When no data augmentation is applied for training the student
model, the performance degrades fra@b%to 20:3% AP, indicating that data augmentation is
critical. Adding color jittering and Gaussian blurring improves the performanci&2s, and
applying Cutout further boosts AP .

Hyper-parameter Sensitivity. We experiment with different hyper-parameters and summarize

the results in Table 3.6 and 3.7. For localization, our method is robust to hyper-parameter

Color Blur Cutout ARy, AP, AP
339 21.3 20.3

X 349 224 211
X X 355 227 215
X X X 371 23.7 225

Table 3.5: Effectiveness of different data augmentation applied when training the student model,
including color jitter (Color), Gaussian blur (Blur) and Cutout.

K APy AP;s AP 1 2 APso AP AP

4 37.2 189 19.7 0.05 04 366 232 222
8 38.1 21.1 21.0 0.05 0.6 37.1 237 225
20 36.3 234 223 005 038 37.0 23.7 225
30 371 237 225 0.03 0.6 36.8 23.6 223
40 37.9 234 224 0.07 0.6 36.7 233 223

Table 3.6: Hyper parameter Table 3.7: Hyper-parameter
sensitivity on number of Sensitivity on variance controlling
intervalsk . factors ; and ».

43



selection as long as is large enough to produce ne-grained localization intervals. However,
whenK is set to be a small number like the intervals are too coarse and the localization branch
degenerates to a similar form of pure regression method, resulting in a degraded performance
of 19.7% AP. For dynamic thresholding and loss re-weighting, largeand , leads to more
emphasis on infrequent classes during training, and we nd using0:05and , = 0:6 gives

the best result, as shown in Table 3.7. When sé #% corresponding method is disabled.

3.5 Conclusion

In this paper, we rethink the use of pseudo labels for semi-supervised object detection
(SSOD), and equip pseudo labels to be certainty-aware so as to address the lack of localization
con dence when generating pseudo labels and the ampli ed class imbalance. We presented
certainty-aware pseudo labeling considering both classi cation and localization quality by
formulating box localization as a classi cation problem. Conditioned on the quality scores,
the pseudo labels are ltered by dynamically derived thresholds and the losses are re-weighted
in a class-speci ¢ manner, in pursuit of improved localization quality and balanced network
learning for SSOD. Extensive experiments under multiple settings demonstrated the ef cacy of

our method.
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Chapter 4. An Analysis of Pre-Training on Object Detection

4.1 Introduction

For several computer vision problems like object detection, image segmentation and image
classi cation, pre-training on large scale datasets is common [44, 91, 92]. This is because it
leads to better results and faster convergence [92-96]. However, the effect of pre-training in
computer vision is often evaluated by training networks for the tasknafje classi cation on
datasets like ImageNet [11], Places [93], JFT [97], Instagram [85], but rarely for object
detection. It can be argued that the task of object detection subsumes image classi cation, so a
network good at object detection should learn richer features than one trained for classi cation.
After all, this network has access to an orthogonal semantic information, like the spatial extent
of an object. However, it can also be argued that forcing a network to learn position sensitive
information may affect its spatial invariance properties which help in recognition. To this end,
we provide a comprehensive analysis which compares pre-training CNNs on object detection and
image classi cation.

We pre-train a network on the OpenlmagesV4 [6] (hereafter referred teasi®AGES)
dataset on the object detection task and ne-tune it on tasks like semantic segmentation,
object detection and classi cation on datasets likes@AL-Voc [3], Coco [52], CALTECH-

256 [5], UN-397 [98] and xFORD-102 H.OWERS [99]. For a stronger evaluation, we
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Figure 4.1: Detection performance (mAP %) at different loUs asdAL-Voc 2007 [3] test

set of detectors pre-trained on different datasets. In this paper, we present a comprehensive
empirical analysis on Image Classi cation vs Object Detection Pre-training and their effect on
various visual recognition tasks.

also pre-train on the ImageNet classi cation dataset [11] with bounding-box annotations on
3,130 classes [12] (hereafter referred to BRAGENET-LOC as opposed toMAGENET-CLS
for ImageNet Classi cation dataset without bounding boxes) and the@dataset [52] which
helps us in evaluating the importance of the number of training samples. We then design careful
experiments to understand the differences in properties of features which emerge by pre-training
on detectiornv.s.classi cation.

Our experimental analysis reveals that pre-training on object detection can improve
performance by more than 5% om$TAL-VoOcC for object detection (especially at high loUs)
and 3% for semantic segmentation. However, detection features are signi cantly worse at
performing classi cation compared to features fromAGENET-CLS pre-trained networks (
8% on CALTECH-256). We also nd that if features (like average poofednv5) are similar in

the object detection feature space, they are likely to be similar in the image classi cation feature
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space, but the converse is not true. Visualization of activations for object detection shows that
they often cover the entire extent of an object, so are poor at recognition when an object is present

in a small part of an image or when multiple instances are present.

4.2 Related Work

Large Scale Pre-training. The initial success of deep learning in computer vision can be
largely attributed to transfer learning. ImageNet pre-training was crucial to obtain improvements
over state-of-the-art results on a wide variety of recognition tasks such as object detection [19,
20, 20, 36, 73, 100], semantic segmentation [91, 101-104], scene classi cation [93, 105],
action/event recognition [10@tc. Due to the importance of pre-training, the trend continued
towards collecting progressively larger classi cation datasets such as JFT [97], Places [93] and
Instagram [95] to obtain better performance. While the effect of large-scale classi cation is
extensively studied [92, 107], there is little work on understanding the effect of pre-training on
object detection.

Transfer Learning. The transferability of pre-trained features has been well studied [94, 97,
108-111]. For example, [108] measured the similarity between a collection of tasks with
ImageNet classi cation; [110] studied how to transfer knowledge learned on large classi cation
datasets to small ne-grained datasets; [94] addressed relationship among ImageNet pre-training
accuracy, transfer accuracy and network architecture; [112] proposed a computational approach
to model relationships among visual tasks of various abstract levels and produced a computational
taxonomic map. However, the visual tasks in [112] did not involve object detection although

object detection is one of the few tasks other than image-classi cation for which large-scale pre-
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training can be performed. We study the transferability, generalizability, and internal properties
of networks pre-trained for object detection.

Training From Scratch. While most modern detectors are pre-trained on the ImageNet
classi cation dataset [19, 20, 20, 36, 73, 100], effort has also been made to deviate from the
conventional paradigm and train detectors from scratch [39, 113, 114]. [113] proposed a set
of design principles to train detectors from scratch. [96] demonstrated that with a longer training
schedule, detectors trained from scratch can be as good as ImageNet pre-trained models on large
datasets (like 6c0). However, pre-training is still crucial when the training dataset is small (like

PASCAL-VOC).

4.3 Discussion

A detailed analysis of detection pre-training is lacking in the existing literature. This
is primarily because Gco [52] is still comparably small compared toMAGENET-CLS (by
10 images, 10 categories), so there is an unknown variable about the scale of the dataset.
While IMAGENET-LOC also contains bounding-boxes for objects, it is not as challenging, since
images typically contain only a single object (which are often large, making localization trivial
in many cases). Consequently, in this case, it is unclear if the network is learning instance-level
features. Recently, due to a massive data collection effort, a new dataset ceetiMAGES
was released which contains bounding-box annotations for 15 million instances and close to 2
million images. This is the rst dataset which provides an orthogonal semantic information at the
scale of ImageNet. Therefore, it allows us to fairly compare networks pre-trained on large scale

object detection with large scale image classi cation when ne-tuning on standard computer
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vision datasets in which the number of annotations is lower by one or two orders of magnitude.

4.4 Analysis

We perform pre-training on multiple detection datasets and compare it wtGENET-
CLs pre-training for different computer vision tasks like object detection, image classi cation
and semantic segmentation. For detection pre-training, our experimental setup is as follows.
All our detection networks are pre-trained rst oMAGENET-CLS if not mentioned otherwise.
They are then trained on detection datasets likE@MAGES [6], IMAGENET-LOC [11, 12]
and @co[52]. The SNIPER [30] detector is trained on all the datasets. We use multiple pre-
training datasets for two reasons - 1) To thoroughly evaluate our claims about pre-training for the
detection task 2) Since the datasets contain different number of classes and training examples, it
also provides an indication of the magnitude of improvement one can expect by pre-training on
detection datasets of different sizes.
DatasetsHere we brie y introduce the target datasets used in our ne-tuning experiments. For

theobject detectiontask, we ne-tune on theASCAL-Voc dataset [3]. We use the VOC 07+12

Dataset #Class  #Images #0bjects

IMAGENET-CLS [11] 1000 1.28M N/A
OPENIMAGES [6] 500 1.74M 14.6M

IMAGENET-LOC[11,12] 3,130 0.92M 1.06M
Coco[52] 80 0.14M 0.89M
CALTECH-256 [5] 257  15.4K/15.2K N/A
SUN-397 [98] 397  19.9K/19.9K N/A
OXFORD-102 ALOWERS[99] 102 2.0K/6.1K N/A

PascaAL-Voc Det [3] 20 16.6K/5.0K  40.1K/12.0K

PascAL-Voc Seg [3] 21 10.6K/1.4K N/A

Table 4.1: Source and target datasets examixeygldenotex for training set ang for evaluation
set.
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trainval set for training and the VOC 07 test set for evaluation. Fosé#meantic segmentation
task, we follow [35, 91,101, 115] and use VOC 2012 plus additional annotations provided
in [116]. Forimage classi cation we ne-tune on Q\LTECH-256 [5], SUN-397 [98] and
OXFORD-102 FLOWERS [99]. We use the trainval and test sets directly inL€CecH-256 and
OxFORD-102 F.OWERS, for SUN-397 we follow [94] and use the rst split for training and
evaluation. The number of classes, images and instances in each of these datasets are mentioned
in Table 4.1.

Architecture We brie y describe the architecture of the two detection heads (Faster-RCNN and
R-FCN) which are used for training. OnP@NIMAGES detector aftelConv5 (2048,14,14) we

have the following layersConvProj (256,14,14)FC1 (1024),FC2 (1024),Output (501),
Regression (4). A fully connected layer projects the (256,14,14) blob to a 1024 dimensional
vector, thus spatial information is preserved for the blob. Ohgut (501) andRegression

(4) layers are connected E€C2. The same architecture is used for thed® detector, except that

the Output layer contains 81 dimensions. For theAGENET-LoOC detector, the architecture

is as described in [12]. In this architecture, classication and detection are decoupled and
performed independently. For performing classi cati@uonv5 features are average pooled and

a fully connected layer projects these 2048 dimensional features to a 1024 vector, on which
a 3130 dimensional classi er is applied. Detection is performed using a R-FCN head on the

Conv5 features which are rst projected to 1024 dimensional features.
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4.4.1 Object Detection

Baseline Con guration and ResultsFor our object detection experiments, we train our detectors
(SNIPER with ResNet-101) on 3 datasetsPEN MAGES, Coco and IMAGENET-LoC. Our
OPENIMAGES model obtains 45% mAP (at 0.5 overlap) on the validation set. It is trained at 2
scales, (480, 512) and (768, 1024) without negative chip mining. Inference is also performed at
these two scales only. For thed€Co model, training and inference is performed at 3 scales (480,
512), (800, 1280) and (1400,2000) and the detector obtains an mAP of 46.G&o(@etric)

on the test-dev set. ThenAGENET-Loc model obtains 37.4% mAP (at 0.5 overlap) on the
ImageNetDetectiondataset (notMAGENET-LOC). This detector was only trained at a single
scale of (512, 512) onMAGENET-LOC without any negative chip mining. Inference is also
performed only at a scale of (512, 512) as compared to others, this dataset contains relatively
bigger objects.

Fine-tuning on PASCAL-VoOC We ne-tune these pre-trained models ondeAL-VOC [3] using

the same set of scales a®€o for both training and inference. Detection heads of the models
pre-trained on detection datasets are re-initialized before ne-tuning. Following [30], we train

the RPN for 2 epochs rst for negative chip mining. Then training is performed for 7 epochs with

Method / Pre-trained Dataset mAP@0.5 mAP@0.7

DCNv1 [35] 81.9 68.2
DCNv2 [117] 84.9 73.5
IMAGENET-CLS [11] 84.6 76.3
IMAGENET-LOC[11, 12] 86.5 80.0
Coco[52] 86.8 80.7
OPENIMAGES [6] 86.8 81.1

Table 4.2: Baseline and our results oxsAL-Voc 2007 [3] object detection dataset.
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learning rate step-down at the end of epoch 5. Horizontal ipping is used for data augmentation.
The results are shown in Table 4.2. As a reference, the recently proposed Deformable ConvNet-
V2 [117] obtains 73.5% at an overlap of 0.7 while thegX MAGES/Coco/imageNet-3k models
obtain 81.1%, 80.7% and 80% mAP at 0.7 overlap. Our baseline network which is only trained on
IMAGENET-CLS obtains an mAP of 76.3%. Thus, pre-training on larger detection datasets can
improve performance on PASCAL by as much as 4.8% at an overlap of 0.7. However, such large
improvements do not translate to lower overlap thresholds. For example, the difference in mAP
between MAGENET-CLS and the @ENIMAGES model at an overlap of 0.5 is only 2.2%. We

plot the mAP for all the detection models at different overlap thresholds in Fig 4.1. This clearly
shows that pre-training for detection helps to a large extent in improving localization performance
on PASCAL. We also observe this phenomenon on tbe Cdataset: when ©ENIMAGES pre-
training is used, the performance at 0.5 improves by 0.7%, but results at 0.75 improve by 1.4%.
Pre-training helps at Higher loU While the Gocoresult that mAP at 0.75 improves more than
mMAP at 0.5 after ne-tuning from an EENIMAGES model was presented in SNIPER [30], here

we show that this is indeed a systematic pattern which is observed when pre-training is performed
on large scale detection datasets. When the size of the detection dataset is smallqtke P

Voc0), localization at higher overlap thresholds can signi cantly benet from pre-training on
large detection datasets. Another pattern we observe here is that the number of samples in the
pre-trained dataset did not affect the ne-tuning performance to a large extent (differences are
within 1%). The important factor was whether the network was pre-trained on a reasonably large
detection dataset(1M training instances) or not.

Pre-training Improves General Localization Ability Despite the performance improvement,

it is unclear whether detection pre-training improves detector's localization ability in general
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Figure 4.2: Qualitative results from detectors pre-trained emdeENET-CLS [11] and
OPENIMAGES [6] Above: OPENIMAGES pre-trained detector shows better localization ability.
Green and red boxes are fromPENIMAGES pre-trained and MAGENET-CLS pre-trained
detectors respectivelBelow. OPENIMAGES pre-trained detector handles occusion cases better.
Blue boxes are correct predictions from both detectors while green boxes are occluded objects
successfully detected only by theeONIMAGES pre-trained detector.

or only on certain seen classes. To this end, we remove “ Vehicle” or “Animal” category from
IMAGENET-Loc during detection pre-training and compare ne-tuning resultsa®dAL-VoOcC.
As shown in Table 4.3, detection pre-training still improves performance on these categories after

removing them fromMAGENET-L OC, suggesting that it improves localization ability in general.

Pre-training Dataset / Category Vehicle Animal

IMAGENET-LOC (CIs) 84.52 82.98
IMAGENET-LOC without Category  86.83 83.95
IMAGENET-LOC 87.20 84.83

Table 4.3: Fine-tuning results om&cAaL-Voc (mMAP@0.7) after removing certain category
from IMAGENET-LOC during pre-training. MAGENET-LocC (Cls) denotes pre-training on
IMAGENET-L OC for classi cation only.

Qualitative Results and Error Analysis We show qualitative results on thea§cAL-VocC

dataset for ®ENIMAGES and IMAGENET-CLS pre-training. Fig 4.2 shows that localization

for the OPENIMAGES model is better. Following [52], we evaluate detectors pre-trained on
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different aforementioned datasets at different loU thresholds incluglihgwvhere localization

errors are typically ignored. The small gap between @8R and higher loUs like 0.5 indicates

that large localization errors are rare. We also observe in Fig 4.2 thatRE€I@AGES model
handles occlusion cases better. To further verify the observation on performance improvement
under occlusion, we also analyze the errors using the object detection analysis tools in [4, 52].
Quantitative results are mentioned in Table 4.4 which demonstrate that rlEelBAGES

network is indeed better under occlusion.

% missed object occluded Low occluded Medium

IMAGENET-CLS [11] 14.7% 15.7%
OPENIMAGES [6] 10.1% 10.8%

Table 4.4: Percentage of missed objects under low and medium occlusion levels Asttw P
Voc 2007 [3] test set. Results obtained with the analysis tool in [4].

4.4.2 Semantic Segmentation

Baseline Con guration and Results We ne-tune detection networks for the semantic-
segmentation task omaBCAL-VoOcC 2012. We use Deformable ConvNets [35] as our backbone

in DeepLab [101] the same as [35] in our experiments. Baseline results are shown in Table 4.5.
Detection Pre-Training Helps SegmentationThe results after ne-tuning are shown in Table

4.5. These results show that networks which are trained for object detection obtain a 3%
improvement in performance compared to image classication. We evaluate this for the
Openimages dataset and also farGENET-LOC dataset.

Error Analysis We also perform experiments to understand where these improvements occur.

Speci cally, we study if the improvements from detection pre-trained networks are due to better
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Method / Pre-trained Dataset mloU

DCNv1 [35] 75.2
IMAGENET-CLS [11] 75.7
IMAGENET-LOC[11,12] 78.3
OPENIMAGES [6] 78.6

Table 4.5: Baseline and our ne-tuning results oxsBRAL-Voc 2012 [3] semantic segmentation
dataset.

segmentation at boundary pixels or not. For this we evaluate the accuracy at boundary pixels
with the “trimap experiment”[101,103,118,119] and non-boundary pixels called the “anti-trimap
experiment”. The boundary pixels are obtained by applying morphological dilation on the “void”
labeled pixels which often occurs at object boundaries.

We perform two types of evaluations. 1) Accuracy at pixels which are within a distance
from an object boundary 2) Accuracy at pixels of an object or background, not in (1). The rst
evaluation compares the accuracy at boundary pixels and the second one compares the accuracy
for pixels which are not at the boundary. The results for these experiments are shown in Fig. 4.3
(using CPENIMAGES). These results show that the gap in performance as the size of boundary

pixels is increased remains the same (instead of reducing, if one model was more accurate at

Figure 4.3: Results of Trimaplgft) and Anti-Trimapight) experiments. Segmentation
performance on pixels inside anpixel-wide trimap band (near object boundary) and outside
the band (away from boundary) are evaluated.
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Figure 4.4:. Qualitative results of semantic segmentation from networks pre-trained on
IMAGENET-CLS [11] (Above) and IMAGENET-LoC [11, 12] Below). The IMAGENET-LOC
model is better at covering entire objects while the classi cation pre-trained model is more likely
to mis-classify pixels on some parts of an object.

boundaries). The same is true for pixels which are far away from the boundary. There is still
a signi cant gap in performance for pixels which are not at the boundary. Thus, from these
experiments it is clear that improvement in performance is not due to better classi cation at
boundary pixels.

Qualitative and Semantic AnalysisWe provide some qualitative examples for segmentation
predictions in Fig 4.4 (usingMAGENET-Loc and IMAGENET-CLS). From these examples, we

nd that the network pre-trained on classi cation is unable to cover entire objects as it is weak at
understanding instance boundaries - like in the case of the cow in Fig 4.4. Detection pre-training
provides a better prior about the spatial extent of an instance which helps in recognizing parts of
an object. It also helps more for object classes like sheep (+7.5%), cow (+6.5%), dining-table
(+5.6%). These classes typically have a multi-modal distribution in appearance (like color and
shape distribution). On the other hand, classes like Potted Plant which have a consistent shape

and appearance, obtain no improvement in performance when detection pre-training is used.

56



	Acknowledgements
	Table of Contents
	List of Tables
	List of Figures
	Introduction
	Learning from Noisy Anchors for One-stage Object Detection
	Introduction
	Related Work
	Background
	Our Approach
	Experiments
	Experimental Setup
	Main Results
	Ablation Study
	Discussions

	Conclusion

	Rethinking Pseudo Labels for Semi-Supervised Object Detection
	Introduction
	Related Work
	Approach
	Preliminary
	Certainty-aware Pseudo Labels
	Dynamic Thresholding and Re-weighting

	Experiments
	Experimental Setup
	Main Results
	Ablation Study

	Conclusion

	An Analysis of Pre-Training on Object Detection
	Introduction
	Related Work
	Discussion
	Analysis
	Object Detection
	Semantic Segmentation
	Image Classification
	Visualization

	Conclusion

	Adaptive 3D Convolution Selection for Efficient Video Recognition
	Introduction
	Related Work
	Approach
	3D Networks for Video Recognition
	Ada3D: Adaptive 3D Convolution Selection

	Experiments
	Experimental Setup
	Main Results
	Discussion

	Conclusion

	AdaViT: Adaptive Vision Transformers for Efficient Image Recognition
	Introduction
	Related Work
	Approach
	Preliminaries
	Adaptive Vision Transformer
	Objective Function

	Experiment
	Experimental Setup
	Main Results
	Ablation Study
	Analysis

	Conclusion

	Conclusion
	Bibliography

