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Human-centered AI (HCAI), rather than replacing the human, puts the user in the driver’s

seat of so-called human-centered AI-infused tools (HCAI tools): interactive software tools that

amplify, augment, empower, and enhance human performance using AI models. In this disserta-

tion, I discuss how interactive visualization can be a key enabling technology for creating such

human-centered AI tools. Visualization has already been shown to be a fundamental component

in explainable AI models, and coupling this with data-driven, semantic, and unified interaction

feedback loops will enable a human-centered approach for bridging AI models and human users.

To validate this approach, I at first interviewed HCI, AI, and Visualization experts to define the

characteristics of HCAI tools. I then discuss the design and development process of four HCAI

tools powered by visualization. I conclude by outlining the design guidelines learned from the

design process of the tools and research directions for designing future HCAI tools.
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Chapter 1: Introduction

Despite tremendous advances in arti�cial intelligence (AI) and machine learning (ML)

research in the last few years, important voices in the �eld are increasingly being raised in support

of a more humane approach to AI that places human values and agency at the forefront: so-

calledhuman-centered AI(HCAI). For example, in a 2018 op-ed in theNew York Times, leading

Stanford AI researcher Fei-Fei Li called for an AI that is “good for people” and that “enhances”

rather than “replaces” us [10]. That same year, UC Berkeley professor and AI expert Michael

Jordan emphasized the need for “well-thought-out interactions of humans and computers” and

called for a “new discipline” to study this interaction1 [11]. More recently, Ben Shneiderman,

a professor emeritus at the University of Maryland, published a book calledHuman-Centered

AI in 2022 that proposed a new two-dimensional design space that incorporatesboth human

agency and computer automation. Shneiderman further laid out a new research agenda for HCAI

tools or what he callsAI-infused supertoolsthat “enable people to see, think, create, and act in

extraordinary ways, by combining potent user experiences with embedded AI support services.”

However, while Shneiderman and others have pointed to existing such HCAI tools and suggest

many other future ones, there is still no clear de�nition or generative mechanism for how to build

such tools.
1That discipline obviously exists: human-computer interaction (HCI).
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Figure 1.1:Overview of the thesis. It is divided into four parts. Each part answers a research
question (RQ) while part 2 and 3 together answer one research question (RQ2).

In this dissertation, I proposeinteractive visualization—visual representations of data to aid

cognition [12]—as a key enabling technology for building HCAI tools [13,14]. In particular, in-

teractive visualization supports Shneiderman's “Prometheus Principles” [15] for HCAI systems,

including consistent interface, continuous visual display, informative feedback, progress indica-

tors, completion reports, and rapid, incremental, and reversible actions. Finally, visualization has

already seen extensive use in mixed-initiative interaction tools [16] that combine human and AI

efforts. I call this overall approachvisualization-enabled HCAI tools.

1.1 Thesis Overview

To validate my approach, I incrementally discuss theories and practical applications in four

parts (Figure 1.1). Each part answers a research question and is divided into multiple chapters.
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Figure 1.2:De�nition for HCAI Tools. This de�nition outlines the requirements, capabilities,
and human concerns of HCAI tools. They should be interactive, involve human users, and use one
or more AI models. They need to incorporate human concerns with the capabilities to be useful
to human users. Addressing the requirements, capabilities, and human concerns will improve
derived human outcomes such as agency, reliability, ownership, trustworthiness, and safety.

I begin by deriving a de�nition of HCAI tools, their capabilities, and the human concerns they

encompass (Part I). The de�nition was re�ned based on empirical feedback from �ve HCI, AI,

and visualization experts. To show how visualization can address the requirements outlined in

the de�nition for HCAI tools, I then present two AI-assisted writing tools (Part II) and two tools

for re�ning machine learning models (Part III). These are nonanthropomorphic tools designed

to facilitate users harnessing an underlying AI model through a graphical interface incorporating

visual representations of data. I use these examples to extract design guidelines for how to con-

struct visual representations in support of HCAI principles (Part IV). Finally, I close the thesis

with a research vision for how visualization can become a powerful medium for AI through the

careful application of these design principles. I brie�y introduce the parts below.
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1.1.1 Part 1: De�ning Human-Centered AI Tools

There is no generally accepted de�nition for “HCAI tools,” nor a clear understanding of

their requirements. To lay the foundation for this thesis, I established an operational de�nition

of HCAI tools by reviewing relevant literature and interviewing �ve HCAI experts. Figure 1.2

shows a summary of the de�nition for HCAI tools. The de�nition starts by enumerating some ba-

sic requirements of an HCAI tool such as that it should bean interactive software, involve human

users, and use one or more AI models. The de�nition then outlines the capabilities of Shneider-

man's “supertools” [17], the closest notion relevant to HCAI tools. These capabilities include:

1) amplify- magnifying or strengthening existing abilities; 2) augment- adding new abilities not

previously available; 3) empower- making tasks possible that were previously impossible; and

4) enhance- improving the quality of existing abilities or artifacts. To qualify as being “human-

centered”, HCAI tools must also incorporate and address key human concerns. There are seven

key concerns in this list: 1) fairness; 2) transparency; 3) explainability; 4) understandability; 5)

accountability; 6) provenance; and 7) privacy. It is worth noting that not all tools will address

all human concerns, and not all human concerns can be listed exhaustively. Additionally, some

dimensions of human concerns can be interdependent. For instance, an HCAI tool capable of

explaining its decisions or reasoning process may satisfy the transparency needs of users to some

extent. Finally, addressing the requirements, capabilities, and human concerns will improve de-

rived human outcomes such as agency, reliability, ownership, trustworthiness, and safety.
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Figure 1.3:The HaLLMark System. (A) Text editor for viewing and editing text. The system
highlights text written (orange) and in�uenced (green) by the AI. There are three toggle buttons
on top of the editor to turn on and off the three views (columns) of the interface. (B) Prompt-
ing interface for large language models such as GPT-4. The user can see the prompts and AI
responses for the current session. (C) Summary statistics show the number of prompts and per-
centage of user-written text and AI assistance. Below is a timeline of a user's writing actions
(grey rectangles) and interaction with the AI (purple and blue rectangles). The user can hover
over any glyphs in the timeline to see the relevant prompt and linked text in the text editor.

1.1.2 Part 2: AI-assisted Writing Tools

This part presents two AI-assisted writing tools designed to study how interactive visual-

ization can address the dimensions outlined in the de�nition of HCAI tools in Part I. AI-assisted

writing is a controversial area with high tensions between AI and humans, which makes the

domain a suitable probe for validating my research agenda.

1.1.2.1 HALLM ARK: An HCAI tool for Supporting Transparency in LLM-

based Co-writing

HaLLMark is a large language model (LLM) based co-writing tool that stores and visual-

izes a writer's interaction with the LLM (Figure 1.3). The system facilitates writers to self-re�ect
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on their use of the LLM by clearly highlighting AI writing and prompting activities (editing vs.

generating). The motivation is that by capturing interactions between AI and writers as the doc-

ument evolves and by supporting interactive exploration of that provenance, a writer will have

an enhanced sense of agency, control, and ownership of the �nal artifact. Provenance can also

help writers conform to AI-assisted writing policies and be transparent to publishers and read-

ers. From evaluations with 13 creative writers, we found that HaLLMark encouraged writers to

actively evaluate AI assistance from the onset of the writing process. As a result, it instilled a

sense of control in the writer's mind and improved the sense of ownership over the �nal artifact.

Writers also felt that HaLLMark would help them become more transparent in communicating

AI co-writing to external parties.

HCAI Characteristics. HaLLMark supports all four capabilities of an HCAI tool in Fig-

ure 1.2. It ampli�es and enhances writing with AI and visualization. It augments several new

capabilities, including tracking provenance as well as ensuring transparency and accountability

with regard to AI co-writing policies. It also empowers writers to control and re�ect on how

and when they want to use AI support. HaLLMark addresses several of the human concerns:

transparency, accountability, and provenance.

1.1.2.2 PORTRAYAL: An HCAI tool for Designing Engaging and Dynamic Fic-

tional Character

While HaLLMark supports LLM-based writing, many creative writing tasks (e.g., �ction

writing) require authors to write complex narrative components (e.g., characterization, events, di-

alogue) over the course of a long story. In this work, I explored how Natural Language Processing
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(NLP) and interactive visualization can help writers and scholars in such scenarios. To this end, I

designed PORTRAYAL [18], an interactive visualization system for analyzing characters in a story.

Portrayal extracts natural language indicators from a text to capture the characterization process

and then visualizes the indicators in an interactive interface. I evaluated the system with 12 cre-

ative writers and scholars in a one-week-long qualitative study. Our �ndings suggest Portrayal

helped writers revise their drafts and create dynamic characters and scenes.

HCAI Characteristics. Portrayal ampli�es and enhances creative writing. It helps writers

create dynamic characters by visually representing characters and their emotions and actions.

The visual representation adds understandability to the complex notion of a �ctional character.

1.1.3 Part 3: Tools for Understanding and Re�ning Machine Learning Models

Developing modern machine learning (ML) models poses several challenges to the model

developers, from data collection to data labeling, model building, validation, and deployments [19].

Thus, there is a need to design interactive interfaces to support model developers. This part ex-

plores the design of two such tools.

1.1.3.1 Outcome-Explorer: An HCAI Tool for Interpretable and Interactive AI

Decision-Making

Outcome-Explorer [20] is a tool for interpretable AI decision-making (Figure 1.4). Its goal

is to help users get answers to explanation queries such as “Why does this model make such

decisions?”, “What if I change a particular input feature?” or “How will my action change the

decision?” To facilitate this, the system uses a causal model for prediction as it is “inherently in-
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Figure 1.4:Asking what-if questions in Outcome-Explorer. The directed acyclic graph shows
causal relations between variables that determine median housing prices in a neighborhood. A
user can create a user pro�le by moving the circular knobs in the nodes (variables). A user can
keep one pro�le (green) �xed and change the other pro�le (orange) to ask what-if questions. The
blue arrows indicate the changes in the orange pro�le. Note that property tax is set to 300 by the
user. As a result, changing its parent nodes will not affect property tax. The other variables are
estimated from their parents.
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terpretable”: its inner workings are directly observable through a Directed Acyclic Graph (DAG).

Users (both expert and non-expert) can interact with the causal model by setting speci�c values

to variables, visualizing changes in the underlying causal model, and then receiving the AI's de-

cision. Users can perform what-if analysis by simultaneously changing two pro�les in the causal

model (Figure 1.4). In a user study with 18 non-expert users, we found that Outcome-Explorer

improved users' model understanding compared to an interface that only showed the variables as

input boxes.

HCAI Characteristics. Outcome-Explorer facilitates transparency by clearly representing

the relationships between the variables and how they impact the outcome variable (e.g., loan

approval decisions). It improves explainability, understandability, accountability, and provenance

through features such as what-if analysis, neighborhood exploration (decisions for similar data

pro�les), and provenance visualization.

1.1.3.2 Visual Concept Programming: An HCAI Tool for Labeling Large-scale

Image Datasets

Data-centric AI has emerged as a new research area to systematically engineer the data

to land AI models for real-world applications. As a core method for data-centric AI,data pro-

gramminghelps experts inject domain knowledge into data and label data at scale using care-

fully designedlabeling functions (e.g., heuristic rules, logistics). Though data programming has

shown great success in the NLP domain, it is challenging to program image data because of a) the

challenge to describe images using visual vocabulary without human annotations and b) lacking

ef�cient tools for data programming of images. Visual Concept Programming [21] is an approach

9



to program image data at scale while requiring a few human efforts. The approach is built upon

three unique components. It �rst uses a self-supervised learning approach to learn visual repre-

sentation at the pixel level and extract a dictionary of visual concepts from images without using

any human annotations. The visual concepts serve as building blocks of labeling functions for

experts to inject their domain knowledge. I then design interactive visualizations to explore and

understand visual concepts and compose labeling functions with conceptswithout writing code.

Finally, with the composed labeling functions, users can label the image data at scale and use

the labeled data to re�ne the pixel-wise visual representation and concept quality. I evaluated

the learned pixel-wise visual representation for the downstream task of semantic segmentation

to show the effectiveness and usefulness of our approach. In addition, I demonstrated how our

approach tackles real-world problems of image retrieval for autonomous driving.

HCAI Characteristics. The system enables a task (understanding relations between visual

concepts and creating relations between them) that is otherwise very dif�cult. In that sense, the

tool addresses all four capabilities of an HCAI tool. On top of that, the visual representation

enables explainability and understandability.

1.1.4 Part 4: Design Guidelines and Future Directions

This part presents �ve design guidelines (DG) extracted from the case studies in Part II and

Part III. It also presents several research directions for establishing visualization-enabled HCAI

tools as an emerging research area for the HCI, AI, and Visualization community.
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1.2 Research Contributions

This thesis makes the following contributions:

• A de�nition and framework for characterizing HCAI tools. The de�nition outlines basic

requirements, capabilities, and human concerns for an HCAI tool (Chapter 3).

• Four case studies on AI-assisted writing and interactive ML to show how visualization can

be a key enabling technology for HCAI tools (Chapters 4-7).

• Five design guidelines along with several research directions to design visual representation

for future HCAI tools (Chapters 8-9).

1.3 Prior Publication and Authorship

While I am the principal author of the research included in this thesis, the research is the

result of years of collaboration with my PhD advisor, Niklas Elmqvist, as well as many mentors

and colleagues at the University of Maryland, University of Toronto, Bosch, and Tableau. To

re�ect my collaborators' contributions, I will use the �rst-person plural thought in the thesis

chapters. The research in this thesis that has been published previously is listed in Table 1.1.
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Part 1: De�nition: HCAI Tools

Chapter 3: Md Naimul Hoque, Sungbok Shin, Niklas Elmqvist. Visualization for Human-Centered
AI Tools. Arxiv, 2024.https://arxiv.org/pdf/2404.02147

Part 2: AI-Assisted Writing

Chapter 4: Md Naimul Hoque, Tas�a Mashiat, Bhavya Ghai, Cecilia Shelton, Fanny Chevalier, Kari
Kraus, Niklas Elmqvist. The HaLLMark Effect: Supporting Provenance and Transparent Use of
Large Language Models in Writing with Interactive Visualization.Proceedings of the ACM Con-
ference on Human Factors in Computing Systems (CHI), 2024.https://doi.org/10.1145/
3613904.3641895

Chapter 5: Md Naimul Hoque, Bhavya Ghai, Kari Kraus, Niklas Elmqvist. Portrayal: Leverag-
ing NLP and Visualization for Analyzing Fictional Characters.Proceedings of the ACM Confer-
ence on Designing Interactive Systems (DIS), 2023.https://doi.org/10.1145/3563657.
3596000

Part 3: Re�ning Machine Learning Models

Chapter 6: Md Naimul Hoque, Klaus Mueller. Outcome-Explorer: A Causality Guided Interactive Vi-
sual Interface for Interpretable Algorithmic Decision Making.IEEE Transaction on Visualization and
Computer Graphics (TVCG), 2021.https://doi.org/10.1109/TVCG.2021.3102051

Chapter 7: Md Naimul Hoque, Wenbin He, Shekar Arvind Kumar, Liang Gou, Liu Ren. Visual
Concept Programming: A Visual Analytics Approach to Injecting Human Intelligence at Scale.IEEE
Transaction on Visualization and Computer Graphics (TVCG), 2022.https://doi.org/10.
1109/TVCG.2022.3209466

Part 4: Design Guidelines and Future Directions

Chapter 8: Md Naimul Hoque, Sungbok Shin, Niklas Elmqvist. Visualization for Human-Centered
AI Tools. Arxiv, 2024.https://arxiv.org/pdf/2404.02147

Chapter 9: Md Naimul Hoque, Ayman A Mahfuz, Mayukha Kindi, Naeemul Hassan. Towards
Designing a Question-Answering Chatbot for Online News: Understanding Questions and Perspec-
tives. Proceedings of the ACM Conference on Human Factors in Computing Systems (CHI), 2024.
https://doi.org/10.1145/3613904.3642007

Chapter 9: Md Naimul Hoque, Md Ehtesham-Ul-Haque, Niklas Elmqvist, Syed Masum Billah. Ac-
cessible Data Representation with Natural Sounds.Proceedings of the ACM Conference on Hu-
man Factors in Computing Systems (CHI), 2023.https://doi.org/10.1145/3544548.
3581087

Table 1.1:First-authored publications used in this thesis.The relevant parts and chapters are
mentioned with the publications.
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Chapter 2: Background and Related Work

2.1 Human-Centered AI

The idea of computers supporting humans is as old as computing itself. However, differing

beliefs about how computers should interact with human intelligence in the 1950s yielded two

separate camps: thearti�cial intelligence (AI) camp, which strove to create autonomous entities

simulating human intelligence, and theintelligence augmentation(IA) camp, which saw com-

puters as tools designed to enhance human capabilities. While a detailed history of AI and IA

research is beyond the scope of this article, we will cover the most signi�cant facts here and

discuss how the convergence of AI and IA gave rise to the �eld of human-centered AI and the

concept of HCAI-infused software tools.

The IA side of the equation—to which �elds such as HCI and data visualization can trace

their most signi�cant lineage—was marked by early successes in creating tools amplifying hu-

man capabilities, arguably because of the presence of a proven and adaptive intelligence: the

human user. W. Ross Ashby closes his 1956 bookIntroduction to Cybernetics[22] by conceptu-

alizing the idea of augmenting human decision-making and problem-solving capabilities through

cybernetic systems, noting that “it seems to follow that intellectual power, like physical power,

can be ampli�ed” [22, p. 272]. In his 1960 seminal work on “Man-Computer Symbiosis” [23], J.

C. R. Licklider picked up on these ideas by envisioning that in the near future “human brains and
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computing machines will be coupled together very tightly, and [...] the resulting partnership will

think as no human brain has ever thought...” [23, p. 4]. These themes were further developed by

Douglas C. Engelbart in his seminal reportAugmenting Human Intellect[24].

The �eld of AI, on the other hand, has experienced a more tumultuous history character-

ized by waves of “AI winters” and “AI springs:” periods of fervent optimism vs. harsh skepticism

(and reduced funding). Launched at the 1956 “Dartmouth Workshop” [25], whose participants

numbered many AI “greats” such as John McCarthy, Claude Shannon, and Nathaniel Rochester,

the �eld was characterized by early successes in problem-solving and language processing that

fueled investment [26]. However, AI then faced several winters of disillusionment due to over-

promised capabilities and technological limitations [27], which tempered expectations and re-

�ned research directions. In recent years, breakthroughs in machine learning [28], particularly

deep learning [29], have ushered in a renaissance, driving AI from academic laboratories into the

fabric of everyday life to transform society as a whole.

In more recent years, driven by the need to make AI more human-centric [10, 11] due to

concerns over AI ethics [30], fairness [31], transparency [32, 33], and accountability [34, 35],

the IA and AI camps have begun to converge under the shared banner ofhuman-centered AI

(HCAI) [17]. This shift was sparked by a con�uence of factors, including high-pro�le cases

of bias in AI systems [36–38], the growing in�uence of AI in critical sectors [39, 40], and a

collective push from the global community for technology that enhances rather than undermines

human capabilities and rights [10,41,42].
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2.2 Visualization for Enabling Human-Centered AI

Visualization has long played a key role in AI and IA camps: creating intelligent tools and

systems that assist people in speci�c tasks while helping AI researchers and practitioners create

better models and data. In recent times, we have seen abundant evidence of how visualization can

help design AI-assisted applications that prioritize human agency and ownership. Despite these

advances, the role of visualization in HCAI remains somewhat vague and poorly understood.

This dissertation seeks to cement the role of visualization in HCAI by discussingvisualization-

enabled HCAI tools: intelligent visualization tools empowering people with amazing capabilities.

I highlight here the work by Willett et al. [43] that showed how superhuman characteristics can

be used to describe the capabilities offered by visualization systems and inspire new ones. While

that work inspired this thesis, my focus is not only on amplifying and augmenting capabilities but

also addressing critical human concerns (e.g., fairness and transparency), a hallmark of HCAI.

Towards this end, I �rst de�ne HCAI tools and then present why and how visualization can be a

key enabling technology for such tools. I also provide concrete examples and design guidelines

for how to employ visualization for HCAI.

2.2.1 Existing HCAI Frameworks and Data Visualization

Several guidelines on HCAI tools and related technologies exist in the literature. Here I

discuss prior HCAI guidelines and frameworks and draw parallels between the guidelines and

important design characteristics of data visualization. Eric Horvitz, an early pioneer in mixed-

initiative interaction, in 1999 presented 12 guidelines for mixed-initiative interaction tools [16].

While there is no 1-to-1 mapping between HCAI and mixed-initiative, several of these guide-
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lines are directly relevant to HCAI tools. Harking back to these early mixed-initiative systems,

Microsoft recently published 18 guidelines for human-AI interaction [13] validated against 20

HCAI-infused tools and with 49 practitioners. Similarly, Google PAIR'sPeople + AI Guide-

book [14] list 23 patterns providing principles and practices for designing human-centered AI

systems. In discussing practical tradeoffs between agency and automation, Heer [44] presented

shared representationsof user tasks and capabilities as the common denominator in three case

studies of human-AI tools. Finally, Shneiderman proposed his Prometheus Principles [15] (which

draw lineage from his direct manipulation principles [45]).

Here I outline the design characteristics (DC1–DC5) that visualization can provide in sup-

port of these guidelines:

DC1 Open-ended and data-driven: Data visualization, by virtue of its exploratory nature,

supports open-ended analysis [46] informed by the data.

– Horvitz encourages designing tools toconsider uncertainty about user goals(guide-

line #2 [16]).

– Google PAIR suggestsembracing “noisy” data[14], which data visualization partic-

ularly excels at.

DC2 Facilitates user–computer conversations:Data visualization tools are intrinsically inter-

active [47,48], thus supporting seamless exchanges between AI and user.

– This supports Horvitz's guidelines #5 (employing dialog to resolve key uncertain-

ties, #6 (allowing invocation and termination), and #9 (ef�cient agent-user collabo-

ration [16]).
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– This interactive nature undergirds Shneiderman'sconsistent interfaces to allow users

to form, express, and revise intentas well asrapid, incremental, and reversible ac-

tions[15].

– It facilitates Google PAIR's human-AI design patterns [14] onmake it safe to ex-

plore, make precision and recall tradeoffs carefully(by showing both breadth and

depth [49]), andgo beyond in-the-moment explanations(by simultaneously support-

ing overview and details [49]).

– Well-designed visual interfaces willsupport ef�cient invocation(G7),dismissal(G8),

andcorrection(G9) from Microsoft's human-AI guidelines [13].

DC3 Externalizes data:Visualizations serve as external representations [50] of data that of�oad

memory, facilitate re-representation, and simpli�e computation.

– Horvitz suggests designing tools thatmaintain working memory(guideline #11) [16].

– Google PAIR encourages explainability bybeing transparent about privacy and data

settings[14].

– This can reduce cognitive load byshowing contextually relevant informationandre-

membering recent interactions(G4 and G12 from Amershi et al. [13]).

DC4 Shared data representation:Visualizations serve as a representation of data common to

user and AI model.

– A shared representation[44] is central to Heer's argument for enabling both user and

AI control.
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– Such visual representations provide support for Shneiderman'scontinuous visual dis-

play of objects, informative feedback, progress indicators, andcompletion reports[15].

– These representations can be used to, as Google PAIR puts it,determine how to show

model con�dence, if at allas well asexplain for understanding, not completeness[14].

– Visualizations provide representations that reduce or minimize thegulf of execu-

tion [51].

– These data representations scaffold several of Microsoft's human-AI guidelines [13],

including make clear why the system did what it did(G11) andconvey the conse-

quences of user actions(G16).

DC5 Shared task representation:Interactions enabled by the visualization capture the user's

potential actions.

– Similarly to DC4, this scaffold's Heer'sshared representation[44] of the user's ac-

tions on the data.

– This also supports Shneiderman'scontinuous visual display of actions of interest[15].

– Well-designed visual interfaces can help reduce or minimize thegulf of execution[51].

– Microsoft's human-AI guidelines encourage tomake clear what the system can do

(G1) andmake clear how well the system can do what it can do(G2) [13].

2.2.2 Addressing the Human Concerns using data Visualization

Interactive visualization can address key human concerns in AI tools. Below I discuss some

of the key human concerns and how data visualization can address them.
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Fairness. Visualization has a unique capability to help users detect and mitigate biases in ML

models by summarizing performance (e.g., accuracy) or disparities (e.g., error rates) across a

large number of intersectional social groups (e.g., white female) in a large-scale dataset [52–54].

Visualization also enables users to draw their own conclusions and avoids providing explicit

results, which is crucial for tasks such as bias detection, as the de�nition of bias or fairness

varies across societies and cultures [3]. What's more, even non-experts can detect biases using

visualization [3,55], which makes visualization a powerful probe for end-users to prevent harmful

biases from being propagated.

Transparency. Visualization can support AI transparency by visually representing concepts and

models that are often abstract and complex. It is particularly suited for this task as it enables users

to interactively explore the models and their inner states to understand model features [20, 56].

Examples include visualizing concepts extracted from neural networks [57, 58], causal models

for decision-making [20], and shape functions in generalized additive models [59].

Explainability. Visualization is widely used in explainable AI (XAI) research to present evi-

dence for a model's decisions, predictions, and actions [60, 61]. Starting from simple bar charts

for representing feature importance [62] to more advanced techniques such as saliency maps [63],

high dimensional projections [64], and post-hoc models for visualizing decision rules [65] are

now ubiquitous. Incorporating such techniques in HCAI tools will support users in critical do-

mains (e.g., medical and health) where explainability is a priority.

Understandability. A well-known advantage of interactive visualization is that it can represent

complex and large-scale data in an accessible and easy-to-understand format—“using vision to
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think” [12]. In fact, prior research has found that interactive visual explanations are more effective

for understanding AI output than textual ones [66].

Accountability. AI accountability largely deals with regulatory policies and laws, where algo-

rithmic mechanisms, are not the main focus. This is likely the reason behind a lack of visualiza-

tion research addressing accountability. One exception is HaLLMark [67], which helps writers

evaluate their conformity to AI co-writing policies using interactive visualization. This mech-

anism would allow publishers and readers to assess compliance and provide a means to hold

writers accountable for their use of LLMs in written artifacts.

Provenance. Interactive visualization has long been used for keeping track of data provenance [68],

such as interaction and analysis histories [69, 70]. Similar techniques can visualize human-AI

collaboration [13].

Privacy. Privacy-preserving visualization can incorporate commonly used data anonymization

techniques (e.g.,k-anonymity andl-diversity) [71] for maintaining privacy. Moreover, privacy-

preserving visualization provides an interface to users for examining potential privacy issues,

obfuscating information as suggested by the system, and customizing privacy con�guration as

needed [71,72].
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Part I

Part 1: HCAI De�nition
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Chapter 3: De�ning Human-Centered AI Tools

We establish an operational de�nition of HCAI tools by reviewing prior literature. The

de�nition was further re�ned based on feedback from �ve HCI, AI, and visualization experts (E1-

E5). All �ve experts are researchers, including three faculty members from R1 universities in the

US and Canada, and two members from industry labs (each with over 15 years of experience).

Beside publishing in reputed venues, two experts have written books on interactive visualization

while two others have written books on human-centered AI. One researcher is an expert in AI

ethics and have published over 50 articles on this topic. We outline the de�nition with literature

references and input from the experts where relevant.

3.1 Basic Requirements

We establish some basic requirements for HCAI tools:

• Interactive computer software: We are strictly concerned with interactive applications in

this paper.

• Involves human users:Unlike general AI systems, an HCAI tool requires a human user.

Compare this to mixed-initiative interaction systems [16], which also include systems in-

teracting with other systems [73].
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• Uses an AI model:While generative AI is currently leading the hype cycle [74], we note

that basic machine learning models such as linear regression and classi�cation may serve a

speci�c task equally well [75].

3.2 Capabilities

Shneiderman listed four characteristics orcapabilitiesof “AI-infused supertools” in his

book onHuman-Centered AI[17]. We enumerate them below along with our extended interpre-

tation of their meaning:

Ð Amplify (v. magnify, enlarge upon): magnifying or strengthening existing abilities.

– LLMs have ampli�ed many of our existing capabilities (e.g., editing essays and pro-

gramming). We have recently also seen a surge of LLM-driven applications that am-

plify creativity and cognition.

– CareCall [76] is an LLM-driven and publicly deployed chatbot that assists social

workers provide assistance to socially isolated individuals.

– Augment (v. increase, add to): adding new abilities not previously available.

– CoAuthor [77] shows how using interactions between writers and language models

can be used to augment creative writing capabilities for people.

– SpellBurst [78] augments generative art designs by enabling designers to use natural

language prompts and semantically driven parameters.

a Empower (v. give authority, make stronger): making tasks possible that were previously

impossible.
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– Text-to-image models such as Midjourney1 made it possible for non-artists to create

aesthetically beautiful and creative images from textual prompts.

– PromptPaint [79] empowers designers with text-to-image generation capabilities through

mixing prompts, directional prompts, etc.

W Enhance(v. intensify, increase, improve): improving the quality of existing abilities or

artifacts.

– Let the Chart Spark [80] enhances visualization designs using graphical elements

created from text-to-image generative models.

– An AI-powered chatbot [81] enhances participant performance in online studies by

providing a clearer understanding of consent information compared to traditional

form-based methods.

E1 and E3 noted that the capabilities can sometimes be dif�cult to separate. However,

they also mentioned that there are nuanced yet important differences between them. E1 said,

“separation between the capabilities will encourage researchers to think about the dimensions

more deeply in the future.”

3.3 Human Concerns

While the above requirements and capabilities provide the foundation for HCAI tools, these

tools must also incorporatehuman concerns[10] if they are to qualify as being “human-centered.”

To be clear, not all tools will address all human concerns, and not all human concerns can be listed

1https://www.midjourney.com/
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exhaustively (E1, E4–5). Additionally, some dimensions of human concerns can be interdepen-

dent (E3–5). For instance, an HCAI tool capable ofexplainingits decisions or reasoning process

may satisfytransparencyneeds of users to some extent. Below we enumerate some representative

human concerns from the literature and our own work.

Fairness. Fairnessrefers to the principle of ensuring that the development, deployment, and use

of arti�cial intelligence systems are unbiased, equitable, and just [31]. However, it is now well-

known that machine learning models can encode human biases and propagate them in critical

applications, including banking, criminal justice, medicine, etc [36–38]. Three experts (E3-E5)

identi�ed unfairness and biases to be a major concern for AI models.

Transparency. Transparencyin AI research refers to the practice of openly disclosing informa-

tion about the development, functioning, and outcomes of arti�cial intelligence systems [32,33].

While there is no agreed-upon de�nition for AI transparency [32], most works in this domain

focus oninformational transparency: what information about the model and data should be dis-

closed to enable understanding [32]. All experts unequivocally identi�ed transparency to be a

critical requirement for HCAI tools.

Explainability. Explainability refers to providing explanations for a model's decisions, predic-

tions, and actions [62]. Key approaches to achieving explainability include feature importance

analysis [62,82], model visualization [83,84], counterfactual explanations [64], and contextually

relevant justi�cations for AI decisions [33].
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Understandability. Two experts noted that (E4-5) providing explanations may not be enough;

a human user needs to understand the explanations generated by the AI models and align them

with their mental models and expectations. For instance, the “General Data Protection Regulation

(GDPR)” [85] from the European Union requires that users should receive explanations in a

concise, transparent, intelligible, and easily accessibleform.

Accountability. Accountabilityin AI research refers to the principle of holding individuals, or-

ganizations, and systems responsible for the development, deployment, and outcomes of arti�cial

intelligence technologies [34,35]. We have recently seen regulatory policies emerging for AI ac-

countability (e.g.,Blueprint for an AI Bill of Rightsfrom the White House [86]).

Provenance. Provenancerefers to distinguishing between the contributions or in�uences of a

human user and the AI system in generating content [87]. This is particularly relevant when both

human input and AI models collaborate to produce outputs, such as in human-AI co-writing,

collaborative creativity tools, or content generation platforms [67].

Privacy. As AI systems analyze increasingly vast amounts of data, there's a growing risk of

breaches ofprivacy—the expectation of seclusion and selective expression of personal information—

leading to unauthorized access [88]. Two experts (E2, E5) identi�ed privacy as a major concern.

3.4 Summary

All experts agreed that our de�nition can help analyze existing and future HCAI tools.

However, E5, who is an expert in AI ethics, mentioned that the de�nition only covers the“tool-

ing” part of human-centered AI. According to E5,“I believe the spirit of human-centered goes
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much deeper: the reason why the system was built, the control of the system, the materials,

symbols, and interaction protocol—everything should be according to the human users.”
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Part II

Part 2: AI-Assisted Writing
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Overview

AI-assisted writing typically involves a writer taking help from an AI. The support or help

can come in many formats, from correcting grammatical errors to rewriting a sentence and gen-

erating new texts. With the introduction of LLM, AI-assisted writing has entered a new phase

where writers are concerned about their profession whereas readers are concerned about mundane

texts written by the AI. In this part, I discuss two AI-assisted writing tools (chapter 4, chapter 5)

to study how interactive visualization and AI can amplify creative writing while retaining writers'

agency and ownership (i.e., an HCAI tool). Table 3.1 categorizes the tools according to the re-

quirements, capabilities, and human concerns of an HCAI tool from chapter 3. The two chapters

are adapted from works previously published in ACM CHI 2024 [67] and ACM DIS 2023 [18]

conferences, respectively.

HCAI Tool Venue Year Ð – a W 8 H × - [ Â 4
HaLLMark [67] ACM CHI 2024 X X X X – X – – X X –
Portrayal [18] ACM DIS 2023 X – – X – – X X – – –

Table 3.1:Classi�cation of the two AI-assisted writing toolsaccording to four distinct capabil-
ities of such HCAI tools—amplify (Ð ), augment (– ), empower (a ), and enhance (W)—as well
as the seven human concerns: fairness (8 ), transparency (H ), explainability (× ), understand-
ability (- ), accountability ([ ), provenance (Â ), and privacy (4 ).
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Chapter 4: THE HALLM ARK EFFECT: Supporting Provenance and Transpar-

ent Use of Large Language Models in Writing with Interactive Vi-

sualization

4.1 Introduction

Large Language Models (LLMs) are here to stay. Their arrival has been particularly widely

panned in the area of creative writing, where doomsayers are hinting at a future where it will

become impossible to distinguish between a writer's original work and text generated by an

LLM. Worse yet, they may cause us to become inundated with a cornucopia of poor text. What

happens to original thought if we are subjected to writing forever recycled and regurgitated from

original work that has already been produced by our forebears? It has even been argued that

some essential aspect of what it means to be human is lost if creative writing is performed by

machines. While these are valid concerns, it remains that LLMs are just another tool in a long

line of tools, and we should �nd ways to harness the technology in a just, responsible, and ethical

way rather than attempt to suppress it. But in trying to embrace this technology, one critical

concern for writers who want to use LLMs is properly attributing contributions from the AI. This

gives rise to “ownership tension” among writers and hampers their agency and control over the

process [89, 90]. Identifying contributions from AI is also important for writers who need to
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conform to AI-assisted writing policies [91,92]. Authors currently have few mechanisms to track

their accountability with regard to these rules and policies.

In this chapter, we argue that capturing interactions between AI and writers as the document

evolves (i.e., provenance information) and supporting interactive exploration of those provenance

information may improve the writer's agency, control, and ownership of the �nal artifact (e.g.,

short stories, novels, poems). Prior research suggests externalizing provenance can help balance

automation and agency in human-AI collaboration [17]. Provenance can also help writers con-

form to AI-assisted writing policies and be transparent to publishers and readers. To explore this

design space, we �rst reviewed existing guidelines and policy documents on the use of LLMs

from several professional, educational, and academic organizations (Section 4.3). This review

informed us about the types of information that writers should be aware of in AI-assisted writing.

We then developed HALLM ARK, a web-based design probe [93] that integrates an authoring

interface with LLM support that stores and visualizes a writer's interaction with an LLM. The

system facilitates writers to self-re�ect on their use of AI by clearly highlighting AI contributions.

To validate HaLLMark, we engaged a group of creative writers to use it to write a short

story during remote evaluation sessions and collected their feedback and resulting stories (Sec-

tion 4.5). Our �ndings suggest HaLLMark encouraged writers to actively evaluate AI-assistance

from the onset of the writing process. As a result, it instilled a sense of control in the writer's

mind and improved ownership of the �nal artifact. Our �ndings also suggest HaLLMark will

help writers conform to AI-assisted writing policies without the need for manually generating

disclosures. Writers were therefore con�dent that HaLLMark will help them become more trans-

parent and that the tool is an effective medium to communicate the use of AI in writing to external

parties (i.e., publishers).
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4.2 Related Work

Our work intersects with prior art on intelligent writing support tools, concerns around the

use of LLMs, and the use of visualization in literature and writing support tools. Here we describe

each of these topics in turn.

4.2.1 Writing Support Tools

Computers have long been used as writing support tools, going back to the spelling check

feature on Microsoft Word in 1997 and all the way to modern-day Large Language Models. In

fact, one could argue that the ubiquitous typewriter and printing press are examples of enabling

technology for writers. One popular category of writing support tools is paid software such as

Scrivener [94] and Granthika [95] that try to enhance the organizational capabilities of a writer.

An additional category of writing support tools targets academic writers who need support of

various kinds. The tool with the most relevance to this study is Turnitin [96], which is simi-

larly postured to advocate for transparency in original authorship through academic integrity and

proper attribution techniques such as citation. More relevant to our work are tools that enhance

creativity of writers throughinteractiveand intelligent features. Examples of such works in-

clude support for metaphor creation [97,98], automatic text summarization [99], interaction with

literary styles [100], and support for the iterative revising process [101,102].

More recently, the introduction of LLMs has fueled a new generation of writing support

andco-writing tools. These tools can generate human-like text and inspire new narrative angles

and ideas. For example, CoAuthor [103] and Wordcraft [104] can generate new sentences and

passages to help writers develop short stories. Dramatron [90] is a similar kind of system but
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generalizes to long-form writing through hierarchical chaining of prompts. Sparks [89] focuses

on science writing, while TaleBrush [105] can generate texts to match a character arc sketched by

the author. HaLLMark, the tool proposed in this chapter, is built on similar mechanisms but has

a different focus. More speci�cally, the focus of HaLLMark is to leverage interactive provenance

to help writers re�ect on their use of the LLM, to conform to new policies on AI-assisted writing,

and to retain their ownership as well as transparently communicate the in�uence of the AI on the

text.

4.2.2 Concerns around LLMs as Writing Assistants

While the capabilities of LLMs have awed writers from different domains, just like other

generative AI tools, their use for creative purposes is controversial [106]. At the time of writing,

the Writers Guild of America (WGA) and the Screen Actors Guild – American Federation of

Television and Radio Artists (SAG-AFTRA), are on strike; the former since May, and the latter

since July. Along with typical demands such as better pay structure, especially for streaming

services, the main demands from protesters are to add contract language that protects them from

being replaced by machines (writers from AI-generated text, actors from studios using their AI-

generated likenesses). Similar sentiments have been reported in several recent studies. Writer

concerns for LLMs include agency and ownership [90, 107], ethics and plagiarism [107], and

lackluster, stereotyped text [89,90].

Creative writers who are pushing the envelope of technology view generative AI as just

another tool—albeit perhaps asupertool, a reliable, safe, and trustworthy AI-powered system

that ampli�es, augments, empowers, and enhances humans [17]—that can help them support
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their work more ef�ciently. Even among these supporters, a majority prefer to limit the use of

generative AI to supporting their editing, brainstorming, or organizing rather than asking it to

creatively generate the text of their work in order to retain their own agency, ownership, and

artistic expression [108]. This echoes principles of meaningful human control in generative AI

articulated by Epstein et al. [106] Given the paired, if sometimes con�icting, interests of writers

who want to both embrace the affordances of new generative AI technologies and also carefully

and thoughtfully limit the ratio of AI-generated text output in their �nal work, it is clear that we

need guidelines and policies for ensuring responsible use of LLMs in writing that account for the

strengths and weaknesses of the tools as well as ethical concerns regarding their use.

In response, organizations and publishers such as the U.S. Copyright Of�ce [91], Author's

Guild [92], and ACM [109] have released guidelines for AI-assisted writing. These policies ask

writers to track their interactions with LLMs (i.e., provenance) and report interactions to show

that writers had creative control over the generation of the text. However, it is not clear how

writers can operationalize these guidelines in their writing and report use of AI transparently.

This chapter �rst formalizes the guidelines from existing policies into actionable items and then

presents a tool that writers can use to conform to the policies. The result is a tool that supports

provenance for authors, helping them regain agency and authorship, while at the same time,

allowing them to conform to the policies and transparently communicate the process to others

(e.g., readership, publishers).
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4.2.3 Visualization for Text and Writing

Data visualization can be particularly helpful for summarizing and representing large vol-

umes of text [110]. Text is largely an unstructured data format, making it dif�cult to see hidden

patterns in text-based artifacts, such as a novel, document collection, or newspaper article. Text

visualization is the area of visualization research that invents new representations to summarize

and comprehend text data [110,111]. Examples of text visualizations include the ubiquitous word

cloud [112], wordle [113], and the Word Tree [114]. More complex representations also convey

structure in a text corpus, such as Phrase Nets [115], TextFlow [116], and ThemeDelta [117].

Jänicke et al. [118] provide a survey on the use of text visualization and text analytics in support

of close and distant reading in the digital humanities.

Despite the prevalence of text visualization in the academic community, application of

these representations in writing support tools is limited. One example is Portrayal (chapter 5),

a writing support tool to visualize different character traits [18]. Finally, Poemage [119] helps

literary scholars understand the sonic properties of a poem.

Visualization has long been used to provide explainable machine learning [120] and NLP

models [121, 122], and these ideas have also recently begun to be applied to LLMs. Recently,

Jiang et al. [123] proposed Graphologue, that converts responses from LLMs to interactive graphs

for fast and non-linear sensemaking. Sensescape [124] supports multilevel organization of infor-

mation gathered from LLM responses. However, none of these tools focus on supporting writing,

provenance, or transparency.
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DIMENSION CATEGORY EXAMPLES

D1. Prompt category
Asking for editing an ex-
isting text

No need to report common edito-
rial assistance (grammar check and
paraphrasing) [91,109,125]

Asking for generating new
texts

Report prompts if they are used
to generate an extensive amount of
text [109]

D2. Using AI response
Explore: AI response was
not inserted in the text

Report use if AI generated new
ideas [125]

AI response was inserted
in the text

Highlight text written by the AI [91,
126]

D3. Summary statistics Number of prompts used;
Percentage of text written
by the AI

AI-written text should not be more
than 5% [92]

Table 4.1:Summary of types of information required by AI-assisted writing policies.

4.3 Formative Analysis of AI-assisted Writing Policies

To better understand the dimensions involved in concerns around intellectual ownership and

ethical use of LLMs, we perform an analysis of what publishing outlet policies deem important to

include with respect to when, how, and to what extent LLMs can be used in the creative authoring

process. Table 4.1 contains our typology of current types of information that are important to be

aware of during AI-assisted writing.

A tool supporting awareness and deeper understanding of these dimensions will help au-

thors effectively and responsibly leverage powerful aids. As a starting point, we reviewed ex-

isting guidelines for using generative models such as GPT-4 in writing from U.S. Copyright

Of�ce [91], The Author's Guild [92], educational organizations such as the Modern Language

Association [127], several creative writing publishers (e.g., [126]), and academic venues and

publishers (e.g., ACL [125] and ACM [109]). We recognize that as we collectively learn about

usage, policies will evolve.
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We conducted thematic analysis [128] to identify key dimensions from the policies. Two

contributors of this work, including the author of this thesis, individually reviewed the policies

and open-coded the recommendations from the policies. The authors then met to discuss key

themes and resolve disagreements. The themes were also discussed with the full research team.

4.3.1 Report Use and Transparency

There was a consensus among policies and guidelines on the need toreport the extent of

contribution from AI in the creation of content. While speci�c instructions vary between the poli-

cies, all encourage authors to be transparent and disclose the use of AI. Another shared sentiment

is that AI cannot be granted authorship; rather, authors should be responsible for content gener-

ated by AI and should acknowledge that they have themselves veri�ed AI-generated content, and

modi�ed it where needed.

There is ambiguity in the description of what needs to be reported and how writers should

do that. For example, the U.S. Copyright Of�ce mentions several ways to disclose the use of AI:

a brief note, acknowledgments, or providing exact contents provided by AI. On the other hand,

ACL discourages writers from using AI-generated text directly.Naturedirects authors to report

the use of AI in the method section or alternative section of the manuscript [129], but does not

explicitly specify what writers should report.

4.3.2 Information Typology

Table 4.1 presents the three major themes that emerged from the analysis—each of which

corresponds to a dimension capturing the information required by AI-assisted writing policies.
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The �rst dimension, recurrent in the policies, separates prompts that seek new content from

prompts that merely request edits to an existing text (D1). Most policies recognize that we have

been using computers for editorial tasks such as spelling and grammar check for a long time and

writers do not need to disclose the use of LLMs for such tasks [125]. However, writers should

report prompts that seek new content. For example, ACM directs authors to provide a list of

generative prompts used for such purposes [109].

All policies ubiquitously ask writers to disclose text generated by AI (D2). For example,

The Author's Guild speci�es that“Authors shall disclose to Publisher if any AI-generated text

is included in the submitted manuscript.”Other policies have similar clauses. Some publishers

reserve the right to reject papers that were mostly generated by AI [91]. An interesting case

is when an author does not directly use AI-generated text in their article, but still draws inspi-

ration or ideas from the AI, or derives narrative angles from it. ACL requires authors to also

acknowledge such use [125].

While it is rare, some publishers recommend speci�c thresholds for using AI-written texts

(D3). For example, The Author's Guild restricts the authors to limit the use of AI-generated text

to only 5% [92]. However, it does not provide any guidelines on how this 5% should be measured

in practice nor where to report these statistics.

4.4 The HaLLMark System

The formative analysis of the policies (Table 4.1) informed the design of HaLLMark, an

interactive system that couples a text editor, LLM, and interaction history with the LLM. We

designed HaLLMark iteratively by collecting feedback from two domain experts, who are Pro-
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fessors of English and Writing Studies at our university and also contributors of this work. In this

section, we �rst present the design rationale of HaLLMark and then describe the details of the

system.

4.4.1 Design Rationale

We designed HaLLMark with the following design rationale in mind:

DR1 Capture and externalize AI vs. human provenance.The three prominent dimensions of

information from AI-assisted writing policies areD1. prompt category, D2. how writers

used AI responses, andD3. summary statistics. Thus, our primary goal is to store this in-

formation when a writer interacts with an LLM. To support provenance, the system should

externalize this information to the writer in an easily understandable format. The writer

should then be able to go back and forth in the interaction history freely.

DR2 Integrate provenance in artifact. Externalizing interaction history may not be enough.

To make sense of the history, the system should connect the artifact (i.e., the text document)

with the history [3, 18]. Moreover, some policies require authors to highlight text written

by AI in the artifact itself. Thus, content generated by AI should be clearly visible in the

text and linked to the information stored for DR1.

DR3 Integrate writer's judgment in provenance. While we aim to store user interaction au-

tomatically, we may not be able to store all information automatically. For example, one

category in Table 1 references when a writer takes inspiration from AI outputs, but does

not use the output directly. Since the in�uence here is implicit and dif�cult to quantify,

39



we decided to facilitate mechanisms for writers to integrate this information in the interac-

tion history. To improve agency for writers, we also decided that writers should be able to

edit or modify interaction history if they want. One implication of this decision is that our

tool is not a tool to enforce AI-writing policies; rather it is a tool for writers to be able to

measure their own compliance, while being able to design disclosures and be transparent.

DR4 Extensible/�exible. While existing policies provided a baseline for our work, they are still

evolving. The technology around LLMs is also particularly �uid. Thus, our design should

be extensible to new requirements, if they appear in the future.

4.4.2 Visual Interface

The visual interface of HaLLMark is divided into three modules: a) a rich text editor; b)

an interface to interact with GPT-4; and c) a module to visualize interaction history with LLMs.

Because of the rich dependencies between text, prompts, and interaction history, we opted for

a visual approach with data visualization components. We describe individual components of

HaLLMark below. We include a video of the tool as supplementary material.

Figure 4.1:Prompting GPT-4 in HaLLMark. A) By highlighting any portion of the text in the
text editor, the user can select that text as context for prompting GPT-4. B) The selected text is
automatically pasted into the context box. The user can specify the task to perform in the prompt
box.

40



Figure 4.2:Design of the Prompt Card.We encapsulate each prompt and AI response in a card.
The title shows the prompt. Users can hover over the information icon to see the context. Each
card contains a copy button and redo button for regenerating the AI response. We categorize each
prompt as either seeking new contents (blue) or seeking editorial help (purple) on an existing
text. A) A prompt seeking new content, and B) a prompt seeking editorial help.

4.4.2.1 Prompting LLMs

The prompting interface in HaLLMark bears similarities with the current ChatGPT inter-

face. It has a text box for writing the prompt and an optional text box for specifying the context

of the prompt (Figure 4.1B). A user can highlight a portion of the text in the editor to be au-

tomatically selected as an additional context for prompting the AI (Figure 4.1). The response

from an LLM such as GPT-4 gets appended below the text boxes. The prompt wizard suggests

several standardized creative composition interactions, such as “summarize,” “elaborate,” “enu-

merate,” “introduce,” and “conclude.” A writer can write a free-form prompt or choose one from

the standardized recommendation.

4.4.2.2 Prompt Card

We encapsulate each prompt and the relevant AI response in a card, the popular UI compo-

nent for designing modular objects (Figure 4.2). As perDR1, we categorize each prompt as either

seekinggeneration of new contentsor editorial help on an existing text. We use the following soft

prompt with the actual prompt to identify the category:``For the input text, reply
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Figure 4.3:Visualization and interaction in HaLLMark. A) Summary statistics: number of
prompts and percentage of assistance from AI. B) The timeline shows the prompts (blue or purple
tiles) in the context of the user's writing behavior (e.g., writing a new sentence). Hovering over a
colored tile will show the respective (C) prompt and text highlighted in the text editor (D).

'Edit' or 'Generate' if the text intends to edit existing text or

generate new text. Consider paraphrasing an existing text, or grammatical

and spelling check as an Edit. Input sentence - '' + input prompt.

We encode the category of the prompt at the right border of the card body with either

purple color for indicating generation orblue color for indicating edit. When a user copies

the full or partial response from the prompt card and pastes it in the text editor, we automatically

highlight that text asAI-written and link the prompt with the text (DR2).

4.4.2.3 Visualizing AI vs. human provenance

We externalize the provenance information using several interactive visualizations (DR1).

First, we visualize two summary statistics in HaLLMark (Figure 4.3a). We show the counts for

the prompts in a bar chart. We also visualize the percentages forAI-written , AI-in�uenced , and
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Figure 4.4:Manually linking a portion of the text with a prompt in HaLLMark. A) The
user highlights a portion of the text. B) The user can link the text with a prompt from the prompt
history. The user can either label it asAI-written or AI-in�uenced . In this case, the writer labels
it asAI-in�uenced . C) The text color changes to green to indicate the change in the label.

text written by the writer in a pie chart. The statistics update dynamically as a user writes in the

editor.

The timeline shows interaction history in a linear fashion (Figure 4.3b). The timeline con-

tains a colored rectangle (either blue or purple) for each prompt. We insert a new grey rectangle

in the timeline each time the user writes a new line to show writing activity in comparison to

prompting AI. The timeline is scalable to more variables and information as we can encode the

new information in a new row in the timeline (DR4). The timeline also extends horizontally

when the rectangle width becomes less than a threshold (default 5px) and provides a scroll bar to

see the extended content.

A user can hover over the colored rectangles to see the linked prompts (Figure 4.3). The

user can also see the linked text, if any (DR2). On clicking any colored rectangle, the respective

prompt stays visible to the user.

4.4.2.4 Linking Visualization and Artifact

We used QuillJS [130] as a rich text editor in our interface. A user can read or write

using the editor. The editor is equipped with traditional formatting options. Beyond reading and

writing, a user can perform the following actions in the text editor:
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• Manually label text. Following DR3, a user can select a portion of the text and then

label the text as eitherAI-written or AI-in�uenced using a button namedHighlight .

Additionally, the user can link a prompt from prompt history with the highlighted text

(Figure 4.4). This helps writers to manually annotate any text in the case where our system

cannot automatically annotate them.

• Manually remove label. In a similar manner, writers can remove annotations and links

with prompts by �rst highlighting a portion of the text and then clicking a button named

Unhighlight .

• Click on annotated text. A user can see the linked prompt to an annotated text by clicking

on it (DR2).

4.5 Evaluation

We conducted a user study with 13 creative writers. The overarching goal of the study was

to explore our original research agenda:How does externalizing provenance information help

AI-assisted co-writing?We used HaLLMark as a design probe to explore this question. Since

provenance can impact many facets of AI-assisted writing (Sections 4.1 and 4.2), we seek to

answer the following speci�c research questions (RQs):

RQ1: How does HaLLMark affect writers' interaction with LLMs?

RQ2: How does HaLLMark affect ownership concerns of writers while using support from LLMs?

RQ3: How does HaLLMark help writers' communicate their use of LLMs for transparency?

RQ4: How does HaLLMark help writers' conform to policies on AI-assisted writing?
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4.5.1 Different Forms of Writing

While HaLLMark is generalizable to different types of writing (e.g., creative, argumen-

tative, academic), each type has different goals, tasks, and styles. Thus, instead of recruiting

writers from diverse domains, we decided to conduct a case study with creative writers. Creative

writers use techniques that all good writers adopt in their writing. These include vivid, concrete

language; metaphor; syntactical variety; and other literary devices. This might inform adoption

of HaLLMark in other domains. Furthermore, the impact of LLMhallucination [131] is less

problematic for creative writing than non-�ction and academic writing, thus removing a potential

confound.

In addition, there is currently a signi�cant backslash from creative writers about the use

of AI in creative writing, instrumented by the ongoing strike from screenplay writers and artists.

LLMs directly threaten their bread and butter. Given the premise of this work, creative writers

will be the right users to help us answer the RQs. Previous studies also reported that creative

writers have ownership and agency issues when using LLMs [90, 104]. Studying the impact of

HaLLMark on creative writing would help us situate our work in the current HCI literature.

4.5.2 Study Conditions

We conducted a repeated-measures within-subject experiment with the following two con-

ditions (counterbalanced):

C1. BASELINE: A ChatGPT-like interface with a text editor. Participants will be able to write,

use GPT4, and see a history of their interactions in a sidebar. We include a screenshot of

the baseline in the supplement.
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C2. HALLM ARK: Our tool with all interactive support.

4.5.3 Participants

We recruited participants by advertising in our university's Writing Center, English, and

Literature department. Our participants varied in terms of self-reported Gender (male = 5, female

= 7, prefer not to say = 1, other = 0), Age (min = 19 years, max = 56 years, mean= 26 years, SD =

4.2 years), experience in writing different creative materials including �ction, non-�ction, short

stories, and poems, and years of experience as creative writers (min = 5 years, max = 26 years,

mean = 9.2 years, SD = 4.3 years). All participants had published artifacts in their portfolio. They

also had prior experience in using LLMs (e.g., ChatGPT) or were aware of their introduction in

creative writing. Participants received $40 USD worth gift cards for their time.

4.5.4 Tasks

It is dif�cult to design tasks with objective goals for creative writers [3, 18]. Their work

typically does not adhere to prede�ned structures and depends on their artistic styles and idiosyn-

crasies [18]. Thus, we decided to ask writers to write short stories using our interfaces for a �xed

amount of time (20 mins) while being able to prompt GPT-4. We aimed to study their interaction

patterns and collect feedback through semi-structured interviews to answer the RQs.

4.5.5 Measures

Since the study tasks did not involve any objective goals, we opted for a qualitative method-

ology. Another reason for this choice is that concepts relevant to our study (e.g., agency, trans-
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parency, ownership) are mostly abstract concepts and are dif�cult to operationalize quantita-

tively [104]. Instead, we designed a semi-structured interview for capturing writers' feedback.

We asked writers about how the study conditions impacted their interaction with LLMs, agency,

control, and ownership. We also asked writers about the usefulness of each interface to support

communication and transparency around AI-assisted writing. The interview script is available in

the supplement.

Aside from the semi-structured interview, we also asked participants to rate the study con-

ditions on a 7-point Likert scale across three subjective dimensions:

• Ownership: On a scale of 1 (not at all) to 7 (very comfortable), how comfortable would

you be in publishing the short story under your name?

• Communication and Transparency: On a scale of 1 (not helpful at all) to 7 (very helpful),

how helpful the tool would be to you in communicating your use of AI to others (e.g.,

publishers, readers) for transparency?

• Conformity: How well did the tool help you evaluate conformity to the given AI-assisted

writing guideline?

Finally, following prior literature [1, 2], we asked participants to rate each condition on a

7-point Likert scale (1 - strongly disagree, 7 - strongly agree) across the following six dimensions

for capturing the usability of LLM support:

• Helpful: “I found the AI helpful.”

• Ease: “I found it easy to write the advertisement.”
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• Experiment: “I felt that I experimented with various ideas and generated alternatives.”

• Iteration: “I felt that I iterated various times on ideas and the generation process.”

• Pride: “I am proud of the �nal output.”

• Unique: “The story I wrote feels unique.”

4.5.6 Procedure

Before each session, we asked participants to familiarize themselves with the policy on AI-

assisted writing from the U.S. Copyright Of�ce [91]. We also asked participants to think about

the plots and settings for two short stories, but asked them not to start writing in advance of the

research study session. Each session started with participants signing the consent form and a brief

introduction about the goal of the study from the study administrator. After that, we introduced

the �rst study condition (tool) with a brief demo. We encouraged participants to ask questions at

this stage and then asked them to explore different features of the tool with a training story.

Participants then started the �rst writing session (20 minutes) for writing a short story. We

clari�ed to the participants that they do not need to �nish writing the full story; rather this is a

timed experience.

At the end of the writing session, participants �lled out a survey to provide their subjective

experience. Participants were then asked to write their second story, using the other interface, fol-

lowing the same procedure as for the �rst condition. The study concluded with a semi-structured

interview.
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4.5.7 Analysis Plan

Similar to our formative analysis, two contributors of this work independently open-coded

the anonymized post-study interview transcripts and then conducted a thematic analysis. The

coders met regularly to discuss and re�ne the codes and themes. The coders also discussed the

codes and themes with the entire research team.

For quantitative measures and subjective ratings, we decided to avoid traditional null-

hypothesis-based statistical testing in favor of estimation methods to derive 95% con�dence in-

tervals (CIs) for all measures [132]. We employed non-parametric bootstrapping withR= 1;000

iterations. We also report the standardized effect size (Cohen'sd).

Figure 4.5:Percentage of AI assistance and number of prompts and while using the baseline
tool and HaLLMark. Error bars show 95% con�dence intervals (CIs). The baseline condition
did not have the option to label text asAI-in�uenced . Thus, we see only one mark for that
category in Figure A.

4.5.8 Results

4.5.8.1 RQ1: Interaction with LLM

We found that HaLLMark signi�cantly changed writers' interaction with the LLM. In the

post-study interviews, participants mentioned that HaLLMark instilled a sense of awareness and

encouraged them to actively evaluate AI-assistance from the beginning of the process (P1-4, P7,
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P10-13). For example, P2 and P8 said,

“I liked [HaLLMark] better because I was trying to use the AI without overusing it,

and there were times when I felt like I was [doing that]. But then it said, `Oh, you

know, 90 or 95% of this writing is yours,' so, you know, more than I thought. So that

was nice to have, and I liked having that information all the time.”(P2)

“I was keeping an eye on the text highlighted by yellow color and the percentage of

that in the pie chart. It certainly made me conscious and encouraged me to modify

text generated by the machine.”(P8)

On the �ip side, some participants mentioned that it is possible that the tool may make

some writers nervous and overly conscious about overusing the LLM, particularly in the eyes

of readers and publishers, or even other writers (P5-6). This stigma can hamper their creative

process.

We found evidence of the impact of HaLLMark in the percentage of text written by AI in

the stories. Figure 4.5(a) shows the percentage of text written and in�uenced by the AI in the

�nal document for the two conditions. On average, the stories contained 13.66% (CI = [6.30,

19.76]) text written by the AI when participants used the baseline. In comparison, the stories

contained only 5.34% (CI = [1.13, 8.37]) text written by AI when participants used HaLLMark.

Additionally, participants labeled 2.99% (CI = [0.00, 4.77]) of the total text asAI-in�uenced in

the stories written using HaLLMark.

However, we did not observe any difference in the number of prompts used in the two con-

ditions. Regardless of the condition, participants preferred asking the AI to generate new content.

Figure 4.5(b) shows the number of prompts used by participants in the two conditions. On aver-
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Figure 4.6:Self-reported subjective ratings for ownership, transparency, and conformity of
AI policies.

age, participants used 2.65 (CI = [1.50, 3.80]) prompts seeking editorial help with the baseline.

Participants used a similar amount of editorial prompts (2.86 with CI = [1.80, 3.89]) while using

HaLLMark. The small effect size of 0.04 (Cohen'sd) indicates no practical difference.

Participants used prompts seeking generation more frequently than editorial prompts. On

average, participants asked 5.66 (CI = [4.00, 6.76]) prompts seeking new content while using the

baseline. Participants used a similar amount of prompts seeking new contents (6.29 with CI =

[5.10, 7.37]) while using HaLLMark. The small effect size of 0.1 (Cohen'sd) indicates a very

small practical difference.

4.5.8.2 RQ2: Agency and Ownership

The situational awareness provided by HaLLMark improved writers' control over the pro-

cess. As a result, writers were able to measure their contribution better when using HaLLMark.

P7's comment below summarizes their experience,

“It [HaLLMark] made me feel less confused in a way, even to myself, like what did

I generate? What did the AI generate? What was in�uenced by the AI? It felt easy

to apply the green highlighting for what was in�uenced, and the fact that it just

automatically applying the orange highlighting for what the AI had generated felt

pretty seamless. And it gave me sort of this feeling of reassurance and control that I
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did not �nd in the [baseline] interface.”(P7)

Using HaLLMark, some participants were able to perceive AI as a collaborator, rather than

as an external agent (P3, P9, P13). For example, P13 said,

“With all the information showing my work and AI's work, it felt less robotic and

more like I was collaborating with someone.”(P3)

Of course, there is danger inherent with anthropomorphizing AI [17, 133]; AI models are

not persons and thus cannot be authors in the true sense, and there are legal, safety, security, trust,

and reliability concerns in such relationships [106].

The overall positive experience was re�ected in theownershipratings provided by the par-

ticipants. Figure 4.6(a) shows their subjective ratings for the question. On average, the subjective

rating for the baseline was 3.39 (CI = [2.00, 4.76]). In contrast, the average rating for HaLLMark

was 4.92 (CI = [4.15, 5.69]). A standardized effect size of 0.46 (Cohen'sd) indicates a medium

effect of the study condition.

4.5.8.3 RQ3: Communication and Transparency

Most participants preferred HaLLMark to communicate the extent of AI contributions in

the �nal artifact. According to P1,

“I do not even see how I can use the �rst one [baseline] for communicating. The

second one [HaLLMark], you can literally copy the text with colors and send it

to someone in seconds. You can send the pie chart and the rectangles for more

breakdowns.”(P1)
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However, two participants had reservations for using HaLLMark for communication. P8

was worried that people might “nitpick” their writing if it was completely transparent and that

readers would harshly criticize the use of AI. P4 preferred the timeline and text highlighting for

communicating AI contributions, but did not want to share the summary statistics. They felt that

readers might reduce their work to a single number (e.g., only 80% of the text was written by the

author). The timeline would presumably show their contribution more clearly.

Figure 4.6(b) shows the participants ratings for how useful HaLLMark they felt it is for

communication and transparency. On average, the rating for the baseline was 3.14 (CI = [1.85,

4.69]). The average rating for HaLLMark was 6.31 with CI = [5.61, 6.92]. The standardized

effect size (d = 2.27) shows a very large effect of the study condition.

4.5.8.4 RQ4: Conformity to AI-assisted Writing

All participants preferred HaLLMark for evaluating conformity to AI-assisted writing poli-

cies. For example, P5 said,

“When I read the policy before the study, I was like `Ooh! this will be such a pain

in the [posterior1].' But, then when I used the tool, I was like, `Okay, this is easy!'

I would totally use the second tool [HaLLMark] if I needed to follow a policy like

this.” (P5)

We noticed a large difference in the subjective rating for this dimension for the two con-

ditions (Figure 4.6(c)). On average, the subjective rating for the baseline was 2.83 (CI = [1.85,

3.85]). The average rating for HaLLMark was 6.00 with CI = [5.31, 6.61]. The standardized

1Equus asinus.
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effect size (d = 2.10) shows a very large effect of the study condition.

Figure 4.7: Subjective perception of LLM support. We collected subjective perception for
LLM support across six dimensions [1,2].

4.5.8.5 Subjective Perception of LLM Support

Figure 4.7 presents participants' subjective ratings related to the usability of LLM support

in the conditions [1, 2]. Similar to previous research [2], we did not observe any signi�cant

difference in these dimensions.

4.5.8.6 Usability Issues

Overall, participants found HaLLMark to be easy to use. Participants found the color

encoding easy to understand. However, P3 and P6 suggested to add an option to turn on and

off the text highlighting. The highlights can become distracting to writers for long-term use. P9

wondered if they could add notes to the prompt or the text editor directly. This might be useful

for providing an explanation if needed. P1 asked for more control over prompt generation. For

example, P1 asked if they could control the randomness of the text generation.
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4.6 Discussion, Limitations, and Future Work

Our study �ndings show that capturing and externalizing provenance information have a

signi�cant impact on how writers interact with LLMs and their agency and control over the pro-

cess. Writers were able to track AI's contribution easily with respect to their own contribution.

HaLLMark helped writers maintain a level of AI contribution that they were comfortable with.

This provided a sense of control in writers mind and improved their ownership of the �nal arti-

fact. Feedback from writers indicate that HaLLMark will help them becoming transparent about

the co-writing process and conform to AI-assisted writing policy without manually preparing dis-

closures. Below we discuss the broader impacts of our work on interactive and intelligent writing

support tools.

4.6.1 Normalize Transparency and Accountability in AI-assisted Writing

Interactive provenance information helped writers make informed decisions while produc-

ing their short stories. While writers were generally enthusiastic about sharing the provenance

information with readers, some writers were not comfortable reporting the AI-generated parts

publicly. They thought that disclosing the use of LLMs might make them susceptible to criti-

cism. The fear of criticism is understandable as they think it might diminish their contribution

and presumably lead to disapproval of their creativity [134]. We note that such concerns are not

unique to the use of intelligent tools—similar taboo exists for the use of reference materials for

inspiration [135]. On the positive side, the fear of criticism might make creative authors more

accountable.

We believe the right way to remove the stigma around AI-assisted writing is by encouraging
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writers to be more transparent and accountable, and democratize tools to support this goal [136,

137]. However, this also requires that readers, publishers, and other writers are charitable and

open-minded about LLMs going forward.

4.6.2 HaLLMark as a Reading Tool

HaLLMark is primarily focused on helping writers to ensure transparency and account-

ability in their creative content. However, there are other critical groups: the publishers and the

readers. The user study focused on how the writers received HaLLMark and their responses. Yet,

it is also essential to understand the usability and effectiveness of the tool to the publishers and

readers. We de�ned the interaction typology based on existing guidelines provided by the pub-

lishers. Future work should explore the publishers' responses on whether they think the typology

is sound and complete to ensure transparency in creative writing. Also, would they be willing to

accept the report generated by the tool to judge the writer's transparency?

Finally, readers will play a vital role in the overall acceptance of the tool. It remains to be

explored how readers might perceive a text augmented by information from our tool.

4.6.3 Writers Want to Use LLMs for Content Generation, not Editing

We found that participants were mostly interested in generating new content or ideas (not

the whole story) using GPT-4. Although existing policies indirectly encourage writers to use

GPT-4 for editorial purposes [125], writers did not �nd that a unique use case of GPT-4. They

were intrigued by its generation power. In their opinion, the generation would help to overcome

challenges such as writer's block or dif�culties in expressing nuanced and expressive details
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about a new scene. Even though HaLLMark categorized prompts into being either generative or

editorial, this did not discourage writers from using GPT-4 for generating new content.

4.6.4 Ethical Concerns of LLM based Co-Writing

It could well be argued that the central argument of this chapter—that LLMs are here to

stay, and that we should just learn how to best leverage them—is a technopositive, na�̈ve, and

perhaps even actively harmful approach to the use of AI in human creativity, and that generative

AI should be seen as dangerous technology that should be regulated or even banned. However,

we would argue that this is true of virtually any technology. For example, photography was

widely hailed as the end of painting but instead freed painters from the curse of realism [106].

Instead, by harnessing these technologies as supertools [17] in support of and subservient to—

and not partners or collaborators with—human writers is precisely the approach that we should

be taking.

In the end, LLMs are just tools, even if they are highly sophisticated ones. By focusing

on conveying the provenance between LLM and human, essentially making human veri�cation

and in�uence the gold standard, we can reinforce this notion. After all, while many of us would

view the idea of spending hours reading stories that were generated by a soulless machine some-

what insulting, most would likely accept this when assured that the overarching control of the

story belonged to an actual human writer. People already accept computer-generated imagery

(CGI) in today's movies as a matter of course—why would they not accept similar computer-

generated prose, as long as it has been veri�ed (and potentially edited) by the author? The

provenance mechanisms presented in this chapter, where these prompts, edits, and in�uences are
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made explicit in the text itself, is one approach to conveying this interaction history between the

writer and the LLM. Cryptology concepts such as NFTs—or placing the entire edit history on a

blockchain—may be used to protect the integrity of this history.

Our �ndings indicate that professional writers, at least those who are positively inclined to

LLMs, are mainly interested in using AI to improve their own writing, not producing more copy

faster. (The latter may not strictly be true of educational settings, where LLMs could be argued

to do more for the aspiring writer than act as the equivalent of a mere calculator for mathematics

education.) For example, one sentiment that has been expressed is that writer's block may now

be a phenomenon of the past, as the AI can always be relied upon to generate many new and fresh

ideas of how to continue a story. While we should always be wary of bad actors that are indeed

primarily seeking the ability to generate acceptable copy with a minimum of effort, there is pride

in the craft of writing among professional writers, as there is among virtually all professionals.

Naturally, there are other ethical considerations that we must consider when putting this

technology into the hands of writers. For one thing, it is possible that in spite of the tool's

design to support author agency (as evidenced by the ability to writer's ability to edit or modify

transaction history), other actors in the publication industry might be compelled to use the tool

to surveil AI use and enforce AI writing policies. Such has been the case for some academic

writing support tools, such as Turnitin [96], which is designed to empower student learners, but

has drawn criticism for its potential to police rather than support students. Additionally, given the

ongoing strike between the WGA and SAG-AFTRA on the one side, and the Alliance of Motion

Picture and Television Producers (AMPTP) on the other, we should ensure to not cross any picket

lines by actively making these tools freely available on the internet. In the case of HaLLMark,

while we anticipate releasing the tool as open source on Github, we will add an explicit statement
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of support for WGA and SAG-AFTRA on the tool website as well as include licensing terms

prohibiting the use of the tool to cross the picket line.

4.7 Conclusion

We have presented a design probe on AI co-writing called HaLLMark that enables an ef-

fective form of Large Language Model prompting while storing the provenance of interaction

between human writer and AI. Designed based on our review of generative AI guidelines by

professional and research organizations, HaLLMark transparently stores the prompting and in-

�uences between the LLM and the writer using text highlighting and a visual timeline. We have

presented our �ndings from a qualitative study involving a group of writers using HaLLMark to

write a short story or non-�ction article. We �nd that our writers value the explicit representation

of the AI's in�uence on their work, but also that the prompting interface yields a smoother and

more integrated work�ow than the default ChatGPT interface.

Human-AI co-writing is a nascent area of research that is also fraught with controversy.

Our work here addresses both transparency as well as prompting for Large Language Models

supporting this modality, but is by no means the �nal nor optimal approach to either of these

open research problems. Future work can build on our �ndings to derive better supertools that

retain human agency and control of the output while leveraging the formidable power of modern

foundation AI models. In particular, we think that future research should focus on careful prompt

engineering, improved provenance tracking, and non-repudiation of textual outputs generated by

both human writers and AI models.

59



Chapter 5: PORTRAYAL: Leveraging NLP and Visualization for Analyzing Fic-

tional Characters

5.1 Introduction

Writing and understanding literature are two fundamentally human activities, but today we

have the potential to use natural language processing (NLP) methods to help in both endeavors.

For the writer, recent tools go beyond mere spelling and grammatical support to the use of Large

Language Models (LLMs) to support human-AI co-writing [89, 103–105]. In this paradigm, a

writer asks the AI to generate a section of the story based on a prompt; the writer then edits

the generated story and provides further prompts. Scholars and critics, on the other hand, use

language to understand society and the literature borne from it. For example, they use Voyant

Tools [138] and Google Ngram Viewer [139] to automatically �nd the most frequent words and

phrases in a corpus. While existing tools are useful to writers and scholars, it is still unknown

how to best apply NLP to more complex and abstract literary and narrative components such as

characterization, dialogue, and narrative structures, and how that can help writers and scholars.

To explore this design space, we present a study of how characters, one of the central

components to narrative �ction [140], can be extracted from a text and represented visually in

an interactive environment. Many writers base their stories on rich and complex characters that
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drive the plot, almost as if they have a life of their own. As a case in point, witness Walter White

slowly transforming from milquetoast chemistry teacher to insidious drug kingpin in AMC's

Breaking Bad(2008); Edmond Dant�es evolution from a na�̈ve and an innocent young man to a

calculating and vengeful nobleman inThe Count of Monte Cristoby Alexandre Dumas (1844);

or Samwise Gamgee metamorphizing from Frodo Baggins's gardener and best friend into his

stalwart champion and protector in J.R.R. Tolkien'sThe Lord of the Rings(1954). Designing

engaging and dynamic characters is challenging for writers as they need to believably show the

evolution of the character throughout the story. While the process for developing characters varies

from writer to writer, we believe an analytic tool at the time of editing or revising a draft can help

writers to identify discrepancies between intended and written text, deciding what edits to make,

and how to make those desired edits. Such analytic support could also help literary scholars, who

manually annotate the text (i.e., close reading [141]) for understanding characters or for writing

a character analysis essay.

We proposePORTRAYAL , a web-based interactive system for analyzing characters in a

story. The overarching goal of the tool is to surface character patterns and properties from a

written text. We believe such a tool has the potential to support diverse creative writing and

analysis tasks. The two most relevant user groups and tasks for such a tool are (1) writers, who

want to create dynamic and engaging characters, and (2) scholars, who want to analyze, interpret,

and critique characters. To inform our research, we reviewed existing literature on narrative

�ction, NLP, and visual analytics (§5.2 and §5.3) and conducted a formative study (§5.4) with

three creative writers, three literary scholars, and two participants who were both creative writers

and literary scholars. The key features of Portrayal include (1) a text editor where writers can

upload their partial or full draft while scholars can upload a text written by others; (2) an analytic
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pipeline that can extract various trait indicators (e.g., actions, emotions, speech, and external

appearance) of the characters that capture their journey over the course of the story (a process

referred to ascharacterization[140]); and (3) an interactive visual interface for visualizing the

trait indicators, where users can investigate single or multiple indicators together .

To evaluate Portrayal, we conducted a user study involving four creative writers, four liter-

ary scholars, and four participants who were both. Writers in our study used Portrayal to analyze

one of their unpublished drafts independently for a week. In a debrie�ng meeting at the end of the

week, we asked them to describe any new insights or thoughts arising from using Portrayal. Lit-

erary scholars followed a similar protocol, except they were asked to analyze two stories among

four well-known and representative stories. Our �ndings suggest that Portrayal helped writers (1)

create dynamic characters that go through many emotional changes, (2) create dynamic scenes

where characters with opposite sentiments and emotions interact, (3) evaluate character arcs, and

(4) �nd unintentional prioritizing of a group of characters with similar social identity (e.g., fe-

male characters). Literary scholars reported that Portrayal helped them �nd tangible evidence

to support their literary arguments as well as �nd the lack of evidence for an opposing argu-

ment. Further, the scholars noted that Portrayal could help young scholars write literary essays in

coursework and would work as a probe to facilitate literary conversation and debate. In summary,

our contributions are as follows:

1. A formative study with eight creative writers and literary scholars to identify requirements

for understanding and developing characters using NLP and visualization;

2. The design and development of PORTRAYAL, an interactive system to automatically detect

and visualize natural language indicators of character traits; and
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3. A user study with 12 creative writers and literary scholars to report the application and

potential of Portrayal.

5.2 Background: Narrative Fiction and Characters

A narrative �ction is “the narration of a succession of �ctional events” [140]. Such narra-

tives are composed of several components (e.g., events, characters, time, causality, focalization,

and narration style). This chapter focuses on characters, an essential component of narrative �c-

tion. According to Chatman [142], acharacteris a construct within an abstracted story that is

described through a network of personality traits (e.g., Sarrasine is feminine, Othello is jealous,

Roland Deschain is brave). However, these traits may or may not be present in the text directly;

they are often displayed and exempli�ed through variousindicators. The process of describing

the character traits by designing the indicators in the text is calledcharacterization.

Rimmon-Kenan [140] proposed two types of indicators to understand characterization: (1)

direct de�nition are indicators that explicitly mention traits (e.g., “John isstressed.”); and (2)

indirect de�nition are those that do not mention the traits explicitly but rather indirectly refer to

them through activity and examples (e.g., “John tapped his foot and looked at his watch.”). The

latter, characterization through what the character says and does rather than the writer directly

stating these traits, is known as “show, don't tell” and is an almost universal rule of thumb in �c-

tion writing. Rimmon-Kenan [140] proposed four main methods for indirect de�nition: actions,

speech, appearance, and environment.

Actions. Habitual actions or one-time actions can imply a trait. One-time actions tend to evoke

dynamic aspects of a character, often playing a pivotal role in a narrative. In contrast, habitual
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actions tend to evoke the static aspects of a character. For example, Gandalf's habitual actions

in Tolkien's The Lord of the Rings(1954) include his occasional pipe smoking and wizardly

brooding. Sam Spade has a gruff and cynical demeanor1 in Dashiell Hammett'sMaltese Falcon

(1930). As for one-time actions, consider the following signi�cant passage from Chapter 2 in

Hunger Games(2008) by Suzanne Collins that cements our view of Katniss Everdeen as both

brave and loving of her sister Prim:

``Prim!'' The strangled cry comes out of my throat, and my

muscles begin to move again. ``Prim!'' I don't need to shove

through the crowd. The other kids make way immediately allowing

me a straight path to the stage. I reach her just as she

is about to mount the steps. With one sweep of my arm, I

push her behind me. ``I volunteer!'' I gasp. ``I volunteer

as tribute!''

Speech. Speech is an essential indicator for characterization. Consider the following direct

speech by the lead character Anne Elliot in Jane Austen'sPersuasion(1817), which reveals her

con�dence, maturity, and determination to make her own decisions that have only come with age:

``You should not have suspected me now; the case is so different,

and my age is so different. If I was wrong in yielding to

persuasion once, remember that it was to persuasion exerted

on the side of safety, not of risk. When I yielded, I thought

it was to duty, but no duty could be called in aid here. In
1Hammett also calls him “a blonde satan,” which is perhaps a little more on the nose than what is common.
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marrying a man indifferent to me, all risk would have been

incurred, and all duty violated.''

External Appearance. External appearances such as eye color, hairstyle, and clothing can indi-

cate a character's personality. Consider the description of Mr. Wednesday from Neil Gaiman's

American Gods(2001):

His hair was reddish-grey; his beard, little more than stubble,

was greyish-red. A craggy, square face with pale grey eyes.

The suit looked expensive, and was the colour of melted vanilla

ice-cream. [...] There was something strange with his eyes,

Shadow thought. One of them was darker than the other.

Environment. A character's surrounding physical environment (e.g., room, house, street) and

the human environment (family, colleagues, and social class) can indicate traits. Consider the

following description of Mr. Phileas Fogg, Esq.'s daily haunts from Jules Verne'sAround the

World in Eighty Days(1872):

He lived alone in his house in Saville Row, whither none penetrated.

A single domestic sufficed to serve him. He breakfasted and

dined at the club, at hours mathematically fixed, in the same

room, at the same table, never taking his meals with other

members, much less bringing a guest with him; and went home

at exactly midnight, only to retire at once to bed. [...]
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Note that there is another category of indicator,analogy, which does not introduce any

new indicator but instead reinforces a previously de�ned trait by analogy. An example would be

stating that a character “is just like his brother.”

Our goal in this chapter is to study how these indicators can be extracted using NLP and

visualized in an interactive environment.

5.3 Related Work

In this section, we provide an overview of analytic and visualization tools for creative

writing and literary analysis.

5.3.1 Computational Support for Creative Writing

Modern creative writers often use a range of computational tools. The �rst kind is text

editor-like writing software such as Microsoft Word or Google Docs. There are several pro-

fessional and paid software available to writers. For example, Scrivener [94] allows writers to

organize a story in sections, add synopsis and notes to each section, and easily merge or swap

between sections. Granthika [95] is a similar sort of paid service where writers can outline a more

detailed narrative world, including character descriptions, major events in a timeline, and causal

constraints on the events. These tools primarily enhance organizational capabilities of writers

with limited feedback on the actual writing.

More recently, researchers have proposed several emerging writing support tools. A dom-

inant trend is the use of LLMs. These tools can generate text based on a prompt, often helping

writers explore alternate narrative worlds and creative angles [89,103–105,143]. However, many
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open issues remain for LLMs based co-writing paradigm such as the lack of capability to gen-

erate long coherent texts, generated text often being perceived as formulaic by writers, and lack

of trust in the machine [143]. Another set of tools use NLP to extract patterns from the text that

are otherwise dif�cult to notice. These tools typically focus on providing feedback while writers

revise their text. For example, Du et al. [101,102] proposed a tool to help writers in their iterative

revising process. Sterman et al. [100] proposed an analytic model that allows writers to interact

with the literary style of an article. DramatVis Personae [3] helps writers mitigate nuanced social

biases in their writing. Dang et al. [99] integrated automatic text summarization in a text editor

to help writers revise analytical essays.

While existing tools are useful, we are not aware of any tools that provide analytic feed-

back to writers for developing characters, or any other narrative components. Writing �ction is a

complex task, often requiring writers to manage several narrative components such as characters,

places, and events to design a engaging story. We believe analytic support for these narrative

components could help writers. To demonstrate our research proposal, we propose an interactive

system to representcharacters, one of the central component to �ction. Our work shows that

such a system could help writers in their iterative writing process, identifying patterns and id-

iosyncrasies that they were unaware of during writing. Another unique feature of our tool is the

use of interactive visualization, which enabled us to represent characters visually and help writers

use analytic support without the need for algorithmic expertise.
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5.3.2 Computational Support for Literary Analysis and Digital Humanities

Literary analysis can be divided into two broad areas:closeanddistant reading. Close

reading [141] is the traditional method for analyzing a text. In this method, scholars carefully read

and annotate individual words and sentences (e.g., coloring, underlying words) to unravel syntax,

semantics, and formal structure. It is an argumentative process where scholars express their

interpretation of a text with excerpts from the text supporting their arguments. Distant reading,

on the other hand, focuses on �nding patterns and statistics from a large corpus of texts without

the need to extensively read the text. Scholars typically rely on programming and text analytics

tools for distant reading. Voyant Tools [138], Google Ngram Viewer [139], Hedonometer [144],

and Wordle [113] are examples of tools that support distant reading.

While distant reading helps scaling up analysis to hundreds of texts, scholars still rely on

close reading for critically analyzing characters. To do so, scholars need to manually identify the

character traits and patterns to write their interpretation (see this blog post2 for a detail overview)

of the characters. There are limited computational support for this task. One notable tool is eMar-

gin [145], providing an interface where scholars can collaboratively annotate a text. However, it

does not provide any support to understand character traits or other narrative components. Our

work aims to help scholars analyze nuanced character traits without the need of extensive anno-

tation of the text, a novel approach in the digital humanities domain.

2https://www.wikihow.com/Write-a-Character-Analysis
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Figure 5.1:Visualizations for narrative analysis (formative study). (a) DramatVis Personae
(dvp) [3]; (b) StoryCurves [4]; (c) StoryPrint [5]; and (d) StoryLine [6–8]. The images are used
with permission from the respective authors.

5.3.3 Visualizing Text and Narrative Components

Visualization can reveal hidden patterns in a text [111]. This has fueled techniques to visu-

alize and summarize a document or corpus. Word clouds, a truly community-driven (“vernacu-

lar”) form of text visualization [113], are one of the most common text summarization technique

and appear regularly on the web. Due to the wide applications of word clouds, researchers have

proposed methods to improve them [146–148]. Extending this line of work, TextFlow [116] and

ThemeDelta [117] proposed two novel interactive visualizations for understanding evolving top-

ics in a text corpus. FacetAtlas [149] visualizes relation between different facets of a corpus. Text

visualization can also help speci�c applications. For example, Jigsaw [150] helps investigative

journalists link various entities and documents. Poemage [119] helps literary scholars understand
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sonic properties in a poem. For a detailed overview of text visualization applications for digital

humanities, we refer readers to the survey conducted by Jänicke et al. [118].

In our context, there are four visualizations that are most relevant to our work (Figure 5.1).

StoryLine [6–8] focuses on grouping characters in a timeline to highlight plotlines in a narrative.

StoryCurves [4] helps scholars analyze non-linear narrative structures, while StoryPrint [5] helps

�lmmakers organize movie scenes and the characters in it. DramatVis Personae (DVP) [3] uses

a timeline and a word zone to help writers identify social biases. While each of these works uses

characters to represent texts visually, none of them help literary scholars and writers to analyze

characters, their traits or characterization. We study how to conceptualize characters using a

computational model and visualize them in a �exible and interactive tool, a novel approach for

creativity support tool design.

5.4 Formative Study

We conducted semi-structured interviews with creative writers and scholars to understand

their current work�ow, process for developing or analyzing characters, and potential for compu-

tational support in this regard. Our university's Institutional Review Board (IRB) approved the

study.

5.4.1 Participants

We recruited three literary scholars, three creative writers, and two participants who were

both literary scholars and creative writers (Table 5.1). We recruited participants by advertising

in our university's Department of English, literary center, and on other relevant campus mailing
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I D GENDER AGE PROFESSION EXPERIENCE YRS EXP

P1 Female 18-24 Literary
scholar

BA and MA in English Literature 7

P2 Female 25-34 Literary
scholar

Doctoral student focusing at European
and African Literature (Anglophone and
Francophone)

10

P3 Male 25-34 Literary
scholar

BA and MA in English Literature; In-
structor

12

P4 Female 25-34 Creative
writer

Novels (�ction/non-�ction), short sto-
ries, screenplays, poems, blogs, cri-
tiques, and fan�ction

15

P5 Female 45-54 Creative
writer

Novels (�ction/non-�ction) 25

P6 Male 25-34 Creative
writer

Short stories, poems, and �ction 12

P7 Male 35-44 Literary
scholar &
Creative
writer

Doctoral student with interest in using
text mining for contemporary Persian lit-
erature; published novelist

18

P8 Male 45-54 Literary
scholar &
creative
writer

MA in English and MFA in creative
writing; Instructor at a writing institute;
Short stories, �ction

20

Table 5.1:Participant demographics for the formative study. The participants can be divided
into three main groups: literary scholars (top), creative writers (middle), and participants who are
both (bottom).

lists. Our inclusion criteria for literary scholars included academic training in literature, such

as having a bachelor's or post-graduate degree in English literature and creative writing and/or

having research experience with literary analysis. For creative writers, we required participants

to have published stories in their portfolios. Note that literary scholarship and creative writing are

not mutually exclusive—a person can be both. Thus, we have three sets of participants—literary

scholars (P1-P3), creative writers (P4-P6), and participants who were both (P7-P8).
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5.4.2 Procedure

We conducted the interviews over Zoom. Each interview lasted around 1 hour and was di-

vided into three parts. First, after gathering informed consent and a brief introductory discussion,

we asked participants to share their current work�ow for writing or analyzing. In the second

part, we asked writers how they develop characters while we asked scholars to share how they

analyze characters. Finally, we showed participants a few screenshots from current narrative vi-

sualization solutions (Figure 5.1). All of them used characters as encoding in the representation,

although none of them were speci�cally designed for characterization. To demonstrate how inter-

activity is operationalized in the existing solutions, we showed a short online demo of DramatVis

Personae [3]. We asked participants their opinion about the visualizations, focusing on how sim-

ilar sort of tools can help them develop or analyze characters. This part was designed to direct

participants toward our research focus and incite discussion about the design of our future visu-

alization tool. Participants brainstormed with the study administrator and provided suggestions.

At the end of the session, we compensated each participant with a $20 gift card. We provide the

questionnaire for the interviews as a supplement.

5.4.3 Analysis

We created an anonymized transcript for each interview from the recorded audio. Two

authors of this work, including the author of this thesis, open-coded the transcripts independently.

A code was generated by summarizing relevant phrases or sentences from the transcripts with

a short descriptive text. Both coders then conducted a thematic analysis [128] to group related

codes into themes. Coders met regularly to discuss disagreements and re�ne the codes and themes
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CATEGORY I D DESIGN REQUIREMENT ORIGIN PARTICIPANTS

Trait
requirements

R1 Show presence of the charac-
ters

Formative study P1-8

R2 Support analysis of actions Formative study &
theory

P2, P4-8

R3 Support speech analysis Formative study &
theory

P1-3, P5

R4 Support analysis for direct
de�nition and external ap-
pearance

Formative study &
theory

P3, P5, P8

R5 Support sentiment analysis Formative study P2-5, P7-8
R6 Show environments for the

characters
Theory —

System and
visualiza-
tion
requirements

R7 Support analysis of multiple
traits

Formative study &
theory

P1-8

R8 Show change and transforma-
tion for the traits

Formative Study P4-7

R9 Linking text and visualization Formative Study P1-8
R10 Provide context and annota-

tion for the visualization
Formative study P2-3, P6

R11 Use linear timeline to repre-
sent the narrative

Formative study P1-2, P6-7

Table 5.2:Design requirements.These requirements were identi�ed from the formative study
and characterization theory.

iteratively. The codes and themes were also regularly discussed with the entire research team.

5.4.4 Findings

Our �ndings relate to the topics of narrative �ction, characters, their traits, and visual rep-

resentation. We discuss the �ndings below. We link the design requirements identi�ed from the

interviews wherever applicable.

Understanding Work�ow We identi�ed several common work�ows for both writers and schol-

ars.
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Current Writing Work�ow for Developing Characters. Writers reported that they predominantly

develop stories by showing a journey for the characters or by building an imaginary world through

the lens of the characters. Writers mentioned the importance of characterization in this process:

often the writing starts with thinking about what will be the physical appearance of the characters

(P4-7), what will be their emotional state (P5, P7-8), and how they will react to certain important

events (P4-6). However, most writers in our study did not report any speci�c work�ow for char-

acterization or developing the story for that matter. This was expected given the creative nature

of the task.

Current Scholarly Work�ow for Analyzing Characters. All scholars reported close reading as

their method for analyzing a story and the characters within it. Scholars mentioned that they often

try to interpret the personality of characters (P1-2, P8), their actions (P1-3, P7), and language use

(P3) from the text. This analysis often results in an essay where they report their interpretation

and provide portions of the text as evidence. Participants were not aware of any tools for helping

them in this process. Additionally, scholars reported the annotation task (identifying important

words and phrases) to be the most time-consuming and painstaking in close reading.

How to Computationally Model Characters? During the brainstorming phase of the interviews,

several participants were at �rst confused about how characters can be represented computation-

ally and how that can help them. Screenshots of existing visualizations (Figure 5.1) helped them

understand our research proposal. Writers speculated that such a tool for visualizing character

traits could help them identify both intentional and unintentional characterizations. They thought

such a tool would be most useful during revising when reorganizing their thoughts and trying to
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�nd a better line of delivery. Scholars noted that such a tool could work as a visual index and

help them analyze character traits more thoroughly. Participants further provided requirements

and suggestions for such a tool, which are discussed next.

System Requirements This section outlines the system requirements identi�ed from the inter-

views.

Support Analysis for Presence, Actions, Speech, Direct De�nition, and Sentiment Analysis.

Participants found character presence, which is common in all existing narrative visualizations,

to be useful for understanding scenes and the overall structure of the story (P1-8) (Requirement

1/R1). Moreover, most participants mentioned that actions are essential to designing and un-

derstanding characters (P2, P4-8). Participants remarked that this important indicator is missing

from the existing solutions (R2). P5 said:

``My characters tend to change their personality and actions

throughout a story. I am not sure how you can show this,

but if I can study the actions for my characters across a

story, that will help me develop them.'' (P5)

Matching the theory of characterization (Section 5.2), we found that speech (P1-3, P5) (

R3) and direct de�nition (P3, P5, P8) (e.g., adjectives and adverbs,R4) are important indicators.

Finally, several participants found sentiment analysis to be useful in the existing solutions (Sto-

ryPrint and StoryCurves in Figure 5.1b and 5.1c) (P2-5, P7-8) (R5). It is helpful to understand

the emotional state of a character.
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Analyze Multiple Traits Together. A recurring theme in our interview is that characters are

multifaceted or multi-dimensional, and different trait indicators need to be studied together to

understand a character (P1-8) (R7). All participants found the existing visualizations helpful.

However, they identi�ed two key limitations: (1) the current list of indicators is insuf�cient for

studying characters, and (2) current tools only allow the user to study one or at most two trait

indicators together at any time.

Show Change and Transformation. Change or transformation of character traits is important

for a narrative (P4-7) (R8). Writers often try to depict a journey for the characters (i.e., character

arc). Participants thought sentiment analysis and actions were good candidates for showing the

character arc. P4 put it this way:

``We all know about the arc: a character starts as miserable

and then transforms into something amazing. However, I try

to avoid this traditional arc. My arcs are difficult to conceptualize

and often hard to visualize in mind. In such a scenario,

it will be interesting to see how the sentiment changes for

a character in the full story.'' (P4)

Linking Text and Visualization. Participants suggested that to interpret the visualizations and

integrate them into their work, our future tool should closely link the actual text and visualizations

(R9). This will help writers validate feedback on their writing while scholars can use the links as

annotations for close reading.

Additionally, participants suggested adding contextual information about the �ction in the
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visualizations themselves for improving interpretability (P1-2, P6-7) (R10). For example, P1

said:

I think summary texts over the visualization could make them

more intuitive. (P1)

P7, who has both a literary and computational background, appreciated that StoryCurves

(Figure 5.1b) showed the location and time of the scenes. However, they also mentioned that it

might be dif�cult to extract such meaningful information from �ction.

Linear Timelines are Intuitive and Easy to Read. Participants found the linear, left-to-right time-

lines (StoryCurves, DramatVis Personae, and StoryLine), to be more intuitive than the radial

timeline (Figure 5.1c) (R11). P2, P3, and P6 found similarities between linear timelines and dis-

persion plot [151], a plot they use to understand where some search items appear in a corpus. To

add to that point, participants appreciated that StoryCurves (Figure 5.1b) visualized non-linear

narrative, which could be very helpful in writing or analyzing experimental narrative structure.

However, P7, who has a combined literature and computational background, suggested that con-

trary to a movie script (domain of StoryCurves) that has a pre-de�ned structure, extracting such

a non-linear structure from �ction (our domain) would be dif�cult.

5.5 Design Guidelines

Based on our literature review (§5.2 and §5.3) and the formative interviews (§5.4), we

identi�ed 11 design requirements for supporting the design and evaluation of characterization in

a visual interface (Table 5.2). In response, we identi�ed the following design guidelines:
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Figure 5.2: Annotation interface. This interface is used to annotate character mentions in a
story. It allows assigning a name to a detected co-reference cluster, labeling the cluster as a
character or contextual information, and merging a cluster with a previously detected cluster. For
example, in the �rst row, two clusters from chapter 0 and 1 for the same character “Sir Walter
Elliott” are merged. The clusters are connected to the text (not shown), allowing the user to
validate the clusters.

DG1 Supporting Analysis for the Trait Indicators. We identi�ed six trait indicators that our

system should support: presence, actions, speech, direct de�nition, sentiment analysis,

and environments (R1-R6). Indicators such as presence (R1) and sentiment (R5) were

found useful by participants from the previous visualization solutions, whereasR2-R4

were identi�ed by both participants and characterization theory. Finally, we did not �nd

environments (R6) to be a major theme in our study. Nonetheless, it is listed as an indicator

in characterization theory. Thus, we include it as a requirement.

DG2 Multiple Views Display. To supportR7, we need a design where each indicator can be

studied in isolation as well as with other indicators. Additionally, we anticipated that the

trait indicators we identi�ed (R1-R6) might not be exhaustive. Thus, the design should

be extensible to allow adding new indicators. We decided that the interface should follow

a multiple view display [152], where each indicator will have its own view, but they can

be stacked together on top of each other for composite analysis. In the case of a newly

discovered indicator, we can simply add a new view for that indicator. For supportingR11,
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the views should align vertically to have the same timeline.

DG3 Show Transformation and Change for Indicators. Change is important for a narrative.

To supportR8, our system should be able to extract and visualize the indicators and their

changes over time. Based on the formative study, change is most relevant to actions (R2)

and sentiment (R5).

DG4 Linking Visualization and Text. To support close reading (R9) and analysis of the in-

dicators (R1-R6), the visualization should be closely linked to the text. We will extend

interaction mechanism proposed in prior text visualization solutions [3, 4, 150] to support

that.

DG5 Add Contextual Information. We will add contextual information as an overlay to the

visualization to enhance the semantics of the visualization (R10). We anticipate that con-

textual information can also convey environmental information (R6) about the characters.

We also note here a fundamental design guideline for the tool: itshould not try to replace

human judgment in literary analysis and creative writing; rather, it should try toaugmenthuman

abilities in this endeavor. Thus, the tool should be built on a human-in-the-loop architecture.

5.6 The PORTRAYAL System

Portrayal is a web-based visual analytics system for visualizing character traits in �ction.

Here we describe the two core components: (1) the NLP extraction pipeline; and (2) the visual

interface.
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Sentence John laughs at me, of
course, but one expects
that in marriage.

Proposition
John (ARG0); laughs (V);
at me (ARG2); of course
(ARGM-DIS), but one (ARG0);
expects (V); that in
marriage (ARG1).

Table 5.3:Open information extraction for example sentence.Each proposition is an ordered
list of arguments, separated by semicolons. Note the verbs (V) and agents (ARG0) in bold,
highlighting the relation as ARG0 is performing V.

5.6.1 Natural Language Processing Pipeline

We designed the NLP pipeline to mainly extract the indicators from the text (R1-R6).

The pipeline builds upon existing models and methods in NLP. We constructed a test dataset

consisting of 10 sample books from Project Gutenberg to empirically evaluate the models and

take design decisions.

Coreference Resolution To supportR1-R6 andDG1, we �rst need to detect all reference to

the characters in the full text. For example, consider the following two sentences:Gary is a

journalist. He is a writer too.Here “he” refers to “Gary.” Identifying such co-references and

clustering them correctly for a story is challenging as book length coreference resolution is an

open problem in NLP [153]. However, this is critical for our case as extraction of traits such as

actions and emotions will depend on correct identi�cation of where the characters appear in the

text.

To address this challenge, we tested three popular co-reference models: NeuralCoref [154],

the AllenNLP coreference model [155], and the bookNLP co-reference model [156]. To evalu-
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ate the models, we split the books in our test dataset into chapters and then ran the models in

each chapter to detect the co-reference clusters. The chapter-wise split provides a manageable

way to validate the coreference clusters. We then calculatedError rate, the average number of

errors in the detected clusters for each model. An error occurs when a mention has been incor-

rectly assigned to a cluster. Overall, AllenNLP model had the lowest error rate, 1.5 (SD = 0.85).

NeuralCoref and bookNLP had on average 5 (SD = 2.1) and 4.1 (SD = 1) errors, respectively.

AllenNLP also detected on average 2 more clusters than the other two models. Thus, we decided

to use AllenNLP for our system.

While AllenNLP is the most ef�cient among the three models, we noticed some mistakes by

the AllenNLP model. Such errors can lead to different traits being assigned to wrong characters.

AllenNLP also does not assign any name to a detected cluster. Considering these factors, we

adopt a human-centered approach to detect and validate the characters in the full text. We used

an interactive interface to validate, name, and merge the clusters (Figure 5.2). Finally, note that

the coreference resolution already captures all mentions of each character, addressingR1.

Action Detection To detect the actions, we need to identify verb and character pairs where

characters are agents, performing the actions speci�ed by the verbs. Open Information Extraction

(Open IE) [157] matches this requirement (R2). Table 5.3 shows an example sentence and two

propositions extracted by Open IE. We identify the agent (ARG0) and verb (V) pairs and search

for the agent (ARG0) in coreference clusters for a possible match with a character. In the case of

a positive match, we assign the verb to that character. We manually annotated the actions for the

lead characters in our test dataset and calculated the accuracy of this action detection method. It

yielded a 95.7% accuracy.

81



Speech Detection To facilitate speech analysis, we extracted all direct quotes using a rule-based

approach. For each direct quote, we look for self-referring words such as “I”, “me”, and “mine”

and match with the coreference clusters. In case of a match, we assign the character as the

speaker of the speech. For the speeches with no such match, we look for the closest verb just

preceding or following the direct quote in the same sentence. Here, we use part-of-speech tagging

to determine if a given word is a verb. Next, we �nd the corresponding subject for the closest verb

using dependency parsing. Here, the subject can be a noun or a pronoun. In case of a pronoun,

we use coreference resolution to determine the corresponding noun. This noun is attributed as

the speaker of the direct quote. To evaluate this method, we again manually annotated the direct

speeches or discourses from the lead characters in the test dataset. This method yielded a 98%

accuracy on our test dataset.

Direct De�nition Adjectives work as direct de�nition to characters (R4). To detect direct def-

initions, we �rst iterate through all words and identify adjectives using part-of-speech tagging.

Next, we try to identify the corresponding subject for each adjective. To do that, we use depen-

dency parsing and hop through different nodes in the tree from the adjective to a noun/pronoun.

This is achieved in two steps: (1) moving from the adjective to its parent node until we �nd a verb;

and (2) moving from the verb to its subject. In case any of these steps do succeed, i.e., we do not

�nd a corresponding verb or subject, we ignore that adjective and move on. In case the subject

is a pronoun, we use coreference resolution to �nd its corresponding noun. This entire process

is repeated for all adjectives to �nd a mapping between an adjective and its subject. Lastly, we

aggregate all adjectives corresponding to each character. This method was 91.2% accurate on

detecting adjectives for corresponding characters on our test dataset.
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Figure 5.3: Card view. Each trait indicator is displayed in a card with homogeneous design.
A card contains thenameof the indicator,informationabout the indicator, additionalcontrols
to revise the visualization, thevisualizationrepresenting the trait indicator, and anicon to can-
cel/remove card. With this design, multiple cards can be aligned vertically. Here, we visualize
two indicators in two cards:presenceandchanges in actions. The book displayed isPersuasion
(1818) by Jane Austen.
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Sentiment and Emotion Analysis We used sentiment analysis model from Allen NLP (90%

accuracy) to detect sentiment for each sentence (R5). It predicts sentiment score on a binary

continuous scale (-1 to +1).

We also used two pre-trained models for emotion detection. The �rst model is Google's

T5 base model [158] �ne tuned on a emotion detection dataset [159]. It detects emotion on six

categories:joy, sadness, love, anger, fear, and surprise. The second model is a RoBERTa base

model [160] �ne-tuned on the above emotion dataset. Users have the choice of selecting any of

the two models to use.

Context and Environment Detection To extract contextual and environmental information, we

used both coreference resolution and entity detection (R6, R10). We noticed that, aside from

characters, coreference resolution can also detect entities such as places and events with repeated

mentions. Using the annotation interface (Figure 5.2), we can label a cluster as a contextual tag

(Figure 5.2). We further ran Spacy's entity recognition model to detect any missing places or

time references. Finally, writers often add small titles to the chapters that can work as contextual

information. We extract those using regular expression.

Changes in Actions While action is an important trait, our formative study suggests writers and

scholars also value changes in actions over time (R8). To calculate change, we built upon Relative

Norm Difference [161], a metric that can measure difference between two sets of embedding

vectors. LetAic be the set of actions for characterc from chapteri and A(i� 1)c be the set of

actions for characterc from chapteri � 1. Let mic andm(i� 1)c be the mean vectors for all the

words inAic andA(i� 1)c. We de�ne the change betweenAic andA(i� 1)c asdist(Aic;A(i� 1)c) =
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cosine(mic;m(i� 1)c). The range for this function is 0 to 1, where 0 means no change and 1 means

the highest amount of change.

Changes in Sentiment Change is also important for sentiment (R8). However, sentiment may

�uctuate signi�cantly on short text intervals (e.g., in a passage), making it dif�cult to see long-

term patterns. Since sentiment is a continuous variable (between -1 and +1), we used moving

average to smooth out short-term �uctuations and highlight longer-term trends and changes. We

usedn = 5 as window size for a full length story andn = 3 for a short story.

5.6.2 Visual Interface

The visual interface of Portrayal is mainly divided into three parts: (a) Control Panel, (b)

Visualization Panel, and (c) Text Editor. We describe these parts below. We include a companion

videoof Portrayal in the supplement. We also include a few design alternatives in the supplement

that were explored in the earlier stage of this research.

The top panel of Portrayal serves as a control panel. It contains two dropdowns, one for

selecting the trait indicators and the other for selecting the characters to visualize. The “Show

Traits” button updates the visualizations in the central panel based on the dropdown selections.

The optional “Show Context” checkbox lets users choose whether they want to see the context of

a textual passage or not. The visualization panel presents interactive visual representations of the

trait indicators. We describe the design of this panel below.

Card Design To supportDG2, we visualized each trait indicator as a separatecard, following

the design of the popular UI component with the same name.3 All card views follow the same

3https://www.nngroup.com/articles/cards-component/
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design. In that way, a card works as a modular and homogeneous unit for our interface. For

example, Figure 5.3 shows the basic components of a card: the name of the indicator, information

about the indicator, control and �ltering options for the indicator, a cancellation icon, and the

main visual representation.

Timeline Representation Motivated by the dispersion plot commonly used in the humanities [3,

151], we used an occurrence matrix to represent trait indicators that depend on time (R11, DG2).

Figure 5.3 shows an example of occurrence matrix-based timeline. By default, the horizontal axis

represents chapters in the story. If there are no chapters, the axis defaults to one chapter only.

The vertical axis represents the characters.

We encode indicator values using a color scale. For example, in Figure 5.3 (top row), we

encode the number of mentions for the characters in each chapter in the matrix cells with a linear

color scale (i.e., the brighter the color of a cell, the more are the mentions for the character in the

speci�c chapter). Similarly, in Figure 5.3 (bottom row), we encode the number of direct speeches

for the characters.

Interacting with the Timelines There are two ways to interact with the timelines: (a) mouse

hover and (b) mouse click. These interactions are designed to link the visualization with the text

(DG4). On hovering over a cell, we show the character and chapter name in a popup. We also

highlight the characters that co-occur with the selected character in the chapter. This mechanism

extends across multiple cards. For example, in Figure 5.3, we hover over a cell for the character

Mr. Elliot (shorthand Mr. E) in the presence card (from Jane Austen'sPersuasion(1818)). We

notice that there is no corresponding cell for Mr. Elliot in the direct discourse or speech view.
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Figure 5.4:Sentence view.(a) When a user clicks on a chapter in the default view, we update
the cards by showing all the sentences for that chapter. (b) A user can hover over a cell to see the
particular sentence or discourse highlighted in the editor.

This suggests even though Mr. Elliot is highly mentioned in the chapter, he did not have any

direct discourse.

To investigate further, a user can click on the cell. In that case, the cards show the sentences

of the chapter (Figure 5.4). Interestingly, we see that there is a lot of direct discourses for Anne

Elliot (shorthand Anne E.) and Mrs. Smith (Mrs. S.), but none for Mr. Elliot. The explanation lies

with the fact that Anne Elliot and Mrs. Smith are conversing about Mr. Elliot's past affairs and

intentions. Figure 5.4b shows a long speech from Mrs. Smith where she talks about Mr. Elliot's

lust for money. Note the colored background for the “I” in the �rst sentence which indicates the

speaker and why our model thinks Mrs. Smith is the speaker in this case.

Actions and Direct De�nition Four trait indicators (presence, direct discourse, sentiment, and

emotion) in our interface use the occurrence matrix representation. While we wanted to keep a
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Figure 5.5: Direct de�nition view. (a) A user can hover over a character (on the left) to see
a word zone representing sample adjectives and external appearances of that character. In this
example, we see direct de�nition for Zora, one of the lead characters from the bookThe Quest of
the Silver Fleece(1911) by W.E.B. Du Bois. (b) The user can hover over a word to highlight the
word in the text editor.

homogeneous design across all visualizations, some trait indicators were not suitable for visu-

alizing in a timeline. More speci�cally, actions and direct de�nitions are mainly words and do

not have a speci�c score attached to lay them out in a timeline. Therefore, we visualize them

in word zones [146]. Figure 5.5 shows a word zone for the character Zora from the storyThe

Quest of the Silver Fleece(1911) by W.E.B. Du Bois. To cluster the words into semantic groups,

we performk-means clustering on the embedding of the words. Further, we identify the font

weight for a word (w) for a character (c) as:weight(w;c) = t f (w;c) � (1=d f(w)) , wheret f (w;c)

is the frequency ofw for c andd f(w) is the frequency ofw in the whole story. It is essentially a

normalized version oftf-idf.

Actions are also visualized in the same way. However, based onDG3, we also wanted to

visualize changes in the actions. Since this a time-dependent indicator, we again use the matrix

view to visualize it. Figure 5.6 shows this representation for the storyPersuasion. While we

retain a similar representation, the interaction behaviour is slightly different for this indicator.
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Figure 5.6:Changes in action view.(a) We encode the amount of changes for the actions from
a chapter with respect to the previous chapter. (b) On hovering over a cell, we show the actions
for the selected character (Anne Elliot) from the selected chapter (red) and previous chapter in a
popup. The actions are sorted so that the most dissimilar pairs appear in the top.

Because the number of actions can be large for a chapter, we rank and summarize the actions in

a popup (Figure 5.6b).

Contextual Information We show the contexts in a separate optional card (DG5). The contexts

align with the chapters in the timeline. For example, Figure 5.6 shows the contexts on top of

the changes in action card. We also highlight the contexts when a user interacts with the time-

lines. For space restriction and aligning the contexts with the cells, we can only show a limited

number of contexts. To avoid overlaps among them, we use dynamic programming to �nd ver-

tical positions of the texts whereas the horizontal positions are determined by the corresponding

chapter.

5.6.3 Implementation Notes

We used Python, JavaScript, and D3 [162] for managing back-end, front-end, and inter-

active visualization in Portrayal. We used SemanticUI and Bootstrap for styling various visual

89



objects. We used Spacy [163] and AllenNLP [164] for the NLP tasks. The text editor in Portrayal

uses QuillJS [130] for a rich text editing functionality. It is equipped with traditional formatting

features such as selecting fonts, font sizes, font weights, etc., enabling the user to also write and

modify content. The source code for Portrayal is available in the supplement.

5.7 User Study

We evaluated Portrayal with a qualitative study involving literary scholars, creative writers,

and participants who were both. Our goal with this study was to understand how Portrayal could

help both audiences.

5.7.1 Participants

Similar to our formative study, we have three sets of participants—literary scholars (P1-P4),

creative writers (P5-P8), and participants who were both (P9-P12). We recruited our participants

by advertising in the Department of English, creative writing program, and other mailing lists in

our university. Our inclusion criteria were similar to the formative study. Three participants (P2,

P5, P9) participated in our formative study; others were newly recruited. Participant details are

provided in Table 5.4.

5.7.2 Stories and Tasks

We anticipated that literary scholars would mostly be interested in analyzing well-known

stories from literature. While analyzing literature is a part of creative writing, we anticipated that

writers would be most interested in analyzing their own stories. Thus, we wanted both groups

90



I D GENDER AGE PROFESSION EXPERIENCE YRS EXP

P1 Male 25-34 Literary
scholar

BA and MA in English Literature, PhD
candidate in communication

10

P2 Female 25-34 Literary
scholar

Doctoral student focusing at European
and African Literature (Anglophone and
Francophone)

10

P3 Female 18-24 Literary
scholar

BA and MA in English 6

P4 Male 25-34 Literary
scholar

Doctoral student focusing on computa-
tion methods for understanding narrative
structure

6

P5 Female 25-34 Creative
writer

Novels (�ction/non-�ction), short sto-
ries, screenplays, poems, blogs, cri-
tiques, and fan�ction

15

P6 Male 35-44 Creative
writer

Novels (�ction/non-�ction); short sto-
ries

20

P7 Male 18-24 Creative
writer

Prose, poetry, short �lms, comedy
sketches, creative essays; Creative writ-
ing minor;

10

P8 Female 18-24 Creative
writer

Novels (�ction/non-�ction), short sto-
ries; Creative writing minor

8

P9 Male 35-44 Literary
scholar &
creative
writer

Doctoral student with interest in using
text mining for contemporary Persian lit-
erature; published novelist

18

P10 Female 25-34 Literary
scholar &
creative
writer

MA in English and MFA in creative
writing; short stories, novels

15

P11 Female 45-54 Literary
scholar &
creative
writer

BA and MA in English; creative writing
minor; novels

20

P12 Male 18-24 Literary
scholar &
creative
writer

Doctoral student focusing on computa-
tion methods for understanding narrative
structure; published short story writer

5

Table 5.4:Participant demographics. Participants were recruited through our university's En-
glish department, literary center, and general mailing lists. All were required to have professional
experience in literary scholarship and/or creative writing.
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of participants to analyze stories from literature using our tool, while writers should also analyze

their own stories. We preloaded four stories in our system for the study. We consulted a liter-

ary scholar, a professor of English at our university, and a co-author of this work to select the

stories. Our inclusion criteria involved trying to balance three sometimes con�icting consider-

ations: works that are (1) likely to be well-known to literary scholars and creative writers, (2)

are representative of authors from diverse backgrounds, and (3) are publicly available in Project

Gutenberg. Based on these criteria, we chose the following stories:

1. Persuasion(1818) by Jane Austen, adapted into several movies, most recently in the 2022

eponymous Net�ix one.

2. The Yellow Wallpaper(1892) by Charlotte Perkins Gilman, regarded as an important early

work of American feminist literature.

3. The Quest of the Silver Fleece(1911) by W. E. B. Du Bois, a famous African-American

sociologist, activist, and historian most known for his work against slavery and racism.

Interestingly, Du Bois also pioneered visualization work in the early 1900 [165].

4. Alice in Wonderland(1865) by Lewis Carroll, a well-known children's story.

For each of the stories, we designed a few multiple-choice questions to aid in the evalua-

tion and help participants get acquainted with the tool. We provide the full list of questions as

supplementary material. Here are a few example questions for the storyPersuasionbelow:

1. According to the “Presence” feature, which characters were present in the �rst chapter?

2. According to the “Sentiment” and “Emotion” feature, which character faced the most emo-

tional changes in Chapter 23?

92



Figure 5.7:Examples of actionable insights found by writers using Portrayal. (a) P11 used
the smooth option in sentiment to see gradual change in sentiment for the lead character in their
story. They were reassured to see it matched their intended arc for the character (negative!
neutral! negative). (b) P12 was surprised to see joy and sadness interleaving for two characters
in their story. They expected sadness to be the prominent emotion. (c) P10 found the character
named Cheryl (pseudonym) to be underdeveloped by looking at just two direct de�nition for that
character. (d) P6 discovered that the lead character did not have enough direct discourse as they
would have liked compared to the supporting character. (e) P7 found that the characters did not
interact with each other to their liking in the story.

3. According to the “changes in actions” feature, which chapter saw the highest changes in

actions for Captain Wentworth?

The questions were designed to guide participants to explore different features of the tool,

not to test their comprehension of the stories. Finally, we asked participants who were writ-

ers (P5-P12) to provide us a draft of one of their unpublished stories. We then uploaded each

story into the tool. Each writer only had access to their own story, not stories written by other

participants. All study materials are available in our OSF repository and supplement.

5.7.3 Procedure

The study was conducted over Zoom and was divided into three parts: (1) initial meeting

with participants; (2) deployment of the tool with participants; and (3) post-study interview and
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feedback meeting. Details on the parts follow.

Initial meeting with participants (30 minutes). This was an introductory meeting be-

tween the participants and the study administrator (the author of this thesis). After informed

consent, the administrator introduced the tool to the participants with a live tutorial on a train-

ing story. Participants then used the tool with guidance from the administrator. We encouraged

participants to ask questions at this stage. Once participants felt comfortable with the tool, we

provided them with a document that contained the link to the tool, links to the questions for each

story, and the tool's documentation. This document is provided in the supplement.

Deployment of the tool with participants (1 week). At this stage, participants used the

tool independently for a week without any interference from the research team. We instructed

participants to use the tool for at least 1 hour on their own. Literary scholars answered the

questions for at least two preloaded stories, while creative writers answered the questions for one

preloaded story and then analyzed their own story. Finally, we encouraged participants to follow

their intuition and own work process. Participants were requested to reach out to the research

team if they had any problems with Portrayal; however, none did.

Post-study interview and feedback meeting (30 minutes).Finally, we met the partic-

ipants after one week and conducted semi-structured interviews to understand their experience

with Portrayal. We include the semi-structured questionnaire in the supplement. Participants also

rated the tool on six subjective metrics on a Likert scale ranging from 1 (strongly disagree) to 7

(strongly agree). At the end of this session, each participant received a $40 gift card.
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5.7.4 Analysis

Similar to the formative study, we created an anonymized transcript from the recorded au-

dio for each interview. The author of this thesis open-coded the transcripts. A code was generated

by summarizing relevant phrases or sentences from the transcripts with a short descriptive text.

The �rst author then conducted a thematic analysis [128] to group related codes into themes.

A second author independently validated the themes, looking for raw evidence in the interview

transcripts. Finally, the codes and themes were revised through discussion with the full author

team.

5.7.5 Study Design Rationale

Rationale for Qualitative Study We decided a qualitative study is best suited to evaluate Por-

trayal for three reasons. First, creative works such as �ction writing and analysis typically do not

adhere to prede�ned structures and largely depend on artists' styles and idiosyncrasies. Thus,

there is no objective measurement of ef�ciency for such tasks, which quantitative studies often

try to measure. Secondly, we anticipated that writers and scholars will not be comfortable if we

put them into analytic tasks in a controlled environment for a limited time. Thus, we wanted

participants to use the tool in a familiar environment for an extended period, with the freedom to

adjust to the tool at their will. Finally, there are currently no analytic tools that focus on char-

acterization against which Portrayal can be quantitatively compared. Although our work is built

upon several prior works (Section 5.3.3), none of them were designed to understand characteriza-

tion. A logical baseline is a simple text editor without any analytic support. However, given that

our participants are professional writers and scholars, we believe they are already in a position to
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compare Portrayal with a simple text editor.

Rationale for Study Tasks Aside from the guiding multiple choice questions (Section 5.7.2),

we did not provide any explicit task list to the participants but instead encouraged them to follow

their intuition and own creative work process. This decision is again motivated by allowing

participants to practice their artistic freedom at will. Another critical decision is whether or not

we should ask writers to write a story using our tool. Writing a narrative �ction takes signi�cant

planning and effort, and is likely to be a very long and involved process. We would require

long time commitments from several writers. We felt that this was impractical at this stage of the

research project. Thus, we instead decided to ask writers to analyze one of their work-in-progress

drafts. This allowed us to understand what feedback Portrayal can provide to writers during

revising, one of the critical stages of writing [102]. Additionally, writers provided feedback on

how they would use the tool during writing from their personal experience.

5.7.6 Results

Here we present the �ndings from the interviews. The �ndings relate to how Portrayal

augmented creative writing and literary analysis as well as the usability and limitations of the

tool.

Augmenting Creative Writing with Portrayal Writers in our study did not report using any an-

alytical support before Portrayal. They primarily relied on critical reading, multiple rounds of

editing, and obtaining feedback from peers, friends, and publishers to revise their writing. With

the �rst use of any analytical support, participants shared several insights they gathered from Por-
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trayal, some reassuring, while others were surprising. Figure 5.7 presents some of these insights.

We further present the themes that emerged from the post-study interviews below.

Creating Dynamic Characters and Scenes.A critical challenge for writers is to create

dynamic characters and scenes that engage readers. Participants thought the indicators supported

by our tool helped them in this regard (P5-12), validating our �rst design goal (DG1). We also

noted that the use of multiple views helped writers analyze multiple indicators together (DG2).

For instance, P10 mentioned thatsentimentandemotionare helpful for creating characters that

go through many emotional changes.

``I think sentiment and emotion are particularly useful for

characterization. A good rule for characterization that I

follow is having multifaceted characters that can basically

show a variety of emotions and feelings. I want to have dynamic

characters which are at some point optimistic but at other

point is pessimistic, unless I want to have static characters.

Using the tool, I can see parts where I want to make changes

to achieve that goal.'' (P10)

Sentiment and emotions are also helpful for creating scenes where characters with oppo-

site emotions interact. In P11's opinion, such scenes create “tension” and make the story more

“engaging”.

``One thing I try to follow, not that I achieve that all the

time, is to have characters with different emotions interact.

For example, interactions between a joyful character and a
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sad one may help create tensions in the story. The tool helped

me validate that in my story.'' (P11)

Another set of participants foundpresenceanddirect speechto be most helpful for creating

dynamic characters and scenes. For example, P8 mentioned that the tool helped them validate

Bakhtin's Polyphonic Theory.

``If you want to create a polyphonic novel, several characters

should have voices instead of just one. The alignment of

timelines (in presence) is really helpful to see whether you

have enough characters in the scenes and chapters. Discourse

(speech) analysis enhances that by showing how you manage

the voices of the characters.'' (P8)

Finally, actionsanddirect de�nitions are helpful for determining whether a character has

developed or not. For example, Figure 5.7c shows one such example where the lack of direct

de�nition helped P10 identify an underdeveloped character.

Capturing Character Arcs. Participants found that Portrayal was able to capture character

arcs (P5, P9, P12). A character arc is a transformation or inner journey of a character over the

course of the story. Changes in action and sentiment can partially capture it, thus validating DG3.

For example, P5 and P9 said:

``I think the change in action is one of the most useful for

sure. Just being able to see the way actions jump from chapter

to chapter is super interesting. It would be really useful

for thinking about a character arc.'' (P5)
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``The smooth option in the sentiment view was awesome. It

perfectly captured the arc for my lead character!'' (P9)

Identifying unconscious bias. We noticed Portrayal helped writers expose their uncon-

scious bias towards a group of characters with a similar social identity (P6-7, P9, P11). Writing

a story, even a short one, takes signi�cant effort and often requires multiple rounds of revising.

While reviewing a draft, Portrayal can be helpful to reassure intended and unintended charac-

terization for a group of characters. Participants found the presence and discourse indicators to

be most bene�cial for that. We note that this �nding is in line with the �ndings of DramatVis

Personae [3]. For example, P9 and P6 said:

``A creative writer gets an objective perspective on which

characters they give more presence and dialogue to in a story.

This could help writers address their own subconscious biases

as they could see it laid out for them---what type of characters

they give priority to and what characters they let interact.''

(P9)

``I want to see whether the female characters in my novel

have had enough space for expression. But when I am writing,

I am not consciously thinking about all of this. I am just

writing and writing and writing. And then, when I review

what I have written, I can see whether my female characters

have the right exposure.'' (P6)
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Augmenting Literary Scholarship with Portrayal All scholars in our study reported close read-

ing as the primary way to analyze a literary work. Four scholars (P2, P4, P9, P12) reported having

hands-on experience with text mining and NLP for distant reading. However, none reported us-

ing any special purpose tool for close reading or analyzing characters. We report how Portrayal

augmented literary analysis below, based on the themes that emerged from the interviews.

Balancing Subjectivity and Objectivity. The indicators in Portrayal will help scholars

to support their literary argument with concrete examples and avoid unconscious predilection

toward an argument (P1-3, P9) (DG1). Scholars typically support their argument with a limited

number of examples, which is susceptible to missing out on examples that oppose their argument.

For example, P2 and P9 said:

``This tool will help scholars such as myself balance our

subjectivity with the objective information provided in the

tool. If I did not have this tool, I am only analyzing maybe

three actions of a character. But, there may be one hundred

and eighty-seven actions that do not support my argument,

and I can unconsciously turn a blind eye to them. The tool

removes this kind of blind subjectivity for a scholar and

makes you look at the text of what the author put forward.''

(P2)

``It has been very challenging since the beginning for literary

analysis that we say this character is too pessimistic. But

how do we support it? We hugely rely on sampling. We say
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in these three examples, he shows negative emotions. But

here, you have more concrete evidence for the claims that

you make.'' (P9)

On the �ip side, participants suggested that it is possible that scholars can get over-dependent

on the tool and lose their subjective intuition (P1-2). However, participants suggested this is un-

likely since scholars are trained to exercise their literary knowledge and will likely �nd a balance

between subjectivity and objectivity.

Bridging Close Reading with Computational Support. Portrayal provides a bird's eye

view over a story (P3) and helps scholars drill down in a top-down approach for close reading

(P1-P4, P10-12). Close reading is an integral part of literary analysis. However, participants

mentioned that it requires enormous effort and time to annotate text. The links between text and

visualization reduce workload for scholars (DG4). P10 and P12 said:

``Most digital humanities tools (e.g., Voyant Tools) are designed

for big data (distant reading) But this one helps with the

close readings because it breaks down every character, every

chapter, and even every sentence. Moreover, it starts with

an overview of the chapters and helps me drill down the chapters

of interest. This was a completely new and amazing experience

for me.'' (P10)

``The best feature is the micro level link between visualization

and text. I think I will be blind without it!'' (P12)
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Facilitating Literary Conversation and Debates. Participants thought subjective indica-

tors such as sentiment and emotion that depend on the interpretation of the AI model are more

suitable for literary conversation and debates (P2-4, P9). During the study, several participants

(P2-4, P9) organized the indicators into two categories: (1) Objective indicators such as pres-

ence, speech, and actions that are directly present in the text; and (2) Subjective indicators such

as sentiment and emotion that depend on the AI model's interpretation.

Participants suggested that the amount of agreement and disagreement with the subjective

indicators will vary from scholar to scholar. This is in line with the current practices in literature

where scholars can interpret the same text in different ways. This process makes these indicators

a good candidate for literary conversation and debates.

``Even in literary classes, when we used to do analysis, we

had debates over what is the sentiment here, what is the emotion

this character is experiencing. The tool could be a jumping-off

point where you could say like, why would the tool pick a

negative sentiment here? Let's talk about keywords here.''

(P3)

``It is interesting to see how the AI is inferring sentiment.

I think this could be a talking point for people who want

to use technology to analyze stories. You can find some controversial

examples from the tool.'' (P4)

P4 further mentioned that such debates and conversation are generally constructive. How-

ever, it is possible that scholars who use Portrayal might receive criticism, as the use of AI is a
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Figure 5.8:Usability ratings. (a) System usability ratings provided by participants on a scale
from 1 (strongly disagree) to 7 (strongly agree). (b) Trait indicator usability ratings on a scale
from 1 (no at all useful) to 7 (very useful). The numbers in the bars indicate the number of
participants voted for the particular rating.

polarized topic in the scholarly community.

Writing Literary Essays with Portrayal. All scholars in our study had already graduated

from college. However, several participants (P1-4, P10, P12) reminisced about their college days

during their studies when they had been writing literary and term �nal essays. These participants

felt that the tool would be useful for that. For example, P1 said:

``When I am trying to write an essay, what's usually the hardest

thing to do is find like oh when did the character say this

or did that, or when did this character show up or find passages

from the book and connect them. Being able to do this with

the tool will honestly be life-changing for students.'' (P1)

Usability All participants admired the visual design of the interface. Participants repeatedly

used praises such as “cool”, “neat”, “not overwhelming”, “�uid”, “easy to use”, and “easy to get

going” to describe the system's usability. This overall positive experience was re�ected in the

post-study usability ratings provided by the participants (Figure 5.8). Across all system usability
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categories, there were no ratings less than 5 (Figure 5.8a). Similarly, participants rated most trait

indicators highly in terms of how useful they are (Figure 5.8b).

One usability issue was the lack of a timeline for the word clouds (direct de�nition and

actions). For full length stories, P6 found word clouds to be dif�cult to use for �nding patterns.

P6 suggested organizing the words in a timeline for better interpretability. Another usability issue

was the long list of actions in the “Changes in Actions” view (Figure 5.6b). P1 found it dif�cult

and time-consuming to read through the list. P1's negative experience was re�ected on the rating

of 1 for this view (Figure 5.8b-second row). P9 found the color scheme in the Emotion view

dif�cult to understand and wished for a smooth option similar to the one we have for Sentiment.

Finally, participants reported that they frequently used pairs of indicators using our multiple

view design. However, use of three indicators was rare, slightly diminishing the effectiveness of

DG2. The increased attention required to analyze three indicators together have discouraged

users in such scenarios.

Errors, Limitations, and Suggestions for the NLP Pipeline While the experience with the tool

was mostly positive for the participants, there were a few concerns and limitations outlined by

the participants. We discuss them below.

Lack of explanation for the AI models. Several participants inquired about the underlying

models that were used in Portrayal (P2, P6-8, P12). During the study, we provided participants

with a description of the models and links to the original models. However, most of our models

were based on deep learning, making them black boxes with very little explanation of how they

work internally. This clearly created a lack of trust among some participants, especially for

the subjective indicators (sentiment and emotion). We discuss ways to mitigate this concern in
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Section 5.8.

Errors in NLP Pipeline. Participants found a few errors with the co-reference resolution

model. It was expected since these models are not perfect. However, participants suggested

that it did not impact their experience negatively as they were surprised with the accuracy of the

co-reference model, especially in complex sentences. Or, as P1 put it:``The tool could

determine mentions that I might have missed when close reading.''

(P1)

Additionally, participants found a few adjectives that were wrongly determined as the direct

de�nition of the characters. Due to some ambiguous cases, our rule-based model could not

discern and can be resolved easily with additional rules.

Improvements. Participants requested a few new features in the tool. First, P9 noted that com-

paring trait indicators in a corpus would be interesting for facilitating distant reading. Similarly,

P2 and P12 requested features that can compare two versions of the same story to compare their

revised version with the original one. P11 suggested including “point of view” as a feature. For

example, writers often narrate the story from the point of view of a narrator or multiple characters.

Finally, P6 requested the ability to show conversations more clearly. We include all speech of the

characters in the direct discourse view. However, we do not identify or show who is spoken to in

the speech, only who is speaking. This information can show how writers manage conversations

more clearly.
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5.8 Discussion

In this section, we discuss the broader impact, limitations, and future research directions of

Portrayal below.

5.8.1 Re�ecting on the User Study

We believe Portrayal has shown to successfully augment creative writing and literary analy-

sis. The study showed the diverse creative writing and analytic tasks that can be performed using

Portrayal. Participants used the trait indicators for diverse use cases in various combinations.

Another interesting �nding is the contrast among the use cases for writers and scholars.

Writers primarily focused on developing characters and scenes. Surprisingly, scholars went be-

yond character analysis and were able to integrate Portrayal in their broader work�ow (e.g., close

reading, literary essays, character studies). This indicates the generalizability of Portrayal and

validates our decision to support both writers and scholars in the same tool.

5.8.2 Design Implications for Future Creativity Support Tools

NLP as an Analytic Partner. Our success with Portrayal suggests it has the potential to

rekindle research on using NLP as ananalytic assistant. This is in contrast with recent work

on creative writing, which tend to focus ongenerativeapplications [103–105]. This trend is not

surprising since generative applications are an exciting new frontier in which the machine acts as

a co-writer and can improve creative writing. However, we believe NLP as an assistant—when

applied to reveal hidden patterns from stories rather than creating stories—still has powerful

applications to offer. This chapter showed one example of such applications. We believe that
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bridging the two directions—NLP both for story generation and for analytic assistance—is the

right way to cement NLP's importance in creative writing and literary analysis.

Implications for Visualization in Creativity Support. While providing computational

lenses on text is common in creativity support tools, they are often limited to one or two lenses [3,

99,100]. We believe the use of interactive visualization has enabled us to couple several compu-

tational lenses (i.e., models) together in Portrayal. Different models in Portrayal work as different

computational lenses to look at the story. Each model provides a unique perspective to writers and

scholars, and their combination is yet another perspective. We believe our work can motivate re-

searchers to use interactive visualization as a medium to represent complex narrative components

in the future.

5.8.3 Interactive Machine Learning in Creativity Support Tools

Integrating XAI into Creativity Support. A concern among our participants was the

lack of explanation of the AI models—a well-known problem in machine learning. The entire

�eld of explainable AI (XAI)is dedicated to addressing this problem. We envision integrating

interpretable models [36, 166] to mitigate this concern. For example, aside from our current

sentiment analysis model, we can integrate VADER [167], an interpretable model for sentiment

analysis in our tool. It uses a dictionary of words, where each word has a sentiment score between

-4 to +4. The sentiment score of a sentence is calculated by summing up the sentiment score of

each word and then normalizing it to the -1 to +1 range. By investigating the sentiment scores for

individual words, a user can understand the reason behind the sentiment score of the sentence.

We could integrate such models into our tool without making any major changes.
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A critical consideration here is that interpretable models tend to be less accurate than their

black box (deep learning) counterparts (i.e., the accuracy interpretability trade-off [20]). We

believe the right way to move forward is to integrate both interpretable and black box models and

allow users to choose a model of their choice. Additionally, black box models can use a post-hoc

explanation module such as LIME [62] or SHAP [82] to improve interpretability. Both of these

methods can measure feature importance (word importance) for any black box model. We can

visualize the feature importance in bar charts [168], allowing users to understand the black box

models. Given the interactive visual nature of our tool, it will not be dif�cult to integrate such

bar charts into our tool.

Human-in-the-loop Co-reference Resolution.Book-length co-reference resolution was

a major challenge for our work as it is still an unsolved problem in NLP [153]. Popular libraries

such as bookNLP [156] use the imperfect co-reference models and provide disclaimers that the

outcome will be error-prone. However, in our case, correct co-reference resolution was crucial

for capturing the character traits. We adopted a human-centered approach where a user needs to

validate and merge clusters detected in different chapters. This can be seen as a bottleneck for

our system, hindering instantaneous feedback to the user; however, we believe it opens up several

new research directions.

The �rst is to open up the annotation interface (Figure 5.2) to users, allowing writers and

scholars to annotate the stories themselves. In our study, we showed the participants a short demo

of the Annotation Interface. Their feedback suggests that naming and merging the mentions

is not a complicated process and could be an excellent introspective exercise for writers and

scholars. Another possible solution is to crowdsource the annotation task. The overall task can

be divided into a micro-task of validating a single cluster in a chapter, a common approach in
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crowdsourcing [169, 170]. The micro-tasks can then be aggregated to obtain a fully annotated

story. Such crowd support can be instantaneous, as previously shown by authoring tools with

crowd support [171].

Interactive Error Correction. Most of our models are state-of-the-art and provide high

accuracy; however they are not 100% accurate. Our study suggests writers and scholars will

likely be able to identify such errors with their domain knowledge. This opens up the opportunity

to study how participants can interactively �x errors while using our tool. We also anticipate that

such errors will diminish as the models improve.

5.8.4 Future Work

Scaling to Multiple Documents. Portrayal currently supports the analysis of a single

document. We believe extending the analysis to multiple documents will lead to several novel

applications. First, writers in our study requested version comparison so that they can easily

see the impact of the edits. Support for such iterative revision has previously been shown to be

useful [101]. Another potential direction is supporting the analysis of a text corpus (i.e., distant

reading). For example, we can answer questions such aswhat is the representation of females in

stories written during 1900?We believe the currently supported trait indicators will provide a

more comprehensive view than existing bias detection methods which often focus on one or two

traits only [172].

Extending Supported Trait Indicators. One limitation of Portrayal is that the supported

trait indicators may not be exhaustive. However, our interface is modular and can easily be

extended to any number of traits. For example, we can enhance speech analysis by integrating
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indirect speeches [173], a third-person narration of discourse, for the characters. Similarly, we

can integrate social ties between characters (e.g., parents, brothers) as a new indicator [174].

Extending Supported Narrative Components.While characters are one of the essential

components of narrative �ction, it is not the only one. We believe the design of Portrayal can

be extended to analyze and re�ne other aspects such as narrative structure, events, time, settings,

etc. For example, one extension could be using a non-linear timeline like StoryCurves [4] in

Portrayal. The main challenge here is detecting the non-linear timeline from an unstructured text.

One possibility is using recurring places (e.g., a castle, or city) to identify the non-linear patterns.

A time detection model [175] can also be helpful in identifying recurring times. In the future, we

want to empirically evaluate these methods to �nd ways to capture non-linear structures.

Extending to Non-�ction. We believe Portrayal can analyze non-�ctional characters too.

While our system is designed based on narrative �ction, it can extract the trait indicators for

any recurring entity in the text. This can be helpful in other domains. For example, there is a

wide interest in analyzing political debates in journalism and digital humanities [176,177]. Tools

such as Portrayal can help journalists and scholars �nd nuance patterns and idiosyncrasies among

debate participants and help write analysis reports. Our future work will focus on understanding

the usefulness of Portrayal in analyzing such non-�ctional texts.

5.9 Conclusion

We have presented Portrayal, a web-based visual analytics system for visualizing language

indicators of character traits in creative �ction. The goal is that by so doing, the tool will enable

two separate audiences to better understand characterization in a story: the creative writers who
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produce these stories and the literary scholars and critics who study them. We began the Por-

trayal design process using an initial formative study collecting requirements from professionals

representing both of our audiences. This leads to us formulating several requirements and corre-

sponding design guidelines addressing them. We then used these �ndings to build the Portrayal

prototype implementation, including its visualizations, interactions, and NLP components and

pipeline. This yielded a prototype that we used in a summative user study involving 12 repre-

sentatives from both of our user audiences. Our �ndings from this interview-based user study

were generally positive and favorable for Portrayal, suggesting both expected as well as some

unexpected uses of the tool for characterization, detecting bias, understanding character arcs, etc.
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Part III

Part 3: Interactive Machine Learning
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Overview

This part focuses on human-in-the-loop machine learning and presents two HCAI tools

(chapter 6 and chapter 7). The two tools focus on two different tasks and models but are built

upon the same principle: using data visualization to help users make sense of machine learning

models. Table 5.5 summarizes the HCAI characteristics of the tools according to the de�nition

in chapter 3. Both chapters in this part are adapted from previous publications that appeared in

the IEEE TVCG journal and were presented at the IEEE VIS conference in 2022 [20,21].

HCAI Tool Venue Year Ð – a W 8 H × - [ Â 4
Outcome-
Explorer [20]

IEEE VIS 2022 X – – X – X X X X X –

VCP [21] IEEE VIS 2022 X X X X – – X X – – –

Table 5.5:Classi�cation of the two tools discussed in this part according to four distinct capa-
bilities of such HCAI tools—amplify (Ð ), augment (– ), empower (a ), and enhance (W)—as
well as the seven human concerns: fairness (8 ), transparency (H ), explainability (× ), under-
standability (- ), accountability ([ ), provenance (Â ), and privacy (4 ).
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Chapter 6: Outcome-Explorer: A Causality Guided Interactive Visual Interface

for Interpretable Algorithmic Decision Making

6.1 Introduction

In recent years, algorithmic and automated decision-making systems have been deployed

in many critical application areas across society [178–180]. It has been shown, however, that

these systems can exhibit discriminatory and biased behaviors (e.g., [36, 181, 182]). It is thus

imperative to create mechanisms by which humans can interpret and investigate these automated

decision-making processes.

Several algorithmic [62, 82] and visual analytics [19, 59, 84, 183–185] solutions have been

proposed to address this need. However, a shortcoming of these systems is that they have been

predominantly developed from a model-builders perspective and as such do not support common

lay (non-expert) users with no speci�c expertise in machine learning [186, 187]. It is these indi-

viduals, however, who are typically the recipients of a decision algorithm's outcome [186,187].

This shortcoming is directly addressed in the 2016 EU General Data Protection Regula-

tion (GDPR) which mandates that non-expert users who are directly impacted by algorithmic

decisions have a ”right to explanation”. According to the GDPR users should receive these ex-

planations in aconcise, transparent, intelligible, and easily accessible form[85]. The GDPR
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has since become a model for laws beyond the EU, for example, the 2018 California Consumer

Privacy Act (CCPA) bears many similarities with the GDPR. In addition, several recent stud-

ies [186–188] have further con�rmed the needs of non-expert users to interpret and understand

machine-generated decisions.

However, supporting non-expert users in a explainable AI (XAI) platform is challenging

since they have different goals, reasons, and skill sets for interpreting a machine learning model

than expert users. A model-builder such as a machine learning practitioner with signi�cant data

science expertise will want to interpret a model to ensure its accuracy and fairness. A non-expert

user, on the other hand, will want to interpret the model to understand the service the model

facilitates and delivers, and gain trust into it. In most cases, these users will not have background

in data science and machine learning and so require an easy-to-understand visual representation

of the model.

To exhibit human-friendly interpretability, a predictive model also needs to produce an-

swers to explanation queries such as “Why does this model make such decisions?”, “What if I

change a particular input feature?” or “How will my action change the decision?” [189]. Ex-

isting methods and systems often employ an auxiliary model (post-hoc) to �rst approximate the

original black-box model and then answer such questions since black-box models do not readily

provide these explanations [62,82,190]. However, recent research suggests that such approxima-

tions can lead to incorrect interpretations of the underlying model and further complicate model

understanding [75, 191]. Thus, an XAI interface for non-expert users should be inherently inter-

pretable (i.e. directly observable) [75] and be able to answer causal questions without requiring

an auxiliary model.

In this chapter, we show that a predictive model based on causality (i.e., a causal model)
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meets the aforementioned criteria for a model that is understandable by non-expert users. The

inner-workings of a causal model is directly observable through a Directed Acyclic Graph (DAG),

making it inherently interpretable. The causal DAG is an intuitive representation and based on

it and through interactions de�ned on it, a user can gain a good understanding of how variables

are related to each other and how they affect the outcome variable, without the need for machine

learning expertise. Further, causal models can provide truthful answers to causal explanation

queries without auxiliary models.

To support our proposed method, we �rst developed a computational pipeline that would

facilitate predictions in a causal model. This was needed since causal models do not support pre-

dictions by default. Informed by prior research and a formative study with ten non-expert users,

we designed and developed Outcome-Explorer, an interactive algorithmic decision-making inter-

face based on causality. Outcome-Explorer lets both non-expert and expert users interact with

the causal DAG and supports common XAI functionalities such as answering What-If ques-

tions, exploring nearest neighbors, and comparing data instances. To evaluate the effectiveness

of Outcome-Explorer, we �rst invited three expert users (machine learning researchers) to de-

velop a causal model and then interpret the model using our tool. All three expert users found

Outcome-Explorer comprehensive in terms of both its causal and its explanation functionalities.

We then conducted a user study with 18 non-expert lay users. We sought to understand

how Outcome-Explorer would help non-expert users in interpreting a predictive model, in com-

parison to a popular post-hoc XAI method, SHAP [82]. The study revealed that participants

were able to reduce interactions with variables that did not affect the outcome by 47%, meaning

that participants understood which variables to change while using our tool. A similar reduction

(36%) was also found for themagnitudeof changes made to non-impacting variables. Hence,
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Figure 6.1:Prediction in a causal model. The hammer icon represents intervention. (a) true
causal model. (b) Interventions on all feature variables. The causal links leading to node C and
D are removed since the values of C and D are set externally. (c) Interventions on node A, B,
and C. (d) interventions on node A and B. In the path equations above models (b)-(d), theb are
standardized regression coef�cients estimated from the data.

the interactions of the participants became more ef�cient which aided their understanding of the

model. These outcomes con�rm the high potential of Outcome-Explorer in both XAI research

and application.

Our research contributions are as follows; we describe:

• A mechanism that allows an interactive assessment of prediction accuracy in a causal

model.

• The design and implementation of a causality-guided interactive visual tool, Outcome-

Explorer, to support the model explanation needs of both expert and non-expert users.

• Results from think-aloud sessions with three expert users which revealed that experts are

able to build and interpret a predictive causal model correctly.

• A user study with 18 non-expert users which revealed that our tool can help non-experts

understand a predictive causal model and enable them to identify the input features relevant

for prediction.
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6.2 Related Work

Current tools and methods in XAI can be broadly categorized into two distinct categories:

(1) post-hoc explanation, and (2) explanation via interpretability. Post-hoc explanation methods

explain the prediction of a model using local estimation techniques, without showing or explain-

ing the work�ow of the model. Instead, they give very detailed information on the impact of the

model variables at a user-chosen data instance and seek to build trust into the model one instance

at a time. Prominent examples of post-hoc explanation methods are SHAP [82] and LIME [62].

They are model agnostic and can explain the predictions of any machine learning model. While

post-hoc methods are shown to be effective for explaining the decisions of complex black-box

models, recent research has argued that these explanations can be misleading, and can complicate

model understanding even more [75,191].

To address these shortcomings, there has been a growing interest in devising models that are

inherently interpretable. The Generalized Additive Model (GAM) [192] and the Bayesian Case

Model (BCM) [166] are examples of this kind of model where the work�ow is directly observable

by a human user. In this chapter, we advocate for a causal model since it has a natural propensity

towards interpretability. According to Pearl [193], the aim of causal models is to “explain to us

why things happened, and why they responded the way they did” which aligns perfectly with the

objective of XAI. They have found frequent use to support reasoning about different forms of

bias and discrimination [194–200] but none uses interactive visualization within the model as an

XAI paradigm. Outcome-Explorer aims at bridging XAI, causal modeling, and visual analytics.
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6.2.1 Visual Analytics and XAI

People are more likely to understand a system if they can tinker and interact with it [201]. In

that spirit, interactive visual systems have proven to be an effective way to understand algorithmic

decision-making. These interactive systems broadly categorize into the aforementioned post-hoc

explanation and interpretable interfaces. Examples of interactive post-hoc explanation interfaces

include the What-if Tool [202], RuleMatrix [190], Vice [203], Model Tracker [184], Prospector

[204], and others. These tools use scatter plots, line plots, and text interfaces to allow users to

query and compare the outcomes of different decision models, but without showing the model

itself. Though this helps to understand the model's behavior in a counterfactual sense (the 'if'), it

does not explain, and allow a user to play with the reasoning �ow within the system (the 'why').

On the other hand, interpretable interfaces such as GAMUT [59], and SUMMIT [84] allow

a user to interact with the model itself and provide explanations that are faithful to the model.

While GAMUT is more conceptual in nature, pointing out the features an interactive interface

should have to support model interpretation, SUMMIT speci�cally focuses on deep neural net-

works and the classi�cation of images. It allows users to recognize how different classes of

images are evaluated at different stages of the network and what features they have in common.

Our tool, Outcome-Explorer, also falls into the category of these systems, but focuses on causal

networks and quantitative data. It speci�cally targets non-expert users and actively supports four

of the six interface features speci�ed in GAMUT. We chose this subset since they appear most

suited for non-expert users.
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6.2.2 Interactive Causal Analysis

Several interactive systems have been proposed for visual causal analysis but none have

been designed for algorithmic decision-making. Wang and Mueller [205,206] proposed a causal

DAG-based-modeler equipped with several statistical methods. The aspect of model understand-

ing and what-if experience it provides to users is via observing how editing the causal network's

edges affects the model's quality via the Bayesian Information Criterion (BIC) score. Our tool,

Outcome-Explorer, on the other hand conveys the what-if experience by allowing users to change

the values of the network nodes (the model variables) and observe the effect this has on the out-

come and other variables. At �rst glance both help in model understanding, but only the second

is an experimenter's procedure. It probes a process with different inputs and collects outcomes

(predictions), using the causal edges to see the relations with ease. This kind of what-if analysis

has appeared in numerous XAI interfaces [59, 202, 203] and we have designed ours speci�cally

for causal models. The mechanism also appeals to self-determination and gami�cation which

both play a key part in education and learning [207]. One might say that achieving a lower BIC

score is also gami�cation, but a BIC score does not emotionally connect a person to the extent

that a lower house price or a college admission does. It provides a storyline, fun and realism, all

elements of gami�cation [208].

Yan et al. [209] proposed a method that allows users to edit a post-hoc causal model in

order to reveal issues with algorithmic fairness. Their focus is primarily on advising analysts

which causal relations to keep or omit to gain a fairer adjunct ML model. We, on the other hand,

use the causal model itself for prediction and focus on supporting theright to explanationof both

expert and non-expert users.
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The work by Xie et al. [210] is closest to ours but it uses different mechanisms for value

propagation and it also addresses a different user audience. They look at the problem in terms

of distributions which essentially is a manager's cohort perspective, while we look at speci�c

outcomes from an individual's perspective. Both are forms of what-if analyses but we believe

the latter is more accessible to a person directly affected by the modeled process, and so is

more amenable to non-expert users who do not think in terms of distributions, uncertainties,

and probabilities.

Finally, several visual analytics systems have been proposed for causal analysis in ecologi-

cal settings. CausalNet [211] allows users to interactively explore and verify phenotypic character

networks. A user can search for a subgraph and verify it using several statistical methods (e.g.,

Pearson Correlation and SEM) and textual descriptions of the relations, mined from a literature

database. Natsukawa et al. [212] proposed a dynamic causal network based system to analyze

evolving relationships between time dependant ecological variables. While these systems have

been shown to be effective in analyzing complex ecological relations, they do not provide facili-

ties for network editing and interventions which ours does. They also do not support what-if and

counterfactual analyses which are instrumental for an XAI platform [59,202].

In summary, the fundamental differences of ours to the existing systems are: (1) introduc-

tion of a prediction mechanism; (2) allowing users to change variables (intervention) by directly

interacting with the nodes in the causal DAG; (3) visualizing the interplay between variables

when applying/removing interventions; (4) supporting explanation queries such as what-if anal-

yses, neighborhood exploration, and instance comparisons; and (5) including non-expert users in

the design process, supporting their explanation needs.
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6.3 Background

We follow Pearl's Structural Causal Model (SCM) [213] to de�ne causal relationships be-

tween variables. According to SCM, causal relations between variables are expressed in a DAG,

also known as Path Diagram. In a path diagram, variables are categorized as either exogenous

(U) or endogenous (V). Exogenous variables have no parents in a path diagram and are consid-

ered to be independent and unexplained by the model. On the other hand, endogenous variables

are fully explained by the model and presented as the causal effects of the exogenous variables.

Figure 6.1 presents two exogenous variables (A andB) and three endogenous variables (C;D; and

E). Formally, the Causal Model is a set of triples(U;V;F) such that

• U is the set of exogenous variables, and V is the set of endogenous variables.

• Structural equations [214] (F) is a set of functionsf f1; :::; fng, one for eachVi � V, such

thatVi = fi(pai ;Upai ), pai � V n fVig andUpai � U.

The notation “pai” refers to the “parents” ofVi .

6.3.1 Causal Structure Search

The causal structure between variables (F) can be obtained in three different ways: (1)

causal structure de�ned from domain-expertise or prior knowledge; (2) causal structure learned

from automated algorithms; and (3) causal structure learned from mixed-initiative human-AI

collaboration.

The �rst method is the prevalent way to operate causal analysis in domains such as social

science or medical science where expert-users or researchers are solely responsible for de�ning
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the causal structure [215]. In such scenarios, researchers utilize prior knowledge, domain exper-

tise, and empirical evidence gathered from experiments such as randomized trials to hypothesized

causal relations and then test the validity of the model through Structural Equation Modelling

(SEM). Software such as “IBM SPSS AMOS”, and “Lavaan” are build upon this principle.

On the other hand (in the second approach), automated causal search algorithms utilize

conditional independence tests to �nd causal structure among data [216]. These algorithms help

the user identify underlying causal structures between a large set of variables. The “Tetrad”

software provides a comprehensive list of such algorithms.

The third approach combines the �rst two approaches. One pitfall of the automated algo-

rithms is that they may not �nd the true causal structure since multiple causal structures can meet

the constraints set out by the algorithms. In such scenarios, human veri�cation is necessary to

validate the causal structure obtained from automated algorithms. Prior research and empirical

evidence suggest this human-centered research approach can identify the causal structure better

than automated algorithms alone [205,206,217].

Finally, once the causal structure (F) is learned via any of the above approaches, we can

use SEM to parameterize the model, obtaining the path/beta coef�cients.

6.3.2 Prediction

We de�ne the outcome variableY as an endogenous variable, the variable we want to

predict from a set of feature variablesX. In a causal model (M), estimatingY from X is analogous

to applying an intervention (�xing variables to speci�c values) onX [218]. This is achieved

through thedo operator which simulates a causal intervention by deleting certain edges fromM
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Figure 6.2:Two module design of Outcome-Explorer with respective target users.An expert
user would use the Model Creation module to create the causal model. After that, both expert
and non-expert users would use the Model Interpretation module to interpret the causal model.

while �xing X to speci�c values [213]. The resultant causal modelM0is a subgraph of the original

modelM. Figure 6.1(b) showsM0 when intervention is applied to all variables ofX. Note that

the edges leading to NodeC andD from the original model are removed in �gure 6.1(b). This is

because nodesA andB can no longer causally effectC andD, once we �x them to speci�c values.

In this scenario,Y(E) can be estimated using this equation:

PM(Yjdo(X = x)) = PM0(Y) = bCEC+ bDED (6.1)

Theb are standardized regression coef�cients estimated from SEM. Figure 6.1(c) and (d) present

different intervention scenarios on the original modelM where the predictionsPM follow the

equations shown above the respective model. The key idea is thatY is independent of its ancestors

conditioned on all of its parents. Once we know the direct parentsY, other variables in the causal

DAG can no longer in�uenceY.
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Figure 6.3: Model Creation Module of Outcome-Explorer. A) Control Panel. B) Causal
structure obtained from the search algorithms. Users can interactively add, remove, and direct
edges in the causal structure. C) Model �t measures obtained from Structural Equation Modelling
(SEM). D) Parameter estimation for each relations (beta coef�cients). E) A line chart showing
the prediction accuracy of the Causal Model on the test set.
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6.4 Formative Study with Non-expert users

We conducted formative interviews with 10 users (5 female, 5 male) to understand the

expectations that non-expert users have of a decision-making interface. We recruited the par-

ticipants (P1-P10) through social media posts and local mailing lists. Our inclusion criteria

included familiarity with online decision-making services such as credit card approval and insur-

ance services; algorithmic expertise was not required. We prompted the participants about their

experience with these decision-making services. Their feedback is summarized in the following.

Need for transparency. We noticed a general need for transparency among non-expert

users. They appeared to prefer an automated system over human assistance, but feared the sys-

tems might not give them the optimal service. Several participants mentioned that automated

platforms allowed them to obtain service quickly and ef�ciently, whereas to get human assis-

tance they often had to wait on the phone for a long time (P1-4, P6, P9). Yet, several participants

mentioned that eventually they needed to contact a human agent since speci�c rules and provi-

sions were often not readily available in the automated systems (P1-4, P6, P9). Thus, Outcome-

Explorer should be completely transparent and provide necessary explanations for decisions.

How can I improve the decision?When asked about the process of evaluating algorithmic

decisions, the participants mentioned that they would repeatedly update the input features to

change the decision in their favor (P1-7, P9). They would try to make sense of the underlying

algorithm by changing the values of variables and then observe the effect this had on the outcome

variable (P1-7, P9). We note that this process is the same as obtaininglocal instance explanation

and askingwhat-if (counterfactual) questions, which are capabilities C1 and C3 identi�ed by

Hohman et al. [59] as needed by expert users to interpret a single decision. Our tool should
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support C1 and C3 for non-expert users as well.

How am I different than my friend? Users of automated decision-making systems often

employ a mental process of comparing themselves with others and try to make sense of why dif-

ferent people received different decisions. The participants shared several such cases where they

wondered why they received one decision, while their friends received different decisions (P1-5,

P7-8, P10). We note that this is similar toinstance comparisonandneighborhood exploration,

which are capabilities C2 and C4 identi�ed by Hohman et al. [59] that expert users should have

to compare a data point to its nearest neighbors. Our study shows that our tool should support

these capabilities also for non-expert users.

6.5 Design Guidelines

Based on the insights gathered from our formative study, we formulate the following design

guidelines:

DG1. Supporting experts and non-experts via a two module design:The formative

study revealed overlapping interests between expert and non-expert users to interpret predictive

models. However, a model needs to be created before it can be interpreted. XAI interfaces

typically accept trained models for this purpose [59, 84, 190]. However, at the time of the de-

velopment of this work, no open-source software or package was available for human-centered

causal analysis (the third method from Section 6.3.1). Additionally, none of the existing tools

supported prediction in a causal model. Hence, we decided to also support the creation of a

predictive causal model.

The methods described for creating a causal model in Section 3 requires substantial algo-
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rithmic and statistical expertise which can only be expected from an expert user. The relationship

between expert and non-expert users follows theproducer-consumeranalogy where an expert

user will create and interpret the model for accurate and fair modeling, while a non-expert user

will interpret this veri�ed model to understand the service the model facilitates. To support this

relationship, we decided that Outcome-Explorer should have two different modules:(1) Model

Creation module, and(2) Model Interpretation module. Figure 6.2 shows the two modules and

their respective target users.

DG2. Creating the Model: Using the Model Creation module, an expert user should be

able to create a causal model interactively with the help of state-of-the-art techniques and evaluate

the performance of the model.

DG3. Interpreting the Causal DAG: The causal DAG is central to understanding a causal

model. The visualization and interaction designed for the causal DAG in the Model Interpre-

tation module should allow both expert and non-expert users to interpret the model correctly.

Users should be able to set values to the input features in the DAG to observe the changes in the

outcome.

DG4. Supporting Explanation Queries: The formative study revealed that non-expert

users ask explanation queries (C1-C4) similar to those already well-studied in XAI research [59].

Our tool should support these queries and they should be implemented keeping in mind the algo-

rithmic and visualization literacy gap between expert and non-expert users.

DG5. Input Feature Con�guration: Our tool is completely transparent and a non-expert

user can change the input features freely in the interface. However, when engaging in this activity,

it is possible that to obtain a certain outcome a user might opt for a feature con�guration that is

unlikely to be realistic [75]. Thus, our tool should allow non-expert users to evaluate not only the
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Figure 6.4:Model Interpretation Module of Outcome-Explorer. A) Interactive causal DAG
showing causal relations between variables. Each node includes two circular knobs (green and
orange) to facilitate pro�le comparisons. The edge thickness and color depict the effect size and
type of each edge. B) Sample selection panel. C) A biplot showing the position of green and
orange pro�les compared to nearest neighbors. D) A line chart to track the model outcome and to
go back and forth between feature con�guration. E) Realism meter allowing users to determine
how common a pro�le is compared to other samples in the dataset.
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