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Visual information in our surroundings, such as everyday objects and passersby, is often
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vision models and thus are limited. Moreover, as with any Al system that augments sensory
abilities, conversations around ethical implications and privacy concerns lie at the core of their
design and regulation. However, early efforts tend to decouple perspectives, considering only
either those of the blind users or potential bystanders.

In this dissertation, we revisit egocentric vision for the blind. Through a holistic approach,
we examine the following dimensions: type of application (objects and passersby), camera form
factor (handheld and wearable), user’s role (a passive consumer and an active director of tech-

nology), and privacy concerns (from both end-users and bystanders). Specifically, we propose
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or objects might be captured by the cameras. Last, we investigate interactions and perceptions

across different camera form factors to reveal design implications for future work.
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Chapter 1: Introduction

Visual information in our surrounding is inaccessible to blind people. Many objects are
not recognizable without sight unless one learns to associate and remembers this association
of objects with information available via the other senses, (sound, smell, taste, and touch)
or their location €.g, some ad-hoc organization scheme). Similarly, visual cues such as eye
gaze and distance from people in one's surroundings such as passerby pedestrians are typically
inaccessible to blind people. This is critical not only for fostering social interactions but also for
ensuring one's safetg.g.in practicing social distancing as this recent pandemic taught us.

To support blind people in accessing their visual surroundings, researchers, designers, and
end users have been exploring assistive technologies that employ cameras and egocentric vision;
in this dissertation, with egocentric vision we refer to computer vision efforts that aim to under-
stand visual data such as images and videos, captured from the user's perspective. In particular,
assistive technologies that leverage egocentric vision typically aim to convert visual data into
other sensory data, such as auditory and haptic feedback, which can be more accessible to blind
users.

Yet, the underlying data-fueled algorithms in these assistive technologies, typically rely on
machine learning models that are pre-trained on data sourced from sighted people and tasks that

are typically de ned in broader computer vision tasksy[ meant to navigate a robot). These



Figure 1.1: This dissertation considers the following dimensions in the context of assistive tech-
nologies employing egocentric vision with blind users: (i) the application and whether it focuses
on objects or passersby, (ii) the camera form factor and whether it is hand-held or head-worn,
(iii) the role of the user in the machine learning model and whether they are considered as active
directors versus passive consumers, and (iv) whether privacy concerns are explored or not.

limitations may restrict the utility of computer vision in assistive technologies for the blind. For
example, a blind user may be able to tell just by touch whether the object in front of them is a
soda bottle (typical object recognition) but may not be able to distinguish whether it is a diet or
regular cokei(e., instance-level object recognition); even this simple distinction can be critical
for some €.g, those who are blind and diabetic). In general, building a super object classi er
that can recognize all possible object instances for all blind people is not feasible with current
object recognition technology [4]. Furthermore, studying social acceptance of such assistive
technologies given the always-on nature of their cameras has become imperative, as it can impact
both their design and regulation. Early efforts aiming to understand these ethical implications and
privacy concerns tend to be one-sided; consider either blind users or potential bystanders without
coupling perspectives from both of these stakeholders in their studies.

These considerations shape this dissertation on Al-infused assistive cameras for blind peo-
ple, where a holistic approach is taken to explore egocentric vision for assistive technologies

for and by the blind. As shown in Figure 1.1, this dissertation considers four dimensions with



their motivation discussed more in depth below (Section 1.1-1.4). The rst is the context of
the application where we examine egocentric vision for object and pedestrian detection. The
second aspect is tleamera form factorsince photos and videos taken by blind people can ex-
hibit unique characteristics and are affected by the camera manipulation. In this dissertation,
we focus on hand-held and head-worn cameras typically deployed in smartphones and smart
glasses, respectively. Our third and most important consideration ist#raolein the context

of the computer vision models. We consider users in a passive-consumer role when the machine
learning models deployed in their assistive technologies are pre-trained, a typical setup for most
assistive technologies. We break this paradigm by also considering blind users as active directors
of their assistive technology, where via teachable interfaces blind people have an opportunity to
de ne what is being recognized, how is it labeled, and more so, ne-tune the computer vision
model with their own data. Last, when possible, we bring in broader discussions pertaining to
privacy concernsaccounting for both blind end-users and bystanders that may be captured by

the cameras' in their assistive technologies.

1.1 “Application' Dimension

Computer vision enables cameras to support blind users in navigating their visual surround-
ings. Detecting and recognizing objects and people is a daily challenge for blind people [5],
and thus it has been long explored in accessibility. Recent achievements in object detection and
recognition with deep learning [6, 7] show its feasibility in detecting many different objects, given
enough training data. At rst glance, it seems promising in that it could detect objects for blind

users. However, detecting every single object in a scene may not be helpful to blind users who



are looking for a very speci c object. In other words, the state-of-art object detection can detect
as many objects as con gured in the training phase, but would be unable to know which object is
of interest to the user among all detected objects. The detection of the object of interest is crucial,
especially in the context of machine teaching, where users can provide data to teach a machine to
understand their intentg.g, speci c objects of interest) [4, 8]. For example, when blind people
use a teachable object recognizer [4] in real-world environments, they may often include not only
a target object but other objects in the background. It would make it dif cult for the machine
to learn “the target object” if the machine did not know which object is of interest to the user.
Observing blind people's tendency to use their hands to locate the object in the camera frame [4],
we explore hand-guided object detection in the context of machine teaching in this dissertation
(Chapters 3, 4, and 6.

The emergence of deep learning in computer vision also leads to growing interests in the
application of face detection and recognition [9]. Face detection typically produces feature vec-
tors that distinguish one person from others. The recent data-fueled method speci cally facilitates
this feature map extraction, which enables more ne-grained, robust face recognition than before.
Some prior work has taken this advantage by employing such facial recognition methods in assis-
tive technologies directly [10, 11]. In addition, facial embedding data are shown to be feasible to
extract visual attributes, such as age/gender [12] and eye gaze [13]. Prior work shows that people
with visual impairments report that access to these visual cues can make them more active in
social interactions [14]. In Chapters 6 and 8, this dissertation explores methods that can help

blind people access these visual attributes via head-worn cameras, with a focus on societal issues

1There is debate on whether to use identity- rst language or person- rst language who describing a person who
has a disability. We use both throughout this dissertation to respect different opinions.



that such wearable cameras may raise [15, 16].

1.2 “Camera Form Factor' Dimension

The widespread deployment of smartphones has increased access to the camera and hence
computer vision technologies employed for supporting the use of such mobile cameras. This
increased availability of cameras enables assistive technologies to exploit recent achievements in
computer vision. However, it is challenging for users with visual impairments to aim the camera
toward the area of their interest, as they have limited access to the spatial layout of the camera
frame [17]. Different camera aiming behaviors change visual characteristics of images or videos
from the user's camera and thus affect the performance of computer vision models. Thus, to assist
camera aiming of users with visual impairments, prior work has proposed various approaches that
convert the visual layout information into non-visual feedback [18—20]. In earlier chapters of this
dissertation (Chapters 3 and 4), we investigate blind users' interactions with hand-held cameras
(e.g, smartphone cameras) with and without non-visual feedback for camera aiming.

Camera aiming behaviors can vary by its form factor. For example, while blind users
need to move their hand-held camera for camera aiming, they may show different behaviors with
wearable cameras. The camera form factor can also change the visual characteristics of data.
Recently, many assistive technologies have started exploring head-worn cameras [21-23], which
allow users to have hands-free interactions with the cameras. These efforts have resulted in
commercial smartglasses products—for example, Aira [24] and OrCam [10]. Despite the earlier
work and products, little knowledge is available to help us understand blind users' interactions

with such wearable cameras. For example, do blind users successfully capture the area of their



interest with wearable cameras? If not, are there any patterns in their camera aiming or captured
data that lead to design implications for better camera aiming? We delve into the potential and

challenges of head-worn cameras for blind users in the context of pedestrian and object detection.

1.3 “User Role' Dimension

When people are using a system, they can either actively be engaged in the system or pas-
sively consume outputs from the system. Some systems require users to have active involvement.
For example, the paradigm of machine teaching engages users in more active interactions by
having them teach their machines to learn about their intentions, which wactiak director of
technologyas initially de ned in prior work on teachable interfaces [25]. Employing the concept
of teachable interfaces in assistive technologies [3], we consider blind users' active engagement in
teachable object recognition. In this context, the users are supposed to provide data to train their
systems. We believe that this active user engagement would allow us to increase the awareness
and understanding of accessibility problems in real-world situations and understand the potential
and challenges in datasets for accessibility. On the other hand, in some assistive systems, users
simply consume the system's feedback, which we pafisive consumdR5]. This dissertation
also explores the users' passive interactions in the context of pedestrian detection. For this study,
an intelligent head-worn camera is provided to help them access pedestrians' visual attributes,

such as age and gender, and proxemics signals, such as distance, position, and head pose.



1.4 "Privacy Concern' Dimension

Thealways-omature of cameras in assistive technologies may lead to societal issues, such
as ethical and privacy concerns, as these camerasaggaorevisual information pertaining to
others without intention or permission. Prior work studies the social acceptance of such assistive
cameras but focuses on either blind users or potential bystanders. Exploring assistive technolo-
gies that require users to make certain gestures for interactions, researchers often focus on the
perspective of users to study their perception and acceptance of such technologies [26,27]. When
assistive technologies use camera devices, the perspective of bystanders often takes priority over
the user's as the camera can capture bystanders, which may invade their privacy. ePid.ta
speci cally tackled this issue to understand the social acceptance of assistive wearable cameras
from the perspective of bystanders. Such camera-based assistive systems may include unwanted
or private information of blind users, but there is no way for them to check if their data acciden-
tally contains such information. It would also affect the social acceptance of assistive technolo-
gies as blind people do not want to reveal any information without their permission [28]. In this
dissertation, we consider both the perspectives of users and bystanders in order to conjunctionally

study privacy concerns and social acceptance of camera-based assistive technologies.

1.5 Overview of This Dissertation

Chapter 2 provides the necessary background, which motivates and informs this disserta-
tion. The following chapters, comprising Chapter 3 through Chapter 5, focus on object detection

and recognition, mostly considerimgnd-held camergghe most common form factor for assis-



tive technologies that employ computer vision. More speci cally, Chapter 3 presents our initial
efforts in dataset collection and discusses the feasibility of a computer vision model for local-
izing the object of interest in photos taken by blind people based on the user's hand proximity
to the object. Chapter 4 describes a soni cation method to guide blind users in accessing the
object-center position within the camera frame when training their teachable object recognizers.
This soni cation method builds on the machine learning model rst presented in Chapter 3 for
object localization. While Chapters 3 and 4 consider only one form factor: hand-held cameras,
Chapter 5 broadens our approach around hand-guided object localization teabdtheld and
head-worn camerasMore so, it introduces a new machine learning model that incorporates the
hand information in detecting the object of interest more accurately.

The next chapters starting from Chapter 6 to Chapter 8 focusead-worn camerasin
Chapter 6, we revisit the soni cation method, which we initially designed for hand-held cameras
and further improved to be more accurate. We deploy this approach in head-worn cameras in
the homes' of blind participants; the application context here remains the same, teachable object
recognition. It is only in Chapter 7 and Chapter 8 where we switch to a different application
context,pedestrian detectiowhile xing the form factor to be head-worn camera. Speci cally,
in Chapter 7, we seek to understand how blind users interact with smartglasses in the context of
pedestrian detection. Chapter 8 investigates societal issues and concerns, which assistive smart-
glasses may bring, from two different perspectives—those of blind users who wear and use the
smartglasses and those of sighted pedestrians who may be captured and detected by the assis-
tive application. Last, Chapter 9 concludes this dissertation by presenting its contributions and
discussing research directions for future work.

Through out the dissertation, the use of the plural “we” is used to indicate the collaborative
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nature of this research involving both my advisor, other faculty that provided guidance, fellow
researchers and students, as well as the community participating in the studies. In the subsequent
chapters, | indicate via footnotes those contributing and the speci ¢ manuscripts submitted as

joint work, which are re ected in those sections.



Chapter 2: Related Work

This chapter discusses prior work to better contextualize and provide background and moti-
vation for the work in this dissertation, which draws upon on the larger interdisciplinary literature
on computer visiond.g, in the context of assistive technologies) human-computer interaction
(e.g, in the context of blind people’s interactions with cameras). Speci cally, Section 2.1 sum-
marizes related work using computer vision for assistive technologies, focusing on the detection
and recognition of objects and people as well as teachable interfaces. It also describes the efforts
in lling the gap in employing computer vision in accessibility motivating the work in Chapter 3,
which focuses on one of the pressing challenges, the lack of data sourced from the blind com-
munity; these are datasets that can be used to train and benchmark machine learning models in
Al-infused assistive technologies. Section 2.2 covers prior work in understanding blind people's
camera interactions for both hand-held and head-worn cameras. Observations from these prior
studies informed our soni cation method for object localization in Chapter 4 and motivated a
novel machine learning model in Chapter 5. We delve deeper into the potential and challenges
of wearable cameras for supporting blind users in accessing visual surroundings, literature that
informs the use of this form factor for recognizing objects (Chapter 6) and people (Chapter 7).
More so, we discuss how this wearable camera form factor has attracted researchers' attention

in its social acceptance due to the always-on nature of its camera. We build upon this work in
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Chapter 8 further investigating the societal issues and concerns that it may raise.

2.1 Computer Vision for Blind People

Assistive technologies, especially for people with visual impairments, have employed com-
puter vision algorithms to help the users access the visual information that surrounds them. In
particular, egocentric vision models are employed in assistive technologies as people with vi-
sual impairments often use their smartphones or wearable cameras to take photos of their target.
Accessibility researchers have proposed various approaches to help people with visual impair-
ments capture their surroundings and access that information. Such technologiesbhloadled
photography have been developed to simply capture sceeag (29]), and recognize objects
(e.g, [17, 20, 30]) or peopled(.g, [11,19]). In particular, prior work on blind photography re-
ported that people with visual impairments are vulnerable to false-positive object localization [31]

as there are no means for these users to check the localization output.

2.1.1 Object Detection and Recognition

Researchers have explored assistive technologies that use camera input to help visually
impaired people identify surrounding objects. The following surveys prior work to identify the
characteristics of these solutions and to understand: the diversity of user input, the mechanisms
underlying prediction, and sources of training examples for deployed computer vision models.
Table 2.1 presents representative examples from 2010-2018 focusing mainly on real-world appli-
cations, though similar patterns may be found when examining larger surveys [48-50]. While a

few examples are similar to barcode scanners, requiring adhesive tags to be attached to objects,
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Table 2.1: Input, model, and prediction characteristics in prior object recognition for the blind.
Input Trained Model Prediction

System

img/video tag sighted blind personal human machine

VizWiz [32]
Digit-Eyes [33]
EyeNote [34]
LookTel Rec. [35]
TapTapSee [36]
Zhonget al.[30]
Talking Goggles [37]
CamFind [38]
EyeSpy [39]
BeMyEyes [40]
BeSpecular [41]
Aipoly Vision [42]
Kacorriet al. [4]
Sosa-Garciat al.[43]
Aira [24]

Seeing Al [44]
VocalEyes Al [45]
WayAround [46]
Envision Al [47]

12



(e.g, [33,46]), the general trend is to use camera stream as an input for prediction with a single
photo [34,36-39,41,44,45,47] or real-time video [24, 35, 36, 38,40, 42, 44].

Prediction using computer vision models is common practice (Table 2.1). However, cur-
rent limitations in object recognition make it impossible to build a “super” object classi er to
recognize all possible object instances of interest for all blind people. Thus, such solutions are
typically restricted to a few object instancesy, US currency [34]), adhesive tags(, [33,46]),
objects whose images are available on the web or a databasd30, 37]), and generic object
classesd.qg, [38,42,44]). To overcome some of these limitations, applications are either backed
up (e.g, [36]) or fully supported €.g, [24, 32,40, 41]) by human respondents.

Most recently, researchers are exploring teachable object recognition which allows users
to personalize a recognizer with their objects of interest. Early approaches required training
examples provided by sighted users [51]. Subsequently, models trained by users with visual
impairments have shown promise given well-framed training examples [4, 43, 47]. As there are
few datasets with photos of objects taken by blind users, most models are trained on photos taken
by sighted people. Such photos may exhibit different background clutter, scale, viewpoints,
occlusion, and image quality than those taken by blind users at prediction time.

Informed by this design space, we explore the presence of users' hands in photos during
prediction for a crowdsourced solution, such as VizWiz [32], and a teachable solution, such as
Sosa-Gara and Odone [43]; they released their datasets (Section 3.2.2). Moreover, we explore
the effectiveness of our hand-guided object localization in the contesaiofng , by replicating

prior work from Kacorriet al. [4] on a new small but rich benchmark dataset (Section 3.2.2.6).
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2.1.2 Teachable Object Recognition

Given the need for ne-grained labels, object recognizers typically rely on the presence of
barcodes [10, 44,52, 53], readable text [10, 44, 54], remote sighted help [24, 32, 40, 41], or large
training datasets [36—38, 42]. Each method has its pros and cons. Barcode readers assume the
presence of a barcode that is included in the database. Not all objects include text and product
labels are often not readable. Remote sighted help can have high recognition rates given a well-
framed photo but can be slow as it assumes crowd availability 24/7, often comes with a per
demand cost, requires a good data plan, and more importantly raises privacy concerns.

Applications that use computer vision can mitigate some of these concerns. However, ne-
grained object classi cation tasks often face challenges of their own such as lack of training
data, a large number of classes, and high intra-class versus low inter-class variance [55]. A
workaround is to signi cantly constrain the recognition task to a speci ¢ object category such as
money readers [44,56] or a speci ¢ user such as teachable object recognizers [4,43,47,51].

By constraining the recognition task to a speci c user, teachable object recognizers both
limit the number of classes and reduce variability between images used to train the models and
those taken for recognizing real-world objects, which are subject to similar conditions and id-
iosyncratic characteristics of the user [4,57]. However, these approaches are susceptible to cam-
era manipulation challenges faced by people with visual impairments [2, 4]. This is why some
of the rst attempts in teachable object recognition by Suetddl. [51] required the presence of
sighted help in taking high-quality training photos, which limits users'independence. Subsequent
work in this direction by Kacorrét al.[4] as well as Sosa-Gaaand Odone [43] focused on em-

powering people with visual impairments in training their own object recognizers without sighted
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help, a focus that this work shares. While still in an experimental phase, we have seen that some
of these attempts are reaching real-world applications for training on personal objects [47] and
faces of familiar people [10,44,47]. Similar to the use of adhesive Braille labels or other ad-hoc
approaches, the training phase in these applications assumes that people with visual impairments
know the label of the object of interest at some po&g(when rst obtaining it).

One of the main challenges in helping people with visual impairments train their object
recognizers is automating feedback for high-quality training examples. Perhaps this explains
why teachable recognizers are initially deployed for personalizing barcode readers [10, 33, 46]
or faces in scene description [10, 44, 47]. In both cases, we know what to look for (a barcode
or a face), and can utilize pre-existing computer vision approaches and rich datasets for those
recognition tasks. This is not the case for object recognizers addressed in this work. The shape of
an object of interest for a speci c uses.(J, a keychain, an artisanal product, or art project) is not
known a priori, nor is the perspective with more distinguishable characteristics for that object.
More so, the presence of multiple objects in the frame makes it dif cult to know which is the

intended object.

2.1.3 Person Detection and Recognition

Blind people generally have very limited sources to access information about other people
in their daily lives. This hurdle consequently leads them to dif culty in initiating social interac-
tions where visual cues, such as gaze, are essential for social initiation. Many assistive systems
have been developed to help blind people obtain visual cues from other people or recognize their

family members and friends [10, 11, 17,58-62]. Early work focused more on helping blind and
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low-vision people take photos of their target [17]. From a photo, the proposed system detects
human faces and informs of the faces' locations via nonvisual feedback, but this system is not
incorporated with face recognition. As computer vision algorithms evolve, face recognition has
been employed in assistive systems by using either WiFi-enabled glasses with a camera [58]
or a smartphone [59]. The studies claim that their systems help blind people recognize people
without evaluation with potential users, raising questions about feasibility and usability of such
systems. To address these questions regarding assistive wearable camera systems designed for
blind people, we build a prototype system on smartglasses and evaluated it with blind people.
There is prior work that has explored real use cases of such assistive systemgt Zhao
evaluated an accessibility bot of Facebook messenger on a smartphone with six participants with
visual impairments [11]. The accessibility bot not only recognizes names but also provides other
information, including facial expressions and attributes, of a person if the person is a friend of the
user. However, the results of participants’ actual use cases of this system were very diverse (even
among the six participants), making it dif cult to extract common patterns in their interactions
with the system. In our work, we focus on a single use gasdestrian detectigrof an assistive
wearable camera to limit variations and to understand people's interactions with the wearable
technology in depth. Moreover, another work using multiple cameras (two stationary cameras
and two wearable cameras) explored various characteristics — such as camera placement, eld-
of-view, and image distortion — in capturing and detecting people [61]. The authors highlight
that using a wearable camera would be necessary, as it provides egocentric spatial reference
to users. Bystanders (non-users), however, might have different perceptions of such wearable
cameras depending on the form or visibility of the cameras. To further investigate this aspect,

we use two wearable cameras (a GoPro camera and a pair of smartglasses) that vary in camera
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visibility in Chapter 8.

2.2 Blind People's Camera Interactions

The availability of a camera has increased since the emergence of smartphones, and the
recent breakthrough in computer vision enables camera systems to interpret imagery data more
accurately. It results in more opportunities for blind people to use a phone camera as a tool for
accessing visual surroundings g, object recognition [2, 4, 29, 32], people recognition [11,17,
19]). In particular, researchers have tried to understand how blind people would be interacting
with their phones when using its camera to recognize objects. Prior work shows that blind people
tend to use their hand to localize an object while using the other hand to hold a camera phone
and take a photo [2,4]. However, camera manipulation on this form factor can be challenging to
blind people, which leads researchers to explore non-visual feedback mechanisms that can help
them aim a camera toward the region of interest [11,17,29, 31, 32].

Due to the feasibility of providing hands-free interactions, wearable cameras have gained
attention from not only researchers but also product designers in assistive technologies. For
example, OrCam [10] designs head-worn cameras that help people with visual impairments or
blindness read a text and recognize their friends and family. Although wearable cameras do
not require wearers to aim a camera with hands, camera aiming with such cameras could still
be challenging to blind people due to its dependency on the wearer's body or head pose. Prior
work demonstrates that the wearable cameras' position can lead to different characteristics of
captures from sighted people [63] and blindfolded sighted people [61], which might be observed

from blind people using wearable cameras. In particular, as blind pedestrians tend to veer [64],
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this veering tendency would eventually affect the eld of their camera view if they are wearing a
camera. Thus, to help blind pedestrians navigate toward their destination, Fiahahsaggests

using audio feedback for a head-worn camera [21]. Some prior work tries to use head-worn
cameras to aid people with low vision [65-67]. However, little work focuses on understanding
how blind people would be using wearable cameras in dynamic situations such as walking. In our
work, we explore the feasibility and limitations of a head-worn camera that assists blind people

to detect and recognize pedestrians and objects.

2.2.1 Smartphone Camera Manipulation

We consider how challenges in camera manipulation faced by blind people have been stud-
ied in prior work. While not restricted to object recognition, prior studies analyzing photos taken
by blind people have reported on dif culties related to blurriness, lighting, framing, composition,
and overall photo quality [68,69]. To overcome some of these challenges, researchers have lever-
aged models of visual attention [70] to either provide feedback to the user for better framing [29]
or to select a high-quality photo from a video stream [30]. Others have explored solutions that
can detect blurriness and inform users about camera tilt [71]. While rarely discussed in the con-
text of object recognition, such approaches assume that the users can spatially localize an object
and aim the camera appropriately. Thus, they have limited utility in the case of partially included
or out-of-frame objects of interest, cluttered backgrounds, and the presence of multiple objects.

Some reported strategies that blind users employ for taking good photos [17, 69, 71, 72]
include: (i) positioning the camera to the center of an object and slowly pulling away while trying

to keep it in frame, (ii) making an educated guess on where to point the camera, and (iii) taking
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several shots, hoping some will include the object. Jagaat.[17] built upon the rst strategy
to guide users by asking them to take a rst photo of the object up-close and then to follow verbal
feedback to move the camera away. Although this method is an interesting alternative approach
that can be used in our work, it is verbose and has not been evaluated in a real-world setup and
the presence of multiple objects.

Even though the presence of users' hands in the camera frame (mentioned in I€acorri
al. [4]) is not explicitly reported above, we associate it with the second strategy: users leverage
proprioception [73] to make an educated guess. Prior work on blind users' ngertip detection to
estimate the area of interest in a camera frame for inaccessible physical interfaces [74] or color

detection [75] provides additional evidence for the potential of our approach.

2.2.2 Assistive Wearable Cameras

Since wearable computing devices became capable of obtaining visual data via built-in
cameras, not only researchers [16, 21-23, 58, 60, 76—80] but also companies [10, 24, 81] have
discovered the potential of wearable camera technology in augmenting the capabilities of people,
especially those with disabilities. The ndings can be categorized into two groups: one that is
focused on users of the technology and another that is interested in the opinions of bystanders
observing the technology. Prior work has investigated uses of wearable camera devices in indoor
navigation [21, 79], vision aid [22, 23], and face recognition [58, 60, 61], especially for people
with visual impairments. Factors for adoption of such technology are evaluated by potential
users [22,80]. While this work focuses mostly on the user's perspective, there is prior work that

uses a bystander's viewpoint to evaluate wearable camera technology [16, 82]. However, little
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work has been done to combine both of the user's and bystander's perspectives in terms of social
acceptance evaluation. We try to note social tensions between users and bystanders by looking at

both groups’ opinions on wearable cameras for assistive purposes in Chapter 8.
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Chapter 3: Hands Holding Clues in Teachable Object Recognition on Hand-

Held and Head-Worn Cameras

Object recognition apps making use of built-in cameras on mobile or wearable devices
have gained in popularity among blind users as they help with access to the visual world. Typi-
cally, they provide solutions employing sighted help through crowdsoureing Aira [24] and
BeMyEyes [40]) or machine learning with pre-trained image recognition moeais Seein-
gAl [44] and Aipoly Vision [42]). They have also employed hybrid solutions, falling back to
sighted help when computer vision models falg, TapTapSee [36]). Camera manipulation,
however, remains a challenge for blind users [4,17,29, 30]. In all cases, the effectiveness of these
solutions is confounded by blurred images, viewpoints with low discriminative characteristics,
cluttered backgrounds, low saliency, and more importapdstially includedor out-of-frame
objects of interest.

Human-powered applications, especially those employing video services, can provide near-
real-time guidance for better camera aiming. However, they often come with other limitations
such as the need for crowd availability and Internet connection, per demand cost, and privacy

concerns [83-85]. Such limitations can be resolved with pre-trained computer vision models us-

1This chapter presents joint work with Professor Hernisa Kacorri published in ACM CHI 2019 [2]. Multiple
graduate students at IAM Lab contributed to the TEgO dataset introduced in this chapter: Ebrima Jarjue, Dan Yang,
June Xu, and Simone Pimento.
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Figure 3.1: An illustration of our hand-guided object recognition approach on an example from
our egocentric dataset. Given a photo of an object in proximity to a hand, it rst identi es the
hand and then estimates the object center, which is then cropped and passed to the recognition
model.

ing the device's onboard processing, though many of the camera manipulation challenges remain
dif cult to resolve. For example, a computer vision app, which is typically trained on well-
framed photos of sighted people, may not be able to recognize the object of interest when given
a partially included object against a cluttered background. In the case of object recognizers with
teachable machines [3, 4, 43], where machine learning models are trained and personalized by
blind users, having objects partially included or even out of the camera frame is a primary factor
limiting performance [4]. To overcome these challenges, we are interested in examining hands
as a natural interface for including and indicating the object of interest in the camera frame (as

shown in Figure 3.1).

3.1 Motivation

When exploring the feasibility of teachable object recognizers for the blind, Kastaati
2017 [4] observed that users' hands tend to be present in many of the images, either holding an

object or serving as a reference point to place the object in the photo. We speculate that they were
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leveraging proprioception [86, 87], the perception of body and limb position, to coordinate their
hand movements: one hand holding and adjusting the camera to the location of the other hand
that was in proximity to the object of interest. Gossetiral.[73] provide evidence on the ability

of blind people to use proprioception to guide hand orientation and to make rapid corrections of
hand orientation during movements.

Motivated by the observation above and prior literature in proprioception, we analyze ex-
isting datasets from blind users in the context of object recognition to examine the presence of
the user's hand in photos. Moreover, we investigate the effectiveness of a hand-guided object
localization approach for object recognition, where an object is localized based on its proximity
to the hand, cropped and forwarded to the object recognition model. By using the hand as a guide
to the object of interest, we not only ensure that the object is included in the frame, but we also
reduce the effect that the background might have on the recognition model. This is natural since
the object is cropped and the background is removed from the image, as shown in Figure 3.1.
To localize the object of interest based on its proximity to the user's hand, we use convolutional
neural networks (CNNSs) to rst train a hand segmentation model and then ne-tune it to learn to
locate the center of the object in proximity to the segmented hand. The image is then cropped
to include the located object of interest. We explore the effectiveness of this approach in the
context of teachable machines, where the quality of the image impacts accuracy not only during
the prediction step but also in training [4]. Speci cally, we show that this approach could im-
prove the accuracy of teachable object recognizers in real-world environments where objects lay
in a cluttered background. With an extensive error analysis, we provide deeper insights into the
feasibility and challenges of using existing egocentric datasets from the sighted population. To

further research in this direction, we make our dataset as well as the output of our models for the
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error analysis publicly available imtps://iamlabumd.github.io/tego/

Egocentric vision analyzes images providing a rst-person view from a wearable camera
typically mounted on the user's body or, as in our context, a mobile camera hand-held by a blind
user. As users' hands in egocentric vision can provide context about intentions, actions, and
areas of interest, hand recognition is an active area of research in the computer vision commu-
nity (e.g, [88-90]) with many applications in virtual realite.g, [91, 92]), augmented reality
(e.g, [93-95]), as well as within our community [74, 75, 96-98]. To our knowledge, this is the
rst study exploring hand detection in the context of object recognition for the blind.

Our hand-guided object localization leverages prior work by édlal. [99], which uses
a twin-stream CNN to detect egocentric activities. Speci cally, we adopt one of the network
streams for our recognition pipeline (Figure 3.1). However, we opt for a different network ar-
chitecture using FCN-8s [100] to improve our model's understanding of hands in the rst-person
view. Using photos from sighted users with a head-mounted camera, we explore its potential
for photos taken by both blind and sighted users using a mobile camera over a larger number of

object instances.

3.2 Methods

We introduce a hand-guided object recognizer comprising three deep learning models (Fig-
ure 3.2): hand segmentation, object localization, and object classi cation. Our architecture is
based on prior work on egocentric activity recognition [99], though we use a high-precision fully
convolutional network, FCN-8s, proposed by Lagtaal. [100].

Typically, thousands of annotated images are required to train such models. Therefore, in
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Figure 3.2: In our approach, a hand segmentation model (Step 1) is ne-tuned to estimate the
center of the object in proximity to the hand (Step Il). A bounding box, placed in that center is
used to isolate the object and crop the image, which is then passed to the object classi cation
model (Step III).

training our system, we make use of any existing pertinent datasets (Section 3.2.2) and create a

new one for richer insights and error analysis (Section 3.2.2.6).

3.2.1 Models

3.2.1.1 Hand segmentation

Our hand-guided object recognizer is based on the intuition that objects of interest will
appear in the vicinity of the user's hand. Thus, to estimate the center of the object of interest,
we need to locate the hand within the frame. We train a hand segmentation model to perform
this task. Speci cally, we use a fully convolutional network (FCN-8s), shown to perform well
for ne-grained segmentation [100]. High performance is crucial to our approach as it requires
highly accurate information on hand shape and poses. As shown in Figure 3.3, our model is

trained with images annotated with two labdbsckgroundand hand where we estimate the
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class of each pixel; that is, whether the pixel belongs to the background or the hand. The model

is optimized using the cross-entropy loss function.

3.2.1.2 Object localization

Employing transfer learning [101, 102], we build an object localization model by “ ne-
tuning” our hand segmentation model. Intuitively, lower layers of the segmentation model have
learned to identify image pixels corresponding to a hand. Thus, these features can be re-purposed
to estimate the center of the object relative to the hand pixels. Speci cally, we keep weights for
the rst ve layers in the segmentation model, shown to learn hand related features [99], and
re-train the rest. Training images are annotated with a Euclidean heatmap mark indicating the
object's center as shown in the left example of Figure 3.3. Heatmap annotation has been shown
to be more robust than pinpointing location coordinates regarding model training [99,103]. Using
cross-entropy loss, we train the localization model to predict the class of each pixel in the nal
layer: the background or the center locafioAnnotating with a heatmap, the model learns which
pixel belongs to thgossible center location$siven an image, we use this model to localize the
object center and crop the image based on the estimate (blue overlay in the right example of

Figure 3.3).

3.2.1.3 Object classi cation

Automatic object recognition spans across: (i) pre-trained models on a static number of

object classes, which we call generic object recognizers (GOR); and (ii) personalized models

2\We train both models witth0; 000training steps, using the Adam optimizer [1040, ° learning rateQ:9 betal,
0:999beta2, and:9 Adam epsilon.
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Figure 3.3: Examples of input, annotation, and output for our hand segmentation and object
localization models.

with teachable machines, allowing end-users to specify objects of interest and provide a small
number of training examples, which we call teachable object recognizers (TOR). We explore
feasibility of hand-guided object localization for object recognition in both conteyesieric
andteachable The former uses state-of-art models trained on large data. In the teachable case,
models are trained on the y by users; thus we expect the effect of hand-guided localization to be
larger as image quality affects both training and prediction.

GOR:We use Google's Inception V3 [105] pre-trained on the 2012 ILSVRC dataset [106]
with 1,000 object classes.

TOR:We use transfer learning to re-trdi@OR for 19 object classes using our benchmark

dataset described in Section 3.2.2.6.

Table 3.1: Overview of the dataset characteristics used in our work. An asterisk indicates a
simulated environment.

dataset #images # people # objects camera vision environment
GTEA[107] 663 4 16 on cap sighted wild*

GTEA GAZE+ [108] 1,115 6 - glasses sighted wild*

Intel Egocentric Vision [109] 177 1 42 on shoulder sighted wild*
EgoHands [110] 3;752 4 - glasses sighted wild
Glassense-Vision [43] 850 3 71 phone low vision vanilla

VizWiz [1] 31,173 - - phone blind and low vision wild

- Our benchmark 1930 2 19 phone sighted and blind  vanilla and wild*

3We ne-tune pre-trained Inception usidg000training steps and gradient descent with learning 18te?. We
augment data by ipping left/right, randomly cropping 10% of the margin, and varying brightnesg @
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Figure 3.4: Examples from each dataset. Glassense-Vision, VizWiz, and our benchmark exam-
ples are selected to include hands.

3.2.2 Datasets

Training and evaluating each component requires an abundance of data. Ideally, the data
are egocentric images from diverse groups of visually impaired people with mobile cameras
to identify real-world objects using both GORs and TORs. Moreover, images require detailed
annotations such as hand masks, object center, and object name (Figure 3.3). Such a dataset is
not currently available.

To mitigate this, we identify related datasets, extend them with additional annotations,
and create a new benchmark dataset (see Section 3.2.2.6). Table 3.1 summarizes these datasets
along the number of images, distinct objects, and people, the level of people's vision, camera
perspective, and environmental setup (examples shown in Figure 3.4). Environments are reported
as “wild” for images captured in the real world, and “vanilla” for images in a uniform laboratory

setting where objects tend to occur with a plain background.
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3.22.1 GTEA

Georgia Tech Egocentric Activity (GTEA and GTEA Gaze+) datasets [111] are collected
with 4 and 26 sighted people, respectively, through hat-mounted camEcavenchmarking ac-
tivity recognition, they include annotation of actions being performed—frame-level gaze tracking
data included in Gaze+ as well. They also provide hand mask annotations, since hand shape and
poses are informative in object and activity recognition [107]. We manually annotated the object

centers.

3.2.2.2 Intel Egocentric Vision Dataset

This dataset is closer to our task as it was collected for recognition of everyday objects han-
dled by a person [109]. Similar to GTEA, two sighted participants recorded their activities using
a shoulder-mounted camera. However, the default per-pixel annotations include both hand(s) and
the object of interest. As our system recognizes a hand and an object separately, we manually
generated hand-only masks and object-center annotations for a subset of this dataset (only 177

images from one participafitaind use them to train our segmentation and localization models.

3.2.2.3 EgoHands

This dataset provides rst-person interactions among four sighted people; two people formed
a group, and each of two wore a glass-mounted camera to record the activities [110]. We use the

3; 752images with hand masks to train our hand segmentation model.

4Only data with available hand masks (6 people) were used in GTEA Gaze+.
SAdditional annotations available https://iamlabumd.github.io/tego/
6Additional annotations available hittps://iamlabumd.github.io/tego/
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3.2.2.4 Glassense-Vision

This dataset is close to both our task and our target population as it was collected with
three low-vision participants for TORs [43]. Thus, we use it to evaluate our approach. A total of
71 object instances were grouped along seven catedofiisree geometrical types ( at, boxes,
and cylinders). However, their training data were collected in a uniform setting, with objects on a
white surface with no hands present. In contrast, the testing data were acquired while participants
held the object on their hand. Therefore, our analysis only uses the testing data that capture hand-

object interactions.

3.2.25 VizWiz

This visual question answering dataset [1] provides a rich set of real-world images taken
by visually impaired people along with questions to the crowd. While the images are not limited
to object recognition, the dataset provides a unique opportunity to investigate how hand presence
in real-world settings would lead to including and indicating the object of interest in the camera

frame. Thus, we use this dataset to evaluate our approach.

3.2.2.6 TEQO: Our own benchmark dataset

To investigate the feasibility of hand-guided object recognition for blind people, we create a
new benchmark dataset, called Teachable Egocentric Objects (F.BRyQ)ontrolling for factors
such as users, environments, lighting, and object characteristics, this small but rich dataset allows

us to explore and uncover potential strengths and limitations in the context of object recognition

"The cereals category in the Glassense-Vision dataset was unavailable at the time.
8TEQO is available ahttps://iamlabumd.github.io/tego/
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Figure 3.5: Nineteen objects used in our data collection. Objects in the same category are dis-
played in proximity.

for the blind, which is not feasible with the existing datasets described above.

People: Two individuals collected data over ve weeks resultinglily 930images. As
shown in Table 3.1, the small number of people is comparable to those reported for similar
egocentric datasets in computer vision, while the number of images is large. The rst individual
(B) was a blind undergraduate (no light perception) with little experience using a mobile phone
camera. The second individual (S) was a sighted student experienced in machine learning. Data
from S serve merely aan upper baseline for discriminative power of the system given that many
of the objects shared visual similaritiethat is, we treat the data from S as ideal data and use
them as a point of comparison in our analysis.

Objects: Informed by prior work on TORs [4, 43], object stimuli (total of 19) were care-
fully engineered to cover a large group of categories with diverse geometries and functions. Ob-
jects within a category were deliberately chosen to have a similar shape and appearance (Fig-
ure 3.5). By making the recognition task more dif cult, we are hoping to anticipate more chal-

lenges faced in real-world deployments.
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Environment and lighting: We collected our dataset in both simulated real-world (wild*)
and more traditional lab (vanilla) settings. As shown in Figure 3.1 and Figure 3.4, “wild”-photos
were taken against a cluttered background including a bookshelf, a kitchen, and many other
objects. Whereas “vanilla’-photos were taken against a wooden surface next to a white wall.
Three different lighting conditions are considered for testing in each environment: (i) indoor
lights on, (ii) surrounding light with indoor lights off, and (iii) ash on with indoor lights off.

The data collection lasted for many days while the effect of natural light was mitigated.

Procedure: TORs are evaluated in two phases: training and testing. In training, the user
sequentially provides a small number of photos: about 30 examples per object under each envi-
ronment and lighting condition. To simulate testing, an object is randomly given to the user for a
single shot. The random object assignment minimizes learning effects [4]. We iterate it until we
test each object ve times, resulting in a totall¥ 5testimages at a time.

In the pilot stage, we observed that photos taken by B with the volume button differed
from those taken with the screen button. To account for this, we also considered two photo-
capturing conditions for B: (i) screen button and (ii) volume button. Since we did not observe
such differences from S's photos, S used only the screen button.

More importantly, to allow for meaningful interpretation of results, data were collected
under two hand-inclusion conditions: (i) use of hand-object interaction, and (ii) no hand. B took
a total of6; 189training and2; 280testing images, and S took a total)B21training andl; 140
testing images.

Annotations: Beyond object labels, all images in our dataset are manually annotated with

hand masks and object center heatmaps as depicted in Figure 3.3.
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3.3 Results

We use the following models for our evaluation:

Hand segmentationThe model was trained primarily on images taken by sighted people
with hand mask annotations (a total%f707) from GTEA, GTEA Gaze+, Intel Egocentric Vi-
sion, and EgoHands. Additionally, similar to the selective hand annotation in [111], we included
randomly selected images (about 7%) from TEgO during the training pBade\d 654 from
S and B, respectively). By including some images from our dataset, we increase the potential of
the model to perform well on the unseen data from S and B. It decouples the performance of the
segmentation and localization models from the recognition model, and thus allows us to evalu-
ate the utility of hands in recognition. Only the Intel Egocentric Vision datését énnotated
images) includes hands with a similar complexion to that of B. The majority of the data from
sighted participants include hands with a complexion close to that 6f58(Qimages). Thus,
we do not anticipate that the imbalance across B and S data, will bias our segmentation model in
favor of B.

Object localization We used a total of; 955images from GTEA, GTEA Gaze+, and Intel
Egocentric Vision, and; 048images from TEgOX; 175and2; 873from S and B, respectively)
with their heatmap annotation data to train the model; we ne-tuned the hand model to the local-
ization model. It leads to roughly balanced data from sighted versus blind individ;aB0vs.
2; 873 and lighter versus darker complexiorZs 453vs. 3; 050.

Object recognition.A GOR is pre-trained on a million of images from ImageNet [106],
and TORs are trained on images from TEgO; each TOR is trained with 30 examples per object

(total 19 objects) from S or B in a given condition: hand presence and environment. For example,
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a TOR for B is trained on 30 images per object taken in the wild with the screen button while

using one hand to interact with the object.

3.3.1 Analysis on Existing Datasets from Our User Group

To provide further evidence for this work, we investigate whether hands are used as a nat-
ural interface by people with visual impairments for including and indicating the objects in the
camera frame. We examine existing images from this population in the context of object recog-
nition such as the Glassense-Vision [43] (vanilla) and VizWiz [1] (wild) datasets. In addition, we
run our segmentation and localization models over these previously unseen datasets, report the

proportion of images with such characteristics, and offer qualitative insights on their limitations.

3.3.1.1 Glassense-Vision

Through manual examination, we nd about 44% of images taken by people with low vi-
sion in the Glassense-Vision included the individual's hand when testing the performance of their
teachable object recognizers in a vanilla environment. However, our model estimated that only
16% of images include a hand, appropriately cropping the object in 89% of these. By visually
inspecting failed cases, where a hand was not identi ed, we nd images with different ratio and
orientation from those typical in our training examples. It highlights the importance of diversity
in hand-segmentation training data for this population. Positive and negative examples of model
outputs are shown in Figure 3.6(a). While this analysis would bene t from a more quantitative
approach for object detection, it requires ground-truth annotations which are currently unavail-

able for the dataset.
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3.3.1.2 VizZWiz

As discussed in Section 3.2.2, VizWiz provides a richer, more realistic object recognition
scenario as blind or low vision real-world users post images with associated questions to the
crowd. To gauge what portion of VizWiz data are object recognition tasks, we note that most
guestions begin with “what”. Based on prior analysis on this dataset [1], we estimate that around
29% of questions are related to object identi cation: ab&ut00of 31; 173images. While it is
impractical to manually inspect all; 173for the presence of a user's hand, we run our object
segmentation and localization models on the VizWiz data and detect a tdgt&@48images that
include a user's hand for the object of interest. While still an estimate, this result indicates that,
in at least 18% of images regarding object identi cation, real-world end users use their hands as
a natural interface to indicate the object of interest. Figure 3.6(b) depicts examples of our local-
ization model's positive and negative results on VizWiz. By visually inspedifi)O random
samples not detected by our hand model, we identify only 36 imagE%} where users' hands
were present. The majority (24) includes just the ngertips, and one image includes a previously
unseen hand shape. Some images were blurry (9), and some had the camera ash on (9)—a
lighting condition not present in any of the training sets. When visible, objects' shapes were:
relatively at (e.g, paper, currency, gift card, newspaper, DVD cover), roughly cylindreeg, (

pen, cigarette, cans, bottles, mug), and nearly rectangt@rgmartphones, laptop, keyboard).

3.3.2 Analysis on Our New Benchmark Dataset TEgQO

For our analysis, we rst separate the S data from the B data in TEgO, then divide their

data into three subsets based on the method applied to the training and testing images—cropped-
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(a) Glassense-Vision (b) VizWiz

Figure 3.6: Positive and negative outputs of our object localization model on the Glassense-Vision
and VizWiz datasets.

object CO), hand-objectKlO), and object ). The HO and O methods include original images
taken by S and BHO contains images where S and B are holding the object, vihibentains
the rest. CO consists of HO images cropped by the object localization model; that is, the CO

images are extracted from the HO images.

3.3.2.1 Model performance

We explore the potential of the hand-guided recognition approach in the context of teach-
able object recognizers by comparing recognition performance of TORs trained on the CO images
to those trained on the original HO and O images, respectively. Each model is trained on around
30 images per object at a given conditi@ng, environment, button), and its accuracy is calcu-
lated on ve testing images per object (total of 95) in the same condition. The average accuracy
across models in HO, CO, and O is reported in Figure 3.7, with error bars denoting standard error
across multiple sets of testing results for S and B—12 sets for S and 24 sets for B (due to the
button settings).

As expected, the models from S, serving as an upper baseline and trained on images taken
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by a sighted machine learning expert, outperform those of B. They also indicate that this 19-
way classi cation task is challenging, with CO achieving an average accuracy of 92% and an
improvement of 5% and 6% on average over HO and O, respectively. Models from B follow a
similar pattern, with CO achieving an average accuracy of 71% and an improvement of 6% and
9% on average over HO and O, respectively. However, overlapping error bars indicate that these

differences may not be signi cant.

3.3.2.2 Effect of environment

Figure 3.8 shows a breakdown of the models' performance across vanilla and wild environ-
ments. As expected, overall model performance is lower in the wild, where cluttered backgrounds
tend to be present. In the vanilla environment, we observe that, in general, models trained on im-
ages where S and B hold the objects (HO and CO) perform better than those where they don't
(O). However, the utility of our approach seems more pertinent to the wild environment, where
CO achieves, on average, 67% accuracy for B and improvement of 12% and 14% over HO and
O, respectively. These results highlight the potential of our approach, given that photos of objects
taken by people with visual impairments in the real world tend to include cluttered environments,

as illustrated with the VizWiz dataset (Section 3.2.2).

3.3.2.3 Effect of sample size

We explore the potential of our approach for training with highly limited sample sizes of
1 and 5 withk-shot learning in Figure 3.9. Similar to Kacoet al. [4], we observe that, on

average, the model performance increases with the sample size. More importantly, we note that
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Figure 3.7: Our hand-guided object recognition method (CO) tends to improve recognition accu-
racy on average for S and B compared to the original HO and O methods.

CO tends to outperform HO and O consistently across sample sizes.

3.3.2.4 Teachable vs. generic

We explore whether the positive effect of the CO method over the HO and O methods,
observed in teachable object recognizers (TORS), carries on to a generic object recognizer (GOR).
As discussed in Section 3.2, we use as our GOR the Google's Inception V3 model [105]. Since a
GORis not trained on the labels of TEgO, its accuracy score should not be compared with those of
TORs, directly. As shown in Figure 3.10, to allow for the comparison, we use V-measure [112] by
comparing desirable properties of the two, such as consistency of their predictions given images
of the same object, and ability to distinguish between two different objects. Similar to Katorri
al. [4], we observe that a TOR achieves higher V-scores than a GOR. This is not surprising since
a TOR model is ne-tuned to the users, their environments, and the number of objects. However,
we did not anticipateCO and HO underperformingO in the GOR case. We suspect that the
presence of hands in the HO and CO images, as well as close-up cropped images in the CO, may

have induced some confusion in the GOR.
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Figure 3.8: Accuracy gain of our method (CO) over HO and O is more pertinent in cluttered
backgrounds (wild).

Figure 3.9: On average CO outperforms HO and O consistently across training sample sizes
k=1;5;20.

Figure 3.10: Presence of hands (HO and CO) seems to have a different effect for generic vs.
teachable models.

3.3.2.5 Error analysis

Interested on how to improve our method, we focus on hand segmentation and localization
errors (Figure 3.11) as well as object features affecting recognition (Figure 3.12).

Hands out of frame.While S and B held objects in all CO images, the B's hand is not
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present in nine images; but, the objects are. These were taken in the wild environment and
included relatively large objects such as soda bottles (6) and cereal boxes (3). The localization
model correctly identi es object centers on seven of them and failed to localize any on the other
two, which partially include the object.

Hand segmentation errorémong 855 testing images collected in the vanilla environment,
hands are partially segmented on 11 images for S and 9 for B. Even with partial segmentation,
the localization model successfully infers the object centers. In 18 images from S and 29 from B,
the segmentation model misclassi es small non-hand parts of the image in addition to correctly
segmenting the hand. The localization model successfully infers the object centers in all but 2
images from B, where the misclassi es non-hand parts are in proximity to another object. We
observe similar patterns for the simulated wild environment. Among 855 testing images in the
wild, hands are partially segmented on 54 images for S and 15 images for B. However, the
localization model is affected only on one image for S and two for B. In other 30 images from
S and 42 from B, the segmentation model classi es small non-hand parts of the image as a hand
while correctly segmenting the hand. Again, the localization model successfully infers the object
centers for all but two images from B, where the misclassi ed non-hand parts are in proximity to
another object.

Object localization errors.There are few instances in the vanilla environment where the
localization model fails even though most of the hand is detected. Speci cally, on two images
from B, the model fails to localize the object, which is partially included. We observe 11 similar
instances from B in the simulated wild environment. However, the most common localization
error, observed in one image from S and 20 images from B in the wild, is misidentifying another
object close to the object of interest. We suspect that some of these errors could be mitigated with
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Figure 3.11: Positive and negative results on TEgO, with out-of-frame hands for some of the
negative examples.

additional training examples including such ambiguities.

Discriminative features of object3.he stimuli objects in TEgO were engineered to be di-
verse in terms of shape and function while sharing similarities to make recognition challenging.
We illustrate aggregated results on misclassi ed testing images as a confusion heatmap (Fig-
ure 3.12). We observe that some of the highest confusions are among objects within the same
category that are cylindrical or share visual features such as soup can and mandarin can, salt and
oregano, cheetos and lays. It indicates room for better performance in the recognition models

(TORs) independent of the quality of cropped photos fed by our localization model.

3.4 Discussion

We discuss implications and limitations of our analysis and the proposed hand-guided ob-

ject recognition method.
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