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As the aging population and related health concerns emerge in more countries

than ever, we face many challenges such as the availability, quality, and cost of medical

resources. Thanks to the development of machine learning and computer vision in recent

years, Deep Learning (DL) can help solve some medical problems. The diagnosis of

various diseases (such as spine disorders, low bone mineral density, and liver cancer)

relies on X-rays or Computed Tomography (CT). DL models could automatically analyze

these radiography scans and help with the diagnosis. Different organs and diseases have

distinct characteristics, requiring customized algorithms and models. In this dissertation,

we investigate several Computer Aided-Diagnosis (CAD) tasks and present corresponding

DL solutions.

Deep Learning has multiple advantages. Firstly, DL models could uncover underlying



health issues invisible to humans. One example is the opportunistic screening of Osteoporosis

through chest X-ray. We develop DL models, utilizing chest film to predict bone mineral

density, which helps prevent bone fractures. Humans could not tell anything about bone

density in the chest film, but DL models could reliably make the prediction. The second

advantage is accuracy and efficiency. Reading radiography is tedious, requiring years of

expertise. This is particularly true when a radiologist needs to localize potential liver

tumors by looking through tens of CT slices, spending several minutes. Deep learning

models could localize and identify the tumors within seconds, greatly reducing human

labor. Experiments show DL models can pick up small tumors, which are hardly seen by

the naked eye.

Attention should be paid to deep learning limitations. Firstly, DL models lack

explainability. Deep learning models store diagnostic knowledge and statistical patterns

in their parameters, which are obscure to humans. Secondly, uncertainty exists for rare

diseases. If not exposed to rare cases, the models would yield uncertain outcomes.

Thirdly, training AI models are subject to high-quality data but the labeling quality varies

in clinical practice. Despite the challenges and issues, deep learning models are promising

to promote medical diagnosis in society.
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Chapter 1

Introduction

As an important part of Computer-Aided Diagnosis (CAD), medical image analysis

applies machine learning techniques to recognize clinically valuable clues automatically

in order to guide doctors in the screening, diagnosis, treatment, and operation planning of

various diseases. While medical scanning has been ubiquitously applied to human bones,

organs, and soft tissues, inspection and decision-making still heavily rely on manual

work. Medical practitioners and computer engineers have long sought to automate image

analysis for improved ef�ciency and quality, but the process has been impeded by the lack

of effective computing models. With the emergence of advanced computing hardware,

large-scale datasets, and deep learning models, computer vision has been revolutionized

in the past 15 years. Deep learning models outperform humans in many visual recognition

tasks, and the same changes apply to medical imaging problems.

Preciseness and accuracy are required in the clinical setting. Medical image analysis

depends not only on computer vision technologies but more importantly on labeled data

and clinical knowledge. Each type of study subject (organs, bones, or soft tissues) can

have various distributions of anomalies. Therefore it calls for specialized machine-learning
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models for a particular scanning modality of the speci�c body part. In this dissertation, we

look at three medical image analysis tasks, namely Bone Mineral Density estimation from

Chest X-ray images, spine vertebra detection via CT images, and liver tumor detection

via CT images. These projects cover multiple task categories, including regression,

classi�cation, localization, segmentation, and detection.

Before we delve into a particular task, we look at the general concepts, goals,

and methodologies of medical image analysis. In this chapter, we take an overview of

the studies in this dissertation. We will provide the background as well as motivations

for each problem. The readers can go to individual studies (Chapter 3,4,5) directly if

interested. Chapter 2 gives more emphasis on the technological foundations of computer

vision and deep learning, as well as the critical aspects of medical image analysis. While

fundamental knowledge can be found in many textbooks and online resources, we summarize

some key concepts here for quick reference.

1.1 Medical image analysis

Medical image analysis is the process of extracting meaningful patterns from 2D or

3D images. Hospitals conduct medical image scanning for disease screening, diagnosis,

and treatment planning. Without resection, doctors can �nd important clues for many

diseases from the medical scans alone, such as bone fractures, organ tumors, and coronary

artery anomalies. However, reading medical scans requires many years of training and

can be a tedious job when a radiologist need to read hundreds of patient records daily.

Computer algorithms can automate this process, extract target information and store it in
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a database consistently, with the help of deep learning models.

Computer vision deals with object classi�cation, object detection, segmentation,

and geometry sensing in general. Everyday life is usually represented by RGB images

or videos, which is a single or a sequence of 2D projections captured by consumer

cameras. Recognizing real-world visionary concepts through 2D pixel representations

lies at the heart of computer vision. Machine learning models are designed to delineate

vision signals from simple lines, corners, outlines, and complex textures. The enthusiasm

for machine vision has gone a long way, beginning with traditional methods such as

handcrafted feature matching and registration. Statistical methods have helped advance

computer vision, but still far from applicable in many scenarios. Recently, learning-based

models become dominant in many pattern recognition tasks. Neural network architectures

and novel layers such as convolutional kernels, and activation functions, are the main

force that enables high-performance modeling and real-world applications.

Medical image analysis depends on the technological advancements of computer

vision. Many medical tasks are computer vision problems by nature, such as detecting

tumors in the organ, classifying the microscopic anatomy of biological tissues (histology),

and predicting bone mineral densities from bone textures. Therefore similar computational

models can be utilized in the medical imaging domain, to help with disease discovery

and monitoring. There are many differences and similarities between general vision and

medical scans. Above all, medical imaging has much higher requirements for preciseness

and accuracy in the processes of scanning, recognizing, and determining, because of

medical regulations and ethics. Detailed differences in terms of imaging modality, model

architecture, and analyzing metrics will be elaborated in Chapter 2.
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Figure 1.1: Medical imaging utilizes different scanning modalities on a variety of body
parts. Many diseases manifest structural changes inside the body, which can be captured
by Ultrasonography, X-ray, MRI, and CT. In the diagnosis scenario, the scanning usually
focuses on certain organs with speci�c imaging equipment.

1.1.1 Medical image analysis tasks

Medical imaging has been widely used in the diagnosis and monitoring of many

fatal diseases, such as cancer and Alzheimer's Disease (AD). Both cancer and AD would

develop lesions or texture changes inside the organs for a period of time, before showing

obvious symptoms. Before the signs or symptoms appear, the initial recognition of these

diseases is mostly through screening, including blood tests, and radiology scanning. It

requires �ne-level evidence such as a pathology study of organ tissues through biopsy

before making the �nal con�rmation.

According to the Global Cancer Statistics [1], an estimated 19.3 million new cancer

cases and almost 10.0 million cancer deaths occurred in 2020. The leading cancers by

incidence rate are female breast cancer (11.7%), lung cancer (11.4%), colorectal cancer
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(10.0 %), prostate cancer (7.3%), and stomach cancer (5.6%). By the mortality number,

the ranks become lung cancer (18%), colorectal cancer (9.4%), liver cancer (8.3%), stomach

(7.7%), and female breast cancer (6.9%). It is a consensus that building sustainable

infrastructure for cancer prevention in transitioning countries is of critical importance.

Medical screening of cancers enables cancer detection at an early stage, making room for

better progressive treatment. X-ray and CT images have been well adapted to screen many

cancers, such as breast cancer, lung cancer, colorectal cancer, liver cancer, and stomach

cancer.

Being the 6th leading cause of death and projected to increase over the years to

come in the United States [2], Alzheimer's Disease (AD) is the most common cognition-

degeneration disease, characterized by memory loss and brain changes. As neurons die

and connections break down, the brain regions may shrink. Depending on the Alzheimer's

stages, the degree of brain atrophy would cause varied brain volume loss. A CT or MRI

scan of the brain serves as an important clue for doctors to tell whether Alzheimer's

Disease exists. However, Alzheimer's Disease may affect the brain years before the

symptom manifestation, therefore the diagnosis may be delayed and the early treatment

is missed. If machine algorithms could detect early signs of brain changes, then the

patient could opt for medicine and preparation earlier, which is critical to slow down the

deterioration.

Medical imaging is an important modality for disease progression analysis and

health monitoring. For example, during regular health screens, patients take examinations

such as chest X-rays, and abdominal ultrasonography. If the technician �nds any abnormal

changes in the body, further tests would be arranged. Another example is the Rheumatoid
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Arthritis (RA) classi�cation, where the doctor needs to examine hand X-ray or foot X-ray

to determine the severity of RA. These processes all call for specially trained personnel to

examine with great care. Computer vision work�ows and machine learning models have

a high potential to improve both ef�ciency and quality, assisting doctors to �nd and locate

potential lesions.

1.1.2 Deep learning advancements in computer vision

Deep learning methodologies have dominated computer vision research nowadays,

and outperform humans in various benchmarks. In our society, many duties or jobs can

be partly or wholly formulated as computer vision tasks. For example, facial recognition

in the cell phone unlocking function is based on computer vision and machine learning

techniques, and the complex process can be decomposed into visionary information extraction,

feature registration, characteristic comparison, and identity determination. Another example

is Optical Character Recognition (OCR), where machines can instantly transform text-

containing images into sequences of words and sentences, ready for language translation

and other instructions. In both face recognition and OCR tasks, deep learning models can

work reliably with high accuracy.

Deep learning techniques for computer vision have seen rapid growth over the past

15 years. Though the neural network concept, convolutional layers, and backpropagation-

based optimization have been proposed for more than 30 years (before 1990), machine

vision does not become widely applicable until the information technology advancement

introduced by the Internet and new computing hardware. The democratization of consumer
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cameras and the exponential growth of picture sharing on social media make it possible to

create large-scale image datasets, such as ImageNet (2008), and MS COCO (2014). The

fast advancement of General Purpose GPU and computational libraries (CUDA toolkit,

cuDNN library, Torch, Caffe, etc.) signi�cantly reduces the technical dif�culties for the

wide adoption and research of deep learning. Harnessing all the hardware, software,

and knowledge in deep learning communities, entry-level engineers can train and deploy

powerful machine learning models to solve complex tasks, which is unimaginable before

2010.

The rapid development of deep learning is based on several core components which

solve long-standing challenges. Network layers (convolutional, dropout, ReLu, skip

connection, etc.) enable powerful recognition capabilities in neural networks, such as

local pattern learning, complex relationship modeling, and high adaptability. They also

help solve challenges such as training ef�ciency, gradient vanishing, and over�tting.

Novel loss functions (weight decay, Kullback–Leibler, Dice similarity, etc.) improve the

training process and enable speci�c training goals. Novel training schemes (unsupervised,

semi-supervised, generative adversarial, reinforced ) have enlarged the scopes and capabilities

of deep learning in solving computer vision problems. Deep learning models could solve

many computer vision tasks with well-de�ned scopes of patterns and logical relations.

The architecture and training process of deep learning models heavily depend on the data

characteristics and task de�nition, and practitioners need theory and experience to make

the model converge and perform well.
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Figure 1.2: Procedures involved in medical imaging task. The data acquisition, labeling,
model formulation, application integration, and clinical veri�cation all require knowledge
and experience in the medical domain.

1.1.3 The formulation of medical imaging tasks

Medical image analysis differs from general computer vision in several aspects.

In the medical imaging domain, the study is �xed on body parts, with limited types

of imaging modalities which have standard scanning de�nitions. The main purpose of

medical imaging is to learn the visual patterns of prede�ned lesions or diseases, while

the purposes of general computer vision range from object classi�cation, detection, and

segmentation to action recognition, and behavior analysis. Though the task is much

simpler in medical image analysis, the requirements of precision and interpretability are

much higher. Cross-hospital veri�cation of the machine model is always demanded before

it goes into clinical deployment. In many scenarios, machine learning models serve as
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Figure 1.3: Chest X-ray covers multiple organs, and bones, which can serve many
purposes in the screening scenario. Radiologists can examine if any part goes wrong.
Many anomalies can be spotted, such as rib fractures, cardiomegaly, compression fracture
in the spine, and lung nodules.

facilitating or supporting tools, and it is the doctor who makes the �nal decision.

Data collection and distribution regulations are of special concern for medical imaging

tasks. Due to the intrinsic nature of body scanning, data privacy concerns make it hard to

collect large-scale or cross-regional datasets, which is different from other vision tasks.

Considering that only some portion of hospital patients give permits for medical image

usage, the collected data may not fully represent the disease distribution in the whole

population. Depending on the medical purposes of each study, the task de�nition can

have large variations from the doctor, the engineer, and the implementation. Based

on closed-source data and speci�cally de�ned tasks, deep learning models may not be

directly comparable between different studies.

The goals and metrics of medical imaging tasks are within the scope of the related
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radiology practices and may vary in different organs or body parts. In the screening

scenario, an X-ray or CT image usually covers a large region of the body which makes

it possible to detect any occurring anomaly in multiple organs or parts. The medical

imaging models, therefore, are expected to segment the organs �rst, then classify each

organ as normal or abnormal. An example is the chest X-ray imaging in Figure 1.3. Upon

�nding irregular changes, the patient can take further examinations under the guidance

of physicians. In diagnosis scenarios, machine models can not only detect the illness but

also make �ner-level predictions based on the disease-incurred changes. For example, a

lung lesion detection model should be able to determine the existence, type, and spatial

statistics of lesions. When the prediction is not certain, probabilistic interpretation should

accompany the result. In the longitudinal scenario 1.4, researchers want to train machine

learning models based on the medical history and current examinations of the patients,

to forecast future disease development. In order to predict disease evolution, the model

work�ow needs to incorporate a larger learning context, including the joint representation

of different modalities. The related contexts include the changing pattern of the disease

in general, the genetic speci�cation of the patient, and the effects of medical treatments.

1.1.4 The critical aspects for medical image analysis

Data labeling plays an important role in segmentation tasks. There are several

aspects of labeling quality. As organs would have many associated diseases, medical

experts with professional knowledge are needed to determine lesion types. For some

datasets, the labeling process should be guided by radiology and pathology reports, which
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Figure 1.4: The longitudinal study can be designed in various ways. For some chronic
diseases, periodic monitoring of body changes is necessary. For example, older patients
with Hepatic B Virus are advised to take examination of the liver at intervals by the doctor.
Multiple modalities (including ultrasound, blood test, and sometimes CT) are needed to
monitor the liver status. By comparing with previous health records, doctors can prescribe
treatments. If some lesion exists, comparing historical measurements (size, density) can
help with lesion classi�cation and progression forecast.

provide insights from radiologists and histologists. Sometimes human eyes could not

distinguish lesions by checking the medical images, but representative visual patterns

may actually exist. Given correctly labeled lesion masks or bounding boxes, deep learning

models can pick up appearance nuances and store them in the embedded features.

The metrics for medical image analysis come from different perspectives. From a

pure computer vision point, lesion-level recall, accuracy, False Positive (FP), and False

Negative (FN) are essential. The segmentation tasks also compare the performance of

Dice coef�cients at different levels. In disease screening settings, patient-level metrics

such as sensitivity, and speci�city are more important, since the primary goal is to early

detect dangerous diseases. Besides, there are many technological metrics to evaluate

prediction quality, such as Pearson correlation coef�cients, Area Under Curve, and Mean

Squared Error.

Different from other vision tasks, medical imaging models go through strict scrutiny
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before clinical deployment. Restrained by data availability and engineering �aws, machine

learning models usually have limitations. Without training and validation on samples

from multiple medical centers on a large scale, models would not be considered fully

representative or robust. Even when we restrict the application scenarios to speci�c

goals for certain populations, third-party veri�cation is necessary. As a facilitating tool

for screening and diagnosis, deep learning models would function as helping hands for

medical practitioners.

1.2 An overview of medical image tasks in this thesis

Having introduced the general concepts for medical image analysis as well as the

related computational tools, we will take a tour of the tasks in this dissertation. These

three medical imaging tasks are all based on close collaboration between deep learning

engineers and experienced hospital doctors. The trained models in the experiments have

been delivered to doctors for larger-scale veri�cation. The implementation principles not

only consider engineering novelty but also stress the consistency with clinical requirements.

More details can be found in individual chapters.

1.2.1 Bone Mineral Density estimation from chest X-ray images

Osteoporosis is a metabolic disease widely affecting older people, characterized by

extremely low Bone Mineral Density (BMD). In 2010 adults aged 50 years and older in

the US have an overall 10.3% prevalence of osteoporosis, and it is estimated that 10.2

million older adults had osteoporosis [3]. The overall low bone mass prevalence was
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Figure 1.5: The bone mineral density status de�ned by the World Health Organization.
The DXA machine measures the density at the hip or lumbar vertebra to get the BMD
scores. The vendor-dependent BMD scores are normalized into the standard T-score
range, which can be used to determine patients' bone density status.

43.9%, and it is estimated that 43.4 million older adults had low bone mass. Symptoms

include back pain, loss of height, and fatigue, but people tend to ignore these symptoms

due to a lack of awareness. As a silent disease, osteoporosis can cause serious injuries

before the patients �nally get aware. The bones become fragile when the mineral density

is below a certain threshold, which may easily lead to bone fractures.

In current clinical practice, Dual-energy X-ray Absorptiometry (DEXA/DXA) is

used as the gold standard for measuring bone mineral density. The specially trained

operator would navigate the scan on the lower spine and hips. The DXA BMD can be

used to diagnose osteoporosis or osteopenia. However, due to the low availability of

DXA services and low awareness of bone mineral loss, DXA services are not adequately

performed around the world. So it would make a big difference if low bone mineral

density conditions are detected in regular health screening. Many non-DXA BMD measurement

methods have been proposed and analyzed, but currently, there are still no clinically

veri�ed applications deployed in scale. What's more, many of the non-DXA methodologies

suffer from critical drawbacks.
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Figure 1.6: The purpose of the chest X-ray BMD project is to investigate if we can predict
bone density status from the plain �lm.

One effective way to improve the health of the whole society is to screen disease

during opportunistic scanning. As the economy develops, normal body checkups become

increasingly accessible to all age groups. Chest X-ray is widely available, due to its low

radiation (0.1 mSv) and low cost. If we can utilize chest X-ray images to predict BMD,

many osteoporosis or low bone mineral density cases can be discovered in the early stage

before causing serious troubles. Previous works have shown X-ray images in the hip or

lumbar spine region could be used to predict BMD with high correlation, and it is highly

likely that chest X-ray images contain relevant information.

Next, we need to identify the challenges associated with the chest X-ray BMD

prediction task. The whole chest contains many anatomical structures, such as shoulder

bones, clavicle bones, neck bones, spine vertebra, ribcage, and many organs. Some

patients have implantation inside the upper body, and some patients suffer from diseases

that alter the organ textures. Due to the variations from the scanning device and actual

operation setting, chest X-ray image quality would vary accordingly. In order to handle
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the geometry variations, bone localization, and normalization are needed. In order to be

more robust to all kinds of diseases, regional and global information should jointly make

reliable predictions. To make the task simpler and practical, quality assurance before the

model training is also necessary.

Based on the above task challenges and technical requirements, we develop the

Attentive Multi-ROI modelto predict BMD from chest X-ray images. We �rst train

a graph convolutional neural network (GCN) for bone localization in the chest. The

localized key points (14 points at regional bone centers) are then used to crop bone

patches. Secondly, we adopt the VGG16 architecture to extract features. Thirdly, we

explore the correlations among local bones to generate the global feature through transformer

modules. During model training, multiple regions of interest (ROI) are utilized to predict

BMD and calculate the loss. During inference, only the predicted BMD from the global

feature is used. We also experiment with other model variations, to verify the module

functionalities.

We collaborate closely with doctors for data collection and result analysis. We

conduct extensive experiments to compare performances from different models. The

proposed model achieves 90% sensitivity and 90% speci�city for osteoporosis classi�cation.

The model predicted BMD has a strong correlation with the ground truth (Pearson correlation

coef�cient 0.894 on lumbar 1). For model veri�cation purposes, we develop a browser-

based interface for collaborating doctors to easily upload and process chest X-ray images.

Without complex operations on the running server, the doctors can send inference tasks

remotely through web browsers.
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1.2.2 Spine vertebra localization and identi�cation via CT

The human spine is an important structure for body motion. The sequential vertebrae

and surrounding muscles are the supportive structures for a variety of gestures and actions.

The vertebrae also protect the spinal cord, which is part of the central nervous system. The

spine diseases include injuries, infections, and aging-related bone changes. Orthopedists

need to �rst localize and identify the vertebra in medical image scans for further diagnosis.

Robust vertebra localization and identi�cation results would bene�t other related tasks as

well. The labels in segmentation masks of vertebrae can be re-assigned from reliable

vertebra centroid and identity. With precise segmentation and improved detection of

vertebrae, doctors can conduct examinations more ef�ciently.

The movable part of the human spine has 24 vertebrae, including 7 cervical vertebrae

(C1 - C7), 12 thoracic vertebrae (T1 - T12), and 5 lumbar vertebrae (L1 - L5). The

sacrum and coccyx vertebra are fused together and could not move. The spine vertebra

size increases as the index increase from top to bottom, bearing more and more body

weight. There are obvious landmark structures in some vertebrae, such as C7, T10, and

L5. But the other vertebrae are not easily recognizable because of the similarities with

the neighboring vertebrae. Due to the vertebra similarities in terms of bone structure and

contexts, machine learning models may assign wrong identities.

There are many challenges for vertebra detection in CT images. Besides the vertebra

similarities, scanning variations and patient conditions also pose dif�culties. Sometimes

patients only scan a small part of the spine, to avoid excessive radiation. A small �eld of

view contains fewer landmark structures, making it hard to anchor the vertebra sequence.
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Some patients have metal implantation or severe spine curvature, which impedes correct

localization. The scanning device may also introduce noises or biases.

To address the above challenges, we put forward the anatomy-constrained optimization

method to localize and identify vertebrae with high accuracy. We utilize the 3D U-Net to

get the voxel-wise probability maps for each vertebra in the �rst place. Then we aggregate

the vertebra centroids together in the 3D space to �nd the spine line. Afterward, we

transform the 3D vertebra centroid probability maps into 1D signals, retaining the spatial

distances between vertebrae. In the straightened signal line, vertebra centroids and discs

are represented as peaks and valleys. A �nal sequence of vertebrae can be obtained from

the normalized 1D signals. By modeling anatomy constraints explicitly, the optimization

process would �nd out a viable solution that is both physically plausible and robust to

scanning challenges.

We evaluate the proposed method on a public benchmark and achieve state-of-the-

art performance. Through visualization and comparison with ground truth, our predictions

are correct most of the time. The failures occur when the CT scan is of a small �eld

of view or there exist extreme spine curvatures which would cause ambiguities. Some

people may have an abnormal number of vertebrae in the spine, and this would also cause

uncertain outputs.

1.2.3 Liver tumor segmentation and detection from CT images

Liver cancer ranks 6th cancer by incidence but ranks 3rd by cancer mortality. The

liver is the largest organ in the human body and has many critical functions. It regulates
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the blood chemicals, involving multiple systems in the body. It has complex connections

with other organs through vessels and ducts. The liver is immediately boarding the portal

vein, the gallbladder, the spleen, and the stomach. Digestion or blood problems would

unavoidably affect liver functionalities. As a regenerative organ, the liver has the ability to

repair and renew, before irreversible changes occur. There are many factors contributing

to liver anomaly, such as drinking alcohol, smoking cigarettes, obesity, and hepatic virus

infection.

As an important organ in terms of both size and functionalities, liver diseases

develop in various and complex ways. Liver diseases may develop in several stages

of texture changes before the malignant tumors form. Common liver texture changes

include fatty liver, �brosis, and cirrhosis. There are many types of lesions in the liver, and

the most common ones include cysts, hemangioma, and focal nodular hyperplasia (FNH).

There are mainly three types of malignant tumors in the liver, namely Hepatic Cellular

Carcinoma (HCC), Cholangio, and Metastasis (Meta, migrating from other organs). The

lesions can appear anywhere inside the liver, next to the hepatic vessels or duct, on the

liver boundary. Sometimes the liver may go through morphological changes, such as

enlargement or shrinkage. These all add up to the lesion detection dif�culties.

Liver tumor detection also suffers from data availability and labeling challenges.

Since the liver is very large and complex, it calls for a large number of high-quality

liver scanning images for training and validation purposes. As liver tumor labeling needs

professional knowledge and pathology support, close collaboration with liver experts is

essential. Due to privacy regulations and data sharing restrictions, there are no public

liver CT datasets with pathology-veri�ed multi-lesion labeling. Some datasets such as
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LiTS or MSD only contain one-phase CT images without differentiation of liver lesion

types. Therefore, we collaborate with a large regional hospital to curate a high-quality

liver dataset with multi-lesion segmentation masks. We develop the labeling procedures,

guidelines, and customized labeling tools. In the end, we obtain 1633 patient cases, with

four-phase CT images having segmentation masks of 7 organs and 6 types of liver lesions.

We develop the 2-stage liver tumor detection work�ow which yields both high

sensitivity and speci�city for malignancy detection. We adopt the 3D U-Net for organ and

lesion segmentation in the �rst place, which gives us the probability maps for individual

classes. Doubling the lesion prediction intensity in the probability maps would increase

the lesion sensitivity, at a cost of more false alarms (False Positives). To suppress the false

positives, we use the lesion classi�cation module and a dedicated lesion segmentation

model which only feeds on patches inside the liver. To make the lesion model robust to all

kinds of suspected liver textures, we conduct context-aware lesion augmentation, which

randomly combines lesion croppings with lesion-free patches of the same liver. In this

way, the lesion model learns better to distinguish true lesions from suspected textures.

The segmentation result of the �rst model and the lesion reclassi�cation result of the

second model are combined to form a consensus, which yields the best result.

We experiment and test our proposed working pipeline in both theDiagnosisscene

(four-phase CT scanning images) and theScreeningscene (non-contrast CT image only).

In the diagnosis scenario, doctors would use all four CT phases to identify the liver tumor

types, guiding further treatment. In the non-contrast or opportunistic setting, the patient

goes for a regular body checkup or some preliminary examination, with the purpose

of determining the malignancy's existence. Testing on 331 cases more than half of
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Figure 1.7: The arrangement of all the chapters. The �rst part gives the reader the
necessary background, including medical image analysis and related technologies. The
second part contains three projects, applying deep learning models to solve real-world
medical tasks. The last part is the summary of the dissertation, discussing the future
outlooks of medical image analysis.

which have some liver disease, the proposed pipeline achieves promising results in both

scenarios. The proposed model achieves patient-level accuracy of 89.3% and 86.6% for

the CT liver classi�cation task in the contrast-enhanced setting and in the non-contrast

setting respectively, which holds strong clinical potential.

1.3 Outline of this Dissertation

In Chapter 2, we will take a closer look at the technology foundations for medical

image analysis. Medical image analysis tasks originate from clinical reality and can be

reformulated as computer vision tasks. Common computer vision principles apply to

medical image analysis tasks as well. However, due to the nature of medical scanning and

privacy restrictions, there are many differences. Any computer-aided diagnosis system

needs to comply with medical imaging characteristics, for both ethical and technological

purposes. Deep learning has revolutionized computer vision research in recent 10 years,

and medical image analysis also has signi�cant improvement. Given enough labeled data,

machine learning applications can solve many speci�c medical imaging tasks, though
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with some restrictions. Such examples include organ segmentation in CT images, pancreas

tumor detection via CT, and so on.

In Chapter 3, we will delve into the chest BMD project. Osteoporosis or low bone

mineral density affects more than half of the population over 65 years old. Low bone

mineral density may cause serious injuries such as fragile fractures in old people, which

can be life-threatening. If we can detect the low bone mineral density at an early stage and

treat the disease as prescribed by the physician, bone mineral loss speed can be largely

reduced. As the most common radiology scanning, chest X-ray images would make a big

difference if BMD can be inferred from chest X-ray at certain accuracy. We will look

at the necessary factors such as data collection, deep learning models, experiments, and

result analysis to verify the assumption.

In Chapter 4, we look at the vertebra localization and identi�cation problem. As a

major bone structure in the human anatomy, spine vertebrae bear the upper body weights

and function as an important mechanism for body actions. When the patient takes a

CT scan of the lateral spine for the doctor to examine, the �rst step is to localize and

identify vertebrae. However, due to the structural and contextual similarities, there can

be ambiguities distinguishing the vertebra identities. What's more, it is desirable if the

computer algorithms could automatically localize the centroid of vertebrae. With the

centroid and identity of all vertebrae in the CT scan, it would be much easier for automatic

diagnosis of vertebra conditions.

In Chapter 5, we continue medical image analysis with CT scans but focus on the

liver tumor detection task. Automatic liver tumor detection has long been sought after in

clinical settings, which could help with the early detection of liver cancer and reduce the
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radiologists' workload substantially. However, there are many challenges due to complex

liver conditions and lesion ambiguities. Short of public liver CT datasets, it becomes even

harder. We will identify the characteristics of liver tumor detection tasks, investigate the

challenges, and put forward our solutions. The whole pipeline of automatic liver tumor

detection is discussed, including data curation, work�ow design, 2-stage prediction, and

result analysis.

In Chapter 6, we discuss the development opportunities and challenges in medical

image analysis. Deep learning methodologies have revolutionized vision-related tasks,

and it is no surprise that medical image analysis would play a more important role in

the clinical environment. Machine-backed automation will surpass human inspections

of radiography images in many scenarios, and the challenges mainly lie in data-sharing

regulations, diagnostic procedures, and clinical integration of computer-aided diagnosis.

We should be con�dent that deep learning methodologies will bene�t us all in near future.
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Chapter 2

Deep Learning and Medical Image Analysis

2.1 Introduction

In this chapter, we take a look at the background of medical imaging analysis. First,

we will start with the role of medical imaging in clinical settings. Second, we de�ne the

medical imaging tasks from a computer vision perspective. We will see the similarities

and differences between general computer vision tasks and medical imaging tasks. Third,

We overview computer vision techniques and milestones. Last, we look into deep learning

applications, with a focus on models, and datasets related to medical image analysis tasks

in this thesis. Now let us start with common types of medical scanning.

2.1.1 Medical imaging modalities

Medical ultrasonography Medical ultrasonography creates images of internal body

structures to measure characteristics such as distance, velocities, and lesion presence. It

is real-time, portable, low-cost, and radiation-free [4]. Even though it avoids the use

of ionizing radiation, it has many shortcomings. Ultrasonography requires a specially
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trained operator to actively inspect and cooperate with the patient, and it also suffers

from noises or obscurity from bone or air. It has a limited �eld of view and is hard to

produce stable and consistent images compared to X-rays. There are many con�gurations

for ultrasound, such as operating mode and imaging techniques. Ultrasound examination

is widely used as the screening tool for many diseases, such as liver tumors, stomach

lesions, and soft tissues around bones. Once suspect lesions or anomaly is found, doctors

may refer the patients to more accurate imaging modalities such as CT or MRI.

X-ray image X-ray is the most common diagnostic imaging modality. The X-ray

machine sends out electromagnetic waves which pass through the body, and the �lm

receptor on the other side captures the radiation signals [5]. Dense parts such as bone,

and some lesions would absorb the X-ray more thus rendering the corresponding regions

darker in the X-ray �lm. Conditions such as bone fractures and tumor formation can

be detected if the anomaly is noticeable. Compressing a 3D body structure into a 2D

imaging scan, the overlapping or cluttering pixels may leave out important details. Thus

stereo scannings such as CT or MRI are usually required once the doctor �nds suspicious

scanning results. X-ray scannings on different body parts are used in various scenarios,

with varied radiation absorption ratios. Radiation may affect vulnerable populations such

as children and pregnant.

Computed Tomography Computed tomography (CT) produces a voxel-level image

scanning of organs or body parts by processing multiple X-ray measurements taken from

different angles with tomographic reconstruction algorithms [6]. CT service become
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widely available in the last 30 years, and about half of CT scanning in the US are contrast-

enhanced which shows the lesions or organs with more clarity. 3D imaging scanning

serves as an important organ or tissue examination tool for doctors in screening, diagnosis,

measuring, and monitoring diseases. However, a chest or abdominal CT can have as

much as 100 times body radiation absorption compared to a chest X-ray. Low-dose CT

or organ-focused CT may be preferred especially for the sensitive population.

Magnetic Resonance Imaging MRI produces 3D scanning of the body, without radiation.

Instead, it utilizes magnetic �elds and a special computer to take high-resolution pictures

of the body part, which could show bones as well as soft tissues [7]. Having higher

resolution and better visual qualities for soft tissues, MRI has advantages for examining

subtle changes in the brain or soft tissues. But the complex operation and long scanning

time may cause discomfort to patients. Therefore MRI is not as widely used as X-ray/CT

in regular body screening. Instead, its advantages lie in disease diagnosis, staging, and

follow-up. Paired with corresponding con�gurations and scanning processes, MRI can be

adapted to the best visual quality for many body parts.

2.1.2 Medical image analysis as computer vision tasks

Common medical imaging equipment and trained staff are widely available in many

countries, and radiology reading and interpretation are crucial for disease screening,

diagnosis, treatment planning, and monitoring. X-ray, CT, and MRI are increasingly

used to screen organs, bones, and soft tissues since they are usually accurate enough

and affordable. The scanning process requires professional operators, who know the
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steps and cautions. Afterward, radiologists read and explain the radiology images, to

localize and determine lesions or organ changes. The radiology interpretation process,

which is knowledge-intensive and time-consuming, can be costly. What's more, human

interpretation may not be complete or consistent, due to subtle lesion variations and

negligence. Therefore automatic machine interpretation with human-level accuracy is

long sought after in practice. When computer-aided diagnosis equipped with competent

machine learning models is deployed in hospitals for screening or diagnosis purposes,

it boosts work�ow ef�ciency and lowers medical costs, promoting affordable and high-

quality health care.

Automatic intelligent medical image analysis can outperform human beings and

bring in extra bene�ts in many scenarios. For example, some bone fractures only cause

nuance changes in the chest X-ray, which is hard to �nd by the eye. Deep learning models

can be trained to discover such underlying fractures and inform the patients. Another

example is early tumor detection. Cancer is a major health threat in many countries, and

a critical aspect of good treatment is early detection. Tumors are usually small during

the early stage, and hard to notice during body screening with X-ray or CT images.

Deep learning models could learn to detect small lesions or lesions on the organ margin.

The radiologist could harness the automatic �ndings from the model-based segmentation

pipeline, and re-examine the suspected lesions, to substantially improve the sensitivity

and reduce the cost.

For some disease diagnoses, novel applications can be created with the medical

image analysis models. For example, Rheumatoid Arthritis (RA) can be staged by the

Joint Space Narrowing (JSN) degree in the hand X-ray images, requiring special orthopedics
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Figure 2.1: Medical Imaging Analysis depends on radiology scanning and may rely on
the pathology report. Machine learning application in medical imaging analysis involves
multiple steps such as data collection, labeling, and model development.

knowledge which limits the service availability. Machine learning models can learn to

classify the JSN degree and make consistent predictions. With the help of a deep learning

pipeline, machines can early detect or classify RA from regular hand X-ray images.

Another example is predicting BMD from X-ray images. Normally, BMD examination

is performed with the DXA machine, which is not widely available. Computer vision

models developed with deep learning techniques can be utilized to predict BMD with

adequate accuracy for osteoporosis screening.

There are many considerations when formulating medical imaging problems as

computer vision tasks. Medical image analysis has many similarities and differences with

general computer vision problems. The task scopes include classi�cation, segmentation,
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and detection. Many well-studied computer vision methodologies apply to medical image

tasks, such as semi-supervised learning, transfer learning, and image augmentation. However,

collected as human body scans, medical image data only has small local variations in

regional structures, texture, and lesions because of the similarity in human anatomy. The

training aims to make machine learning models sensitive to these subtle details, which is

essential to medical �ndings. So the pattern distinctions among labels are regional and in

small magnitude. However, pattern clues in RGB images would lie in large and complex

relationships in much larger space ranges. Based on the fundamental differences in

patterns and purposes, pixel or voxel segmentation capturing local nuances is more crucial

for medical image tasks. In this sense, the segmentation masks not only contain organ

statistics but also provide �exible and detailed lesion detection results, out-competing the

detection or regression results in many medical scenarios.

2.2 The basics and cores for computer vision

Arti�cial Intelligence (AI) generally includes all man-made machinery, algorithms,

and methodology that can handle complex tasks requiring memory and reasoning. Humans

have long sought after automatic and intelligent machines that could accomplish complicated

jobs to facilitate production and improve quality. As a key aspect of AI applications,

Computer Vision (CV) deals with recognizing image patterns, such as classi�cation,

detection, and segmentation of de�ned objects, activities, and other targets. Computer

vision develops alongside AI advancement in recent decades, from initial conceptualization

in the 1960s to established traditional machine learning (statistical methodology) in the
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Figure 2.2: Factors to consider in medical image analysis. Researches and applications
rely on the medical understanding of diseases, computing hardware, deep learning
platforms, image processing algorithms, and deep learning models.

1990s, and to Deep Learning (DL) era in the 2010s.

Same to the critical factors for any AI applications, computer vision advancements

build on high-performance computing hardware, high-quality datasets, and improved

machine learning algorithms. Before General-purpose computing on graphics processing

units (GPGPU) was introduced at the beginning of the 21st century, machine learning

algorithms run on the CPU only, which usually has a limited number of processors. The

hardware limitation constrains the implementation algorithms for computer vision tasks,

and algorithms need to consider both the time complexity and the space complexity.

Due to the limited spread of sampling devices such as cameras, and medical radiology

equipment, data collections are usually of small scale and have simple labels before the

2010s.

With the advancement of computing hardware (faster CPU, GPGPU, CUDA), more
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complex machine learning algorithms are designed and implemented. In the social media

era, images can be captured and shared more easily than ever. With the coming ofAlexNet

and subsequent deep convolutional neural networks, pattern recognition enters the deep

learning era. Researchers and engineers build and share the whole stack of technology

components for computer vision, such as hardware computing facilities, fundamental

libraries of mathematics and computing acceleration, software libraries for machine learning

algorithms, deep learning platforms utilizing GPU, and pre-trained models. What's more,

many institutions are willing to share labeled data collections, which makes it possible

for anyone to build AI models.

2.2.1 Representative computer vision techniques

Researchers have developed traditional methods in computer vision applications for

decades, usually with hand-crafted features, application-speci�c patterns, low-resolution

inputs, and small-scale datasets. The common methods include hand-crafted feature

matching, neural networks, support vector machines, principal component analysis, and

decision trees. Depending on the task purposes, these methods may have different usages

in image classi�cation, registration, and clustering. But they suffer from many limitations,

including small image dimension, simple target pattern, too much hand engineering,

little robustness, and limited generalization. The limitations come from many aspects,

such as limited computing power, lack of modern computation theory and tools, and

the lack of labeled data. When technology development breaks up these ties, traditional

solutions soon give way to deep learning models in recent 20 years. Inspired by the
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Figure 2.3: Computer vision tasks and methods. The traditional methods contain all
the non-learning-based methodologies, such as hand-crafted feature matching, linear
regression, SVM, and decision trees. The learning-based methods upgrade the model by
adjusting parameters iteratively in an automatic way, to search for the best-�tting solution.

biological computation process, deep learning methodology implements auto parameter-

�tting solutions with layered architectures. Relying on specialized layers (convolutional

layers, ReLu layers, dropout layer, skip connections, etc.) and the optimized parameter

updating schemes, deep learning models are much more adaptive and resilient than traditional

ones.

The deep neural network is inspired by the functioning process of biological neurons

in the vision system [8]. In the visual perception system of humans or other mammals, the

retina transforms the light into neuronal signals, which can be further transmitted into the

visual cortex. It still remains a mystery how exactly the brain processes visual signals,

but it is reasonable to assume that there are many biological components dedicated to

speci�c functionalities. Humans learn to perceive still or moving objects for a long time
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during infant periods, when knowledge accumulates in the visual system. Humans have

more advanced visual recognition abilities than other animals because humans learn more

about logical concepts beyond object appearances. It is also sensible to assume that our

brain functions in `sequential concept-speci�c layers', and the initial layers are in charge

of points, color, distances, lines, and corners. The intermediate layers process the shapes,

speed, and contours. The advanced layers recognize more complex objects, and actions,

and associate them with brain memories or reactions.

Arti�cial Neural Networks have been proposed to solve practical problems but

encountered many challenges in the last century. The backpropagation algorithm would

suffer from gradient vanishing when the network becomes deeper. For computer vision

tasks, linear mapping layers could not capture texture patterns due to a lack of computational

locality. Before solving the visual pattern recognition and gradient vanishing challenges,

deep-layer neural-like arti�cial systems are not possible. Researchers in the 1980s and

1990s begin to adopt the convolutional kernels in neural networks [9] [10] [11], which

captures the visual elements in cascaded manners. With the advent of novel non-linear

layers (ReLu) and more regularization techniques (dropout, weight decay loss, etc.), very

deep convolutional neural network architectures (AlexNet, VGG, etc.) become possible

and popular.

2.2.2 Representative models, techniques, and datasets

In the past decade, deep learning models become dominant in general computer

vision applications. Deep learning models such as AlexNet [12], VGGNet [13], and

32



ResNet [14] have achieved higher and higher accuracy on the ImageNet [15] challenge.

Thanks to the deep learning platforms (Caffe, TensorFlow, PyTorch, etc.) and deep

learning model zoos, an entry-level researcher could train or infer general vision tasks

in a very short time. The �ourishing developments of deep learning draw attention from

all areas, producing increasingly large and high-quality datasets. Deep learning building

blocks are summarized in Figure 2.4.

Regularization layers expand the modeling capacity and can help avoid over�tting

or gradient saturation problems. Non-linear activation functions such as ReLu and its

variants increase the modeling capacity by enabling deeper layers without severe gradient

saturation problems. The dropout layer forces the model to become resilient against

perturbations by randomly suppressing some neuron outputs during the training stage,

which make more units to be effectively functioning. During the loss calculation, the

weight decay reduces the complexity of a model and prevents over�tting by adding a

weight regularization term.

Novel network architectures help solve fundamental computer vision tasks such

as image classi�cation, segmentation, object detection, and image generation. Take the

segmentation networks as an example, the U-shape architecture and its variants employ

the encoder-decoder work�ow and shortcut connections to achieve pixel-level or voxel-

level classi�cations. After passing through layers of mapping and transformation, the

encoder layers learn a good feature embedding. The decoding layers extract the embedded

information and combine it with corresponding high-resolution intermediate information

of the encoding layers, to generate desired outputs. Encoder-decoder models have been

widely used in image denoising, object or semantic segmentation, and variational auto-
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Figure 2.4: Deep learning models are ubiquitously adopted in computer vision, natural
language processing, and speech recognition tasks. Although tasks differ by scopes,
goals, and datasets, they share similar working principles, underlying components, and
training techniques.

encoding.

New visual datasets and benchmarks promote technology upgrading and deep learning

adoption. The ImageNet challenge contains more than 10 million images, which serves

as a standard benchmark for all vision classi�cation models. Model weights pre-trained
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on ImageNet contain the representation knowledge, ready for reuse in other vision tasks

through transfer learning. For example, we can keep most of the intermediate layers

unchanged, and retrain the initial convolutional layer and the last classi�cation layer,

when transferring the representation knowledge learned in the ImageNet dataset, to other

vision tasks such as the CIFAR-10 and Fashion-MNIST. Transfer learning not only reduces

training time but also substantially improves the performance of tasks with limited data.

2.3 Applying deep learning in medical image analysis

2.3.1 Applications in medical image analysis

Medical image analysis plays a crucial role in many disease diagnoses. Ultrasound,

X-ray, CT, and MRI take the scanning image of some body parts, to visualize abnormal

changes inside. Traditionally, it requires medical specialists or radiologists' time and

patience to inspect and determine, introducing the high labor cost. However, human

judgments unavoidably bring in inconsistency and error. Machine-facilitated medical

image reading or computer-aided diagnosis may signi�cantly reduce human labor and

improve the diagnosis quality, in terms of speed, cost, accuracy, and reliability.

Deep learning has been applied in the Computed-Aided Diagnosis of many diseases.

For example, Chen-I Hsiehet al. [16] presents an automated tool to identify fractures,

predict BMD, and evaluate fracture risk using plain radiography. Kanget al.[17] proposes

a semi-supervised self-training algorithm to train a BMD regression model. Hoo-Changet

al. [18] investigate the CNN architectures and datasets for medical imaging tasks. Deep

learning models have shown ef�cacy in lesion detection and classi�cation for various
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diseases [19]. One example is lung lesion detection, which draws a large amount of

social attention during the COVID-19 outbreak. COVID-19 has many symptoms, and

one of them shows in the lung. A deep learning model could take in the 3D thoracic CT

image, and detect the lung lesions. The diagnosis could be affected by many factors, such

as patient medical history, scanning setting, the lesion ambiguities. Trained on a large

amount of human-labeled CT scans, deep learning models could help doctors identify

lung parenchyma changes automatically and ef�ciently, which helps relieve the shortage

of medical personnel.

2.3.2 Medical datasets

In recent years, the medical imaging community has curated many public datasets

and recognition challenges, which signi�cantly speed up research activities. For example,

Xiaosonget al. [20] presents the ”ChestX-ray8” database, which comprises 108,948

frontal-view X-ray images of 32,717 unique patients with the text-mined eight disease

image labels from the associated radiological reports using natural language processing.

Antonelli et al.[21] organizes the MSD challenge, comprised of different targets, modalities,

and challenging characteristics. The MSD challenge provides datasets for different organs,

such as the brain, heart, hippocampus, liver, lung, pancreas, prostate, colon, hepatic

vessels, and spleen. With the availability of high-quality datasets, researchers propose a

variety of models and compare them against each other to boost technology improvement.
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Figure 2.5: There are multiple choices for the labeling tool. We can utilize open-source
desktop software, which is free and reliable. We can also pay for online labeling services
to label medical images, which has advantages and drawbacks. When we are working on
a large number of images, the most effective solution needs customization of the desired
functions and features.

2.3.3 Data labeling

One of the central problems in medical image modeling is data labeling. It requires

hundreds or thousands of patient records for a task, and it calls for both medical knowledge

and engineering speci�cations to conduct the labeling. A data labeling or curation committee

should set up the labeling targets, protocols, procedures, software tools, guidelines, the

quality review rules. For a particular labeling task in an organ, the committee should

de�ne lesion types, characteristics, visual appearances, and exceptions. As there can be

many rare or exceptional cases in any organ, explicit and complete labeling rules should

be de�ned correspondingly.

As data labeling is a technical and laborious job, the software tool is crucial for both
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ef�ciency and cost. There are different kinds of labeling platforms. Open source labeling

tools (ITK-snap, 3D Slicer) usually support mainstream medical image formats (DICOM,

NIfTI), and have integrated many useful functions (draw, erase, zoom, selection, multiple/3D

views, statistics, display contrast). However, existing open-source tools lack many modern

features, such as �le management, auto loading, auto contrast, label-color con�guration,

concurrent display for multi-phase CTs, and intelligent mask editing.

Besides traditional desktop software, online labeling services for medical images

are also popular. Online services (egg: iMerit - Medical Imaging) provide support from

both professional physicians and trained labeling laborers. The experienced teams would

develop labeling guidance and distribute the labeling work to individuals. Machine auto-

labeling combined with human correction can effectively boost ef�ciency. However,

labeling services also suffer from several drawbacks, such as data security concerns, high

expense, and labeling errors.

To ensure high-quality labeling results, medical imaging tasks may need careful

design in all the relevant steps. Due to the differences between targets and medical

images, the labeling steps and actions may vary. It is best to customize the labeling tool for

better work�ow integration. If communications for review and discussion of labeling are

needed, there should be convenient reviewing facilities. When a patient case has multiple

medical images or masks, the software should load and display them simultaneously. The

tool should also be able to load medical reports (radiology, pathology) automatically, for

improved ef�ciency.
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2.3.4 Application principles from different perspectives

The �rst and foremost principle for machine-learning applications in medical image

analysis is accuracy. In clinical practice, the medical centers and the personnel need

to follow strict rules and procedures, derived from medical knowledge and government

regulations. The diagnosis of diseases involves many disciplines and years of experience.

And sometimes the diagnosis could not be guaranteed even by expert groups, where

speculations have to be made. One machine learning model may work only on a speci�c

disease, under strict clinical guidance and application restrictions. Experiments on representative

population distributions are required to derive convincing results, and clinical veri�cation

must be done before application.

From the view of information theory, the machine models should utilize the existing

medical knowledge and patient scanning to the maximum. The deep learning models

should be trained on large-scale data, with accurate and detailed ground-truth labeling.

The disease diagnosis patterns are learned and stored in the network parameters. The

machine system should be designed to include clinical practices and procedures, for

maximum compatibility. Each intermediate representation in the system should be able to

preserve the information and entropy as much as possible. There should be information

completeness, high-level disease-speci�c representation, and probabilistic prediction in

the system results.

From the view of implementation and operation, the system should have good

reliability and usability. The models may contain complex components and processing

steps, which should be packaged and accessed by simple interfaces. The computing
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resources should be estimated before deployment and the functionalities should be tested

for all possible scenarios. The system should provide simple and easy access methods for

the user to upload, download and store patient cases.

2.3.5 Limitations

Although it has been proved that deep learning models have outperformed human

in many vision recognition benchmarks, machine models still has many challenges or

limitations in medical image analysis. First of all, due to data sharing dif�culties and

the heterogeneous medical standards across the globe, it is hard to develop a universal

medical model for particular diseases. Unlike general computer vision, researchers in

medical image analysis are not able to share patient data or trained models freely. Models

of the same purpose may be studied and trained independently in different hospitals.

Secondly, the ground truth labeling for medical images needs to consider many aspects.

People in different regions or communities may have varied disease distributions, and

hospitals may provide various kinds of treatment based on patient history, �nancial status,

doctor's professional ability, and so on. The labeling quality may have substantial variations

even between doctors, which adds up to the dif�culty of obtaining a large and uniform

dataset. Thirdly, computer-aided protocols and regulations fall far behind technology

development. Human doctors are trained for years in medical schools and hospitals, and

they must get professional certi�cates before working in the diagnosis or treatment of

diseases. As an emerging role, machine learning models have not been well de�ned in

terms of application scopes, steps, limitations, and liabilities. Without adequate discussion
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and legislation, machine learning models would not be fully trusted or deployed on a large

scale.

2.4 Human-computer interaction and software tools

There are many steps and operations which require human-computer interactions

in medical imaging tasks. During the data inspection, the human operator needs to see

the medical image details and related summaries. For the abdominal scanning utilizing

the contrast-enhanced CT images, the operators need to check through all CT scanning

phases and compare for the differences to �nd potential lesions. For veri�cation and

failure analysis in the deep learning modeling process, the engineers need to visualize

the image masks along with the CT image, and sometimes we need to simultaneously

visualize several masks. During the mask labeling process, lesion information from the

radiologist, biopsy analyzers, and disease experts is needed for accurate guidance. And

the human-computer interaction software needs to present the information in reports,

and lesion annotations. When clinical users try to gain realistic geometry outlooks of

the scanned organs, the visualization software needs to present �exible 3D views of the

corresponding masks of the organs, lesions, and bones.

2.4.1 Integrated labeling tool for CT images

In Figure 2.6, the labeling process involves many roles and experiment steps. Therefore

the labeling tool needs to meet the corresponding requirements. To tackle the challenges,

the customized software uses various components with integrated internal logic. It should

41



Figure 2.6: There are multiple requirements for the labeling process. A handy tool would
effectively reduce human labor, increase working ef�ciency and improve result quality.

incorporate many functionalities such as case management, simultaneous multiple displaying,

clear mask showing, assistant mask computation, and convenient mask editing. To maximize

the working ef�ciency, the labeling tool needs to carefully connect user-interacting operations

with visualization components.

The CT labeler in Fig 2.7 could satisfy desired speci�cations. The user could set

the image path and choose the �exible mask path, enabling storage separation between

the CT images (very large) and the mask �les (relatively small, frequently transferred

among workstations). The system could automatically load the clicked case and compute

the connected regions in the masks. In theDetailed Informationsection, medical reports

(radiology, pathology ) could show up automatically. Other case information or labeling

comments could also show up. When the user clicks on aregion in the Region list,

the displays automatically jump to the starting slice of the region with proper zooming

scale. And region statistics (volume, density) also shows up in each display window

42



Figure 2.7: The CT labeler interface (for illustration purposes). The user can con�gure
all the necessary settings conveniently, and the software makes the best effort to show
information in an intelligent way.

correspondingly. In theVisual settingssection, the user could con�gure CT images for

four display windows, which are synchronized and maneuvered simultaneously. The user

could also set multiple masks, each with unique displaying styles (contour thickness,

contour transparency, mask transparency). The labeling colors and names for different

labels can be con�gured by a con�guration �le. The software features ef�cient mask

editing abilities, such as mask initialization, contour-based drawing/erasing, and region-

speci�c cross-mask copying.

The implementation of the labeling tool is based on Python and QT. PyQt [22]

provides well-documented usages of GUI widgets and signal/slot mechanisms. Multi-

threading is used for the CT image loading, and connected region computation, for a

smooth user experience during case switching. The display windows can be con�gured

to show up in separate windows, for higher display resolution. The medical reports are in
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Figure 2.8: During clinical deployment, radiologists or doctors want to know the model
prediction as soon as possible. The whole process includes network connection, data
request, prediction computation, and result storage. The system should function smoothly
with the least delay.

CSVformat, and the user can con�gure the showing columns conveniently. All the user

con�gurations can be saved and loaded automatically.

2.4.2 Web service for prediction result retrieval

In many clinical scenarios, it is desired that the model could return prediction results

immediately after �nishing the computation. During the anomaly detection scenario, the

patient always wants to know the results instantly. Therefore, the result presentation

should follow the computation process closely. Firstly, the medical images are sent to

the backend server through network interfaces for data storage and inference-request

registration. Secondly, the data pre-processing and the prediction model are invoked to

serve the existing cases in the job pool. Thirdly, the prediction results are recorded and

returned to the calling client through the network. Then the client side could conveniently

show the machine predictions, in dedicated applications or web browsers. These steps are

illustrated in Fig 2.8
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Figure 2.9: The proposed work�ow of the backend server. TheProject Managerworks
in a Docker image for more �exibility. The system has been shown to work properly for
theChest BMDproject in the collaborating hospital.

One possible work�ow for the web serving solution is depicted in Figure 2.9.

The project manager receives HTTP requests and manages the project repository. The

operations are based on the internal storage hierarchy, listed at the bottom of Figure 2.9.

Eachproject is isolated from others, which is useful for multiple users in practice. It

provides a list of function interfaces, includingList projects, Create projects, Show project,

Upload cases, Update parameters, Download results, etc. The new-coming cases would

be added to processing pools, where the model engine would constantly check. The

prediction would be placed in the corresponding case folder, and the project manager

could update the status and communicate with the calling client.

The HTTP service is based on Flask server [23] and Jinja templates [24]. The

project managerandmodel enginerun in the same host (or in one Docker image). The
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HTTP server can handle more than 1000 network requests per second, though the model

engine inference would be much slower. The user could make requests through web

browsers or dedicated clients easily, and the results can be displayed as desired. In

practice, multiple doctors could use the system concurrently without interference. It

maximizes the utilization of computation resources while maintaining all the data and

results in a structured way.
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Chapter 3

Opportunistic Screening of Osteoporosis Using Chest X-ray

3.1 Introduction

Osteoporosis is a common chronic metabolic bone disease often under-diagnosed

and under-treated due to the limited access to bone mineral density (BMD) examinations,

e.g., via Dual-energy X-ray Absorptiometry (DXA). This chapter proposes a method to

predict BMD from Chest X-ray (CXR), one of the most commonly accessible and low-

cost medical imaging examinations. Our method �rst automatically detects Regions of

Interest (ROIs) of local CXR bone structures. Then a multi-ROI deep model with a

transformer encoder is developed to exploit both local and global information in the

chest X-ray image for accurate BMD estimation. Our method is evaluated on 13719

CXR patient cases with ground truth BMD measured by the gold standard DXA. The

model predicted BMD has a strong correlation with the ground truth (Pearson correlation

coef�cient 0.894on lumbar 1). When applied in osteoporosis screening, it achieves a high

classi�cation performance (average AUC of0.968). As the �rst effort of using CXR scans

to predict BMD, the proposed algorithm holds strong potential for early osteoporosis
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screening and public health promotion.

Osteoporosis is the most common chronic metabolic bone disease, characterized by

low bone mineral density (BMD) and decreased bone strength. With an aging population

and longer life span, osteoporosis is becoming a global epidemic, affecting more than

200 million people worldwide [25]. Osteoporosis increases the risk of fragility fractures,

which are associated with disability, fatality, reduced life quality, and �nancial burden to

the family and society. While with an early diagnosis and treatment, osteoporosis can

be prevented or managed, osteoporosis is often underdiagnosed and under-treated among

the population at risk [26]. More than half of insuf�ciency fractures occur in individuals

who have never been screened for osteoporosis [27]. The under-diagnosis and under-

treatment of osteoporosis are mainly due to 1) low osteoporosis awareness and 2) limited

accessibility of Dual-energy X-ray Absorptiometry (DXA) examination.

Opportunistic screening of osteoporosis is an emerging research �eld in recent

years [28–31]. It aims at reusing medical images originally taken for other indications

to screen for osteoporosis, which offers an opportunity to increase the screening rate at no

additional cost. As the most commonly prescribed medical image scanning, plain �lms'

excellent spatial resolution permits the delineation of �ne bony micro-structure that may

correlate well with the BMD. We hypothesize that speci�c regions of interest (ROI) in the

standard chest X-rays (CXR) may help the osteoporosis screening.

This work introduces a method to estimate the BMD from CXR to screen osteoporosis.

Our method �rst locates anatomical bone landmarks and extracts multiple ROIs as imaging

biomarkers for osteoporosis. Then We propose a novel network architecture that jointly

processes the ROIs with learnable feature weight adjustment to estimate the BMDs. We
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