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Equipping Al agents with effective, human-compatible communication capabilities is piv-
otal to enabling them to effectively serve and aid humans. On one hand, agents should understand
humans, being able to infer intentions and extract knowledge from language utterances. On the
other hand, they should also help humans understand them, conveying (un)certainties and proac-
tively consulting humans when facing difficult situations.

This dissertation presents new training and evaluation frameworks that enrich communica-
tion between humans and Al agents. These frameworks improve two capabilities of an agent: (1)
the ability to learn through natural communication with humans and (2) the ability to request and
interpret information from humans during task execution. Regarding the first capability, I study
the possibility and challenges of training agents with noisy human ratings. Providing humans
with more expressive tools for teaching agents, I propose a framework that employs descrip-

tive language as the teaching medium. On the second capability, I introduce new benchmarks



that evaluate an agent’s ability to exchange information with humans to successfully perform in-
door navigation tasks. On these benchmarks, I build agents that are capable of requesting rich,
contextually useful information and show that they significantly outperform those without such
capability. I conclude the dissertation with discussions on how to develop more sophisticated

communication capabilities for agents.
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Chapter 1: Introduction

1.1 Motivation

Since the inception of Artificial Intelligence (Al), researchers have imagined machines that
can communicate like humans. Herbert Televox, the first humanoid robot invented in 1927 by
Ron Wensley, was already equipped with the capability of speaking two simple sentences and tak-
ing actions based on human sound pitches. Alan Turing, the father of modern computer science,
described his famous test of intelligence as an evaluation of an agent's ability to hold natural con-
versations with humans (Turing, 1950). Later benchmarks and definitions of Al (Chollet, 2019;
Johnson et al., 2017; Levesque et al., 2012; Sakaguchi et al., 2020; Winograd, 1971) have consis-
tently placed strong emphasis on matching the ways humans generate and process information.

More than a mere aspiration to mirror humans, equipping Al agents with effective, human-
compatible communication capabilities serves a practically important goal: to enable these agents
to effectively serve and aid humans (Marge et al., 2022). While current Al agents are showing
tremendous potential to uplift the human society in various ways, in order for these agents to be
adopted by humans, researchers need to endow them with features that make them helpful and
safe for humans. Among many demanded features, the ability to effectively connect and establish
mutual understanding with any human is one of the most important. Specifically, to be helpful

for human users, an agent must understand what they want, being able to infer intentions and
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extract knowledge from their utterances. On the other hand, to safely serve the users, the agent
should help them predict and regulate its behaviors, by conveying its (un)certainties to them in a
human-intelligible way and proactively consulting them when facing difficult choices.

Many failures of Al in research and real-world conditions have suggested agents equipped
with insufficient capabilities of communicating with humans are dangerously brittle (Angwin
et al., 2016; Buolamwini and Gebru, 2018; Feng et al., 2018; Hernandez, 2021; Shridhar et al.,
2020; Technica, 2016; Wallace et al., 2019b). In these accounts, the power of training and modi-
fying the agent was placed in the hands of a small group of people. The regular users, who were
the main beneficiaries and risk-takers, were equipped with very limited mechanisms to harness
the agent, broaden its knowledge, and neutralize the risk that it presented. The lack of com-
munication between the agent and the human users led to both sides failing to establish mutual
understanding: the agent misinterpreted what the users needed and took inapt actions; the users
could not explain and anticipate the agent's behavior, thereby distrusting it.

To make Al agents more helpful and safe for regular users, the current technology needs to
be changed, towards empowering human users with more control of Al agents (Amershi et al.,
2014). Developing frameworks that support natural, rich, and faithful human-Al communication
can accelerate progress towards this goal. Specifically, equipping Al agents with the ability to
learn from natural communication with humans would allow them to be programmed by non-
expert users, thereby making them more useful for those users. Meanwhile, granting the agents
the ability to articulate specific uncertainties and to follow human advice would significantly
reduce the risk of them committing costly mistakes.

Enhancing human-Al communication would also address the redistribution of social la-
bor due to replacing humans with Al agents in current workflows. Substituting humans with

2



fully autonomous agents at a large scale would put a substantial fraction of the human workforce
into temporary unemployment, which could eventually lead to social turbulence if these humans
would not be quickly migrated to new occupations. Many leading scientists and policy makers
agree that a sustainable path for integrating Al into our society is to set human-centered goals,
focusing on creating technologies that amplify human efficiency and impact (Pretz, 2021; Riedl,
2019; Shang and Du; Shneiderman, 2020; UNESCO, 2021; Xu, 2019). The success of this strat-
egy is predicated on whether researchers can design Al agents that can coordinate easily and

successfully with regular human workers.

1.2 Current State of Human-Al Communication

Despite closing performance gaps quickly with humans in various domains, current Al
agents possess limited capabilities of communicating with humans. A common paradigm for de-
veloping these agents typically involvaslataset- or simulator-based training phas#owed by
a full-autonomy evaluation phas®uring the training phase, agents are trained on a large-scale
dataset or in a simulator that can generate an infinite amount of data points. During the evaluation
phase, the agents' model parameters are locked and they are tested with previously unseen tasks.
The agents execute the tasks on their own, until they choose to terminate or a time or computing
budget is exceeded. Finally, the agent that achieves the highest success rate is selected for deploy-
ment. In this paradigm, an agent almost never interacts directly with a human, except in certain
problems where it has to converse with humans as an intrinsic requirement of the task (e.g., a
chatbot). Because there are effective ways to optimize the training and evaluation objectives in

this paradigm without communicating with humans, the finally selected agent usually lacks effec-



tive, human-compatible communication capabilities, including the ability to learn directly from
humans through natural communication, to convey uncertainties in a human-intelligible way, or

to request and interpret human advice.

Limitations of Dataset/Simulator-Based Training Frameworks While a plethora of algo-

rithms and model architectures has been proposed, the foundational learning frameworks in Al
have largely been unchanged. Since the early days, two learning framew&rkeycement
learning (Sutton and Barto, 2018) arichitation/supervised learningPomerleau, 1988; Ross
etal., 2011), have primarily been carrying the progress of Al. While these frameworks have pow-
ered remarkable achievements, their designs are incompatible with the human ways of teaching.
Specifically, they allow communication through only highly primitive media: numerical rewards

in reinforcement learning and low-level action labels imitation learning. Learning signals ex-
pressed in these media can be easily harvested or artificially simulated, allowing exposing the
agent an enormously diverse set of data points. While this approach has been effective at inject-
ing foundational knowledge, agents eventually need to be able to directly learn from human users
their personal needs and preferences. In that case, communicating through rewards or low-level
action labels restricts the users' ability to convey complex, abstract concepts that they can nor-
mally effectively articulate via their natural languages. Learning through narrow communication
channels can be inefficient and ineffective, as the information received by the learner may contain

incomplete, ambiguous signals about the teacher's intentions.

Limitations of Full-Autonomy Evaluation Frameworks Most current agents not only have
restricted capability of learning directly from humans, but also are not built with incentives and

skills to generate and convey information to humans. A highly essential skill that agents should



acquire is the ability to ask questions to extract relevant knowledge from humans. As the world
is constantly changing, any agent would certainly face problems that are beyond its autonomous
problem-solving capabilities. An agent that relied solely on its built-in knowledge would not be
maximally helpful and even unsafe for serving humans. Facing a problem that it is not prepared
for, the agent may perpetrate harmful decisions without warnings. Lacking communication skills,
it neglect opportunities to make safer and more effective decisions by simply asking and follow-
ing instructions given by human bystanders and supervisors. Unfortunately, the full-autonomy
evaluation framework, which praises an agent based solely on its the ability to perform tasks on
its own, is actively promoting these kinds of high-risk behavior. While improving autonomous
performance of an agent is important to enhance human productivity, focusing solely on this

metric may misguide the development of Al that can actually benefit humans.

Efforts to Enhance Human-Al Communication. New subfields of Al have been founded

for the goal of democratizing Al and enhancing its utility for regular human users. Explainable
Al (Emmert-Streib et al., 2020; Samek et al., 2019) extracts human-intelligible signals about
the decision making of an agent to make it more transparent and trustworthy to humans. Al
security (Amodei et al., 2016; Hendrycks et al., 2021) studies techniques for strengthening this
technology against attacks from bad humans. Fair and just Al (Barocas et al., 2019; Doshi-Velez
and Kim, 2017; Mehrabi et al., 2021) focuses on detecting and preventing the negative social
impacts of Al on humans. Human-in-the-loop Al (Fails and Olsen Jr, 2003; Laird et al., 2017,
Wang et al., 2021; Zanzotto, 2019) finds ways to incorporate humans into the development and
operation of Al systems. Overall, these efforts have made Al agents significantly safer and more

approachable for non-expert users. But despite these progresses, the communication bottlenecks



in the traditional learning and evaluation frameworks remain largely unaddressed. In fact, the
currently dominating trend in the field is to continue exploiting the traditional frameworks to their
limits, proposing benchmarks that challenge agents' autonomous decisions-making capabilities,
and training agents with cheap, simple forms of learning signals to boost performance on those
benchmarks (Brown et al., 2020a; Gulcehre et al., 2020; Olson et al., 2017; Rae et al., 2021; Smith
et al., 2022; Thoppilan et al., 2022; Wang et al., 2019a). While this trend has produced agents
that are extremely successful in their trained domains, those agents would eventually need to be
able to be connected with humans to benefit them. Nevertheless, effective, human-compatible
communication capabilities that are requisite for accomplishing that goal will not emerge unless

the learning and evaluation criteria intentionally seek for those capabilities.

1.3 Challenges in Advancing Human-Al Communication Research

Incorporating interactions with humans into the traditional learning and evaluation frame-
works is met with great challenges. The theoretical challenge is to design an end-to-end opti-
mization framework that can accommodate the vast diversity and complexity of human language.
For primitive communication media like reward or low-level action label, the learning objective
is trivial to determine: maximizing the reward or minimizing the imitation gap. But for human
utterances, it is unclear what is the single objective that an agent should optimize for and how to
integrate diverse types of language feedback into an agent's model.

The practical challenge is to reduce cost and risk of conducting experiments with real hu-
mans. Currently, scaling up experiments with real humans to a large human population and

hundreds thousands of episodes requires an immense budget that most academia research groups



cannot afford. It is also an extremely risky to allow many humans to interact directly with agents
that are still under development. Hence, careful design and review processes are needed, further

increasing the time and cost of performing these experiments.

1.4 Summary of Contributions

My dissertation develops solutions to the fundamental challenges in human-Al com-
munication research. Specifically, | propose new learning and evaluation frameworks that
motivate the agent to develop effective, human-compatible communication skills. In addition, |
design low-cost and safe experimental procedures to accelerate empirical validation of research

progress. | organize my effort into two bodies of work:

1. Enriching human-Al communication during trainingn this body of work, | take steps
towards enabling Al agents to learn via natural communication with humans. | conduct
an empirical study on using reinforcement learning to improve machine learning systems
with simulated noisy human ratings (Nguyen et al., 2017), and develop a novel learning

framework for learning from human descriptive language (Nguyen et al., 2021);

2. Enriching human-Al communication during task performanae this body of work, |
focus on teaching Al agents to request and leverage human-generated information to timely
improve their decisions while performing tasks. | propose evaluation settings in which
agents can request information from humans, and devise algorithms for learning to decide

when and what to request (Nguyen and Daum? 111, 2019; Nguyen et al., 2019b, 2022).

In my work, | introduce several practical techniques for realistically simulating language-based in-
teractions with humans. Empirically, | have shown that my proposed algorithms can teach agents

7



to communicate expressively and effectively in simulation and thus can fulfill tasks significantly

better than agents that are equipped with more restricted communication capabilities.

1.4.1 Enriching Human-Al Communication during Training

Improving Machine Translation with Human Ratings Reinforcement learning allows a hu-
man to train an agent by assigning numerical ratings to its task executions. Compared to imitation
or supervised learning, this framework does not require the human teacher to be familiar with
the action space of the agent to convey learning signals. By 2016, reinforcement learning had
achieved successes in video games that provide ideal conditions for these methods: a small action
space and a reward function that is easy to define and compute (the game score). However, appli-
cation of this framework to more challenging real-world problems remained limited. A potential
use case of the framework was to leverage user ratings in online platforms to improve machine
translation systems. Nevertheless, text generation problems like machine translation presents a
great challenge for RL, as the action space in these problems is often gigantic (equal to the vo-
cabulary), and it may not be sufficient to summarize various qualities of a text through a single
numerical score.

| conduct a study on the benefits and limitations of using numerical ratings to improve
a neural machine translation system (Nguyen et al., 2017). Emulating real-world scenarios, |
generate ratings that are: (1) granular (e.g., given on a 1-to-5 discrete scale), (2) assigned to
whole translations, and (3) noisy (simulating variance among humans, and inconsistency and
biases within a human). These properties diverged dramatically from the ideal conditions that

previous work had tested their RL algorithms on, where rewards were continuous, provided after



every word is predicted, and generated from a deterministic function. | find that performance of

a then state-of-the-art RL algorithm degrades substantially when shifting from the ideal to my
simulated conditions. My work has accentuated two challenges of applying RL to real-world
problems: (1) modeling real-world settings (especially when rewards are from humans) and (2)
the limitations of using simple numerical scores to convey complex human intentions. These
aspects are often overlooked in RL research that is conducted on toy problems with simple state
and action spaces. My work motivates many subsequent studies to further examine and address
these challenges (e.g., work done on real human ratings at OpenAl by Stiennon et al. (2020) and

EBay by Kreutzer et al. (2018a)).

Interactive Learning from Human Descriptive Language Al agents have been taught by hu-
mans primarily using highly primitive communication medium (e.g., rewards in reinforcement
learning, low-level actions/labels in imitation/supervised learning). This narrow communication
channel has prevented humans from efficiently transferring complex, generalizable knowledge
to agents. Using natural language as the communication medium can potentially enhance agent
learning efficiency while reducing human teaching effort. However, current approaches for learn-
ing from language largely convert language to rewards, inheriting the limitations of reinforcement
learning and wasting rich learning signals that language utterances may contain.

| develop LIAD: Interactive Learning from Activity Description (Nguyen et al., 2021), a
learning framework where an agent learns from language descriptions of its activities. As an
example, consider a robot that is asked Iwing a mug; when it fails to fulfill this request
and brings back a spoon, a human trainer may provide a description of what it did accomplish:

bring a spoon Receiving this description helps the robot ground the meaning of its actions



and better fulfill similar tasks in the future. My work presents the first statistical-learning for-
mulation, theoretical guarantees, and empirical results on learning purely from such feedback.
Unlike the reinforcement-learning-reduction approaches, ILIAD incorporates language directly
into the agent's learning and decision-making process without converting it to a reward. The
framework allows the teacher to use their natural language for teaching, while not requiring the
learner to have prior understanding of the language. Thus, it is suitable for non-expert users who
may be unfamiliar with how their Al agents operate but want to teach them new tasks or con-
cepts. One of our experiments teaches an agent to translate language instructions into regular
expressions. Without knowledge about regular expressions and using only language descriptions,
our simulated teacher trains an agent to achieve competitive success rate (88%) with another
agent that learned directly from data annotated with ground-truth regular expressions. Mean-
while, an reinforcement learning baseline attains a 0% success rate in this problem. This result
shows broadening the communication channel between the teacher and the learner can lead to

substantial improvement in terms of both learning efficiency and effectiveness.

1.4.2 Enriching Human-Al Communication during Task Performance

Communication with humans not only improves interpretability of agents, but also en-
hances their safety and performance during task operations. In many scenarios, agents may be
supervised or surrounded by humans that may have tremendous knowledge about the current tasks
and environments. For example, while looking for an object in a house, a robot may encounter
human residents that have good intuitions about where the object may be. However, the ability

to leverage this human knowledge at test time (i.e. once deployed) has been largely neglected in
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traditional machine learning settings, as they are primarily concerned about the agent's ability to
perform tasks on its own.

| develop agents that can request and interpret human advice in a 3D photo-realistic naviga-
tion problem. The vision-language navigation problem, proposed by Anderson et al. (2018b), has
attracted attention from researchers in robotics, computer vision, and NLP; however, it does not
provide options for the agent to interact with humans at test time. Leveraging the infrastructure of
this problem, | propose MLA (Nguyen et al., 2019b), the first interactive navigation problem in
3D photo-realistic environments. In the follow-up worlaRNA (Nguyen and Daum? IIl, 2019),
| incorporate natural language instructions and present an algorithm that effectively solves this
harder version. Specifically, to teach the agent to issue a minimal number of queries to humans,
| train it to predict whether it will get lost in the future and to only request instructions when the
prediction is true. My papers promote a new direction to improve the performance of an agent:
enhancing its capabilities of collaborating with humans. This direction is complementary to the
traditional directions of augmenting the model architecture and the learning algorithma V
and HANNA have since become well-established interactive navigation tasks, frequently appear-
ing in recent surveys on embodied multimodal learning (Gu et al., 2022; Park and Kim, 2022;
Wu et al., 2021).

Taking a step further, in Nguyen et al. (2022), | formulate a general POMDP framework
for teaching agents to decide not only when to request help, buidlabto request. Previous
approaches train agents to mimic human-generated questions without forming an understanding
of what they intrinsically need. Inspired by how humans communicate to learn about one an-
other's preferences, | train the agent to interact with simulated humans to discover its needs. On
simulated navigation tasks, my agent effectively request and leverage human advice, achieving
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up to a & improvement in task success rate compared to an agent that perform tasks only by
itself. My work illustrates the importance of developing cognition through interaction to be able

to communicatdaithfully.

1.4.3 Simulating Language-Based Communication with Humans

Human-in-the-loop experiments are frustratingly expensive and challenging to operate.
They are also hard to reproduce. The widely adopted approach of hiring crowd-workers is prob-
lematic not only because of the costs, but also because of the difficulty of assembling balanced,
diverse representatives of attributes of interest (e.g., race, gender, education background), and the
low standards for protecting workers against potential harms (Gray and Suri, 2019). To accelerate
research progress and reduce harms to the human subjects, we should conduct human-in-the-loop
experiments with agents that have attained a decent level of efficiency and safety. Bootstrapping
agents to that level necessitates constructing emulators of humans that support helpful forms of
interactions with the agents during their primal development. These emulators can also be used
to quickly and safely evaluate the agents during prototyping.

In my papers, | introduce cost-effective experimental strategies for simulating natural-
language interactions with humans. By restricting the communication to simple but useful forms
of interaction, | show that imperfect simulations of humans can be used to train agents to achieve
reasonable success rate in fulfilling task requests expressed in language.

In HANNA, | setup a robot navigation problem where a robot receives a high-level instruc-
tion to find an object in a simulated house and must navigate to the location of the object. Every

time the robot gets lost and asks a human for directions, the human needs to generate a natural
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language instruction that guides it closer to the object. For a perfect simulation of this scenario,
the instruction must vary according to the robot's location and the goal location. Theoretically, |
show that, by allowing the agent to make at mogbg N ) queries per task, whef¢ is the num-
ber of locations in a house, | can reduce the number of instructions needed to be crowd-sourced
for the simulation fromO(N ?) to O(N logN). In practice, | reuse of a pre-existing dataset and
simulator that were previously used to construct a non-interactive version of the navigation prob-
lem. Hence, in the end, | have constructed a highly linguistically realistic simulator with no
additional human-labeling cost.

Experiments in the WR1 work requires modeling a human that can answer different types
of query from an agent. Specifically, the human needs to provide additional information about
the agent's current, goal, and subgoal locations. | build a simulated human that provides feature
sets of these locations. A feature set emulates information extracted from a human's utterance.
This simulation scheme simplifies the language understanding problem and focuses on assessing
the agent's capability of selecting which type of information to request. Moreover, it also enables
easy control of the amount of information fed to the agent, which is helpful for constructing
scenarios where the agent must request additional information to successfully accomplish tasks.

In ILIAD, the challenge is to construct a simulated teacher that generates a natural lan-
guage description of any execution of an agent. | resolve the challenge by training a execution-
conditioned language model using an instruction-following dataset. Given a dataset of instruc-
tions and their corresponding ground-truth executions, | train a describer model that predicts the
instructions given the executions. The model is used as a teacher that is capable of generating
language descriptions of agent executions. As data for training the model is scarce, the model by

itself often generates imprecise or unnatural descriptions. | propose two methods for improving
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the quality of the descriptions: (1) generate the descriptions pragmatically, taking into consider
how it would be interpreted by the learning agent and (2) combining the language model with the
instruction-following dataset, returning an instruction in the dataset as the description when the

agent's execution coincides with the corresponding annotated execution.

1.5 Roadmap

The rest of the dissertation is structured as follows. | will first review traditional learning
and evaluation framework&®). Rather than presenting these frameworks from a conventional
machine learning point of view, | will focus on highlighting the strengths and weaknesses of the
human-agent communication models that these frameworks implement. The next two chapters
(83 and84) describe the two main bodies of my work. In the concluding chagtgy, (I will
discuss major challenges for deploying and extending my proposed work, and my future directions

to tackle those challenges.
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Chapter 2: Background

The frameworks presented in this dissertation are inspired by socio-cognitive science stud-
ies that characterize the evolution of communication in the natural world (Scott-Phillips, 2014;
Sperber and Wilson, 1986; Tomasello, 2005). In this chapter, | will make an attempt to distill
knowledge drawn from these studies into practical principles for designing training and evalua-
tion frameworks for Al agents.

| will first introduce a taxonomy of communication systems employed by living species in
the natural world§2.1). 1 will then apply this taxonomy to classify and evaluate the strengths and
weaknesses of major learning framewor&&.@). Particularly, | will illustrate that reinforcement
learning and imitation learning, the two most popular learning frameworks in Al, implement
only the most primitive form of communication in the nature and thus inherit its shortcomings.
The communication-system taxonomy hints at directions to augment these frameworks: that is to
emulate the characteristics of more advanced natural communication systems. | will review new
developments that follow this principle.

In section82.3, | discuss how humans can provide information to enhance task performance
of an agent without updating its policy. | will highlight advantages of agents that can leverage
human assistance through communication over agents that lack such capability and can rely only

on its own knowledge.
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The last section§2.4) describes a simulator that allows studying human-agent commu-
nication in visually high-fidelity environments. Many of the experiments presented in the later

chapters were conducted with this simulator.

2.1 Natural Communication Systems

The natural phenomenon of communication concerns a series of exchanges of informative
signals between two interlocutors. In each exchange, one interlocutor gmakeywho gener-
ates and sends signals, while the other actsliate@er, who receives and interprets signals. The
interlocutors may swap their roles after each turn.

Communication is ubiquitous in the nature world. For any living being, whether it is a
bacteria or a human, communication is the foundation of the most important life activities: learn-
ing, coordinating, attracting partners, etc. It is not a coincidence that evolution has driven living
species into developing the ability to communicate. Being able to efficiently transport informa-
tion across individual minds offers a significant evolutionary advantage. Thanks to this capability,
members of a group are able to operate collectively as a single entity with significantly enhanced
intellectual and physical power, increasing their chances of surviving and thriving in the harsh
and competitive wildlife.

While each species implements a distinct system of communication that has evolved to
adapt to specific environment conditions and survival strategies, more complex forms of life
tend to implement more efficient communication systems. The human communication system is
widely regarded as the pinnacle of all systems.

There are two important developments in the evolution of natural communication systems.
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The first development is the invention iefferential communication signatkat fulfill the need of
communicating about concepts or entities in the outside world (San Mart%zn et al., 2014). This pro-
gression significantly enlarges the scope of conversations, enabling the interlocutors to perform
joint activities and share knowledge about the world. The second development is the emergence
of inferential cognitive capabilitiethat allow the interlocutors to leverage their knowledge about

the world to extrapolate the meanings of their communication signals beyond conventional mean-
ings (Scott-Phillips, 2014; Sperber and Wilson, 1986; Tomasello et al., 2005).

The two major developments divide natural communication systems into three classes:
dyadig referential andinferential Dyadic communication refers to communication where inter-
locutors only circulate information about themselves. Referential communication empowers the
interlocutors with the ability to discuss third-party concepts. These two classes can be collec-
tively referred to asssociativecommunication, because the production and comprehension of
communication signals are based on conventional associations of signals with meanings. Inferen-
tial communication replaces these straightforward mappings with complex reasoning processes

that take into account the context in the assignment of meanings.

From Dyadic to Referential Communication Dyadic communication features conversations

in which the interlocutors exchange information only about themselves and not about concepts or

entities related to the external world. In these conversations, an interlocutor sends signals to stim-
ulate or suppress certain behaviors of the other. Dyadic communication is commonly observed

in early forms of life. For instance, a bacterium species named P. Aeruginosa communicates by a
process called quorum sensing, where an individual releases into the external environment chem-

icals that can activate specific genes in other individuals when a certain level of concentration of
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these chemicals is reached. Dyadic communication is also the earliest form of communication
that humans develop (Beebe et al., 2016). Soon after birth, a human infant involves in face-to-face
interactions with their parents and forms reactions to stimuli from them (e.g. the infant attends to

and starts imitating the parents' facial expressions) (De Schuymer et al., 2011).

In referential communication, conversations are triadic, as the interlocutors are able to de-
vise signals that are grounded to concepts or entities in the outside world. Discussions about
external subjects are the building blocks of social collaboration and education. Between the first
to the second year of age, humans develop referential communication skills (Carpenter et al.,
1998; Matthews et al., 2012; Striano et al., 2009). At this stage, human babies establish joint
attention to objects with their parents, and create signals to reference to those objects (Mundy
et al., 2009). Besides humans, evidence of referential communication in other high-level forms
of life have been documented. Some species of birds and primates devise different vocal sounds
to warn fellows against predators (Arnold and Zuh#dter, 2006; Leavens et al., 2004; Suzuki,
2016). Cangelosi (2001) explains the main difference between the referential signals constructed
by humans and those created by other animals. Human referential signatkobale references
a word is related not only to an external concept but also to other words. Referential signals
of other animals do not posses non-trivial syntactic and compositional relationships that power

efficient production of new combinations.

From Associative to Inferential Communication Most non-human communication systems
are associative: they rely on conventional or inborn direct mappings from signals to meanings.
In other words, associative communicators do not recognize the existenceiofdai.e. an

non-trivial internal process that generates and interprets communication signals. They exchange
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signals only to influence others' external behaviors.

The aforementioned quorum-sensing chemicals or the enemy-warning sounds are examples
of associative communication signals. It is important to understand that while these signals may
be linked to or activated by a world state or context, their meanings are not contextual. Specifi-
cally, the meanings of these signals have the fotinthe world is X, then do Y This meaning
remains the same under different world states; the world state X is a part of the meaning rather
than a factor that controls it.

Inferential communication allows the interlocutors to enrich their communication signals
with new layers of meaning that can even be remotely related to the conventionally assigned
meanings. These new layers of meaning are not indicated solely by the form of the signals but

areinferredfrom the form based on a context. Consider the following conversation:

Student:Would you be free for a brief video call on Thursday 3PM?
Professor?'ll be presenting a talk about human communication.
Student:How about Friday 2PM?

ProfessorSounds good to me!

At a first glance, the interlocutors seem to be at cross purposes: the student sought for a
confirmation (or denial) of a suggestion but the professor replied by describing what she would
be doing. However, both were in fact communicating perfectly thanks to their abilities to infer the
intention of the other. The professor recognized the student's intention of reserving a meeting,
derived a intention of denying the suggested time, and conveyed it in a way that she believed he

could recognize. As expected, the student realized the denial intention instantly and suggested
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another time.
To illustrate that the meaning of the professor's first utterance (red) is contextual, we can

try placing it in a new context:

Student:Are you a speaker at this upcoming workshop?
Professor?'ll be presenting a talk about human communication.

Student:Great, see you then!

While the form of the utterance is unaltered, the new context has inverted its meaning: the
utterance now signifies a confirmation rather than a denial.

In these examples, the contextual meanings of the utterance cannot be obtained by simply
looking up and combining the denotations of the constituent words. These meanings seem to
appear out of thin air, as if the interlocutors are capable of reading each other's mind . This is
in fact true to some degree: while inferential communicators do not have psychic mind-scanning
power, they do possess certain cognitive skills that allow them to make accurate predictions about
what others are thinking. For example, in the first conversation, the professor's utterance was
chosen to convey her denial intention because she (accurately) postulated that the student would
understand that a person would not be able to simultaneously attend a meeting and give a talk.
An important pre-condition for inferential communication is the development of a mind that im-
plements a collection afon-trivial algorithms to generate and update mental states given input
communication signals. These mental states ultimately engender external behaviors. This starkly
contrasts with associative communication, in which input signals directly drive external behav-

iors. Another precursor to inferential communication is the acknowledgement of an interlocu-
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tor that the other interlocutor also possess a (non-trivial) mind. This assumption fundamentally
changes the goal of communication: realizing that external behaviors are only manifestation of
mental states, inferential communicators aim at manipulating others' mental states rather than
trying to regulate their external behaviors.

How do inferential communicators manipulate others' minds without being able to directly
observe them? Using innate capabilities and experience, inferential communicators can construct
hypothetical models about others' minds to make predictions that inform their communicative
decisions. These models are callleeories of mindPremack and Woodruff, 1978). While theory
of mind has been largely attributed to humans, the original proposal of this concept illustrated it
through experiments on chimpanzees. Recent work concludes that great apes possess theories of
mind, but most evidence has suggested that their theories are not as complex as those of humans
(Call and Tomasello, 2008). Theory of mind are demonstrated in humans usually through false-
belief tests (Baron-Cohen et al., 1985; Wimmer and Perner, 1983), which evaluates whether an
individual understands that others may have incorrect assumptions about the world. Research
conducted by Gopnik and Astington (1988) shows that children develop theories of mind around
the age of four to five.

The process of using theory-of-mind models to determine which communication signal
to express an intention or which intention to extract from a signal is referred poagsnatic
reasoning Various theories on how this process occurs have been proposed. Sperber and Wilson
(1986) develop relevance theory, suggesting that pragmatic reasoning optimizes for relevance
to the listener given the speaker's preferences and limited effort. Goodman and Frank (2016)
present a Bayesian inference framework where pragmatic reasoning is conducted as recursive

process with literal (associative) reasoning serving as the basis.
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We can draw an analogy between natural communication mechanisms and variables in a
programming language like Python. A communication signadent by a speaker can be seen
as a variable. Dyadic communication corresponds to only being able to defiag one of
the primitive types likeint , bool, or float . In this case, each variable is associated with a
static value and carries only a fixed number of bits of information. Referential communication is
analogous to being able to defimeas a pointer that references to a class object. While the pointer
is made up of a small number of bits, the referenced object may convey much more information.
Finally, inferential communication resembles implementing a function Int€mre) to compute
the value of the variable, wheecas a context. Referential communication can be seen as a special
case when the function is implemented as a simple look-up table. But in general, the function can
execute an arbitrarily complex algorithm, allowing the message to interplay with the context in

intricate ways to derive rich contextual meanings.

2.2 Human-Al Communication during Training

Learning from humans has been traditionally framed as an optimization problem, in which
the goal is to find a learner's behavior poli¢ythat minimizes a loss functioh under a data

distributionD

minL (") = min Exp [L(s;"($)] 2.1)

This optimization view has largely shaped the focus of research. Ideas have revolved around
improving the elements of the optimization problem: the policy motiglthe optimizer fin ),

the loss functionl(), and the datal}). While the optimization formulation serves as an the
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foundation of machine learning, it does not reflect many key aspects of learning as a natural
phenomenon. Nevertheless, there are important lessons that can be drawn from the evolution of
natural communication and applied to developing more effective learning algorithms.

This section serves as a review of major frameworks for learning from humans. But rather
than presenting them in the standard optimization view, | will focus on discussing the properties
of the underlying teacher-learner communication models that these frameworks employ. Under-
standing a framework’s underlying communication model is crucial in understanding its strengths
and drawbacks. | will classify the learning frameworks into the three classes of natural communi-
cation systems introduced in the previous section. This taxonomy suggests two important aspects
of learning that are not prominent in the optimization view: the characteristics of the commu-
nication signals, and the cognitive capabilities of the teacher and the learner. | will show that
many successful augmentations of traditional learning frameworks can be considered as efforts

to improve these aspects.

2.2.1 A General Protocol for Learning

| present a general communication protocol that serves as the skeleton for constructing
learning algorithms. Most machine learning frameworks are instantiations of this protocol, vary-
ing only the communication medium used to express the teacher's feedback and the function
for generating communication signals (the agent's policy and the teacher's feedback-generating
function).

| view learning as a communication process between a teacher and a learner. This view

implies that the roles of the teacher and the learner are equal: they both generate and interpret
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communication signals from the other. They diverge only in the formats and purposes of their
communication signals.

| denote byd 2 D a communication signal sent by the teacher an@ I3y E a message
sent by the learner. A teacher's signal can be a request for execution of a task, a feedback on
an execution, or any other type of information. | will udeto denote a task request from the
teacher. | restrict the form of the learner's signals to besaecutionof a task request. An
execution consists of a sequence of contexts and actionsg ize.( Co; as; 7CH 1;8H:;CH),
wherec; 2 C is an context for making decisiona, is anactionbelonging to the learner's action
spaceA, andH is the time limit for performing the task. In general, the learner can generate other
communicative signals (e.g., asking questions, giving explanations or descriptions of its actions),
but most learning frameworks do not model this capability. In section X, | will introduce a
framework that allows the learner to send help-request signals to humans, but it operates in a
non-learning setting.

To make decisions, the learner maintains apolicy/C S! ( A), where®(aj d?;c)is
the probability of choosing actiamgiven a task requesf and current context LetT : S Al
( S) be a context-transition function, wheféc®j c; a) is the probability of observing context

c’if taking actiona in contextc. The learner generates an executas follows

e=(Cp;a; ;C4 1,8H:CH) (2.2)
a "jo d) (2.3)
« T(jaq pa) forl t H (2.4)

| denote byP! (& j d°; ¢y) the probability of the learner generating an execugidar a taskd’
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starting from context,.

Learning occurs in multiple episodes, each of which operates as follows:

Algorithm 1 A general protocol for learning.

1: The learner observes an initial contextand receives a task requestfrom the teacher. |
assume thaty; d’ are sampled from a task distributidifcy; d?) defined by the teacher;

2: The learner generates its communication signal, an execétionP! ( j d?;c,) of the
request, and sends it to the teacher;

3: The teacher interprets the learner's execution, and generates its communication signal, a
feedbacld, and sends it to the learner;

4: The learner interprets the feedbatto update its policy* accordingly.

Learning frameworks mainly differ in two aspects of this protocol:
1. The medium and format of the feedbatk

2. The cognitive capabilities of the teacher and the learner, specifically whether they com-

municate in an associative or inferential manner.

2.2.2 Dyadic Learning Frameworks

Learning frameworks that bear a resemblance to dyadic communication employ low-bandwidth,
non-referential signals as the teacher's feedback. These signals are issued to regulate the learner's
behavior. They are interpreted by the learner via fixed rules that are hard-coded into the learning
algorithm. (Policy-gradient) reinforcement learning (Haarnoja et al., 2018; Konda and Tsitsiklis,
2000; Sutton et al., 1999a) and imitation learning (Daum? et al., 2009; Pomerleau, 1988; Ross
et al., 2011) manifest these characteristics.

In reinforcement learningRL), the teacher's feedback has a reward functi¢ey @) that
measures the goodness of actienin contextc. The feedback given on a learner execution

e is a sequence of scalar rewar@ds;ri; Tk ), where each reward evaluates an action in
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the execution. The number of rewardscan vary froml to H depending on the setting. Let
P
R(&;d) = Ezl re be the total reward attained by executdon taskd’. The objective of the

learner is to maximize the expected reward of its executions under a task distribution
ml\in LRL(A) = m?x E(Co;d?) T:e PH (Jco,d°)[R(é! do)] (25)

Policy-gradient RL treats rewards as associative communication signals that modulate the learner's
policy. These algorithms apply the policy gradient theorem (Sutton et al., 1999a) to compute the

gradient of the learning objective with respect to the learner's policy:
r /\LRL(A) = E(Co;d?) T:& PH(jco:d?) R(é, d?)r A |Og P/l\_' (é] Co; d’)) (26)

and use this gradient to adjust the learner's policy via a gradient-based learning method (e.qg.,
Adam (Kingma and Ba, 2015b)). The policy gradient theorem specifies how rewards are in-
terpreted by policy-gradient algorithms. As seen in the above equation, the sign of the re-
ward R(&; ) dictates whether the gradient update increases or decreases the probability that
the learner generates the current execuéonn other words, the reward either encourages or
suppresses the current behavior of the learner. Policy-gradient RL algorithms would perpetually
associate the reward with this meaning, even if the teacher encoded other (even contextual or
referential) meanings into the reward.

In imitation learning(IL), the teacher's feedback is an action demonstrafion €’ 2 E,
which lies in the same space as that of the agent's exec@itiomtation learning algorithms lever-

age two main types of demonstration. The first one is reference demonstration, which directly
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illustrates how a task should be executed

e? = eref — (Cgef; a&ef; : a|r_t|:-3f; q’_?f) (2_7)
g C(igtpd); ¢ T(jgfpa); forl t H (2.8)
cBef = (2.9)

Here,  is the teacher's policy which the learner should imitate. Reference demonstration is the
basis of offline IL algorithms like behavior cloning (Pomerleau, 1988), which trains the learner

to minimize imitation loss with respect to reference demonstrations

! #
X

minLgc(®) = min E,.a7) 116 pH(jooi?) L (B &) (2.10)
t=1

wherep, =~ ( j d’;c7 ), a*'is thet-th action in the reference demonstrat@fi of the taskd’?,
andL measures the discrepancy betwgeand the one-hot distribution peakeda (e.g., the
cross entropy between these two distributions).

The other type of demonstration is corrective demonstration, which the teacher issues to
rectify the actions that the learner have taken. This type of feedback is employed by online IL
algorithms like DAgger (Ross et al., 2011) or SEARN (Daum? et al., 2009)(tet ;€4) be

the contexts in the agent's executi®nA corrective demonstration features actions taken by the
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reference policy in the contexts that the learner encountered

e = ot = ( Cgrt; a(l:rt; ; aﬂt; C,c_{t) (2.11)
£ GE) ¢t or1 U H @212
& = G (2.13)

In contrast to behavior cloning, DAgger minimizes the teacher-learner imitation gap on the exe-

cution distribution induced by the learner's policy rather than by the reference policy

" #
Xt

MiN Lpagged™) = MiN E(c):0) e PH (jeoia?) L(pr; &™) (2.14)
t=1

In a non-sequential setting (i.’j = 1), there is no distinction between the two types of demon-
stration. This special case is referred to asghgervised learningetting, although outside the
IL literature, the term may be used interchangeably with behavior cloning.

Similar to rewards, action demonstrations can also be classified as associative communica-
tion signals. A demonstration aims at forcing a certain behavior from the learner. In addition, its
meaning is conventional to the learner, because it contains only actions that are in the learner's
action space. A distinction between demonstrations and rewards is that providing demonstrations
requires the teacher to be familiar with the learner's action space. In other words, the IL teacher
must master the learner's native language to communicate with it. Because of this trait, IL
can be expensive to deploy with humans when the cost of training human teachers to provide
demonstrations is high (e.g. training a person control a robot or annotate a parse tree). On the

other hand, RL uses numbers as the communication medium, which are arguably natural for the
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teacher to provide. Hence, the cost of establishing the communication channel in RL is generally
cheaper than in IL. However, there is no free lunch : since rewards convey less direct learning
signals than demonstrations, learning from rewards theoretically requires more interactions with
the teacher than learning from demonstrations (Sun et al., 2017).

Reinforcement learning and imitation learning are the main engines behind the many feats
of Al: mastering Atari games Mnih et al. (2013), Go (Silver et al., 2016, 2017), Dota 2 (Berner
et al., 2019), inspiring variants of generative adversarial networks (GANSs) (Creswell et al., 2018;
Goodfellow et al., 2014), enabling large-scale dialog systems (Adiwardana et al., 2020; Gao et al.,
2018; Ponnusamy et al., 2020), just to name a few. Despite these successes, as | have demon-
strated, these frameworks employ a primitive associative communication system, limiting the
learner to processing feedback expressed in low-bandwidth media. It is thus difficult and un-
natural for humans, who communicate in an inferential manner, to employ these frameworks for
teaching Al agents. While various limitations of IL and RL algorithms have been theoretically
and empirically analyzed (Choshen et al., 2020; Dulac-Arnold et al., 2019; Kreutzer et al., 2020;
Kurenkov, 2018; Ng et al., 1999; Osa et al., 2018; Rajaraman et al., 2020; Ross, 2013; Sun et al.,
2017; Sutton and Barto, 2018), addressing the teacher-learner communication bottleneck requires
going beyond these frameworks towards those that implement richer, more human-like forms of

communication.

2.2.3 Referential Learning Frameworks

Humans have tailored their languages for communication about external concepts. Learn-

ing frameworks that employ human language as the communication medium is desirable for two
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main reasons. First, they allow most humans to conveniently train Al agents, especially non-
expert users who are not proficient at machine learning technologies. Second, the richness and
generalizability of human languages may potentially enable agents to learn with fewer data points
or interactions with humans while generalizing more robustly. Nevertheless, teaching agents us-
ing free-form human language remains a magnificent challenge in Al, due to the complexity and
variety of human language, and the obscurity of the mechanisms that humans have developed for
language generation and interpretation.

To formulate solvable problems, researchers have concentrated on specific scenarios and
restricted types of language. A majority of language-based learning frameworks focuses on
structive teachingwhere the teacher describes (or clarifies) the behavior they desire the learner
to exhibit. In this setting, an instructicif is given before the learner executes a task. It could
be a high-level task specification or a low-level description of a procedure that completes the
task. The instruction aims to guide the learner to execute the task. An approach to learning from
instructions is to compute an instruction-conditioned policy that directly translates an instruc-
tion into a sequence of actions. Estimating the instruction-conditioned policy usually requires
imitation learning on a labeled dataset containing pairs of task descriptions and demonstrations.
Knowledge of the instruction-conditioned policy is later distilled to an instruction-free policy,
allowing the learner to accomplish tasks without guidance from the teacher at test time (Li et al.,

2020c,d). Another way to leverage a demonstration dataset is to learn an execution-scoring func

tion R(€; df) that measures how good an execuida at completing a task specified by. The
learner can then plug this function into any RL algorithm as a reward function to estimate an
instruction-free execution policy (Fu et al., 2019; Ghosh and Srivastava, 2021; Goyal et al., 2019;
MacGlashan et al., 2015). This can also be viewed as inferential learning, which will be discussed
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in the next section.

An interesting variant of instructive teaching is when the task's main scoring function
R(&;d) is given or can be estimated from demonstration data, but the teacher provide addi-
tional instructions that can be translated into supplementary scoring fun&jofes f), which
are consistent with and elaborate the main scoring function (e.g., constraints, labeling rules). The
supplementary functions can be used to noisily label new data that will be utilized to further fine-
tune the learner's policy (Hancock et al., 2018). Alternatively, the outputs of the functions can be
incorporated as a latent input of the learner's policy. Yang et al. (2021) employs an exploration
policy to generate labels for learning the functions. The functions can also be inferred using an
EM algorithm (if demonstration data are given) (Matuszek et al., 2010; Srivastava et al., 2017) or
RL algorithm (if the main scoring function is given) (Artzi and Zettlemoyer, 2013; Clarke et al.,
2010; Goldwasser and Roth, 2014), without requiring ground-truth labels.

An instruction can also be given after the learner has completed an execution, as a feedback
d that suggests modifications to the execution. This setting is analogous to online IL, except
that the feedback is expressed in language. Approaches mentioned in the pre-execution setting
can also be deployed in this setting, reducing the learning problem to either imitation learning
(Labutov et al., 2018; Wang et al., 2016b) or reinforcement learning (Fidler et al., 2017).

Apart from designating the target behavior, a post-execution feedback may also describe the
behavior of the agent. | refer to settings that employ this type of feedibesbriptive teaching
From an inferential-communication viewpoint, descriptive feedback diverges from instructive
feedback in that the teacher, rather than expressing their own intentions, infers and conveys the
learner's intentions. Rewards can be considered as a form of descriptive feedback. In RL, the

teacher's intention is to have the learner achieve the maximum reward possible in doing a task. A
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reward given at the end of an episode reveals the intention that the teacher thinks the the learner
has accomplished (e.g., scoring 90 out of 100 on an exam). The learner's goal to behave so that
their inferred intention aligns with the teacher's intention. In chag@erl will present a formal
learning framework that generalizes this learning principle and is able to process descriptive
feedback expressed in human language.

Attempts to learn from diverse types of language feedback has been made. Sumers et al.
(2020) present a framework that can incorporate three different types of language feedback. Their
approach models the teacher's reward function as a function of features extracted from a feedback
utterance. Each type of feedback activates a distinct set of features. Weston (2016) introduce
the problem of learning from dialogs. Besides extracting conventional learning signals such
as rewards and demonstrations, the work also proposes estimating the state transition function
conditioned on language utterances. Narasimhan et al. (2018) generalize in this idea to gen-
eral MDP environments. Elgohary et al. (2020) collect a dataset where humans provide natural
language feedback to predictions of SQL-to-text parser. The feedback contains both instructive
and descriptive learning signals. The authors train a correction model via supervised learning
to predict the ground-truth parses based on the feedback. They observe that incorporating the
mispredicted parse as an input of the correction model boosts its performance, possibly because
the presence of the parse enables the model to learn the meanings of the descriptive signals in the

feedback.
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2.2.4 Inferential learning Frameworks

In an inferential learning framework, the learner or the teacher constructs a hypothetical
model to explain or predict the behavior of the other. Such a theory of mind can be considered
as a form of inductive bias that can potentially accelerate knowledge transfer.

Inverse reinforcement learnin@RL; Ng et al. (2000)) is an inferential learning framework
that is concerned about reconstructing the latent reward function that the teacher optimizes. This
framework operates in a setting that is similar to behavior cloning, where the feedback given to
the learner is a reference demonstrash However, instead of directly learning an execution
policy, the learner estimates the latent reward function under which the reference demonstration
is optimal. Concretely, LeR(e; (d?)) be a reward function parameterized by a function
D! R™ that maps a task request to a set of parameters the number of parameters). In its

simplest form, the learning objective of IRL is:

maXE(co;d?) T:ie? P 2(jcoid?) [R(e'), (d’)))] (215)

This objective differs from the RL's objective in two ways: (i) the searched variable is the param-
eters of the reward functioR, not the agent's policy, (ii) the goal is to maximize the reward of

the reference demonstratief, not that of the agent's executi@n This learning problem can be
solved via feature matching (Abbeel and Ng, 2004; Syed and Schapire, 2007; Ziebart et al., 2008),
max-margin optimization (Kolter et al., 2007; Ratliff et al., 2006), or Bayesian inference (Neu and
Szepesviri, 2012; Ramachandran and Amir, 2007). After the reward function is determined, it

can be plugged into any RL algorithm to derive an execution policy.
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What are the advantages and disadvantages of IRL over behavior cloning? IRL assumes an
internal structure of the teacher's communicative decision-making process. For eadh thsk
corresponding reward function's parametefd) can be viewed as a mental state that engenders
the teacher's external behavior (the task demonstrafipniRL postulates that maximizing the
reward functiorR is the mechanism by which the mental state causes the teacher to generate the

demonstration
e’ = argmax R(g; (d%) (2.16)
e

With this structure, to fully determine the teacher's decision-making process, the learner only
needs to estimate

In contrast, behavior cloning does not assume any structure about the teacher's decision-
making process and needs to learn a policy that models the entire process. Specifically, the
learner has to search for a mechanism that reasonably explains how the teacher generates demon-
strations. As the search space of this problem can be much larger than the space over reward
functions, given the same amount of demonstrations, estimating the teacher's reward function
would yield a more reliable result than estimating their policy. Consequently, a policy derived
from the inferred reward function can potentially generalize more robustly than a policy learned
directly from demonstrations. However, this is true only when the structure assumed by IRL
is an appropriate explanation of the teacher's behavior. In practice, human teachers can behave
irrationally, violating the reward-maximization assumption in Eq 2.16. In those cases, more so-
phisticated models of human behavior need to be adopted (Shah et al., 2019). Another drawback

of IRL is that it inherits the communication bottleneck of reinforcement learning; learning a pol-
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icy from rewards can be much more interaction-inefficient than learning from demonstrations.
Pragmatic reasoning (Goodman and Frank, 2016) offers alternative explanations of an

agent's behavior. This framework hypothesizes that there is correlation between how an agent

interprets communication signals and how they generates them. In our general protocol, suppose

when the teacher observes an execugidhey can label it with a task descripti('i\rsampled from

a distributionLo(d j €) (referred to as the literal listener model). A pragmatic teacher generate

reference demonstratiod$ according to the following distribution

P -(ejc;d’) = Si(ej co;d’) / Lo(d”j )P (e] co) (2.17)

Here, S; is called the pragmatic speaker model &k j ¢) is a prior over executions that
represents the preferences or general knowledge of the teacher. The definipstafes that
the more likely the teacher labels an execution’ashe more likely that it gives the execution as
a demonstration to the learner.

Pragmatic inference is closely connected to IRL. Specifically, if we apply a maximum a
posterior approximation and assume a uniform pei¢e j ¢o), the pragmatic teacher's execution

distribution in Eq 2.17 can be expressed as

P-(ejcyd):= (ehap)

e = argmax Lo(d? j ) (2.18)

ecp2e

where (e) is a one-hot distribution peakedeatThe second equation is analogous to the decision-

making rule assumed by IRL (Eq 2.16) if settiRde; (d)) := Lo(dj €). However, in general,
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the reward function in IRL does not have to be a probability distribution.

To recover the pragmatic teacher's policy, the learner estimates the literal speaker model
Lo from a demonstration dataset containing pairg¢df €?), which is the same dataset given to
the learner in an IRL or behavior cloning setting. After that, it can construct an execution policy
according to Eq 2.17 or Eq 2.18. However, a policy constructed in this way may not be efficient
for making inferences (deciding the best execution to generate). A possible solution is to follow
the IRL approach, using RL to learn a new policy that efficiently maps a task descritionhe
MAP executione’ = maxeLo(d? j €). An alternative approach, proposed by CITE, is to narrow
the search space in Eq 2.18 by using a literal speaker to generate high-probable candidates. Let
&y(ej d; @) denote the literal speaker, which can be learned from the same demonstration dataset

used for learnind.o. We can replace Eq 2.18 by the following approximation

e’ = argmax Lo(d’ j €) (2.19)
e2 CAND
where CAND= fe je So( jd’;q);1 i Kgisasetof candidates executions ads

the number of samples drawn frd8g.

Pragmatic reasoning is typically conceptually studied in reference games (Lewis, 2008;
Wittgenstein, 1995), where a speaker gives a brief description of a target object and a listener
must identify it among distractors. It has been employed to enhance natural language generation
and understanding (Andreas and Klein, 2016; Fried et al., 2018a,b). Kang et al. (2020) endow
agents in emergent communication games with pragmatic reasoning skills and show that these
capabilities improve their communication accuracy.

While the aforementioned frameworks focus on equipping the learner with theory-of-mind
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capabilities, there have also been similar attempts on the teacher's side. Cooperative inverse
reinforcement learning (Hadfield-Menell et al., 2016) is an extension of IRL that considers also
the problem of determining a pragmatic teaching strategy for the teacher. There, the goal of the
teacher is to generate demonstrations that convey the most information about the reward function,
even though those demonstrations can be suboptimal in terms of maximizing the task's reward
function. The work proposes the teacher implement a regularized reward-maximization objective,
which penalizes visiting states that are unfamiliar to the learner. He et al. (2012) propose a
coaching framework where the teacher adapts its demonstration distribution according to the

capability of the learner.

2.3 Human-Al Communication during Task Performance

For many agents, the goal after learning is to be able to collaborate with humans to accom-
plish tasks. Communication for collaboration is concerned about about instantly and temporarily
evoking certain actions from others rather than permanently changing their behavior. Thus, meth-
ods for human-Al communication during learning may not be appropriate for this scenario, as
learning may take multiple rounds of interactions and model updates to alter an agent's behavior.
An effective way for humans to timely influence an agent's behavior is to manipulate the input
information that it uses for making decisions. This requires the agent to implement an interface
that accepts a human intervention as an input. Our formulation of the agent's execution policy
~(aj c; d’), which takes a context and a language task request as input, satisfies this requirement.
The policy can process a formulation in two forms: (1) human actions that change the current

contextc, and (2) human utterances that append to the task request.
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This section review frameworks that enable humans coordinate and collaborate with Al
agents through communication. 1 will first consider a basic, popular setting where a human
provides only a single instruction to evoke a certain behavior from an agent. | argue that this
setting limits the task performance of the agent because the instruction provided by the human
may contain insufficient information or is beyond the comprehension capabilities of the agent.
Enabling the agent to ask for assistance from humans can dramatically boost its task performance.
| will highlight challenges in teaching an agent to request and leverage human assistance, and give

a bird-eye view on principal approaches to this problem.

2.3.1 Fulfilling Human Requests without Assistance

An intelligent agent should be able to observe humans and provide timely assistance. But
to provide safe and effective assistance, the agent must provide an interface for humans to com-
municate exactly what they want. Unlike a computer, an assistant Al is expected to perform a
much more diverse and dynamic set of tasks, which usually take place in an (virtual or phys-
ical) environment. Many of these tasks are traditionally performed by humans; some may be
combinations of multiple subtasks. For a regular user, it is much easier to specify these tasks
through a referential and compositional language like a human language than a non-verbal or an
artificial language. Request fulfilling (also known as instruction following) studies the problem
of understanding and satisfying requirements specified in a human language.

Request fulfilling employs a simple yet practical communication protocol: an agent re-
ceives a language requeBtfrom a human user and responds with an execugitimat aims to

fulfill the request. This protocol requires minimal communication effort from the user, as they
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can express their intentions in their natural language and do it only once before the agent executes
a request. The burden of communication is placed on the agent. Since the user does not provide
any additional information during its execution, the agent needs to perfectly interpret the request
in order to carry it out successfully. Request-fulfilling can serve as the building block of more
complex, multi-turn communication protocols like the ones introduced in the next section.

SHRDLU, proposed by Winograd (1971), is one of the earliest request-fulfilling research
problems. During a session of this problem, a user can send commands syubkasp a
big red block to change positions of blocks situated in a simulated 3D environment. Learning
to translate natural language commands to actions has been well-studied at the intersection of
NLP and robotics. Early proposals include a variety of grounded parsing models that are trained
from data (Chen and Mooney, 2011; Krishnamurthy and Mitchell, 2012; Matuszek et al., 2010,
2012b, 2013; Shimizu and Haas, 2009). From a language utterance, these works construct a
symbolic plan, which is a program that can be executed in an environment. More recent work
follows a neural approach, learning a neural-network-based pd{ecy c; d) that makes decisions
incrementally without pre-constructing a symbolic plan (Anderson et al., 2018b; Misra et al.,
2017a). The policy can be learned via imitation learning or reinforcement learning. When the
dynamics of the environment is given or can be approximated, a model-based or neural-symbolic
hybrid approach can enhance the sample efficiency of the learning algorithm (Li et al., 2020b;
Wang et al., 2018; Yi et al., 2018).

Remarkable progress in natural language processing has significantly expanded the range of
applications that employ natural language interfaces. These interfaces have been deployed for web
navigation (Mazumder and Riva, 2021), mobile-phone assistants (Li et al., 2020e; Liu et al., 2018;
Mazumder and Riva, 2020; Shietal., 2017; Suetal., 2017, 2018), pair-programming (Allen et al.,
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2007; Azaria et al., 2016; Fast et al., 2018; Kate et al., 2005; Li et al., 2020d; Lieberman and Liu,
2006; Mihalcea et al., 2006; Pane et al., 2001), information retrieval (Zhao et al., 2022), and
media editing (Shi et al., 2021). Recent years witness a rising interest in building multi-purpose
request-fulfilling agents that can accomplish tasks in a variety of domains. These agents are
typically large neural networks with a self-attention architecture (Vaswani et al., 2017) and are
trained on massive amounts of data (Brown et al., 2020a; Chowdhery et al., 2022a; Ramesh et al.,
2021). They have demonstrated surprisingly decent capabilities of performing various language
tasks described only by a few examples or brief instructions.

The fundamental challenge of request-fulfillinggiunded language learninge. acquir-
ing the ability to decipher the meanings of human speeches in context. As mentioned in section
§2.1, the inferential nature of human communication makes the meanings of human utterances
inherently contextual. Interpreting an utterance requires comprehending the intricate interplay
between general knowledge about the world, the current context, and the form of the utterance.
To illustrate this challenge, consider a requdsting me a pillow given to a home-assistant
robot. The meaning of this request cannot be derived only from the dictionary meanings of the
constituent words and the linguistic structure of the request. The actual sequence of actions im-
plied by the request varies depending on the context (e.g., the house's layout, the robot's location
and functionality, the pillow's location and shape, the requester's preferences, etc.) In one con-
text, the request could meago to the bedroom and pick up the white pillpi another, it may
entail turn around and grab the watermelon-shape pillow

The development of grounded language learning in Al was inspired by ideas in cognitive
science (Brown et al., 1989; Miller and Johnson-Laird, 1976), which postulates that a person's
knowledge is inseparable from their social, cultural and physical contexts. The aforementioned
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SHRDLU simulator offers one of the first platforms for computationally studying this topic.
(Harnad, 1990) introduce the symbol grounding problem as an important subject in Al. Early
grounding problems attempted to connect simple words to images (Barnard and Johnson, 2005;
Barnard et al., 2003; Berg et al., 2004). Image captioning (Coyne and Sproat, 2001; Zhu et al.,
2007) presented a substantially more realistic and challenging task of generating variable-length,
structured language utterances from visual input. In another stream of research, the focus is on
grounding language to perception and action. Researchers initially experimented on 2D environ-
ments with simplistic visual perception (Branavan et al., 2009; Chen and Mooney, 2008, 2011,
Matuszek et al., 2010), and have gradually migrated to more visually and physically realistic 3D
environments (Anderson et al., 2018b; Puig et al., 2018; Shridhar et al., 2020).

After large language models catalyzed tremendous performance boosts in NLP tasks (De-
vlin et al., 2019; Howard and Ruder, 2018; Liu et al., 2019; Peters et al., 2018), there has been
substantial evidence that acquiring knowledge from only textual data deems inadequate for solv-
ing problems that require understanding and reasoning about the physical world (Habernal et al.,
2018; Hill et al., 2019; Jia and Liang, 2017; McCoy et al., 2019; Wallace et al., 2019a). These
proposals have reinvigorated interests in learning language interactively and in conjunction with
other perception modalities. Various new research benchmarks have been developed with in-
creased complexity and enhanced practicality, such as image captioning (Gurari et al., 2020; Lin
et al., 2014), visual question answering (Antol et al., 2015), visual dialog (Das et al., 2017b), 3D
scene generation from text (Chang et al., 2014, 2015a), multimodal machine translation (Elliott
et al., 2016; Wang et al., 2019e), photo-realistic instruction-following (Anderson et al., 2018b;
Chen et al., 2019a; Misra et al., 2017b). Recent methods for solving these tasks not only use la-
beled multimodal data but also leverage unlabeled data or data that comes with free" labels (Gan
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et al., 2020; Gordon et al., 2020; Li et al., 2019; Lu et al., 2019; Qi et al., 2020a; Rahman et al.,
2020; Su et al., 2019; Sun et al., 2019a; Tan and Bansal, 2020; Zhou et al., 2020b). These meth-
ods learn universal grounded language representations that can be transferred across multimodal

learning tasks (Hao et al., 2020; Li et al., 2020a).

2.3.2 Leveraging Assistance from Humans

Humans and agents may not always communicate perfectly with one another. Humans
can under- or mis-specify their intentions, because they are not communicating cooperatively or
having false expectations about others. Meanwhile, agents may have limited generalizability that
hinders them from understanding novel requests given by humans. By conducting only a single
round of communication, the request-fulfilling protocol does not offer opportunities for humans
and agents to correct these communication mistakes. More interactive protocols that involve
multiple rounds of information exchange can potentially enhance communication accuracy and
thus improve performance of agents. To ensure that the productivity and satisfaction of humans
is also boosted, it is essential to equip agents with effective skills as a speaker, especially the
ability to timely request intervention from humans and to provide sufficient information to inform
humans' supporting actions.

Building agents that can engage in multi-turn conversations with humans is not a newly
emerged discipline. Automated chatbots were built since the 1960s (\Weizenbaum, 1966) and have
been consistently augmented. Current state-of-the-art systems are trained on massive collections
of human conversations and are able to generate diverse types of questions (Adiwardana et al.,

2020; Rae et al., 2021). These systems can be categorized into two types: social-bot agents and
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task-oriented agents. Social-bot agents (Chen et al., 2018; Ram et al., 2018; Zhou et al., 2020a)
aim to create a natural experience for a human when conversing with them. These agents may
ask questions to lubricate a conversation and draw engagement from human users. On the other
hand, task-oriented agents (Bordes et al., 2017; Chen et al., 2019c; Valizadeh and Parde, 2022)
communicate to obtain information from humans to complete a task. These agents are directly
related to the work presented in chaptér, as they ask questions with a clear goal of enhancing
their decisions on a certain task. Task-oriented dialog agents have largely been developed in
purely conversational problems, where asking questions to humans is required to complete the
task (Hemphill et al., 1990; Rastogi et al., 2020; Wei et al., 2018). Nevertheless, in domains
where communication with humans is not an intrinsic part of the task, equipping agents with
this ability has improved agent performance in novel conditions (Nguyen and Daum? IIl, 2019;
Nguyen et al., 2019b; Tellex et al., 2014b; Wei et al., 2018). These human-in-the-loop settings
are widely encountered in human-robot collaboration (Bauer et al., 2008; Chandrasekaran and
Conrad, 2015; Colgate et al., 1996; Fong et al., 2003; Rosenthal and Veloso, 2012; Tellex et al.,
2014b; Villani et al., 2018), and recently have also been pushed forward in the NLP community
by several proposals (Menon et al., 2022; Padmakumar and He, 2021; Wang et al., 2021).
Chapterg4 focuses on a particular language-based communication protocol in which an
agent generates and sends help requests to a human to receive language instructions from them. In
this setting, to elicit useful information from humans while retaining trust, it is important to teach
the agent to ask for help only when necessary and to generate informative requests. A popular
approach to this problem is to train the agent on a collection of human-generated conversations
(Adiwardana et al., 2020; Budzianowski et al., 2018; Jayannavar et al., 2020; Narayan-Chen et al.,
2019b; Padmakumar et al., 2021; Qian et al., 2021; Rae et al., 2021; Thomason et al., 2019b).
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While useful in many cases, naively imitating human behavior has a potential drawback: human
decisions may not always be contextually optimal for agents. For example, consider the task of
navigating to locations in a house. Humans are experts at object recognition, thus would rarely ask
guestions like what objects are around meNevertheless, because a robot may have imperfect
perception possibly due to its limited object-recognition module, asking such questions may be
useful for it in localization. In general, decisions on when and what to ask should be grounded
in the current context, which importantly includes the agent's decision-making policy. A simple
way to incorporate the agent's policy into these decisions is to program the agent to ask when the
output uncertainty of its policy exceeds a threshold (Abbasnejad et al., 2019; Chi et al., 2020).
However, this approach is unreliable when the agent is miscalibrated, i.e. its estimated probability
of an event does not align with the real-world frequency of that event. Furthermore, using a
fixed decision threshold for all situations is highly restrictive. Interactive learning techniques
(Liu et al., 2022; Nguyen and Daum? 1ll, 2019) address these problems, as the agent develops
adaptive behavior that reacts to perception of the current situation.

Besides language-based communication, researchers have proposed other protocols for
human-robot collaboration. Cha and Mata(2016) investigate the use of extra-linguistic sig-
nals in human-robot collaboration. Kwon et al. (2018) propose a method for optimizing motion
of a robot to better express its incapability. As an alternative to collecting verbal guidance, agents
may also request direct physical intervention from humans (Shiomi et al., 2008; Tellex et al.,
2014b). In a real-world application, drawing engagement from humans requires delicate cus-
tomization and combination of various types of interaction. Factors that are often overlooked in
prototypical research such as gesture, speaking tone, and appearance of an agent can markedly
bolster or deter a human's willingness to help (Backhaus et al., 2018; Bajones, 2016; Bajones
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et al., 2016; Cameron et al., 2015, 2016;jtténrauch and Severinson-Eklundh, 2006; Morales

et al., 2019; Vanzo et al., 2020; Weiss et al., 2010).

2.4 Vision-Language Navigation

Experimentation on real humans and robots are often expensive, time-consuming, and even
dangerous. Simulated environments provide safe and inexpensive platforms for rapidly proto-
typing and evaluating new ideas before deploying them in real-world scenarios. Traditionally,
video-game and physics simulators have been used to benchmark reinforcement learning algo-
rithms (Brockman et al., 2016; Kempka et al., 2016; Mnih et al., 2013; Todorov et al., 2012;
Vinyals et al., 2017). Nevertheless, these environments under-represent the complexity of the
real world. Moreover, most of these environments do not model interaction with humans through
natural language. In NLP, there are efforts in building interactive text-based worlds (Ceet? et al.,
2018; Fan et al., 2020; Urbanek et al., 2019) but the lack of a graphical component makes these
environments not suitable for grounded language learning.

Anderson et al. (2018b) presents the Matterport3D simulator, a photo-realistic simulator
that emulates first-person indoor navigation. The simulator provides 90 environments in total,
featuring over 50,000 object instances and 1,600 object types. Each environment is constructed
from a 3D scan of a real house collected by (Chang et al., 2017a) using a Matterport3D camera.
The environment is structured as an undirected graph whose nodes correspond to locations in the
house, and edges connect nearby locations that are averagely 2.5 meters apart. The agent may
traverse between the nodes in the environment by following the edges. Every node is associated

with a 360-degree photo capturing the view at the corresponding location. When visiting the
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location, the agent is given a photo that is generated from the panoramic photo representing its
current first-person view. The simulator allows customizing the field of vision of the agent. The
agent may rotate its view horizontally and vertically, after which the simulator will change the
current-view photo accordingly.

Based on the Matterport3D simulator, the authors propose a request-fulfilling problem
called vision-language navigation (VLN). In this problem, an agent takes as input a human-
language instruction that describes a path in an environment, and follows the instruction to arrive
at an intended destination. To support imitation learning on this problem, the authors collected a
dataset called Room-to-Room containing over 21,000 language instructions generated by human
annotators.

Since its inception, VLN has attracted enormous attention from Al researchers. The prob-
lem combines the core challenges of multiple Al-related disciplines, requiring techniques for
grounding language to visual perception and action. These three modalities are the main subjects
of study in robotics, computer vision, and NLP, respectively. While it is not the first time that
they are put together in a problem, VLN offers a degree of realism in the vision and language
modalities that surpass previous proposals by a substantial margin. VLN also manifests the diffi-
culties of a sequential decision-making problem. From the perspective of reinforcement learning
researchers, the problem offers an opportunity to step up from environments with simple graphics
and evaluate whether methods developed in those environments can be successfully transferred
to domains with highly complex input structures. The appeal of VLN as a research benchmark
is that while it presents a full package of technical challenges, the creators manage to make the
problem approachable for researchers that were only interested in a subset of those challenges.

Reasonable baselines can be easily constructed by applying encoder-decoder neural networks,
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which is a standard deep learning architecture, with pre-computed embeddings of the location
views provided by the creators. This helps researchers easily setup a working solution and start
investigating solutions to aspects of the problem that they are concerned about.

Within a few years, there has been a plethora of techniques and models proposed for tack-
ling VLN. Early improvements were gained by optimizing the inference procedure and employing
RL to fine-tune models pre-trained with imitation learning. Notably, Fried et al. (2018a) apply
pragmatic inference to this problem, learning a speaker model to re-rank candidate paths gener-
ated by the navigation agent. In a nutshell, the speaker model measures the compatibility between
a path and a language instruction. The agent chooses to output the path that maximizes the com-
patibility score with input instruction estimated by the speaker model. Wang et al. (2019d) take
this idea a step further, using the compatibility score as a reward to optimize iteratively with RL.
More recent performance breakthroughs comes from implementing more effective architectures
like BERT (Hong et al., 2020), and from pre-training on large-scale unlabeled multi-modality
datasets (Guhur et al., 2021; Wang et al., 2019d). A more detailed classification of methods and
trends on VLN can be found in more thorough surveys like (Gu et al., 2022; Park and Kim, 2022;
Wu et al., 2021).

Chapterg4 proposes human-assisted extensions of VLN, where the navigation agent is al-
lowed to request and leverage human instructions to recover from failure or situations with high
uncertainty. To my best knowledge, these are the first interactive formulations of this problem.
Following our work, there have been other variants like the CDVN dataset (Thomason et al., 2020)
and the JustAsk framework (Chi et al., 2020). Outside the Matterport3D environments, there
are also works that combine dialog with sequential decision-making in a high-fidelity simulator
(de Vries et al., 2018; Narayan-Chen et al., 2019b; Padmakumar et al., 2021; Suhr et al., 2019).
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The main distinction between my proposal and those presented in these works is that, rather than
learning the agent's behavior by mimicking human behavior captured by a static dataset, | con-
struct from the dataset simulations of humans and learn the agent's behavior by interacting with
these simulations. The latter approach enables the agent to make contextually relevant decisions

that are grounded in its own perception of the current situation.
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Chapter 3: Enriching Human-Al Communication During Training

Intelligent agents must be able to continuously extend their capabilities in order to adapt
to changing environments. Humans is an immense source of knowledge that agents can poten-
tially leverage to enhance their capabilities. While agents can mine general knowledge from static
knowledge sources like collections of texts, images and videos, humans can provide customized,
refined knowledge that can be much more contextually helpful for agents. Importantly, only hu-
mans can provide information about their own requirements and preferences, which are requisite
for agents to attain satisfactory performance.

To enable learning from humans, agents must employ learning algorithms that allow hu-
mans to conveniently and effectively convey knowledge to them. In this section, | explore two
types of communication medium humans can use to teach agents: numerical rating and language
description. Regarding the first type, | demonstrate the possibility and challenges of using rein-
forcement learning for improving machine translation models with human ratings (Nguyen et al.
(2017);83.1). Training with reinforcement learning results in significant performance gain, even
when ratings are moderately noisy. But obtaining the best results requires pre-training the model
with supervised learning, as numerical ratings alone do not contain sufficiently strong learning
signals for the model. These findings motivate me to develop a framework that enable humans to

deliver learning signals with their natural languages (Nguyen et al. (2821)). My framework
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focuses on learning from descriptive language, which characterizes the intentions of the learner
perceived the teacher. Verbally describing actions is one of the most common types of linguis-
tic interactions that mothers conduct to distill to their babies the very first linguistic knowledge
(Tamis-LeMonda et al., 2001). Teaching through descriptive feedback closely resembles the idea
of back-translation in NLP (Sennrich et al., 2016), and has been studied in reinforcement learning
contexts (Andrychowicz et al., 2017; Eysenbach et al., 2020; Packer et al., 2021). Taking a dif-
ferent perspective from previous work, my work formulates a learning framework that considers
language descriptions @asmmunication signalsent from the teacher, rather than as augmented
data. Employing a distinct type of communication signal positions our framework as a new gen-
eral statistical learning framework that is comparable with reinforcement learning and imitation
learning. In fact, our framework strictly generalizes reinforcement learning, because reward can
be viewed as a limited type of descriptive languadreinforcing this claim, there has been work
shows that the principle for training with general descriptions presented in my work can be seam-
lessly adapted for training with rewards, giving rise to a new breed of reinforcement learning

algorithms (Chen et al., 2021; Janner et al., 2021; Schmidhuber, 2019).

1if we consider the teacher's training intention 3®u [the agent] should achieve a reward Rf,a 0N a task
and letS be the space over all of possible teacher intentions, then the teacher's signdlave achieved a reward
of Rmax On a tasl essentially describes an intention$ Giving a reward thus represents sending a descriptive
communication signal.
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3.1 BaNDITNMT: Reinforcement Learning for Bandit Neural Machine Trans-

lation with Simulated Human Feedback

3.1.1 Overview

Bandit structured prediction is the task of learning to solve complex joint prediction prob-
lems (like parsing or machine translation) under a very limited feedback model: a system must
produce asinglestructured output (e.g., translation) and then the world revesde@@that mea-
sures how good or bad that output is, but provides neither a correct output nor feedback on any
other possible output (Chang et al., 2015c; Sokolov et al., 2015). Because of the extreme sparsity
of this feedback, a common experimental setup is that one pre-trains a good-but-not-great refer-
ence system based on whatever labeled data is available, and then seeks to improve it over time
using this bandit feedback. A common motivation for this problem setting is cost. In the case
of translation, bilingual experts can read a source sentence and a possible translation, and can
much more quickly provide a rating of that translation than they can produce a full translation
on their own. Furthermore, one can often collect even less expensive ratings from non-experts
who may or may not be bilingual (Hu et al., 2014). Breaking this reliance on expensive data
could unlock previously ignored languages and speed development of broad-coverage machine
translation systems.

All work on bandit structured prediction we know makes an important simplifying assump-
tion: thescoreprovided by the world i®xactlythe score the system must optimiZS3(1.2). In
the case of parsing, the score is attachment score; in the case of machine translation, the score is

(sentence-level) BEu. While this simplifying assumption has been incredibly useful in building
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algorithms, it is highly unrealistic. Any time we want to optimize a system by collecting user
feedback, we must take into account:
1. The metric we care about (e.g., expert ratings) may not correlate perfectly with the measure
that the reference system was trained on (e.ggWBor log likelihood);
2. Human judgments might be more granular than traditional continuous metrics (e.g., thumbs
up vs. thumbs down);
3. Human feedback have higlariance(e.g., different raters might give different responses
given the same system output);
4. Human feedback might be substantialkewede.g., a rater may think all system outputs

are poor).

Our first contribution is a strategy to simulate expert and non-expert ratings to evaluate the ro-
bustness of bandit structured prediction algorithms in general, in a more realistic environment
(83.1.4).

We construct a family of perturbations to capture three attribugesnularity, variance
andskew We apply these perturbations on automatically generated scores to simulate noisy
human ratings. To make our simulated ratings as realistic as possible, we study recent human
evaluation data (Graham et al., 2017) and fit models to match the noise profiles in actual human
ratings €3.1.4.2).

Our second contribution is a reinforcement learning solution to bandit structured prediction
and a study of its robustness to these simulated human rafigs). We combine an encoder-
decoder architecture of machine translation (Luong et al., 2015) with the advantage actor-critic
algorithm (Mnih et al., 2016), yielding an approach that is simple to implement but works on

low-resource bandit machine translation. Even with substantially restricted granularity, with

52



high variance feedback, or with skewed rewards, this combination improves pre-trained mod-
els (83.1.6). In particular, under realistic settings of our noise parameters, the algorithm's online

reward and final held-out accuracies do not significantly degrade from a noise-free setting.

3.1.2 Bandit Machine Translation

The bandit structured prediction problem (Chang et al., 2015c; Sokolov et al., 2015) is an
extension of the contextual bandits problem (Kakade et al., 2008; Langford and Zhang, 2008c) to
structured prediction. Bandit structured prediction operates overitirke:::K as:

1. World reveals context ("
2. Algorithm predicts structured outppt"
3. World reveals rewar® ¢);x ®

We consider the problem déarning to translate from human ratings a bandit struc-
tured prediction framework. In each round, a translation model receives a source sertence
produces a translatiop(), and receives a rating $;x@ from a human that reflects the
quality of the translation. We seek an algorithm that achieves high rewar&oveunds (high
cumulative reward). The challenge is that even though the model knows how good the translation
is, it knows neithewhereits mistakes are nowhatthe correct translation looks like. It must
balance exploration (finding new good predictions) with exploitation (producing predictions it
already knows are good). This is especially difficult in a task like machine translation, where,
for a twenty token sentence with a vocabulary siz&@f, there are approximately0®* possible
outputs, of which the algorithm gets to test exactly one.

Despite these challenges, learning from non-expert ratings is desirable. In real-world sce-
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Figure 3.1: A translation rating interface provided by the Facebook social network. Users see a
sentence followed by its machined-generated translation and can give ratings from 1 to 5 stars.
narios, non-expert ratings are easy to collect but other stronger forms of feedback are prohibitively
expensive. Platforms that offer translations can get quick feedback for free from their users to
improve their systems (Figure 3.1). Even in a setting in which annotators are paid, it is much less
expensive to ask a bilingual speaker to provide a rating of a proposed translation than it is to pay

a professional translator to produce one from scratch.

3.1.3 Effective Algorithm for Bandit Machine Translation

This section describes the neural machine translation architecture of our s§sténs (1).
We formulate bandit neural machine translation as a reinforcement learning prdifieini3(2)
and discuss why standard actor-critic algorithms struggle with this prot#é&m. (3.3). Finally,
we describe a more effective training approach based on the advantage actor-critic algorithm

(83.1.3.4).
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3.1.3.1 Neural machine translation

Our neural machine translation (NMT) model is an encoder-decoder that directly computes

the probability of translating a target senteyce (y;;  ;Ym) from a source sentence

Pjx)= P Mjy«:x) (3.1)

t=1

whereP (y; | Y« ;X) is the probability of outputting the next wong at time stept given a
translation prefixy; and a source sentenke

We use a neural encoder-decoder NMT architecture with global attention (Luong et al.,
2015), where both the encoder and decoder are recurrent neural networks (RNEA (fae
a more detailed description). These models are normally trained by supervised learning, but as
reference translations are not available in our setting, we use reinforcement learning methods,

which only require numerical feedback to function.

3.1.3.2 Bandit NMT as Reinforcement Learning

NMT generating process can be viewed as a Markov decision process on a continuous state
space. The states are the hidden vechdf§ generated by the decoder. The action space is the
target language's vocabulary.

To generate a translation from a source senten@ NMT model starts at an initial state
hdec: a representation of computed by the encoder. At time steghe model decides the next
action to take by defining a stochastic poliey(y; j Y« ;X), which is directly parametrized by

the parameters of the model. This policy takes the current staf&$ as input and produces a
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probability distribution over all actions (target vocabulary words). The next agti®chosen
by takingarg maxor sampling from this distribution. The model computes the next btéfeby
updating the current state®S by the action takesk,.

The objective of bandit NMT is to find a policy that maximizes the expected reward of
translations sampled from the model's policy:

h

[
maxLpg( ) =max E x o, R(¥;X) (3.2)
¢ P (ix)

whereDy, is the training set anB is the reward function (the ratet)We optimize this objective

function with policy gradient methods. For a fixgd the gradient of the objective in Eq 3.2 is:

r Lpg( )= Ey p () [ROr logP ()] (3.3)
hx X i
=Ep p () Q¥<t;y)r P () ¥«)
t=1 %

whereQ(Y« ; ¥;) is the expected future reward gfgiven the current prefi®., , then continuing

sampling fromP to complete the translation:

h i
Q(P<t ;%) = Eyo p (jx) R(Y% x) (3.4)

with R($2x)  RPEx)1FPY = ¥ ;:9°= Mg

1f g is the indicator function, which returns 1 if the logic inside the bracket is true and returns O
otherwise.

The gradient in Eq 3.3 requires rating all possible translations, which is not feasible in ban-

20ur raters arstochasti¢but for simplicity we denote the reward as a function; it should be expected reward.
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dit NMT. Naive Monte Carlo reinforcement learning methods such as REINFORCE (Williams,
1992Db) estimate® values by sample means but yields very high variance when the action space

is large, leading to training instability.

3.1.3.3 Why are actor-critic algorithms not effective for bandit NMT?

Reinforcement learning methods that rely on function approximation are preferred when
tackling bandit structured prediction with a large action space because they can capture similar-
ities between structures and generalize to unseen regions of the structure space. The actor-critic
algorithm (Konda and Tsitsiklis, 1999) uses function approximation to directly mod€l thac-
tion, called thecritic model. In our early attempts on bandit NMT, we adapted the actor-critic
algorithm for NMT in Bahdanau et al. (2017), which employs the algorithm in a supervised learn-
ing setting. Specifically, while an encoder-decoder critic mdg@elas a substitute for the true
Q function in Eq 3.3 enables taking the full sum inside the expectation (because the critic model
can be queried with any state-action pair), we are unable to obtain reasonable results with this
approach.

Nevertheless, insights into why this approach fails on our problem explains the effective-
ness of the approach discussed in the next section. There are two properties in Bahdanau et al.
(2017) that our problem lacks but are key elements for a successful actor-critic. The first is access
to reference translations: while the critic model is able to observe reference translations during
training in their setting, bandit NMT assumes those are never available. The second is per-step
rewards: while the reward function in their setting is known and can be exploited to compute

immediate rewards after taking each action, in bandit NMT, the actor-critic algorithm struggles
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with credit assignment because it only receives reward when a translation is completed. Bahdanau
et al. (2017) report that the algorithm degrades if rewards are delayed until the end, consistent
with our observations.

With an enormous action space of bandit NMT, approximating gradients witf ttréic
model induces biases and potentially drives the model to wrong optima. Values of rarely taken
actions are often overestimated without an explicit constraint bet@eeaiues of actions (e.g.,
a sum-to-one constraint). Bahdanau et al. (2017) add an ad-hoc regularization term to the loss
function to mitigate this issue and further stablizes the algorithm with a delay update scheme, but

at the same time introduces extra tuning hyper-parameters.

3.1.3.4 Advantage Actor-Critic for Bandit NMT

We follow the approach of advantage actor-critic (Mnih et al., 2016, A2C) and combine
it with the neural encoder-decoder architecture. The resulting algorithm which we call NED-
A2C approximates the gradient in Eq 3.3 by a single samgle P( j R) and centers the

rewardR(¥') using the state-specific expected future rewacgt.; ) to reduce variance:

X
rLpg( ) Ri(f)r logP (9] ¥<«) (3.5)

t=1

with R(Y)  R(¥) V(¥«)
V(Pa)  Ego piiga) [Q(P<t ;9]

We train a separate attention-based encoder-decoder ModelestimateV values. This

model encodes a source sentemcand decodes a sampled translatipn At time stept, it
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computesV, (Y« ;x) = w>h", whereh{" is the current decoder's hidden vector amds a

learned weight vector. The critic model minimizes the MSE between its estimates and the true

values:

1] #
X

I—crt(! ): E x D Lt(y‘;x) (36)
y P (ix)

t=1

with Le($5 %) Vi (P«e3X) RO X1

We use a gradient approximation to updatéor a fixedx andy P ( j R):

xn
roLe(t) M (P«) RMIr Vi (Pt) (3.7)

t=1

NED-A2C is better suited for problems with a large action space and has other advantages

over actor-critic. For large action spaces, approximating gradients using tngic model in-

duces lower biases than using Qecritic model. As implied by its definition, th® model is

robust to biases incurred by rarely taken actions since rewards of those actions are weighted by

very small probabilities in the expectation. In addition, Yhenodel has a much smaller number

of parameters and thus is more sample-efficient and more stable to train tl@mtbédel. These

attractive properties were not studied in A2C's original paper (Mnih et al., 2016).

Algorithm 2 The NED-A2C algorithm for bandit NMT.

1: for
2:

i=1 Kdo

receive a source sentence)

sample a translatiop® P ( j x®)
receive rewar@® ($(; x (1))

update the NMT model using Eq 3.5.
update the critic model using Eq 3.7.
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Algorithm 2 summarizes NED-A2C for bandit NMT. For eachwe draw a single sample
¥ from the NMT model, which is used for both estimating gradients of the NMT model and the
critic model. We run this algorithm with mini-batchesfand aggregate gradients over xall
in a mini-batch for each update. Although our focus is on bandit NMT, this algorithm naturally

works with any bandit structured prediction problem.

3.1.4 Modeling Imperfect Ratings

Our goal is to establish the feasibility of usirgal human feedback to optimize a machine
translation system, in a setting where one can cokepertfeedback as well as a setting in
which one only collect;mon-expertfeedback. In all cases, we consider the expert feedback to
be the gold standard that we wish to optimize. To establish the feasibility of driving learning
from human feedbacwithoutdoing a full, costly user study, we begin with a simulation study.
The key aspects (Figure 3.2) of human feedback we capture are: (a) mismatch between training
objective and feedback-maximizing objective, (b) human ratings typically are big3eti4.1),

(c) individual human ratings have high varianéS3(1.4.2), and (d) non-expert ratings can be
skewed with respect to expert ratings3(1.4.3).

In our simulated study, we begin by modeling gold standard human ratings using add-one-
smoothed sentence-leveLBu (Chen and Cherry, 2014) Our evaluation criteria, therefore, is
average sentencetBu over the run of our algorithm. However, in any realistic scenario, human
feedback will vary from its average, and so the reward that our algorithm receives will be a
perturbedvariant of sentence4B:zu. In particular, if the sentencetBu score iss 2 [0; 1], the

algorithm will only observes® per{(s), where pert is a perturbation distribution. Because our

3 Smoothing 2 in Chen and Cherry (2014). We also add one to lengths when computing the brevity penalty.
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Figure 3.2: Examples of how our perturbation functions change the true feedback distribution
(left) to ones that better capture features found in human feedback (right).
reference machine translation system is pre-trained using log-likelihood, there is already an (a)

mismatch between training objective and feedback, so we focus on (b-d) below.

3.1.4.1 Humans Provide Granular Feedback

When collecting human feedback, it is often more effective to collect disdneteed
scores. A classic example is the Likert scale for human agreement (Likert, 1932) or star rat-
ings for product reviews. Insisting that human judges provide continuous values (or feedback
at too fine a granularity) can demotivate raters without improving rating quality (Preston and
Colman, 2000).

To model granular feedback, we use a simple rounding procedure. Given an integer param-
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eterg for degree of granularity, we define:

perf®s; g) = érounc{gs) (3.8)

This perturbation function divides the range of possible outputsgrta bins. For example, for
g =5, we obtain bing0; 0:1), [0:1; 0:3), [0:3; 0:5), [0:5; 0:7), [0:7; 0:9) and[0:9; 1.0]. Since most
sentence-BEU scores are much closer to zero than to one, many of the larger bins are frequently

vacant.

3.1.4.2 Experts Have High Variance

Human feedback has high variance around its expected value. A natural goal for a variance
model of human annotators is to simulate as closely as possible how human raters actually
perform. We use human evaluation data recently collected as part of the WMT shared task (Gra-
ham et al., 2017). The data consist of 7200 sentences multiply annotated by giving non-expert
annotators on Amazon Mechanical Turk a reference sentencesanglesystem translation, and
asking the raters to judge the adequacy of the translation.

From these data, we treat thgeragehuman rating as the ground truth and consider how
individual human ratings vary around that mean. To visualize these results with kernel density
estimates (standard normal kernels) of skendard deviationFigure 3.3 shows the mean rating
(x-axis) and the deviation of the human ratings (y-axis) at each méarexpected, the standard

deviation is small at the extremes and large in the middle (this is a bounded interval), with a fairly

“4Typical machine translation evaluations evaluate pairs and ask annotators to choose which is better.

SA current limitation of this model is that the simulated noise is i.i.d. conditioned on the rating (homoscedastic
noise). While this is a stronger and more realistic model than assuming no noise, real noise is likely heteroscedastic:
dependent on the input.
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Figure 3.3: Average rating (x-axis) versus a kernel density estimate of the variance of human
ratings around that mean, with linear fits. Human scores vary more around middling judgments
than extreme judgments.

large range in the middle: a translation whose average scb0xen get human evaluation scores
anywhere betwee®0 and80 with high probability. We use a linear approximation to define our

variance-based perturbation function as a Gaussian distribution, which is parameterized by a

scale that grows or shrinks the variances (wher 1 this exactly matches the variance in the

plot).

pert?(s; )= Nor s; (s)? (3.9
8

5 0:64s 002 ifs< 50

(s) = 5
: 0:67s+67:0 otherwise

3.1.4.3 Non-Experts are Skewed from Experts

The preceding two noise models assume that the reward closely models the value we want
to optimize (has the same mean). This may not be the case with non-expert ratings. Non-expert

raters are skewed both for reinforcement learning (Loftin et al., 2014; Thomaz and Breazeal,
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Table 3.1: Sentence counts in data sets.

De-En Zh-En
Supervised training 186K 190K
Bandit training 167K 165K
Development 77K 79K
Test 9.1K 7.4K

2008; Thomaz et al., 2006) and recommender systems (Adomavicius and Zhang, 2012; Herlocker
et al., 2000), but are typically bimodal: some are harsh (typically provide very low scores, even
for okay outputs) and some are motivational (providing high scores for okay outputs).

We can model both harsh and motivations raters with a simple deterministic skew pertur-

bation function, parametrized by a scala2 [0;1 ):

perfks: )='s (3.10)

For > 1, the rateris harsh; for< 1, the rater is motivational.

3.1.5 Experimental Setup

We choose two language pairs from different language families with different typological
properties: German-to-English and (De-En) and Chinese-to-English (Zh-En). We use parallel
transcriptions of TED talks for these pairs of languages from the machine translation track of
the IWSLT 2014 and 2015 (Cettolo et al., 2012, 2014, 2015). For each language pair, we split
its data into four sets for supervised training, bandit training, development and testing (Table
3.1). For English and German, we tokenize and clean sentences using Moses (Koehn et al.,

2007). For Chinese, we use the Stanford Chinese word segmenter (Chang et al., 2008) to segment
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sentences and tokenize. We remove all sentences with length greater than 50, resulting in an
average sentence length of 18. We use IWSLT 2015 data for supervised training and development,
IWSLT 2014 data for bandit training and previous years' development and evaluation data for

testing®

3.1.5.1 Evaluation Framework

For each task, we first use the supervised training set to pre-train a reference NMT model
using supervised learning. On the same training set, we also pre-train the critic model with
translations sampled from the pre-trained NMT model. Next, we enter a bandit learning mode
where our models only observe the source sentences of the bandit training set. Unless specified
differently, we train the NMT models with NED-A2C for one pass over the bandit training set.
If a perturbation function is applied to Per-Sentene& B scores, it is only applied in this stage,
not in the pre-training stage.

We measure thanprovement S of an evaluation metri& due to bandit training: S =
Sazc  Sref » WhereS,¢; is the metric computed on the reference models$ad is the metric
computed on models trained with NED-A2C. Our primary intereflesSentenc8LEU: aver-
age sentence-levellBU of translations that are sampled and scored during the bandit learning
pass. This metric represents average expert ratings, which we want to optimize for in real-world
scenarios. We also measuteldout BLEU: corpus-level BEU on an unseen test set, where
translations are greedily decoded by the NMT models. This shows how much our method im-

proves translation quality, since corpus-leveEB correlates better with human judgments than

60ver 95% of the bandit learning set's sentences are seen during supervised learning. Performance gain on this set
mainly reflects how well a model leverages weak learning signals (ratings) to improve previously made predictions.
Generalizability is measured by performance gain on the test sets, which do not overlap the training sets.
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sentence-level BEu.
Because of randomness due to both the random sampling in the model for exploration as
well as the randomness in the reward function, we repeat each experiment five times and report

the mean results with 95% confidence intervals.

3.1.5.2 Model configuration

Both the NMT model and the critic model are encoder-decoder models with global atten-
tion (Luong et al., 2015). The encoder and the decoder are unidirectional single-layer LSTMs.
They have the same word embedding size and LSTM hidden size of 500. The source and target
vocabulary sizes are both 50K. We do not use dropout in our experiments. We train our models
by the Adam optimizer (Kingma and Ba, 2015a) with = 0:9; , = 0:999and a batch size
of 64. For Adam's hyperparameter, we uskd 3 during pre-training and.0 # during ban-
dit learning (for both the NMT model and the critic model). During pre-training, starting from
the fifth pass, we decay by a factor of 0.5 when perplexity on the development set increases.
The NMT model reaches its highest corpus-levekB on the development set after ten passes
through the supervised training data, while the critic model's training error stabilizes after five
passes. The training speed is 18s/batch for supervised pre-training and 41s/batch for training with

the NED-A2C algorithm.

3.1.6 Results and Analysis

In this section, we describe the results of our experiments, broken into the following ques-

tions: how NED-A2C improves reference mode$s3(1.6.1); the effect the three perturbation
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Table 3.2: Translation scores and improvements based on a single round of un-perturbed bandit
feedback. Per-Sentence.BJ and Heldout BEU are not comparable: the former is sentence-
BLEU, the latter is corpus-Beu.

De-En Zh-En
Reference sup A2C Reference sup A2C

Fully pre-trained reference model

Per-SentencelBu | 38.26 0.02 0.07 0.05 282 0.03|32.79 0.01 0.36 0.05 1.08 0.03
Heldout BLEU 2494 0.00 148 0.00 1.82 0.08| 13.73 0.00 1.18 0.00 0.86 0.11

Weakly pre-trained reference model

Per-SentencelBu | 19.15 0.01 294 0.02 7.07 0.06| 14.77 0.01 1.11 0.02 3.60 0.04
Heldout BLEU 19.63 0.00 3.94 0.00 161 0.17| 9.34 0.00 231 0.00 092 0.13

functions have on the algorithn8.1.6.2); and whether the algorithm improves a corpus-level

metric that corresponds well with human judgmenst3.(.6.3).

3.1.6.1 Effectiveness of NED-A2C under Un-perturbed Bandit Feedback

We evaluate our method in an ideal setting whameperturbedPer-Sentence IBEU simu-

lates ratings during both training and evaluation (Table 3.2).

Single round of feedback. In this setting, our models only observe each source sentence
once and before producing its translation. On both De-En and Zh-En, NED-A2C improves Per-

Sentence BEU of reference models after only a single pass (+2.82 and +1.08 respectively).

Poor initialization. Policy gradient algorithms have difficulty improving from poor initializa-
tions, especially on problems with a large action space, because they use model-based explo-
ration, which is ineffective when most actions have equal probabilities (Bahdanau et al., 2017;
Ranzato et al., 2016). To see whether NED-A2C has this problem, we repeat the experiment with

the same setup but with reference models pre-trained for only a single pass. Surprisingly, NED-
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Figure 3.4: Learning curves of models trained with NED-A2C for five epochs.

A2C is highly effective at improving these poorly trained models (+7.07 on De-En and +3.60 on

Zh-En in Per-SentencelBU).

Comparisons with supervised learning. To further demonstrate the effectiveness of NED-
A2C, we compare it with training the reference models with supervised learning for a single pass
on the bandit training set. Surprisingly, observing ground-truth translations barely improves the
models in Per-Sentence.Bu when they are fully trained (less than +0.4 on both tasks). A pos-
sible explanation is that the models have already reached full capacity and do not benefit from
more example$.NED-A2C further enhances the models because it eliminates the mismatch be-
tween the supervised training objective and the evaluation objective. On weakly trained reference
models, NED-A2C also significantly outperforms supervised learninggr-Sentence IBzU of

NED-A2C is over three times as large as those of supervised learning).

"This result may vary if the domains of the supervised learning set and the bandit training set are dissimilar. Our
training data are all TED talks.
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Figure 3.5: Performance gains of NMT models trained with NED-A2C in Per-Senteree B

(top row) and in Heldout BEu (bottom row) under various degrees of granularity, variance, and
skew of scores. Performance gains of models trained with un-perturbed scores are within the
shaded regions.

Multiple rounds of feedback. We examine if NED-A2C can improve the models even further
with multiple rounds of feedback With supervised learning, the models can memorize the ref-
erence translations but, in this case, the models have to be able to exploit and explore effectively.
We train the models with NED-A2C for five passes and observe a much more signifi€samt

Sentence BEU than training for a single pass in both pairs of language (+6.73 on De-En and

+4.56 on Zh-En) (Figure 3.4).

3.1.6.2 Effect of Perturbed Bandit Feedback

We apply perturbation functions defined$3.1.4.1 to Per-Sentenca.Bu scores and use

the perturbed scores as rewards during bandit training (Figure 3.5).

Granular Rewards. We discretize raw Per-Sentencef scores using pett" (s; g) (83.1.4.1).

8The ability to receive feedback on the same example multiple times might not fit all use cases though.
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We varyg from one to ten (number of bins varies from two to eleven). Compared to continu-
ous rewards, for both pairs of languagesPer-Sentence IEEU is not affected withg at least
five (at least six bins). As granularity decrease&er-Sentence IB=u monotonically degrades.

However, even wheg = 1 (scores are either 0 or 1), the models still improve by at least a point.

High-variance Rewards. We simulate noisy rewards using the model of human rating variance
pert?(s; ) (83.1.4.2) with 2 f0:1;0:2;0:5; 1; 2; 5g. Our models can withstand an amount
of about 20% the variance in our human eval data without droppingRer-Sentence B:u.

When the amount of variance attains 100%, matching the amount of variance in the human data,
Per-Sentence IB2u go down by about 30% for both pairs of languages. As more variance is
injected, the models degrade quickly but still improve from the pre-trained models. Variance is
the most detrimental type of perturbation to NED-A2C among the three aspects of human ratings

we model.

Skewed Rewards. We model skewed raters using & (s; ) (§3.1.4.3) with 2 f 0:25;0:5;

0:67;1; 1.5; 2; 49. NED-A2C is robust to skewed scoresPer-Sentence IB:U is at least 90% of

unskewed scores for most skew values. Only when the scores are extremely hardh does
Per-Sentence BU degrade significantly (most dramatically by 35% on Zh-En). At that degree

of skew, a score of 0.3 is suppressed to be less than 0.08, giving little signal for the models to learn

from. On the other spectrum, the models are less sensitive to motivating scores as Per-Sentence

BLEU is unaffected on Zh-En and only decreases by 7% on De-En.
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3.1.6.3 Held-out Translation Quality

Our method also improves pre-trained models in HeldagB a metric that correlates
with translation quality better than Per-Sentena&B (Table 3.2). When scores are perturbed
by our rating model, we observe similar patterns as with Per-Senteree: Bhe models are
robust to most perturbations except when scores are very coarse, or very harsh, or have very
high variance (Figure 3.5, second row). Supervised learning improves Helde&ut Better,
possibly because maximizing log-likelihood of reference translations correlates more strongly
with maximizing Heldout BEU of predicted translations than maximizing Per-SenteniceuB

of predicted translations.

3.1.7 Related Work and Discussion

Ratings provided by humans can be used as effective learning signals for machines. Re-
inforcement learning has become ttle factostandard for incorporating this feedback across
diverse tasks such as robot voice control (Tenorio-Gonzalez et al., 2010), myoelectric control (Pi-
larski et al., 2011), and virtual assistants (Isbell et al., 2001). Recently, this learning framework
has been combined with recurrent neural networks to solve machine translation (Bahdanau et al.,
2017), dialogue generation (Li et al., 2016), neural architecture search (Zoph and Le, 2017), and
device placement (Mirhoseini et al., 2017). Other approaches to more general structured pre-
diction under bandit feedback (Chang et al., 2015c; Sokolov et al., 2016a,b) show the broader
efficacy of this framework. Ranzato et al. (2016) describe MIXER for training neural encoder-
decoder models, which is a reinforcement learning approach closely related to ours but requires

a policy-mixing strategy and only uses a linear critic model. Among work on bandit MT, ours
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is closest to Kreutzer et al. (2017), which also tackle this problem using neural encoder-decoder

models, but we (a) take advantage of a state-of-the-art reinforcement learning method; (b) devise
a strategy to simulate noisy rewards; and (c) demonstrate the robustness of our method on noisy
simulated rewards.

Our results show that bandit feedback can be an effective feedback mechanism for neu-
ral machine translation systems. Thigdsspitethat errors in human annotations hurt machine
learning models in many NLP tasks (Snow et al., 2008). An obvious question is whether we
could extend our framework to model individual annotator preferences (Passonneau and Carpen-
ter, 2014) or learn personalized models (Mirkin et al., 2015; Rabinovich et al., 2017), and handle
heteroscedastic noise (Antos et al., 2010; Kersting et al., 2007; Park, 1966). Another direction
is to apply active learning techniques to reduce the sample complexity required to improve the
systems or to extend to richer action spaces for problems like simultaneous translation, which re-
quires prediction (Grissom Il et al., 2014) and reordering (He et al., 2015) among other strategies

to both minimize delay and effectively translate a sentence (He et al., 2016a).

3.2 ILIAD: Interactive Learning from Activity Descriptions

3.2.1 Overview

The goal of arequest-fulfillingagent is to map a given request in a situated environment
to an execution that accomplishes the intent of the request (Anderson et al., 2018b; Artzi and
Zettlemoyer, 2013; Chen and Mooney, 2011; Chen et al., 2019b; Misra et al., 2017a; Nguyen
and Daum? lll, 2019; Nguyen et al., 2019b; Tellex et al., 2012; Winograd, 1972). Request-

fulfilling agents have been typically trained usingn-verbalinteractive learning protocols such
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Table 3.3: Trade-offs between themarning effort of the agent and the teacher in three learning
protocols. Each protocol employs a different medium for the teacher to convey feedback. If a
medium is not natural to the teacher (e.g., IL-style demonstration), it must learn to express feed-
back using that mediumegacher communication-learning effarEor example, in IL, to provide
demonstrations, the teacher must learn to control the agent to accomplish tasks. Similarly, if a
medium is not natural to the agent (e.g., human language), it needs to learn to interpret feedback
(agent communication-learning effprtThe agent also learns tasks from information decoded
from feedback &gent task-learning effoyt The qualitative claims about the agent learning ef-

fort column summarize our empirical findings about the learning efficiency of algorithms that
implement these protocols (Table 3.4).

Learning effort

Feedback Teacher Agent
Protocol medium (communication learning) (comm. & task learning)
IL Demonstration Highest Lowest
RL Scalar reward None Highest
ILIAD Description None Medium

as imitation learning (IL) which assumes labeled executions as feedback (Anderson et al., 2018b;
Mei et al., 2016; Yao et al., 2020), or reinforcement learning (RL) which uses scalar rewards as
feedback (Chaplot et al., 2018; Hermann et al., 2017a). These protocols are suitable for train-
ing agents with pre-collected datasets or in simulators, but they do not lend themselves easily to
training by human teachers that only possess domain knowledge, but might not be able to pre-
cisely define the reward function, or provide direct demonstrations. To enable training by such
teachers, we introduce a verbal interactive learning protocol called | InteractivelL earning
from Activity Description, where feedback is limited descriptions of activitiesn a language
that is appropriate for a given teacher (e.g., a natural language for humans).

Figure 3.6 illustrates an example of training an agent usingLti®| protocol. Learning
proceeds in episodes of interaction between a learning agent and a teacher. In each episode, the

agent is presented with a request, provided in the teacher's description language, and takes a se-
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Figure 3.6: A real example of training an agent to fulfill a navigation request in a 3D environment
(Anderson et al., 2018b) usingDkL, our implementation of theLIAD protocol. The agent
receives a requedEnter the house...‘which implies the - path. Initially, it wanders far from the
goal because it does not understand language. Its execui)da (lescribed adValk through
the living room..."" To ground language, the agent learns to generate’ thath conditioned on
the description. After a number of interactions, its executionig closer to the optimal path. As
this process iterates, the agent learns to ground diverse descriptions to executions and can execute
requests more precisely.
guence of actions in the environment to execute it. After an execution is completed, the teacher
provides the agent with a description of the execution, in the same description language. The
agent then uses this feedback to update its policy.

The agent receiva® otherfeedback such as ground-truth demonstration (Mei et al., 2016),
scalar reward (Hermann et al., 2017a), or constraint (Miryoosefi et al., 2019). Essentially, |

IAD presents a setting where task learning is enablegrtwyndedlanguage learning: the agent

improves its request-fulfilling capability by exploring the description language and learning to
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ground the language to executions. This aspect distinguisio Ifrom IL or RL, where task
learning is made possible by imitating actions or maximizing rewards.

The ILIAD protocol leaves two open problems: ¢ae exploration problemhow to gen-
erate executions that elicit useful descriptions from the teacher aritiglgrounding problem
how to effectively ground descriptions to executions. We develop an algorithm named A
Activity-DescriptionExplorative L earner that offers practical solutions to these problems. For
(a), we devise a semi-supervised execution sampling scheme that efficiently explores the de-
scription language space. For (b), we employ maximum likelihood to learn a mapping from
descriptions to executions. We show that our algorithm can be viewed as density estimation, and
prove its convergence in the contextual bandit setting (Langford and Zhang, 2008b), i.e., when
the task horizonis 1.

Our paper doernot argue for the primacy of one learning protocol over the others. In fact,
an important point we raise is that there are multiple, possibly competing metrics for comparing
learning protocols. We focus on highlighting tbemplementaradvantages ofLiAD against IL
and RL (Table 3.3). In all of these protocols, the agent and the teacher establish a communication
channel that allows the teacher to encode feedback and send it to the agent. At one extreme, IL
uses demonstration, agent-specifienedium, to encode feedback, thus placing the burden of es-
tablishing the communication channel entirely on the teacher. Concretely, in standard interactive
IL (e.g., Ross et al., 2011), a demonstration can contain only actions in the agent's action space.
Therefore, this protocol implicitly assumes that the teacher must be familiar with the agent's
control interface. In practice, non-experts may have to spend substantial effort in order to learn

to control an agent. In these settings, the agent usually learns from relatively few demonstra-

9Third-person or observational IL (Stadie et al., 2017; Sun et al., 2019b) allows the teacher to demonstrate
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tions because it does not have to learn to interpret feedback, and the feedback directly specifies
the desired behavior. At another extreme, we have RL amdl, where the teacher provides
feedback viaagent-agnostienedia (reward and language, respectively). RL eliminates the agent
communication-learning effort by hard-coding the semantics of scalar rewards into the learning
algorithm?® But the trade-off of using such limited feedback is that the task-learning effort of
the agent increases; state-of-the-art RL algorithms are notorious for their high sample complexity
(Chaplot et al., 2018; Chevalier-Boisvert et al., 2019; Hermann et al., 2017a). By employing a
natural and expressive medium like natural languageD offers a compromise between RL

and IL: it can be more sample-efficient than RL while not requiring the teacher to master the
agent's control interface as IL does. Overall, no protocol is superior in all metrics and the choice
of protocol depends on users' preferences.

We empirically evaluate BEL against IL and RL baselines on two tasks: vision-language
navigation (Anderson et al., 2018b), and word-modification via regular expressions (Andreas
et al., 2018). Our results show thabAL significantly outperforms RL baselines in terms of both
sample efficiency and quality of the learnt policies. Als@E's success rate is competitive
with those of the IL baselines on the navigation task and is lower by 4% on the word modification
task. It takes approximately 5-9 times more training episodes than the IL baselines to reach
comparable success rates, which is quite respectable considering that the algorithm has to search
in an exponentially large space for the ground-truth executions whereas the IL baseligigsare
these executions. ThereforeDAL can be a preferred algorithm whenever annotating executions

with correct (agent) actions is not feasible or is substantially more expensive than describing

tasks with their action space. However, this frameworkas-interactivebecause the agent imitates pre-collected
demonstrations and does not interact with a teacher. We consider interactive IL (Ross et al., 2011), which is shown
to be more effective than non-interactive counterparts.

10y design, RL algorithms understand that higher reward value implies better performance.
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executions in some description language. For example, in the word-modification task, A
teaches the agent without requiring a teacher with knowledge about regular expressions. We
believe the capability of non-experts to provide feedback will makeiAand more generally the

ILIAD protocol a strong contender in many scenarios.

3.2.2 Problem Formulation

Environment We borrow our terminology from the reinforcement learning (RL) literature (Sut-
ton and Barto, 2018). We consider an agent acting in an environment with stateSspaatsn
spaceA, and transition functiom : S A'! ( S), where ( S) denotes the space of all
probability distributions ove6. LetR = fR:S A! [0;1]g be a set of reward functions.

A taskin the environment is defined by a tup|R; s1; d’”), whereR 2 R is the task’s reward
function,s; 2 S is the start state, ardf 2 D is the task’s (language) request. Heeis the set

of all nonempty strings generated from a finite vocabulary. The agent only has access to the start
state and the task request; the reward function is only used for evaluation. For example, in robot
navigation, a task is given by a start location, a task requestdj&do the kitchet) and a reward

function that measures the distance from a current location to the kitchen.

Execution Episode At the beginning of an episode, a tagk ( R;s;; d?) is sampled from a task
distributionP?(qg). The agent starts is; and is presented witti’ but does nobbserveR or any
rewards generated by it. The agent maintainscaest-conditioned policy : S D! ( A)
with parameters, which takes in a state 2 S and a requed 2 D, and outputs a probability
distribution overA. Using this policy, it can generate amecutior = (S1;81;S2;  ;SH;8H),

whereH is the task horizon (the time limit) (jsi;d”) andsisy T(]si;&) for
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Algorithm 3 ILIAD protocol. Details of line 4 and line 6 are left to specific implementations.
1: Initialize agent policy :S D! ( A)
2.forn=1;2;, ;N do
3:  World samples a tasti= (R;s;;d?)  P?()
4:  Agent generates an executiégivens,, d’, and
5.  Teacher generates a descript&n Pr(]&
6

Agent usegd?; &:;d) to update
return

everyi. Throughout the paper, we will use the notat®on P ( j s;;d) to denote sampling an
executiore by following policy given a start stats; and a request. The objective of the agent

is to find a policy with maximum value, where we define the policy vaMig ) as:

" #
V( ): Eq P?():6 P (jsid?) R(S,,a,) (311)

i=1

ILIAD protocol Alg 3 describes thellAD protocol for training a request-fulfilling agent. It con-

sists of a series dfl training episodes. Each episode starts with sampling ataskR; s1; d?)

from P?. The agent then generates an execué@ivens,, d’, and its policy (line 4). The
feedback mechanism inllAD is provided by @eacherthat can describe executions in a descrip-
tion language. The teacher is modeled by a fixed distribufien (S A )H ! ( D), where

(S A )" isthe space ovet -step executions. After generatiBgthe agent sends it to the teacher

and receives descriptionof &, which is a samplél\ Pr( j & (line 5). Finally, the agent uses

the triplet(d”; &;d) to update its policy for the next round (line 6). Crucially, the ageexer
receives any other feedback, including rewards, demonstrations, constraints, or direct knowledge
of thelatentreward function. Any algorithm implementing theAD protocol has to decide how

to generate executions (the exploration problem, line 4) and how to update the agent policy (the

grounding problem, line 6). The protocol does not provide any constraints for these decisions.
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Consistency of the teacher In order for the agent to learn to execute requests by grounding the
description language, we require that the description language is similar to the request language.

Formally, we define the ground-truth joint distribution over tasks and executions as follows

P’(e;R;s;;d) = P - (e] sy;d) P’ (R; sy d) (3.12)

where ? is an optimal policy that maximizes Eq 3.11. From this joint distribution, we derive
the ground-truth execution-conditioned distribution over requedtd j €). This distribution
specifies the probability that a requelstan serve as a valid description of an execugon

We expect that if the teacher's distributi®q (d j €) is close toP?(d j €) then grounding
the description language to executions will help with request fulfilling. In that case, the agent can
treat a description of an execution as a request that is fulfilled by that execution. Therefore, the
description-execution pair@l: &) can be used as supervised-learning examples for the request-
fulfilling problem.

The learning process can be sped up if the agent is able to exploit the compositionality of
language. For example, if a requesttsgrn right, walk to the kitchehand the agent's execution
is described asturn right, walk to the bedrooim the agent may not have successfully fulfilled
the task but it can learn whaturn right" and walk td' mean through the description. Later, it
may learn to recognizekitcheri through a description likego to the kitchehand compose that

knowledge with its understanding ofvalk td' to better executewalk to the kitcheh
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3.2.3 The AEL algorithm

We frame thelliIAD problem as a density-estimation problegiven that we can effectively
draw samples from the distributid®’(s;; d) and a teacheP (d j €), how do we learn a policy
such thatP (e j s;;d) is close toP?(e j s;;d)? Here,P’(e j s;;d) = P -(ej S;d)
is the ground-truth request-fulfilling distribution obtained from the joint distribution defined in
Eq 3.12.
If s; is not the start state @& thenP’(ej s;;d) = 0. Otherwise, by applying Bayes' rule,

and noting thas; is included ine, we have:

P(ejsi;d)/ P*(e;djs1) = P’(ej si)P’(d] e;s1);
= P’(ej s1))P*(dj e);

P’(ej s1)Pr(dj e): (3.13)

As seen from the equation, the only missing piece required for estimBfifej s;;d) is the
marginat! P’(e j s;). Alg 4 presents a simple method for learning an agent policy if we have
access to this marginal. It is easy to show that the [§&id) in the algorithm are approximately
drawn from the joint distributiorP’(e;d j s;) and thus can be directly used to estimate the
conditionalP?(ej sq; d).

Unfortunately,P?(ej s1) is unknown in our setting. We present our main algorithoeA
(Alg 5) which simultaneously estimat&(ej s;) andP?(ej s;;d) through interactions with the

teacher. In this algorithm, we assume access tapgnoximate marginaP , (e j s;) defined by

\We are largely concerned with the relationship betweandd, and so refer to the distributid?’ (e j s1) as the
marginal and®’(ej s;; d) as the conditional.
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Algorithm 4 Simple algorithm for learning an agent's policy with access to the true margftalj s;)
and teachePy (dj €).
1. B=;
2. fori=1;2; ;N do
3:  World samples atask= (R;s;;d?)  P?()
4:  Sample®;d) as follows:é  P?( js);d Pr( @
5. B B[f (&:;dg
6: Train a poEpy (a] 5 d) via maximum log-likelihood:
Max  (ed)2s (sa0)2e 109 (8] S;d)
wheredy is the action taken by the agent in state
7. return

an explorative policy | (aj s). This policy can be learned from a dataset of unlabeled execu-
tions or be defined as a program that synthesizes executions. In many applications, reasonable
unlabeled executions can be cheaply constructed using knowledge about the structure of the exe-
cution. For example, in robot navigation, valid executions are collision-free and non-looping; in
semantic parsing, predicted parses should follow the syntax of the semantic language.

After constructing the approximate margiial (ej s;), we could substitute it for the true
marginal in Alg 4. However, using a fixed approximation of the marginal may lead to sample
inefficiency when there is a mismatch between the approximate marginal and the true marginal.
For example, in the robot navigation example, if most human requests specify the kitchen as the
destination, the agent should focus on generating executions that end in the kitchen to obtain
descriptions that are similar to those requests. If instead, a uniform approximate marginal is used
to generate executions, the agent obtains a lot of irrelevant descriptions.

ADEL minimizes potential marginal mismatch by iteratively using the estimate of the marginal
P?(e j s1) to improve the estimate of the conditiorl(e j s;;d) and vice versa. Initially, we
setP , (e ] s;) as the marginal over executions. In each episodemixehis distribution with

P (e ] sp;d), the current estimate of the conditional, to obtain an improved estimate of the
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Algorithm 5 ADEL: our implementation of theLlAD protocol.
1: Input: teachePr (dje), approximate margin& , (eJs;), mixing weight 2 [0; 1], annealing
rate 2 (0;1)
2: Initialize :S D! ( A)andB = ;
3:forn=1;2;, ;N do
World samples a tasti= (R;s;;d?)  P?()
Agent generate8 P( j s;;d°) (see Eq 3.14)
Teacher generates a descriptibn Pr( j &)
B B[ (&d)
Update agent policy:

S

X X
max log o2 js;d)

0
(&:d)2B (sias)2e

whereés is the action taken by the agent in state
9: Anneal mixing weight:

10: return

marginal (line 5). Formally, given a start stateand a request’, we sample an executidfrom

the following distribution:

P(js;d), P, (js)+@ )P (jsud) (3.14)

where 2 [0;1]is a mixing weight that is annealed to zero over the course of training. Each
component of the mixture in Eq 3.14 is essential in different learning stages. MixingPwith
accelerates convergence at the early stage of learning. Later, whewproves,P skewsP
towards executions whose descriptions are closer to the requests, closing the dgajfejith ).

In line 6-8, similar to Alg 4, we leverage the (improved) marginal estimate and the teacher to

draw samplee;d) and use them to re-estima®e .

Theoretical Analysis. We analyze an epoch-based variant ofA and show that under certain

assumptions, it converges to a near-optimal policy. In this variant, we run the algorithm in epochs,
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where the agent policy is only updated at the end of an epoch. In each epoch, we collect a fresh
batch of example[s(é;d)g as in ADEL (line 4-7), and use them to perform a batch update (line 8).
We provide a sketch of our theoretical results here and defer the full det&iks to

We consider the case &f = 1 where an executior = ( s;; a) consists of the start state
s; and a single actioa taken by the agent. This setting while restrictive captures the non-trivial
class of contextual bandit problems (Langford and Zhang, 2008b). Sequential decision-making
problems where the agent makes decisions solely based on the start state can be reduced to this
setting by treating a sequence of decisions as a single action (Kreutzer et al., 2017; Nguyen et al.,
2017). We focus on the convergence of the iterations of epochs, and assume that the maximum
likelihood estimation problem in each epoch can be solved optimally. We also ablate the teacher
learning difficulty by assuming access to a perfectly consistent teachePi(elj €) = P?(d
).

We make two crucial assumptions. Firstly, we make a standard realizability assumption
to ensure that our policy class is expressive enough to accommodate the optimal solution of the
maximum likelihood estimation. Secondly, we assume that for every startsstatee teacher
distribution's matrixP?(d j es,) over descriptions and executioas starting withs;, has a non-
zero minimum singular valueni, (s;). Intuitively, this assumption implies that descriptions are
rich enough to help in deciphering actions. Under these assumptions, we prove the following

result;

Theorem 1(Main Result) LetP,(ej s1) be the marginal distribution in the™ epoch. Then for
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anyt 2 N and any start state; we have:

r

_ 1 X . 1 2INjAj

kP? - P K :
(ejs1) n n(e] spka o sy) T

n=1

Theorem 1 shows that the running average of the estimated marginal distribution converges
to the true marginal distribution. The error bound depends logarithmically on the size of action
space, and therefore, suitable for problems with exponentially large action space. As argued
before, access to the true marginal can be used to easily learn a near-optimal policy. For brevity,
we defer the proof and other details88. Hence, our results show that under certain conditions,
we can expect convergence to the optimal policy. We leave the question of sample complexity

and addressing more general settings for future work.

3.2.4 Experimental Setup

In this section, we present a general method for simulating an execution-describing teacher
using a pre-collected datas€B(2.4.1). Then we describe setups of the two problems we conduct
experiments on: vision-language navigatiéfi.¢.4.2) and word modificatiorB.2.4.3). Details
about the data, the model architecture, training hyperparameters, and how the teacher is simulated
in each problem are in the Appendix.

We emphasize that thelAD protocol or the AEL algorithm donot propose learning a
teacher. Similar to IL and RLLIAD operates with a fixed, black-box teacher that is given in the
environment. Our experiments specifically simulbtananteachers that train request-fulfilling
agents by talking to them (using descriptions). We use labeled executions only to learn approxi-

mate models of human teachers.
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3.2.4.1 Simulating Teachers

ILIAD assumes access to a teacRe(d j €) that can describe agent executions in a de-
scription language. For our experimental purposes, employing human teachers is expensive and
irreproducible, thus we simulate them using pre-collected datasets. We assume availability of
a dataseBg, = f(D?;€)gh_, , whereD? = fdﬁ(")g}\"=1 containsM human-generated requests
that are fulfilled by executio®’. Each of the two experimented problems is accompanied by
data that is partitioned into training/validation/test splits. We use the training sgif-aand use
the other two splits for validation and testing, respectively. Our agentotoave direct access
to Bsim- From an agent's perspective, it communicates with a black-box teacher that can return
descriptions of its executions; it does not know how the teacher is implemented.

Each LIAD episode (Alg 3) requires providing a requetat the beginning and a de-
scriptiond of an executiore. The request’’ is chosen by first uniformly randomly selecting
an examplgD?; €?) from Bgm, and then uniformly sampling a requetf’ from D?. The de-
scriptiond is generated as follows. We first gather all the p&i&'’; €?) from B and train
an RNN-based conditional language moBe(d j e) via standard maximum log-likelihood. We
can then generate a description of an executiby greedily decodintf this model conditioned
oné d\greedy = greedy Pr( | & . However, given limited training data, this model may not
generate sufficiently high-quality descriptions. We apply two techniques to improve the quality
of the descriptions. First, we provide the agent with the human-generated requggtsvitnen

the executions are near optimal. Lsarf (&; €)' be a performance metric that evaluates an

12Greedily decoding an RNN-based model refers to stepwise choosing the highest-probability class of the output
softmax. In this case, the classes are words in the description vocabulary.

13The metricperf is only used in simulating the teachers and is not necessarily the same as the reward function
R.
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agent's executio against a ground-truté’ (higher is better). An executiohis near optimal if

perf (&;€) , Where is a constant threshold. Second, we apply pragmatic inference (An-
dreas and Klein, 2016; Fried et al., 2018a), leveraging the fact that the teacher has access to the
environment's simulator and can simulate executions of descriptions. The final description given
to the agent is

8
5 Unif (D7) if perf (&;€)

3

- Unif (Dpag[f;g ) otherwise

(3.15)

whereUnif (D) is a uniform distribution over elements Bf, € is the ground-truth execution
associated witlD?, Dprag CONtains descriptions generated using pragmatic inference (which we

will describe next), angl is the empty string.

Improved Descriptions with Pragmatic Inference. Pragmatic inference emulates the teacher's
ability to mentally simulate task execution. Suppose the teacher has its own execution policy
1(aj s;d), which is learned using the paire?; di!’ of Bsm, and access to a simulator of

the environment. Apragmaticexecution-describing teacher is definedPd$%dje) / P . (ej
s;; d). For this teacher, the more likely that a requistiuses it to generate an executeithe
more likely that it describes asd.

In our problems, constructing the pragmatic teacher's distribution explicitly is not feasi-
ble because we would have to compute a normalizing constant that sums over all possible de-
scriptions. Instead, we follow Andreas et al. (2018), generating a set of candidate descriptions

and usingP . (e ] s;;d) to re-rank those candidates. Concretely, for every execétiwhere

perf (&;€) < , we use the learned language moBglto generate a set of candidate descrip-
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tions Deang = f yreca® [ f (ﬁ(s';)mpkgﬁzl. This set consists of the greedily decoded description

Qyecay = greedy Pr( j & andK descriptionsd

sample

Pr( j €. To construcDy,g We

select descriptions iDangfrom which 1 generates executions that are similar enough to

wheree? = greedy (P . ( j s1;d)) ands; is the start state d&.

3.2.4.2 Vision-Language Navigation AN)

Problem and Environment. An agent executes natural language requests (given in English)

by navigating to locations in environments that photo-realistically emulate residential buildings
(Anderson et al., 2018b). The agent successfully fulfills a request if its final location is within
three meters of the intended goal location. Navigation in an environment is framed as traversing in

a graph where each node represents a location and each edge connects two nearby unobstructed
locations. A states of an agent represents its location and the direction it is facing. In the
beginning, the agent starts in stateand receives a navigation requdst At every time step, the

agent is not given the true stadout only receives an observationwhich is a real-world RGB

image capturing the panoramic view at its current location.

Agent Policy. The agent maintains a policy (aj o;d) that takes in a current observation
and a requedd, and outputs an actiom 2 V,g;, WhereV,g denotes the set of locations that are
adjacent to the agent's current location according to the environment graph. A sp&ojpb

action is taken when the agent wants to terminate an episode or when it hasitakéons.
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Simulated Teacher We simulate a teacher that does not know how to control the navigation
agent and thus cannot provide demonstrations. However, the teacher can verbally describe navi-
gation paths taken by the agent. We follg@.2.4.1, constructing a teachey(d j €) that outputs

language descriptions given executi@rs (0;a;;  ;04).

3.2.4.3 Word Modification (RGEX)

Problem. A human gives an agent a natural language request (in Endfistsking it to modify

the characters of a wond™™. The agent must execute the request and outputs a wostd It
successfully fulfills the request i°" exactly matches the expected outpett'. For example,

given an input worcembolderand a requestreplace all n with &, the expected output word is
emboldec We train an agent that solves this problem via a semantic parsing approach. Given
w" andd?, the agent generates a regular expreséign = (a1,  ;44), which is a sequence

of characters. It then uses a regular expression compiler to apply the regular expression onto the

input word to produce an output wolP'' = compile wW"P; &, .

Agent Policy and Environment. The agent maintains a policy (aj s;d) that takes in a state

s and a requesl, and outputs a distribution over charactar® Viegey WhereViegeis the regular
expression (character) vocabulary. A spesitbp> action is taken when the agent wants to stop
generating the regular expression or when the regular expression exceeds the length Whait

set the initial states; = w"™;; , where; is the empty string. A next state is determined as
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follows

(3.17)

St+1 =

8
2 (WO 8gy) if & = <stop>;
3

w4, otherwise

whereWw°' = compile w"; 4, .

Simulated Teacher. We simulate a teacher that does not have knowledge about regular ex-
pressions. Hence, instead of receiving full executions, which include regular expre&sions
predicted by the agent, the teacher generates descriptions given onl(/vp}%rwj"”t) of an in-

put wordwj"‘p and the corresponding output generated by the agﬁ*ht In addition, to reduce
ambiguity, the teacher requires multiple word pairs generate a description. This issue is better
illustrated in the following example. Suppose the agent generates thenplaiider emboldec

by predicting a regular expression that corresponds to the descripgptace all n with €.
However, because the teacher does not observe the agent's regular expression (and cannot under-
stand the expression even if it does), it can also describe the pag@ace the last letter with

c'. Giving such a description to the agent would be problematic because the description does
not correspond to the predicted regular expression. Observing multiple word pairs increases the
chance that the teacher's description matches the agent's regular expression (e.gnadding

cow help clarify that replace all n with € should be generated). In the end, the teacher is a
modelPr d fwji”'o;Wj"“tgf=1 that takes as input word pairs. To generat& word pairs, in

every episode, in addition to the episode's input word, we samplel more words from the
dictionary and execute the episode’s request onJtinords. We danot use any regular expres-

sion data in constructing the teacher. To train the teacher's policfor pragmatic inference
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Figure 3.7: Validation success rate (average held-out return) and cumulative training success rate
(average training return) over the course of training. For each algorithm, we report means and
standard deviations over five runs with different random seeds.

(83.2.4.1), we use a dataset that consists of tudles (wi"°; wo') which are not annotated with
ground-truth regular expressionsy directly generates an output word instead of predicting a

regular expression like the agent policy:.

3.2.4.4 Baselines and Evaluation Metrics
We compare interactive learning settings that employ different teaching media:
« Learning from activity descriptiofiLIAD ): the teacher returns a language descripfion

* Imitation learning(IL): the teacher demonstrates the correct actions in the states that the
agent visited, returning’ = (sy;aj;  ;aj;su), wheres; are the states in the agent's
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execution andy’ are the optimal actions in those states.

* Reinforcement learnin@RL): the teacher provides a scalar reward that evaluates the agent's
execution. We consider a special case when rewards are provided only at the end of an
episode. Because such feedback is cheap to collect (e.g., star ratings) (Kreutzer et al.,
2018b, 2020; Nguyen et al., 2017), this setting is suitable for large-scale applications. We
experiment with both binary reward that indicates task success, and continuous reward that

measures normalized distance to the goal £e8).

We use MEL inthe ILIAD setting, DAgger (Ross et al., 2011) in IL, andiIRFORCE** (Williams,
1992a) in RL. We report theuccess ratesf these algorithms, which are the fractions of held-out
(validation or test) examples on which the agent successfully fulfills its requests. All agents are

initialized with random parameters.

3.2.5 Results

We compare the learning algorithms on not only success rate, but also the effort expended
by the teacher. While task success rate is straightforward to compute, teacher effort is hard to
guantify because it depends on many factors: the type of knowledge required to teach a task, the
cognitive and physical ability of a teacher, etc. For example, BGRX, providing demonstra-
tions in forms of regular expressions may be easy for a computer science student, but could be
challenging for someone who is unfamiliar with programming. kvNcontrolling a robot may

not be viable for an individual with motor impairment, whereas generating language descriptions

4We use a moving-average baseline to reduce variance. We also experimented with A2C (Mnih et al., 2016)
but it was less stable in this sparse-reward setting. At the time this paper was written, we were not aware of any
work that successfully trained agents using RL without supervised-learning bootstrapping in the two problems we
experimented on.

91



Table 3.4: Main results. We report means and standard deviations of success rates (%) over five
runs with different random seeds. RL-Binary and RL-Cont refer to the RL settings with binary
and continuous rewards, respectively. Sample complexity is the number of training episodes (or
number of teacher responses) required to reach a validation success rate otaNetesthat the
teaching efforts are not comparable across the learning settings: providing a demonstration can be
more or less tedious than providing a language description depending on various characteristics
of the teacher. Hence, even though® requires more episodes to reach the same performance
as DAgger, we do not draw any conclusions about the primacy of one algorithm over the other in
terms of teaching effort.

Sample complexity

Learning setting Algorithm Val success rate (%) Test success rate (%) # Demonstrations # Rewards  # Descriptions

Vision-language navigation (c=30.0%)
IL DAgger 356 1.35 32.0 1.63 45K 26K
RL-Binary REINFORCE 224 1.5 20.5 0.58 - +1
RL-Cont REINFORCE 111 2.19 11.3 1.25 - +1 -
ILIAD ADEL 32.2 0.97 319 0.76 - - 406K 31K
Word modification (c=85.0%)
IL DAgger 92.5 0.53 93.0 0.37 118K 16K -
RL-Binary REINFORCE 0.0 0.00 0.0 0.00 - +1
RL-Cont REINFORCE 0.0 0.00 0.0 0.00 - +1 -
ILIAD ADEL 88.1 1.60 89.0 1.30 - - 573K 116K

may infeasible for someone with a verbal-communication disorder. Because it is not possible
cover all teacher demographics, our goal iggt@ntitativelycompare the learning algorithms

on learning effectiveness and efficiency, amahlitatively compare them on the teacher effort

to learn to express feedback using the protocol's communication medium. Our overall findings
(Table 3.3) highlight the strengths and weaknesses of each learning algorithm and can potentially

aid practitioners in selecting algorithms that best suit their applications.

Main results. Our main results are in Table 3.4. Overall, results in both problems match our
expectations. The IL baseline achieves the highest success rates (on average, 35/8%nd N
92.5% on RGEX). This framework is most effective because the feedback directly specifies
ground-truth actions. The RL baseline is unable to reach competitive success rates. Especially,

in REGEX, the RL agent cannot learn the syntax of the regular expressions and completely fails
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Table 3.5: Effects of mixing execution policies irDAL.

Mixing weight Val success rate (%) Sample complexityt

Vision-language navigation

= 0 (no marginal) 0.0 +1

=1 29.4 +1

= 0:5 (final) 32.0 384K
Word modification

= 0 (no marginal) 0.2 +1

=1 55.7 +1

= 0:5 (final) 88.0 608K

at test time. This shows that the reward feedback is not sufficiently informative to guide the agent
to explore efficiently in this problem. BEL's success rates are slightly lower than those of IL
(3-4% lower than) but are substantially higher than those of RL (+9.8%anaad +88.1% on
REGEX compared to the best RL results).

To measure learning efficiency, we report the number of training episodes required to reach
a substantially high success rate (30% fawNand 85% for RGEX). We observe that all algo-
rithms require hundreds of thousands of episodes to attain those success rates. The RL agents
cannot learn effectively even after collecting more than 1M responses from the teacbers. A
attains reasonable success rates using 5-9 times more responses than IL. This is a decent effi-
ciency considering that BeL needs to find the ground-truth executions in exponentially large
search spaces, while IL directly communicates these executions to the agent®EAdalks
access to ground-truth executions, its average training returns are 2-4 times lower than those of

IL (Figure 3.7).

Ablation. We study the effects of mixing with the approximate margiial § in ADEL (Ta-

ble 3.5). First of all, we observe that learning cannot take off without using the approximate
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marginal ( = 0). On the other hand, using only the approximate marginal to generate execu-
tions ( = 1) degrades performance, in terms of both success rate and sample efficiency. This
effect is more visible on RGEX where the success rate drops by 33% (compared to a 3% drop in
NAV), indicating that the gap between the approximate marginal and the true marginal is larger
in REGEX than in Nav. This matches our expectation as the set of unlabeled executions that we
generate to learn, in REGEX covers a smaller portion of the problem's execution space than that
in NAv. Finally, mixing the approximate marginal and the agent-estimated conditioral{5)

gives the best results.

3.2.6 Related Work

Learning from Language Feedback. Frameworks for learning from language-based communi-
cation have been previously proposed. Common approaches include: reduction to reinforcement
learning (Fu et al., 2019; Goldwasser and Roth, 2014; Goyal et al., 2019; Ling and Fidler, 2017;
MacGlashan et al., 2015; Sumers et al., 2020), learning to ground language to actions (Bisk et al.,
2016; Chen and Mooney, 2011; Lietal., 2017, 2020c,d; Liu et al., 2016; Misra et al., 2014; Wang
et al., 2016a), or devising EM-based algorithms to parse language into logical forms (Labutov
et al., 2018; Matuszek et al., 2012a). The first approach may discard useful learning signals from
language feedback and inherits the limitations of RL algorithms. The second requires extra effort
from the teacher to provide demonstrations. The third approach has to bootstrap the language
parser with labeled executions.DAL enables learning from a specific type of language feed-
back (language description) without reducing it to reward, requiring demonstrations, or assuming

access to labeled executions.
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Description Feedback in Reinforcement Learning. Recently, several papers have proposed
using language description feedback in the context of reinforcement learning (Chan et al., 2019;
Cideron et al., 2020; Colas et al., 2020; Jiang et al., 2019). These frameworks can be viewed as
extensions of hindsight experience replay (HER; Andrychowicz et al., 2017) to language goal gen-
eration. While the teacher inllaD can be considered as a language goal generator, an important
distinction betweenuiAD and these frameworks is thatAD models a completelyeward-free
setting. Unlike in HER, the agent inllaAD does not have access to a reward function that it can
use to compute the reward of any tuple of state, action, and goal. With the feedback coming solely
from language descriptiong,IAD is designed so that task learning relies only on extracting in-
formation from language. Moreover, unlike reward, the description languagean ldoes not
contain information thagxplicitly encourages or discourages actions of the agent. The formalism
and theoretical studies afllAD presented in this work are based on a probabilistic formalism and

do not involve reward maximization.

Description Feedback in Vision-Language Navigation. Several papers (Fried et al., 2018b;

Tan et al., 2019) apply back-translation to vision-language navigation (Anderson et al., 2018b).
While also operating with an output-to-input translator, back-translation is a single-round, offline
process, whereasIiD is an iterative, online process. Zhou and Small (2021a) study a test-time
scenario that is similar taLlAD but requires labeled demonstrations to learn the execution de-
scriber and to initialize the agent. The teacherimb is more general: it can be automated (i.e.,
learned from labeled data), but it can also be a human. Our experiments emulate applications
where non-expert humans teach agents new tasks by only giving them verbal feedback. We use

labeled demonstrations to simulate human teachers, but it is part of the experimental setup, not
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part of our proposed protocol and algorithm. Our agent does not have access to labeled demon-
strations; it is initialized withrandom parameterand is trained with only language-description
feedback. Last but not the least, we provide theoretical guarantee®far, Avhile these works

only present empirical studie€onnection to Pragmatic Reasoning. Another related line of

research is work on the rational speech act (RSA) or pragmatic reasoning (Andreas and Klein,
2016; Fried et al., 2018a; Golland et al., 2010; Goodman and Frank, 2016; Grice, 1975; Monroe
and Potts, 2015), which is also concerned with transferring information via language. Itis impor-
tant to point out that RSA is a mentaasoningmodel whereasUAD is aninteractiveprotocol.

In RSA, a speaker (or a listener) constructs a pragmatic message-encoding (or decoding) scheme
by building an internal model of a listener (or a speaker). Importantly, during that process, one
agentneverinteracts with the other. In contrast, theAp agent learns through interaction with

a teacher. In addition, RSA focuses on encoding (or decoding) a single messageLwtile |
defines a process consisting of multiple rounds of message exchanging. We employ pragmatic
inference to improve the quality of the simulated teachers but in our context, the technique is used
to set up the experiments and is not concerned about communication between the teacher and the

agent.

Connection to Emergent Language. Finally, our work also fundamentally differs from work

on (RL-based) emergent language (Das et al., 2017a; Evtimova et al., 2018; Foerster et al., 2016;
Havrylov and Titov, 2017; Kottur et al., 2017; Lazaridou et al., 2017) in that we assume the
teacher speaks a fixed, well-formed language, whereas in these works the teacher begins with no

language capability and learns a language over the course of training.
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3.2.7 Conclusion

The communication protocol of a learning framework places natural boundaries on the
learning efficiency of any algorithm that instantiates the framework. In this work, we illustrate the
benefits of designing learning algorithms based on a natural, descriptive communication medium
like human language. Employing such expressive protocols leads to ample room for improving
learning algorithms. Exploiting compositionality of language to improve sample efficiency, and
learning with diverse types of feedback are interesting areas of future work. Extending the theo-

retical analyses of BEL to more general settings is also an exciting open problem.
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Chapter 4. Enriching Human-Al Communication During Task Performance

It is conceptually unrealistic to expect Al agents to always successfully perform assigned
tasks on their own. The physical and virtual worlds are constantly changing, while human minds
also persistently update their preferences, desires, and beliefs. These variations would eventu-
ally put an agent in situations that are beyond its realm of wisdom (e.g., baking a new type of
cake, navigating in a newly renovated house, assembling novel objects, etc.). The techniques
presented in the previous chapter can help agents learn from past experiences to improve its fu-
ture performances. However, while the agent is performing a task, it can also leverage assistance
from humans to immediately resolve current difficult situations, without having to make invasive
changes to its model parameters.

This section focuses on teaching agents the ability to request and interpret information from
human bystanders or supervisors to enhance their decisions in situ. | propose interactive settings
where the agent is evaluated on its ability to complete the assigned task using both its task-solving
capabilities and information-requesting capabilities. These settings contrast with the traditional
full-autonomy setting in which only the task-solving capabilities are evaluated.

In my construction of the agent policy(a j c;d’), a human can influence the agent's
decision in two ways: (1) taking actions that modify the task reqdgsand (2) taking actions

that change the current contextMy VNLA and HANNA frameworks (Nguyen and Daum? Ill,
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2019; Nguyen et al., 2019b) model the second type of intervention, while Alre tlamework
(Nguyen et al., 2022) captures both types, allowing the agent to convey more diverse request
intentions.

To reduce assisting effort from humans, the agent should be intelligent about choosing when
and what to ask. In FINNA, | propose solutions to thehenproblem based on teaching the agent
to request help only when it is highly uncertain or anticipates that it cannot make further progress.
The HaRI framework presents a rigorous POMDP-based formulation that integrates both the

whenandwhatproblems, enabling solving them simultaneously via reinforcement learning.

4.1 VNLA: Vision-Based Navigation with Language-Based Assistance

4.1.1 Overview

Rich photorealistic simulators are finding increasing use as research testbeds and precursors
to real-world embodied agents such as self-driving cars and drones (Dosovitskiy et al., 2017,
Kempka et al., 2016; Shah et al., 2018). Recently, growing interest in grounded visual navigation
from natural language is facilitated by the development of more realistic and complex simulation
environments (Anderson et al., 2018b; Brodeur et al., 2017; Kolve et al., 2017; Puig et al., 2018;
Savva et al., 2017; Wu et al., 2018; Xia et al., 2018) in place of simple toy environments (Bisk
et al., 2016; Branavan et al., 2012, 2009; Chen and Mooney, 2011; MacMahon et al., 2006).
Several variants of this task have been proposed. In Anderson et al. (2018b), agents learn to
execute natural language instructions crowd-sourced from humans. Das et al. (2018) train agents
to navigate to answer questions about objects in the environment. de Vries et al. (2018) present a

scenario where a guide and a tourist chat to direct the tourist to a destination.
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In this paper, we present Vision-based Navigation with Language-based Assistance (VNLA),
a grounded vision-language task that models a practical scenario: a mobile agent, equipped with
monocular visual perception, is requested via language to assist humans with finding objects in
indoor environments. A realistic setup of this scenario must (a) not assume the requester knows
how to accomplish a task before requesting it, and (b) provide additional assistance to the agent
when it is completely lost and can no longer make progress on a task. To accomplish (a), instead
of using detailed step-by-step instructions, we request tasks through high-level instructions that
only describe end-goals (e.g. Find a pillow in one of the bedrooms"). To fulfill (b), we introduce
into the environment an advisor who is present at all times to assist the agent upon request with
low-level language subgoals such as Go forward three steps, turn left". In VNLA, therefore, the
agent must (a) ground the object referred with the initial end-goal in raw visual inputs, (b) sense
when it is lost and use an assigned budget for requesting help, and (c) execute language subgoals
to make progress.

VNLA motivates a novel imitation learning setting that we term Imitation Learning with
Indirect Intervention (I3L). In conventional Imitation Learning (IL), a learning agent learns to
mimic a teacher, who is only available at training time, by querying the teacher's demonstrations
on situations the agent encounters. 3L extends this framework in two ways. First, an advisor is
present in the environment to assist the agent not only during training time but also at test time.
Second, the advisor assists the agent not by directly making decisions on the agent's behalf, but
by modifying the environment to influence its decisions. I3L models assistance via language

subgoals by treating the subgoals as extra information added to the environment.
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4.1.2 The Practical Problem: Visual Navigation with Human Assistance

The goal of the WLA problem is to train an agent, with vision as the perception modality,
that can navigate indoors to find objects by requesting and executing language instructions from
humans. The agent is able to see the environment via a monocular camera capturing its first-
person view as an RGB image. Itis also capable of executing language instructions and requesting
additional help when in need. The camera image stream and language instructions are the only
external input signals provided; the agent is not given a map of the environments or its location
(e.g. via GPS or indoor localization techniques).

The agent starts at a random locatsarin an indoor environment. Aequesteassigns it an
object-finding task by sending a high-leveljuestd’, namely to locate an object in a particular
room (e.g., Find a cup in one of the bathrooms."). The task is always feasible: there is always
an object instance in the environment that satisfies the request. The agent is considered to have
fulfilled the request if it stops at a location withinmeters along the shortest path to an instance of
the desired object. Herds thesuccess radiysa task-specific hyperparameter. During execution,
the agent may get lost and become unable to progress. We enable the agent to automatically
sense when this happens and signahsasistantfor help! Upon receiving a help request from
the agent, the assistant responds with a languajeuction The instruction is a sub-task that
is significantly easier to accomplish than the requested task NIty we consider instructions
thatdescribe the next optimal actionge.g. Go forward two steps, look right."). We assume

that strictly following the instruction helps the agent make progress. An example of a ¥ask

IFor simplicity, we assume the assistant has perfect knowledge of the environment, the agent, and the task. In
general, as the assistant's main task is to help the agent, perfect knowledge is not necessary. The assistant needs to
only possess advantages over the agent (e.g., human-level common sense or reasoning ability, greater experience at
indoor navigation, etc.).
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Figure 4.1:An example \WLA task. (a) A bird-eye view of the environment annotated with the agent's path. The
agent observes the environment only through a first-person view. (b) A requester (wearing a hat) asks the agent
to find a towel in the kitchen". Two towels (pink circle) are in front of the agent but the room is labeled as a
bathroom”. The agent ignores them without being given the room label. (c) The agent escapes the bathroom but
runs into an unfamiliar region. Sensing that it is lost, the agent signals the assistant (with mustache) for help. The
assistant responds with an easier" low-level instruction turn 60 degrees right, go forward, turn left". (d) After
executing the instruction, the agent is closer to the kitchen but is still confused. It thus requests help one more time.
After making this request, the agent has exhausted its request budget and can only rely on its own. (e) Executing the
second instruction helps the agent see the target towel (cyan circle). It successfully walks to the goal without further
assistance. A video demo istatps://youtu.be/Vp6C29qTKQO .

is illustrated in Figure 4.1.

By specifying the agent's task with a high-level request, our setup doeassume the
requester knows how to accomplish the task before requesting it. This aspect, along with the
agent-assistant interaction, distinguishes our setup from instruction-following setups (Anderson
etal., 2018b; Blukis et al., 2018; Chen and Mooney, 2011; Chen et al., 2019a; Misra et al., 2018b,
2014), in which the requester provides the agent with detailed sequential steps to execute a task

only at the beginning.
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4.1.3 The Theoretical Problem: Imitation Learning with Indirect Intervention

Motivated by the WLA problem, we introduce Imitation Learning with Indirect Interven-
tion (I3L), which models scenarios where a learning agent is monitored by a more qualified
assistant (e.g., a human) and receives help through an imperfect communication channel (e.g.,

language).

Assistant Conventional Imitation Learning (IL) settings (Chang et al., 2015b; Daum? et al.,
2009; Ross and Bagnell, 2010, 2014; Ross et al., 2011; Sharaf and Daum? Ill, 2017; Sun et al.,
2017) involve interaction between a learning agent and a teacher: the agent learns by querying
and imitating demonstrations of the teacher. In I3L, in addition to interacting with a teacher, the
agent also receives guidance fromaassistant Unlike the teacher, who only interacts with the
agent at training time, the assistant assists the agent during both training and test time. The role

of the teacher in this setting is to train the agent to perform tasks by interacting with the assistant.

Intervention The assistant directs the agent to take a sequence of actions througteran
vention which can be direct or indirect. Interventions are direct when the assistant overwrites
the agent's decisions with its own. By definition, direct interventions are always executed per-
fectly, i.e. the agent always takes actions the assistant wants it to take. When interventions are
indirect, the assistant does not take over" the agent but instead modifies the environment to in-
fluence its decisions. To utilize indirect interventions, the agent must leantet@retthem, by
mapping them from signals in the environment to sequences of actions in its action space. The
direct/indirect distinction is illustrated more tangibly in a physical agent such as a self-driving car.

Turning off automatic driving mode and taking control of the steering wheel constitutes a direct
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intervention, while issuing a verbal command to stop the car represents an indirect intervention

(the command is treated as new information added to the environment).

Formulation We formulate \WLA as a I3L problem where the indirect interventions have the
forms of language instructions. We consider the interactive learning setup defigedlir3.2
with state spac& and language request spdde However, instead of implementing a single
policy, the agent maintains two policies: a main polfgys, : S D! ( Amain) for making
decisions on the main task, and a help-requesting pdéligy: S D! ( Aasy for deciding
when the assistant should intervene. Hé&gain IS the action space defined by the environment,
andA .. = frequest ;do_nothing g contains actions for interacting with the assistant. We also
assume existence of teacher policiés;,: S D! ( Amanp and 2.:S D! ( Aasi,
andanassistant S D!D that generates language instructions. Teacher policies are only
available during training, while the assistant is always present. Having a pqlicthat actively
decides when to ask for help reduces efforts of the assistant to monitor the agent. However, this
does not prevent the assistant from actively intervening when necessary, because it is able to
control™,ss decisions by modifying the environment appropriately.

Letd" be the request executed by the agent in time istéitially, d; = d’. Also, leta?s
be the decision of the help-requesting policy in time stdp &= request , the agent notifies
the assistant that it needs help. The assistant then outputs an instdictian directs the agent

to take a sequence of actions. In this work, we consider the case when the instruction guides the
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agent to take the nektreference actionsa’; a’,;;  ;a’,, ; suggested by the teacher

a1'?+j main( J Si+j ; d?); (41)

Si+j+1 T J Si+j;a|"?+j 0 J <k

The agent then incorporates the received instruction with the original request to form a new
requestd’ = d’ d , where the operator defines how the assisting instruction is incorporated.
For example, in my experiments, the agent simply overwrites the request with the instruction. A
special actiorstop 2 A main is taken when the agent decides that it has completed the current
request. At that time, ifl” 6 d’ the agent resumes executing the main request, sefting: d°.
Otherwise, ifd” = d?, the agent terminates the episode. The follow algorithm demonstrates how

the agent interacts with the assistant during an episode at test time

Algorithm 6 Imitation Learning with Language-Based Indirect Intervention (test time).
1: Agent receives requedt and start stats;.
2: Initialize d; = d’
3fori=1;2, ;Hdo
4 Agent chooses help-request actiéft* ", j si;d’)
5 if 42%= request then
6: Agent requests instruction from assistafit= ( s;;d?)
7
8
9

Agent incorporates instruction with requedf;, = d’ 4
Agent remains in the same statg;; = s

else
10: Agent chooses environment acticd®" A .in( j si;d")
11: if a3 = stop then
12: if d” 6 d’ then
13: Agent resumes executing main requekt; = d’
14: Setsi;; = S
15: else
16: break
17: else
18: Setd’,; = d’
19: Agent transitions to a new statg:;  T( j s;;am")
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We denote byP~ (e j s1;d?) the distribution of executions generated using Alg 6.

PRTAY
main:~ ask

Similar to standard DAgger, we define the training objective in I3L as minimizing expected imi-

tation loss on the agent-induced execution distribution:

min E(sl;d) P?2()i8 P o aslis1:d?) [L (é; main, ask)] (4'2)

main:  ask
X—I ?main ?ask.
L(é; mains main): L Si;a{ ; man T L Si;a{ y ask (43)
i=1

wheres; are states i, a’ma" 7 . ( js;d%),a”k 2 (js;d?),andL(s;a’; ) computes

the imitation loss between policyand reference actica’ on states.

4.2 HaANNA: Visual Navigation with Natural Multimodal Assistance

4.2.1 Overview

HANNA stands for Help! Automatic Natural Navigation Assistance." The motivation for
developing ANNA is to simulate natural human assistance that are:
* derived frominterpersonalnteraction (a lost tourist asks a local for directions);
* reactiveto the situation of the receiver, based on the assistant's knowledge (the local may
guide the tourist to the goal, or may redirect them to a different source of assistance);
* delivered via amultimodalcommunication channel (the local uses a combination of lan-
guage, images, maps, gestures, etc.).
Similar to VNLA, the agent in ANNA is able to request and interpret additional instruc-
tions. However, ANNA models a setting in which a human is not always available to help,

but rather that human assistants are scattered throughout the environment and provide help upon
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Figure 4.2:An example ANNA task. Initially, the agent stands in the bedroonséatand is requested to find

amug. The agent begins, but gets lost somewhere in the bathroom. It gets to the start location of (E)t®

request help from a nearby human. Upon request, the human gives the éyggui@ge instructiorthat guides the

agent to a target location, and an image of the view at that location. The agents follows the instruction and arrives at
[c], where it observes a match between the target image and the current view, thus decides to departAtiate

that, it resumes the main task of finding a mug. From this point, the agent gets lost one more time and has to query
another human for another instruction, which helps it follow redtand enter the kitchen. The agent successfully
fulfills the task it finally stops within meters of an instance of the requested objot Here, the human instructive
feedback is simulated using two pre-collected language-assisted roUsesl(~).

request (modeling thanterpersonalaspect). The assistants aret omniscient: they are only
familiar with certain regions of the environment and, upon request, preuldeasksexpressed
in language and images (modeling theltimodalaspect), for gettingloserto the goal, not nec-
essarily for fully completing the task (modeling treactiveaspect). Table 4.1 comparesakiNA

with other photo-realistic navigation problems.

4.2.2 The KANNA simulator

Problem Similar to VNLA, HANNA also simulates a scenario wherdaman requesteasks
a mobileagentvia language to find an object in an indoor environment. The task request is
only a high-level command® ( find [object(s)]"), modeling the general case when the requester

does not need know how to accomplish a task when requesting it. We assume the task is always
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Table 4.1: Comparing BINNA with other photo-realistic navigation problems. VLN (Anderson

et al., 2018b) does not allow agent to request help. CVDN (Thomason et al., 2019b) contains
natural conversations in which a human assistant aids another human in navigation tasks but
offers limited language interaction simulation, as language assistance is not available when the
agent deviates from the collected trajectories and taskeAMNguyen et al., 2019a) models an
advisor who is always present to help but speaks simple, templated langusageA Idimulates

human assistants that provide natural language-and-vision instructions that adapt to the agent's
current position and goal.

Request Natural multimodal Simulated

Problem assistance instructions humans
VLN 7 7 7

CVDN 3 7 7

VNLA 3 7 3

HANNA (this work) 3 3 3

feasible: there is at least an instance of the requested object in the environment.

Figure 4.2, to which references in this section will be made, illustrates an example where
the agent is asked to find a mug. The agent starts at a random locsiit), is given a task
request, and is allotted a budgettdftime steps to complete the task. The agent succeeds the if
its final location is within gycessmeters of the location of any instance of the requested object
(7). The agent is not given any sensors that help determine its location or the object's location
and must navigate only with a monocular camera that captures its first-person view as an RGB
image (e.g., image in the upper right of Figure 4.2).

The only source of help the agent can leverage in the environmleairian assistantsvho
are present at both training and evaluation time. The assistants are not aware of the agent unless
it enters theizones of attentigrwhich include all locations withing, meters of their locations.

When the agent is in one of these zones, it has an option to request help from the corresponding
assistant. The assistant helps the agent by givisgldask described by a natural language

instruction that guides the agent to a specific location, and an image of the view at that location.
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In my example, a®, the assistant sayBnter the bedroom and turn left immediately. Walk
straight to the carpet in the living room. Turn right, come to the coffee takdgnd provides an image
of the destination in the living room. Executing the subtask may not fulfill the main task, but is

guaranteed to get the agent to a location closer to a goal than where it was befol<))(e.g.,

Photo-realistic Navigation Simulator HANNA uses the Matterport3D simulator (Anderson
et al., 2018Db; Chang et al., 2017b) to photo-realistically emulate a first-person view while navi-
gating in indoor environments. ANNA features 68 Matterport3D environments, each of which is
a residential building consisting of multiple rooms and floors. Navigation is modeled as travers-
ing an undirected grap® = (V;E), where each location corresponds to a ned2 V with
3D-coordinatex ,, and edges are weighted by their lengths (in meters).
The state of the agent is fully determined by its pose(v; ;! ), wherev is its location,

2 (0;2 ]is its heading (horizontal camera angle), an@ ;5 Iis its elevation (vertical
camera angle). The agent does not kngvand the angles are constrained to multiples; of
In each step, the agent can either stay at its current location, or it can rotate toward and go to a

location adjacent to it in the graphEvery time the agent moves (and thus changes pose), the

simulator recalculates the image to reflect the new view.

Automatic Natural Navigation Assistants (ANNA) ANNA is a simulation of human assistants

who do not necessarily know themselves how to optimally accomplish the agent's goal: they are
only familiar with scenes along certain paths in the environment, and thus give advice to help
the agent make partial progress. Specifically, the assistance from ANNA is modeled by a set

of language-assisted routes= f i1; ;:::; jgj0. Eachroute = ( ;! ;p;d) is defined

2\We use the panoramic action space (Fried et al., 2018b).
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by initial camera angle¢ ;! ), a pathp in the environment graph, and a natural language
instructiond . A route becomesgnterablewhen its start location is adjacent to and withig,

meters of the agent's location. When the agent enters a route, it first adjusts its camera angles to
( ;' ), then attempts to interpret the language instructlons traverse along . At any time,

the agent canlepartthe route by stopping following . An example of a route in Figure 4.2 is

the combination of the initial camera angle<tthe path~, and the language instructianter

the bedroom and turn left immediately. ..

The set of all routes starting from a location simulatdsuenan assistanivho can recall
scenes along these routes' paths. Ebae of attentiorf the simulated human is the set of all
locations from which the agent can enter one of the routes; when the agent is in this zone, it may
ask the human for help. Upon receiving a help request, the human selects & rfoutide agent
to enter (e.g.s”), and a locatiorvgepar:ON the route where it wants the agent to depart (.,

It then replies the agent withraultimedia messadel ;| Ye=), whered * is the selected route's
language instruction, arid’eeratis an image of the panoramic view at the departure location. The
message describesabtaskvhich requires the agent to follow the direction described byand

to stop if it reaches the location referenced B> The route * and the departure NO0Repart

are selected to get the agent as close to a goal location as possible. Concretgly,detthe set

of all routes associated with the requested human. The selected route minimizes the distance to

the goal locations among all routes igy:

r’= argmin (s Vgoal) (4.4)
where (;Vga) £ min  (g;V) (4.5)
92 VgoalV2p
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(:;:) returns the (shortest-path) distance between two locationsy@nds the set of all goal
locations. The departure location minimizes the distance to the goal locations among all locations

on the selected route:

Vdepart: argmin 5 (g;V) (46)
92 VgoarV2p

When the agent chooses to depart the route (not necessarily at the departure node), the human
further assists it by providing?’, an image of the panoramic view at the goal location closest to

the departure node:

g? = argmin (g;VdeparD (4-7)
92 Vgoal

The way the agent leverages ANNA to accomplish tasks is analogous to how humans travel
using public transportation systems (e.g., bus, subway). For example, passengers of a subway
system utilize fractions of pre-constructed routes to make progress toward a destination. They
execute travel plans consisting of multiple subtasks, each of which requires entering a start stop,
following a route (typically described by its name and last stop), and exiting at a departure stop
(e.q., Enter the Penn Station, hop on the Red line in the direction toward the South Ferry, get off at the
World Trade Center). Occasionally, users walk short distances (at a lolr speed) to switch routes.
Our setup follows the same principle, but instead of having physical vehicles and railways, we

employ low-level language-and-vision instructions as the high-speed means" to accelerate travel.

Constructing ANNA route system Given a photo-realistic simulator, the primary cost for con-

structing the ANNA problem comes from crowd-sourcing the natural language instructions. Ide-

111



ally, we want to collect sufficient instructions to simulate humans in any location in the environ-
ment. LetN = jV] be the number of locations in the environment. Since each simulated human
is familiar with at mostN locations, in the worst case, we need to coll®¢N ?) instructions

to connect all location pairs. However, we theoretically prove that, assuming the agent executes
instructions perfectly, it is possible to guide the agent between any location pair by collecting
only O(N logN) instructions. The key idea is usir@(logN) instructions instead of a single

instruction to connect each location pair, and reusing an instruction for multiple routes.

Lemma 2. (proof in Appendix A) To guide the agent between any two locations @iog N )

instructions, we need to collect instructions @¢N logN ) location pairs.

Proof. Consider a spanning tree of the environment graph that is rootgd Bbr each node,

let d(v) be the distance fromtov,. Fori = 0 :::blog,d(v)c 1, collect an instruction for the
path fromv to its 2 -th ancestor, and an instruction for the reverse path. In total, no more than
2 Nlog, N = O(N logN) instructions are collected.

A language-assisted path is a path that is associated with a natural language instruction. It
is easy to show that, under this constructi@flog N ) language-assisted paths are sufficient to
traverse betweew and any ancestor of as follows. For any two arbitrary nodesandyv, let w
be their least common ancestor. To traverse ftoto v, we first go fromu to w, then fromw to

v. The total number of language-assisted path is@filbg N ). O

In our experiments, we leverage the pre-existing Room-to-room dataset (Anderson et al.,
2018Db) to construct the route system. This dataset contains 21,567 natural language instructions
crowd-sourced from humans and is originally intended to be used for the Vision-Language Navi-
gation task (such as those in Figure 4.2), where an agent executes a language instruction to goto a
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Algorithm 7 Task episode at test time, given agent help-request pdligand navigation policy
N .
main

1: Agent receives task requestand start state;

2: Initialize the agent moden  main_task
3: Initialize the language instructiont;  d’
4: Initialize the target imagd:®®  None
5 fori=1:::H do
6: Let o be the current observation and= (v;; ;;!;) the current pose
7. Agent makes a help-request decisBift . j a;d" ;1%
8. if &%= request then
9: Set modem  sub_task
10: Agent requests help: ;| depart | ° ( si;d?), whereg’ is defined in Eq 4.7
11: Set the language instructiod?,; d
12: Set the target imagé;9; | depart
13: Set the navigation action:
a™"  (po; s ),
wherep, is the start location of route
14: else
15: Agent chooses navigation actiodf™" .., j o;d" ;1%
16: if aMain = stop then
17: if m = main_task then
18: break
19: else
20: Setmodem  main_task
21: Set the language instructiod?,;  d’
22: Set the target image %, 19
23: Set navigation actior&™"  (v;;0; 0)

24: Agent executed™" to go to the next locatiors;.;  T( j s;;aman)

location. We exclude instructions of the test split and their corresponding environments because
ground-truth paths are not given. We use (on average) 211 routes to connect (on overage) 125 lo-
cations per environment. Even though the routes are selected randomly in the original dataset, my
experiments show that they are sufficient for completing the tasks (assuming perfect assistance

interpretation).
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4.2.3 Simultaneously Learning to Navigate and Request Help

Agent Policies Lets be a fully-observed state that contains ground-truth information about the

environment and the agent (e.g., object locations, environment graph, agent parameters, etc.). Let

0s be the corresponding observation given to the agent, which only encodes the current view, the

current task, and extra information that the agent keeps track of (e.g., time, action history, etc.).
The agent maintains two stochastic policies: a navigation pdiigy, and a help-request

policy "ask.  Each policy takes in an observationa language request and an image and

outputs a probability distribution over its action space. Navigation actions are fuples ! ),

wherev is a next location that is adjacent to the current location@nd !) is the camera

angle change. A speciatop action is added to the set of navigation actions to signal that the

agent wants to terminate the main task or a subtask (by departing a route). The action space of

the help-request policy contains two actionsquest anddo_nothing . Therequest action is

only available when the agentis in a zone of attention. Alg 7 describes the effects of these actions

during a task episode.

Imitation Learning Objective The agent is trained with DAgger (Ross and Bagnell, 2010) to
mimic behaviors suggested by a navigation teacBer and a help-request teach€f,, who have
access to the fully-observed states. In general, DAgger (Ross et al., 2011) finds a"piblaty
minimizes the expected total imitation loss with respect decisions of a teacher pblicyder
the agent-induced execution distribution:

" « "

MiNE(s;:a) p7()e P (jsid) L(si;a; ) (4.8)
i=1
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whereP” is the task distributior? (ej s;; d) is the (conditional) execution distribution induced

by policy , s; are states o#, a’ ’( j si;d?), andL computes the imitation loss. We
frame the FANNA problem as an instance bhitation Learning with Indirect Interventioi3L)
(84.1.3). Under this framework, assistance is viewed as augmenting the current environment
with new information. Interpreting the assistance is cast as finding the optimal acting policy in
the augmented environment. Formally, given teacher policlgs and 2, 13L searches for

policies that optimize:

min Esl;d P?()i8 P e as i51;d7) [L (& maim as¥] (4.9)

maim  ask
X-| ?main ?ask.
L(é; mains main) = L main Si; ; main T Lask Si; 7 ask (4-10)

i=1

wherea/™" 7 (] s;d) anda?* 7 | si;d).
A common choice for the loss functidnis the agent-estimated negative log likelihood of

the reference action:

La(sias )= log (@7 ] os) (4.11)
We introduce novel loss functions that enforce more complex behaviors than simply mimicking

reference actions.

Reference Actions The navigation teacher suggests a reference aafi®ff that takes the agent
to the next location on the shortest path from its location to the target location. Here, the target
location refers to the nearest goal location (if no target image is available), or the location ref-

erenced by the target image (provided byn). If the agent is already at the target location,
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am™™® = stop . To decide whether the agent should request help, the help-request teacher verifies
the following conditions:
1. lost : the agent will not get (strictly) closer to the target location in the future;
2. uncertain_wong : the entropy of the navigation action distribution is greater than or equal
to a threshold , and the highest-probability predicted navigation actiamissuggested by
the navigation teacher;
3. never_asked: the agent previously never requested help at the current location;
If condition (1) or (2), and condition (3) are satisfied, wea¥f = request ; otherwise a®¥ =

do_nothing .

Curiosity-Encouraging Navigation Teacher In addition to a reference action, the navigation
teacher returnd™"  the set of all non-reference actions that the agent took at the current

location while executing the same language instruction:

AP = a2 AT 9t0<t; vy = v, (4.12)

lt = |to; a= atngaine atl’lgail’f?

whereA™a" s the navigation action space.
We devise acuriosity-encouragindoss L ¢yrious Which minimizes the log likelihoods of

actions inA™" _ This loss prevents the agent from repeating past mistakes and motivates it to

3Precisely, we usefficiency or entropy of baspA™a"j = 37, whereA™" s the navigation action space.
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explore untried actions. The navigation loss is:

5 negative Io?—likelihood Ioss{
I—main(S; amairf); Amain = |Og Amain(amaim J Os) (4-13)

1 X .
jAmai” J | 109 "ain(a ] Os)
| aZAmaln{Z }

curiosity-encouraging loss

where 2 [0;1 ) is a weight hyperparameter.

Retrospective Interpretable Help-Request TeacherIn deciding whether the agent should ask
for help, the help-request teacher must consider the agent's future situations. Standard imita-
tion learning algorithms (e.g., DAgger) employ anline mode of interaction which queries the
teacher at every time step. This mode of interaction is not suitable for my problem: the teacher
must be able to predict the agent's future actions if it is queried when the episode is not finished.
To overcome this challenge, we introduce a more efficretriospectivemode of interaction,
which waits until the agent completes an episode and queries the teacher for reference actions for
all time steps at once. With this approach, because the future actions at each time step are now
fully observed, they can be taken into consideration when computing the reference action.
To help the agent better justify its help-request decisions, we tregason classifier to

predict which conditions are satisfied. To train this classifier, the teacher provides a reason vector

? 21 0;1g® where 7 = 1 indicates that thé-th condition is met. We formulate this prediction
problem as multi-label binary classification and employ a binary logistic loss for each condi-

tion. Learning to predict the conditions helps the agent make more accurate and interpretable
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Figure 4.3: Our hierarchical recurrent model architecture (the navigation network). The help-
request network is mostly similar except that the navigation action distribution is fed as an input
to compute the state features".

decisions. The help-request loss is:

7negative Iog—llikelihood Iois
L as(S; amairf?; "as) = log Aask(aaSk? j 0s) (4.14)

1% )
5 [ilogh+(@  {)logl H)]

3
-
| — {z }
reason-classification loss
where a®%; ? = ? (s;d%), and” = ( o) is the agent-estimated likelihoods of the condi-

tions.

4.2.4 Model Architecture

We model the navigation policy and the help-request policy as two separate neural net-
works. The two networks have similar architectures, which consists of three main components:
thetext-encodingomponent, thenter-taskcomponent, and thatra-taskcomponent (Figure 4.2).

We use self-attention instead of recurrent neural networks to better capture long-term depen-
dency, and develop novel cosine-similarity attention and ResNet-based time-encoding. Detail on

the computations in each module is in the Appendix of (Nguyen and Daum? I1l, 2019).
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The text-encoding component computes a text merbi8, which stores the hidden rep-
resentation of the current language instruction. The inter-task module computes ahy¥&&tor
representing the state of the current task’'s execution. During the episode, every time the current
task is altered (due to the agent requesting help or departing a route), the agent re-encodes the
new language instruction to generate a new text memory and resets the inter-task state to a zero
vector. The intra-task module computes a vebt®i? representing the state of the entire episode.

To compute this state, we first calculaté™®, a tentative current state, amif', a weighted

combination of the past states at nearly identical situatibfi€ is computed as:

hitntra - hitntra h-itntra (4_ 15)

= (Waate [hitntra; ﬁitntra]) (4.16)

Eqg 4.15 creates an context-sensitive dissimilarity between the current state and the past states at
nearly identical situations. The scale vectodetermines how large the dissimilarity is based

on the inputs. This formulation incorporates past related information into the current state, thus
enables the agent to optimize the curiosity-encouraging loss effectively. FiméiRjs passed

through a softmax layer to produce an action distribution.

4.2.5 Experimental Setup

Dataset We generate a dataset of object-finding tasks in thekkh environments to train and
evaluate our agent. Table 4.2 summarizes the dataset split. Our dataset features 289 object types;

the language instruction vocabulary contains 2,332 words. The numbers of locations on the
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Table 4.2: Data split.

Split Environments Tasks MWNA Instructions
Train 51 82,484 8,586

Val SeenEnv 51 5,001 4,287

Val UnseenAll 7 5,017 2,103
Test SeenEnv 51 5,004 4,287
Test Unseen 10 5,012 2,331

shortest paths to the requested objects are restricted to be between 5 and 15. With an average
edge length of 2.25 meters, the agent has to travel about 9 to 32 meters to reach its goals. We
evaluate the agent in environments that are seen during trairimNEsiv), and in environments

that are not seen (WSEENALL). Even in the case ofE=NENV, the tasks and theMiNA language

instructions given during evaluation were never given in the same environments during training.

Hyperparameters See AppendigD.3.

Baselines and SkylinesWe compare our agent against the followimgn-learningagents:
* SHORTEST. uses the navigation teacher policy to make decisions (this is a skyline);
* RANDOMWALK : randomly chooses a navigation action at every time step;
* FORWARD10: navigates to the next location closest to the center of the current view to
advance for 10 time steps.
We compare our learned help-request policy with the followiagristics
* NOAsK: does not request help;
* RANDOMASK: randomly chooses to request help with a probabilty of 0.2, which is the
average help-request ratio of our learned agent;

* ASKEVERY5: requests help as soon as walking at least 5 time steps.
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Table 4.3: Results on test splits. The agent with perfect assistance interpretation uses the teacher
navigation policy (?2,,) to make decisions when executing a subtask fraumA. Results of our
final system are in bold.

SEENENV UNSEENALL

Agent SR" SPL" Nav.# Requests/ SR SPL" Nav.# Requests/

(%) (%) Err. (m) task# (%) (%) Err. (m) task#
Non-learning agents
RANDOMWALK 0.54 0.33 15.38 0.0 0.46 0.23 1534 0.0
FORWARD10 598 4.19 1461 0.0 6.36 4.78 1381 0.0
Learning agents
No assistance 17.21 13.76 11.48 0.0 8.10 4.23 13.22 0.0
Learn to interpret assistance (ours) 86.67 63.27 1.63 2.7 45.43 25.02 8.04 4.4
Skylines
SHORTEST 100.00100.00 0.00 0.0 100.00100.00 0.00 0.0
Perfect assistance interpretation 90.19 68.76 1.16 24 79.01 54.86 2.65 3.0

Evaluation metrics Our main metrics aresuccess ratéSR), the fraction of examples on which
the agent successfully solves the tas&yigation error the average (shortest-path) distance be-
tween the agent's final location and the nearest goal from that locatior8Rb{\nderson et al.,
2018a), which weights task success rate by travel distance as follows:

X L,
S———
max(P;; L;)

i=1

SPL= (4.17)

L
N

whereN is the number of tasks indicates whether taskis successfulP; is the agent's travel
distance, and.; is the shortest-path distance to the goal nearest to the agent's final location.

Agents are evaluated with a batch size of 1.
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Table 4.4: Success rates (%) of agents on test splits with different types of assistance.

Assistance type EENENV  UNSEEMNALL
Target image only 84.29 29.91
+ Language instruction 86.67 45.43

4.2.6 Results

Main results From Table 4.3, we see that my problem is challenging: simple heuristic-based
baselines such asARDOMWALK and FORWARD10 attain success rates less than 7%. An agent
that learns to accomplish tasks without additional assistance frennAucceeds only 17.21%

of the time on 'EST SEENENV, and 8.10% on ESTUNSEENALL. Leveraging help from ANA
dramatically boosts the success rate by 71.16%esTBEENENV and by 39.35% on #ST UN-
SEENALL over not requesting help. Given the small size of our dataset (e.g., the agent has fewer
than 9,000 subtask instructions to learn from), it is encouraging that our agent is successful in
nearly half of its tasks. On average, the agent takes paths that are 1.38 and 1.86 times longer
than the optimal paths onEBET SEENENV and TESTUNSEENALL, respectively. In unseen envi-
ronments, it issues on average twice as many requests to as it does in seen environments. To
understand how well the agent interprets theNA instructions, we also provide results where

our agent uses the optimal navigation policy to make decisions while executing subtasks. The
large gaps on EST SEENENV indicate there is still much room for improvement in the future,

purely in learning to execute language instructions.

Does understanding language improve generalizability? Our agent is assisted with both lan-

guage and visual instructions; similar to Thomason et al. (2019a), we disentangle the useful-
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Table 4.5: Success rates (%) of different help-request policies on test splits.

SEENENV UNSEENALL
N ask SR" Requests/ SR Requests/
(%) task# (%) task#
NOASK 17.21 0.0 8.10 0.0
RANDOMASK 78.40 41 35.97 6.6
ASKEVERY5 86.63 3.5 33.62 7.1

Learned (ours)86.67 2.7 45.43 4.4

ness two these two modes of assistance. As seen in Table 4.4, the improvement from language
on TESTUNSEENALL (+15.17%) is substantially more than that oBST SEENENV (+3.42%),

largely the agent can simply memorize the seen environments. This confirms that understanding
language-based assistance effectively enhances the agent's capability of accomplishing tasks in

novel environments.

Is learning to request help effective? Table 4.5 compares our learned help-request policies
with baselines. We find that #&KEVERY5 provides a surprisingly strong baseline for this prob-
lem, leading to an improvement of +26.32% over not requesting helpesT UNSEENALL.
Nevertheless, our learned policy, with the ability to predict the future and access to the agent's
uncertainty, outperforms all baselines by at least 10.40% in success rafEsotJNSEENALL,

while making less help requests. The small gap between the learned policysaBy2RY5 on
TESTUNSEENALL is expected because, on this split, the performance is mostly determined by

the model's memorizing capability and is mostly insensitive to the help-request strategy.

Is proposed model architecture effective? We implement an LSTM-based encoder-decoder
model that is based on the architecture proposed by (Wang et al., 2019c). To incorporate the

target image, we add an attention layer that uses the image's vector set as the attention mem-
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Table 4.6: Results on ST UNSEENALL of our model, trained with and without curiosity-
encouraging loss, and an LSTM-based encoder-decoder model (both models have about 15M
parameters). Navigation mistake repeat" is the fraction of time steps on which the agent repeats
a non-optimal navigation action at a previously visited location while executing the same task.
Help-request repeat" is the fraction of help requests made at a previously visited location while
executing the same task.

SR" Nav. mistake? Help-request

Model (%) repeat (%) repeat (%)
LSTM-ENcDEC  19.25 31.09 49.37
Our model ( =0) 41.92 25.20 39.85
Ourmodel ( =1) 45.43 20.53 10.80

ory. We train this model with imitation learning using the standard negative log likelihood loss
(Eq 4.11), without the curiosity-encouraging and reason-prediction losses. As seen in Table 4.6,
our hierarchical recurrent model outperforms this model by a large margie SNUNSEENALL

(+28.2%).

Does the proposed imitation learning algorithm achieve its goals?The curiosity-encouraging
training objective is proposed to prevent the agent from making the same mistakes at previously
encountered situations. Table 4.6 shows that training with the curiosity-encouraging objective
reduces the chance of the agent looping and making the same decisions repeatedly. As a result,

its success rate is greatly boosted (+4.33% BARTTUNSEENALL ) over no curiosity-encouraging.

4.2.7 Conclusion

In this work, we present a photo-realistic simulator that mimics primary characteristics of
real-life human assistance. We develop effective imitation learning techniques for learning to
request and interpret the simulated assistance, coupled with a hierarchical neural network model

for representing subtasks. Future work aims to provide more natural, linguistically realistic inter-
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action between the agent and humans (e.g., providing the agent the ability ask aqagstiain
rather than just signal for help), and to establish a theoretical framework for modeling human
assistance. We are also exploring ways to deploy and evaluate our methods on real-world plat-

forms.

4.3 HaRI: A Framework for Learning to Request Rich and Contextually Useful

Information from Humans

4.3.1 Overview

Machine learning has largely focused on creating agents that can solve problems on their
own. Despite much progress, these autonomous agents struggle to operate in unfamiliar envi-
ronments and fulfill new requirements from users (Eykholt et al., 2018; Goodfellow et al., 2015;
Jia and Liang, 2017; Qi et al., 2020b; Shridhar et al., 2020). As autonomous agents are built to
perform tasks by themselves, they are typically endowed with limited capabilities of communi-
cating with humans during task execution. This design significantly constrains the performance
of these agents, as human bystanders or supervisors can provide useful information that improves
the agents' decisions. Uncommunicative autonomous agents are also highly unsafe. They do not
consult humans on difficult decisions and can potentially commit catastrophic mistakes without
warnings.

The reliability of autonomous agents can be dramatically enhanced if they are equipped
with communication skills for leveraging knowledge of humans in the same environment (Nguyen
and Daum?1ll, 2019; Nguyen et al., 2019b; Rosenthal et al., 2010; Tellex et al., 2014a; Thomason
et al., 2020). In many cases, a task that is initially out of reach of an agent can be elaborated or
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re-formulated into a task that the agent is familiar with. Through effective communication, the
agent can help a human revise the task specification into a form that it can easily interpret and ac-
complish. As a motivating example, consider a home-assistant robot assigned a task of finding a
newly boughtice cookerin a house, which it has never heard of and therefore does not know how
to proceed. The robot, however, knows how to navigate to familiar landmarks in the house. In this
case, the robot can ask a human it encounters a questiomliiere is the rice cookerexpect-
ing an instruction like find it in the kitchen, near the sinkwhich it may know how to execute.
By communicating with the human, the robot can convert the initially impossible task into a more
feasible one. On the other hand, by giving the right information to the agent, a human can lift its
task performance without needing to collect extra data and acquire expertise to upgrade its model.
We present ARI: HumanAssistedReinforced nteraction, a general, POMDP-based frame-
work that allows agents to effectively request and interpret information from humans. We identify
and provide solutions to two fundamental problems: gheakemproblem and théistenerprob-
lem. The speaker problem concerns teaching an agent to elicit information from humans that
can improve its decision making. Inspired the intention-based theory of human communication
(Scott-Phillips, 2014; Sperber and Wilson, 1986; Tomasello et al., 2005), we equip a learning
agent with a set of general information-seeking intentions that are helpful in solving any POMDP
problem. At every time step, the agent can express to a human an intention of requesting addi-
tional information about (i) its current state, (ii) the goal state which it needs to reach, or (iii) a
new subgoal state which, if reached, helps it make progress on the main goal. The agent learns to
decide what information to request through reinforcement learning, by learning how much each
type of information enhances its performance in a given situation. The agent's request decisions
are thus grounded in its own perception of its (un)certainties about the current situation and are
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optimized to be maximally contextually useful to it.

Our approach contrasts with methods to train agents to ask questions by mimicking those
asked by humans (De Vries et al., 2017; Labutov et al., 2015; Liu et al., 2020; Mostafazadeh
et al., 2016; Rao and Daum? Ill, 2018; Thomason et al., 2020). While effective in some situ-
ations, this approach has a potential significant drawback: questions asked by humans may not
always be contextually useful for agents. For example, humans are experts in recognizing objects,
thus rarely ask questions likevhat objects are next to fieMeanwhile, such questions may be
helpful for robot localization, as robots may have imperfect visual perception in unfamiliar envi-
ronments. Rather than focusing on naturalness, we aim to endow an agent with the cognitive
capability of determining which type of information would be contextually useful to itself. Such
capability requires an understanding of the casual effects of the agent's decisions on its future
performance, which is exactly the knowledge acquired through reinforcement learning.

In addition to being able taskfor useful information, the agent must be able to incorporate
the information it receives into its decision-making process:ligtenerproblem. Humans can
offer various types of assistance and may express them using diverse media (e.g., language, ges-
ture, image). ARI implements a flexible communication protocol that is defined by the agent's
task-solving policy: information coming from the human is given as state descriptions that the
policy can take as input and map into actions. Hence, the space of information that the human
can convey is as rich as the input space of the policy. Our design takes advantage of the flexibility
of constructing an agent policy: (i) the policy can be further trained to interpret new information
from humans, and (ii) it can leverage modern neural network architectures to be able to encode
diverse forms of information. This contrasts with existing approaches based on reinforcement
learning (RL) or imitation learning (IL) (Judah et al., 2010, 2014; Knox and Stone, 2009; Torrey
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Figure 4.4: An illustration of the WRI framework in a navigation task. The agent can only
observe part of an environment and is asked to find a rice cooker. An assistant communicates
with the agent and can provide information about the environment and the task. Initially (A)
the agent may request information about the goal, but may not know where it currently is. For
example, at location B, due to limited perception, it does not recognize that it is next to a couch
in a living room. It can obtain such information from the assistant. If the current task becomes
too difficult (like at location C), the agent can ask the assistant for a simpler subtask that helps it
make progress toward the goal. When the agent receives a subtask, it pushes the subtask to the
top of a goal stack, and when it decides to stop executing a subtask, it pops the subtask from the
stack (e.g., at location D). At location E, the agent empties the stack and terminates its execution.
and Taylor, 2013), in which feedback to the agent is limited to scalar feedback of rewards (in RL)
or actions (in IL).

To evaluate our framework, we simulate a human-assisted navigation problem where an
agent can request information about the environment from a human. Our agent leantenan
tion policy to decide at each step whether it wants to request additional information, and, if so,
which type of information it wants to obtain. On tasks in previously unseen environments, the
ability to ask for help improves the agent's success rate byc@mpared to performing tasks
on its own. This human-assisted agent even outperforms an agent that has perfect perception

and goal descriptions in unseen environments, thanks to the ability to simplify difficult tasks via

requesting subgoals.
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4.3.2 Preliminaries

We consider an environment defined by a partially observed Markov decision process
(POMDP)E = (S;A;T;c;D; ) with state spac&, action spacé\, transition functionT :

S A! ( S), costfunctionc: (S S ) Al R, description spac®, and description
function :S! ( D), where( Y) denotes the set of probability distributions oXef We
refer to this as thexecution environmenwhere the agent performs tasks e.g., a navigation
environment.

A (goal-reaching}askis a tuple(sy; gi; di) wheres; is the start stateg; is the goal state,
andd; is a limited description of;.° Initially, a task(sy; gi; d) is sampled from a distribution
T. An agent starts is; and is given the goal descriptiaf. It must reach the goal stage within
H steps. Lety andd be the goal state and goal description executed at time stegpectively.
In a standard POMDR = g; andd! = dfforl1 t H. Later, we will enable the agent to set
new goals via communication with humans.

At time t, the agent does not know its steebut only receives a state descriptidh

(st). Givend? andd?, the agent makes a decisian2 A , transitions to the next stasg,;
T(st; &), and incurs aroperation cost, , c(st; g;a). When the agent takes tlag,ne action
to terminate its execution, it receivegask errorc(s;; g; aqone that indicates how far it is from

actually completing the current task. The agent's goal is to rgackith minimum total cost

“We say description in lieu of observation to emphasize (i) the description can come in varied modalities
(e.g., image or text), and (ii) it can be obtained via perception as well as communication.

SOur notion of goal state refers not only to physical goals (e.g. a location in a house), but also to abstract states
(e.g. alevel of house cleanliness).
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the set of all belief states. The agent maintain®aecution policy* : B D ! ( A). The
learning objective is to estimate an execution policy that minimizes the expected total cost of

performing tasks:

MINE(s, 09 1 P (jsia?) [CCO )] (4.18)

whereP ( | si;df) is the distribution over executions generated by a poligjven start state
s; and goal descriptions. In a standard POMDP, an agent performs tasks on its own, without

asking for any external assistance.

4.3.3 Leveraging Assistance via Communication

For an agent to accomplish tasks beyond its autonomous capabilities, we introdissgsan

tant, who can provide rich information about the environment and the task. We then describe how
the agent requests and incorporates information from the assistant. Figure 4.4 illustrates an exam-
ple communication between the agent and the assistant on an example object-finding task. Our
formulation is inspired by the intention-based theory of human communication (Scott-Phillips,
2014; Sperber and Wilson, 1986; Tomasello et al., 2005), which characterizes communication
as the expression and recognition of intentions in context. In this section, we draw connections
between the theory and elements of POMDP learning, which allows us to derive reinforcement

learning algorithms to teach the agent to make intentional requests.

Assistant. We assume an ever-present assistant who knows the agent's currest, stegeyoal
stateg,, and the optimal policy ?. Their first capability is to provide a description of a state,
defined by a function, : S D! ( D) where A(d°j s; d) specifies the probability of giving
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d°to describe state given a current descriptiod, which can be empty. The second capability
is to propose a subgoal of a current goal, specified by a funétionS S ! ( S), where
I A(9°] s;0) indicates the probability of proposirgj as a subgoal given a current statand a

goal statey.

Common ground. Common ground represents mutual knowledge between the interlocutors and
is a prerequisite for communication (Clark and Brennan, 1991; Stalnaker, 2002). In our context,
knowledge of the agent is contained in its execution poticwhile knowledge of the assistant is

given by ?. When” and ? maps to the same action distribution given an ineitd?), we say

that the input belongs to the common ground of the agent and the assistant. Substantial common
ground is needed for effective communication to take place. Thus, we assume that execution
policy has been pre-trained to a certain level of performance so that there exists a non-empty

subset of inputs on which the outputsofind ? closely match.

4.3.3.1 The Listener Problem: Incorporating Rich Information Provided by the
Assistant

Upon receiving a request from the agent, the assistant replies with a state desdrpiion
The generality of our notion of state description (§é€3.2) means that the assistant can provide
information in any medium and format, so long as it is compatible with the input interfate of
This reflects that only information interpretable by the agent is useful.

Concretely, the assistant can provide a new current-state descidtjorwhich the agent
appends to its history to compute a new belief skite (e.g., using a recurrent neural network).

The assistant can also provide a new goal descripkign in which case the agent simply replaces
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the current goal descriptiaf with the new one. This formulation allows the human-agent com-
munication protocol to be augmented in two ways: (i) enlarging the common ground by training
A to interpret new state descriptions or (ii) designing the agent model architecture to support new
types of input information. In comparison, frameworks that implement a reinforcement learning-
or imitation learning-based communication protocol (e.g., Knox and Stone, 2009; Torrey and Tay-
lor, 2013) allow humans to only give advice using low-bandwidth media like rewards or primitive

actions.

4.3.3.2 The Speaker Problem: Requesting Contextually Useful Information

Asking Questions as a Cognitive Capability. Asking questions is a cognitive process mo-
tivated by a person's self-recognition of knowledge deficits or common ground mismatches
(Graesser et al., 1992). The intention-based theory of human communication suggest that a
guestion, like other communicative acts, should convey an information-seeking intention that
is grounded in the speaking context. In the case of question generation, the speaker's decision-
making policy should be included in the context because, ultimately, a speaker asks a question to
make better decisions.

Approaches that teach an agent to mirror questions asked by humans (e.g., De Vries et al.,
2017), do not consider the agent's policy as part of the context for generating the question. The
guestions selected by humans may not be useful for the learning agent. To address this issue, we
endow the agent with the cognitive capability of anticipating how various types of information
would affect its future performance. The agent learns this capability using reinforcement learning,

via interactingwith the assistant and the environment, rather than imitating human behaviors.
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Information-Seeking Intentions. While humans possess capabilities that help them come up
with questions, itis unclear how to model those capabilities. Some approaches (e.g., Mostafazadeh
et al., 2016; Rao and Daum? Ill, 2018) rely on pre-composed questions, which are domain-
specific. We instead endow the agent with a set of intentions that correspond to speech acts in
embodied dialogue Thomason et al. (2020). They are relevant to solving general POMDPs, while

being agnostic to the problem domain and the implementation of the execution policy:
1. CuR: requests a new description of the current stand receivesk, a(]s,d);
2. GOAL: requests a new description of the current gpaind receives?, A(jo;dd);

3. SUB: requests a description of a subgoal and receiygs A (] Q1) where the

subgoalg+: ! a (] St;q) and; is an empty description.

We leave constructing more specific intentions (e.g., asking about a specific input feature) to

future work.

Intention Selection. To decide which intention to invoke, the agent learns an intention policy

, Which is itself a function of the execution poli¢y. The intention policy's action space
consists of five intentionsA = f CUR; GOAL; SUB; DO; DONEQ. The first three actions convey
the three intentions defined previously. The remaining two actions are used for traversing in the

environment;

4. Do: executes the most-probable actigfi , argmax,, ~(aj k;d?). The agent transi-

tionsto a new statg.;  T(st; a);

5. DONE: decides that the current goglhas been reached. df is the main goald = g,),
the episode ends. ¢f is a subgoald; 6 g;), the agent may choose a new goal to follow.
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In our implementation, we feed the hidden features and the output distributfoasahputs
to  so the agent can use its execution policy in choosing its intentions. Later we will specify
the input space of the interaction policy and how the next subgoal is chosen (\rog),Cas
these details depend on how the agent implements its goal memory. The next section introduces

an instantiation where the agent uses a stack data structure to manage the goals it receives.

4.3.4 Learning When and What to Ask

In this section, we formalize theA®1 framework for learning to select information-seeking
intentions. We construct the POMDP environment that the intention policy acts in, referred to
as theintention environmen(84.3.4.1) to distinguish with the environment that the execution
policy acts in. Our construction employsgaal stackto manage multiple levels of (sub)goals
(84.3.4.2). A goal stack stores all the (sub)goals the agent has been assigned but has not yet
decided to terminate. It is updated in every step depending on the selected inten§érR.in4,

we design a cost function that trades off between taking few actions and completing tasks.

4.3.4.1 Intention Environment

Given an execution environmelt = (S;A;T;c;D; ), the intention environment is a

POMDPE =(S;A;T;c;D; ):

» StatespaceS =S D G |, whereG is the set of all goal stacks of at mdstelements.
Each states = (s;d°;G) 2 S is a tuple of an execution stase descriptiond®, and goal stack

G. Each element in the goal sta€kis a tuple of a goal statgand descriptiom?;
* Action spaceA = f CUR; GOAL; SuB; DO; DONEg;
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 State-transitionfunctionT = Ts TgwhereTs:S D A! (S D)andTg: G A!

(&)

* Costfunctionc: (S G.) A! R,defineding4.3.4.4to trade off operation cost and task

error,

« Description spaceD = D G ¢ where& is the set of all goal-description stacks of sizeThe
agent cannot access the environment's goal s&ckhich contains true goal states, but only

observe descriptions i@. We call this partial stack goal-description stagkdenoted byGY;

« Description function :S! D,where (s)= (s;d;G) = (d% GY. Unlike in the standard

POMDP formulation, this description function is deterministic.

A belief statedy of the intention environment summarizes a hist(sy, a;; ;s). We

define the intention policyas : B! ( A), whereB is the set of all belief states.

4.3.4.2 Goal Stack

The goal stack is a list of tasks that the agent has not declared complete. The initial stack
G; = f(g;;d))g contains the main goal and its description. At titpehe agent executes the
goal at the top of the current stack, ig.= G;:top(). Only the GAL, SuB, and DONE actions
alter the stack. GAL replaces the top goal description®f with the new descriptiod?,; from
the assistant. (&, which is only available when the stack is not full, pushes a new subtask
(ok+1;d?,;) to G;. DONE pops the top element from the stack. The goal-stack transition function
IS Tg(Gi+1 | G; &) = 1f Gy = Gy:update(a;)g wherelf:gis an indicator ands;:updatéa)

is the updated stack after actians taken.
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4.3.4.3 State Transition

The transition functiod is factored into two terms:

Ts(Sts1; Oy J St 055 @) =

|°(st+1{;st;a¢g r(dfﬂj +1;df;at; (4.19)

, PstatdSt+1 ) » Pdesddgy1 )

Only the Do action changes the execution state, WillgadSt+1) = T St+1 j St; &% , where
a is the action chosen by andT is the execution environment's state transition function. The
current-state description is altered when the agent requests a new current-state descripdion (C
wherepges{de,,) =  a(dSy; J Ste1; &F), or moves (), wherepgesd dF,1) =  (dy, j St+1) (here,

is the description function of the execution environment).

4.3.4.4 Cost Function

The intention policy needs to trade-off between two types of cost: the cost of operation
(making information requests and traversing in the environment), and the cost of not completing
a task (task error). The two types of cost are in conflict: the agent may lower its task error if it is
willing to suffer a larger operation cost by making more requests to the assistant.

We employ a simplified model where all types of cost are non-negative real numbers of
the same unit. Making a request of typés assigned a constant cogt The cost of taking the
Do action isc(s;; a), the cost of executing tha® action in the environment. CallingdNE to
terminate execution of the main gamlincurs a task erroz(s;; agone) . WWe exclude the task errors

of executing subgoals because the intention policy is only evaluated on reaching the main goal.

136



The cost function is concretely defined as follows

ar if a, 2f DO; DONEG;
c(st; G, &) =

8
%C(st;gt;a?) if & = DO;
%C(St;gt;adona if & = DONE; jG;j = 1;

0 if aa = DONE; |Gy > 1

The magnitudes of the costs naturally specify a trade-off between operation cost and task error.
For example, setting the task errors much larger than the other costs indicates that completing
tasks is prioritized over taking few actions.

To facilitate learning, we apply reward shaping (Ng et al., 1999), augmenting &(spSt, a)
with ( s; ), the task error received if the agent terminated.ifhe cost received at time stéep
iS&, G+ ( S+1;%+1) ( St;q). We assume that after the agent terminates the main goal,
it transitions to a special terminal stag, 2 S and remains there. We sét Sierm; Nong = 0,
whereg; = Nonesignals that the episode has ended. The cumulative cost of an execution under

the new cost function is

& ¥ h i
& = G+ ( St+1;G+1) (S @) (4.20)
t=1 t=1
X
= & (s;0) (4.21)
t=1

Since ( s1;g1) does not depend on the action takersinminimizing the new cumulative cost

does not change the optimal policy for the tésk g;).
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4.3.5 Experimental Setup: Modeling Human-Assisted Navigation

Problem. We apply HARI to modeling a human-assisted navigatiom{H problem, in which

a human requests an agent to find an object in an indoor environment. Each task request asks
the agent to go to a room of typeand find an object of type (e.g., find a mug in a kitchen).

The agent shares its current view with the human (e.g. via an app). We assume that the human
is familiar with the environment and can recognize the agent's location. Before issuing a task
request, the human imagines a goal location (not revealed to the agent). We are interested in
evaluating success igoal-finding i.e. whether the agent can arrive at the human's intended
goal location. Even though there could be multiple locations that match a request, the agent only

succeeds if it arrives exactly at the chosen goal location.

Environment. We construct the execution environments using the house layout graphs provided
by the Matterport3D simulator (Anderson et al., 2018b). Each graph is generated from a 3D
model of a house where each node is a location in the house and each edge connects two nearby
unobstructed locations. At any time, the agent is at a node of a graph. Its actiorAspansists

of traversing to any of the nodes that are adjacent to its current node.

Scenario. We simulate the scenario where the agent is pre-trained in simulated environments
and then deployed in real-world environments. Due to mismatches between the pre-training and
real-world environments, the capability of the agent degrades at deployment time. It may not
reliably recognize objects, the room it is currently in, or the intent of a request. However, a

simulated human assistant is available to provide additional information about the environment

and the task, which helps the agent relate its current task to the ones it has learned to fulfill during
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pre-training.

Subgoals. If the agent requests a subgoal, the assistant describes a new goal roughly halfway
to its current goal (but limited to a maximum distarigg,). Specifically, letp be the shortest

path from the agent's current stateto the current goady, andp; be thei-th node on the path

(0 i< jpj). The subgoal location is chosen@swherek = min( bjpj=2C; Inax), Wherelnax is

a pre-defined constant.

State Description. We employ a discrete bag-of-features representation for state descriptions.

A bag-of-feature descriptior or d®) emulates the information that the agent has extracted from

a raw input that it perceives (e.g., an image, a language sentence). Concretely, we assume that
when the agent sees a view, it detects the room and nearby objects. Similarly, when it receives
a task request or a human response to its request, it identifies information about rooms, objects,
and actions in the response. Working with this discrete input representation allows us to easily
simulate various types and amounts of information given to the agent.

Specifically, we model three types of input features: the name of a room, information about
an object (name, distance and direction relative to a location), and the description of a navigation
action (travel distance and direction). The human can supply these types of information to assist
the agent. We simulate two settings of descriptiothsnseandsparse A dense description is
a variable-length lists containing the following features: the current room's name and features
of at most 20 objects within five meters of a viewpoint. Sparse descriptions represent imper-

fect perception of the agent in real-world environments. A sparse description is derived by first

SWhile our representation of state descriptions simplifies the object/room detection problem for the agent, it does
not necessarily make the navigation problem easier than with image input, as images may contain information that is
not captured by our representation (e.g., object shapes and colors, visualization of paths).

139



constructing a dense description and then removing the features of objects that are not in the
top 100 most frequent (out of LK objects). The sparse description of the current locatidh (

does not contain the room name, but that of the goal locati®ndoes. As each description is

a sequence of feature vectors, whose length varies depend on the location, we use a Transformer
model (Vaswani et al., 2017) to be able to encode such inputs into continuous feature vectors.

Details about the feature representation and the model architecture are provided in the Appendix.

Experimental Procedure. We conduct our experiments in three phases. Inpifeetraining
phase, the agent learns an execution polayith access to only dense descriptions. This emu-
lates training in a simulator that supplies rich information to the agent.

In the training phase, the agent is only given sparse descriptions of its current and goal
locations. This mimics the degradation of the agent's perception about the environment and
the task when deployed in real-world conditions. In this phase, the agent can request dense
descriptions from the human. Upon a request for information about a (goal or current) location,
the human gives a dense description with room and object features of that location. However,
when the agent requests a subgoalgand is adjacent to the subgoal that the human wants
to direct it to, the human simply gives a description of the next optimal navigation action to get
to that location. We use advantage actor-critic (Mnih et al., 2016) to learn an intention policy

that determines which type of information to request. The intention policy is now trained in
environment graphs that are previously seen as well as unseen during the pre-training phase.

Finally, in theevaluationphase, the agent is tested on three conditions: seen environment
and target object type but starting from a new roomi$HBENSTR), seen environment but new

target object type (NSEENOBJ), and unseen environment iIdEENENV). The execution policy
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Table 4.7: Test success rates and the average number of different types of actions taken by the
agent (on all task types).

Success Rate %  Avg. number of actiong
Unseen Unseen Unseen
Agent Start Object Env. @R GOAL SuB Do

Rule-based intention pOllcy (when to call DDNE is decided by the execution policy)

(dS: current-state descriptiod? : goal description)

No aSSiStanCQ\ways Do until DONE) 43.4 16.4 3.0 - - - 13.1

Densed? (GoAL then always B until DONE) 67.2 56.6 9.7 - 1.0 - 12.6
Densed® (always @R then Do until DONE) 77.9 30.6 41 12.0 - - 12.0
Densed? andd® (GoaAL then always ©R then Do until DONE) 97.8 81.7 94 110 1.0 - 11.0

Random + rules to match with # of actions of learned-RL 78.8 685 12.7 20 1.0 1.7 11.3

learned-RL intention policy

With pre-trained navigation polic§ (ours) 858 782 198 21 10 1.7 111
With UnCOOperative aSSiSta{ﬂﬁngc a request randomly te/, GOAL or SUB) 81.1 71.2 16.1 2.7 27 15 9.6
With perfect navigation policy on sub-goals (skyline) 943 951 926 00 00 63 7.3

N is fixed during the training and evaluation phases. We created 82,104 examples for pre-training,
65,133 for training, and approximately 2,000 for each validation or test set. Additional details

about the training procedure and dataset are included in the Appghadix

4.3.6 Results

Settings. In our main experiments, we set: the cost of takinglrROGOAL, SuB, or Do action
to be 0.01 (we will consider other settings subsequently), the cost of caltimgelo terminate
the main goal (i.e. task error) equal the (unweighted) length of the shortest-path from the agent's
location to the goal, and the goal stack’s sizé (o be 2.

We compare our learned-RL intention policy with several rule-b&selines Their de-
scriptions are given in Table 4.7. We additionally construct a strong baseline that first takes the
GoAL action (to clarify the human's intent) and then selects actions in such a way to match the

distribution of actions taken by our RL-trained policy. In particular, this policy is constrained to
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take at mosbX ;¢ + y actions of typea, wherey  Bernoulli(X,; b X,c) andX, is a constant

tuned on the validation set so that the policy has the same average count of each action as the
learned-RL policy. To prevent early termination, we enforce that the rule-based policy cannot
take more [NE actions than 8B actions unless its @ action's budget is exhausted. When
there is no constraint on taking an action, the policy chooses a random action in the set of avail-
able actions. Our learned-RL policy can only outperform this policy by being able to determine
contextually useful information to request, which is exactly the capability we wish to evaluate.
We also construct skylinewhere the intention policy is also learned by RL but with an execution

policy that always fulfill subgoals perfectly.

In the problem we construct, different types of information are useful in different contexts
(Table 4.7). Comparing the rule-based baselines reveals the benefits of making each type of
request. Overall, we observe that information about the current state is helpful on only tasks
in seen environments BEENSTR and UINSEENOBJ). Information about the goal greatly im-
proves performance of the agent in unseen environments (d€rmaperforms no-assistance
by 6.4% in INSEENENV). Densed? outperforms densd® in UNSEENOBJ but underperforms
in UNSEENSTR, showing that goal information is more useful than current-state information in
finding new objects but less useful in finding seen ones. The two types of information is comple-
mentary: densed-andd°® improves success rate versus dedsand dense&F in most evaluation
conditions.

We expect subgoal information to be valuable mostly in unseen environments. This is
confirmed by the superior performance of our learned-RL policy, which can request subgoals,

over the rule-based baselines, which do not have this capability, in those environments.
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Figure 4.6: Analyzing the effect of simulta-

neously varying the cost of theu®, GOAL,
Figure 4.5: Analyzing the behavior of the Syg, Do actions (on validation environ-
learned-RL intention policy (on validation ments), thus trading off success rate versus
environments). number of actions taken.

Our learned-RL policy learns the advantages of each type of information (Table 4.7 & Fig-

ure 4.5a). Aided by our learned-RL policy, the agent observes a substanH#al increase in
success rate oOnNBEENSTR, 5 on UNSEENOBJ, and 7 on UNSEENENV, compared to

when performing tasks without assistance. This result indicates that the assistance-requesting
skills are increasingly more helpful as the tasks become more unfamiliar. Figure 4.5a shows the
request pattern of the policy in each evaluation condition. Our policy learns that it is not useful

to make more than oned@L request. It relies increasingly onu® and SJB requests in more

143



difficult conditions (INSEENOBJ and UINSEENENV). The policy makes about 3.5more SB
requests in ISEENENV than in INSEENOBJ. Specifically, with the capability of requesting
subgoals, the agent impressively doubles the success rate of theddearszel® policy in unseen
environments, whiclalwayshas access to dense descriptions in these environments. Moreover,
our policy does not have to bother the assistant in every time step:anty its actions are

requests for information.

Our learned-RL policy selects contextually useful requests (Table 4.7, bottom half & Fig-
ure 4.5b).  The policy is significantly more effective than the rule-based baseline that uses
the same number of average actions per episode (+7.1%NSEENENV). Note that we enforce
rules so that this baseline only differs from our learned-RL policy in where it placess@d SuB
requests. Thus, our policy has gained advantages by making these requests in more appropriate
situations. To further showcase the importance of being able to obtain the right type of infor-
mation, we use RL to train a policy with amcooperativeassistant, who disregards the agent's
request intention and instead replies to an intention randomly selected @ory GOAL ; SUBQ.
As expected, performance of the agent drops in all evaluation conditions. This shows that our
agent has effectively leveraged the cooperative assistant by making useful requests.

We also observe that the agent adapts its request strategy through the course of an episode.
As observed in Figure 4.5b. thed@L action, if taken, is always taken only once and immediately
in the first step. The number ofu®R actions gradually decreases over time. The agent makes most
SuB requests in the middle of an episode, after its has attempted but failed to accomplish the main
goals. We observe similar patterns on the other two validation sets.

Finally, results obtained by the skyline shows that further improving performance of the
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Table 4.8: Success rates and numbers of actions taken with different stack sizes (on validation).
Larger stack sizes significantly aid success rates in unseen environments, but not in seen environ-
ments.

Success rate (%)  Average # of actiong
Stack Unseen Unseen Unseen
size Start Obj. Env. QR GoOAL SuB Do

1 (no subgoals) 922 784 125 51 19 OO 107
2 869 776 216 21 10 1.7 11.2
3 832 786 335 13 10 50 82

execution policy on short-distance goals would effectively enhance the agent's performance on

long-distance goals.

Effects of Varying Action Cost (Figure 4.6). We assign the same cost to eachRC GOAL,

SuB, or Do action. Figure 4.6a demonstrates the effects of changing this cost on the success
rate of the agent. An equal cost of 0.5 makes it too costly to take any action, inducing a policy
that always calls DNE in the first step and thus fails on all tasks. Overall, the success rate

of the agent rises as we reduce the action cost. The increase in success rate is most visible in
UNSEENENV and least visible in ISEENSTR. Similar patterns are observed with various time
limits (H = 10; 20; 30). Figure 4.6b provides more insights. As the action cost decreases, we
observe a growth in the number af§ and Do actions taken by the intention policy. Meanwhile,

the numbers of GR and GOAL actions are mostly static. Since requesting subgoals is more
helpful in unseen environments, the increase in the numbewBf&Btions leads the more visible

boost in success rate orNJEENENV tasks.

Recursively Requesting Subgoals of Subgoals (Table 4.8)n Table 4.8, we test the function-
ality of our framework with a stack size 3, allowing the agent to request subgoals of subgoals.

As expected, success rate ORSEENENV is boosted significantly (+11.9% compared to using a
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stack of size 2). Success rate oN&EENOBJ is largely unchanged; we find that the agent makes
more B requests on those tasks (averagely 4.5 requests per episode compared to 1.0 request
made when the stack size is 2), but doing so does not further enhance performance. The agent
makes less QR requests, possibly in order to offset the cost of making mare Rquests, as

we keep the action cost the same in these experiments. Due to this behavior, success kate on U
SEENSTR declines with larger stack sizes, as information about the current state is more valuable
for these tasks than subgoals. These results show that the critic model overestimdtealties

in states where & actions are taken, leading to the agent learning to request more subgoals than
needed. This suggests that the our critic model is not expressive enough to encode different stack

configurations.

4.3.7 Related Work

Knowledge Transfer in Reinforcement Learning. Various frameworks have been proposed

to model information transfer between humans and agents (Da Silva and Costa, 2019). A basic
human-agent communication protocol is instruction-following (Alomari et al., 2017; Anderson

et al., 2018b; Bisk et al., 2016; Chen and Mooney, 2011; Misra et al., 2018a; Yu et al., 2018),
where agents execute a natural language request. For multiple-round communication, Torrey
and Taylor (2013) introduce the action-advising framework where a learner decides situations
where it needs to request reference actions from a teacher. This can be viewed as active learning
(Angluin, 1988; Cohn et al., 1994) in an RL setting. The request policy can be constructed based
on uncertainty measurements (Culotta and McCallum, 2005; Da Silva et al., 2020) or learned via

RL (Fang et al., 2017). An agent-to-agent variant poses the problem of learning a teaching policy
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in addition to the request policy (Da Silva et al., 2017; Omidshafiei et al., 2019; Zimmer et al.,
2014). Overall, this literature uses IL-based communication protocols that assume the teacher
shares a common action space with the learner and provides actions in this space in response
to the agent's requests. Others employ standard RL communication protocols, where the human
conveys knowledge through numerical scores or categorical feedback (Christiano et al., 2017,
Griffith et al., 2013; Judah et al., 2010; Knox and Stone, 2009; Lee et al., 2021; Peng et al.,
2016). In Maclin and Shavlik (1996), humans advise the agent with domain-specific language,
specifying rules to incorporate into the agent's model.

Recent frameworks (Jiang et al., 2019; Kim et al., 2020; Nguyen and Daum? III, 2019;
Nguyen et al., 2019b) allow the teacher to specify high-level goals instead of low-level actions or
rewards. FARI generalizes these, allowing specification of subgoal information and descriptions
of the current and goal states. Importantly, the framework enables the agent to convey specific
intentions rather than passively receiving instructions or calling for generic help.

Information expressed in human language has been incorporated into RL frameworks to
guide task execution (Hermann et al., 2017b) or assist with learning (Ammanabrolu et al., 2020)
see Luketina et al. (2019) for a thorough survey. Language-based inverse RL frameworks infer
the reward function from language utterances (Akakzia et al., 2021; Fu et al., 2019; Sumers
et al., 2020; Zhou and Small, 2021b). In contrast, we investigate human-agent communication
during task execution the agent doesot update its task-executing policy. Similar to language-
conditioned RL, we directly incorporate feedback as input to the agent's policy. This approach
also bears a resemblance to work on learning from language description (Chan et al., 2019;
Cideron et al., 2020; Colas et al., 2020; Jiang et al., 2019; Nguyen et al., 2021), except that
the agent does not learn from the response and can incorporate more diverse feedback. Our set-
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ting is closely related to He et al. (2013), where an agent selects a subset of useful input features,
but we remove the assumption that features arrive in a fixed order.

Our work requires solving a hierarchical reinforcement learning problem (Chane-Sane
et al., 2021; Kulkarni et al., 2016; Le et al., 2018; Sutton et al., 1999b). While standard for-
mulations mostly consider two levels of goal, our stack-based implementation offers a convenient

way to construct deeper goal hierarchies.

Task-Oriented Dialog and Natural Language Questions. HARI models a task-oriented dia-

log problem. Most problem settings require the agent to compose questions to gather information
from humans (Das et al., 2017b; De Vries et al., 2017; de Vries et al., 2018; Narayan-Chen et al.,
2019a; Padmakumar et al., 2022; Shi et al., 2022; Thomason et al., 2020). A related line of work
is generating language explanations of model decisions (Camburu et al., 2018; Hendricks et al.,
2016; Rajani et al., 2019). The dominant approach in these spaces is to mimic pre-collected hu-
man utterances. However, naively mirroring human behavior cannot enable agents to understand
the limits of their knowledge. We take a different approach, teaching the agent to understand its
intrinsic needs through interaction. Teaching agents to act and communicate with intentions is
understudied (Karimpanal, 2021). Notable work in this space proposes a computational theory-
of-mind for agents to enable them to reason about their own mental states and those of others
(Andreas and Klein, 2016; Bara et al., 2021; Fried et al., 2018a; Kang et al., 2020; Roman Ro-
man et al., 2020; Zhu et al., 2021). Our work is not concerned about designing theory-of-mind
models, instead concentrating on highlighting the importance of interaction in the learning of

intentional behavior.
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4.3.8 Conclusion

Our framework can theoretically capture rich human-agent communication, and even com-
munication with other knowledge sources like search engines or language models (Liu et al.,
2022). An important empirical question is how well it generalizes to more realistic interactions
and environments (e.g., (Shridhar et al., 2020)). Especially when deploying with real humans,
using human simulations to pre-train the agent can help reducing human effort. Large language
models (Brown et al., 2020b; Chowdhery et al., 2022b; Rae et al., 2021) can be leveraged for
constructing such simulators. Towards generating more specific, natural questions, methods for
generating faithful explanations (Kumar and Talukdar, 2020; Madsen et al., 2021), measuring fea-
ture importance (Das and Rad, 2020; Koh and Liang, 2017; Zeiler and Fergus, 2014), or learning
the casual structure of black-box policies (Geiger et al., 2021) are relevant to investigate. An-
other exciting direction is to enable the agent to learn from the obtained information. We expect
that, similar to curriculum-based learning (Wang et al., 2019b), the communication protocol of
our framework would guide the agent to request and learn increasingly more difficult tasks over

time.
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Chapter 5: Conclusion and Future Directions

My dissertation has demonstrated the feasibility and benefits of enriching communication
between humans and Al agents. | have proposed new frameworks for training and evaluating
Al agents and have shown that these frameworks can serve as strong foundations for developing
agents that are more helpful and safe for humans. The proposed frameworks represent tangi-
ble progress in tackling the two fundamental challenges in human-Al communication research
mentioned in sectiog1.3. Concretely, addressing the limitations of current machine learning
frameworks, theliAD framework offers a new theoretical principle for learning from a specific
type of language expressions that traditional frameworks cannot handle. Similarlyathe H
framework relaxes constraints on the form of human-generated information that an Al agent can
process. Tackling the practical challenges in conducting human-Al communication research, |
have introduced methods for constructing human simulations for training and evaluating my pro-
posed algorithms. My approach is not meant to replace experiments with real humans, but to
reduce the cost and risk of those experiments by quickly and cheaply bootstrapping the agents to

a sufficient level of competence.
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5.1 Limitations of Current Work

While my frameworks have broadened the communication channel between humans and
agents, they consider simplified scenarios where the human speaks a restricted type of language
and their intentions can be perfectly identified. For examplel.ind, the feedback is defaulted
to describing the agent's activities and has to be drawn from the same distribution as the task
request. Similarly, ARI assumes the human responds perfectly to the agent's requests, neglecting
the problem of intention inference. Nevertheless, in real-world scenarios, humans may convey
diverse intentions to transfer their knowledge and those intentions may not be straightforward to
recognize. For example, suppose a person asks a robotake tea When receiving the tea
from the robot, the person sayisdon't like hot tea. Bring me some it€eThis utterance conveys
at least three types of feedback: (a) what is made is hot tea (descriptive feedback), (b) the assigned
task is only partially fulfilled (evaluative feedback), (c) the agent should have brought iced tea
(corrective/instructive feedback). Developing a unifying statistical learning framework that can
incorporate all of these types of human intentions is necessary for enabling learning via natural
conversations with humans.

While my agents can learn from rich, natural types of interactions with humans, they are
highly inefficient, requiring thousands of interactions to achieve respectable performance. Their
inefficiency can be attributed to the fact that they are not built in with fundamental knowledge
about the world, human behavior, and natural language. Humans leverage such knowledge to
enrich the meanings of their utterances. Without similar knowledge, the agents cannot effec-
tively recognize human intentions and learn quickly from them. Models that are trained on vast

amounts of data have demonstrated remarkable commonsense knowledge (Brown et al., 2020a,;

151



Chowdhery et al., 2022a; Ramesh et al., 2021). However, a major challenge for employing these
models is to adapt them for communication in specific contexts and environments.

Finally, while training and evaluating with human simulators is a promising direction to
accelerate research, the main challenge of this approach is to construct faithful emulations of
human traits. The simulators that | construct in this dissertation are only rudimentary model of
real-life humans. To prioritize the naturalness of the language, | have restricted the simulators to
being able to convey only a small set of intentions. | have also assumed that they are perfectly
cooperative and rational. To guide the improvement of more expressive and faithful simulations, it
is essential to characterize and estimate the divergence between these simulators and real humans,
and the effect of the divergence on the generalizability of the agents to real-world scenarios.
Empirically, the divergence can be quantified by replacing the simulators with real humans in
the experiments. Theoretically, we can contrast the characteristics of the simulators with the
characteristics of humans that are well-documented in cognitive science and psycho-linguistics.
Frameworks developed in these fields can offer formal principles for enhancing the simulators.

In the next sections, | describe two specific problems that | believe will motivate solutions

to the aforementioned limitations.

5.2 Learning from More Expressive Teachers

To design agents that can learn directly from humans, we should begin with constructing
theoretical frameworks that employ realistic models of humans. There are two aspects about the
human ways of teaching that are not adequately captured in current learning frameworks. The

first aspect is that humans can teach in diverse ways. They can convey a variety of intentions and

152



use miscellaneous types of communication medium to express those intentions. For example,
for tasks that are difficult to express in words, humans can demonstrate through actions. On the
other hand, for tasks that are too tedious to demonstrate, humans can leverage the generalizability
and compositionality of language to efficiently specify them. Most current frameworks employ
teacher models that can only express a single intention using a single communication medium.
The second under-represented aspect is that human communication aims at manipulating
mental states rather than external behaviors. In reinforcement and imitation learning, the teacher
is a black box that generates learning signals; the underlying process for generating the signals is
not specified in the formulation. Inverse reinforcement learning models a teacher that is driven by
an internal reward functioR , which is defined by a mental-state vectoHowever, the teacher
still communicates the mental-state vector to the learner through only action demonstrations.
Extending this framework to modeling communication through multiple types of communication

medium and intention is an exciting direction.

5.3 Learning to Be Aware of and Expressively Convey Specific Needs

Learning to ask questions to obtain contextually useful for completing a task is a problem
whose solutions can significantly advance the communication and cognitive capabilities of Al
agents. This problem differs from many current Al benchmarks in that the agent cannot simply
imitate human behaviors to derive effective decisions, as a question must be derived from an
agent's own perception of its knowledge deficits in the current context. In other words, given a
situation, humans simply know what type of information that would be most useful for an agent.

As a result, simply training an agent on large collections of human-generated data is not suf-
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ficient. To ask good questions, the agent needs to develop cognitive perception about its own
needs and be able to convey the needs in a human-intelligible way. Akewbrk have shown

that knowledge about intrinsic needs can be acquired through interaction with simulated humans.
Nevertheless, the specificity of the agent questions and the realism of the human simulator in the
work remains limited. My future work will aim to explore ways to improve these aspects. To
generate more specific questions, | will look for ways to combine the interaction-based approach
with the imitation-based approach. A promising approach is to first extract a set of general inten-
tions from a dataset of human-generated questions and then use interactive learning to teach the
agent to determine the most useful intention to convey in a given context. To augment realism of
the human simulator, more powerful knowledge sources such as a search engine, a large language

models can be leveraged (Liu et al., 2022).
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Appendices

A Neural Machine Translation

Our neural machine translation (NMT) model consists of an encoder and a decoder, each
of which is a recurrent neural network (RNN). We closely follow Luong et al. (2015) for the

structure of our model. It directly models the posterior distribufoly j x) of translating a

source sentence = (X1;  ;Xp) to atarget sentence= (Y1,  ;Ym):
. Yn .
P (yjx)= P (Yt]Y<t:X) (A.1)
t=1

wherey; are all tokens in the target sentence prioy;to
Each local disitributiorP (y; j Y« ;Xx) is modeled as a multinomial distribution over the
target language's vocabulary. We compute this distribution by applying a linear transformation

followed by a softmax function on the decoder's output vebtfsf:

P (Vi ] Y ;X) = softmax(W s hd) (A.2)
he¢ = tanh( W o[ ¢,]) (A.3)
¢, = attend( AE"S; wdeo) (A.4)
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where[ ; ] is the concatenation of two vectowtend( ; ) is an attention mechanisiif’c are
all encoder's hidden vectors aff*° is the decoder's hidden vector at time step/Ne use the
general global attention in Luong et al. (2015).
During training, the encoder first encodedo a continuous vectof x), which is used as
the initial hidden vector for the decoder. In our paperx) simply returns the last hidden vector
of the encoder. The decoder performs RNN updates to produce a sequence of hidden vectors:

= (%) .

e =1 A5 hi®sety)
wheree(:) is a word embedding lookup function agdis the ground-truth token at time step
Feeding the output vecttrd®S to the next step is known as input feeding .
At prediction time, the ground-truth token in Eq A.5 is replaced by the model's own
predictiony:

¥ = arg m;’/ix P (yj¥Y«;X) (A.6)

In a supervised learning framework, an NMT model is typically trained under the maximum

log-likelihood objective:

maxLey( ) =max Exyy o, [10gP (y j X)] (A7)

whereDy, is the training set. However, this learning framework is not applicable to bandit learning

since ground-truth translations are not available.
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Table B.1: List of common notations and their definitions.

Notation ‘ Definition
(@) Space of all distributions over a dgt
unf (U) Denotes the uniform distribution over a $&t
k:kp p-norm
KLQ1(X | Yy)Q2(xjy) | KL-divergence between two distributio(isﬁ( j y) andQz( jy) over a countable
setX. Formally,KLQ1(X j Y)Q2(X j¥) = o Qi(xjy)In 8;&};;
supp Q(x) Support of a distributio® 2 ( X). Formally,suppQ(x) = fx 2 X j Q(x) > 0g.
N Set of natural numbers
S State space
S A single state ir
A Finite action space
a a single action irA
D Set of all possible descriptions and requests
d A single description or request
|

T:S A! (9) Transition function withT (s°] s; a) denoting the probability of transitioning to
states® given states and actiora.

R Family of reward functions
R:S A! [0;1] Reward function withR(s; a) denoting the reward for taking acti@nin states
H Horizon of the problem denoting the number of actions in a single episode.
e An executione = (s3; a3; Sp; i SH ; ay ) describing states and actions in an episode.
g=(R;d;s1) A single task comprising of reward functid, requesd and start state;
P?(0) Task distribution defined by the world
P?(e;R;s;d) Joint distribution over executions and task (see Equation 3.12).
Pr(dje Teacher model denoting distribution over descriptidrigr a given executiore.

Set of all parameters of agent's policy.

Parameters of agent's policy. Belongs to the set

(aj s;d) Agent's policy denoting the probability of actiangiven states, descriptiond,
and parameters.

B Theoretical Analysis of ADEL

In this section, we provide a theoretical justification for an epoch-versionoafilAor the
case ofH = 1. We provide a list of notations in Table B.1 on page 157. We prove consistency
results showing AEL learns a near-optimal policy, and we also derive the convergence rate
under the assumption that we perform maximum likelihood estimation optimally and the teacher
is consistent. We call a teacher modRgl(d j €) to be consistent if for every executi@and

descriptiond we haveP;(d j €) = P?(dj €). Recall that the conditional distributid?®’(d j €) is
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derived from the joint distribution defined in Equation 3.12. We will use supersttiptenote
all probability distributions that are derived from this joint distribution.
We start by writing the epoch-version oD&L in Algorithm 8 for an arbitrary value dfl .
The epoch version of BEL runs an outer loop of epochs (line 3-10). The agent model is updated
only at the end of an epoch. In the inner loop (line 5-9), the agent samples a batch using the
teacher model and the agent model. This is used to update the model at the end of the epoch.
At the start of then™ epoch, our sampling scheme in line 6-9 defines a procedure to sample
(é;d) from a distributionD,, that remains fixed over this whole epoch. To defibg, we first
defineP,(€) = Er.as.) p(q [Pn(€] S1;d)] where we use the shorthaRd(e | s;; d) to refer to
P _(e] si;;d). Note thate  P,(e) in line 7. Asd P?(d j &), therefore, we arrive at the
following form of D:

Dn(&;d) = P?(dj &)Pa(8): (B.1)

We will derive our theoretical guarantees Fbr= 1. This setting is known as the contextual
bandit setting Langford and Zhang (2008a), and while simpler than general reinforcement learn-
ing setting, it captures a large non-trivial class of problems. In this case, an exeeutim; a; ]
can be described by the start stafeand a single actioa; 2 A taken by the agent. Since there
is a single state and action in any execution, therefore, for cleaner notations we will drop the
subscript and simply writs; ainstead ofs;; a;. For convenience, we also define a few extra no-
tations. Firstly, we define the marginal distributibn, (s;d) = P aoa Dn([s; &; d). Secondly,
let P?(s) be the marginal distribution over start statgiven byEr.s,) p?(q[1fS1 = sg]. We

state some useful relations between these probability distributions in the next lemma.
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Algorithm 8 EPOCHADEL: Epoch Version of MEL. We assume the teacher is consistent, i.e.,

Pr(dj €)= P?(dj e) for every(d;e).
1: Input: teacher moddP?(d j €) and task distribution modé&t’(qg).

2: Initialize agentpolicy ,:S D! unf(A)

3 forn=1;2 ‘N do

4: B=:

5: form=1;2, ;M do

6: World samples) = (R;d”;s;)  P?()

7: Agentgenerate8 P ( jsi;d?)

8: Teacher generates descripti@n P?(jé&
n 0

o B BJ e:d

10: Update agent policy using batch updates:

X X _
1 argmax log o(asjs;d)
(&:d)2B (sias)2e

whereas is the action taken by the agent in stati@ executioré.
return

Lemma 3. For anyn 2 N, we have:

X
P.(e:=[s;a]) = P’(s)P.(aj s); whereP,(ajs) := P’(dj s)Pn(aj s;d): (B.2)
d
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P
Proof. We first compute the marginal distribution _,, Pn(€°:=[s;a7) overs:

X X X ]
Po(e’:=[s;a]) = P(Rid;9)Ph(@’jsid) = P(R;d;s) = P(s):
al2A a®2A R:d R:d

Next we compute the conditional distributi®q(a j s) as shown:

- p Pusia)  _ X P(Ridis)Pu(ajs;d)
N P(s)
_ X PAs;dPy(ajsid) _ X, o
- ; P?(s) - | P'(dj s)Pn(aj s;d):
This also prove®, ([s; a]) = P’(s)Pn(aj s). O

ForH =1, the update equation in line 10 solves the following optimization equation:

X
maxJa( ) where Jn( ) := In o(ajs;d): (B.3)

(&:=[ s;a];d)2B

HereJ,( ) is the empirical objective whose expectation over draws of batches is given by:

E[Jn( )] = Ee(sara) o, [IN (@] s;d)]:

As this is negative of the cross entropy loss, the Bayes optimal value would be achieved for
(ajs;d)= Dn(ajs;d) foralla2 A and everys; d) 2 suppD,(s; d). We next state the form

of this Bayes optimal model and then state our key realizability assumption.

Lemma 4. Fix n 2 N. For every(s;d) 2 suppD,(s; d) the value of the Bayes optimal model
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D.(aj s;d) at the end of th@™ epoch is given by:

P’(dj[s;a)Pa(ajs)

Dn(@jsid = P fs )P 0] 9)

Proof. The Bayes optimal model is given Iy, (a j s; d) for every(s;d) 2 suppDn(s; d). We

compute this using Bayes' theorem.

Do(s;alid)  _ o P?(d ] [s; al)Pn([s; &)
a2 Dn([s; &9; d) on P7(d] [s;@)Pa([s; @)
_p P’(dj[s;al)Pn(ajs) |
aoa PP(d] [s;@0)Py(a%] s)

Dn(ajs;d= P

The last equality above uses Lemma 3. O

In order to learn the Bayes optimal model, we need our policy class to be expressive enough

to contain this model. We formally state thesalizability assumption below.

Assumption 1(Realizability) Forevery 2 ,there exists®2 such that for every start state

s, descriptiond we have:

P’dj[s;a))Q (ajs) .
aca P7(d] [s;@)Q (8% 5)°

X
where Q (ajs)= P’(d°js) (ajs;d:
do

8a2A; oflajs;d=P (B.4)

We can use the realizability assumption along with convergence guarantees for log-loss to
state the following result:
Theorem 5(Theorem 21 of Agarwal et al. (2020)Fixm 2 Nand 2 (0;1). Letf (d®;e® =
[s®;a]gn, bei.i.ddraws fronD,(e;d) and let .1 be the solution to the optimization problem
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in line 10 of then™ epoch ofEPOCHADEL. Then with probability at least we have:

Eco o, KDn(@iSid) P (ajsidks  C i (8.5)

whereC > 0is a universal constant.

Please see Agarwal et al. (2020) for a proof. Lemma 5 implies that assuming realizability,
asM 'l | ourlearned solution converges to the Bayes optimal model pointwise on the support
overD,(s; d). Since we are only interested in consistency, we will assMimel  and assume
Prs1(aj s;d) = Dp(aj s; d) for every(s; d) 2 suppDn(s;d). We will refer to this as optimally
performing the maximum likelihood estimation @f epoch. If the learned policy is given by
Pr+1(aj s;d) = Dy(aj s;d), then the next Lemma states the relationship between the marginal

distributionP,.; (a ] s) for the next time epoch and margirfal(a j s) for this epoch.

Lemma 6 (Inductive Relation Between Marginaldyor anyn 2 N, if we optimally perform the
maximum likelihood estimation at tim" epoch ofEPOCHADEL, then for all start states, the

marginal distributionP,.; (aj s) for the(n + 1) ™ epoch is given by:

X p(dj[s;a)Pa(aj S)P(d] s).

Pra@I9) = Pd] s aPa () 5)

d

Proof. The proof is completed as follows:

X X pdils: P
X o X R [sa)Py(@] 9PUd] ).
Pra@l9 = PSP @Isd = P s P )

where the first step uses Lemma 3 and the second stepPyse&@ j s;d) = Dp(a j s;d)

162



(optimally solving maximum likelihood) and the form Bf, from Lemma 4. ]

B.1 Proof of Convergence for Marginal Distribution

Our previous analysis associates a probability distribuBigfa j s; d) andP,(a j s) with
then™ epoch of BOCHADEL. For anyn 2 N, then™ epoch of POCHADEL can be viewed as a
transformation oP,(aj s;d) 7! Py (aj s;d) andPy(aj s) 7! Py (aj s). In this section, we
show that under certain conditions, the running average of the marginal distribBtj¢ams$ d)
converges to the optimal marginal distributiBi(a j d). We then discuss how this can be used
to learn the optimal policy’(aj s; d).

We use a potential function approach to measure the progress of each epoch. Specifically,
we will use KL-divergence as our choice of potential function. The next lemma bounds the

change in potential after a single iteration.

Lemma 7. [Potential Difference Lemma] For any 2 N and start states, we define the following
P
distribution over description®,(d j s) :== 4 P?(dj [s;a])Pn(aj s). Then for every start

states we have:
KLP?(ajs)Pn:1(ajs) KLP?(ajs)P.(ajs) KLP?(dj s)Pa(dj s):

Proof. The change in potential from the startrdf epoch to its end is given by:

X .
KLP?(a] S)Puiy(ajs) KLP(ajs)Py(ajs) = P’ajg)in nl@ls)
Pn(aj s)

azA

(B.6)
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Using Lemma 6 and the definition & (d j s) we get:

Pea(ais) _ X o PEisaPdis X L, P(djs).
Paaj 9) o P s a)Pa)s) - disAg gy

d d

Taking logarithms and applying Jensen's inequality gives:

Pria (2] 9) X i o Pdjs) oy P’(dj 5)
In —————— =1In P(dj [s;a . P(dj[s;a])In -
Pa(ai 9) (P s Gy PAEN 5y
(B.7)
Taking expectations of both sides with resped®i(a j s) gives us:

X Pia(ajs) X X P’(djs)
P’(ajs)ln —222 21> P’(aj s)P’(dj [s;a])In :
Plaign gy PleisPdiman oong
X o P’(dj s)
= P (djs)In -

A NGID

d

=KL P’(dj s)P,(dj s)

where the last step uses the definitionRy{d j s). The proof is completed by combining

the above result with Equation B.6. m

The Ps matrix. For a fixed start stats, we definePs as the matrix whose entries aPé(d j
[s; a]). The columns of this matrix range over actions, and the rows range over descriptions. We
denote the minimum singular value of the description magiky mi, (S).

We state our next assumption that the minimum singular vall®g ofatrix is non-zero.

Assumption 2 (Minimum Singular Value is Non-Zero)For every start states, we assume
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Intuitively, this assumption states that there is enough information in the descriptions for the
agent to decipher probabilities over actions from learning probabilities over descriptions. More
formally, we are trying to deciphd?’(a j s) using access to two distributionB?(d j s) which
generates the initial requests, and the teacher nf{dl|j [s; a]) which is used to describe an
executiore = [ s; al. This can resultin an underspecified problem. The only constraints these two
distributions place of’(aj s) is thatP wa PP(dj[s;a)P?(ajs) = P?(dj s). This means all
we know is thaP’(a j s) belongs to the following set of solutions of the previous linear systems

of equation:

( X )

Q(ajs)j P’(dj[s;a)Q(ajs)= P’(djs)8d: Q(aj s) is a distribution :

az2A

As P?(a j s) belongs to this set hence this set is nonempty. However, if we also assume that

min (S) > 0then the above set has a unique solution. Recall that singular values are square root
of eigenvalues oP; Ps, and S0 min (S) > 0 implies that the matriyP; Ps is invertible. * This
means, we can find the unique solution of the linear systems of equation by multiplying both
sides by(P; Ps) 'PZ. Hence, Assumption 2 makes it possible for us to fi¢ia j s) using just
the information we have. Note that we cannot solve the linear system of equations directly since
the description space and action space can be extremely large. Hence, we use an oracle based
solution via reduction to supervised learning.

The next theorem shows that the running average of learned probaliliijag s) con-

verges to the optimal marginal distributi®®i(a j s) at a rate determined by the inverse square

root of the number of epochs ofpkL, the minimum singular value of the matri, and the

1Recall that a matrix of the forrA™ A always have non-negative eigenvalues.
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KL-divergence between optimal marginal and initial value.

Theorem 8. [Rate of Convergence for Marginal] For arty2 N we have:

o 1 X . 1
kP*(ajs) n Pa(aj s)kz

n=1

9 %KL P?(aj s)P.i(aj s);

and ifPy(aj s; d) is a uniform distribution for everg andd, then

r
1 2InjAj

min (S) t

o 1 X .
kP*(aj s) i Pn(aj s)kz

n=1

Proof. We start with Lemma 7 and bound the right hand side as shown:

KLP?(ajs)Py+1(ajs) KLP’(ajs)P(ajs) KLP?(dj s)P(dj s)
%kP"’(dj s)  P.(djs)kZ;

%kP?(dj s) Pn(djs)?ks

= ZkPsfP’(ajs) Pn(ajs)gks;

min (s)sz?(aj s) Pa(aj S)kz;

NI~ NP

where the second step uses Pinsker's inequality. The third step uses the progergrofs,
specifically, k k., k k; for all . The fourth step, uses the definition Bf(d | s) =
P . 200 ; . P . 0 : ,

aoon P(d ] s;39P7(@°% ) s)) andPo(d j s) = o0 P(d | s;8)Py(2° ] ). We inter-
pret the notatiorP’(a j s) as a vector over actions whose value is the probaldfii§a j s).
Therefore,PsP?(a j s) represents a matrix-vector multiplication. Finally, the last step, uses

kAX ko min (A)kxk, for any vectorx and matrixA of compatible shape such thak is de-
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fined, where n (A) is the smallest singular value Af.

Summing oven fromn = 1 tot and rearranging the terms we get:

b . . ~ . . 1 xt ~ . .
KLP?(ajs)Pui(ajs) KLP’(ajs)Pi(ajs) 5 min (s)> kP’(ajs) P.(ajs)ks:

n=1
As the left hand-side is positive we get:

Xt
kP’(ajs) Pn(ajs)ks

n=1

%(S)ZKL P’(aj s)Pi(aj 9):

Dividing by t and applying Jensen's inequality (specificaB{X 2]  E[jX j]?) we get:

r

min (S)

1 X
5 K@ Pu@ke

n=1

%KL P’(aj s)Py(aj s) (B.8)

Using the triangle inequality, the left hand side can be bounded as:

X , 1 X
1 @is) P@iok kPajs) ¢ Paai ok, 8.9)

n=1 n=1

Combining the previous two equations proves the main result. Finally, note ®daif s; d) =
154 for every value of; d; anda, thenP,(aj s) is also a uniform distribution over actions. The

initial KL-divergence is then bounded liyjAj as shown below:

X X
KLP?(aj s)Pi(ajs) = P’(ajs)In inj +  P(ajs)InP’(ajs) InjAj;

az2A azA

where the second step uses the fact that entropy of a distribution is non-negative. This completes
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the proof. O

B.2 Proof of Convergence to Near-Optimal Policy

Finally, we discuss how to leaf®’(a j s; d) once we leardP?(aj s). Since we only derive
convergence of running averageRf(a j s) to P’(aj s), therefore, we cannot expeet(aj s; d)
to converge tdP?(a j s;d). Instead, we will show that if we perform line 4-10 in Algorithm 8
using the running average of policies, then the learned Bayes optimal policy will converge to the
near-optimal policy. The simplest way to accomplish this with Algorithm 8 is to perform the
block of code in line 4-10 twice, once when taking actions accordir@,{a j s;d), and once
when taking actions according to running average pdigia j s; d) = % P v, Pi(aj s;d). This
will give us two Bayes optimal policy in 10 one each for the current pdigfa j s;d) and the
running average polici?;(aj s;d). We use the former for roll-in in the future and the latter for
evaluation on held-out test set.

For convenience, we first define an operator that denotes mapping of one agent policy to

another.

W operator. LetP(aj s;d) be an agent policy used to generate data in any epoch@fBADEL
(line 5-9). We define th&/ operator as the mapping to the Bayes optimal policy for the optimiza-
tion problem solved by BEOCHADEL in line 10 which we denote b{V P). Under the realizability
assumption (Assumption 1), the agent learns\Wh policy whenM ! 1 . Using Lemma 3

and Lemma 4, we can verify that:

P’(dj[s;a)P(aj s)

X
o Pd] Py s e P@ie= PdisP@isia;
a2A ’

(WP)(ajs;d) = P
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We first show that our operator is smooth arolRida j s).

Lemma 9 (Smoothness dfV). For any start states and descriptiord 2 supp P?(d j s), there

exists a finite constari{ s such that:
kWP(ajs;d WP’ (ajs;dki KskP(ajs) P’(ajs)ka:

P
Proof. We defineP(d j s) = = o, P°(d] s;@)P(a%j s). Then from the definition of operator

W we have:

jWP(ajs;d) WP(ajs;d)j,
_ X Pdj[s;a)P(ajs) P(djs;a)P’(ajs)
P(djs) P’(djs)

_ 24 1e. niP@1S)P(djs) Pi(ajs)P(dj s)j
T e P(d] 9P7(d] )
X o aypa) o P49 _Pdis X
a2A ' P(djs)P?(dj s)
_iP’djs) Pjs)i, X L,
- P?(dj s) + o P°(d] [s;al)
2" ] [s: ) P FS)) a J.Psgaj U (using the definition oP(d] 5))
a2A

azA

jP(ajs) P(ajs)j
P?(d] s)

P’(dj [s;a)

a2A

jP(ajs) P’(ajs)]
P?(d] s)

2 . o, . _
mkP(aj s) Pi(ajs)kg:
Note that the policy will only be called on a given pair (@ d) if and only if P?(d j s) > 0,

hence, the constant is bounded. We define= maxgy ﬁ where maximum is taken over all

descriptionsi 2 supp P?(dj s). O

P
Theorem 10(Convergence to Near Optimal Policygixt 2 N, and letP;(aj s;d) = % f]zl Pn(aj
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s; d) be the average of the agent's policy across epochs. Then for every stars stadedescrip-

tiond 2 suppP’(dj s) we have:
lim (WP)(ajs;d) = P’(aj s;d):

P
Proof. Let Pi((a j s) = 4P?(d j s)P(aj s;d). Thenitis easy to see th&(a j s) =
=]
% :1:1 P.(aj s). From Theorem 8 we havam,; kP((ajs) P?(ajs)k, =0. AsAis
finite dimensional, thereford, k, andk k; are equivalent, i.e., convergence in one also implies

convergence in the other. This implidisp,, kPi(ajs) P?(ajs)k; =0.

From Lemma 9 we have:
lim k(WP)(ajsid)  (WP)(ajs;dk K lim kP(ajs) P’(ajs)k; =0:

This showdimy; (WP)(aj s;d) = (WP?)(aj s;d). Lastly, we show that the optimal

policy P?’(aj s; d) is a fixed point ofW :

P’djs;aP’(ajs) _ 5 P(dajs)
aoa P7(d] s; &P?(a%] ) a0a P?(d; 80 )

_P(dajs) _ oo
BECTO I

(WP?)(ajs;d= P

This completes the proof. O
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Figure C.1:Vision-language navigatioNAV): a (robot) agent fulfills a navigational natural-
language request in a photo-realistic simulated house. Locations in the house are connected as a
graph. In each time step, the agent receives a photo of the panoramic view at its current location
(due to space limit, here we only show part of a view). Given the view and the language request,
the agent chooses an adjacent location to go to. On average, each house has about 117 locations.

C Experimental Setup of.IAD

C.1 Problem settings

Figure C.1 and Figure C.2 illustrate the two problems that we conduct experiments on.

C.1.1 \Vision-Language Navigation

Environment Simulator and Data. We use the Matterport3D simulator and the Room-to-

Room datasétdeveloped by Anderson et al. (2018b). The simulator photo-realistically emulates

2https://github.com/peteanderson80/Matterport3DSimulator/blob/master/tasks/R2R/data/
download.sh
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Figure C.2:Word modificationREGEX): an agent is given an input word and a natural-language
request that asks it to modify the word. The agent outputs a regular expression that follows our
specific syntax. The regular expression is executed by the Pytteosish() method to generate

an output word.

the first-person view of a person walking in a house. The dataset contains tuples of human-
generated English navigation requests annotated with ground-truth paths in the environments. To
evaluate on the test set, the authors require submitting predictions to an evaluatiowrsita

limits the number of submissions to five. As our goal is not to establish state-of-the-art results
on this task, but to compare performance of multiple learning frameworks, we re-split the data
into 4,315 simulation, 2,100 validation, and 2,349 test data points. The simulation split, which is
used to simulate the teacher, contains three requests per data pojbtj.e.3). The validation

and test splits each contains only one request per data point. On average, each request includes

2.5 sentences and 26 words. The word vocabulary size is 904 and the average number of optimal

3https://eval.ai/web/challenges/challenge-page/97/overview
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actions required to reach the goal is 6.

Simulated Teacher. We use SDTW (Magalhaes et al., 2019) as pleef metric and set the
threshold = 0:5. The SDTW metric re-weights success rate by the shortest (order-preserving)
alignment distance between a predicted path and a ground-truth path, offering more fine-grained

evaluation of navigation paths.

Approximate marginal P, (e s;). The approximate marginal is a function that takes in a start
locations; and randomly samples a shortest path on the environment graph that starémet

has (unweighted) length between 2 and 6.

C.1.2 Word Modification

Regular Expression Compiler. We use Python 3.7's2.sub(pattern, replace, string)

method as the regular expression compiler. The method replaces every subsstiggof that
matches a regular expressipattern with the stringreplace . A regular expression predicted
by our agen®;.y has the form pattern@replace ", wherepattern andreplace are strings
and @is the at-sign character. For example, given the wartbolderand the requestreplace
all n with ¢', the agent should ideally generate the regular expresgion)()@c ". We then
split the regular expression by the charad@nto a stringpattern =\ ()(n)() " and a string
replace =\ ¢". We execute the Python's commaredsub("()(n)()', "c', 'embolden’)

to obtain the output wordmboldec

Data. We use the data collected by Andreas et al. (2018). The authors presented crowd-workers

with pairs of input and output words where the output words are generated by applying regular
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expressions onto the input words. Workers are asked to write English requests that describe
the change from the input words to the output words. From the human-generated requests, the
authors extracted 1,917 request templates. For example, a template has thddoamAFTER

to the start of words beginning witBEFOREvhere AFTERand BEFOREan be replaced with

latin characters to form a request. Each request template is annotated with a regular expression
template that it describes. Since the original dataset is not designed to evaluate generalization to
previously unseen request templates, we modified the script provided by the authors to generate
a new dataset where the simulation and evaluation requests are generated from disjoint sets of
request templates. We select 110 regular expressions templates that are each annotated with
more than one request template. Then, we further remove pairs of regular expression and request
templates that are mistakenly paired. We end up with 1111 request templates describing these 110
regular expression templates. We use these templates to generate tuples of requests and regular
expressions. In the end, our dataset consists of 114,503 simulation, 6,429 validation, and 6,429

test data points. The request templates in the simulation, validation, and test sets are disjoint.

Simulated Teacher. We extend the performance metgerf in §3.2.4.1 to evaluating multiple

executions. Concretely, given executidimgi”p; \AVJ-OUtng:1 , the metric counts how many pairs where
i P

the predicted output word matches the ground-trutfﬁ;1 1 wett= wett . We set the threshold

=J.

Approximate marginal P , (e j s;). The approximate marginal is a uniform distribution over
a dataset of (unlabeled) regular expressions. These regular expressions are generated using the

code provided by Andreas et al. (2018).

4https://github.com/jacobandreas/I3/blob/master/data/re2/generate.py
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Algorithm 9 ADEL: Learning from Activity Describers via Semi-Supervised Exploration (ex-
perimental version).
1: Input: teacher moddPr(d j €), approximate margind& , (ej s;), mixing weight 2 [0; 1]
2: Initialize policy :S D! ( A)
3: Initialize policy :S D! ( A)
4:forn=1;2; ;N do
Word sampleg = (R;s;;d?)  P?()
Agent generate8 P ( js;;d?)
Teacher generatés Pr( j 8)
Agentsampleg P, ( j s1)
Compute losses:

X
L()= log (&js;d)
(s;a%e

X
L()= log (asjs;d+@ ) log (& js;d)

(s;as)2e (s;as)2e

10: Compute gradientd. ( ) andrL ( )

11: Use gradient descent to updatand withrL ( ) andrL ( ), respectively
return :s;d7! argmax, (ajs;d)

C.2 Practical Implementation of ADEL

In our experiments, we employ the following implementation agA (Alg 9), which
learns a policy suchthaP (e s;;d) approximates the mixtur@(ej s;;d) in Alg 5. In each
episode, we sample an executfusing the policy . Then, similar to Alg 5, we ask the teacher
P for a description of and the use the pafe;d) to update the agent policy . To ensure that
P approximate®, we draw a sample from the approximate margin® , (e j s;) and update

using a -weighted loss of the log-likelihoods of the two data poied) and(e;d). We only
use(é;('j) to update the agent policy .

An alternative (naive) implementation of sampling from the mixt8rne to first choose a

policy between , (with probability ) and (with probabilityl ), and then use this policy

to generate an execution. Compared to this approach, our implementation has two advantages:
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Table C.1: Effects of annealing the mixing weight When annealed, the mixing weight is
updated as max( min; ), where the annealing rate = 0:5 and the minimum mixing
rate min = 0:1. Initially, is setto be 0.5. All results are on validation data. Sample complexity
is the number of training episodes required to reach a success rate of at(teas20% in NAv,
andc = 85% in REGEX).

NAv REGEX

Anneal everyL steps Success rate (%) Sample complexityf Success rate (%) Sample complexity#

L =2000 314 304K 87.7 368K
L =5000 32.5 384K 86.4 448K
No annealing (final) 32.0 384K 88.0 608K

1. Sampling from the mixture is simpler: instead of choosing betweeand , , we always

use to generate executions;

2. More importantly, samples are more diverse: in the naive approach, the samples are either
completely request-agnostic (if generated byor completely request-guided (if generated
by ). As amachine learning-based model that learns from a mixture of data generated by
 and , the policy can generalize and generate executions that are partially request-

agnostic.

Effects of the Annealing Mixing Weight. We do not anneal the mixing weightin our exper-
iments. Table C.1 shows the effects of annealing the mixing weight with various settings. We
find that annealing improves the sample complexity of the agents, i.e. they reach a substantially
high success rate in less training episodes. But overall, not annealing yields slightly higher final

success rates.
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C.3 Training details

Reinforcement learning's continuous reward. In REGEX, the continuous reward function is

jweu§  editdistancéwout, weut)
jwoutj

(C.1)

wherew® is the ground-truth output woray°"! is the predicted output word, editdistance(.,.) is
the string edit distance computed by the Python's editdistance module.

In NAv, the continuous reward function is

shortes{s;;sg) shortes{sy ; sg)
shortes{s; sg)

(C.2)

wheres; is the start locations, is the goal locationsy is the agent's final location, and short-
es(:; ) is the shortest-path distance between two locations (according to the environment's navi-

gation graph).

Model architecture. Figure C.4 and Figure C.5 illustrate the architectures of the models that
we train in the two problems, respectively. For each problem, we describe the architectures of the
student policy (aj s;d) and the teacher's language moé¥t j €). All models are encoder-
decoder models but theAN models use Transformer as the recurrent module whide B

models use LSTM.

Hyperparameters. Model and training hyperparameters are provided in Table C.2. Each model
is trained on a single NVIDIA V100 GPU, GTX 1080, or Titan X. Training with the®&.
algorithm takes about 19 hours foral and 14 hours for RGEX on a machine with an Intel
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Figure C.3: Qualitative examples in thexW problem. Theblack texts (no underlines) are the
initial requestsd’ generated by humans. The paths are the ground-truth paths implied by
the requests.~” and~ are some paths are taken by the agent during training. Here, we only
show two paths per example. The texts are descriptiond generated by the teacher's learned
(conditional) language modE{d j €). We show the bird-eye views of the environments for better
visualization, but the agent only has access to the first-person panoramic views at its locations.
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