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In this dissertation, I examine various factors shaping students’ trajectories and opportuni-
ties later in life. In Chapter 1, I explore the role of grade retention policies. Grade retention as a
remedial policy is controversial because the benefits of extra instruction time may not outweigh
its costs. Previous research has primarily examined retention for specific grades. By exploiting
plausibly exogenous variation in retention generated by a nationwide promotion policy in Chile,
I demonstrate that retention timing is critical in determining its effect on academic performance
and access to higher education. Being held back only reduces the probability of future grade re-
tention for young primary students. Additionally, older primary students are less likely to return
to school the following academic year or graduate from high school. High school grade-retained
students are the most affected, with a 10-20 percentage point reduction in their likelihood of
high school graduation, and many switch to adult education in response to retention. Interest-
ingly, even though high school students who are held back are just as likely to take the college

admission test, they show a positive 0.1 SD increase in Spanish and math performance.



Then, in Chapter 2, I focus on the impact of massive and sudden school closures following
the 2011 nationwide student strike in Chile on teenage pregnancy. We observe an average increase
of 2.7% in teenage pregnancies in response to temporary high school shutdowns, equal to 1.9
additional pregnancies per lost school day. The effect diminishes after three quarters since the
strike’s onset. The effects are predominantly driven by first-time mothers aligned with high-
school absenteeism periods and are unrelated to the typical seasonality of teenage fertility or
pregnancies in other age groups. Additionally, we document that the strike had a more prominent
disruptive role by affecting students’ educational trajectories, evidenced by a persistent increase
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students.
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characteristics of their educational degrees are significant predictors of students’ success. When
controlling for students’ and predetermined school characteristics, the gap between voucher and
public schools is reduced. Productivity differences emerge as key factors driving the disparities
across school types. The analysis underscores the crucial role of teacher-student interactions in

shaping student outcomes.
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Chapter 1: Beyond the Gate - The Effect of Grade Retention on Educational

Trajectories

1.1 Introduction

Grade retention, the practice of holding back students who lack skills or are below an at-
tainment benchmark to make them retake a school year, has been used for many years and varies
in intensity depending on the educational system (see Figure A.1 for a summary of retention rates
among 15-year-olds). Researchers have long been interested in its effects, particularly regard-
ing the choice to drop out, with initial investigations dating back more than 30 yeliswever,
the ef cacy of grade retention as an effective policy to improve the academic performance of
lower-achieving students is a subject of extensive controversy and intellectual debate. The pri-
mary challenge in estimating causal effects in this context is the potential endogeneity bias, as
low-achieving students are more likely to be retained and may have worse academic outcomes
later in life. Gate policies such as grade retention provide an avenue to credibly estimate causal

effects, as many educational systems apply retention policies for students who are not socioe-

1In the United States, approximately 6% of children aged 6 to 17 years had repeated one or more grades on
average in 2021, with this percentage varying from state to state, ranging from 2% to 17% (NSCH, 2021).

2Early studies did not aim to establish causality. Roderick (1994) followed a cohort of public school students and
discovered that 80% of students ever retained between kindergarten and sixth grade dropped out of school, compared
to only 27% of students who were never retained. She conducted a correlational analysis, suggesting that retention
made students overaged for their grades, further disengaging them from school. Jimerson et al. (2002) conducted
a meta-analysis of the connection between grade retention and dropout rates, concluding that grade retention is a
highly ineffective remedial strategy to achieve school completion.



motionally or academically prepared for the next grade. On the one hand, grade retention might
provide an opportunity to master the curriculum within the cumulative learning process. On the
other hand, grade retention might impose costs to continuing or completing education. These
costs affect the retained students, who bear not only the socio-emotional burden and experience
delayed entry into the job market but also society by in icting additional per-pupil expenditures
on the educational systems and potentially negative externalities. Much of the academic research
on grade retention over the past 20 years has focused on estimating the causal effects of grade
retention for students at some elementary and middle school levels on future performance. The
research often centers on grade retention induced by high stake exams, yielding inconclusive
and sometimes con icting evidence (Jacob and Lefgren, 2004, 2009; Manacorda, 2012; Mari-
ano and Martorell, 20130zek, 2015; Borghesan et al., 2022). At the same time, much less is
known about the effects of later grade retention, particularly during high school, and its impact
on academic outcomes beyond high school complétion.

In this paper, | examine the impact of grade retention on students’ likelihood of continuing
school, future retention, school completion, and access to higher education using data from Chile.
| provide a unifying framework for understanding grade retention, estimating the effect separately
by school grade. This approach allows for a comprehensive picture of how the timing of grade
retention in uences the direction and magnitude of the effect for each outcome of interest. Given
that education is a cumulative process, it is reasonable to anticipate that the impact may vary
by school grade. Young students might bene t from being held back if they are not pro cient

at reading, especially considering their limited agency over time and practically no opportunity

SExcept recent papers as Borghesan et al. (2022), who use a factor-analytic model to estimate the effect of grade
retention focusing on performance in 12th grade exams of high school students in Portugal, nding improvements
for retained students by 0.2 standard deviations in math and 0.5 standard deviations in Portuguese, alongside an
increase in dropout rates.



costs associated with attending school. On the contrary, the context may differ for high schoolers
who face higher opportunity costs and derive less bene t from fewer years to capitalize on the
potential educational boost of an additional year of instruction.

The main contributions of this paper to the literature on the impact of grade retention are
twofold. First, it provides a cohesive approach to a comprehensive analysis of the impact of
grade retention at different stages of the educational process, which has been lacking in discus-
sions surrounding this policy. Second, it expands our understanding of this policy's impact by
estimating its effects beyond performance and high-school dropout rates. Speci cally, it exam-
ines its in uence on alternative pathways to obtaining a high school diploma and its role beyond
high school by assessing the transition to higher education. To the best of the author's knowledge,
these aspects have not been previously considered in the literature.

There are three main reasons why the context of Chile is advantageous for exploring this
research question. To begin with, Chile's nationwide promotion policy mandates a minimum
grade point average (GPA) and minimum attendance at the end of the year, providing a plausible
source of quasi-experimental variation in the likelihood of being grade retained at the end of
each school grade. In addition, the existence of two criteria for grade promotion allows for
exploring the impacts of grade retention on two potentially different sets of compliers: students
who are retained due to poor attendance and those retained due to subpar performance. This
setting provides a contrast rarely available in the literature, where high-stakes exams are usually
used as gate policies. It is plausible that being held back generates very different results when
triggered by low attendance, which may be connected to low motivation and disengagement,
compared to when it is due to students struggling to understand the material but still attending

classes.



Lastly, and most notably, Chile has a centralized college admissions system, which enables
exploration of the effects of grade retention beyond high school, particularly on the probability
of college application and performance on college exams. This setup circumvents attrition is-
sues typically present in the literature. Taking advantage of the plausibly exogenous variation
generated by the nationwide promotion policy in Chile, | estimate the effects of retention for
each phase of the educational process and on multiple educational outcomes using a fuzzy donut
regression discontinuity model to account for the presence of bunching in the forcing variable.
The results are complemented with several robustness checks, nding that the results are highly
invariant to model choices.

There are several takeaways from these ndings. First and foremost, grade retention does
not affect short- or long-term academic outcomes for students enrolled in the rst cycle of pri-
mary school, rst to fourth grade. The impact for them is solely positive: a reduced chance of
grade retention in the future. This null-average effect is consistent with Fruehwirth et al. (2016),
who were the rst to propose that retention timing signi cantly affects impact size, focusing on
differences during early primary grades. They estimated the effect of retention for grades K to
4 using ECLS-K data and factor analysis methods, nding adverse effects on student achieve-
ment by age 11. Their methodology allowed exploration of the heterogeneity of effects between
groups, nding that the impact of kindergarten retention is, on average, negative for retained stu-
dents but positive for untreated students. Complementariz Bt al. (2021) used part of the
grade promotion policies in Chile to estimate the impact of retention in second and third grade,
nding that it reduces crime convictions.

Additionally, grade retention harms slightly older students, those in fth- to eighth-graders.
On average, these students are 17 percentage points (pp) more likely not to return to school

4



the following year if retained due to insuf cient attendance, and 5pp less likely if retained for
insuf cient GPA. They are also less likely to enroll in senior year or graduate high school. The
only exception is the impact on school continuation (returning to school after the summer break)
for eighth graders; there is a positive effect on the GPA margin. This exception might be due to a
combination of differential factors: passing eighth grade leads to an elementary school diploma,
and the evidence suggests that students in schools where no high school education is available
are much more positively affected by retention, consistent with lower peer pressure.

These two key results are in line with previous disconnected and mixed ndings in the lit-
erature. For example, Eide and Showalter (2001) exploited the differences in kindergarten entry
age across states as an instrument, nding a positive but insigni cant effect on school completion,
while Martorell and Mariano (2018) implemented a fuzzy regression discontinuity using a stan-
dardized test, nding an increase in dropout behavior when retained in middle school but not in
elementary school. Jacob and Lefgren (2004, 2009) used an RD design that exploited a standard-
ized test cut-off point, nding that being retained in a grade improved academic achievement for
third-graders but not for sixth-graders and a higher incidence of dropout among low-achieving
eighth graders but not for students retained earlier. Similarly, Manacorda (2012) exploited a dis-
continuity product of a rule that requires fewer than three failed subjects for grade promotion in
Uruguay, nding that for students in grades 7-9, retention leads to a higher probability of imme-
diate dropout and lower educational outcomes four to ve years after grade failure. Eren et al.
(2017) used Louisiana's statewide test-based promotion policy, nding no impact from retention
for fourth-graders but an increase in dropout and reduced crime convictions for eighth-graders.

Last but not least, | explore the impact of this policy on high school students, not nding

encouraging results. They are 10-20 percentage points less likely to return to school the following
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year after having been grade-retained. Contrary to what was found for younger students, high
school students are more likely to be retained again, nullifying a potential retention bene t, and
are much less likely to graduate from high school with a reduction of 10 percentage points.
Regardless, a novel result is that part of the drop in the fraction of students enrolled in the senior
year comes from a 30-50pp in the choice to switch to adult education after retention. Being held
back in high school is not associated with a different probability of taking the college admissions
test. Conditional on taking the college admissions test and with the caveat that there might be
self-selection in the nal sample, I nd suggestive evidence of positive effects of high school
grade retention on performance. They are favorable for Spanish considering the GPA margin
and positive for math on both margins, averaging around 0.1 SD, and especially large in the
sophomore year. These impacts are very relevant if considered to be approximately the size of
an increase in one standard deviation of teacher quality for a year (Chetty et al., 2014a), and with
the impact on senior-year exit performance in Portugal in Borghesan et al. (2022).

In general, these results shed light on the nuanced effects of grade retention on various edu-
cational outcomes, emphasizing the importance of considering the timing and promotion criteria
when assessing its implications. Remarkably consistent patterns for different reasons for reten-
tion underscore the complex interplay between retention and academic trajectories. Being the
rst to focus on the temporal dynamics of retention, this paper contributes as a starting point to
understanding the nuances behind this policy and a route to connect previously disjointed results.

The paper is structured as follows. Section 1.2 provides background information on the
Chilean education system, data sources used for estimations, and descriptive statistics, while Sec-
tion 1.3 covers the empirical strategy implemented in this setting. Section 1.4 presents the main

results of the article, their interpretation, and robustness checks. Finally, Section 1.5 concludes.
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1.2 Institutional Framework

1.2.1 The Chilean Education System

The traditional education system in Chile consists of preschool, primary (comprising lower
and upper cycles, each covering four grades from 1 to 8), and secondary education (encompassing
grades 9 to 12). Students are awarded school diplomas after completing the eighth and twelfth
grades. Attending primary and high school is mandatory for people under 21 years of age, al-
though it is not strictly enforced in practice (Ministry of Education, 2003). Each cohort consists
of approximately 250,000 students who attend private, voucher, or public schools, with fewer
than 10% enrolled in private institutions. The Ministry of Education regulates the operation of
schools and determines the minimum curriculum requirements for each grade.

Chilean law requires that students have satisfactory academic performance and attendance
to be promoted to the following year. In Chile, performance is assessed using a numerical grading
system, with grades ranging from 1 to 7, 4 being the minimum passing grade for each subject.
To be automatically promoted to the next grade level, students are required to meet the following
performance standards: (1) a GPA of 4 or higher, (2) a GPA of 4.5 or higher if failing one class,
and (3) a GPA of 5.0 or higher if failing two classk addition, if a failing grade is obtained in
Spanish or Math, the GPA requirement increases to 5.5 for students in their sophomore and senior
years. The attendance requirement is to attend at least 85% of the school year, which usually lasts
about 38-40 weeks, depending on the school. However, the attendance requirement can be waived

under exceptional circumstances, such as illness, which must be adequately justi ed (Ministry of

4The 4.0, 4.5, and 5.0 Chilean grades are equivalent to a C-, C+, and B- in US grading standards)



Education, 2001). Although the school principal has the nal say regarding a student's promotion,
they do not have the authority to adjust attendance records.

These grade promotion policies intend to improve student learning by increasing their time
in school instruction, ensuring a minimum foundation of knowledge to build on in the following
grade. However, these requirements could be detrimental to some students on the margin of
dropping out, as the nudge from grade retention could set them on a trajectory in which they are
less likely to return to school the following year, complete high school, or apply and enter higher
education.

Students in Chile take part in the SIMCBtéte of Education Assessment (Sistema de
Medicibn de la Calidad de la Educain) during their time in school. This nationwide low-
stakes test is generally administered every two years to students in even grades, evaluating their
knowledge of math and Spanish curriculums. The test also includes questionnaires for students,
parents, and teachers to assess the school environment. After high school, students can pursue
higher education by enrolling in one of three types of institutions: universities, professional learn-
ing institutes, and technical training centers. Chile has a centralized university admission system
that matches students with university-major dyads in a highly transparent process that considers
students' program preference ranking. This process heavily weighs student performance on the
PSU college admission tes®r(ieba de Selecsn Universitarig. The PSU exam tests students'
Spanish, math, history, and science knowledge, with the last two being optional. Taking the PSU
is not required for graduation. Although PSU's prominent role is to serve as a critical input in the
university admission process, some less selective institutions generally require that students have
taken the PSU as a condition for enrollment regardless of their performance.

In addition to its regular education path, Chile offers people who have not completed their
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primary education and are older than 15 years, or people who have not completed their secondary
education and are older than 17 years, the option to enratiliit educatiot? This modality of-

fers a faster completion path, allowing students to cover the topics of two regular instructional
grades in one year, requiring them to attend school 24-26 hours a week, usually in the late after-

noon (Espinoza et al., 2013).

1.2.2 Data

This paper's primary sources of information are public of cial administrative records on
student performance and student graduation from the Ministry of Education from 2005 to 2022.
The performance dataset provides a log of all students in the country, with information on birth
date, gender, grade, school, type of education, and end-of-year academic standing for each stu-
dent, including their GPA, nal attendance, and promotion status: retained or promoted to the
next grade. The graduation data set provides information on whether students completed high
school at some point, regardless of the method.

Students are identi ed across datasets and over time with a unique time-invariant identi er,
an advantage of this paper, as most previous studies have their results subject to attrition bias if
students move out of the district or change schools, as authors usually cannot follow that kind of
switch. With national records on the universe of students and a unique time-invariant identi er
for each, this paper produces estimates free from attrition-induced bias.

The student performance panel is merged with restricted access PSU and fourth-grade

SIMCE results. As retention might affect the timing of test taking, the rst SIMCE and PSU

SPrincipals can enroll people younger than the criteria in exceptional cases, only if it is the case for less than 20%
of the enrolled students (MINEDUC, 1988).



tests are kept for each student, regardless of the year of application. PSU taking and, condi-
tional on it, performance in Spanish and math are used as outcomes of interest. SIMCE math and
Spanish results provide a baseline of underlying knowledge and skills. In contrast, the parental
guestionnaire includes information on the socioeconomic characteristics of each family, includ-
ing the highest degree of maternal education, family income, and parental expectations of the
highest degree their child will complete. This information is used to explore the heterogeneity in
the results.
The sample is restricted to rst-time rst-graders from 2005 to 2007, born from 1998 to

2001, and follows them through their educational trajectory (potentially) up to 2022. Estimates

only include students enrolled for the rsttime in a grade.

1.2.3 Descriptive Statistics

Table A.1 presents descriptive statistics of the universe of students and is then restricted
for each estimation sample, depending on the margin of promotion criteria. Columns (1) to (3)
indicate summary statistics for people in the cohorts of interest, regardless of their end-of-year at-
tendance and GPA situation, and separately for each column's lower primary, upper primary, and
secondary education cycles. There are 734,784 rst-time rst-graders. By the ninth grade, that
number had dropped to 675,533 students still in school. According to statistics for other coun-
tries (Jere et al., 2022), boys are more likely to leave the system, as is apparent in the increasing
proportion of women over time. Retention is more common at higher grade levels, with a decline
in attendance and GPA as students progress on their academic journey. From the universe of

students, about 75% enroll as high school seniors, 18% eventually switch to adult education, and
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70% take the college admissions test. The PSU performance summary statistics align with the
standardized test design, with 500 points as the mean and 100 points as the standard deviation.

Columns (4) to (6) and (7) to (9) of Table A.1 show the results for each group of grades for
students at risk of repetition due to attendance and GPA, respectively. | de ne these “risk zones”
as attendance or GPA up to ve values away from the threshold, meaning attendance of 80 to 90%
of the school year and a 4.0 to 5.0 GPA. | refer to these “at-risk” samples as GPA and attendance
samples. The rst row shows that gender is somewhat balanced for the attendance threshold
sample, while it is much more composed of male students for the GPA threshold sample. There
are a few differences in age between the threshold samples. For each grade cycle, grade retention
is more predominant in the sample of students at risk of retention due to GPA. Students close to
the GPA threshold have higher attendance levels (87 vs 89%) and, conversely, lower GPAs than
those at risk of retention due to their attendance sample (5.5 vs 4.7 GPA).

Within each at-risk sample, there is also an increasing gradient in the fraction of students
attending the senior year, which is mechanical as students are dropping out of the regular educa-
tion system, implying a much lower probability for students in the “at risk due to GPA” sample,
and conversely, much higher incidence of students switching to adult education. The PSU takeup
rate increases mechanically in the cycles, with a much higher fraction of students at risk of re-
tention due to their attendance than their GPA. PSU results are consistent with the pattern for
senior-grade enrollment, with students at risk of retention due to their attendance having higher
PSU performance than those at risk due to their GPA (482 vs 436 points, a difference of half the
size of a standard deviation).

The attendance distribution for each grade is presented in Figures A.2 and A.3. On average,
around 16% of the students have an attendance level lower than the mandatory 85% of school
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days, and 5 to 9% attend precisely the minimum required. Approximately 35% of the students
have chronic absenteeism, de ned as missing more than 10% days of school. Similarly, Figures
A.4 and A.5 present the distribution of GPA by grade, with vertical dashed red lines indicating
the potential thresholds applied to them by the GPA criteria. Bunching is also present at the
thresholds of 4.5 and 5.0 for GPA but is not as severe as in the case of attendance at the 85%
level.

Figure A.6 plots the trajectory in time of all students in the cohort of interest, showing their
progression status each year after starting school. The height of each bar indicates the number
of students enrolled in any educational program each year after starting school. The blue portion
of the bar shows the number of students who have an on-time progression (always promoted).
The orange portion indicates the number of students who have repeated one year, while the green
portion shows the number of students behind by two or more grades. The red portion of the
bar indicates the number of students enrolled in adult education. This gure shows some usual
features of the typical transition of students through the educational system. First, out of 734,000
students who enroll on time in the rst grade, around 10% have been held back by the fourth
grade, and that percentage reaches 20 by the eighth grade. Second, 10% of the students are no
longer enrolled in any program in year 12, and only two-thirds of those still in school are on time.
Lastly, starting in the tenth grade, some students leave the regular education system to switch to
adult education.

Figure A.7 provides a snapshot of the nal graduation situation of the students according to
their school retention status. It shows that 64.8% of the students in the sample are never retained
during school, 19.8% are retained only once, and 15.4% are retained twice or more. Of the

students who were never retained, only 4.2% never graduated, while for those who were retained
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once, the proportion is 15.26%, and for those retained twice or more, 37%.

Figure A.8 presents students' end-of-year promotion status in each grade in the estima-
tion sample. The blue portion of the gure shows the number of students in both risk zones
simultaneously, while orange and green represent students in the attendance and GPA risk zones,
respectively. Some interesting facts are derived from this gure. First, the number of students
in the attendance threshold vicinity is mostly at across grades, uctuating around 150,000 stu-
dents. In contrast, the number of students near the GPA threshold varies, presenting an inverted
U-shape in g ades. Second, the highest retention rate is observed in grade 9, the rst grade of
secondary education. This feature may be partly due to changes in curricula and expectations
placed on students in addition to a new environment and peers due to students switching schools,
as many schools have only primary education. Nevertheless, note that the fraction of students
grade retained from students appearing in both threshold-vicinities maps closely the pattern of
the fraction grade retained in the GPA-margin subsample, indicating that this is where most of
the retention action takes place, consistent with the gradients in Figures A.9 and A.10. Third,
the fraction of students appearing in both samples for a given school grade is at most a third of
students in each sample, usually much fewer, implying that results might not align across thresh-
old samples, as compliers primarily come from different populations. | go back to this point in
Section 1.3.

The last question to get an accurate picture of the dynamics of grade retention in this context
is how much variation there is in who ends up close to the promotion threshold. Figure A.11 plots
the frequency with which each student is at risk of retention during their school life, showing that
the retention risk is not consistently present for a set of students only. Sub gure (a) on the left

indicates that only 26% of the students are never close to the 85% attendance threshold, with
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considerable variation in the number of times that the remaining 74% of the students are at risk
of retention. Sub gure (b) on the right shows a similar pattern, with 41% of the students never
close to the 4.5 GPA threshold, but still with more than 33% of the students being in the vicinity
more than three times in their school life. This information suggests that the estimation doesn't
consistently compare the same two groups on each grade level. Instead, it involves a varying
group of students over time, indicating that a large number of students in the system are at risk of

retention at some point in their lives.

1.3 Empirical Strategy

Establishing a causal relationship between retention and later educational results is not
straightforward, as other variables, such as ability, motivation, and parental involvement, could
also represent channels that simultaneously affect retention and academic success. To overcome
this challenge, | take advantage of the discontinuity in the probability of grade retention imposed
by the institutional setting. The law establishes that students must attend classes for at least 85%
of the school year and have a GPA greater than 4.5 if they fail a subject for automatic profnotion.

| exploit these thresholds in a fuzzy donut regression discontinuity design to estimate a
local average treatment effect of marginal retention in the probability of continuing school, grad-
uating, and applying to higher education. | estimate the impact of grade retention separately for
each school grade, using attendance and GPA requirements. Consequently, the samples include
different populations of interest within each school grade, depending on the margin by which

they might have been at risk of retention. The identi cation assumption is that students who end

6As previously mentioned in Section 1.2, there are more thresholds in the design of the policy, but 4.5 is the only
one that appears to have an incidence on the probability of grade retention according to Figures A.14 and A.15.
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up on each side of the threshold in the vicinity of 85% attendance at the end of the year are com-
parable in all aspects except for the probability of being held back. Similarly, | expect students
who achieve a GPA close to 4.5 to be similar across all characteristics, except for the increase in
the probability of grade retention associated with not crossing the threshold.

The estimation process is described in two steps for clarity in the exposition. The rst stage
of the fuzzy regression discontinuity design is presented in Equation 1.1. According to this stage,
there is a discrete change in the probability of being retained when the attendance (GPA) crosses

the 85% (4.5) threshold:

RI= 1+ 1 IfZy Og+ ZJ+ (29 1:z7 oOg+ XP+ $; (1.1)

whereR{ is an indicator variable that indicates whether the studerdfitgradeg was grade re-

tained in yeat. Depending on the criterioiZ;} is attendance centered on 85 or GPA centered on
4.5.1fz9 0gis an indicator function that equals one if the centered variable surpasses 0 (that
is, the running variable crosses the thresholdy. is a control vector that includes individual-

level controls that could be time-variant, such as the student's gender, GPA up to two years
lagged, attendance up to two years lagg&thool-level xed effects are included to control for
differences in grade retention associated with school-speci ¢ policies (such as leniency in grad-
ing or a principal's dislike for grade retention). Fixed effects at the cohort of school entry level
are also included to control for common aggregate shocks at the cohort level (such as changes
in the national curriculum or electoral cycles). Standard errors are estimated using a bootstrap

method across grade levels for each outcome to address heteroskedasticity and within-individual

For grade 1, no lags are included in the estimation, while for grade 2, only once-lagged terms are included.
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correlation.
Equation 1.2 presents the second stage of the model, estimating the effect of being marginally
retained in various outcomes of interest, instrumenting actual retention with the predicted reten-

tion derived from the results of Equation 1.1:

Yido = 2t oRE+ 2ZP+ oXP+ G (1.2)

whereY,{,; represents various outcomes of interest. The rst one is school continuation, an
indicator variable that denotes whether a studdatobserved to be enrolled in any school the
following year. Second, future retention, exploring whether the studeppeats a grade any year
aftert. Third, ever enrolled in senior year of regular education, an indicator variable that takes
value one if studeritever enrolls in grade 12. Fourth, adult education is an indicator variable that
takes the value one if studentver enrolls in adult education. Fifth, considering the previous
two, school graduation is an indicator variable that takes the value one if students appear to have
graduated from high school up to ve years after their on-time graduation year, independent of
the type of education path followed. Fourth and last, | look at evidence of their choices towards
higher education by seeing if the studester enrolls to take the college admissions test and how
well they perform in math and Spanish, conditional on taking the ﬁﬁs the predicted grade
retention associated with Equation 1.1, a0dlis the same vector of controls as above. School
and cohort xed effects are included, with standard errors bootstrapped within each outcome of
interest for the different grade levels.

This empirical approach stems from the identi cation assumption that “if individuals, even

while having some in uence, are unable to precisely manipulate the assignment variable, a con-
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sequence of this is that the variation in treatment near the threshold is randomized as though
from a randomized experiment” (Lee and Lemieux, 2010) which in turn leads to causal effect
estimates. The presence of signi cant bunching at 85% on the attendance histograms suggests
that active manipulation is at play, likely due to the incentives of the attendance rule. As a result,
some schools may have either adulterated their records or implemented effective strategies to
encourage students to attend school enough to avoid the risk of not being promoted to the next
grade by this margin. GPA does not appear to be as heavily manipulated as attendance, although
some evidence of mild bunching at levels 4.5 and 5.0 starts in grade 5 and above.

It is important to note that if student unobservables are correlated with their ability to de ne
their attendance or GPA at the threshold, this approach would lead to biased estimates. This issue
arises when the identifying assumption of comparability on both sides of the cutoff is violated if
the attendance of exactly 85% (GPA 4.5) is correlated with other characteristics. However, as long
as students cannot fully determine whether they cross the threshold or not when in the vicinity,
impact estimates can be obtained by applying a “donut RD” estimation strategy, as demonstrated
by Barreca et al. (2011, 2016). This approach involves dropping students with exactly 85%
attendance (4.5 GPA) from the sample and then sequentially leaving out those with attendance
84 to 86 (GPA 4.4 to 4.6), and so forth, increasing the “donut hole” size, allowing for unbiased
estimates for unheaped individuals. Note that this approach is necessary given that attendance
is reported granularly at 0.1 intervals, not allowing the standard approach of McCrary (2008) to
test continuity in the running variable. The modi ed approach changes the interpretation of the
results, as the estimates now capture the local average treatment effect of grade retention on high
school completion for students with attendance (GPA) records close to, but different from, the

heaped threshold levels.
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Computing local average treatment effects with this strategy requires some additional as-
sumptions. First, the relevance restriction indicates that the instruments (attendance and GPA)
strongly correlate with grade retention. Figures A.12 and A.13 present binned scatter plots of the
probability of grade retention at each level of attendance at the end of the year, where crossing
the 85% attendance threshold is associated with a decrease in the likelihood of grade retention.
Figures A.14 and A.15 show similar results for the end-of-year GPA, where crossing the 4.5 GPA
threshold is associated with a decrease in the probability of grade retention. Note that the plot
allows for breaks at all potentially relevant GPA thresholds, which are 4.0, 4.5, 5.0, and 5.5.
However, starting in grade 3, only a 4.5 GPA is associated with a marked drop while having a
critical mass of students in that part of the distribution, which is not the case for a 4.0 GPA. The
rst-stage estimates remain robust and consistent across alternative model settings, indicating that
being slightly above the mandatory attendance (GPA) threshold reduces the probability of grade
retention by about two to fty percentage points. Depending on the grade, there is a signi cant
drop in probability, ranging from 20 to 50 percentage points for the threshold at a GPA of 4.5.
When crossing the threshold, attendance appears to be a much less binding criterion for grade
retention, resulting in a drop in the probability of grade retention ranging from 2 to 10 percentage
points. In Figure A.16, the different possible rst stage coef cients estimated using Equation 1.1
are plotted separately for students in grades 4 and 9, for each margin of grade retention, ordered
from the smallest to the la gest. The results are consistent with previous numbers and highlight
the signi cance of the donut hole in accounting for differences in students with attendance or
GPA at precisely the threshold from other students.

The second identi cation assumption to consider is the exclusion restriction. This assump-

tion indicates that attendance (GPA) can only affect the outcomes of interest by in uencing the
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probability of grade retention. This assumption, although untestable, is plausible in this scenario,
as the sample is restricted to a narrow range of attendance (GPA) values, mainly because the
actual level in that span is irrelevant, except for its incidence in the likelihood of retention due to
the promotion policy for stu ents. Therefore, attendance and GPA are not expected to affect the
choice to drop out, complete school, or take the college admissions test through other channels
besides nudging the student when held back. The third assumption, monotonicity, is also likely
to hold, as it is doubtful to expect the presence of de ers in this context.

Although it is impossible to rule out whether the unobservable characteristics of students
who end up on each side of the threshold are similar, it is essential to consider whether they
look comparable regarding their observable characteristics. Figure A.17 presents a set of binned
scatter plots of average characteristics for students within ve values of the relevant threshold,
conditional on attendance on the left and conditional on GPA on the right. The top four sub gures
show no evidence of noticeable jumps at the threshold in the average age or gender composition
of the students for either sample. The sub gure in the last row on the left plots the average GPA
conditional on each attendance level for the attendance threshold sample, presenting no relevant
jumps for any grade. Symmetrically, the sub gure in the suitable plots the average attendance
conditional on GPA level for the GPA threshold sample, showing no evidence of jumps at the
threshold. These results indicate smoothness in the covariates close to the threshold.

It is relevant to mention the dif culties behind the lack of a comprehensive picture of the
dynamic treatment effects of retention until now. Abbring and Heckman (2007) highlight the
methodological issues when identifying these effects within a potential outcomes framework. For
this method to work effectively, two key assumptions must be held, namely, the no-anticipation
and conditional independence conditions. According to Abbring and Van den Berg (2003), the
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no-anticipation condition requires that outcomes at tinfeand before) must be the same for
policies that allocate the same treatment up to and inclugliregardless of the treatments given
aftert. This implies that current potential outcomes should not be in uenced by future treatment.
For its part, the conditional independence condition relies on sequential randomization. This
means that conditional on individual history and information, the setting becomes a dynamic
extension of a static randomized experiment, allowing for the identi cation of causal effects
sequentially, as pointed out by Gill and Robins (2001). Abbring and Heckman (2007) state
that justifying instrumental variables in dynamic models is relatively complex. The candidate
instruments must vary between individuals and within an individual over time. This requires
instruments based on unanticipated person-speci ¢ shocks that affect treatment choices but not
outcomes at each point in time. However, the setting of the study being referred to here is a
rare exception. Promotion criteria are implemented yearly on two margins and, conditional on
the limited variation of GPA and attendance in the estimation window, they are expected to only
affect outcomes by increasing the likelihood of a student being held back.

To ensure clarity in discussing the impact of grade retention on different outcomes for a par-
ticular school year, | have reduced the dimensionality in the empirical model. The simpli cation
involves keeping the settings consistent across grades and outcomes, such as using a bandwidth
size of ve values on each side of the relevant threshold and excluding students with exactly 85%
attendance or 4.5 GPA in the donut hole, depending on the estimation sample. Additionally, a
rectangular kernel is usédRobustness checks are provided in Section 1.4.2 to ensure that the
results remain stable even if there is variation in the settings used for estimation.

Lastly, it is essential to point out that a different choice in modeling could have been made,

8Alternative kernel selection yields virtually the same results.
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including both margins simultaneously in the estimation. | decided not to go that route due to
sample limitations, as most students are at risk for only one margin, and the controls (in particular,
the attendance and GPA history of students and the school xed effects) impose requirements that
limit comparability across students. To show that it is not the case that results on one margin are
driven by the overlap of students across both margins, | conduct a robustness check on subsection
1.4.2.2, removing students appearing on both “at-risk” samples on a given year and nd that

results remain unchanged.

1.4 Results

1.4.1 The Effect of Retention on Educational Outcomes

For ease of exposition, the results in this section are summarized in gures, each associated
with their respective table, including the mean value of the dependent variable and the F statistic
of the estimation of the rst stage. All gures use diamond markers to represent the estimated
effect of grade retention (Y-axis) for each school grade (X-axis) and include shaded areas to
indicate the intervals for 90 and 95% con dence levels. Within each gure, the left-hand side
sub gure (a) shows the results for the attendance sample, while the right-hand side sub gure (b)
does the same for the GPA samples.

Figure A.18 presents the results of the impact of grade retention on short-term school con-
tinuation. This binary variable indicates whether each student appears to be enrolled in any class-
room in the following year. Sub gure (a) shows that marginally retained high school students,
due to the attendance margin, are 12 to 25 percentage points less likely to return to school the

following year. This impact is also statistically signi cant for grade 5, the rst grade in the upper
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primary cycle, and as the estimate is noisier, the effects remain relatively similar in size. Sub g-
ure (b) shows that for upper primary and high school students, retention due to the GPA criteria
implies an estimated 2 to 5 percentage points decrease in their likelihood to return to school the
following year, with an impact as high as a decrease of 15 percentage points for eleventh graders.
The implications for eighth-graders go in the other direction, nudging students to return to school
(7 percentage points). There are some unique features to consider. First, a diploma is awarded by
completing the eighth grade, increasing the incentives to pass the grade. Second, many schools
do not offer grades beyond 8, forcing students to switch schools. Students may be subjected to
less peer pressure to drop out if they are out of sight of previous peers, making staying an extra
year less costly for them. Third, they may also become eligible to work since 15-year-olds can
work with parental authorization, although this is rare in Chile.

A potential bene t of holding back a student is ensuring that they count on a solid foun-
dation to build upon new knowledge, reducing the need to be held back later in their school life.
Figure A.19 presents the results when the dependent variable takes the value one if a student is
ever retained in the future, starting the following year and up to graduation. It shows identical
patterns irrespective of the threshold of relevance. The impact is mostly negative for both pri-
mary cycles. Still, it becomes positive for high school students, consistent with a story of earlier
grade retention reducing the likelihood that a student is re-retained again later. This might help
avoid retention on a grade associated with worse academic impacts. Grade retained students in
secondary school are more likely to be retained again, making the situation even worse.

Next, | explore grade retention's impact on the student's likelihood of enrolling as a high
school senior. Figure A.20 presents the estimates, which are strikingly similar between samples
- no signi cant effect if retained during the primary and increasingly negative towards the higher
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grades of high school, with an impact as substantial as a reduction in 55 to 70 percentage points,
depending on the thre hold. However, that does not imply that all students drop out for good.
Figure A.21 presents the effect on the probability that a student will ever enroll in adult education.
The results show an inverse pattern compared to those for senior year enrollment on both margins,
with high school students primarily induced to switch to adult education due to retention.

Students can get their high school diploma through regular and adult education completion.
Figure A.22 presents the net results on graduation from the previous exercise, estimating the
result where the dependent variable takes the value one if an individual ever graduates from high
school, regardless of the educational path and 0 otherwise. The results align with the ndings in
Figure A.18. Grade retention reduces the likelihood that a student graduates from high school
by as much as 45 percentage points for the attendance sample when coef cients are statistically
signi cant. The negative impact is more precisely estimated for the GPA sample, ranging between
7 and 12 percentage points when the coef cients are statistically signi cant, depending on the
grade.

The last three sets of gures reveal what happens with the probability of college admissions
testing and the performance they have in it, conditional on getting to senior year. Figure A.23
does not show any evidence of impacts on the likelihood that a student will take the PSU. This
nding is particularly pertinent because while many higher education programs admit students
based on their performance in the PSU, some less selective programs (shorter non-BA conducting
programs, Professional Institutes, and Technical Formation Programs) have as a requirement for
applying to take the PSU, no matter the score.

Figures A.24 and A.25 display the impact on student performance in Spanish and math,
respectively. Conditional on taking the PSU, there appears to be a positive impact on scores on
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the GPA margin for high school students on both exams. However, it might have to do with
students being grade retained in those grades being less likely to take the test so that the sample
taking the test is self-selected. There is evidence of sizable effects for the ninth and eleventh
grades across both threshold criteria for math, being around 0 1 SD. This impact is as large as the
impact of having a 1 SD better quality teacher found by Chetty et al. (2014a) and slightly smaller

but in line with the ndings of retention impact on exit exams by Borghesan et al. (2022).

1.4.2 Robustness Checks and Heterogeneity Analysis

1.4.2.1 Sensitivity to Parameter Choices

Since this paper analyzes the impact of grade retention for each year using two retention
policies and multiple outcomes of interest, it is nontrivial to portray how robust the results are to
the choice of the parameters for estimation. Figure A.26 offers an alternative, comprehensively
displaying the estimates of the impact of being held back in ninth grade on the likelihood of high
school completion, focusing on GPA as the promotion threshold of relevance. The plot shows
the coef cients and con dence intervals for different combinations of bandwidth choices with
potentially distinct lower and upper limits and varying donut hole sizes, and the estimates are
ordered by size. Below the plot, vertically aligned with the corresponding estimate, is the detail
of sample selection using the forcing variable, with bold circles indicating who is included for
each estimation according to their end-of-year GPA. The gure shows that the impact on high
school completion for ninth-graders is relatively robust, as the results are always negative except
for one estimation point. However, the estimates become much noisier as the upper limit for the

bandwidth of inclusion becomes more restrictive, which is in line with a considerable reduction
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in sample size since the number of students with GPAs below the threshold is much smaller than

the number of students above it.

1.4.2.2 Sensitivity to Excluding Students Simultaneously at Risk of Retention
due to low Attendance and GPA

One potential concern about the results of both samples being so similar might be the over-
lap in students who fail to cross both promotion thresholds in the same grade, de facto estimating
the same effect twice. As shown in Figure A.8, although most students at risk of retention are
so due to either low attendance or low GPA, for some grades, the fraction of students at risk of
retention due to both criteria can reach a third of students at risk on each margin. To con rm
that this overlapping group is not the one driving the results, | reestimate the effects of restricting
the sample to only students at risk of retention for only one margin. The results are presented in
Figure A.27. The upper panels show differences in retention estimates at high school graduation
for each grade, and the lower panels look at the math PSU results.

The sub gures (a) and (c) depict the results obtained using attendance as the relevant
threshold, showing consistent results. Still, the magnitude of the effect increases when the over-
lapping sample is excluded, mainly when it is negative. However, there is no change in the results
for high school students, and the wider con dence intervals associated with the smaller sample
size do not result in any qualitative change for any grade. On the other hand, sub gures (b) and
(d) compare results for the same two outcomes but use GPA as the relevant threshold. In this
case, the results are the same, with no differences in the estimation coef cients and only a slight

increase in the con dence intervals. These results do not prove that including students with both
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types of retention risks is a driver of concordance among the principal results among the two

criteria for grade promaotion.

1.4.2.3 Heterogeneity in Main Results

Maturity - One factor that can affect students' choices when they face grade retention is
their maturity. To study for potential differences depending on maturity, | exploit age differences,
dividing students into two similarly sized groups based on whether they turned seven years old
before or after November in the year they started rst grade. The ndings of this exercise are
presented in Figure A.28. According to the results obtained from the GPA margin, the impact
on high school graduation is more pronounced for younger students. The effect is signi cantly
negative from fth grade and always more prominent than the results for younger students when
those are signi cant, driven by younger students' likelihood of school continuation being more
negatively affected than older students. Although the results for the attendance margin are noisier,
they show similar patterns.

These ndings align with the results in Jacob and Lefgren (2009). They nd that the impact
of retention on older eighth graders is a signi cant 11 percentage points increase in their prob-
ability of dropout for young students and an increase of 10 percentage points in their likelihood
of high school graduation, with nonsigni cant effects on older stud&misre, the GPA-margin
results coincidently indicate a ten percentage points increase in the probability of high school
graduation, which is also only present for younger eighth-grade students.

Gender -The impact of school retention on male and female students can differ according

9Their high school graduation measure is subject to graduating from a Chicago public school, slightly less precise
than in the general high school graduation on this paper
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to their respective bene ts and opportunity costs of attending and completing school. Figure A.29
explores whether retention affects them differently. The results indicate that the school contin-
uation patterns look very similar between genders. However, only girls are positively impacted
by eighth-grade retention, although the difference is not statistically signi cant. Furthermore,
girls are less likely to switch to adult education during primary school, while their male counter-
parts are nudged to do so due to retention starting in the seventh grade. On the other hand, high
school graduation patterns show that only male students are negatively impacted in their likeli-
hood of graduating high school due to retention in eighth grade. However, the pattern changes
for retention in the eleventh grade, as boys are unaffected by it.

School with only primary or secondaryA reason students might decide not to return to
school the following year after retention is stigma, especially from peer perceptions. To test if
this is a source of differences in choices, | explore whether it is relevant if your school has only
one type of education, forcing students to switch schools to attend high school. Results are shown
in Figure A.30.

School type Another potential factor that affects the impact of retention is the type of
school the students attend, which is absorbed in the estimation by the school- xed effects. Figure
A.31 shows the results separating the effects by whether the students attended public, voucher
(subsidized), or public schools. We see that the estimates for voucher and public school students
are very similar, while those for private school students, who make up less than 10% of the

student population, present much more noise in the estimation.
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1.5 Conclusion

Grade retention has long been debated in education policy, with its effectiveness in im-
proving academic performance and addressing achievement gaps under scrutiny. Various criteria
have been used to estimate the causal effect of grade retention, such as passing a high-stakes
exam, completing a minimum number of credits, maintaining a minimum attendance record, or
achieving a minimum GPA, but usually at only some critical transition grades within the school-
ing process, with the evidence on causal effects of the policy remaining inconclusive. Based on
this context, | study the impact of grade retention on several academic outcomes at each stage of
the education process in Chile. My ndings take advantage of national criteria for grade promo-
tion as a source of exogenous variation to shed light on the nuanced impacts of grade retention
on short-term school continuation, future retention, high school completion, and a novel look at
the transition to higher education, with the primary goal of providing a unifying framework for
understanding the underlying dynamics of grade retention at each stage of schooling.

Timing emerges as critical, with diverse effects depending on when students are retained.
Although there is con icting evidence in previous studies, this research clari es patterns. Effects
are delineated across educational cycles: minimal impact in the rst elementary cycle but adverse
effects in the second, particularly with respect to school continuation and high school enroliment.
A noteworthy exception to these negative trends is observed among eighth-graders, who exhibit
a positive outcome in returning to school after retention. This positive result may be attributed
to several factors: attaining an elementary school diploma upon passing the eighth grade and
evidence suggesting that students in schools where high school education is unavailable are more

positively affected by retention, possibly due to lower peer pressure.
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High school retention presents less promising outcomes, with increased re-retention risk
and decreased return rates post-retention. However, a remarkable increase in adult education
enrollment post-retention offers an alternative path. In particular, high school grade retention
does not affect the likelihood of taking college admission tests. However, upon conditional ex-
amination of test-takers, suggestive evidence emerges indicating positive impacts on academic
performance. These effects are particularly pronounced in Spanish based on GPA and across
various metrics in math, averaging around 0.1 standard deviations. Such impacts are substantial,
comparable to the magnitude of a one-standard-deviation increase in teacher quality for a year
(Chetty et al., 2014a), and akin to the increase in senior-year exit performance due to retention in
Portugal (Borghesan et al., 2022).

The ndings of this study provide valuable insights into the impact of grade retention,
emphasizing the signi cance of timing and context in student decision-making. These results
align with existing research and explain con icting evidence. These ndings underscore the
notion that, on average, the associated costs of grade retention may outweigh its potential bene ts,
particularly in high school, where fewer years are available to capitalize on additional instruction.

It also provides the rst ndings on the role of adult education as an alternative path for struggling

students, thereby opening avenues for further research into this option and its implications in
the subsequent labor trajectories of those choosing it. Lastly, identifying students who bene t,
intervening promptly, and having more discretion toward formal retention might save direct costs
and limit its externalities. Targeted interventions also pose great potential as a middle ground,
allowing for prioritizing students' success while averting the unintended consequences of grade

retention.

29



Chapter 2: When a Strike Strikes Twice - Massive Student Mobilizations and

Teenage Pregnancy in Chile

2.1 Introduction

Teen pregnancy sets young mothers and their children on life trajectories that are usually
associated with worse education, health and labor market outcomes (e.g., Chevalier and Viita-
nen, 2003, Diaz and Fiel, 2016, Fletcher and Wolfe, 2009, Fletcher, 2012, Francesconi, 2008,
Levine and Painter, 2003, Marcotte, 2013, Bailey, 2013 Kearney and Levine, 2015). Across
countries, teen pregnancy rates are much more concentrated among low-income teenagers, deep-
ening inequality and stagnating social mobility (Azevedo et al., 2012; Kearney and Levine, 2012;
Kearney and Levine, 2014). The question of which strategies effectively reduce motherhood in
adolescents remains open, but schools are often recognized to play a signi cant role. Therefore,
it is crucial to understand the mechanisms by which schools in uence teenage pregnancy rates
(Black et al., 2008). In this paper, we empirically study the change in teen pregnancy in the con-
text of a sudden and unexpected closure of schools following the 2011 nationwide student strike
in Chile.

The lessons derived from our study's context hold signi cance for middle-income and de-

veloping economies. Within the OECD countries, Chile is fourth in terms of the highest teen

30



fertility rate, after Costa Rica, Mexico, and Colombia (OECD, 2022). Notably, while overall fer-

tility rates have consistently decreased over the past decades, the decline in teenage fertility rates
has been more stagnant. From 1960 to 2014, the number of births per 1,000 women aged 20-24
has decreased by 62%. In contrast, teenage births experienced a 39% decrease during the same
period. Similar patterns can be observed in Mexico and Colombia. Conversely, most developed
countries have witnessed more signi cant declines in fertility rates in all age groups (OECD,
2022).

Schools impose time constraints on students, reducing the free time available for students
to engage in risky behavidrand also educate young people about the costs associated with risky
actions. Students are also in uenced by classmates or other types of peers (e.g., Evans et al.
(1992); Gaviria and Raphael (2001)) within schools, neighborhoods, or other locations. These
mechanisms, and others, may explain the empirical results on the effects of schools in reducing
crime activity (e.g., Jacob and Lefgren, 2003 and Anderson, 2014), drug abuse (Grifn et al.,
2004), pregnancy (Black et al., 2008), and sexually transmitted diseases (Alsan and Cutler, 2013)
among teenagers. Although quantifying the impact of the previously mentioned mechanisms is
relevant to informing policymakers, it is not easy to disentangle one from another. In our setting,
we |l this gap by being able to rule out human capital accumulation as a mechanism.

Our empirical analysis exploits the variation of high-frequency panel data in conceptions
by women of school age and the intensity of school closures in Chilean municipalities during the
student strike. To do so, we rst constructed time-invariant municipality-level exposure measures

to the 2011 student strike by combining administrative, survey, and web-scraped data. Speci -

1Teens spending much time unsupervised by adults, particularly in school holidays where others have docu-
mented a rise in teenage conceptions (e.g., Buckles and Hungerman, 2013).
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cally, we identify schools on strike and then compute, at the municipality (of residence) level, the
proportion of female students aged 15-17 enrolled in those schools. We then interact the time-
invariant municipality-level strike exposure variable with time variation in the student national
movement's extensive margin to exploit panel data variation in our strike intensity treatment.

When comparing monthly conception rates across municipalities with different strike ex-
posure rates, we nd that in municipalities where 26% (country average) of its female high school
population were enrolled in a school on strike, teenage pregnancy increased by 2.7%. This corre-
sponds in absolute numbers to 309 additional pregnancies once we consider total teen conceptions
in the pre-strike year in the same months as a reference. Taking into account the average number
of days lost during this nationwide student strike, teen conceptions at the national level increased
by 1.9 per lost school day. This magnitude is similar to that of Berthelon and Kruger (2011),
which nds that teenage conceptions in Chile decrease by 1.1 per day of additional school, fol-
lowed by a reform that changes the school schedule from half to full days.

While we cannot pinpoint a speci ¢ mechanism, our evidence suggests that increased teen
pregnancies may correlate with reduced adult supervision and teenagers engaging in riskier be-
havior during the student strike. The main results are driven by rst-time mothers and couples
in which the mother and the father are between 15 and 17 years old. We also estimate a placebo
effect of strike adherence on the number of conceptions of women 18-19 years of age who are
likely out of school, nding a null effect. If strikes were associated with speci ¢ sexual behav-
ior among young individuals, irrespective of their school attendance, and if these strikes were
confounded with our variables, we might observe a positive effect on conceptions among women
who have recently left school due to their age. We also nd no correlation with other age groups,

suggesting that our main estimate does not simply capture a general trend in pregnancies.
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Furthermore, our analysis demonstrates that the timing of the effect aligns with higher
school absenteeism periods that coincide with increased conceptions in municipalities with greater
exposure to strikes. Furthermore, when examining seasonal patterns, we nd that the magnitude
of the results is comparable to the changes in conceptions observed during December, which
marks the beginning of the summer holidays in Chile when high school teenagers are more likely
to spend additional unsupervised time. In addition, we do not nd any effect on birth outcomes;
that is, additional pregnancies of adolescents during this period do not present differences in birth
outcomes compared to common pregnancies for this particular group.

We also explore the effects of strikes on different outcomes related to students' educational
paths. We nd that schools that eventually experienced strikes are similar to non-striking schools
regarding dropout rates and college admission test take-up. However, when strikes occurred, we
observed a signi cant increase in dropout rates and a decrease in the take-up of college admission
tests. Moreover, dropout rates and college admission test take-up took approximately two to
three years to return to their pre-strike levels. This gradual recovery suggests that the disruption
caused by the strikes had a lasting effect on the student's educational trajectories. The impact
on dropout rates is similar among female and male students, indicating that dropouts are not
solely attributable to teenage pregnancy. This also suggests that the strike had a more prominent
disruptive role, affecting students' decisions in other dimensions beyond sexual behavior, perhaps
due to a blurring of norms and changes in expectations regarding the bene ts of completing
secondary education.

There are several reasons to consider that the 2011 student mobilizations and strikes con-
stitute a signi cant source of quasi-experimental variation to identify and quantify the causal

effect of schools becoming suddenly inoperative on teenage pregnancy. First, the six-month-long
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nationwide movement provides suf cient statistical power to detect even minor impacts on the
number of pregnancies. Second, there is substantial spatial and time variation in sudden school
closures in Chilean municipalities. Third, the sudden student strikes were arguably unexpected
by parents, thus not allowing them to respond appropriately to mitigate the potential impact of
massive school closures. Fourth, while the strike adherence of a school (in a given municipality)
depended on students' decision (albeit strongly affected by a nationwide movement), the degree
of the strike intensity (i.e., the cross-sectional component of our treatment) in a given munici-
pality depended on pre-treatment enrollment decisions for female students. Importantly, these
enrollment decisions were made by parents years before the student strikes and, in many cases,
involved schools outside their municipality of residence. Indeed, a substantial variation in treat-
ment for a given municipality depends on strike actions taken in schools outside that municipality.
Although we provide evidence to support the plausibility of a critical identi cation as-
sumption (i.e., the “parallel-trend” assumption), we also present additional tests to support a
causal interpretation of our ndings. We run multiple event-study analyses that show no differ-
ential pre-trends in teenage pregnancies across municipalities with different strike adherence nor
signi cant pre-trends on different covariates that are likely to be related to teenage pregnancies.
In addition, recent studies show that treatment effect heterogeneity can complicate the in-
terpretation of the parameters estimated when using a difference-in-differences approach with
continuous treatment (e.g., Callaway et al., 2021). To mitigate concerns, we also model below

our treatment as nineteen different binary indicators where each equals one if a municipality is

similar.

Our results contribute to the literature and policy dialogue on how schools (and the govern-
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ment, in general) can prevent unwanted teenage pregnancies, which can have long-term implica-
tions for GDP growth, education, and labor supply. First, we contribute to the broad literature
on teenage pregnancy (Kearney and Levine, 2012; Kearney and Levine, 2015) and fertility at an
early age by looking at the role that schools play BYirolchain and Beaujouan, 2012). Previ-

ous research has focused on the implementation of either compulsory schooling laws or reforms
that permanently extended the length of the school day (e.g., Berthelon and Kruger, 2011; Black
et al., 2008; McCrary and Royer, 2011). These interventions pose a challenge for the simple
reason that these policies may substantially affect human capital mechafigaibther usual
empirical challenge relates to data limitations. Speci cally, previous research has exploited rela-
tively low-frequency variation (i.e., yearly data) in teenage pregnancies and the intensive margin
of time spent at schools. This low-frequency variation may hinder causal identi cation due to
unit-speci ¢ cross-sectional omitted variables that may substantially vary at a higher frequency
(e.g., within a year).

Furthermore, we contribute to this literature by looking at school closures and, therefore,
test whether such phenomena can mitigate the effects of expanding schooling (Berthelon and
Kruger, 2011; Black et al., 2008; Tan, 2017). Finally, one of the mechanisms behind the effects
of expanding schooling on teenagers' risky behavior is the direct effect of accumulating higher
levels of human capital that changes the expected returns to this behavior. By estimating the
impact of school closures on teenage pregnancy every month, we can rule out a decrease in
human capital as a mechanism to explain the increase in teenage pregnancy from other factors

(such as reduced adult supervision and changes in risky behavior). However, we nd evidence

2For instance, in the case of Chile, the number of hours of formal education increased by more than 20% as the
full-day school reform was gradually implemented, starting in 1997. In addition, as was the case for Chile, these
reforms tend to be jointly implemented with other reforms or legislation. In particular, it is conceivable that these
policies also improve the quality and ef ciency of the educational curriculum.
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of deterioration of human capital in the longer run when we look at school dropouts during the
year of the strike movement. As such, our paper is also related to the literature on the non-labor
market effects of schools (Du o et al., 2015; Oreopoulos and Salvanes, 2011) by studying the
impact of schools on teenage pregnancy, which is considered harmful throughout the life course
of both teen mothers and teen fathers (Dahl, 2010).

The paper is organized as follows. In section 2.2, we detail the data with which we work
and the de nitions of strike intensity and teenage pregnancy. We also present descriptive data
on school absenteeism and teenage pregnancy and characterize municipalities along with our
measures of strike adherence. In section 2.3, we provide the context surrounding the school
strikes in Chile. We also describe the strike take-up and decline process, presenting quantitative
and qualitative insights. In section 2.4, we discuss our empirical strategy to estimate the effect
of school strikes on teenage pregnancies. In section 2.5, we present the main results, indirect
tests for identi cation assumptions, different heterogeneity analyses, mechanisms, and robustness

checks to our main conclusions. In section 2.6, we conclude.

2.2 Data and Measurement

2.2.1 Teenage Pregnancy

The primary dependent variable in our analysis is the monthly number of teenage pregnan-
cies conceived in a municipalif\We use administrative data of all births and of cial fetal deaths

in Chile provided by the Ministry of Health of Chile (MINSAL). This administrative dataset in-

30ur unit of study is aomunaor municipality, the smallest administrative subdivision in Chile. According to
Chilean law, a mayor and a local council govern each municipality, which may administer more theommungas
However, in practice, only one municipality manages more thancomeuna Therefore, we also use the term
municipalities to refer teomunas

36



cludes information about every birth in the country besides non-institutional abortions, reporting
babies' characteristics at birth, like gender, gestational age in weeks, height, and weight, for both
live and stillbirths. It also provides information about the mother and father of the babies (when
identi ed) at the time of birth, such as age, education, municipality of residence, and the number
of children they havé. We compute the approximate date of conception for each birth by sub-
tracting gestational age at delivery from the birth date. Since our interest is in high school-aged
female students, for the remainder of this document, we de ne teen pregnancy as the birth of a
woman 15 to 17 years of age (inclusive) at the time of delivewe aggregate individual birth
records at the municipality times month of conception level for a nal dataset containing the
number of conceptions for different maternal age groups in a municipality during each calendar

month from 2007 to 2013.

2.2.2 School-level Academic Outcomes

We also investigated the potential impact of strikes on high-stakes academic outcomes,
explicitly examining whether they in uenced students' likelihood of dropping out of school or
pursuing higher education. We developed two key metrics to assess these outcomes at the school
level. Firstly, we utilized the Ministry of Education’s of cial administrative performance records
at the individual student level to calculate dropout rates from 2007 to 2011. A student was cate-
gorized as a dropout if they failed to return to school the following year, despite being expected
to do so based on their enrolled grade and given Chile's absence of a minimum dropout age re-

guirement. To compute the dropout rate for each year, we divided the number of high school

4Abortion was not legal in Chile during the analysis period.
SCompleting high school has been mandatory in Chile since 2003. According to the nationally representative
household survey CASEN (2009), 92% of women aged 15 to 17 attended school in 2009.
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students identi ed as dropouts by the total number of high school students anticipated to return
to school in the subsequent year.

Secondly, to analyze college admission test participation, we utilized restricted access data
from the DEMRE (Departamento de Evaluatj Medicbn y Registro Educacional) on the na-
tionwide college admission test (Prueba de Sefactiniversitaria, PSU) results for all students
who undertook the test between 2007 and 2014. We classi ed each student as a PSU test taker if
they completed either the Spanish or Math test. We then aggregated the number of test takers by

school and applied a logarithmic function (plus one) to this gure for analysis.

2.2.3 Strike Intensity

Measuring school strike adherence at the municipality level posits an empirical challenge.
Although there are no of cial records of strike adherence, we leverage two sources of information
to classify each school as being on strike or notin 2011. The rst classi cation is constructed after
a web search using Wayback MacHireoftware, which allows the search for information stored
in expired URL addresses. By web scraping information from blogs written by students during
this period, national media, regional and local media, including newspaper, radio coverage, and
social networks, we classify each school as being on strike if it is mentioned in any of these sites
as taken over by students or closed during 2011.

The second classi cation is based on of cial administrative records by the Ministry of Ed-
ucation (MINEDUC) of all students' daily attendance in all schools in Chile, which are available
only for 2011 and after. Using this microdata for 2011, we compute monthly school-level average

days lost by high school students (9th to 12th grade). We then classify a school as on strike if the
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average high school student in that school did not attend ten or more days during Augu$t 2011.
We focus on August 2011 for two reasons. First, August is a month of full potential for school
attendance, with no holidays or vacations. Second, the student movement peaked (in terms of
adherence) in August 2011.

Although both measures of strike status are susceptible to measurement error, such as media
bias in the case of the web-scraping measure or misreporting in the attendance measure, they
yield similar estimates regarding the impact of strikes on teenage pregnancy. To err on the side
of caution, we create a third classi cation measure by combining the two original treatment
variables’ In this combined measure, a school is considered to be on strike if either of the two
measures indicates so. Subsequently, we construct our primary treatment variable based on this
combined measure. This measure takes the value of one or zero depending on whether school
was on strike or ndt.

Our goal is to construct a measurement of strike intensity at the municipality level during

the strike period in the following way:

Strike Intensit§, = Strike Period ~Strike Adherencg; (2.1)

whereStrike Periog captures the duration of nationwide protests by taking the value of 1 from
April 2011 to December 2011 and O for all other months in the samfike Adherence

captures cross-sectional variation in the average strike intensity experienced by a municipality.

6As discussed below, results are robust to using ve days of school days lost as the threshold (see Online Ap-
pendix Table B.6).

"We extensively discuss potential consequences of measurement error of strike status in our estimations in sec-
tion B.4.

8We conduct robustness checks in our analysis, using either of the two variables in all speci cations. The results
of these robustness checks are provided in Appendix Table B.1 and Table B.2.
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Formally, Strike Adherendgis computed as:

P
N 15 School on strike

Strike Adherengg = N
m

(2.2)

wherei, s, andm denote a female student, school, and municipality, respectiMg|yis the total
number of female students living in municipality aged 15 to 17,while School on strik@is
a binary indicator of whether schoslwhere female studemtattends was on strike according
to our differentk measures. The superscript2 f 1;2;3g differentiates the three measures
of strike classi cation, according to which information is usekl:= 1 corresponds to web-
scraped datdk = 2 corresponds to school attendance datalkard3 to the combination of both
classi cations. The microdata of the MINEDUC includes the municipality of residence of each
student, so we can aggregate variables at the municipality of residence, which makes an essential
difference given that a quarter of students attend a school outside their municipality. Hence,
Strike Adherencg s the proportion of female students in municipalitywho attended a school
on strike according to the measurén 2011. We also specifgtrike Adherence as quantiles (20
dummy variables) to explore nonlinearities in the effect of strikes on teenage pregnancy.

As such, measurstrike Intensit§, is calculated as the interaction of two components:
a time-varying binary indicator of the students' strike period and a strike adherence measure
constructed as the proportion of female students residing in municipalifio attended a school
on strike (for each of thke 2 f 1; 2; 3g classi cation measures). Figure 2.1b shows municipalities’
cross-sectional variation in strike adherence according to the measure that combines web scraping

and the daily attendance data, with the average municipality experiencing a 26% adherence of

%We do this to match the ages for which we build our dependent variable.
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resident students.

One concern is that the strike was concentrated in particular municipalities, such as those
closer to the country's capital, Santiago. In Figure 2.1c, we depict municipalities in the country
according to their strike adherenteThe gure shows that the strike was distributed similarly
across the territory, with municipalities experiencing low and high intensity in different locations
in the country, mitigating concerns about geographical selection. In Figure B.7, we zoom in
on the Metropolitan Region of Chile to show that, even within a region, there is substantial

heterogeneity in strike adherence. We address selection in other dimensions in the next section.

2.3 Background on the 2011 Chilean Student Strikes

In May 2011, high school and university students in Chile launched a protest movement
intending to in uence policy and reform the country's educational system. This was Chile's
second major student strike during the 2000s, following the notable "Penguin Revolution” of
2006. Led primarily by high school students, both protests sought to address similar issues
regarding educational reform. However, the 2011 protest became one of Chile's most signi cant
movements, lasting more than seven months. In contrast, the 2006 protests lasted less than two
months, while disruption of school activities was more intermittent and particularly concentrated
in large urban areas (Bellei and Cabalin, 20%3).

Approximately 15,000 students protested in different regions of the country a few days be-

OFjgure 2.1 in the online appendix shows daily school absenteeism and the cross-sectional variation for each
de nition of strike adherence separately.

Figure B.6 depicts the geographical distribution of our treatment under the three alternative de nitions.

12The 2006 protests concluded on June 7th, after 22 days, when the government of Michelle Bachelet responded
to the demands of the student movement by establishing a national council for educational reform. This decision
was made in recognition of the concerns raised by the students during the protests and was designed to address the
need for signi cant changes in the education system. See the following press article link. Accessed on 07/05/2023.
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Figure 2.1: Daily School Absenteeism and Cross-Sectional Variation in Strike Adherence using
Different Measures

(a) Daily Absenteeism during 2011 by Type of School (c) Mapping Strike

Adherence
combining both
measures

(b) Distribution of Strike Adherence combining both measures

Notes: (a): This sub gure shows the trends in daily school absenteeism in a moving average of 2 days during 2011 by type of school. The blue
line represents public schools, while the red line represents voucher schools. (b): This sub gure shows the strike adherence distribution at the
municipality level according to the strike adherence measure obtained by combining both measures. (c): This sub gure shows the geographic
distribution of strike adherence after combining both measures.
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fore President Sebastianfiéra gave the annual presidential speech on May'21Bo0 weeks

later, on June 1st of 2011, leaders of the student movement convened all Chilean students to go
on a national strike of schools and universitié8y June 25th, more than 600 of approximately
2,330 high schools adhered to the strike. Strikes usually consisted of students not attending
classes or taking over school infrastructure and spending day and night inside, forbidding any
school activities® The strike became notorious nationally and internationally as well. In that
same year, Times magazine selected a leader of the student movement as one of the most in u-
ential people of the year 2014 .Strikes continued during and beyond school winter break, with
protests reaching a peak of adherence in late August of 2011, after which the movement started
to fade out.

One of the main mechanisms through which school strikes affect teenage pregnancy rates
is by (unexpectedly) relaxing time spent by students under adult supervision (e.g., teachers, prin-
cipals) while adult caregivers are at work. A typical school year in Chile consists of 40 weeks of
classes and typically runs from the rst week of March to mid-December, with two to three weeks
of winter break in July. To track how strikes affected school attendance, Figure 2.1a illustrates
the rate of daily absenteeism in 2011 by type of school (measured by administrative records):
Public and voucher.

During the rst months of the school year, absenteeism was negligible. The rst noticeable

increase occurs on May 12th in public schools, the day of the rst protest. Few schools started

135ee this link for more information about the rst protest. They were accessed on 22/08/2017.

4Gonzlez (2020) provides a comprehensive description of the student movement.

151n some cases, municipal authorities, with the help of the Ministry of Interior, used police to force students out
of schools. See link, for instance. They were accessed on 22/08/2017.

165ee this link for the coverage of Times magazine. See this link for full coverage in the New York Times in the
year 2012.

YIn Chile, schools are roughly divided into public (45%), voucher (45%), and private (10%). We focus on the
rst two in this paper since the adherence of private schools to strikes was minor.
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to strike during the rst week of June, illustrated by a prominent increase in absenteeism during
this week. By June 30th, the daily absenteeism rate increased to approximately 70%

Using school-level data, we used a linear probability model to examine factors in uencing
the likelihood of a speci ¢ school going on strike. To understand how we determine the strike
status, please refer to section 22The results of the linear probability model are presented in
Figure 2.2. We plot the coef cients and con dence intervals for each characteristic of the school.
All characteristics are measured before 2011, the year when protests took place.

The main factors at the school level that are associated with strike participation include the
composition of schools in terms of grade levels and whether they are considered iconic public
schools oemblemati¢®. Additionally, the probability model also considers other characteristics,
such as the proportion of students residing in the same municipality to proxy networks within
schools, the percentage of households where the head earns more than the minimum wage, the
average level of education of fathers, the level of parental involvement in school, the average 10th-
grade test scores on standardized national exams, the dropout rate, average attendance, measures
of student mood and student aspirations derived from student surve3data.

Our ndings suggest that schools including grades rst to sixth (primary school) are less
likely to participate in strikes than schools covering only middle and high school grades. How-
ever, schools classi ed asmblematidave a higher propensity to strike. One plausible explana-
tion for these results is that schools offering primary education face more pressure from parents'

associations, discouraging student participation in strikes due to potential disruptions to young

18Table B.15 in the online appendix presents summary statistics for all variables employed in this analysis.

1%“Emblematico” is a term used in Chile to describe a public school that combines academic excellence, tradition,
and prestige. These institutions are recognized for their comprehensive and in uential educational initiatives, often
ranking among the top public high schools in the country.

20For a detailed description of the variables we use, please refer to Online Appendix section B.3.
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children's daily attendance. On the other hammblematischools have a long-standing tradition
of involvement in political movements, with many former students becoming presidents. These
schools have historically played an in uential role in student political associations.

In addition, our analysis shows no statistically signi cant association between strike status
and socioeconomic characteristics of students proxied by school-level average wage of parents
and parental education. We also do not observe statistically signi cant associations between
strike status and academic proxies, such as average test scores in standardized national exams
and dropout rate. We do nd a negative correlation between strike status and school attendance
in previous years to the strike. There is also no association between school-level strike adherence
and measures of student aspirations (i.e., going to college), students' mood status, or the degree
of parental involvement in school activitiés.

The end of the 2011 movemenDuring the subsequent months, protest activities expe-
rienced a gradual decline due to multiple factors. These factors encompassed concerns among
students and parents about academic progression, the initiation of formal negotiations, and a loss
of societal support primarily attributable to the focus of the media on violent protésters.

To understand the depicted decline shown in Figure 2.1a, we created a variable to gauge
the probability that a school would achieve a 90% attendance rate in 2011 after August of that
same year. Using this variable as a dependent factor and the same covariates shown in Figure 2.2
as independent variables, we performed a linear probability model. Our analysis was limited to

the sample of striking schools exclusively.

21This data is collected through surveys administered to all students, parents, and teachers across different grade
levels (4th, 8th, 10th) in schools. These surveys serve as a valuable complement to the national test score data known
as SIMCE. See Online Appendix section B.3 for a detailed description of how we constructed these indicators.

22The government started a program called “Salvemoge! ésave the school year) for students who wanted to
continue their studies while strikes were ongoing.
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The ndings in panel (b) of Figure 2.2 reveal that thenblematicstatus, pre-strike at-
tendance, and dropout rates account for the continuation of absenteeism even after the strike
period. This suggests a similar pattern between the occurrence of strikes and the persistence of
absenteeism. Furthermore, we do not nd statistically signi cant relationships between strike
persistence and socioeconomic characteristics of students, academic indicators and measures of
student aspirations (e.g., going to college), students' mood status, or parental involvement in
school activities.

In summary, the ndings of both panels of Figure 2.2 indicate that certain school character-
istics serve as signi cant covariates for both the probability of strike occurrence and its duration.

In our subsequent econometric analysis, we provide evidence that incorporating school differ-

ences based on whether the school has primary levels, is classi ed as "emblematic,” or had low

attendance rates before the strike does not impact our main results. The distinetioblefatic

is crucial to address potential selection bias stemming from the 2006 protests. The possibility that

the 2006 strike led certain parents to select schools away from those with a higher propensity to

strike may indeed in uence the results. Distinguishing the analysis between these schools can
help mitigate this issue. These characteristics, though relevant to the strikes, do not change the

overall conclusions of our study.

23Figure B.9 in the online appendix shows a similar analysis for the case of the probability that the school will be
occupied during the strike period.
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Figure 2.2: Associations between School Level Characteristics, Strike Take-up, and Decline

(a) Strike take-up among all schools (b) Strike decline among striking schools

Notes: Each panel in this gure plots the coef cients and the 95% con dence intervals for a set of school-level covariates (listed on the y-axis)

for the analysis of (a) the probability of going on strike (among all schools in Chile, N = 2,505) and (b) The probability of recovering pre-strike
assistance levels during 2011 among schools that were on strike (N = 455). All covariates are standardized. Both regressions are based on OLS,
include municipality xed effects, and cluster the standard errors at the municipality level. Figure B.8 in the online appendix shows the results
without municipality xed effects.

2.4 Empirical Strategy

2.4.1 School strikes and Teenage pregnancy

To unravel the relationship between exposure to school strikes and teenage pregnancies, we
study how trends in the number of teenage pregnancies conceived in a municipality in a month
change during the school strike period and whether this change can be interpreted as a causal
effect of school closures. In particular, we estimate different speci cations of the following

econometric model for the 2007-2013 period:

Teenage Pregnancigs= + Strike Intensit, + X m + m+ ¢+ "me; (2.3)

wherem andt denote the municipality and conception time (month), respectively. The sample
consists of municipality-month observations for 345 municipalities over 84 months. The main

dependent variabldeenage Pregnancigs is the (log) number of children conceived during the

47



montht and who were born to teenage mothers who lived in the municipaligt the time of

birth. Since we log-transformed the dependent variable in our preferred speci cation, we add
one to include municipality month observations with zero conceptidhsStrike Intensity, is

our main independent variable. The semi-log speci cation presented in equation (2.3) facilitates
the interpretation of the point estimate foras a standard semi-elasticity, that is, a variation in

a unit of strike intensity has an effect of6 on teenage pregnancies. However, throughout our
analysis, we demonstrate that our main results are not contingent on the transformations applied
to our dependent variable.

Xmt is a vector of controls that includes municipal-speci ¢ linear trends, total pregnan-
cies (in logs) for women 25 to 45 years old - to account for changes in global fertility rates -,
poverty rate, per capita government expenditure (in logs), the teenage student population in pub-
lic schools (in logs), population (in logs), and female population (in logs). Incorporating this set
of controls aims to improve the precision of our estimations. However, later on, we demonstrate
that their inclusion does not affect our main results. OLS consistently estimates changes
in unobserved or uncontrolled variables correlate with the variation in the strike's intensity. For
example, these could be variables re ecting variations in the supply of prevention programs for
teenage pregnancy. The high-frequency data exploited allow the seasonality to be controlled very
granularly. Furthermore, we include municipality xed effects,( that account for unobserved
common characteristics within each municipality over time. The month-speci ¢ conditions com-
mon to all municipalities are controlled using month-of-conception xed effeg)s Likewise,
focusing on a short time window allows for controlling any endogeneity problem due to internal

migration patterns, such as moving to lower strike intensity areas. We allow the errdr term

24Roughly 30% of the municipality month observations have zero conceptions for teenage girls.
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be correlated within a municipality.

Another key identifying assumption in estimating (2.3) is that the trends in potential out-
comes for municipalities with high intensity would have been the same as in municipalities with
low intensity had they experienced equally low levels of strike intensity. And vice versa. Al-
though this assumption is not testable, commonly known as parallel trends in potential outcomes,
in section 2.5, we explore whether observed trends in teenage pregnancies in periods before the
strike are correlated with strike intensity measures.

In addition, recent studies show that the heterogeneity of the treatment effect can com-
plicate the interpretation of the parameters estimated when using a difference-in-differences ap-
proach with continuous treatment (e.g., Callaway et al., 2021). To mitigate concerns, we also

model below our treatment as nineteen different binary indicators where each is equal to one if

shown in Figure 2.1b.

2.4.2 School strikes and Academic outcomes

We also delve into analyzing the effects of strikes on school dropout rates and college
application behavior. Strikes within the education sector can potentially disrupt the learning
environment and signi cantly affect students' educational journeys. Through examining these
speci c outcomes, we aim to shed light on how strikes can shape students' academic trajectories
and future prospects.

Prolonged disruptions within the educational system can lead to increased student disen-

gagement and a higher likelihood of premature school leaving. Furthermore, we investigate the

25For a comprehensive analysis of the impact of strikes on educational outcomes of students, refer to Gaete (2018).
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in uence of strikes on college application behavior. College admission represents a signi cant
milestone for students aspiring to pursue higher education and broaden their career opportuni-
ties. Strikes-induced disruptions may potentially sway students' decisions and actions regarding
college applications. To explore this phenomenon, we utilize data from Chile's Ministry of Ed-
ucation, which offers extensive information on school dropout rates across various educational
levels.

We compile dropout rates and the uptake of college admission tests at the school level
from 2008 to 2014. We employ an event study analysis methodology to analyze the impact of
strikes on these outcomes. This approach enables us to compare outcomes between schools that
experienced strikes and those that did not, both before and after the onset of*trikes.

We run the following regression at the school level:

§(Jl3

Vet = Schoolonstrike 1[ (= ] + Z g+ s+ (+ " (2.4)

=2007
62010

wheres andt denote school and year. The sample consists of 2,967 schools and eight years of
data. The two dependent variables of intergst.are schoo$ dropout and college admissions test
take-up rates in year As previously de ned in subsection 2.2 8chool on strikgis a binary
indicator of whether schod was on strike according to strike measlte ; is an indicator
variable that takes the value one when time,i6 otherwise. We exclude the interaction between
School on strik@ and 5910 to use that year as the baseline for comparisods. is a vector
including school-speci c time trends. Furthermore, we include school xed effeck that

account for unobserved common characteristics of students within each school over time, while

26For a detailed description of the construction of the dropout indicator, please see Online Appendix B.3.
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aggregate shocks common to all schools are controlled for by including year xed effects (

Lastly, we allow the error ter; to be correlated within a school.

2.5 Results

This section presents estimations of the effect of school strike exposure in a municipality
on teenage pregnancy by exploring average effects, falsi cation tests, measurement issues from
the construction of our strike intensity measures, and a heterogeneity analysis to shed light on
potential mechanisms.

All considered, our results suggest that in absolute numbers, a 2.7% increase in teen con-
ceptions corresponds to 309 additional pregnancies, or 39 pregnancies per treated month, once
we consider total teen conceptions in the pre-strike year in the same months as a reference. As the
average number of days lost during a strike month reached approximately 14 school days, a sim-
ple back-of-the-envelope calculation suggests that teen conceptions increased by approximately
2.7 per school day lost. In contrast, Berthelon and Kruger (2011) nd that teenage conceptions
in Chile decrease by 1.1 per each day of additional school followed by a reform that changes the
school schedule from half to full days — similar in absolute magnitude to our effects. In addi-
tion, Rau et al. (2021) nd that being exposed to a 45% price reduction in anti-conception pills
during a year decreases teen conceptions by 584 per month — a much more considerable effect
than school closures. Our results are also similar in magnitude to the effects found by Black et al.
(2008) for compulsory school laws in the USA and Norway.

Different falsi cation tests con rm these results, and heterogeneity analyses, among other

complementary regressions, shed light on the fact that laxer adult supervision during the strike
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period is most likely to be the mechanism behind the main effects. We also nd substantial
adverse effects on school dropouts and college admission test taking, suggesting that the impact

of strikes goes beyond teenage pregnancy rates.

2.5.1 Main Results

We rst present results using the three measures of strike intensity, based on strike adher-
ence constructed from web-scraped data, attendance data, and strike adherence that combines
both measures. The analysis is conducted at the municipality-month level, encompassing 345
municipalities from January 2007 to December 261.3able 2.1 shows the main results from
estimating different versions of Equation 2.3.

The results in columns (1) to (3) of Table 2.1 show that the effect of strikes on teenage
pregnancy is similar across the three measures we use. A municipality with an additional expo-
sure of 10 percentage points, signifying a ten percentage point increase in the number of resident
high school female students attending schools on strike, witnessed a monthly rise in conceptions
during the strike period ranging from 10% to 11%. For a more straightforward interpretation,
consider that a municipality with an average proportion of students on strike (26% according
to the combined measure) experienced a 2.7% increase in teenage pregnancies during the strike
period.

Across various speci cations, the relationship between strike adherence and teenage preg-
nancy and its absolute magnitude remains consistent. In particular, Column (4) employs an in-
verse hyperbolic sine transformation of the number of births to women aged 15-17 as the depen-

dent variable. In Column (5), the rate of teenage pregnancies is utilized, which is de ned as the

2'Table B.16 in the online appendix presents summary statistics for all variables employed in the analysis.
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number of births to women aged 15-17 divided by the number of public school female students
aged 15-17 while also accounting for weights based on the number of public students aged 15-
17 in the municipality. Furthermore, Column (6) utilizes a Poisson model where the number of

births to women aged 15-17 is the dependent variable.

Table 2.1: Effect of Strike Exposure on Teenage Pregnancy

Dependent Variable: Teenage Pregnancies (births to women aged 15-17)

in logs IHS transf. Rates  Counts
1) 2 3) 4) ) (6)
Strike Intensity (Web-Scrapped) 0.098
(0.037)
Strike Intensity (Attendance) 0.113
(0.038)
Strike Intensity (Main) 0.107 0.128 0.353 0.096
(0.033) (0.042) (0.163) (0.043)
Mean of Dependent Variable 1.03 1.03 1.03 1.31 3.72 3.73
Observations 28,980 28,980 28,980 28,980 28,980 28,560
AdjustedR? /Pseudd?? 0.794 0.794 0.794 0.780 0.191 0.641

Notes: This table reports estimates of the effect of strike exposure using different ways to measure the outcome of interest, teenage pregnancies,
and three alternative measures of Strike Intensity. Columns (1) to (5) present the results for an estimation of an OLS xed-effects model, varying
the de nition of the dependent variable, while Column (4) shows the results of a Poisson regression model. Columns (1) to (3) use the logarithm
of the number of births to women aged 15-17 plus one as the dependent variable. Column (4) uses an inverse hyperbolic sine transformation
of the number of births to women aged 15-17. Column (5) uses the rate of teenage pregnancies, de ned as the number of births to women
aged 15-17 over the number of public school female students aged 15-17, including weights for the number of public students aged 15-17 in the
municipality. Column (6), the Poisson model, directly uses the number of births to women aged 15-17. All speci cations have the same controls:
a constant, the logarithm of pregnancies of women 25 to 45 years old as a control, the logarithm of the population aged 15-17 enrolled in public
schools, municipality poverty rate, per capita government expenditure in education (in logs, per student in public school), total population (in
logs), and total female population (in logs). Municipality linear time trends are included by interacting municipality xed effects with a linear
trend in months. The observation unit is municipality-month (with 345 municipalities from January 2007 to December 2013). Column (6) has
fewer observations as ve municipalities have zero births to women aged 15-17 each month and are therefore excluded in the Poisson model
computation. Robust standard errors are clustered at the municipality level in parentheses0:91 p** p< 0.05, * p< 0.10.

Next, we explore potential non-linearities in the association between strike intensity and
teenage pregnancy rates. Speci cally, we investigate whether the effect of strikes varies across
different levels of adherence. We employ the exact speci cation as Column (3) in Table 2.1 using

a binary indicator variable as the treatment variable. This binary indicator identi es whether each

depicted in Figure 2.1b. Consequently, we conduct nineteen separate regressions, each employing

53



one of these binary indicators.

Figure 2.3: Alternative thresholds for de nition of binary treatment variable

Notes: This gure plots coef cients from a speci cation similar to Column (3) in Table 2.1 using a binary indicator variable as the treatment
variable. This binary indicator identi es whether each municipality falls aboveSthe 10th;:::; 95th percentile of the strike adherence
distribution depicted in Figure 2.1b. Consequently, there are nineteen separate regressions, each employing one of these binary indicators. This
gure plots the estimates for each regression, with the red point indicating the estimate for a threshold of 75 percent.

The results in Figure 2.3 indicate that the effects become statistically signi cant once the
level of adherence exceeds a threshold above the median. While the point estimates for mu-
nicipalities situated at the highest percentiles exhibit increased magnitudes (monotonically), the
con dence intervals are too wide, and the point estimates are not signi cantly different from
those of municipalities at the median adherence level.

Robustness checksA primary concern is that the strike exposure variable may be captur-
ing an association with overall fertility trends in municipalities rather than speci cally focusing
on teenage pregnancies. To ensure that the main effect of the strikes on teenage pregnancies pre-
sented in Table 2.1 is not simply capturing a general trend in pregnancies, we conduct a simple
check by estimating our main model for pregnancies at different age intervals (i.e., we focus on

three years-intervals). Figure 2.4 suggests that our measure of strike intensity only predicts an
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increase in pregnancies for women aged 15-17 since no other age group displays a statistically

signi cant coef cient.

Figure 2.4: Effects for Different Age Groups

Notes: This gure plots coef cients and their 95% con dence intervals from regressing total pregnancies (in logs) for different age groups on our
primary measure of strike intensity. All speci cations include municipality and month xed effects and municipality-speci ¢ linear time trends.
The observation unit is municipality-month (with 345 municipalities from January 2007 to December 2013).

In addition, we present alternative speci cations to the ones in Table 2.1, allowing for
different sets of controls. The inclusion or exclusion of these controls does not signi cantly
impact the magnitude of our primary coef cient of interest. In Figure B.1, we show the sensitivity
of coef cients to the inclusion and exclusion of different sets of contfdls.

Our school-level analysis in section 2.3 unveiled that three school characteristics, namely
whether the school also had primary level instructionertslematicstatus, and attendance rates
before the strike, seem to be signi cant predictors of both the extensive and intensive margin

of strike adherence. This begs the question of whether our results are confounded with these

28ln most cases, our point estimates are statistically signi cant at standard con dence levels, except when using
teenage pregnancy rates as the dependent variable in Poisson model speci cations. In these speci ¢ instances, the
point estimates are marginally insigni cant. However, it is worth noting that these estimates are statistically similar
to the estimates obtained from other speci cations.
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characteristics. We check whether these characteristics in uence our ndings. To do so, we con-
struct a measure of school attendance at the municipality level, utilizing attendance data from
all years before the strike. This is similar to the method employed for constructing strike status
at the municipality level. In this case, we constructed a binary indicator at the school level to
identify schools with an average attendance below 90%. Using this binary indicator, we created a
municipality-level variable, representing the percentage of students in that municipality attending
schools with consistently low attendance rates (below 90%) in the years leading up to the strike.
We added this variable interacted with the strike period dummy as a control variable. Our main
results, shown in Table B.7, remain unaltered. Similarly, controlling in the same way for the pro-
portion of female students aged 15-17 attending secondary schools with primary education does
not affect the results Table B.8. Finally, in subsection 2.5.3, we explore the relmlEmatic
schools and show that this type of school is not driving our results.

We next explore whether our main results change if the intensity of the strikes is de ned
differently, using boys' exposure to the strikes instead of that of girls. We do this by modifying
the methodology in Equation 2.2, Sirike Adherenc captures cross-sectional variation in the
average strike intensity experienced by a municipality as experiencethlgstudents, de ned
as the proportion of male students in municipatitywho attended a school on strike according
to the measurk in 2011.

Table B.3 replicates our main results, as presented in Table 2.1. Comparing both tables,
estimates using boys' exposure are slightly smaller but show little to no difference in the re-
sults depending on whether boys' or girls' strike adherence was used. This is not surprising if

we consider the high correlation between the two variables, as most schools in Chile are coed-
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ucational, with no signi cant differences expected across municipalities for these varidbles.
However, if we include both variables together in a horse race, only our original variable using
female exposure remains statistically signi cant (results not shown), whereas the point estimate
for the alternative measure reduces substantially in size. Nevertheless, larger standard errors are

observed due to strong multicollinearity, as anticipated.

2.5.2 The dynamic of teenage pregancy rates before and after strikes

In this section, we examine the dynamics of teenage pregnancy rates and covariates before
and after the strike period, thereby indirectly addressing the assumption of parallel trends in po-
tential outcomes underlying our previous analysis. To achieve this, we employ several event study
analyses, wherein different variables are used as the dependent variable and regressed against
time dummies — in years or months, depending on the frequency of the available data, and in-
teractions of time dummies with our measure of strike adherence. These speci cations include
municipality and time xed effects and municipality-speci c linear trends.

The initial analysis we present is the event study analysis focusing on teenage pregnancy
rates as the dependent variable. The results are displayed in Figure 2.5. The gure exhibits 95%
con dence intervals for twenty-three month dummies interacted with strike adherence, covering
a 12-month window before and after the onset of the student protest in May 2011. To establish a

reference point, the coef cient for April 2011 is normalized to zé&to.

29Figure B.11 displays the correlation between female and male main strike exposure measures at the municipality
level, showing little dispersion away from the®lfne.

30The coef cients are estimated from a unique regression of teenage pregnancies (in logs), which includes munic-
ipality and month xed effects as well as municipality-speci ¢ linear trends, the logarithm of pregnancies of women
25 to 45 years old, the logarithm of teenage population enrolled in public schools, poverty rate, per capita govern-
ment expenditure in education (in logs, per student in public school), total population (in logs), and total female
population (in logs). This is column (3) of Table 2.1 speci cation.
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The gure provides evidence that there are no statistically signi cant differences in the
association between strike adherence and teenage pregnancy rates when comparing the period
preceding the onset of the student movement to the period of April 2011. This nding supports
the notion of parallel trends in potential outcomes, which aligns with our interpretation of the
estimates presented in Table 2.1 as causal effects of strikes on teenage pregnancy rates. The
absence of signi cant differences suggests that the observed effects are not driven by pre-existing
trends or factors unrelated to strikes, further supporting the validity of our ndings regarding the
impact of strikes on teenage pregnancy rates.

Figure 2.5 shows that the point estimates for the rst two months of the strike are not
statistically different from zero, while the effects increase signi cantly in months 2 and 3, which
corresponds to July and August, and continue to be relatively high in September and October
(months 4 and 5 in the graph). This coincides with a period in which there is still a signi cant
absenteeism rate, as shown in Figure 2.1a.

Finally, as the strike fades away in the last months of the year, changes in birth conceptions
are unrelated to the municipality's strike adherence. The gure also displays in the horizontal red
lines the point estimate and 95% con dence intervals from a difference in difference estimation
(from column (1) of Table B.9), showing that period-speci ¢ point estimates during the strike
uctuate within this con dence interval.

By increasing the number of lags for the pre-treatment period and using alternative mea-
sures of strike adherence based on web-scrapped data and school days lost, Figure B.10 provides
further evidence regarding the robustness of the results discussed for Figure 2.5. Two results are
worth highlighting. Firstly, regardless of the measure used to calculate strike adherence, we ob-

serve a spike in pregnancies during periods of stronger strike p without witnessing any systematic
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pre-trend. Secondly, the results using web-scrapped data (Panel b of Figure B.10) show lower

average coef cients for the pre-treatment period.

Figure 2.5: Event Study

Notes: This gure plots the coef cients and the 95% con dence intervals for twenty-three-month dummies interacted with strike adherence for
12 months-window before and after the start of the student protest (i.e., on May 2011). The coef cient for April 2011 is normalized to zero.
Con dence intervals are based on heteroskedasticity-robust standard errors clustered by the municipality. Circles correspond to periods when the
strike was not active, while diamonds indicate periods in which the strike was active. The coef cients are estimated from a unique regression of
teenage pregnancies (in logs), which includes municipality and month xed effects as well as municipality-speci c linear trends, the logarithm of
pregnancies of women 25 to 45 years old, the logarithm of the teenage population enrolled in public schools, poverty rate, per capita government
expenditure in education (in logs, per student in public school), total population (in logs), and total female population (in logs). Red horizontal
lines represent point estimate (solid line) and 95% con dence intervals (dashed lines) from a difference-in-difference estimation using the same
sample estimated (see column 1 of Table B.9).

We repeat this analysis for multiple covariates of teenage pregnancy to analyze parallel
trends across municipalities with different strike adherence in different dimensions. To do this,
we characterize Chilean municipalities using various potential covariates of teenage pregnancy,
including demographic characteristics, educational outcomes, municipality resources, fertility
outcomes, and the prevalence of contraceptive methods among teefafaysre B.2 shows

our analysis of the temporal evolution of per capita municipal income, poverty rates, per capita

31See section B.3 for a detailed description of these variables.

59



municipal expenditures, per capita municipal investment in education, school-age population,
population density, birth rates, pregnancy rates for different age groups, high school promotion
and attendance rates (for both all students and female students), and disbursements for contra-
ceptive methods among youth aged 14-19. For most of these measures, we have access to annual
data from 2007 to 2013, so our analysis relies on data at the year level. The evidence shown in the
gure is consistent with the parallel trends assumption as we observe no signi cant differences
across municipalities and no statistically signi cant trend before the strike period. Noteworthy,
sub gures (l) and (m) of Figure B.2 demonstrate that average attendance rates at the municipality

level do not exhibit differential trends in the years before the strike.

2.5.3 Analysis by type of school

In addition to using different speci cations of the dependent variable (see Table 2.1), var-
ious measurements of strike intensity, and a different set of control variables, we conduct ad-
ditional robustness checks to the construction of the strike intensity variable based on school's
characteristics. The results are shown in Table 2.2. Column (1) shows the results from the main
results shown in column (3) of Table 2.1.

First, we investigate the effects of strikes by including private schools when calculating
strike intensity, which were initially excluded from the main analysis. The results in column (2)
show that the point estimates remain similar, indicating that including private schools does not
signi cantly alter the observed effects.

Next, we re ne our measure of strike intensity by adopting a more detailed approach. More

precisely, we classify schools as being on strike only if students occupy them. We use web

60



scraping data that explicitly identi es schools where students spent extended periods, including
nights and days, within the premises during the strike pe¥idthe results in column (3) indicate

that the point estimates do not undergo substantial changes when considering only occupied
schools.

Furthermore, when we further decompose strike intensity by distinguishing between occu-
pied and unoccupied schools, we observe no statistically signi cant difference between these two
groups. This nding suggests that the effects of strikes on teenage pregnancy rates are compara-
ble for schools that were occupied by students and those that were not.

We conduct a similar decomposition by focusing solely on schools classi ethatematic
or iconic schools. These schools are widely recognized for their academic excellence, tradition,
and prestigious status, often ranking among the top public high schools in the country. As shown
in Figure 2.2 emblematicschools are also more prone to strike participation. The distinction of
emblematias vital to tackle potential selection bias from the 2006 protests. The chance that the
2006 strike prompted some parents to choose schools less likely to strike could impact results.
Analyzing these schools separately can address this concern.

When constructing a strike intensity measure using entplematicschools, we observe a
substantial increase in the effects, roughly four times higher than the overall analysis. However,
it is essential to note that the mean of the independent variable withientlematiagroup re-
mains relatively small compared to the average strike intensity measure encompassing all schools.
Speci cally, the independent variable represents only 1% of the average strike intensity of 26%.
It is worth highlighting thatemblematicschools constitute only a tiny fraction of Chile's total

number of schools. Further, the standardized results (not shown in Table 2.2) suggest that the

320ccupation status data taken from Donoso et al. (2016)
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impact on teenage pregnancy is 60% bigger for municipalities with strike intensity coming from
notemblematicschools.

These ndings emphasize thatnblematicschools, despite their higher likelihood of par-
ticipating in strikes, represent a small proportion of the overall school population in Chile. While
the effects are ampli ed when considering ordynblematicschools, it is crucial to recognize
the limited representativeness of this subgroup. Thus, caution should be exercised when gen-
eralizing the ndings to the broader context of school strikes and their nationwide impact on
teenage pregnancy rates. Furthermore, upon exclughmgematicschools from our analysis,
we found that the point estimates of strike intensity in our main speci cation did not experience
signi cant changes. This suggests that the inclusion or exclusiemtiematicschools does not
signi cantly impact our study's overall ndings and principal conclusions.

To address concerns regarding the potential geographical concentration of the student move-
ment, we replicate the exact speci cation as column (3) in Table 2.1 systematically excluding
from the sample one geographic region of Chile at a time. The results of this validation exercise
are presented in Figure B.3. Each panel in Figure B.3 represents a different speci cation of the
dependent variable. The point estimates Within each panel correspond to those obtained after ex-
cluding a speci c region. In total, we obtained sixteen point estimates, each excluding a different
region of Chile. Our analysis shows that the effects of strikes on the outcomes of interest remain
unchanged across the various speci cations, indicating that the main results of our study are not

driven by any particular geographical zones within the country.
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Table 2.2: Effect of Strike Exposure on Teenage Pregnancy: Decomposition

Dependent Variable: Teenage Pregnancies (births to women aged 15-17), in logs

@) ) ®) (4) ®) (6)

Strike Intensity 0.107
(0.033)
Strike Intensity (Including Private Schools) 0.099
(0.032)
Strike Intensity (Occupied Schools) 0.105 0.106
(0.043) (0.042)
Strike Intensity (Not Occupied Schools) 0.107
(0.052)
Strike Intensity (Emblematic Schools) 0.420 0.362
(0.152) (0.131)
Strike Intensity (Not Emblematic Schools) 0.096
(0.034)
Mean of Dependent Variable 1.03 1.03 1.03 1.03 1.03 1.03
Observations 28,980 28,980 28,980 28,980 28,980 28,980
AdjustedR? 0.794 0.794 0.794 0.794 0.794 0.794

Notes: This table reports xed-effects estimates of the effect of strike exposure measures on teenage pregnancies. Strike Intensity is computed
following equation 2.2, with ve additional alternative measures constructed by including (excluding) observations depending on their school
dependency, occupied, aathblematistatus in 2011. All speci cations have the same controls, including a constant, the logarithm of pregnancies

of women 25 to 45 years old as a control, the logarithm of the population aged 15-17 enrolled in public schools, municipality poverty rate, per
capita government expenditure in education (in logs, per student in public school), total population (in logs), and total female population (in
logs). Municipality linear time trends are included by interacting municipality xed effects with a linear trend in months. The observation unit

is municipality-month (with 345 municipalities from January 2007 to December 2013). Robust standard errors are clustered at the municipality
level in parentheses. ***$0.01, ** p< 0.05, * p< 0.10.

2.5.4 Heterogeneity of the effects of Strikes on Teenage Pregnancy

In this section, we explore the heterogeneous effects of the strike on teenage pregnancy
to discuss plausible mechanisms behind school closures and teenage conceptions. We present
OLS results in each case using the exact speci cation as in column (3) Table 2.1 as our preferred
model.

Timing of events We explore whether the effect of strike adherence on teenage concep-
tions follows a similar pattern as school attendance shown in Figure 2.1a. This would support

the interpretation that the effects are due to sudden school closures represented by the enormous
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absenteeism rate. To do this, we go back to gure Figure 2.5 and observe no changes in con-
ceptions during the rst months of the strike, which coincides with a period of high or regular
attendance. However, the coef cients increase to 0.21 - 0.51 in June and July, corresponding to
a 3% - 8% in teenage pregnancies for a municipality exposed to an average adherence of strike
intensity. These are the months when schools experience the lowest attendance rates. The large
effect decreased slightly but remained high from August through September of 2011, when there
was still a large absenteeism rate. Finally, as the strike fades away in the last months of the year,
changes in birth conceptions are unrelated to the municipality's strike adherence.

One concern with this result is that teenage pregnancy is seasonal (e.g., Buckles and
Hungerman, 2013). July is a period of holidays so that this effect might be capturing the impact
of school closures due to the holiday season rather than school closures due to strikes. However,
identifying the effect comes from deviations of conceptions every July in previous and subse-
guent years since we control for month- xed effects. Unless July of 2011 was an unusual holiday
season - other than coinciding with the strike period - the effect does not confound a seasonality
effect.

To explore seasonality in teenage and adult conceptions, we run a regression model of the
logarithm of per-day pregnancies in a month on a dummy for each calendar month using January
as a base group. We consider all conceptions from 2007 to 2010 and include xed effects for
year and municipality in the estimation. We plot the coef cients associated with each month for
teenage conceptions in the left panel of Figure B.4. The results suggest that teenage conceptions
are substantially less frequent during the school year, from March to early December. This pattern
is very different from the one associated with conceptions of older women, where the school year

is not expected to play a relevant role (see right panel of Figure B.4).
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Table 2.3: Effect of Strike Exposure on Other Outcomes

Teenage Pregnancies Teenage Couples
1) &) ©) 4)
Order: 1 Order: 2+ Age: 18-19
Strike Intensity 0.111 -0.012 0.001 0.045
(0.034) (0.021) (0.033) (0.025)
Observations 28,980 28,980 28,980 28,980
AdjustedR? 0.787 0.367 0.827 0.618

Notes: This table reports xed-effects estimates of the effect of strike exposure measures on different outcomes. Each dependent variable
corresponds to the natural logarithm applied to the variable plus one. All speci cations have the same controls, including a constant, the logarithm
of pregnancies of women 25 to 45 years old as a control, the logarithm of the population aged 15-17 enrolled in public schools, municipality
poverty rate, per capita government expenditure in education (in logs, per student in public school), total population (in logs), and total female
population (in logs). Municipality linear time trends are included by interacting municipality xed effects with a linear trend in months. The
observation unit is municipality-month (with 345 municipalities from January 2007 to December 2013). Robust standard errors are clustered at
the municipality level in parentheses. **&0.01, ** p< 0.05, * p< 0.10.

Risky behavior proxies Next, we look at whether the effects are driven by rst-pregnancy
high-school-age females rather than pregnancies of high-school-age females with already more
than one child. If new conceptions are from rst-time mothers, then it is more likely that these
are a consequence of risky behavior as teenage mothers who have a second pregnancy are more
likely to have planned it (e.g., Raneri and Wiemann, 2007, Meade and Ickovics, 2005). Column
(2) in Table 2.3 shows that the effects of strike adherence on teenage pregnancy rate, in the fully
controlled regression, are driven entirely by new mothers.

In addition, we investigated whether municipalities with higher strike exposure also expe-
rienced increased condom demand. We use the number of people aged 14 to 19 who enrolled in
counseling on condom use and condom disbursement throudtettity Regulation Program
as a proxy to measure the extent of the demand for condom atc@asle B.10 presents the
results restricting the sample to the most populated ones to limit the noise associated with data

collection, using the same speci cation as Equation 2.3 and the median of the municipality pop-

33Refer to Appendix B.3 for precise de nitions and data constructions.
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ulation size as the threshold for inclusion in the nal samifl€olumn (1) uses the main teenage
pregnancy variable, replicating remarkably similar results to Column (4) in Table 2.4. Columns
(2) and (3) change the dependent variable to the number of enrollments into the program for
accessing condoms, separately for teenage and adult populations, showing a positive association
between strike intensity and adherence to the program with condoms as a contraceptive method,
with the magnitude of the effect being much more prominent for the teenage population. We do
not nd any statistical association between our treatment and the demand for other methods of
contraception by the teenage population. Lastly, Figure B.12 shows the dynamics of the associ-
ation between strike intensity and enrollment into the program seeking access to condoms as a
contraceptive method for teenagers. Albeit estimates are noisy, as one should expect when the
dependent variable is measured, it displays an apparent increase in enrollment once the strike is
onset that prevails in time.

Placebo effects using other age group¥o address concerns related to strike variation cap-
turing overall fertility behavior, we reexamine our regression analysis using conceptions among
women aged 18 to 19 who are likely out of school and, therefore, not directly affected by the
cross-sectional variation in strike adherence among schools we study. The results in column (3)
show no signi cant association between strike adherence and pregnancy rates for this age group.
The fact that we observe precise null effects on females at ages 18-19 suggests that the effects
are driven by a high school-speci c phenomenon identi ed by the cross-sectional variation in our
measure of school strike adherence. Results in Figure 2.4 show this is also the case for any other

age group of women.

34An important caveat with this data is that the monthly report seems unreliable due to abrupt non-periodical
variations. This problem seems patrticularly relevant in small municipalities, although some urban municipalities
also seem to report erratically. When this data is aggregated at the yearly level, it presents less erratic behavior in the
more populated municipalities.
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To delve deeper into this analysis, we also examine whether a differential change in preg-
nancies is observed during the strike period for women aged 18 to 24 years old (which represents
the most prevalent age group for university students in Chile) in municipalities with different
proportions of female students attending Higher Education institutions (which we interpret as a
proxy for strike exposure for this age group). We employ the same speci cation as shown in
Equation 2.3. The results presented in Table B.11 indicate that the association between attending
higher education and pregnancies among women aged 18 to 24 is minimal and not statistically
signi cant. A critical consideration of this analysis is that Higher Education, unlike high school,
is not compulsory. Furthermore, the dependent variable encompasses all females in this age
group, and we cannot condition the dependent variable solely on the characteristics of women
attending a higher education institution.

Same age partner Moreover, the data includes the father's age if a man recognizes the
newborn as his child. We form teenage couples with this information if the mother and father are
15 to 17 years old. If unexpected changes in adult supervision create the opportunity to engage
in riskier behavior, this should impact all teenage students. Given the setting, one would expect
changes in conceptions to be driven by teenage couples rather than couples formed by teenage
girls and older males (e.g., out-of-school boys). The results in column (4) in Table 2.3 show that
the pattern of teenage couples is similar to that found in teenage pregnancies.

Social norms Previous studies have found that teenagers' risky behavior is sensitive to
peer effects and social norms (e.g., Bandiera et al., 2020; Coyle et al., 2004 and Dupas et al.,
2018). To test for social norms, we explore whether the effect of school closures on teenage
conceptions is larger in municipalities with higher teenage pregnancy rates at baseline years. We
divide the municipalities into two groups: those above the national median and those below the
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national median of teenage pregnancies in 2010. Results are shown in Table 2.4 in Columns
(1) and (2). The estimates indicate no differences between these municipalities, suggesting that
social norms proxy by teenage pregnancy rates before strikes are not associated with post-strike

effects on teenage pregnancy rates.

Table 2.4: Effect of Strike Exposure on Teenage Pregnancy: Heterogeneity Analysis

Dependent Variable: Teenage Pregnancies (births to women aged 15-17), in logs

(@) @ ©) 4 (©) (6) U] ®)

Strike Intensity 0.101 0.111 0.098 0.086 0.092 0.110 0.094 0.083
(0.053) (0.046) (0.051) (0.046) (0.047) (0.048) (0.039) (0.059)
Population Baseline Teenage Pregnancies Baseline Population Size Share of COED Students University Campus
Below Median Above Median Below Median Above Median Below Median Above Median Outside  Within
Mean of Depedent Variable 1.05 1.14 0.41 1.65 1.30 0.76 0.77 2.04
Observations 13,608 13,608 14,448 14,532 14,448 14,532 22,932 6,048
AdjustedR? 0.793 0.769 0.263 0.750 0.837 0.658 0.655 0.834

Notes: This table reports xed-effects estimates of the effect of strike exposure measures on different outcomes. Each dependent variable
corresponds to the natural logarithm applied to the variable plus one. All speci cations have the same controls, including a constant, the logarithm
of pregnancies of women 25 to 45 years old as a control, the logarithm of the population aged 15-17 enrolled in public schools, municipality
poverty rate, per capita government expenditure in education (in logs, per student in public school), total population (in logs), and total female
population (in logs). Municipality linear time trends are included by interacting municipality xed effects with a linear trend in months. The
observation unit is municipality-month (with 345 municipalities from January 2007 to December 2013). Robust standard errors are clustered at
the municipality level in parentheses. **x0.01, ** p< 0.05, * p< 0.10.

Partner search costsDuring strikes, students tend to spend more time at home rather than
attending school, and some of them may be unsupervised by adults. To explore how the effects of
strikes may vary based on the likelihood of students nding peers or sexual partners, we examine
the relationship between strike effects and municipality population size. We also investigate
potential differential effects for students attending co-educational versus single-sex schools.

Regarding population size, we analyze whether the effects of strikes differ in municipalities
above and below the median population size. Columns (3) and (4) of our results indicate no clear
pattern of effects observed across municipalities of different population sizes. This suggests that
the impact of strikes does not show a consistent relationship with the municipality's population

size.
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Additionally, we consider the possibility that attending co-educational schools may lower
the search costs for nding a sexual partner, potentially affecting the likelihood of engaging in
(unprotected) sex. To examine this hypothesis, we create a variable indicating the percentage of
students in a municipality attending co-educational schools. We then test for differential effects
of strikes by comparing municipalities above and below the median proportion of students in
co-educational schools. The results in Columns (5) and (6) reveal that the estimated effects
are similar across municipalities, with different proportions of students attending co-educational
schools.

We also examine the differential effects of the strike movement in municipalities with a
college campus within their territory compared to those without a college campus. Since the
strike movement also involved college students, it is plausible that teenage girls' partners were
students from nearby college campuses. This potential association raises the possibility of in-
creased teenage conceptions in municipalities with a college campus. However, it is crucial to
consider that college students generally exhibit less risky behaviors and have a higher likelihood
of using contraception methods. This aspect introduces uncertainty regarding the direction of the
estimated effects.

Our ndings in columns (7) and (8) indicate that the point estimates of the effects are
similar across municipalities with and without a college campus. However, these estimates are
not statistically signi cant for municipalities with a college campus due to a signi cant drop in
the sample size, exceeding 80%. The reduced sample size in municipalities with a college campus
limits the statistical power to detect signi cant effects. Despite this constraint, the comparable

point estimates suggest that the presence or absence of a college campus does not signi cantly
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alter the overall ndings of our analysig®

2.5.5 Effects on hirth outcomes

Teenage pregnancies have been related to adverse birth outcomes (e.g., Conde-Agudelo
et al., 2005; Donoso et al., 2014; Smith and Pell, 2001). In this section, we investigate the effects
of strikes on teenage birth outcomes, considering that teenage pregnancies generally carry higher
risks and are associated with poorer health outcomes at birth, such as lower birth weight and
shorter gestation periods. Our analysis uses data on birth outcomes from birth records, allowing
us to examine ve speci ¢ birth outcomes for teenage births: gestation at birth, the rate of prema-
ture births, fetal deaths at birth, birth weight, and the rate of infants born with low birth weight

(below 2,500 grams¥

Table 2.5: Effect of Strike Exposure on Teenage Pregnancy: Birth Characteristics

Gestation at Birth  Premature Births Fetal Death Average Weight at Birth Low Birth Weight

@ @ 3 4 ®)
Strike Intensity -0.006 0.037 -0.007 -0.016 0.040
(0.003) (0.022) (0.009) (0.012) (0.024)
Mean of Dependent Variable 3.68 0.16 0.02 8.08 0.22
Observations 19,905 28,980 28,980 19,905 28,980
AdjustedR? 0.028 0.398 0.068 0.028 0.464

Notes: This table reports xed-effects estimates of the effect of strike exposure measures on different outcomes. Each dependent variable
corresponds to the natural logarithm applied to the variable plus one. All speci cations have the same controls, including a constant, the logarithm
of pregnancies of women 25 to 45 years old as a control, the logarithm of the population aged 15-17 enrolled in public schools, municipality
poverty rate, per capita government expenditure in education (in logs, per student in public school), total population (in logs), and total female
population (in logs). Municipality linear time trends are included by interacting municipality xed effects with a linear trend in months. The
observation unit is municipality-month (with 345 municipalities from January 2007 to December 2013). Robust standard errors are clustered at
the municipality level in parentheses. **0.01, ** p< 0.05, * p< 0.10.

To assess the impact of strikes on these birth outcomes, we employ the same analytical

speci cation as in column (3) of Table 2.1. This approach enables us to evaluate whether the

3STables B.12, B.13, and B.14 in the online appendix show results from Table 2.4 for different speci cations of
the dependent variable.

36For fetal deaths, we interpret the sign with caution since abortion was not legal at that time in Chile, which
drives a high sample selection problem when studying death at birth, particularly in the teenage population.
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additional births occurring during strike periods may be less desired or associated with increased
birth risks compared to average teenage pregnancies. If, at the margin, these additional births are
less wanted or related to more risk at birth than average teenage pregnancies, we would observe
that the association of strike intensity and birth outcomes indicates that in municipalities with
higher strike adherence, teenage pregnancy outcomes arose on average.

The ndings presented in Table 2.5 indicate that the observed effects of strikes on teenage
birth outcomes suggest marginal births are associated with increased risk, as evidenced by lower
gestational age and birth weight. However, it is essential to note that these effects are small in
magnitude and do not reach statistical signi cance. This suggests that the additional teenage
pregnancies occurring during strikes have similar average birth outcomes compared to teenage
pregnancies overall. In other words, strikes do not appear to signi cantly impact the health

outcomes of teenage births beyond what is typically observed in teenage pregnancies.

2.5.6 Effects on dropout and college test take-up

In this section, we focus on analyzing the effects of strikes on school dropout rates and
college application behavior. The results of the event study analysis for different strike measures
are presented in Tables B.4 and B.5, while Figure 2.6 presents the results graphically for the
effects associated to the primary strike adherence measure over time, consistent with the results of
columns (1) and (2’ Before the strike, schools that eventually experienced strikes were similar
to non-striking schools regarding dropout rates and college admission test take-up. However, a

signi cant increase in dropout rates and a decrease in college admission test take-up is observed

37All in all, the results are robust to how we measure strike exposure, be it through the webs-scrapping measure,
the days of attendance measure or the main measure combining both. Refer to columns (3) to (6) in Tables B.4 and
B.5 for estimate comparisons depending on the strike measure.
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in the year when the strike occurred. The effects are similar if we disaggregate outcomes by
gender. In particular, the schools that took up strikes experienced an increase of 0.7 percentage
points in their dropout rate. This represents a 20% increase in dropout rates in comparison to the
average level of dropouts in the year 2010 (3.4%).

The subsequent analysis uses the logarithm of the number of individuals who took the col-
lege admission test in a given year in school. The results show a drop of approximately 20% in the
number of students taking the test to be admitted to college during the strik& yeathermore,
our study reveals that it takes approximately two to three years for dropout rates and college ad-
mission test take-up to return to pre-strike levels. This indicates a gradual recovery process after
the disruption caused by the strike, as the educational system and student engagement stabilize
over time.

Taken together, our results show that the impact of school closures on teenage pregnancy
is not driven by human capital, as we use variation in the timing every month. Nevertheless, we
do observe a decline in human capital in the longer term when analyzing school dropouts during
the strike year and after, consistent with them having a more prominent disruptive role.

These ndings jointly provide valuable short-term and medium-term insights into the con-
sequences of strikes on students' educational pathways beyond their effect on teenage pregnancy
rates. However, the relationship between these effects is beyond the scope of this paper due to
data limitations. In particular, we would need microdata of the educational outcomes of students
linked to birth records at the individual level, which is not available to researchers. In addition, it

is essential to point out that these longer-run results are based only on annual data, which removes

38The reason for employing the count of students who take the test, rather than using the rate of students, is due
to the ambiguity of the choice of denominator. It is unclear whether we should consider the total student population
or only those who graduate, with the latter being endogenous to the treatment. Consequently, opting for the count of
test-taking students offers a more straightforward and unbiased approach to our analysis.
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most of the within-strike year variance across municipalities, imposing a stronger requirement on
the parallel trend assumption.

Furthermore, the fact that there are no differences in the effects on school outcomes by
gender suggests that teenage pregnancy is not driving school-level outcomes. If so, we would
have expected the impact on school-level outcomes to be larger (in absolute terms) for girls.
It may be the case that teenage pregnancy remains a rare event and thus explains only a small
portion of dropout rates or college admission uptake. In fact, teenage pregnancy is infrequent in

Chile, with approximately 0.48 per 1000 inhabitants in 2019.

Figure 2.6: Dropouts and College Admission Test Taking at the School Level

(a) Dropouts (b) College Admission Test Takers

Notes: These gures are the graphical representation of the results in Columns (1) and (2) of Tables B.4 and B.5, respectively. Each sub gure
presents the coef cients and 95% con dence intervals for years represented as dummy variables, interacted with a school-level strike adherence
dummy, covering seven years before and after the year of the student protest (i.e., 2011). The coef cient for the year before the strike (i.e., 2010)
is the reference point normalized to zero. The con dence intervals are calculated based on heteroskedasticity-robust standard errors clustered at
the school level. Panel (a) displays the coef cients estimated from a regression analysis of the dropout rate at the school level against the measure
of strike intensity. The regression includes school and year xed effects and school-speci c linear trends. Panel (b) presents the same analysis
but uses the logarithm of the number of students taking the college admission test as the dependent variable.
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2.6 Conclusion

Different studies have demonstrated that school expansion policies had a positive impact
in reducing risky behaviors among teenagers. This effect can be attributed to various factors
such as time constraints, increased human capital accumulation, improved sexual education, and
changes in expectations regarding risky choices. In this paper, we contribute to this literature by
examining how teenage pregnancy rates are affected when schools become suddenly inoperative.
We utilize a quasi-experimental variation from a large-scale student strike movement in Chile
that lasted for six months. Focusing on the absence of schooling, we can interpret the observed
effects as primarily related to reduced time spent under adult supervision.

Our analysis reveals a signi cant association between school absenteeism during the strike
and teenage pregnancy rates. These ndings remain robust across various speci cations and fal-
si cation tests and exhibit a similar magnitude (but opposite sign) to related studies investigating
the effects of school policy expansions. Furthermore, the effects align with the seasonal patterns
typically observed in December, when teenagers are out of school and more likely to spend un-
supervised time. Heterogeneity analyses further support the notion that relaxed adult supervision
during the strike period serves as the primary mechanism driving the observed effects. We also
show that strikes disrupt the educational trajectory of students, leading to increased dropout rates
during strike periods and potentially limiting access to higher education opportunities.

These ndings underscore the potential bene ts of policy interventions such as sexual ed-
ucation and counseling within schools, as well as initiatives that promote access to contraception
among teenagers. Implementing such interventions becomes particularly crucial when schools

are facing closures or disruptions. By addressing the issue of reduced adult supervision during
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strike periods, these interventions can help mitigate the risks associated with teenage pregnancies

and promote the well-being of adolescents.
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Chapter 3: Teacher Quality and Learning Inequality

3.1 Introduction

Education plays a vital role as a determinant of personal and societal development (Heck-
man, 2000), with teachers identi ed as a critical input in this process (Rockoff, 2004; Rivkin
et al., 2005; Aaronson et al., 2007; Chetty et al., 2014a,b; Jackson, 2018; Gilraine and Pope,
2021; Petek and Pope, 2023). Moreover, research consistently demonstrates that the learning
environment and resources provided by schools profoundly impact student outcomes (Jackson
et al., 2016). However, understanding the complex dynamics between schools, teachers, and
student achievement remains an essential question with implications for policy initiatives and
educational reforms.

This paper examines the factors that determine student achievement, focusing on the im-
pact of teachers and schools on students' outcomes. To address this question, we use a unique
dataset from Chile, which gathers administrative information from multiple sources. The exten-
sive dataset includes records of students, teachers, and schools. However, what makes this data
unique is the availability of detailed variables describing teachers' performance in high-stakes
college admission assessments at the age of 17-18, how high they ranked "education” as their
career of choice when applying to college, their high school GPA, and detailed information on

their professional degree in education. This granular level of information merged with student-
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level results on Chile's college admission exams, allows us to go beyond what the literature has
explored about the teacher-student dyad.

We investigate whether there are differences among schools in their ability to enhance stu-
dent academic performance and to what extent these differences can be attributed to teacher qual-
ity. To do this, we employ a multi-step approach. First, we estimate a production function for stu-
dent achievement using a value-added speci cation. We then explore how each input contributes
to reducing the performance gap between public and voucher school students. Subsequently,
we examine whether teacher quality can account for the disparities in the test score distributions
across different school types. To achieve this, we utilize both classical and RIF Oaxaca-Blinder
decompositions. Finally, following the methodology outlined in Firpo et al. (2018), we imple-
ment an empirical strategy that decomposes the achievement gap into a composition effect (due
to differences in the distribution of observed characteristics) and a structure effect (due to differ-
ences in the productivity of observed characteristics). This approach enables us to analyze mean
performance differences between students in each type of school and to explain the gap across
the entire performance distribution.

Given the pronounced levels of segregation within Chile's educational system and the sub-
stantial disparities in student outcomes, this paper contributes to the literature on multiple fronts.
First, while previous studies have highlighted the in uence of socioeconomic factors in explain-
ing the performance gap across school types (Mizala and Romaguera, 2000; Contreras, 2002;
Bravo et al., 2010; Iturra and Gallardo, 2022), we examine the role of teachers. We address this

gap by delving into granular information within the performance production function, focusing

1For more structural analysis of the teacher-student relationship and the process of accessing higher education in
Chile, see Monfo et al. (2023).
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on the college admission test performance as our variable of interest. Due to the complex, many-
to-many nature of the student-teacher relationship and our high-stakes outcome, we concentrate
on high school students. Our sample comprises 537,119 test-takers between 2013 and 2021. A
limitation of our study is that we only have access to information on college admission assess-
ments from 2006 onward. Consequently, our analysis is con ned to investigating the role of
young teachers, as only for them can we observe their performance in the same test their students
are taking.

This research yields several ndings. First, the value-added model demonstrates the signif-
icant transmission of college admission test performance (PSU) from teachers to students. Ad-
ditionally, other characteristics of teachers, such as more experience or a higher proportion with
a formal education degree, are associated with higher student performance. However, even after
accounting for student background characteristics and a comprehensive set of teacher attributes,
the type of school attended in high school continues to play an essential role in explaining PSU
performance. This suggests that students' and teachers' characteristics alone cannot fully explain
the performance gap observed between students attending public and private-subsidized schools
in Chile.

Then, we delve into estimating the decomposition of the PSU-performance gap across
school types into its contributing components, such as students' family characteristics and previ-
ous standardized test performance, teacher characteristics, and school-speci ¢ PSU take-up rate.
The Oaxaca-Blinder analysis reveals that we can explain 15 out of the 23-point gap in math and
12 out of the 28-point gap in Spanish solely by accounting for the observed characteristics be-
tween the two groups. These differences emerge when comparing each group's mean college

admissions test performance. When we apply the RIF Oaxaca-Blinder decomposition to the av-
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erage performance, we nd that teachers' in uence prominently manifests in the form of a price
effect, suggesting differences in the productivity of teachers by school type, particularly in math.
This nding indicates that teachers with similar characteristics exhibit greater effectiveness in
voucher schools, thereby contributing to performance disparities.

Exploiting the RIF Oaxaca-Blinder decomposition, we further examine the role of each
contributing component throughout the entire distribution of test scores. For teacher charac-
teristics, we identify the heightened signi cance of the structure effect in the high-end of the
performance distribution. Speci cally, we nd that at the top 80% of the test score distribu-
tion, the teacher structure effect explains up to 30 points of the school-type performance gap in
mathematics, indicating that teacher characteristics substantially in uence student performance
among high-achieving students. On the other hand, for Spanish, we document that the effect
of teachers explaining the gap is more important on the lower part of the distribution but much
smaller in magnitude. Finally, we nd evidence suggesting complementarity between students’
past performance and teachers' characteristics, suggesting that teachers' productivity effect is
more prominent when students have better baseline performance.

To the best of our knowledge, this is the rst paper to explore the transmission of teacher-
student performance in the context of college admission tests in Chile. In a previous study, Con-
treras (2002) investigated the impact of school type on college admissions test scores; however,
teacher characteristics were not included in the analysis. Other studies conducted in Chile have
analyzed the effects of teacher characteristics on lower-stake exams (Canales and Maldonado,
2018; Toledo Roran and Valenzuela, 2015; Barrios Fandez and Riudavets, 2021). In addition
to examining a higher-stake exam, our paper also considers teachers' performance on the college

admissions test as a relevant factor in explaining the performance gap across students attending
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public and voucher schools.

The remainder of the paper is organized as follows. Section 3.2 describes the institutional
background of the educational system in Chile. Section 3.3 summarizes the previous litera-
ture, and Section 3.4 describes the data. Section 3.5 presents the methodology and results of
an exploratory analysis of the main factors that determine student performance on the college
admission test. Section 3.6 presents the methodology and results of the decomposition of the
achievement gap across school types for different moments of the distribution, and Section 3.7

concludes.

3.2 Institutional Background

The Chilean educational system consists of eight years of primary and four years of sec-
ondary education. There are three types of schools: public schools, funded and administered
by the government; voucher (private-subsidized) schools, which receive partial funding from the
government through a voucher system and are administered by the private sector; and private
fee-paying schools, funded and administered by the private sector. Regarding the distribution of
students, approximately 40% are in public schools, 50% are in voucher schools, and only 10%
are in private fee-paying schools.

Throughout primary and secondary education, students undergo SIMCE examinations (Sis-
tema de Medidn de la Calidad de la Educéadi), standardized assessments conducted nationally
to evaluate education quality and school performance. These assessments cover subjects relevant
to each grade level, including mathematics and reading comprehension.

Successful completion of secondary education is a prerequisite for admission to higher
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education institutions in Chile. Most higher education institutions are part of a centralized de-
ferred acceptance admission system, in which students' performance in secondary education and
the standardized national university entrance exam (PSU) are the main factors for acceptance.
Student admission to each program depends on individual performance, the reported ranking of
program-university bundle according to their preferences, and availablé%ibhe PSU is usu-

ally taken during the last year of secondary education (12th grade) at the end of the academic
year. The PSU consists of two mandatory sections, Mathematics and Language and Communica-
tion (Spanish), and at least one of the other sections, Scienti c Reasoning or History, Geography,
and Social Sciences. Some private universities do not participate in the centralized system and
have admission tests or criteria that may differ from the PSU.

It is crucial to note that many students attgmduniversitariosinstitutions preparing them
for the PSU, offering content review, test-taking strategies, and simulations. While our study
primarily focuses on teachers within traditional academic settings, we acknowledge the potential
interplay withpreuniversitariodespite a lack of available data to assess this issue.

Despite recent reforms addressing inequality, challenges persist in the Chilean education
system, marked by disparities in access, educational quality, and funding among public, voucher,
and private schools. While public schools often serve disadvantaged populations, voucher schools
attract better teachers, enjoying more hiring autonomy and curriculum development exibility
(Elacqua, 2012; Behrman et al., 2016). Efforts to mitigate disparities, including increased fund-

ing for disadvantaged students, are ongoing, but challenges remain, especially regarding school

2There are some few exceptions that include Special Admissions, which are reserved slots for students who meet
speci c criteria, such as athletes, indigenous students, or students with disabilities, and Admission by Merit, reserved
for students with exceptional academic achievements or talents in speci c elds.

3In the recent years the PSU has been reformed, but the admissions system remained the same. For the years
considered in this study, PSU is the relevant test.
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segregation despite the introduction of a centralized school admission system (Kutscher et al.,

2023).

3.3 Literature Review

There is a long-standing literature documenting how the quality of teaching signi cantly
impacts students' academic performance (Hanushek et al., 2007; Chetty et al., 2014). The evi-
dence suggests that teachers are among the most in uential factors in explaining student achieve-
ment (Hanushek, 2011). In particular, several studies have shown that an improvement in teacher
quality by one standard device leads to a roughly 0.1 standard deviation increase in student test
scores (Rockoff, 2004; Rivkin et al., 2005; Aaronson et al., 2007).

The impact of teachers extends beyond academic performance. Research by Jackson (2018)
and Petek and Pope (2023) reveals that teachers also in uence nontest score behaviors, such as
absences and suspensions. These dimensions of teacher quality have been found to have a lasting
impact on students' long-term outcomes. In a different context, Chetty et al. (2014a) shows that
students assigned better teachers are more likely to go to college and earn higher salaries.

Although there is broad consensus on the importance of teacher quality, accounting for
it remains challenging, and studies differ on the extent of speci c teacher factors in enhancing
students' outcomes. In recent years, the adoption of Value-Added Models (VAMS) has become
prevalent in educational research. For example, for the United States, Chetty et al. (2014b)
estimate that a standard deviation improvement in teacher value-added increases normalized test
scores by 0.14 and 0.1 standard deviations in math and English, respectively. However, a common

criticism of VAMs is their limited focus, namely, identifying the general contributions of teachers
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to learning but providing little information on which teacher characteristics contribute more to
improving student outcomes (Wei et al., 2012). We aim to contribute to this issue by analyzing the
impact of different dimensions of teacher characteristics on high-stakes test score performance.

Most studies on the impact of teacher quality have focused on the US context. However,

a handful of studies have focused on the case of Chile. For example, Canales and Maldonado
(2018) nds that teacher quality signi cantly affects eighth-grade standardized test scores, espe-
cially in math. They found no signi cant effect of teacher credentials but showed that the impact
of teachers increases with professional experience. Similarly, ToledaaRamd Valenzuela
(2015) show that attributes such as short-term speci ¢ professional training and better curricu-
lum coverage positively impact the performance of fourth-grade students. BarriégmBermand
Riudavets (2021) conduct teachers' VAMs and nd that higher-quality teachers positively affect
student test scores, high school graduation, higher education attendance, and the type of higher
education institutions attended.

In a recent study, Gai@-Echalar et al. (2023) used VAMs to investigate the impact of
teachers on gender gaps in standardized test scores. Their results reveal that, in general, teachers
do not account for the existing math or Spanish score gaps between the genders. Interestingly,
their research uncovers variations dependent on school type, with teacher value-added measures
mitigating gender gaps in voucher schools but showing no such effect in public schools. This
nding also motivates us to examine the impact of the school type in our context.

In this paper, we take one step further and analyze whether teacher quality can explain the
performance gap observed by different types of schools in Chile. Previous studies have examined
the test achievement gap across school types in primary and secondary education in Chile, using
standardized test scores for students in the fourth, eighth, or tenth grades. For example, Bellei
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(2005) explored the relationship between school type and student performance in the fourth and
tenth grades. Their ndings indicate that, once accounting for sorting students due to selective
admission processes and the exclusion of retained students, private schools are not more effective
than public schools and may be less effective. Furthermore, Mizala and Romaguera (2000) ana-
lyzed the performance gap in the SIMCE test scores. Their research revealed that the test score
gap between vouchers and public schools disappears when controlling for family socioeconomic
characteristics.

Investigating college admission test results is pertinent, as they represent a high-stakes as-
sessment in the educational context. Consistent with this, Contreras (2002) explores the in uence
of the type of school on college admission tests in conjunction with other SES variables. The nd-
ings reveal that the school's effect on student performance in college admission tests is notably
substantial and statistically signi cant, even after controlling for parental education levels. In this
paper, we exploit a much richer dataset that allows us to control for a more comprehensive set of
teacher variables, including teachers' performance in college admission test assessments. Recent
evidence by Neilson et al. (2022) shows a positive and concave relationship between pre-college
academic achievement and subsequent teacher productivity. Their evidence suggests that college
entrance exams could be helpful to select or recruit students entering teacher colleges. This result
underscores the potential role of including teachers' standardized college admission performance

as a proxy for their productivity.
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3.4 Data

We integrate data from multiple sources to investigate the factors in uencing students'
PSU performance. A time-invariant individual masked identi er allows us to establish connec-
tions between students, their teachers, and their historical performance and educational decisions,
remaining consistent across various administrative datasets and over time. This section details
the information we can extract from each dataset and the sample restrictions required to de ne
our study sample.

We have access to DEMRDBbé¢partamento de Evaluamn, Medicdn y Registro Educa-
cional) data on the national college admission test results for all students taking the test between
2006 and 2021. We use these data to identify teachers' performance on this test before enter-
ing higher education and assess students' performance in cohorts between 2013 and 2021. As
some students retake the PSU, we only keep their rst PSU. It is important to note that not all
graduating students take the PSU, as it is not mandatory.

We merge eighth-grade SIMCE records for each student in math and Spanish tests and in-
formation on their gender and their mothers' highest educational degree attained (high school,
technical, professional, post-graduate), which we will use as a proxy for socioeconomic sta-
tus (SES). Due to the SIMCE assessment design, only six out of nine cohorts of students with
PSU score data underwent an eighth-grade SIMCE examination. Our methodology, relying on a
value-added speci cation, considers the entire history of students' past input before high school.
Consequently, we limit our analysis to students who completed the SIMCE test in eighth grade
and subsequently took the PSU on time in their senior year, while also attending school each year

of high school.
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We retrieve each teacher's subject information for each classroom, grade, and year from
administrative records, identifying whether a teacher is responsible for teaching Spanish or math
to the students in our sample. These records include additional attributes such as gender, age,
years of teaching experience, and whether they have a formal degree in Education. DEMRE
datasets provide information related to teachers' PSU performance, how high they rank Education
as their program of choice ranking in college applications, and the institution they select.

Given the multidimensional context, where each student can potentially have multiple
teachers for various subjects, and each teacher instructs several students, we aggregate teacher
characteristics throughout each student's secondary education. This involves sequentially aver-
aging the characteristics of teachers of the corresponding subject at the classroom level for each
grade. If no teacher information is available for a classroom, we attribute information based on
the average characteristics of other classrooms in the same cohort, grade, and school, and the
school average across grades and years if information is missing. This approach considers each
student as the primary unit of observation.

It is essential to acknowledge some sample-bound limitations. First, our analysis is re-
stricted to exploring the impact of young teachers since we only have PSU data from 2006
onward. We use teachers' performance in this test as a critical determinant of students' PSU
performance. Therefore, we can only use the subsample of teachers observed as students taking
the test and, years later, as teachers in a secondary school classroom. Second, as not all students
have a young teacher, we assign information on the average teacher characteristics at the cohort-
school level to those for whom we do not observe the actual teacher's characteristics. Third,
for comparability in the results, we focus on students in the regular education system, excluding

those attending special education due to a disability or incarceration and those attending night
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school. Consequently, our nal sample comprises 428,973 observations for math and 415,315

for Spanish, with 307,169 students appearing in both subject samples.

3.4.1 Descriptive Statistics

Table C.1 presents the summary statistics of all student characteristics (Panel A) and av-
erage teacher characteristics (Panel B) for the sample of students considered in the analysis.
Columns (1) to (4) refer to characteristics of public school students in the sample, while columns
(5) to (8) refer to attributes of voucher school students in the sample, with columns (1) and (5)
showing average values for the math sample in each type of school, and (3) and (7) for Spanish.

The rst row in Panel A presents the statistics for the main dependent variable, the PSU
score. We see that the difference in average math and Spanish scores between voucher and
public schools is about 23 and 28 points, respectively, representing a difference of about 0.2-
0.3 standard deviations. To further put into perspective how large this gap is, consider that the
average difference in year-to-year changes in cutoffs for admission into undergraduate programs
is about 15 points, and the median of this difference is only 10 points. Figure C.1 presents the
distribution of the PSU scores for the students in the sample in math and Spanish, showing that
the gap between schools is present not only for the mean value but for most of the distribution.

The remaining rows in Panel A present additional characteristics of the students included
in the sample. On average, public school students outperformed voucher school students in the
eighth-grade SIMCE knowledge test by 0.22 standard deviations in math and 0.12 standard de-
viations in Spanish. These differences can be seen in Figure C.2, where the difference in the

distributions for math is much more severe than for Spanish. The lagged fraction taking each
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subject-speci ¢ PSU in each type of school also differs, with only 72% of students in public
schools taking the tests, while the proportion in voucher schools reaches 78%. Other character-
istics appear to be much more balanced between the types of schools, with around 55% of the
test-taker students being female, and with 7-10% of mothers holding a technical degree, 28-30%
holding a professional degree, and 3-5% of them having a post-graduate degree and the rest,
55-62% holding at most a high school degree.

From Table C.1, Panel B, we also learn about the differences in the average characteristics
of teachers in each type of school. We see that voucher school teachers, especially Spanish
teachers, score much higher than public school teachers in the PSU of the subject they teach. We
can also observe this pattern in Figure C.3. At the same time, public school teachers had higher
grade point averages when graduating from high school than voucher school teachers, although
these differences are minor compared to the ones observed for the PSU scores. Additionally,
public school teachers are two to three percentage points less likely to hold a degree from a
highly selective institution but slightly more likely to have an education degree. Interestingly, itis
more common for Spanish teachers to list education as a top 3 choice in their college application
ranking than for math teachers, and teachers in public schools show a lower tendency to list
education in their top application ranking than voucher school teachers. Finally, we observe that
the teachers in the sample are about 31 years old and have only three to four years of teaching
experience in both types of schools. This pattern is consistent with the fact that the teachers in
our sample took the college admissions test after 2004, so they are relatively young. We should
remember this fact when interpreting the results, as we cannot easily extrapolate the ndings to

all teachers in the system.
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3.5 Predicting Academic Success: Exploratory Analysis

In this section, we explore the factors that in uence student achievement in college ad-
mission tests, particularly emphasizing the impact of teachers and schools. It is well-established
that socioeconomic characteristics, schools, and particularly teachers, strongly predict students’
performance. When examining the characteristics of teachers that predict student performance,
previous research has often concentrated on years of experience and academic credentials. In
addition to these usual teachers' characteristics, we also study the potential role of teachers' per-
formance in the college admissions test and whether education was among their preferred choices
when applied to college.

We can incorporate teachers' performance in the college admissions test and students' ap-
plication preferences when they apply to college, which is a novel contribution to the existing
literature. To the best of our knowledge, we are the rst to attempt to study the relationship be-
tween student performance in college admission tests and teachers' performance in the very same
test.

We estimate the following VAM separately for each subject, math, and Spanish, to predict

college admission performance:

+ ,SIMCE®, + PSUZS, ™+ (+ & (3.1)

I;s;t

wherei denotes a studerd,a school, and a year. The outcome of intere$t,; corresponds to
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the PSU score of the studentin the yeart graduating from high schoa. V ouchers. is an

indicator variable taking value one if students attended a voucher school in high school, zero if it

is public? This variable captures any gap between comparable students in each type of school.
SESi.; is a categorical variable we use for each student's mother's highest level of education (no
higher education degree, technical tertiary degree, university degree, or graduate degree). We use
this variable to proxy for the socioeconomic status of the studesdicher.s; represents a vector

that encompasses the mean characteristics of the teacher observed throughout the high school
years of a student. This vector incorporates several factors, including the average performance
of teachers in the PSU in the subject they teach, the average high school GPA (measured on
the PSU scale), the fraction of teachers who have an education degree, the fraction of teachers
who ranked education among their top three choices in college applications, and the proportion
of teachers who attended a selective universitpdditionally, this variable includes the usual
characteristics used in the literature, such as average teacher experience, age, and the proportion
of female teachers. The variaB#MCE 2, captures the students' performance on the eighth-
grade SIMCE test for the corresponding subject. Including a baseline performance measure
allows us to interpret the results as a value-added speci cation, where SIMCE is a suf cient
statistic for the educational input of students before high school (Todd and Wolpin, 2003). Lastly,

to control for possible selection on the PSU take-up across schools, we control for the proportion

of students in the school who took the PSU test four years earlier, capture8 b, **. We

calculated it lagged to reduce concerns about potential endogeneity is¥veealso include in

40nly 6.19% of students in our sample switched from a voucher to a public school, or vice-versa. For these
students, we consider the school they graduated from.

5The select universities considered are Ponti cia Universidadi@atde Chile (PUC) and Universidad de Chile
(UCH), which are the most selective institutions in the country (Baret al., 2020)

6As Table 1 indicates, approximately 70% of high-school students in our sample take the PSU, which might raise
concerns about the impact of self-selection on test taking in the college admission test performance. Since we are
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the estimations the gender of the student and year- xed effegt$y capture aggregate shocks

to PSU results at the national level.

3.5.1 Results

Table C.2 presents the results of estimating equation (1) using students' PSU performance
as the dependent variable. We begin by examining the impact of the type of high school attended
by students and gradually incorporate other relevant variables into subsequent columns. In all
speci cations, we include year- xed effects.

Column (1) presents the results, including only the voucher-school indicator variable in the
estimate. The voucher coef cient indicates an average math PSU score difference of 23.3 points
between the two types of schools. In Column (2), we observe that the PSU gap decreases to 22
points when controlling for student background variables, such as gender and maternal education.

Column (3) introduces teacher information. The average teacher's math PSU result is a
robust positive predictor of student math PSU performance. A one-standard-deviation increase
in the teacher's score is associated with a rise of 9 points, approximately 0.1 standard deviations.
The proportion of teachers with a formal education degree also exhibits a positive, statistically
signi cant relationship with the PSU score, indicating that a 10% increase in the fraction of
teachers with an education degree corresponds to a 3.17-point increase in the PSU score. The
interplay between average years of experience and average teacher age almost cancels each other
out, possibly due to the teacher sample's youth and some collinearity. Notably, other teacher char-

acteristics, such as having a degree from a selective institution, selecting education in their top 3

interested in examining the impact of school type, we cannot use school- xed effects to account for this potential
source of bias. However, we interpret our lagged measure of school-speci ¢ PSU take-up rate and students' pre-high
school performance as suf cient statistics accounting for this self-selection into testing.
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college application choices, and the proportion of female teachers, are not signi cant predictors
after controlling for the aforementioned variables.

Even after accounting for student SES characteristics and a comprehensive set of teacher
features, the type of school attended continues to play a crucial role in explaining PSU perfor-
mance. In Column (4), with the inclusion of eighth-grade math SIMCE scores, the school gap
reduces to 9.4 points. The coef cient for SIMCE in eighth grade suggests that a one-standard-
deviation higher math SIMCE score is associated with a 62-point increase in the predicted math
PSU score. This result indicates the signi cant role played by the educational inputs students
received in primary education, reducing the relevance of the high school attended. Additionally,
the inclusion of past test scores transforms the estimate into a Value-Added Model (VAM), in-
dicating a substantial increase in the model's goodness-of- t. It is essential to highlight that the
eighth-grade test score not only captures pre-high school academic preparation but also incorpo-
rates other educational investments, such as parental involvement and innate talent, in uencing
better performance in standardized tests.

Finally, in Column (5), the inclusion of a proxy for the school's propensity to have students
taking the PSU further reduces the gap to 7.5 points. The estimate for this lagged PSU take-
up variable is statistically signi cant and positive. Consequently, the reduction in the gap aligns
with the fact that voucher schools, as indicated in Table C.1, are more likely to have their students
take the PSU. By including this by-school measure of the tendency to take the test, we control
for school-speci ¢ heterogeneity that affects students' likelihood of self-selecting into taking the
PSU. The coef cients for teacher characteristics decrease in size after including SIMCE results
and lagged PSU take-up rates, but they remain statistically signi cant, albeit at around a third of
their size in Column (3).
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We nd similar results when we compare the Spanish PSU performance in Table C.3.
In Column (1), there is an expected conditional voucher gap of 28.3 points, reducing to 25.6
points in Column (3) when controlling for students' gender, socioeconomic characteristics, and
teacher characteristics. The results closely mirror those of math PSU. Average Spanish PSU
performance of teachers and the fraction of teachers with an education degree strongly correlate
with the Spanish PSU performance of students. Column (4) reveals a considerable improvement
in the model's goodness of t, indicating a decrease of 7 points in the relevance of school type
when including students' eighth-grade Spanish SIMCE scores. Finally, Column (5) shows that
the school gap decreases an additional 2.5 points with the inclusion of the school PSU take-
up proxy. The estimates for teacher characteristics decrease to about half the size observed in
Column (3) but remain statistically signi cant.

The above speci cations assume that the coef cients for each explanatory variable must be
the same across both voucher and public schools. However, this might not be the case if there
are productivity differences in using any of those variables. Guided by the results in Tables C.2
and C.3, we apply the methodology developed by Firpo et al. (2018) and Rios-Avila (2019)to
analyze whether teacher quality can explain the performance gap observed by different types
of schools. In the next section, we estimate the decomposition of the school type gap in the
average PSU performance by the contribution of socioeconomic characteristics, teachers, own
past performance, and propensity to take the PSU test, allowing more exibility to explore the

isolated effects coming from the different elements of the model.
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3.6 Bridging the School-Type Gap: Oaxaca-Blinder Decompositions

The regression analysis in the previous section identi es many in uential factors that ex-
plain the gap in PSU performance, measured as the difference in the means of student scores in
the two types of schools. We implement a classical Oaxaca-Blinder decomposition to separately
estimate how much of the difference comes from the composition effect, i.e., the differences in
covariates between the two groups, and how much comes from the structure effect, i.e., the esti-
mated coef cients, which in this educational setting is akin to the productivity of the covariates.
Then, we take the analysis one step further by implementing a Recentered In uence Functions
(RIF) Oaxaca-Blinder Decomposition, which allows us to go beyond simple mean comparisons
to consider gaps in other statistics independent of the decomposition's sequential order. We fol-
low Firpo et al. (2018) to perform the RIF Oaxaca-Blinder decomposition analysis to explain the
differences in the PSU performance of students between schools for both mean and quantiles,
separating the differences in the distributions into composition and structure effects, decompos-
ing each effect by the contribution of each covariate, combining the RIF Oaxaca-Blinder analysis

and the reweight strategy proposed by DiNardo et al. (1996).

Classical Oaxaca-Blinder Decomposition

We rst implement a conventional Oaxaca-Blinder decomposition of the form:

N N

E[PSUjX; Vouchet E[PSUjX; Publid= XV " "% +|xV {%<P rr (3.2
I {z }

Unexplained Explained
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where X ¥ denotes a vector containing the averages of the independent variables for students
enrolled in typek's schools, and\ is the associated vector of point estimates obtained from a
linear regression modek 2 f P ublic; V ouchep). As is standard in the literature, the school gap
attributed to the differences in means is denoted by the “explained” gap, while the part attributed
to the coef cient discrepancies is the “unexplained” gap. Taking into account the evidence pre-
sented in Tables C.2 and C.3, we exclude from the characteristics of the teachers the nonsigni -
cant variables (selective education dummy, education as top choice dummy, and teacher's gender)

to minimize the noise in the estimations.

RIF Oaxaca-Blinder Decomposition

We then implement the RIF Oaxaca-Blinder decomposition in the following manner, following
the terminology laid out in Rios-Avila (2019). Assume that there is a joint distribution that de-
scribes all relationships between PSU scores, Y, exogenous characteristics, X, and the categorical
variable indicating the types of schools to be compared, T. Then, we can rewrite the PSU distri-

bution conditional on school type as:

f¥ix (YPXOF X (X); (3.3)
z
Fyix (YIX)dF (X); (3.4)

fl\;;x (y;x)

Fy(y)
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wherek indicates whether the density is conditional on the type of scAoel,k with k 2 f 0; 1g.

Then, differences in any distributional statistican be calculated as:

V. = Vi \p

= Vv(Fy) V(Fy)

V(Fyjx (YIX)dFx (X)) v(Fyjx (YiX)dFg (X)) (3.5)

From equation (3.5) it follows that the differences in statistican arise from differences in aver-

age characteristiqslF¢ (X) 6 dF{ (X)), or differences in coef cientsFy,, (YjX) 6 Fj (YjX) .
To separately estimate how relevant the composition and structure effects are in separately

explaining the school-type gap, it is needed a third statistic, a counterfactual one, that permits the

consideration of step-wise variations:

Ve = V(FY) = V(Fyjx (YX)dFx (X)):

With this counterfactual statistic, we can decomposen equation (3.5) as:

VYL %t Ve Voo
Vs Vyx
where vg denotes the structure effect andy, represents the composition effect. Howevgr,

is, by de nition, a counterfactual statistic and, therefore, not observable in the data. This unob-

servability represents an empirical challenge that the methodology sorts out by approximating
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the relevant distribution as follows.

Fe(y) = Fox (YIX)dFg (X)) Fyjx (YPX)dFg (X)! (X);

where the weightd, (X), can be obtained applying Bayes rule:

_ 1P P(T=1jX) .
0= e T REex)

whereP is the proportion of students in school type= 1, andP (T = 1jX) is the conditional
probability that someone with characteristics X belongs to a schoolTypel. Thus, by re-
weightingdFy (X ), we can proxy fow..

We estimateéP (T = 1jX) in a logit model, using as the main explanatory variables the
percentage of voucher schools in the municipality of residence of students, the total number of
voucher schools in the municipality of residence of students, mother's education (less than high
school, technical, professional or graduate degree), eighth-grade student-speci ¢ SIMCE scores
on both subjects, gender, the average experience of teachers in the municipality of residence, and
average PSU scores of teachers in the municipality of residence. We also include xed effects of
the year and interactions between the proportion of voucher schools, the total number of voucher
schools, SIMCE scores, and the average characteristics of teachers with the SIMCE scores of

students and the level of mother's educatiofhus, we have:

vi= E RIF y;v(Fl) =X fori 2 f 0; 1; cg;

"This richer speci cation with many interaction terms is needed to improve the t in the reweighting process.
See also Lemieux (2002).

97



We can then decompose the gaps in the PSU scores between the two types of schools,

public and voucher, as follows:

v= X0 N N 4 Xt o xe %y xe X0 0% ax0 A N (3.6)
— ) |—f—F |— &
p Vg Vx

e
Vg Vx

where the structure effect is further divided in pure strucfure®) and a reweighting errdr V).
Likewise, the composition effect is separated into the pure composition éffe€} and a spec-
i cation error (- Vg).

The intuition behind pure composition effectsy?, is to capture differences in PSU per-
formance between groups that can only be explained by the fact that the two groups are different.
For example, voucher school students score higher in 8th-grade knowledge exams than public
school students. Therefore, we expect them also to have an advantage on subsequent college
admission test results over public school students. This kind of difference between groups is
isolated in the composition effect. For its part, pure structure effeat’, would indicate differ-
ences in PSU scores due to factors that are more productive for one type of school than the other,
leading to better PSU results under the same levels of factors. If, for example, keeping all student
characteristics constant, having a more experienced teacher is more advantageous (productive, as
measured in PSU score points) for voucher school students, this effect is captured in the structure
effect.

The two additional estimates from the RIF Oaxaca-Blinder decomposition are the reweight-
ing and the speci cation error, v and v;. The reweighting error comes from the selection of
the variables and interaction terms included to compute the counterfactual statistic by estimating

P(T =1jX). It should go to zero in large samples. Of course, a tension exists between a higher
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Pseudo R?, a common support, and a perfect prediction, which is undesirable (Firpo et al.,
2018). Lastly, the speci cation error comes from deviations from linearity in the conditional
expectation and the fact th&t’ (y) is an approximation, so we should expect this error to be
different from zercd

In the next section, we estimate the classical and RIF Oaxaca-Blinder decompositions to
explain the mean gap in the math and Spanish results, following Firpo et al. (2018). As before,
we exclude non-signi cant components (selective education dummy, education as a top-choice

dummy, and teacher's gender) from teacher characteristics to minimize noise in the estimations.

3.6.1 Mean Differences

Table C.4 presents our results for the conventional Oaxaca-Blinder decomposition. Panel
A displays the overall gaps. Consistent with the summary statistics, voucher schools have uncon-
ditional average advantages in math (column 1) and Spanish (column 2) PSU scores. However,
69% and 45% of these gaps, respectively, are explained by the average differences in the observed
characteristics. Panel B shows that eighth-grade test scores and school-level historic PSU take-
up are the most important contributors for both subjects. High school teachers' characteristics, a
compound of the different variables in this category, play a relatively minor role.

The analysis of the contributors to the unexplained gaps delivers a different story. Panel C
of Table C.4 suggests that the coef cients associated with the characteristics of the teacher con-
tribute more than 10.9 points to the math PSU score gap (favoring voucher schools), being the
largest contributing factor. This result suggests that public and voucher schools produce differ-

ent outcomes equipped with the same inputs, suggesting differences in math PSU's productivity

8As Firpo et al. (2018) point out, how large the error should be remains an open empirical question.
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levels across school types. In the case of Spanish, we observe that the coef cient associated with
teachers' characteristics is actually negative. However, its size is much smaller than that of the in-
tercept, which is by far the largest contributor to the unexplained component. This result suggests
that the covariates included in the analysis are not compelling enough to comprehend the perfor-
mance gap in the Spanish PSU. Therefore, the estimates presented here should be interpreted
with caution.

Table C.5 presents the results of the RIF Oaxaca-Blinder decomposition for the mean dis-
tribution, which includes the reweighting scheme (expression (3.6)). Columns 1 and 2 display
the results for math and Spanish, respectively. Panel A shows that the observed characteristics
(composition) explain more of the total gaps than the parameters (structure), similar to the re-
sults in Panel A of Table C.4. The analysis of the Composition effects (Panel B) indicates that
8th-grade test score is the most important contributor, followed by the School's PSU take-up
(lagged). Teachers' characteristics contribute with less than one PSU point to closing the gap,
which is only statistically signi cant for Spanish. Panel B also provides insight into the model's
goodness-of- t, which is captured by the speci cation error. We observe a close-to-zero coef -
cient that is nonsigni cant at conventional levels for math and a large, highly signi cant positive
coef cient for Spanish. This result indicates caution in interpreting results for Spanish, given
that, unlike the case for math, the model cannot completely capture all the nuance in the factors
that might explain the performance gap across students in both types of schools. Consistent with
Panel C in Table C.4, the coef cients associated with teachers' characteristics play an essential
role in closing the average gaps for math, contributing almost 10 points. The school PSU take-up
rate signi cantly contributes to widening the gap, con rming the role of selection in the PSU
discussed above. SES characteristics and eighth-grade test scores contribute only marginally to

100



this component.

These results con rm that pre-high school test scores and the school's (predetermined)
college admission test take-up emerge as the most critical differences in characteristics explaining
the average PSU gap between public and voucher schools. This result underlines the limits of
how much schools can modify and adjust input (e.g., teacher characteristics) to reduce the gaps in
a speci c cohort. Now, since the differences in coef cients in Equation (3.6) can be interpreted as
proxies for the differential productivity levels of schools, our ndings also suggest that, with equal
input, voucher schools are better at producing higher PSU scores. This result represents a central
challenge for public policies and is consistent with the long-standing evidence documenting the

advantages of voucher schools' unconditional test scores.

3.6.2 Beyond the Mean: Quantile Differences

Decomposing the mean differences in PSU scores between public and voucher schools is
informative of the factors driving these gaps and the effectiveness of public initiatives to close
them. However, this approach does not reveal the factors that affect students at different levels of
the academic performance distribution. For example, for low-performance students, the drivers
of gaps between public and voucher schools could differ from those affecting students in the
middle or at the top of the distributions. To examine this, we implement the RIF Oaxaca-Blinder
decomposition introduced in section 3.6, which expresses the differences in any distributional
statistic as the sum of the structure and composition effects.

Figures C.4 and C.5 represent the results for math and Spanish, respectively. Given the

similarities in their messages and the better goodness-of- t of the model, we focus mainly on
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math and discuss any disparities between the two subjects.

Panel A of Figure C.4 presents the overall difference in math PSU between public and
voucher schools, decomposing it into composition and structure effects in each quantile using the
reweighting procedure described in equation (3.5). The estimated overall difference (red line)
is more or less stable across the distributions of the PSU scores, and it slightly decreases as we
move up across the quantiles. The range lies in the 20 to 35 interval, with an average of 30
points. The stability suggests that the distribution of student-level scores of voucher schools is
mainly shifted to the right relative to public schools. This pattern is consistent with the evidence
in Figure C.1, which shows the distributions. The positive and increasing composition effects
(blue dotted line) indicate that this component increasingly explains the gaps, with the observed
characteristics increasingly favoring voucher schools as one moves up in the distributions. We
come back to this point below. Finally, the structure effects, depicted by the dashed green line in
Panel A, partially compensate for the composition effects, showing a declining slope toward the
highest quantiles.

Panel B of the same gure presents the contribution of the different sets of factors to the
overall gaps between school types by quantiles. Although socioeconomic characteristics have al-
most no role in explaining the gaps, teachers are the main drivers in expanding them, particularly
in the upper half of the distribution. This pattern is not the case for Spanish, which we discuss
later in this section. Additionally, heterogeneity from the pre-high-school test scores (SIMCE)
explains between one-third and two-thirds of the gaps across the whole distribution. Finally,
consistent with the ndings of Tables C.2 and C.3, accounting for PSU enrollment reduces the
advantage of voucher schools, further increasing the gap as we move up in the distribution.

Panels C to E complement the previous results and provide further insight into the relative
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magnitude of the different effects. Speci cally, Panel C shows that most of the composition ef-
fects come from the pure explained component; meanwhile, Panel E shows that this is not the case
for structure effects, where pure explained and residual effects mostly net out each other. Panels
D and F show that the importance of pre-high-school test scores comes from the composition
instead of structure effects while con rming that the school-type-speci ¢ estimated coef cients
(structure effect) of teachers' characteristics and predetermined PSU take-up rates are essential
drivers of disparities. It is interesting to observe that the contribution of teachers to the structure
effectis somewhat different between math and Spanish (see Panel F of Figure and C.5). For math,
we see that this component is crucial in explaining the gap in the upper half of the distribution,
with voucher schools being relatively more productive. For Spanish, we observe that teachers are
more important in explaining the gap in the lower half of the distribution, with voucher schools

being relatively more productive. The pattern is much noisier in the upper part of the distribution.

3.6.3 Complementarities

Figure C.2 shows that students from voucher schools outperform public school students on
the SIMCE test. This fact holds for both subjects, although the gap is more prominent for math.
In this subsection, we analyze how teachers' contribution to explaining the PSU gap changes for
students at different baseline performance levels.

We start by analyzing the point estimates of Equation 3.1 when introducing two interaction
terms into the model. The rst is the interaction between students' performance on the eighth-
grade SIMCE test and their average teachers' performance on the college admissions test. We also

control for the interaction between students' performance on the eighth-grade SIMCE test, their
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teachers' performance on the college admissions test, and the voucher school indicator variable.
Table C.6 reports these results.

Columns (1) and (4) present the original regression results, including all explanatory vari-
ables, in the estimations explaining the math and Spanish PSU scores, equivalent to the results
in column (5) in Tables C.2 and C.3, respectively. Columns (2) and (5) present results when
including the interaction term between the average teacher's PSU and the student's past SIMCE
math and Spanish scores, respectively. We only observe positive and signi cant coef cients as-
sociated with the interaction term for math. This result suggests that the positive effect of having
a teacher with a higher PSU score is ampli ed when the students have higher pre-high school test
scores in the case of math PSU scores. Lastly, columns (3) and (6) include an additional inter-
action term, multiplying the interaction term by the voucher indicator variable. We observe that
the coef cient associated with the interaction between student and teacher performance and the
voucher dummy is negative for both tests, although only statistically signi cant for math. Thus,
the ampli cation of the teachers' PSU effect is smaller for students attending voucher schools
and nearly nonexistent for Spanish.

Lastly, we return to quantile gap analysis to explore what would happen with the contri-
bution of teachers if we abstracted the students' baseline performance. We re-estimate a RIF
Oaxaca-Blinder decomposition of a new measure of student PSU performance orthogonal to
SIMCE scores. We construct this measure by residualizing the PSU scores by their own SIMCE
test scores and using this residualized measure as the new dependent variable. The results are
graphically presented for quantiles of the distributions in Figure C.6, with Panel A showing the
results for math and Panel B for Spanish for both the original PSU score ( red line, also shown

in Panel F of Figures C.4 and C.5) and the new residualized version (navy line). In both panels
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of Figure C.6, we re-scale the Y-axis to re ect the fraction of the total effect that is explained by
teacher structure effects under each of the performance measures since the gap (in level) between
vouchers and public schools might change once we decompose it using the residualized PSU
measure.

The idea behind Figure C.6 is the following. A positive teacher structure effect implies that
teachers with the same characteristics have students with a better PSU performance in voucher
schools than in public schools, i.e., they are npauctive Suppose there is a positive comple-
mentarity in which teachers are more productive with more prepared students (i.e., higher SIMCE
score). In that case, we should expect that the teacher's structure effect decreases once we take
out the impact of the SIMCE test score on the PSU performance. This rationale is that we know
that students from voucher schools have higher SIMCE scores than students from public schools,
especially in math. Then, once we isolate the fact that teachers in voucher schools work with
students who are better equipped in terms of performance, the differences in productivity should
be smaller. This pattern is what we observe in Panel A of Figure C.6 for both the lowest and
highest quantiles of math PSU performance. In Panel B, this pattern holds only for the lowest
guantiles of Spanish PSU performance. These ndings are consistent with Table C.6, in which
we show a positive complementarity between teachers' PSU performance and students' SIMCE
score, but only statistically signi cant for math.

Finally, it is important to mention one caveat for the evidence shown in Figure C.6. The
analysis presented above assumes that for each student, their corresponding quantile using PSU
performance remains unchanged when using the residualized measure of performance and that
for each of those quantiles, voucher students outperform public school students in terms of their

SIMCE score. The correlation between students' ranking using the PSU and their residualized
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measures is about 0.7. Additionally, in Figure C.2, we observe that for math and Spanish, the
SIMCE test score distribution is shifted to the right for voucher school students, compared to
public school students. This pattern suggests that the assumption above holds on average but is

imperfect. Therefore, we should be cautious when interpreting the results of the gure.

3.7 Conclusion

Our comprehensive analysis of the factors in uencing student achievement in Chile's cen-
tralized college admission test (PSU) provides insights into the intricate relationships between
schools, teachers, and student outcomes. Our unigue dataset includes matched teacher-student
data, incorporating detailed information about teachers' performance in high-stakes college ad-
mission assessmerits.

The main results, presented in Tables C.2 and C.3, demonstrate the persistent impact of
the type of high school on PSU performance, even after controlling for student socioeconomic
characteristics, teacher attributes, and eighth-grade test scores. Although factors such as teacher's
subject-speci ¢ PSU performance, experience, and holding an education degree are highly rel-
evant to predicting student success, the school-type gap remains substantial, underscoring the
complexity of factors contributing to educational disparities. This fact indicates that addressing
inequalities in teacher quality alone may not be suf cient to bridge the gap in student achievement
across different school types.

The Oaxaca-Blinder decomposition, as outlined in Table C.4, provides a nuanced under-

standing of the components that directly contribute to the performance gap between public and

9Due to insuf cient data, we cannot determine whether there is a difference in attendapesitiversitar-
ios for students attending both types of schools. Additionally, we cannot isolate the bene ts of having access to
preuniversitariooon PSU performance from our results.
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voucher schools. Although observed characteristics and eighth-grade test scores explain most of
the average gaps, teachers' characteristics contribute substantially to the unexplained portion, es-
pecially in math. This evidence suggests inherent productivity differences between school types.

The reweighted Oaxaca-Blinder decomposition results (Table C.5) emphasize the impor-
tance of pre-high school test scores and historic PSU take-up rates in understanding the average
gaps. Thus, given equal input, voucher schools might exhibit higher productivity levels, rep-
resenting a challenge for policy interventions seeking to alleviate educational inequalities. The
RIF Oaxaca-Blinder approach enables us to look beyond the mean differences (Figures C.4 and
C.5), adding another layer of complexity. While socioeconomic characteristics have minimal
impact on the gaps across quantiles, teachers' characteristics become more pronounced in ex-
panding the gaps, particularly at the high-end distribution of scores, emphasizing the in uence of
teacher characteristics on the performance of high-achieving students. These results highlight the
need for targeted interventions that address the diverse needs of students at different achievement
levels.

Finally, we explore complementarities between teacher and student baseline performance
in predicting PSU performance and explaining the voucher-public school performance gap. We
nd that students with high SIMCE scores perceive a boost in their performance when paired
with a high PSU-performing teacher and that the increase is twice as large among public school
students. We examine complementarities in teacher-student interactions using the RIF Oaxaca-
Blinder quantile methodology, considering all teacher characteristics but using a PSU measure
orthogonal to the baseline performance level as measured by the SIMCE. We nd evidence that
teacher contributions to the gap disappear once baseline test scores are accounted for, under-

scoring the importance of understanding the interplay between prior achievement and teacher
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effectiveness in formulating effective educational policies.

Our study signi cantly advances the understanding of educational disparities in Chile by
revealing the persistent gap between school types, the in uential role of teachers, and the pres-
ence of complementarities. The results emphasize the imperative for comprehensive interven-
tions that combine targeted teacher training, early educational investments, and efforts to address
existing productivity differences between school types. Policymakers must strategically com-
bine these factors to foster a more equitable and effective educational system. Future research
should deepen the exploration of these dimensions, proposing innovative strategies to improve

educational outcomes and inform evidence-based policies.
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Appendix A:  Complementary Material to Chapter 1

A.1 Tables
Table A.1: Summary Statistics
All students Attendance sample GPA sample
Grades 1-4 5-8 9-11 1-4 5-8 9-11 1-4 5-8 9-12
1) 2 3) 4) (5) (6) ) (®) 9)
Student Characteristics
Female (%) 48.71 48.96 50.05 48.19 47.59 51.95 37.97 39.66 41.03
(49.98) (49.99) (50.00) (49.97) (49.94) (49.96) (48.53) (48.92) (49.19)
Age (years) 8.22 12.36 15.88 8.28 12.49 15.96 8.51 12.63 15.83
(1.32) (1.38) (1.11) (1.35) (1.42) (1.12) (1.47) (1.43) (1.17)
Grade Retained (%) 3.66 4.59 8.21 5.93 6.47 9.42 29.52 15.87 23.12
(18.79) (20.93) (27.45) (23.63) (24.60) (29.21) (45.61) (36.54) (42.16)
Attendance (%) 93.32 92.45 90.67 87.35 87.04 86.83 89.32 89.80 88.34
(6.77) (7.68) (9.54) (2.64) (2.82) (2.90) (9.42) (9.03) (10.02)
GPA 5.94 551 5.43 5.75 5.33 5.31 4.73 4.78 4.76
(0.66) (0.62) (0.66) (0.68) (0.58) (0.59) (0.27) (0.23) (0.25)
Education Outcomes
Reaches 12th Grade (%) 74.93 76.38 86.39 67.29 67.49 83.39 41.66 52.31 70.60
(43.34) (42.47) (34.29) (46.91) (46.84) (37.22) (49.30) (49.95) (45.56)
Enrolls in Adult Education (%) 17.61 17.38 10.23 22.90 24.17 12.77 37.79 35.21 22.89
(38.09) (37.89) (30.31) (42.02) (42.81) (33.37) (48.49) (47.76) (42.01)
Takes PSU (%) 70.29 71.89 78.79 63.32 64.35 74.46 34.53 48.71 60.71
(45.70) (44.95) (40.88) (48.19) (47.90) (43.61) (47.55) (49.98) (48.84)
Spanish PSU Performance 492.04 492.23 494.49 482.02 479.64  481.58 392.88 424.37 431.16
(109.58) (109.12) (108.42) (107.89) (105.45) (104.75) (86.55) (89.17) (88.22)
Math PSU Performance 498.69 498.57 500.25 484.41  479.97 480.82 426.87 439.89 442.42
(108.53) (108.40) (108.19) (103.41) (101.20) (100.69) (82.24) (84.60) (83.52)
Number of Students 734,784 725,396 675,533 324,471 338,265 309,223 153,816 291,965 268,466

Notes:The statistics above re ect my analysis sample, which consists of students who entered rst grade from 2005 to 2007, were born between
1998 and 2001, in general, and in particular for those close to one of the promotion cutoffs. Statistics are pooled by cycle in intervals of four
grades. The attendance sample includes students who have an attendance level up to ve percentage points away from the attendance promotion
threshold, while the GPA sample includes students who have a GPA up to 0.5 points away from the GPA promotion threshold. For more details,

see the text.
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Table A.2: The Effect of Grade Retention on School Continuation

Dependent Variable: Still in School in+ 1
Grade: @ @ (©) ) (©) (6) @) ®) 9) (10 (11

Retention -0.041 -0.012 -0.016 0.064 -0.096** -0.057 -0.060 -0.181 -0.124* -0.201** -0.178*
(0.076) (0.021) (0.024) (0.043) (0.045) (0.050) (0.062) (0.165) (0.068) (0.079)  (0.072)

Observations 94,491 120,399 127,331 129,008 134,723 130,628 139,298 147,636 150,316 153,798 145,790
F-stat 1st stage 219 402 264 112 63 69 48 37 59 68 54
Mean Dep. Var.  0.989  0.986 0.990 0.990 0.989 0.984 0.983 0.940 0.963 0.961 0.980

Notes: This table reports estimates of the effect of grade retention on the probability of continuing school the following year, as described in
section 1.3, with attendance as the relevant threshold. Each column presents the results for a grade-speci c estimation, where the number in
parentheses at the top of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation
include lagged and twice lagged attendance; current, lagged, and twice lagged GPA; gender; dummies for birth year; and school xed effects.
Grade 1 does not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across
all grades and presented in parentheses. #9001, ** p< 0.05, * p< 0.10. Figure A.18 provides a graphical summary of this table.

Table A.3: The Effect of Grade Retention on School Continuation

Dependent Variable: Still in School in+ 1

Grade: 1) (2 (3) 4 (5) (6) (7) (8) 9) (10) (11)
Retention 0.112** 0.059* 0.008 -0.012 -0.021** -0.031** -0.039*** 0.058** -0.046** -0.009 -0.136**
(0.044) (0.032) (0.020) (0.013) (0.007)  (0.007)  (0.006)  (0.011)  (0.010) (0.017)  (0.020)

Observations 40,474 44,735 56,938 59,021 107,868 119,864 135,858 117,679 156,553 113,889 78,575
F-stat 1st stage 150 220 480 1,413 5,817 8,401 9,984 10,535 4,820 2,242 1,333
Mean Dep. Var.  0.958 0.970 0.980 0.979 0.982 0.975 0.974 0.909 0.951 0.937 0.955

Notes: This table reports estimates of the effect of grade retention on the probability of continuing school the following year, as described in
section 1.3, with GPA as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses
at the top of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation include lagged
and twice lagged GPA, current, lagged, and twice lagged attendance; gender; dummies for birth year; and school xed effects. Grade 1 does
not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across all grades and
presented in parentheses. **«¢0.01, ** p< 0.05, * p< 0.10. Figure A.18 provides a graphical summary of this table.
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Table A.4: The Effect of Grade Retention on Future Retention

Dependent Variable: Still in School in+ 1
Grade: (1) (2 (3 4 (5) (6) ] (8 9) (10) (11)

Retention 0.601* -0.473** -0.238* -0.410% 0.041 -0.298* -0.168 -0.187 0.229* 0.290* 0.133*
(0.307) (0.083) (0.103) (0.179) (0.188) (0.176) (0.199) (0.273) (0.128) (0.113) (0.074)

Observations 94,491 120,399 127,331 129,008 134,723 130,628 139,298 147,636 150,316 153,798 145,790
F-stat 1st stage 219 402 264 112 63 69 48 37 59 68 54
Mean Dep. Var.  0.328 0.408 0.389 0.384 0.363 0.344 0.307 0.276 0.179 0.089 0.023

Notes:This table reports estimates of the effect of grade retention on the probability of ever being retained in the future, as described in section 1.3,
with attendance as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses at
the top of each column indicates the grade coursed by the sample considered in the analysis. Each column presents the results for a grade-speci ¢
estimation, where the number in parentheses at the top of each column indicates the grade coursed by the sample considered in the analysis. The
controls for each estimation include lagged and twice lagged attendance; current, lagged, and twice lagged GPA; gender; dummies for birth year;
and school xed effects. Grade 1 does not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped
within each outcome across all grades and presented in parentheses< 801 ** p< 0.05, * p< 0.10. Figure A.19 provides a graphical

summary of this table.

Table A.5: The Effect of Grade Retention on Future Retention

Dependent Variable: Still in School in+ 1
Grade: @ 2 (3 4 ®) (6) O 8 9 (10) (11)

Retention 0.079 -0.082 -0.201** -0.267** -0.245** -0.250** -0.182** -0.246*** -0.124** -0.014 0.058**
(0.082) (0.069) (0.055)  (0.037)  (0.021)  (0.018)  (0.017)  (0.019)  (0.020) (0.025) (0.022)

Observations 40,474 44,735 56,938 59,021 107,868 119,864 135,858 117,679 156,553 113,889 78,575
F-stat 1st stage 150 220 480 1,413 5,817 8,401 9,984 10,535 4,820 2,242 1,333
Mean Dep. Var. 0.729  0.691 0.660 0.661 0.581 0.520 0.450 0.432 0.264 0.168 0.060

Notes:This table reports estimates of the effect of grade retention on the probability of ever being retained in the future, as described in section 1.3,
with GPA as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses at the top
of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation include lagged and twice
lagged GPA; current, lagged, and twice lagged attendance; gender; dummies for birth year; and school xed effects. Grade 1 does not include
lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across all grades and presented in
parentheses. *** g 0.01, ** p< 0.05, * p< 0.10. Figure A.19 provides a graphical summary of this table.

Table A.6: The Effect of Grade Retention on Attending Senior Year

Dependent Variable: Still in School int+ 1

Grade: @) @ @3 4) ®) (6) Y] ®) ) (10) (1)
Retention 0.502* 0.188* 0071  0.158 0015 0153 -0.159 -0.380 -0.382** -0.684** -0.676**
(0.275) (0.079) (0.097) (0.174) (0.177) (0.171) (0.195) (0.277) (0.133)  (0.135)  (0.099)

Observations 94,491 120,399 127,331 129,008 134,723 130,628 139,298 147,636 150,316 153,798 145,790
F-stat 1st stage 219 402 264 112 63 69 48 37 59 68 54
Mean Dep. Var.  0.777 0.698 0.702 0.698 0.698 0.692 0.703 0.724 0.786 0.858 0.945

Notes: This table reports estimates of the effect of grade retention on the probability of ever attending senior year, as described in section 1.3,
with attendance as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses at
the top of each column indicates the grade coursed by the sample considered in the analysis. Each column presents the results for a grade-speci ¢
estimation, where the number in parentheses at the top of each column indicates the grade coursed by the sample considered in the analysis. The
controls for each estimation include lagged and twice lagged attendance; current, lagged, and twice lagged GPA; gender; dummies for birth year;
and school xed effects. Grade 1 does not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped
within each outcome across all grades and presented in parentheses< 801 ** p< 0.05, * p< 0.10. Figure A.20 provides a graphical

summary of this table.
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Table A.7: The Effect of Grade Retention on Attending Senior Year

Dependent Variable: Still in School in+ 1
Grade: (1) (2 (3 4 (5) (6) Q] (®) 9) (10) (11)

Retention 0011 -0.115 0.051 0.055 0.007 -0.020 -0.058** -0.012 -0.194** -0.244%* .0.559%*
(0.085) (0.072) (0.054) (0.036) (0.020) (0.017) (0.015) (0.017) (0.018)  (0.025)  (0.028)

Observations 40,474 44,735 56,938 59,021 107,868 119,864 135,858 117,679 156,553 113,889 78,575
F-stat 1st stage 150 220 480 1,413 5,817 8,401 9,984 10,535 4,820 2,242 1,333
Mean Dep. Var. 0.434 0.451 0.477 0.478 0.539 0.566 0.598 0.604 0.724 0.761 0.866

Notes: This table reports estimates of the effect of grade retention on the probability of ever attending senior year, as described in section 1.3,
with GPA as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses at the top
of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation include lagged and twice
lagged GPA; current, lagged, and twice lagged attendance; gender; dummies for birth year; and school xed effects. Grade 1 does not include
lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across all grades and presented in
parentheses. *** g 0.01, ** p< 0.05, * p< 0.10. Figure A.20 provides a graphical summary of this table.

Table A.8: The Effect of Grade Retention on Enrolling in Adult Education

Dependent Variable: Still in School in+ 1
Grade: (1) (2 (3 4 (5) (6) ) ()] 9) (10) (11)

Retention -0.244 -0.172** -0.046 -0.314* 0.015 -0.199 0176  0.242 0.404"* 0.436*** 0.650%**
(0.253) (0.076) (0.092) (0.167) (0.169) (0.169) (0.188) (0.265) (0.124) (0.122)  (0.103)

Observations 94,491 120,399 127,331 129,008 134,723 130,628 139,298 147,636 150,316 153,798 145,790
F-stat 1st stage 219 402 264 112 63 69 48 37 59 68 54
Mean Dep. Var.  0.177 0.230 0.231 0.237 0.239 0.246 0.239 0.226 0.178 0.120 0.052

Notes: This table reports estimates of the effect of grade retention on the probability of ever enrolling in adult education, as described in
section 1.3, with attendance as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in
parentheses at the top of each column indicates the grade coursed by the sample considered in the analysis. Each column presents the results for a
grade-speci ¢ estimation, where the number in parentheses at the top of each column indicates the grade coursed by the sample considered in the
analysis. The controls for each estimation include lagged and twice lagged attendance; current, lagged, and twice lagged GPA; gender; dummies
for birth year; and school xed effects. Grade 1 does not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are
bootstrapped within each outcome across all grades and presented in parentheses0.8%, * p< 0.05, * p< 0.10. Figure A.21 provides a

graphical summary of this table.

Table A.9: The Effect of Grade Retention on Enrolling in Adult Education

Dependent Variable: Still in School in+ 1
Grade: @ @ (©)] @ ()] (6) O (8 9 (10) (11)

Retention 0.145* 0.123* -0.017 -0.049 -0.028 -0.004 0.053** -0.002 0.172%* 0.157%* 0.402%**
(0.087) (0.074) (0.057) (0.037) (0.020) (0.017) (0.016) (0.018) (0.018) (0.025)  (0.028)

Observations 40,474 44,735 56,938 59,021 107,868 119,864 135,858 117,679 156,553 113,889 78,575
F-stat 1st stage 150 220 480 1,413 5,817 8,401 9,984 10,535 4,820 2,242 1,333
Mean Dep. Var. 0.387 0.393 0.389 0.397 0.362 0.349 0.325 0.323 0.235 0.206 0.129

Notes: This table reports estimates of the effect of grade retention on the probability of ever enrolling in adult education, as described in
section 1.3, with GPA as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses
at the top of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation include lagged
and twice lagged GPA, current, lagged, and twice lagged attendance; gender; dummies for birth year; and school xed effects. Grade 1 does
not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across all grades and
presented in parentheses. **&®.01, ** p< 0.05, * p< 0.10. Figure A.21 provides a graphical summary of this table.
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Table A.10: The Effect of Grade Retention on High School Graduation

Dependent Variable: Still in School i+ 1

Grade: (1) 2 (3) (4) (5) (6) ) (8) 9) (10) (11)
Retention 0.274 0079 -0.072 -0.260* -0.056 -0.333* -0.107 -0.407* -0.222* -0.386"* -0.092
(0.201) (0.062) (0.077) (0.136) (0.141) (0.133) (0.153) (0.215) (0.089)  (0.088)  (0.069)

Observations 94,491 120,399 127,331 129,008 134,723 130,628 139,298 147,636 150,316 153,798 145,790
F-stat 1st stage 219 402 264 112 63 69 48 37 59 68 54
Mean Dep. Var. 0.900 0.851 0.857 0.857 0.860 0.860 0.873 0.889 0.923 0.956 0.982

Notes:This table reports estimates of the effect of grade retention on the probability of obtaining a high school diploma, as described in section 1.3,
with attendance as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses at
the top of each column indicates the grade coursed by the sample considered in the analysis. Each column presents the results for a grade-speci ¢
estimation, where the number in parentheses at the top of each column indicates the grade coursed by the sample considered in the analysis. The
controls for each estimation include lagged and twice lagged attendance; current, lagged, and twice lagged GPA; gender; dummies for birth year;
and school xed effects. Grade 1 does not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped
within each outcome across all grades and presented in parentheses< 801y ** p< 0.05, * p< 0.10. Figure A.22 provides a graphical

summary of this table.

Table A.11: The Effect of Grade Retention on High School Graduation

Dependent Variable: Still in School in+ 1

Grade: (1) (2 (3) 4 (5) (6) (7) (8) 9) (10) (11)
Retention 0.024 0.027 0042 0.015 -0.051** -0.067** -0.056** -0.038%* -0.086** -0.180%* -0.105%*
(0.089) (0.073) (0.052) (0.034) (0.017)  (0.015)  (0.013)  (0.015)  (0.014)  (0.020)  (0.020)

Observations 40,474 44,735 56,938 59,021 107,868 119,864 135,858 117,679 156,553 113,889 78,575
F-stat 1st stage 150 220 480 1,413 5,817 8,401 9,984 10,535 4,820 2,242 1,333
Mean Dep. Var. 0.664 0.687 0.719 0.729 0.778 0.802 0.825 0.835 0.904 0.928 0.959

Notes:This table reports estimates of the effect of grade retention on the probability of obtaining a high school diploma, as described in section 1.3,
with GPA as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses at the top
of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation include lagged and twice
lagged GPA; current, lagged, and twice lagged attendance; gender; dummies for birth year; and school xed effects. Grade 1 does not include
lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across all grades and presented in
parentheses. *** g 0.01, ** p< 0.05, * p< 0.10. Figure A.22 provides a graphical summary of this table.

Table A.12: The Effect of Grade Retention on Taking the College Admissions Test (PSU)

Dependent Variable: Still in School int+ 1
Grade: (€] @ (©)] (O] ®) (6) ™ G 9 (10) (11)

Retention 0.225 0.142* 0015 -0.092 -0.011 -0.047 0.093 -0.384 -0.251* -0.254* 0.097
(0.280) (0.078) (0.095) (0.168) (0.178) (0.162) (0.195) (0.283) (0.137) (0.153) (0.172)

Observations 94,491 120,399 127,331 129,008 134,723 130,628 139,298 147,636 150,316 153,798 145,790
F-stat 1st stage 219 402 264 112 63 69 48 37 59 68 54
Mean Dep. Var. 0.748 0.654 0.661 0.660 0.660 0.655 0.664 0.682 0.720 0.767 0.811

Notes: This table reports estimates of the effect of grade retention on the probability of ever taking the college admissions test, as described in
section 1.3, with attendance as the relevant threshold. Each column presents the results for a grade-speci c estimation, where the number in
parentheses at the top of each column indicates the grade coursed by the sample considered in the analysis. Each column presents the results for a
grade-speci ¢ estimation, where the number in parentheses at the top of each column indicates the grade coursed by the sample considered in the
analysis. The controls for each estimation include lagged and twice lagged attendance; current, lagged, and twice lagged GPA; gender; dummies
for birth year; and school xed effects. Grade 1 does not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are
bootstrapped within each outcome across all grades and presented in parentheses).0%, i* p< 0.05, * p< 0.10. Figure A.23 provides a

graphical summary of this table.
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Table A.13: The Effect of Grade Retention on Taking the College Admissions Test (PSU)

Dependent Variable: Still in School in+ 1

Grade: (1) (2 (3) (4) (5) (6) (7) (8) &) (10) (11)
Retention -0.003 -0.103 0.054 0.068* 0011 -0.004 -0.021 0.025 -0.033* -0.034 -0.028
(0.079) (0.066) (0.050) (0.035) (0.019) (0.016) (0.015) (0.017) (0.018) (0.027) (0.032)

Observations 40,474 44,735 56,938 59,021 107,868 119,864 135,858 117,679 156,553 113,889 78,575
F-stat 1st stage 150 220 480 1,413 5,817 8,401 9,984 10,535 4,820 2,242 1,333
Mean Dep. Var. 0.329 0.356 0.395 0.411 0.478 0.511 0.546 0.555 0.639 0.640 0.669

Notes: This table reports estimates of the effect of grade retention on the probability of ever taking the college admissions test, as described in
section 1.3, with GPA as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses
at the top of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation include lagged
and twice lagged GPA; current, lagged, and twice lagged attendance; gender; dummies for birth year; and school xed effects. Grade 1 does
not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across all grades and
presented in parentheses. **¢9.01, ** p< 0.05, * p< 0.10. Figure A.23 provides a graphical summary of this table.

Table A.14: The Effect of Grade Retention on Spanish PSU Performance

Dependent Variable: Still in School in+ 1

Grade: (1) (2 (3) (4) (%) (6) (7) (8) 9) (10) (11)
Retention 0.761  62.010 39.500 149.159 -32.947  -0.397  23.862 -188.937 27.852 125.232 169.871*
(139.188) (48.071) (69.795) (112.657) (141.146) (131.076) (122.724) (186.227) (71.766) (82.942) (94.996)

Observations 74,740 84,389 90,205 91,457 95,684 92,318 100,159 108,972 117,259 127,231 126,766
F-stat 1st stage 174 198 93 52 19 20 19 13 30 38 31
Mean Dep. Var.  469.691 447.946 447.132 445.066 444.080 443.032 440.981 444.060 442.326 446.101 452.555

Notes: This table reports estimates of the effect of grade retention on Spanish performance on the college admissions test, as described in
section 1.3, with attendance as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in
parentheses at the top of each column indicates the grade coursed by the sample considered in the analysis. Each column presents the results for a
grade-speci ¢ estimation, where the number in parentheses at the top of each column indicates the grade coursed by the sample considered in the
analysis. The controls for each estimation include lagged and twice lagged attendance; current, lagged, and twice lagged GPA; gender; dummies
for birth year; and school xed effects. Grade 1 does not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are
bootstrapped within each outcome across all grades and presented in parenthese<).0%, * p< 0.05, * p< 0.10. Figure A.24 provides a

graphical summary of this table.

Table A.15: The Effect of Grade Retention on Spanish PSU Performance

Dependent Variable: Still in School i+ 1
Grade: @ @ ©) (O] ®) (6) (] ® 9 (10 (11)

Retention 25.639 -53.333 22.885 6.483 19.921* 13.346* 0.670 15.132* 24.207** 43.735%* 89.335%*
(51.748) (39.615) (28.936) (18.462) (9.884) (7.813) (7.073) (8.263) (8.152)  (12.803)  (14.425)

Observations 14,488 17,701 25,147 27,184 57,889 68,638 82,817 72,929 111,395 81,961 59,480
F-stat 1st stage 58 95 210 675 2,718 4,298 5,266 5,504 2,833 1,227 904
Mean Dep. Var. 331.349 333.751 342.788 346.653 366.166 374.262 382.752 385.054 390.869 381.032 378.980

Notes: This table reports estimates of the effect of grade retention on Spanish performance on the college admissions test, as described in
section 1.3, with GPA as the relevant threshold. Each column presents the results for a grade-speci c estimation, where the number in parentheses
at the top of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation include lagged
and twice lagged GPA, current, lagged, and twice lagged attendance; gender; dummies for birth year; and school xed effects. Grade 1 does
not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across all grades and
presented in parentheses. **¢9.01, ** p< 0.05, * p< 0.10. Figure A.24 provides a graphical summary of this table.
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Table A.16: The Effect of Grade Retention on Math PSU Performance

Dependent Variable: Still in School in+ 1

Grade: 1) 2 (3) 4) (5) (6) ) (8) 9) (10) (11)

Retention 0.256  128.745* 76979 141.072 30542  -8.754 132140 -111.695 71.063 144301 275.295%*
(145.551) (52.013) (76.731) (122.454) (149.838) (143.111) (134.630) (193.667) (78.483) (89.254) (105.186)

Observations 74740 84,389 90,205 91,457 95684 92,318 100,159 108,972 117,259 127,231 126,766

F-stat 1st stage 174 198 93 52 19 20 19 13 30 38 31

Mean Dep. Var. 462.549 442914 440.760 438.628 436.886 435039 432.844 435099 434.015 438.478  444.861

Notes:This table reports estimates of the effect of grade retention on math performance on the college admissions test, as described in section 1.3,
with attendance as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses at
the top of each column indicates the grade coursed by the sample considered in the analysis. Each column presents the results for a grade-speci ¢
estimation, where the number in parentheses at the top of each column indicates the grade coursed by the sample considered in the analysis. The
controls for each estimation include lagged and twice lagged attendance; current, lagged, and twice lagged GPA; gender; dummies for birth year;
and school xed effects. Grade 1 does not include lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped
within each outcome across all grades and presented in parentheses< 801 ** p< 0.05, * p< 0.10. Figure A.25 provides a graphical

summary of this table.

Table A.17: The Effect of Grade Retention on Math PSU Performance

Dependent Variable: Still in School in+ 1

Grade: @ ) ©) 4) ®) (6) ) ®) ©) (10) (1)

Retention 1.365 -18.310 48.138  6.026 22.299** 14.425 12.373 16.871* 27.538** 10.770 75.361***
(59.023) (45.993) (32.764) (21.366) (10.935) (8.858) (7.927) (8.736) (9.007)  (13.969) (15.381)

Observations 14,488 17,701 25147 27,184 57,889 68,638 82,817 72,929 111395 81961 59,480

F-stat 1st stage 58 95 210 675 2,718 4,298 5,266 5,504 2,833 1,227 904
Mean Dep. Var. 346.698 350.617 358.386 361.083 374.193 378.930 383.905 385.336 390.022 382.143 384.001

Notes:This table reports estimates of the effect of grade retention on math performance on the college admissions test, as described in section 1.3,
with GPA as the relevant threshold. Each column presents the results for a grade-speci ¢ estimation, where the number in parentheses at the top
of each column indicates the grade coursed by the sample considered in the analysis. The controls for each estimation include lagged and twice
lagged GPA; current, lagged, and twice lagged attendance; gender; dummies for birth year; and school xed effects. Grade 1 does not include
lagged terms, while grade 2 does not include twice-lagged terms. Errors are bootstrapped within each outcome across all grades and presented in
parentheses. *** g 0.01, ** p< 0.05, * p< 0.10. Figure A.25 provides a graphical summary of this table.
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A.2 Figures

Figure A.1l: Percentage of students who had repeated a grade in primary, lower secondary or
upper secondary school

Notes:This gure shows the percentage of 15-year-old students taking the 2022 PISA test who had repeated a grade in primary, lower secondary,
or upper secondary school, where each bar represents a country.
Source:Author's elaboration from PISA 2022 results.
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Figure A.2: Attendance Distribution for Grades 1 to 8

(a) Grade 1 (b) Grade 2
(c) Grade 3 (d) Grade 4
(e) Grade 5 (f) Grade 6
(g) Grade 7 (h) Grade 8

Notes:These histograms show separately, for grades 1-8, the frequency of end-of-year attendance for students who entered rst grade from 2005
to 2007 and were born between 1998 and 2001. The red vertical dashed line indicates the attendance threshold established by law for automatic
grade promotion.
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Figure A.3: Attendance Distribution for Grades 9 to 12

(a) Grade 9, Regular Education (b) Grade 9, Vocational Education
(c) Grade 10, Regular Education (d) Grade 10, Vocational Education
(e) Grade 11, Regular Education (f) Grade 11, Vocational Education
(g) Grade 12, Regular Education (h) Grade 12, Vocational Education

Notes: These histograms show separately, for grades 9-12 and by type of education, regular or vocational, the frequency of end-of-year attendance
for students who entered rst grade from 2005 to 2007 and were born between 1998 and 2001. The red vertical dashed line indicates the attendance
threshold established by law for automatic grade promotion.
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Figure A.4: Grade Point Average Distribution for Grades 1 to 8

(a) Grade 1 (b) Grade 2
(c) Grade 3 (d) Grade 4
(e) Grade 5 () Grade 6
(g) Grade 7 (h) Grade 8

Notes: These histograms show separately, for grades 1-8, the frequency of end-of-year GPA for students who entered rst grade from 2005 to
2007 and were born between 1998 and 2001. The red vertical dashed lines indicate the GPA thresholds established by law for automatic grade
promotion.

119



Figure A.5: Grade Point Average Distribution for Grades 9 to 12

(a) Grade 9, Regular Education (b) Grade 9, Vocational Education
(c) Grade 10, Regular Education (d) Grade 10, Vocational Education
(e) Grade 11, Regular Education (f) Grade 11, Vocational Education
(g) Grade 12, Regular Education (h) Grade 12, Vocational Education

Notes: These histograms show separately, for grades 9-12 and by type of education, regular or vocational, the frequency of end-of-year attendance
for students who entered rst grade from 2005 to 2007 and were born between 1998 and 2001. The red vertical dashed lines indicate the GPA
thresholds established by law for automatic grade promotion.
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Figure A.6: Educational trajectory of the followed cohort in time, by progression status

Notes:This gure shows the year-to-year progression of each student entering rst grade for the rst time from 2005 to 2007, born from 1998 to

2001. Each bar's height indicates the number of students enrolled in any educational program for each year after starting school. The blue portion
of the bar indicates the number of students who have an on-time progression, being always promoted. The orange portion indicates the number
of students who have repeated one year, while the green portion indicates the number of students two or more grades behind. The red portion of

the bar indicates the number of students switching to adult education.
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Figure A.7: Retention Distribution by End of High School Status

Notes: This gure shows the incidence of retention for students entering rst grade in the years 2005 to 2007, born years 1998 to 2001. Each
bar indicates the number of students in each academic situation concerning retention (never, once, or more than twice) and school graduation
(whether they dropped out before the senior year).
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Figure A.8: Educational trajectory of followed cohort in time, by progression status.

Notes:This gure shows the number of students in the sample at risk of retention on each grade by promotion threshold and how many of them
are retained. The blue section of the bar represents the number of students at risk of retention on both margins in the same year. In contrast,
the orange and blue bars indicate the number of students at risk of retention uniquely for either low attendance or low GPA, respectively. The

high-transparency fraction of each colored portion corresponds to the number of students held back.
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